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Abstract 

The field of distributed computing is growing and quickly becoming a natural part of large as 

well as smaller enterprises’ IT processes. Driving the progress is the cost effectiveness of 

distributed systems compared to centralized options, the physical limitations of single 

machines and reliability concerns. 

There are frameworks within the field which aims to create a standardized platform to 

facilitate the development and implementation of distributed services and applications. 

Apache Hadoop is one of those projects. Hadoop is a framework for distributed processing 

and data storage. It contains support for many different modules for different purposes such as 

distributed database management, security, data streaming and processing. In addition to 

offering storage much cheaper than traditional centralized relation databases, Hadoop 

supports powerful methods of handling very large amounts of data as it streams through and is 

stored on the system. These methods are widely used for all kinds of big data processing in 

large IT companies with a need for low-latency, high-throughput processing of the data. 

More and more companies are looking towards implementing Hadoop in their IT processes, 

one of them is Unomaly, a company which offers agnostic, proactive anomaly detection. The 

anomaly detection system analyses system logs to detect discrepancies. The anomaly 

detection system is reliant on large amounts of data to build an accurate image of the target 

system. Integration with Hadoop would result in the possibility to consume incredibly large 

amounts of data as it is streamed to the Hadoop storage or other parts of the system. 

In this degree project an integration layer application has been developed to allow Hadoop 

integration with Unomalys system. Research has been conducted throughout the project in 

order to determine the best way of implementing the integration. 

The first part of the result of the project is a PoC application for real time data pipelining 

between Hadoop clusters and the Unomaly system. The second part is a recommendation of 

how the integration should be designed, based on the studies conducted in the thesis work.  

  



 

 

Sammandrag 

Distribuerade system blir allt vanligare inom både stora och små företags IT-system. 

Anledningarna till denna utveckling är kostnadseffektivitet, feltolerans och tekniska fysiska 

begränsningar på centraliserade system. 

Det finns ramverk inom området som ämnar att skapa en standardiserad plattform för att 

underlätta för utveckling och implementation av distribuerade tjänster och applikationer. 

Apache Hadoop är ett av dessa projekt. Hadoop är ett ramverk för distribuerade beräkningar 

och distribuerad datalagring. Hadoop har stöd för många olika moduler med olika syften, t.ex. 

för hantering av distribuerade databaser, datasäkerhet, dataströmmning och beräkningar. 

Utöver att erbjuda mycket billigare lagring än centraliserade alternativ så erbjuder Hadoop 

kraftulla sätt att hantera väldigt stora mängder data när den strömmas genom, och lagras på, 

systemet. Dessa metoder används för en stor mängd olika syften på IT-företag som har ett 

behov av snabb och kraftfull datahantering. 

Fler och fler företag implementerar Hadoop i sina IT-processer. Ett av dessa företag är  

Unomaly. Unomaly är företag som erbjuder generisk, förebyggande avvikelsedetektering. 

Deras system fungerar genom att aggregera stora volymer systemloggar från godtyckliga IT-

system. Avvikelsehanteringssystemet är beroende av stora mängder loggar för att kunna 

bygga upp en korrekt bild av värdsystemet. Integration med Hadoop skulle låta Unomaly 

konsumera väldigt stora mängder loggdata när den strömmar genom värdsystemets 

Hadooparkitektur. 

I dettta kandidatexamensarbete har ett integrationslager mellan Hadoop och Unomalys 

avvikelsehanteringssystem utvecklats. Studier har också gjorts för att identifiera den bästa 

lösningen för integraion mellan avvikelsehanteringssystem och Hadoop 

Arbetet har resulterat i en applikationsprototyp som erbjuder realtids datatransportering 

mellan Hadoop och Unomalys system. Arbetet har även resulterat i en studie som diskuterar 

det bästa tillvägagångsättet för hur en integration av detta slag ska implementeras.  
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Glossary 

 Cluster - A network of cooperating machines 

 Hadoop - A framework for distributed computation and data storage 

 PoC - Proof of concept, an example of how something can be done 

 Batch processing - Processing data in increments instead of continuously 

 Stream processing - Processing data continuously instead of incrementally 

 Kafka - A publish-subscribe message queue rethought as a commit log 

 Flume - Log aggregation application, pipe-lining data from a source to a sink 

 EC2 - Amazon Elastic Compute Cloud 

 LAN - Local area network 

 HDFS - Hadoop Distributed File System 

 VM - Virtual Machine 

 OS - Operating system 

 Throughput - a rate of production of which something can be processed 

 Unomaly - A Swedish company specialized in anomaly detection 

 HDP – Hortonworks data platform 
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1. Introduction 

The interest for distributed systems is ever increasing in the field of computing [1]. Lower 

cost, higher performance and higher availability attracts much attention and many enterprises 

are looking towards distributing their IT infrastructure to improve their IT related processes. 

This bachelor thesis project was done in collaboration with the company Unomaly. Unomaly 

was founded in 2010 and is a company based in Stockholm, Sweden [2]. Their product is an 

anomaly detection system which agnostically analyses log-data incoming from an arbitrary 

system and applies its logic to the data to create an image of what is expected output and what 

can be considered to be anomalies. It then presents the current status of the log-producing 

system so that possible harmful events can be detected and dealt with before they have a 

negative impact on the availability of the target system. The result of utilizing their system is 

to be able to provide high availability by detecting all possibly harmful events before they 

lead to a system being rendered unavailable. 

Their product consists of the anomaly detecting core and so called transports which are 

responsible for pipelining the log data from the customer system to the Unomaly system. 

Lately Unomaly have been looking into developing an interface towards Hadoop 

environments to allow them to easily pipeline logs from companies and organizations which 

stores their log data on Hadoop clusters. 

 

1.1 Background 

A distributed system is, according to Andrew Tanenbaum and Marten van Steen; “A 

collection of independent computers that appears to its users as a single coherent system or 

as a single system.” [3] 

There are several reasons to why more and more companies look towards the distributed 

Hadoop framework for data storage and computation. Historically the field of distributed 

computing started in the 1980s as a response to the demand of performance in relation to cost 

of components. Powerful computing machines were large and expensive but in the 80s the 

microprocessor and high-speed LAN were introduced. This led to the idea of combining 

several cheaper and smaller machines so that they could, together, output the same 

performance as a large and expensive machine. [3] Technology moved forward and today 

even faster network connections are available and processor manufacturers are facing the 

limitations of physics, hindering them from producing faster single-core processors [4]. 

Furthermore, it is also more cost efficient to store data on several small storage units rather 

than a single large one. This has led to the field of distributed computing and storage being as 

relevant as ever and many systems and framework utilizes the nature of distributed systems. 

One of the most state-of-the-art systems in the field of distributed systems is the Hadoop 

framework. Hadoop is a “framework that allows for the distributed processing of large data 

sets across clusters of computers using simple programming models.” [5] . Hadoop consists of 

two main parts: HDFS (Hadoop Distributed File System) and Map-Reduce, a protocol for 

mapping tasks to different nodes in the Hadoop cluster and reducing the produced results into 

a coherent result.  
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Storage wise, Hadoop offers many advantages over classical relation databases. The main 

advantages offered includes availability; if a machine running a centralized database goes 

down, the database will be completely unavailable. If a node in a Hadoop cluster goes down, 

Hadoop takes care of this by distributing the faulty nodes jobs to the other nodes in the cluster 

leaving the end user unaffected by the issues in the cluster. Traditionally Hadoop has been 

seen as an alternative to the relation database for cheap data storage but recently the 

possibility of distributed real-time processing of data directly in the cluster is being examined 

and many companies utilize distributed stream processing to make their IT processes more 

efficient. 

 

The Unomaly system functions by receiving log data from critical IT-systems and then 

applying its algorithms to detect anomalies which may lead to system failure if not attended 

to. [6] Unomaly predicts that many large scale organizations will store their log-data in 

Hadoop clusters in the future and thus they want to have the ability to real-time pipeline data 

from an organizations’ Hadoop environment to their anomaly detection system maintaining 

high throughput, high availability and a simple architectural approach. 

 

1.2 Problem description 

If cost was not an issue, companies which strives to provide high availability systems would 

store all their logs to build intelligent anomaly detection and handling but systems generate a 

great amount of log files constantly, leading to high storage costs. These costs might not be 

prioritized in the budgets which may lead to system downtime when an anomaly occur which 

could have been avoided had there been a competent monitoring system with a bank of 

historic data to base its decisions on. 

More and more enterprises are working with increasingly large amounts of data and storing 

them on distributed systems like Hadoop. [7] 

How can Unomaly be integrated with the Hadoop eco-system to provide simple yet powerful 

real time anomaly detection? 

1.3 Purpose 
The purpose of the thesis project is divided into the purpose of the thesis and the purpose of 

the project work and discussed separately.  

1.3.1 Purpose of thesis 

This thesis will debate the various possibilities for the company Unomaly to integrate their 

anomaly detection system with Hadoop in the form of a real time data pipeline, while 

maintaining all the critical functionalities of the system. This thesis also have a purpose to 

research how companies today are utilizing Hadoop and the systems many properties, both for 

data storage and for distributed processing of data. The possible future for enterprise use of 

Hadoop will also be discussed in this thesis. 

 

1.3.2 Purpose of the work 

The purpose with the thesis work is to develop an integration layer that Unomaly can utilize 

when they need to stream data from a costumer that uses Hadoop in their infrastructure. The 

work will also include research of the different ways of doing this to be able to provide the 

most suitable solution with simplicity and optimal throughput in mind.    
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1.4 Goals of the project 

The project had several goals, some of which were development goals and some were goals 

for the research being conducted. 

1.4.1 Effect goal 

For a relatively young company which has a profile of being a state-of-the-art and progressive 

company, it is of high importance to stay in the forefront of the industry. Distributed storage 

and data processing in Hadoop clusters is widely used and is predicted by the interviewed 

enterprise representatives to become an even larger part of the IT industry in the future. Thus 

having support for these solutions is vital to attract customers, sustain customer relations and 

continue being a relevant part of the industry. 

 

1.4.2 Project goal 

The project starts with a period of research where active parties in the industry are consulted 

and relevant documentation in the form of research papers and use-case documentation is 

studied to provide a foundation to base the development on. A pre-production environment in 

the form of a small Hadoop cluster is then configured to provide a development platform 

where different solutions and approaches can be tested and evaluated. 

The goal of the project can be divided into a theoretic and a practical goal. The practical goal 

is to develop a low-latency, high-throughput, simple interface between a Hadoop cluster and 

the Unomaly system for pipelining of log data in real time. The theoretical goal is to research 

the usage of Hadoop enterprise usage, specifically the data streaming aspects.  

 

1.4.3 Sustainable development 

The implementation provided can be seen as a contribution to the open source system that is 

Hadoop. Thus also a part of the development that contributes to the increase in user areas and 

consequently the interest for companies to convert to distributed systems. With a growth in 

possible solutions and applications to distributed systems the field is likely to evolve and 

become more common practice, leading to companies increasing their use of distributed 

systems.  

1.4.3.1 Economic sustainability 

The better performance for lower costs that a distributed system provides creates an 

opportunity for companies that cannot afford a big centralized system but still maintain 

performance. The economic burden smaller companies have can then be somewhat lifted and 

the money saved could be used to invest in other parts of the company. The companies then 

have the opportunity to evolve. One possible investment for the company could be hiring 

more personnel. This is not only beneficial for the company but also society. 

Another benefit from a distributed system is the reliability it provides. The reliabilities 

importance differs greatly and can have both huge and minimal effects, depending of the 

company but also the service within the company. If the company is a bank for example and a 

service that provides the possibility for their customers to pay their bills becomes unavailable 

the effect would be on a very large scale. Even if the effect is small there still are benefits 

with keeping the system reliable and in turn available. The main effect this has is for the 
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companies and their clients. An untrustworthy service will not attract many costumers, a 

connection between reliability and profit can then be drawn. 

1.4.3.2 Environmental sustainability 

The use of a distributed system, with the help of Amazons service EC2, Microsoft Azure and 

other services can be seen as a contribution to a sustainable environment. This due to the 

reuse of the hardware. A virtual machine rented by one client can be rented by another as 

soon as the first terminates its machine. The reuse if the hardware decreases the need for the 

clients to buy their own hardware, which in turn could decreases the number of servers 

running and the electronic waste they ultimately result in. 

1.4.3.3 Social sustainability and ethics 

An important aspect of the implementation built for this project is the integrity of the data. 

Seeing as Unomaly will act as a third party in their customers IT environment, it is of high 

probability that the customer will have demands on the integrity of the data transports 

between the parties. When transporting data over a network connection it is made vulnerable 

for access by others than the intended receiver. Thus when developing an integration link like 

the one in this project there needs to be a discussion regarding what data should be sent, how 

it should be protected and what happens if it is compromised. However, since Unomalys 

system is implemented on site at the customers’ geographic location, the data passing through 

the pipeline developed in this project will never pass through the Internet. This lowers the 

risks and therefore the security demands are not as high. Even though demands for integrity 

might exist, those demands will most likely cover how Unomaly use the data sent rather than 

the security of the real time data transport integration. 

 

1.5 Method 

The thesis work started by researching previous and similar work in order to gain information 

of what generally works, what is widely used and what should be avoided. This research 

consisted of both studying of research papers and articles in the field, as well as interviews 

with enterprises. The goal of this research was to contribute to the development of the 

software produced for this thesis and make it high quality. The research was a continuous part 

of the project, during the earlier part of the project it was done exclusively and later in parallel 

with the development. 

 

The documentation, articles and research papers read were mostly retrieved online by 

different communities involved in the development of the field of Hadoop. Much of the 

relevant information in the field is digitalized as the area is quickly changing and is fairly 

young. Since it was important for the project to not use something that was today considered 

obsolete it was decided that Internet and interviews would be the best sources to gather 

information about Hadoop and classical literature was mainly used for information on 

development and testing methods as well as the theory of distributed systems. The research 

continued throughout the project and was continuously reported to Unomaly during the 

project meetings. This so there could be a discussion about the found material to agree on the 

important decisions involving the development of the PoC discussed in this bachelor thesis. 

 



5 

 

Once decisions had been made about what applications where found most suitable to the 

needs of Unomaly, work began setting up the cluster instances that would be used throughout 

the project. Amazon’s EC2 services where used for this purpose. The cluster consisted of four 

nodes and was supplied by Unomaly. One was used for setting up an Ambari server that was 

used for simplifying the set-up of the Hadoop cluster. Two nodes were used in this cluster set 

up and both could be monitored from the Ambari server. The last node were used to set up an 

instance of a Unomaly system to serve as a test platform, making sure that the developed PoC 

was fully compatible with Unomalys anomaly detection system. The work then continued 

with the development of the transports. These were also implemented in collaboration with 

Unomaly and were developed with the primary criteria of throughput and simplicity in mind.  

 

Due to the nature of the degree project, the process have not been straight forward. The reason 

for this is the need to re-evaluate the solution when new information was acquired. That is one 

of the main reasons why an agile project method was considered the best one and together 

with software prototyping defined the project method. 

 

1.6 Delimitations 

The goal with the project is to research the options and develop an interface for streaming log 

data from a Hadoop environment to the Unomaly system. In this thesis there will be a 

discussion about the possibilities of stream processing, but no stream processing application, 

for doing the actual anomaly detection within Hadoop, will be implemented using application 

such as Apache Spark, Apache Storm, Apache Flink or Apache Samza. The application 

implemented will instead focus on creating a reliable pipeline with high throughput and low 

latency leaving all the anomaly detection to Unomalys system. 

 

One of the main point of using Hadoop and Hadoop based applications is the utilization of 

scalability. The development included in this thesis work has been conducted on a small test 

cluster, thus not displaying all the advantages offered by a distributed solution. The 

application developed is however designed to easily scale with cluster size. 
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1.7 Outline 

The following chapters of the thesis will be structured as such 

 

2. Background - A theoretic background to the field of distributed systems, the Hadoop 

framework and the different applications within Hadoop, developed for data handling. 

 

3. Method - The methods used for research and development of the integration. 

 

4. The work - The work process, how the environment was set up, how the integration 

application was developed. 

 

5. Results - The results of the development as well as the research conducted throughout the 

project. 

 

6. Conclusions - Conclusions drawn from the development and research, discussion of the 

effects of the work. 

 

7. Future work - Possibilities for future development of the integration between Unomaly 

and Hadoop and the possibilities to do some of the anomaly detection within Hadoop. 
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2. Background 

Distributed systems have become more and more usual in the IT industry over the last thirty 

years. The two main aspects which lead to an increased interest for distributed systems was 

the invention of microprocessors and the fast expanding Internet [3]. Table 1 shows the 

increase in computers and web servers connected to the Internet from the year 1993 to 2005. 

[8] 

 

Date Computers Web servers 

1993, July 1,776,000 130 

1995, July 6,642,000 23,500 

1997, July 19,540,000 1,203,096 

1999, July 56,218,000 6,598,697 

2001, July 125,888,197 31,299,592 

2003, July ~200,000,000 42,298,371 

2005, July 353,284,187 67,571,581 

Table 1: The increase of computers and Web servers connected to the Internet 

 

There is an obvious trend which can be observed showing an increase in the amount of 

computers connected to the Internet. There is no reason to predict this amount should 

decrease, rather the opposite, which bodes well for the future of distributed systems and all 

the frameworks developed for distributed computing. 

2.1 Hadoop 

The framework Hadoop was based on an idea from Google in form of a paper called 

“MapReduce: Simplified Data Processing on Large Clusters” [9] where a new way of both 

storing and processing large amount of data was discussed. The idea was to provide a cheaper 

and more scalable alternative than what existed at the time. Hadoop makes this possible by 

enabling processing and storage in parallel over a distributed system which consists of 

inexpensive, industry-standard servers. By providing a cheaper solution to processing and 

storing data, companies are able to utilize data that before was considered not valuable 

enough to warrant the storage cost. Another advantage with distributing computer 

infrastructure is the fault resilience, in Hadoop there are functionalities for handling node 

failure. If a node were to fail containing a classic relation database, the data stored in that 

database would not be reachable. When data is stored on Hadoop it is replicated over different 

nodes. This lowers the risk of the data being unavailable due to the small risk that all the 

nodes which contain the relevant data fails simultaneously. 

 

Another strength of Hadoop is that it has no demands regarding types of data it takes in. [10] 

This is to a great advantage given that this means that there is no need to know beforehand 

how the data input in to Hadoop is to be queried. The data can simply be stored or “dumped” 

no matter the data type. This opens up possibilities to utilize the data acquired in arbitrary 

ways long after it has been stored. 
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Hadoop consists of two core components; HDFS (Hadoop Distributed File System) and 

MapReduce. 

 

2.1.1 HDFS 

A Hadoop cluster, running HDFS, consists of one name-node and several data-nodes. The 

data-nodes are used for storing data but are also used for processing the stored data. To 

provide reliability several copies of the same data is stored on different data-nodes, in the case 

of one data-node going down the data will still be available. As a default Hadoop saves three 

numbers of copies of the data but this can be configured by the user. To know where all data 

blocks are located the name-nodes task is to map data blocks to data nodes. The name-node 

together with its data-nodes are called the Hadoop distributed file system (HDFS). [11] 

 

When data is stored on the Hadoop file system it is divided into blocks of smaller previously 

given size. The smaller blocks are then distributed over the data-nodes and information about 

their position is given to the name-node. After the data has been stored some processing can 

be performed. This is done by MapReduce. 

 

2.1.2 MapReduce 

MapReduce consist of two major parts, the job-tracker and the task-trackers. The job-trackers 

role is to format the data into tuples, a key and value pair, but is also supposed to work as a 

daemon service to keep track of the task-trackers. The task-trackers role is to process and 

reduce the data. 

 

A job is sent to the job-tracker and talks to the name-node to determine where the requested 

data is located. The job-tracker then locates available task-trackers near the location of the 

data and starts to divide tasks between them. It is now the task-trackers job to finish these 

tasks and the job-trackers job to monitor these task-trackers. Heartbeats are continuously sent 

to the job-tracker by the task-trackers to notify their status. If a task-tracker fails in any way it 

is the job-trackers job to decide what measures that are going to be taken. It can choose to 

resubmit the job to another task-tracker and it may even list the failed task-tracker as 

unreliable. After the job is completed it is also the job-tracker updates its status and lets the 

client know the job is done. [12] 

 

In the later implementations of Hadoop, YARN (Yet Another Resource Negotiator) and MR2 

has taken the place of the early MapReduce (figure 1). YARN is now responsible for resource 

management and has been split up in smaller more isolated parts. YARN is more generic and 

can run applications that do not follow the MapReduce model. This new model is more 

scalable and more isolated compares to the earlier MapReduce. [13] 
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Figure 1: A visualization of the development of MapReduce 1 to MapReduce 2 and YARN.  

 

This process contains the strength that Hadoop provides. Instead of moving data to a place 

where it is processed it moves the processing to where the data is stored. 

 

2.1.3 Distributions of Hadoop 

Hadoop is open source and licensed under the Apache license version 2.0. This provides the 

possibility for the community to contribute to Hadoop, making it a living thing that is 

constantly developing. Contributors to Hadoop include companies such as Hortonworks, 

Yahoo!, Cloudera, IBM, Huawei, LinkedIn and Facebook. [14] 

 

Open source does however lead to complications as well. A problem with the fact that 

Hadoop is open source is the difficulties created when trying to integrate Hadoop with 

existing databases and other systems. To provide solutions for these problems, when the 

company in question do not have the resources to do it themselves, organisations have been 

founded to provide a ready to use distribution of a Hadoop system. 

 

There are several major companies that offer these types of solutions including: Hortonworks, 

Cloudera and MapR. [15] 
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2.1.3.1 Hortonworks 

The Hadoop distribution chosen for the work in this degree project was the Hortonworks 

distribution, HPD (Hadoop Data Platform). Mainly because Unomaly is collaborating with 

Hortonworks and the companies Unomaly will offer their solutions to will most likely be 

running a Hortonworks provided distribution of Hadoop. This means that the software that the 

application developed in this project will rely on will already exist on the customer system if 

the customer runs HDP, which will facilitate an installation of the integration on that 

customers system. 

 

The HPD version used in the PoC developed is HDP 2.2 (see appendix B). This is because 

there was a need for some of its new functionality. But also again because HDP 2.2 is 

probably the distribution Unomalys clients will be using and the PoC needed to be 

implemented in an environment as close to the probable customer environments as possible. 

HDP 2.2 provides an array of processing methods. [16] The ones mainly used in the 

development stage of this project were Apache Kafka, Apache Flume and Zookeeper. 

 

2.1.4 Apache Kafka 

Kafka is a distributed real-time public-subscribe messaging system that is fast, scalable and 

fault-tolerant [17]. It started as a solution, created by LinkedIn, to the problem that occurred 

when a Hadoop system had multiple data sources and destinations [18]. Instead of needing 

one pipeline for each source and destination Kafka made it possible to standardize and 

simplify the pipelining. Thus reducing the complexity of the pipelining and also lower the 

operational cost. In this project, Kafka was chosen to be a part of the implemented integration 

because it was the most suited to the purpose and goals of the application to be designed. No 

other application could provide the same streaming possibilities which were sought after. The 

continued literature studies and interviews solidified the notion of Kafka being a sound option 

for the system that was to be developed. 

 

Being a publish-subscribe messaging system Kafka consists of producers that writes data to 

one or more topics and consumers subscribe to these topics and process the received data. To 

manage the persistence and replication of the data Kafka also includes one or more so called 

brokers. These brokers are the key to Kafkas high performance and scalability. This is thanks 

to the brokers simplicity, leaving some of the managing to the consumers. Since the Kafkas 

system writes to the partitions are sequential, brokers saves time this way by minimizing the 

number of hard disk seeks. The responsibility for keeping track of what messages that have 

been consumed is given to the consumers themselves and this is only a matter of keeping 

track of an offset. The fact that Kafka stores and does not remove consumed data, to a given 

extent, makes it possible for consumers to rewind or skip easily through messages in a 

partition. It is only a matter of supplying an offset value. This also makes it possible to re-

consume a message that one consumer failed to consume or want to consume again. 
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Figure 2: describes how Kafka and Zookeeper works together to handle the data committed 

into Kafka 

 

2.1.5 Apache Zookeeper 

To support Kafka Zookeeper is needed. Zookeeper is an apache project that is used by Kafka 

to help manage the Kafka application. Zookeepers role is to store the information about the 

running Kafka cluster and the consumer offset (figure 2). Data such as consumers offset and 

Kafka broker address is saved by Zookeeper. The offsets are continuously updated by the 

consumers. [19] 

 

2.1.6 Apache Flume 

Apache Flume was integrated in the system architecture designed on request from Unomaly. 

This is because they wanted to make it as simple for their clients as possible. If Flume was not 

to be used, and their clients do not already send their data through Kafka, every customer 

would need their own developed Kafka producer to get their messages into Kafka. By using 

Flume this is not needed because the application can be used to pull data from different 

sources. Flume combined with Kafka provides a complete solution where no client-specific 

programming is needed, seeing as Flume is configuration-only. The combination of Flume 

and Kafka is a popular approach and has gotten the nickname Flafka and is used in similar 

cases, to remove the need for dedicated infrastructure (figure 3). [20] 
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Figure 3: An explanation of how data, for example logs, can be aggregated and transported 

with an implementation that includes Flume and Kafka  

 

Flume is another Apache project that is designed to move large amounts of data from many 

different sources [21]. Flume can be used both as a consumer and a producer, but also as a 

combination of the two. In the integration interface designed in this thesis project, Flume is 

used as a producer with the responsibility of aggregating logs from customer system and write 

the log data to Kafka as shown in figure 3. 

 

2.2 The Unomaly system 

Unomaly provides a solution that detects abnormalities in data supplied by real-time 

streaming. Unomaly first creates a baseline of the given system to be able to know how it 

functions, what is normal and what is not. After that it utilizes the real-time data in form of, 

for example, system logs to monitor the system. After receiving the data it analyses it and 

determines if it is something that is new or rare for the given system and if it poses a threat, if 

so it sends an alert. All this information is also displayed in a graphical interface to create a 

better overview (see appendix A). This makes it possible for clients to easily monitor and 

early react to operation failures and reduce its’ impact on availability, but also on its’ 

integrity. Unomalys clients’ profiles and baseline also keeps itself updated as their clients 

system evolves and changes. 

 

 

 

 



13 

 

2.3 Programming languages 

In a real time anomaly detection system were time is a critical resource, there are 

requirements on the speed of the transport applications. A language was needed that have the 

potential for large throughput without high-level overhead bottlenecks. First producer and 

consumer prototypes were built in Python, on request from Unomaly because it is a simple, 

high-level programming language and their transport framework was built in it. The 

simplicity of the language also made it a natural starting point. For comparison applications 

were later also built in Java and the final application was built in Go. 
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3 Method 

The following chapter discusses the methods used in both research and development as well 

as the relevant engineering methodology utilized during the thesis project. 

3.1 Research and interviews 

Due to the non-standardized nature and the fast paced changing of the Hadoop eco system it is 

not always trivial to decide upon the design of a new component of a system architecture. 

Research is needed to understand how companies and organizations structure their system 

environments and what components are fit to be used in the kind of product the project was 

meant to produce. The research was divided into two main areas; Studies of research papers 

and documentation, and interviews with company representatives who work with Hadoop in 

their everyday processes with an enterprise approach. The two methods of gathering 

information are both cases of qualitative studies, while the studies of documented use-cases as 

well as having qualitative aspects, have quantitative aspects as well since there are quite a 

large number of use-cases documented and available for study. The aim of the research was to 

understand the current tendencies of Hadoop usage among enterprises, the possible directions 

the usage of Hadoop can take in the future and what modules are the most fitting to be used 

for the thesis project work. 

 

3.1.1 Interviews 

The interviews were held with company representatives using Hadoop in their processes. 

When deciding upon the strategy and method of the interviews an unstructured approach was 

used where open questions and discussion is in focus rather than a fixed set of questions [22]. 

This method was chosen because the field is open and the interview subjects had different 

backgrounds and expertise. 

 

3.1.2 Research 

Since Hadoop and the applications built on the Hadoop platform are mostly open source, there 

is a lot of documentation and discussion open for the public to follow and contribute to. This 

is helpful when designing a new interface and/or application because such a large amount of 

previous and current work is easily accessible. Early into the studying of research papers 

describing use-cases a couple of Hadoop applications stood out as more probable to be fitting 

for the work being done in this thesis project than others. This narrowed down the daunting 

amount of modules and applications developed for Hadoop and made it possible to increase 

the focus of the work to continue forward in the process. 

 

3.1.2.1 Previous work 

There is a large amount of enterprises that have seen the need for real time data pipelining as 

well as processing. These companies have in many cases built their own streaming 

infrastructure integrated with their Hadoop environments using certain methods and Hadoop 

modules. When developing a real time data pipeline within Hadoop, studying previous 

implementations is a method of utilizing what has already been done by respected large and 

small operators within the industry. The study of previous work in the area includes both the 

interviews as well as studies of the documented use-cases. 
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3.2 Development methodology 

The development method used was a slightly altered version of the waterfall model, using 

iterations to refine the result as shown in figure 4. The choice of model was driven by the 

structure of the work. The development according to the altered waterfall model worked well 

in union with an agile project method. When designing a complex application it can often be 

beneficial to divide the work to increase focus and improve the quality of each individual 

small part and thus also the entire product. The development work would be structure around 

desired functionalities and organized so that the most key features were sought to first and 

features not as vital to the product were tended to after the critical parts were complete. 

 
Figure 4: The development is centred on continuous feedback from the product owner and 

several iterations to reach the best possible result 

 

3.2.1 Agile method 

Agile project methods are increasingly popular in software development. An agile project 

method has in many cases several advantages over a classic static project model. There are 

certain qualities which define the agility of a project method and is required to classify it as an 

agile one. [22]  

These are: 

 Incremental – Small software releases released within short periods of time 

 Cooperative – Customer and developer working constantly together with close 

communication 

 Straightforward – The method itself is easy to learn and does not obstruct the 

development 

 Adaptive – able to make last moment changes 
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The development method used in this thesis project fulfils all these aspects. It was 

incremental; prototypes were developed, reworked and replaced throughout the project. 

Cooperative; the developers and the product owner Unomaly had constant communication in 

the form of mail contact about functionalities and weekly meetings. Straightforward; not 

much time was dedicated to define the method of development instead adaptations to current 

situations were made as the project progressed. Adaptive; since the development partly was in 

parallel with the research, new information could be discovered changing the conditions of 

the project which was taken in to consideration and made a part of the process. 

Usage of an agile made it possible to successfully develop an integration application without 

having a solid base to start from. Changes to both product specifications and which resources 

that could be utilized was occurring throughout the entire project. This was not a problem 

because the project work was agile. 

 

3.2.2 - Prototypes 

During the thesis work several prototypes were developed to act as PoC. Developing 

application interfaces aimed to interact with Hadoop modules differ in complexity therefore 

simple prototypes were developed with aim to be simplistic and easy to use. Software 

prototyping has many benefits. According to Ian Somerville [23] the benefits include: 

 

 Misunderstanding between  software users and developers are exposed 

 Missing services may be detected and confusing services may be identified 

 A working system is available early in the process 

 The prototype may serve as a basis for deriving a system specification 

 The system can support user training and system testing 

 

These were later used as examples and templates when continuing developing lower level 

interfaces with higher throughput and reliability in mind.  This approach allowed for an early 

down scaled example of how the data pipeline could function in a production environment. 

 

3.2.3 – Iterations with product owner 

A central part of the development process was continuous meetings with the product owner to 

synchronize the progress with the goals and requirements of the end product. During these 

meetings critical milestones were discussed and also the options that were available for 

continued development. A meeting began by discussing the work that had been done to meet 

the goals that were set up the previous meeting, if there had been any major issues and if the 

design of the product needed to be changed in order to meet the use case requirements. These 

decisions became the foundation on which the new milestones to be completed before the 

next meeting was built on. In doing this the project work was able to be kept dynamic. Since 

the field of the thesis work was quite unexplored both for the project group and also the 

product owner this method of development allowed for quick adaptations to new 

situations, fluent problem evasion and solving. 

3.3 Testing method 

To make sure the predefined requirements, made by Unomaly, where fulfilled there was an 

obvious need for testing. The testing was a white-box testing and was performed by the 
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project group. There were two tests made and both were executed several times to solidify the 

credibility of the test. 

 

3.3.1 Method of the correctness test 

One test was performed to validate the correctness of the two transports, to make sure there 

was no loss of data in any stage of the pipeline process. The test was performed by pipelining 

a predefined number of messages; 1000, 10.000 and 50.000, with an average size of 89 bytes 

(based off a line of syslog), from the Kafka queue to the Unomaly system. The number of 

received messages was later compared to the number of messages sent. The results of the 

correctness tests where documented in a table and later presented in a chart, see figure 8 in 

chapter 5, where the average values there given.  

 

3.3.2 Method of the throughput test 

The other test was one of throughput. The test consisted of the different implementations 

consuming 50.000 messages, the average message size being 89 bytes, from Kafka, handling 

them and finally pushing the messages to the Unomaly system. When all the messages had 

arrived at the Unomaly system the test was considered complete. The time was measured by 

starting the timer precisely before the data handling loop, not timing set-up overhead, and 

stopping as the last message had been sent to Unomaly.  Results from the test were written in 

a table that is presented in figure 9 in chapter 5. 
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4 Project work 

In this chapter the project work process is discussed, describing the development process and 

how the plan for the thesis work was designed. 

4.1 Milestones 

Before the project work started milestones were set up in cooperation with examiner at KTH 

and Unomaly to provide a foundation on which to structure the work. The milestones are 

ordered in chronological order with a rough estimation of the time that would be required to 

accomplish a specific milestone. 

The milestones were: 

 

 Learning the basics of Hadoop, create an understanding of the framework 

 Research of the real time streaming capabilities within Hadoop. How it is done by 

enterprises. Why is it done in that particular way and what are the strengths and 

weaknesses of that approach? 

 Set up and configure a Hadoop cluster for testing and development purposes 

 Development of integration layer between Hadoop and Unomaly 

 Thesis writing 

 

These milestones were used to structure the project and make sure that all of the projects 

goals were addressed. 

 

4.2 Dialogue with Unomaly 

Unomaly is a young and dynamic company with a lot of technical expertise and large interest 

for the possibilities of Hadoop integration with their system. Meetings were held in the 

beginning of the project as well as throughout the process where the goals of the project were 

defined together with agreements of what was needed in order to reach the goals that were set 

up. The integration application that was to be developed had to meet certain criteria to fulfil 

the purpose it was designed to address. A finished product must: 

 

 Be useful - In this case actually being able to access data in the Hadoop cluster. 

 Be simple - Not to advanced and difficult to implement and use. 

 Sufficient throughput - It is important that the application can handle sufficient 

amount of data (around 50 000 events per second). 

 Possible to pack together with an installation (not too many non-standard 

dependencies etc.). 

 

The requirements defined the development process and the requirement of simplicity was a 

requirement that is not very common in other implementations due to the fact that integration 

is usually developed to exist in a certain system. This integration is instead focused on being 

generic and must work in a set of different Hadoop environments. 
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4.3 Research 

The field of Hadoop is a new venture both for the bachelor thesis project group and Unomaly. 

Emphasis was therefore made on the need of both a functioning application in the form of an 

integration layer but also knowledge in the form of the thesis and meetings along the project. 

This was to provide Unomaly with both a usable software and research results to refine and 

develop the solution further. This research would include the interviews with companies 

active in the field of distributed storage and computation as well as the study of 

documentation, articles and research papers. The interviews and the content of them are 

covered in chapter 3. The remainder of the research consisted of studies, mainly of use-cases 

and research papers. 

 

This research was made exclusively for the first part of the project and later in parallel of the 

development in order to continuously improve knowledge and understanding of the relevant 

systems.  

 

4.4 Development 

In order for the development to start a proper development environment was needed. When 

developing applications against Hadoop it is important to have a real Hadoop cluster to 

develop on to ensure that the software works as intended and it can be tested in a proper 

manner. As described in chapter 3 the project method used was an altered version of agile 

methods, featuring frequent meetings with the product owner where short term goals were set 

up. 

 

4.4.1 Setting up Hadoop 

In order to develop a Hadoop application, a pre-production environment in form of a test 

cluster was needed to run Hadoop and the different Hadoop modules. The architecture of the 

environment is visualized in figure 5. 
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Figure 5: The development environment consists of four virtual machines of which two are 

running Hadoop complete with the Hadoop applications needed and two are running other 

necessary services and applications for testing, development and maintenance. 

 

4.4.1.1 EC2 

Setting up a cluster requires a set of independent machines, physical or virtual. This was 

achieved by using EC2 for virtual servers. Amazon EC2 is a web service for simple set up of 

an arbitrary amount of virtual machines leaving physical location and specifications of the 

machine to the user to choose. The usage of this tool allows for fast configuration of clusters 

and has been a vital part of an efficient development process. 

 

4.4.1.2 Karamel 

Karamel is an application for automation of cluster configuration. It simplifies the process of 

installing Hadoop and other distributed frameworks and applications, by acting as an 

abstraction layer between the user and the cluster. When launching a configuration from 

Karamel, VM’s are set up and configured along with the custom specified components on top 

of the OS. A large part of the work when launching a Hadoop cluster is to configure all the 
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nodes and there are many projects which aim to automate this process to allow system 

administrators and developers to focus elsewhere. 

 

4.4.1.3 Ambari 

Apache Ambari is an open source Apache project and a part of the Hadoop community which 

as well as offering configuration automation also offer simple managing and monitoring 

services. It does this in the form of a graphical web UI allowing the user to set up the entire 

cluster from a single point in the infrastructure through an intuitive interface depicted in 

figure 6. Ambari was used in the final version of the Hadoop cluster containing all the third 

party modules that were found to be useful in the project. 

 

 

Figure 6: A screenshot of the web UI of Ambari. Showing metrics and status of the different 

components active on the Hadoop cluster. 

4.4.2 Transport development 

An application for pipelining data from an arbitrary system to the Unomaly system is referred 

to as a transport. These transports act as an integration layer between the systems. It collects 

data from the host system, parses it and changes it according to the protocol of how data 

coming in to the Unomaly system should be structured and finally pushes the data to Unomaly 

for analysis. 
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4.4.2.1 Testing Kafka in shell 

Apache Kafka is a publish-subscribe message system. To function it requires at least one 

producer producing data and publishing it to a topic. The topic acts as meta-data so a 

consumer knows what data it can expect depending on which topic it subscribes to. A 

consumer is also needed to collect the data the producer pushed to the queue. The simplest 

way to implement this is to start a producer and a consumer via two shell scripts which come 

with every Kafka installation. Three commands is the minimum to start and test a Kafka use 

case; 

 

Kafka-topics.sh --create --zookeeper 188.166.101.87:2181 --replication-factor 1 --partitions 1 

--topic testTopic 

This command creates a topic called “testTopic” with one partition and with no replication of 

messages with help of zookeeper located at 188.166.101.87 

 

Kafka-console-producer.sh --broker-list 188.166.101.87:6667 --topic testTopic 

This command starts a producer producing to the topic “testTopic” using the Kafka broker at 

188.166.101.87 

 

Kafka-console-consumer.sh --zookeeper 188.166.101.87:2181 --topic testTopic --from-

beginning 

This command starts a consumer pulling messages from the topic “test” and starts consuming 

from the beginning of the message log. The offset can be set freely in the range 

[Beginning of topic, Size of topic] 

 

When these scripts have been run there is an active producer for producing messages and 

publishing them to Kafka and a consumer pulling the messages from the queue to the host 

machine. It is a simple implementation and restrains the developer from doing much with the 

data and the low level functionality of Kafka 

 

4.4.2.2 Python prototype 

When a successful Kafka instance had been created in the shell the development progressed to 

an automated producer and consumer written in Python. There are several API’s developed 

for many different programming languages which aim to simplify developing against Kafka. 

Some useful and thoroughly designed and some more simple and high level. This is expected 

since they are all developed freely by the community. Using a library called kafka-python 

[24], one of the largest of the Kafka APIs for Python, a consumer and producer was designed 

and developed. The producer was quite simple pushing test data to the Kafka log using a 

specific topic. The consumer was implemented to pull messages from Kafka, structure the 

incoming data into Unomaly standard syntax and push the data directly into Unomaly. The 

Python implementation was an early PoC showing a possible approach to solving the problem 

of the project. It met the requirements of simplicity but the throughput did not meet up to the 

requirements of the application due to limitations in the Python end data handling. 

 

4.4.2.3 Java prototype 

An application similar to the Python implementation was developed with the official API for 

programming against Kafka in Java. The Java implementation offered high reliability and 

sufficient throughput to meet the requirements but the requirements of Java and JVM being 

present at the machines running the transport application was not desirable if avoidable. 
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4.4.2.4 Go prototype 

The final software was developed in Go (aka golang), a C-like programming language 

developed by Google. While the Kafka API for golang was not official it is widely accepted 

as a powerful and reliable library with full support for the low- and high-level functionalities 

offered by Kafka. It is listed on the official webpage for Apache Kafka as one of the clients 

available for use [25]. 
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5 Result 

The following chapter covers the result of the degree project. The PoC application developed 

is explained and the research is presented in the form of use-case studies. 

 

5.1 Interviews 

Reading research papers on applications offer a good theoretical understanding of what is 

possible and what is good practise from a development perspective but the thesis projects goal 

was to develop an interface to already launched Hadoop environments. This created the need 

to understand how enterprises utilized Hadoop today and what applications and functionalities 

could be expected to be implemented on the companies Hadoop clusters. Since Unomaly 

early stated the importance of the product to provide simplicity towards the customer system, 

having the customer install several non-standard Hadoop applications was out of the question. 

 

To build knowledge about how a typical enterprise Hadoop installation was designed and 

unstructured interviews were held with companies active in the field. The interviews were 

conducted with three large and different actors in the field; 

 

 King, an advanced, young and dynamic tech-company working with mobile and web 

gaming [26]. 

 Nordea, the largest bank in Scandinavia [27]. 

 BigData AB, a consulting company working with implementing Hadoop solutions for 

different companies [28]. 

 

The interviews were conducted as open discussions about the companies’ current Hadoop 

situation and what the representatives’ personal predictions and expectations were for the 

future. 

 

5.1.1 King 

King is one of Swedens most prominent Hadoop users and has a large cluster used to store 

and analyse event data from the users of their products [29]. They use a Hadoop distribution 

offered by Cloudera containing all the modules they need. They store their data on HDFS and 

then structure it so it can be queried using HQL (Hive Query Language). They utilize Kafka 

for transferring data and they are looking into the possibilities of using the stream processing 

capabilities of Hadoop in the future, modules like Flink, Spark and Samza to raise the 

efficiency in their data analysis processes. King was early in their usage of Hadoop and has a 

lot of in house competence in the field. When introduced to the concept of the design that was 

being developed in this bachelor degree project they were positive and agreed that it was a 

useful solution if availability was a critical matter. They also agreed on the notion that Apace 

Kafka would be the best Hadoop application to use for pipelining data and discussed the 

possibilities to take it further and move some of the anomaly detection logic into Hadoop and 

utilize stream processing frameworks to make the process more efficient. [29] 

 

5.1.2 Nordea 

Nordea is a different company compared to King and their Hadoop usage reflects this. Nordea 

is the largest bank group in northern Europe, active in a lot of fields outside IT and is not as 

an active part in the Hadoop community as King or other tech companies. Nordea has high 
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demands on their IT systems in the form of availability, disaster recovery and maintenance. 

The process of moving their data storage from classical database services offered by large, 

reliable actors on the market to a cheaper, open source solution such as Hadoop is not easy for 

an enterprise as large as Nordea. Nordea does not have the same in-house expertise in Hadoop 

development and maintenance, meaning they need this to come from another source that can 

be responsible for the system. Currently Nordea uses Terradata data warehouse for their 

storage and moving over to an in-house storage solution on a Hadoop cluster owned by 

Nordea would be a process that would take a very long time and require much expertise in 

Hadoop. However, Terradata has noticed the desire from enterprises to move to Hadoop 

cluster storage and currently offer a solution designed by themselves to have overflow storage 

to be redirected to a Hadoop cluster while still offering their product and services in the same 

way as before. When it comes to real time data pipelining and stream processing on Hadoop 

clusters it is not something Nordea currently does. It is seen as something that they would be 

interested in looking in to but before any of the critical data is handled and processed in 

Hadoop there has to be a substantial amount of testing and recovery options. [30] 

 

5.1.3 Big Data AB 

BigData AB is a consulting company founded in 2011 by Johan Petterson in response to the 

growing interest in Hadoop and distributed storage and computation. Since then the company 

has been a part of many integrations of Hadoop in different companies such as King, Svenska 

Spel and OnGame. The most common functionality he has seen companies being interested in 

is transferring data to Hadoop clusters and then structuring it for queries. The implementation 

at Svenska Spel, however, featured stream processing support built in from the start, using 

Apache Kafka and Samza to process the flowing data directly within Hadoop. During the 

interview with BigData the thesis projects application was discussed and Johan Pettersson 

explained that the design of the application was correct according to how the streaming in 

Hadoop is currently used in the industry. [31] 

 

5.1.4 Summary of interviews 

The interviews with these different companies produced an image of how the current situation 

is in the real-world enterprise use of Hadoop. All three company representatives were positive 

to the service this thesis project is meant to result in. Some of the details of the ideas 

developed reading documentation and research projects were discovered to not fit the 

project’s goal bust the large architectural image of how the implementation would look were 

confirmed by the interviews. An interesting re occurring topic is that all the company 

representatives were very positive regarding stream processing, but there was not always 

implemented stream processing support in the companys Hadoop systems. One possible 

explanation for this is the complexity of the current stream processing applications and the 

scarce amount of Hadoop engineering expertise. 

    

 

 

 

 

5.2 Results from literature studies 

One of the goals with this bachelor project was to research how Hadoop is used in enterprises 

today to get a better image of to what extent the different Hadoop applications for real time 

data managing are used in the industry. There are several Hadoop applications available that 
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each fulfils a certain role in the concept of data streaming. The applications mainly covered in 

this bachelor thesis are; Apache Kafka, Apache Storm, Spark, Flink, Flume and Samza. These 

applications can roughly be divided into two types of applications: Applications for data 

transfer and applications for real time computation.  

5.2.1 Messaging system/ data pipelining 

Apache Kafka and Apache Flume are two applications that proved to be relevant to the goals 

and expectations of the application and the project goals, and thus studied thoroughly. The 

functionalities of these applications are covered in chapter 2 of this thesis. Both of these are 

widely used applications for Hadoop [32] [33].The use of many applications in the Hadoop 

framework is documented on their site to help with research and use-case studies. The 

companies on the list provide information about their use-cases for the application in question 

as well as data regarding their cluster and other application they have integrated in their 

Hadoop distribution. Some of the companies using Kafka include: LinkedIn, Netflix and 

Pinterest. Flume is an application with less use cases and seeing as the main reason why it 

was considered for this project was to make a more general solution. Large enterprises, which 

develop with the intent of using the product only within their processes are in less need of a 

general solution. Seeing as Flume probably would have been a bottleneck in the solution 

produced in the development of this bachelor work it is easy to understand why the 

application has fewer users than for example Kafka. What should be taken into consideration 

is that Apache’s list of Flume users is last updated 2012 and no similar list has been found 

during the research. But this could also mean that Flume is getting less and less relevant in the 

enterprise world. 

 

5.2.1.1 LinkedIn  

One of the most prominent enterprises in Hadoop streaming usage and development is 

LinkedIn, seeing as LinkedIn was the ones that started developing Kafka, it do not come as a 

surprise that they use Kafka extensively. Two of the use cases for LinkedIn is monitoring and 

analysing. The monitoring consists of data from LinkedIn’s host systems and applications 

regarding their health of the system. The data is being aggregated and sent through Kafka for 

the company to create alerts and a monitoring overview. Analyses are also made to help the 

company to better understand their members. Information about which pages members visit 

and mainly how users utilize the website are gathered and later used for analysis to help 

LinkedIn to further develop their services. [34] 

 

As Apache Kafka is used as a backbone for LinkedIn they have a big interest in seeing a 

development of the application and are not only donating to the project but are also involved 

in the development themselves. One of the focus areas is the cost efficiency of the application. 

Seeing as LinkedIn earlier this year could count up to 550 billion messages a day and up to 8 

million incoming messages per second, they need to be able to continue to make sure that 

Kafka can continue to scale and keep its cost effectiveness. [23] 

  

5.2.1.2 Netflix  

Another company which presents use-case for their real time data management in Hadoop is 

Netflix. They also have high requirements for their data collection and processing. Even 

though they do not have as many messages per second as LinkedIn they are still peaking 

around 1.5 million and approximately 80 billion events per day. This means that they have 

high demands on the applications they use and seeing as Apache Kafka is a part of their 

system they most find its services sufficient. They have also been looking into the possibility 
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of using Storm to apply iterative machine learning algorithms. Something also mentioned is 

that Netflix have created an event pipeline themselves, an application called Suro. Suro fulfils 

the purpose of Flume with some adjustments to fit Netflix’s needs and goals. [35] 

 

5.2.1.3 Companies uses develops their own pipelining 

Pinterest is a company that, just like Netflix, also has its own pipeline application that send 

messages to Kafka. After further research it was discovered that Facebook also has developed 

their own pipeline to aggregate data. 

 

5.2.2 Storm and Spark 

Spark and Storm are distributed real-time computation system used for doing analysis and 

computation of data as it being streamed. Storm is often mentioned in the description of 

Hadoop systems where stream processing is present. Storm system is currently used by over 

80 enterprises, according to their official web site. Many of these companies are high-profile 

tech companies including Spotify, Yahoo! and Twitter and other large organizations such as 

Alibaba and Groupon. [36]. Both Spark and Storm are used for actual stream processing and 

thus focused shifted from these applications to those used purely for data transferring. 

 

5.3 Development results 

The degree project has resulted in a suggested solution of applications and frameworks to use 

as well as an actual application for integration between systems utilizing Hadoop clusters and 

the Unomaly anomaly detection system. There will also be test data presented showing the 

performance of the different solutions established during this bachelor undertaking. 

 

5.3.1 System architecture 

When designing the application much time was put into the architectural model of the 

complete system. Because the application were meant to work on different systems it was 

important that the application would work in a transparent way on an arbitrary system. The 

architecture displayed in figure 7 depicts the suggest system architecture 
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Figure 7: A suggested design of the flow of log data from an arbitrary customer system to the 

Unomaly system and customers storage 

 

5.3.2 The final system design 

The final application is an application developed in the Go programming language (AKA 

golang). It works by receiving data from interfaces which collects data from syslog and 

publishes it to Kafka, processing it in the form of adjusting the data according to syntax 

requirements and then pushes the data to the target system. The implemented version differs 

from the theoretical design. 

 

5.3.2.1 Unomaly end 

On the Unomaly system end the application was required to output a stream of syslog format 

data to the Unomaly incoming data sink. The Unomaly system uses ZeroMQ for handling of 

incoming data and expects the data to conform to the syslog syntax. 

 

5.3.2.2 Kafka/Hadoop end 

The other end of the data flow of the developed integration application is the end which pulls 

messages from the Kafka message queue. The integration application subscribes to a topic in 

Kafka on a Kafka broker. This topic is created in advanced as a topic which will contain the 

relevant log data which is desired to be handled by Unomaly. Whenever data is published by 

Flume or by any other application to this topic, the integration application will pull the 

messages into its memory to process them and send them to the Unomaly incoming data 

queue. The design in Kafka allows the consuming application to keep a private offset pointer 

so that the application has the freedom to decide where to start consuming. This leads to both 

good support for only consuming the most recent data as well as re-consuming log data if 

need be. 
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5.3.2.3 Deviation from original design 

The architectural design of the application includes Apache Flume for easy aggregation of 

system logs in order to offer a more simplistic interface to enterprises utilizing Unomaly and 

the integration application. The support for data communication between Flume and Kafka is 

not standard in the current releases of Flume. In HDP 2.2, which was used as the platform for 

the thesis work, the Flume is one version older than what would be necessary for the native 

Kafka communication support to be implemented. Thus Flume was not used for the final 

application developed in the project. 

 

Instead of Flume, an interface was set up on the log producing systems which detected writes 

to log files and publishes the newly written data to the configured Kafka topic. If this would 

be decided to be the best approach and used instead of Flume, it would need to be configured 

on every new system the Unomaly transport is implemented on. 

5.4 Tests 

Tests were conducted throughout the development and implementation stage to evaluate the 

product and the difference in functionality that came with different development decisions. 

The different implementations were tested against each other to lay a foundation for future 

decisions in the process. There were two types of tests conducted:  

 

 Correctness tests, testing that messages could be pulled, handled, pushed and received 

by the Unomaly system without failing or dropping messages 

 Throughput tests, testing the throughput of the application 

 

5.4.1 Correctness test 

For the application to have met the goal of usefulness described by the product owner, it 

needs to be correct. It needs to do what it is meant to do which is pull messages from Kafka, 

handle them internally and push them to Unomaly. If the data does not reach Unomaly or does 

so in a fashion which renders it useless for the Unomaly system, the application is not useful 

and thus fails to meet the requirements. The Python prototype that was implemented showed a 

sporadic loss of data which was difficult to identify the cause of, hence it was of high 

importance to confirm that the final application did not have these issues. The correctness was 

tested by simply pipelining data using the developed application, from the Kafka queue to the 

Unomaly system and measuring the amounts of messages pulled with the amount of messages 

registered by the Unomaly system. The test results are shown in figure 8. 
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Figure 8: The graph shows results from tests which were run to confirm that no messages are 

lost throughout the pipeline process. 

 

The correctness test that was performed showed no loss of data in any stage of the pipeline 

process. 

 

5.4.2 Throughput test 

The other main aspect to test was the throughput of the applications. This was evaluated by 

running a test on different implementation but with the same testing conditions to provide an 

accurate image of the differences in the implementations. The test of throughput was defined 

as such: 

 

 The application was to consume 50 000 messages. 

 

 The average message size was 89 bytes (based off a line of syslog). 

 

 The application was to consume the messages from Kafka, handle them and push them 

to the Unomaly system in order to be considered complete. 

 

 The time it takes for the application to do these tasks is to be measured by starting a 

timer precisely before the data handling loop, not timing set-up overhead, and 

stopping that timer as the last message has been sent to Unomaly. 

 

The test results are illustrated in Figure 9. 
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Figure 9: A diagram showing the difference in throughput in the earlier prototype application 

developed in Python (Red line) and the final version implemented in Go (Blue line) 

  

6 Conclusions 

Real time data management, both pipelining and processing, is growing fast and something 

that has huge potential but is quite a young field. In many of the interviews made the 

company representatives said that they mainly used Hadoop for cheap data storage but they 

see a vast potential for the data processing frameworks being developed. It is also a matter of 

the philosophy of enterprise processes and standardization. What Hadoop has been lacking is 

an alternative for enterprises which wants to simply buy a solution, have full support and 

maintenance without having to invest in new personnel and setting up a Hadoop team. 

Hortonworks and Cloudera are two examples of companies who aspire to breach the gap 

between the confusing set of Hadoop modules and enterprise work. These enterprises sees the 

opportunity of offering a complete distribution of Hadoop and sees the potential it provides. 

So does Unomaly, and the future for Hadoop looks bright, according to the interviews made 

as well as the research performed. 

 

6.1 Conclusions from research 

There is a vast amount of research material available on Hadoop and Hadoop applications and 

the community can be difficult to follow due to the decentralized nature of the worldwide 

open source development. But the research that was made on data streaming in Hadoop lead 

to certain noticeable patterns. When it comes to data streaming the current most widely used 

application is Apache Kafka and all the company representatives that were interviewed agreed 

that Kafka certainly would be a part of the architecture of the system the thesis project were 

aiming to produce. 



32 

 

The opinion on Apache Flume was, however, not as stable as that of Kafka. There was a 

concern about potential bottlenecks occurring in the flow if Flume were to be used. This 

concern seemed to be present in the interviews as well. While LinkedIn, the developers of 

Kafka, has successfully stressed tested Kafka to handle up to 2.000.000 events per second 

[37], Mike Percy at Cloudera has conducted throughput tests on Flume. These tests were 

posted to the Flume wiki page and shows that “Flume appears to be capable of achieving 

approximately 70.000 events/sec on a single machine at the time of the test with no data loss” 

[38]. While 70.000 events/sec is quite a bottleneck compared to the 2.000.000 events/sec 

achieved by Kafka, it is more than what was defined by Unomaly as one of the goals for the 

application that was presented in chapter 4. It is also several times higher than the throughput 

achieved by the PoC application developed in this thesis project work. Furthermore it is worth 

mentioning that the Flume benchmark is three years older than the Kafka benchmark test, and 

improvements might have been performed to increase Flumes throughput. 

This means that the usage of Flume in the current system design does not produce a 

bottleneck which limits throughput below what was required. If it would be discovered that 

the need for throughput grows and starts to approach 70,000 events/sec then some 

modifications could be done. The Kafka implementation can also be made more sophisticated 

seeing as the roof for Kafkas throughput is very high, as has been demonstrated by LinkedIn. 

But Flume will be the first bottleneck that needs to be revised in case of a growing need of 

throughput. There would have to be a new alternate way implemented to aggregate logs from 

customer machines. 

As discussed in chapter 5 of this thesis, the final PoC application does in fact not utilize 

Flume as the desired version of Flume is not included in the latest HDP release. When the 

new release of Flume is added and if it becomes clear that it creates too much of a bottleneck 

a similar design of what is implemented now might be the solution. The reasoning behind 

using Flume was the simplicity. It is a well-known application used for aggregating logs and 

it is included in the Hortonworks Hadoop distribution, which means that there doesn’t have to 

be a producing end developed on each log producing system. Depending on the evolution of 

Flume and Unomalys need for throughput the simplicity might have to be sacrificed in order 

to achieve the throughput needed to provide a more scalable anomaly detection system.

  

6.2 Conclusions from results 

In this section the conclusions drawn from the results will be presented. It will discuss the best 

solution based on the thesis work that has been done and the test results given. There will also 

be an analysis of the positive effect from the solution presented in this thesis as well as the 

possible drawbacks it may cause.  

 

6.2.1 Most suitable solution 

The most suitable solution of the given problem in this thesis, according to the research that 

has been made as well as the test preformed and the demands from Unomaly, is a transport 

written in Go. Seeing as its throughput is far more superior to the one written in Python. It 

was also concluded that the best way to implement a Hadoop solution if none is present, with 

the restraint of the used application are existent within HDP, to stream logs and other data 

would be to use Flume to aggregate the data and to use Kafka as a passage to facilitate the 

way Unomaly can get access to the data and ship them into their own system. However since 
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the Flume version currently shipped in HDP 2.2 does not have official Kafka support, it was 

not implemented in the PoC. It is highly credible that when the next iteration of HDP is 

released, it will contain the new Flume release. 

 

The best solution, looking only at throughput would be for Unomaly or Unomalys clients to 

write their own data aggregation system, to push logs into Kafka. In that way exclude Flume 

from the solution and also the bottleneck that it possibly in the future could entail. According 

to the research done this is the way most enterprises solve the problem of getting their data 

transported into Kafka but still maintain high throughput. But since there was a requirement 

from Unomaly to make the implementation simple and easy to integrate into any system 

Flume was the best alternative found.  

 

6.2.2 Positive effect and drawbacks 

The PoC created other opportunities for Unomaly. Unomaly have the opportunity to continue 

development of the PoC and offer a simple and powerful solution for clients using Hadoop 

environments for storing system logs to monitor their critical IT systems. This can allow 

Unomaly to grow beyond the current limit of growth due to a wider possible customer base. 

Unomaly have also gotten an insight in Hadoop and its possibilities and have the opportunity 

to further develop the idea in terms of moving more of their processing into Hadoop. 

 

In a wider perspective, the purpose of this thesis project was to develop an interface to add 

integration between Hadoop and a non-Hadoop platform. For Hadoop to become even larger 

and more useful for enterprises it may have a positive effect that new functionality and 

support is added to the Hadoop eco system, facilitating the usage of Hadoop in union with 

other systems and thus increasing the usability of Hadoop itself. 

 

This can also open up for companies to convert do distributed system and due to this, lower 

their costs both for storing data and processing it. By investing in a lot of smaller nodes in a 

distributed system instead of a few large servers there is much money to be saved. With this 

approach a more reliable system is also implemented. This is due to minimized impact if one 

node fails compared to a centralized system. If one node goes down on a distributed system 

the other nodes will take over the processing and the faulty node can easily be isolated and 

repaired. A distributed system is also more flexible, both in being able to increase, and 

decrease, in processing power but also because nodes can be located at different locations 

making it more stable and reliable. 

 

However there may be some drawbacks with converting to a distributed system. With the 

growth of a cluster the complexity of it grows. Distributed systems being relatively new, in 

commercial use, creates a limitation with available resources, in terms of knowledgeable staff. 

It might be hard to acquire the personnel to maintain a distributed system. There is also the 

fact that the stored data will be accessed via the internet which creates a problem with security 

and privacy.  

 

In production systems running Hadoop it is not standard procedure to store system logs on 

Hadoop based on the interviews conducted and the documentation which was studied during 
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the thesis process. This might however be because there currently are no good monitoring 

systems compatible with Hadoop environments. 

 

6.3 Weaknesses with the method 

The work resulted in a PoC that where done in the best way based on the research and 

interviews preformed prior to the work. Seeing as the interviews were qualitative ones there is 

a possibility more thorough research may have resulted in a different solution. But given the 

restraints, such as time, the research preformed will have to be considered sufficient as a basis 

for the decisions regarding the choices made constructing the solution. 

 

In the development, community made libraries were used to keep the developed application as 

simple as possible. This relies on the libraries used being properly maintained and that the 

development of these libraries does not end. Building everything from scratch would increase 

the independency of the application but undermine the simplicity of the software. Due to the 

goal of simplicity and the time available, Unomaly and the project group agreed that utilizing 

the existent libraries were the most advantageous option. The different libraries were 

compared and the most used and standardized was selected to be used. 

 

7. Future work 

For most solutions there is further work to be done, the implementation discussed in this 

thesis is no exception. There is more work that could have been done during this project, 

given more time, but there is also more work that could be done by Unomaly. Making the 

solution more scalable but also move more of the processing power into Hadoop, using some 

of the available applications in Hortonworks distribution of Hadoop, is some of the suggested 

development that can be done.  

 

7.1 Further development on the implementation 

The solution created for this thesis was made with some limitations. In this part of the chapter 

further development of the PoC will be discussed.  
 

7.1.1 The cluster 

One of the main reasons Apache Kafka is considered to be one of the leading messaging 

systems is its scalability. The throughput increases with the size of the cluster Kafka is run on. 

The development and testing were done on very small clusters with close to no concurrency. 

Thus the performance of the solution will be considerably increased if launched on large 

production Hadoop clusters. It will however also require some adjustments to the application 

to allow for utilization of the increased functionality a large cluster offers. 
 

7.1.2 Languages 

If more time was given there could have been a further study about the many possible 

languages to use when writing the Kafka consumer. This to determine the best suitable 

language for the most throughput and usability. There is also the fact that there is not one 

library for one language. Since Apache Kafka is open source the language is not the only 
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choice that has to be made, but also what library to utilize. During the development of the 

PoC there were a few encounters with unstable libraries which led to much confusion and 

delay. So choosing a language is just a part of it. If the time was provided there could be a 

greater opportunity to further research and test the different languages and libraries available 

to see if there is a better option to the consumer this thesis concluded to be the best. 

Alternatively, if no library was found to fit the requirements development of an own made 

library could be done. 

 

7.2 Future work for Unomaly 

The application implemented in this thesis project is a PoC, a first step in a ready-to-ship 

implementation of a transport of data from a Hadoop environment to Unomalys system. There 

is much testing to be done to determine the best way for Unomaly to consume messages. As 

described in the result part of this thesis there can be a huge difference between various 

solutions, and this thesis only shows two possible ones. For the testing it would also be of 

interest to make the solution more distributed, with a bigger and more powerful cluster, to 

receive an equitable result. There is also room for more extensive work to be executed. Seeing 

as there is a possibility for Unomaly to move more of their data processing into Hadoop. 

 

7.2.1 Stream processing 

There are a few different possible applications in Hadoop to handle real-time and near real-

time processing. A few of them being: Storm, Flink, Samza and Spark. All of these where 

mentioned in the interviews done for this thesis, but with varying opinions. But seeing as this 

project was done presuming Unomalys clients have a Hortonworks distribution of Hadoop the 

choices are down to Apache Storm and Apache Spark, since these are the once that are 

provided in HDP 2.2 [16]. The use cases researched was also used as a basis when choosing 

these applications. But with the limitations of HDP 2.2 the research where mainly used for 

creating an understanding of the extent of the usage of these applications and making sure 

these applications still had a future and was not on the verge of being replaced. 

 

7.2.1.1 Spark 

Spark is a batch oriented solution that can use micro-batch processing. The application can 

range from an “at least once” to an “exactly once” policy [39] but with a downside being 

latency, where this can be up to seconds [40]. An implementation together with Kafka makes 

the use of Spark fully fault tolerant thanks to Kafkas ability to rewind the messages passing 

through it [41]. 

 

7.2.1.2 Storm 

Storm has two kinds of implementations: Storm Core and Storm Trident [41]. Which have a 

few differences in their way of processing data. Storm Core is a more pure streaming 

processing solution with its positive side being low latency but does not have the possibility 

to use an “exactly once” policy. Instead it has the ability to provide “at most once” or “at least 

once” policies. Trident is a batch-oriented solution and provides a higher throughput than 

Storm Core but at the cost of latency. 
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7.2.1.3 Spark vs Storm 

There is no commonly accepted answer on the question about which one of Spark and Storm 

that provides the best throughput. Both solutions are used by big companies. Both Spark and 

Storm are also easily integrated with Kafka as a source [39] [42]. One perk of choosing Storm 

for this implementation is the fact that it can be monitored by Ambari, which Spark cannot. 

 

They best way to find out what is the best approach for this specific case would be to 

implement a PoC of both solutions and see which of the two that shows the best performance. 

But seeing as both of these meet the requirement Unomaly set on throughput, both these 

applications would  be sufficient in the terms of throughput [40] [43]. 

 

7.2.2 Security 

As always when sensitive data is considered there should be a discussion about the security of 

the information. During the project data security is not considered. For a further development, 

of the implementation, security is one of the things that need some attention. Since Unomaly 

works as a third-party in customer systems there might well be a demand from customers to 

support security for the data. Continuing with the requirement that the applications used 

should be included in Hortonworks HDP 2.2 there are two different applications devoted to 

this, Apache Knox and Apache Ranger. 
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Summary 

The area of distributed systems, specifically Hadoop, can be quite complex and much research 

was necessary in this thesis project so that the development could start and the specific issue 

within the Hadoop architecture could be addressed. The nature of such large open source 

projects as Hadoop includes many advantages for developers and researchers. These aspects 

can however work in the opposite ways for enterprises when they endeavour in to the 

implementation of the systems. 

The topic of streaming data in Hadoop environments is a popular and active topic and many 

state-of-the-art companies in the industry are active in the research and development of 

various solution. The interviewed company representatives all predicted that the streaming 

qualities of Hadoop would be used to a larger extent than it is today. 

The PoC application developed in this bachelor project is a real time data pipeline, allowing 

the streaming of system logs from arbitrary systems to Unomaly as well as customer chosen 

storage or analysis. The solution produced by this bachelor degree project utilizes well known 

applications within the Hadoop community such as Apache Kafka and Apache Flume to offer 

a standard interface and not require tailor made solutions for each system the pipeline is 

implemented on. While the throughput does not at this current stage match the goals from 

Unomaly, it is a simple integration application which easily can be improved to scale very 

well with cluster size. The developed application in conjunction with the study conducted in 

the project offers a generic and powerful solution to the problem defined in the beginning of 

this thesis work. 
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Sammanfattning 

Distribuerade system, särskilt Hadoop, är ofta mer komplicerade än centraliserade system och 

omfattande studier var nödvändiga i detta examensarbete för att utvecklingen skulle kunna 

börja och den specifika frågeställningen skulle kunna besvaras. I ett så pass stort projekt med 

öppen källkod som Hadoop ligger många fördelar för utvecklare och forskare. Dessa aspekter 

kan dock verka på motsatt sätt för företag när de strävar efter att implementera Hadoop i sina 

system. 

Strömmning av data i Hadoopmiljöer är ett populärt och aktivt område och många state-of-

the-art företag i branschen är verksamma inom forskning och utveckling av olika lösningar. 

De intervjuade företagsrepresentanterna förutspådde alla att de strömmande funktionaliteterna 

inom Hadoop skulle användas i större utsträckning än vad de är idag. 

PoC-applikation som utvecklades i detta examensarbete är en realtidsdatapipeline, vilken 

möjliggör direkttransport av systemloggar från godtyckliga Hadoopsystem till Unomaly samt 

andra system där kund eventuellt vill behandla sin data. Den lösning som detta arbete har 

resulterat i utnyttjar välkända applikationer inom Hadoopprojektet såsom Apache Kafka och 

Apache Flume. Detta för att erbjuda ett standardiserat gränssnitt och inte kräva skräddarsydda 

lösningar för varje system pipelinen implementeras i. Applikationen utvecklad i projektet 

möter i detta läge inte genomströmningskraven från Unomaly. Det är dock en enkel 

integreringsapplikation som lätt kan förbättras för att skala mycket väl med klusterstorlek. 

Resultatet av arbeten är också studien som visar på viktiga aspekter i utveckling av integration 

med Hadoop. Studien tillsammans med den utvecklade applikationen är en enkel och kraftfull 

lösning på problematiken formulerad i början av arbetet. 
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Appendix A 

A screenshot from the Unomaly web UI, showing the incoming data from the test transport. 
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Appendix B 

Hortonworks Data Platform version 2.2, used in the project. 
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