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Abstract

Finding the way in known and unknown city environments is a task
that all pedestrians carry out regularly. Current technology allows the
use of smart devices as aids that can give automatic verbal route di-
rections on the basis of the pedestrian’s current position. Many such
systems only give route directions, but are unable to interact with the
user to answer clarifications or understand other verbal input. Further-
more, they rely mainly on conveying the quantitative information that
can be derived directly from geographic map representations: In 300
meters, turn into High Street. However, humans are reasoning about
space predominantly in a qualitative manner, and it is less cognitively
demanding for them to understand route directions that express such
qualitative information, such as At the church, turn left or You will
see a café. This thesis addresses three challenges that an interactive
wayfinding system faces in the context of natural language generation
and understanding: in a given situation, it must decide on whether
it is appropriate to give an instruction based on a relative direction,
it must be able to select salient landmarks, and it must be able to
resolve the user’s references to objects. In order to address these chal-
lenges, this thesis takes a data-driven approach: data was collected in
a large-scale city environment to derive decision-making models from
pedestrians’ behavior. As a representation for the geographical envi-
ronment, all studies use the crowd-sourced Openstreetmap database.
The thesis presents methodologies on how the geographical and lan-
guage data can be utilized to derive models that can be incorporated
into an automatic route direction system.
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Sammanfattning

Att försöka hitta rätt i kända och okända stadsmiljöer är något som
alla fotgängare gör med jämna mellanrum. Idag kan appar på smarta
mobiltelefoner användas som hjälpmedel för att ge vägbeskrivningar
utifrån användarens position. Många sådana system kan bara ge be-
skrivningar, men är oförmögna att förstå användarens frågor och andra
yttranden. Dessutom är instruktionerna som ges av en kvantitativ na-
tur (Om 300 meter, sväng in på Storgatan), trots att mer kvalitativa
instruktioner är lättare att förstå för människor (Sväng vänster vid
kyrkan eller Snart borde du kunna se ett kafé). Denna avhandling be-
handlar tre utmaningar som interaktiva vägbeskrivningssystem ställs
inför inom naturligt-språk-behandling: I varje situation måste systemet
avgöra huruvida det är lämpligast att formulera en relativ instruktion,
det måste kunna avgöra vilka landmärken i närheten som är mest
framträdande, och det måste kunna resolvera användarens syftningar
på geografiska objekt. I avhandlingen används en data-driven meto-
dologi för att möta dessa utmaningar: Data samlades in i storskaliga
stadsomgivningar, och användes sedan för att konstruera beslutsmo-
deller direkt från användarnas beteenden. Alla studier använder den
öppna geografiska databasen Openstreetmap för att representera den
geografiska omgivningen. Avhandlingen beskriver hur geografiska och
språkliga data kan användas för att konstruera beslutsmodeller som
kan användas i ett automatiskt vägbeskrivningssystem.
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Zusammenfassung

Den Weg in bekannten und unbekannten urbanen Umgebungen
zu finden ist eine Aufgabe, die viele Fußgänger regelmäßig ausführen.
Smartphones und Tablets können heutzutage solche Navigation un-
terstützen, indem sie auf der Basis der Position des Fußgängers ver-
bale Wegbeschreibungen geben. Viele dieser Systeme können lediglich
Wegbeschreibungen geben, aber weder mit dem Benutzer interagieren,
noch seine Nachfragen oder andere Äußerungen verstehen. Des Wei-
teren sind die Anweisungen dieser Systeme meist quantitativer Natur:
Biegen Sie in 300 Metern in die Hauptstraße ein. Menschen konzep-
tualisieren räumliche Zusammenhänge hauptsächlich qualitativ und es
ist für sie leichter, wenn auch Routenbeschreibungen so ausgedrückt
werden: Biegen Sie an der Kirche links ab oder Dann sehen Sie ein
Café. Diese Dissertation beschäftigt sich mit drei Herausforderungen,
vor die interaktive natürlichsprachliche Wegbeschreibungssysteme für
Fußgänger gestellt sind: In einer gegebenen Situation muss das Sy-
stem entscheiden, ob es angebracht ist eine Anweisung auf der Basis
einer relativen Richtungsbeschreibung zu geben, es muss in der La-
ge sein saliente Landmarken auszuwählen und es muss Referenzen des
Benutzers auf Objekte in der Umgebung verstehen können. Um diesen
Herausforderungen zu begegnen, wird in der vorliegenden Dissertation
ein empirischer Ansatz verfolgt: Es wurden Daten in einer großräu-
migen urbanen Umgebung gesammelt, um Entscheidungsmodelle auf
der Basis des Verhaltens von Fußgängern zu erstellen. Für die Dar-
stellung der geographischen Situation wird in allen Studien die von
Freiwilligen erstellte Openstreetmap-Karte als geographisches Modell
genutzt. Die Dissertation legt dar, wie man aus den geographischen
und linguistischen Daten Modelle erstellen kann, die in automatischen
Wegbeschreibungssystemen angewendet werden können.
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Chapter 1

Introduction

Imagine you just exited the train station in a city unfamiliar to you. You
have some time before your meeting starts and you want to spend it on a
nice walk to see some of the sights the city has to o�er. You are thinking
about calling your friend Chris for some tips on what to see and how to get
there, because he knows the city inside out. If you could talk to Chris, he
would help you find your way through the city as you are walking, answering
your questions when they come up. He would know that you do not speak
the local language and therefore, rather than use street names that are
hard to decipher for you, refer to things in your environment that you can
easily identify. However, due to the time di�erence, Chris is fast asleep
and you do not want to bother him. Instead, you are looking for your
smartphone to open an application that can do exactly what Chris would
have done: suggest an interesting walking route and guide you along it,
explaining details and answering your questions about what you can see,
and finally also guide you to your meeting.

Such a fully automatic, interactive, spoken wayfinding application for
pedestrians requires many functionalities. Many of the decisions that Chris
would take when explaining the route to you are based on complex knowl-
edge, for example about the structure and complexity of the street network,
about landmarks in your environment, and about your abilities to navigate
new environments. Furthermore, understanding your questions and remarks
about where you should go and what you can see are easy everyday exer-
cises for a human, but remain di�cult for machines. Incorporating such
knowledge and abilities into an automatic pedestrian wayfinding system is

1



2 CHAPTER 1. INTRODUCTION

the main rationale of the work presented in this thesis. We investigate how
parts of this human decision making process can be modeled in a way that a
computer system can automatically take decisions that reflect the behavior
that humans have shown in similar situations.

Most of today’s freely available pedestrian wayfinding systems are based
on the same strategies as car navigation systems and produce route direc-
tions as the ones shown in Figure 1.1a. For the same route, a human pro-
duced the route directions in Figure 1.1b. Besides the di�erences in length
between the two kinds of route directions, it becomes immediately clear that
the route directions also di�er in the way they convey the information, and
how much information they convey. For example, one striking di�erence is
in the usage of landmarks, salient objects in the environment, that can be
found in the human instructions, but not in the automatic instructions.

In the context of car navigation, automatic route giving systems relying
on gps technology and real-time tra�c information are today standardly
used by many drivers. These systems generate instructions based on dis-
tances, street names and relative directions, and present route directions
both verbally and on a map. This approach works well, as cars are con-
strained to the road network more than pedestrians are. Drivers also have
di�erent requirements than pedestrians in terms of what and how much in-
formation can be delivered, e.g. for reasons of safety and because of their
faster speed of traveling. In pedestrian navigation, more fine-grained infor-
mation about the environment is needed, as pedestrians can also use smaller
paths (that sometimes do not have names), cross squares and parks using
paths that are not directly represented in the road network, and perceive
more objects of the environment due to their slower speed.

Furthermore, current car navigation systems are mostly monological,
they do not allow user interaction that exceeds well-defined commands to
enter the destination or change the system’s volume. The kind of system
that motivates the work in this thesis supports free interaction with the user
that allows unconstrained speech, and does not rely on a map presentation
of the route. Although our methods do not explicitly exclude this mode of
presentation, we are assuming the pedestrian to walk hands-free, without
being required to look at a map. At the same time, even though theoretically
possible, we are assuming no access to additional sensors such as cameras
or eye-trackers. Our models rely only on speech and gps information as
input. Both of these modalities are today widely used in a variety of con-
texts. Current speech recognition technology is experiencing good progress
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(a) Instructions generated by
GraphHopper (left) and MapZena

U1 When you walk out of the language and communication building
you turn to your left and you’ll see an archway.

U2 You just walk through it and continue just straight ahead.
U3 You’ll see another archway and you just walk straight ahead.
U4 When you’re there you turn to your right and just walk for a couple

of meters maybe thirty seconds and you’ll see the kth information
center.

U5 Then you turn and you go towards the subway station.
U6 Continue just straight ahead over the street, over Valhallavägen.
U7 Just go to the other subway entrance.
U8 Just walk past it, down that street and you’ll see the kth archi-

tectural school.
U9 When you’re there just continue a little bit ahead and you’ll be at

a roundabout.
U10 From there you’ll see another archway.
U11 You just walk through it and continue down that road.
U12 Then when you’ve reached a crossroad between Danderydsgatan

and Karlavägen you turn to your left and you’ll see an ica, a
foodstore. And a little bit further down the road there’s gonna be
a bus stop.

U13 And that’s where you can take the bus.
(b) Instructions produced by a person

a
https://graphhopper.com/maps/, https://mapzen.com/projects/turn-by-turn

Figure 1.1: Example route directions

https://graphhopper.com/maps/
https://mapzen.com/projects/turn-by-turn
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in ‘noisy’ environments such as cities, and gps sensors are standardly found
in devices like smartphones and tablets.

The guiding question in this thesis is therefore, how can we make pedes-
trian wayfinding system generate route directions that resemble more closely
those shown in Figure 1.1b? We present a number of studies, each concerned
with another aspect of interactive pedestrian route giving, and explain how
we can use data collected from pedestrians as empirical basis for building
models that can be used in an automatic route giving system.

1.1 Research problem

Verbal route directions describe a set of actions that a listener, in our case a
pedestrian, needs to carry out in order to walk from some start location to a
specified destination. The underlying route that is being described consists
of several route segments and turning points between them, locations at
which the pedestrian needs to change direction.

The automatically generated instructions in Figure 1.1a translate these
components of a route directly into two kinds of information: they spec-
ify the relative direction in which the pedestrian should turn at a turning
point (left or right), and for some steps they also specify the name of the
street that is the next route segment that the pedestrian should follow.
The human instructions in Figure 1.1b also specify relative directions and
some street names, but they also include a variety of additional informa-
tion. Most strikingly, the human makes extensive use of landmarks, which
are salient objects in the pedestrian’s environment, such as an archway in
U1. Furthermore, the human instructions also describe situations in which
the pedestrian could change direction, but should not, as in U6, and they
describe the environment for the pedestrian to confirm that he has taken
the correct action or is still on the correct track as in U10.

In this thesis, we are concerned with three aspects of interactive route
giving for pedestrians:

1. The first study takes a closer look at the complexity of route instruc-
tions that involve a change of direction. In Figure 1.1, both the human
and the system-generated instructions contain instructions of the kind
turn left/turn right. Many of the other human instructions involve
more explanations, such as references to landmarks. The question
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that the first study asks is: How can we know, given the current rout-
ing situation, whether it is su�cient to instruct the pedestrian to turn
left/right? The system-generated instructions contain these instruc-
tions almost exclusively, assuming that the pedestrian will always be
able to interpret the instruction in the intended way. But even if the
pedestrian chooses the correct next route segment, is he confident in
his action, i.e. is he sure that he is taking the correct action that will
lead him to the destination? In this study, we give pedestrians di�er-
ent kinds of instructions at di�erent intersections in a city environment
and ask them about their confidence, as well as check whether they
know what to do next. Based on this data, we build a model that can
interpret the complexity of new routing situations and decide whether
a simple turn left/right instruction is a feasible option.

2. Landmarks, salient objects in the pedestrian’s environment, play a
vital role in human route directions and are one of the central topics
in this thesis. In the second study, we are concerned with including
landmarks into route directions. Choosing an appropriate object out
of potentially many available objects in the environment is a complex
task that has attracted considerable attention as a research topic in
recent decades. In this thesis, we explore a new way of making this
choice on the basis of data collected from pedestrians.

3. In an interactive system, references to landmarks can also be made by
the pedestrian, e.g. when clarifying an instruction: Should I turn at
the church? The third study is concerned with understanding what
objects in the environment the pedestrian is talking about. In order to
answer clarification questions, the system needs to identify the object
that the pedestrian intended to ask about.

The challenge, to summarize, is to design appropriate user experiments
that elicit the kind of pedestrian wayfinding behavior we are interested in,
and find suitable methods that allow us to derive models of this user behavior
that are applicable by an automatic system in new route giving situations.
A key task of the models is to interpret the geometrical representation of the
environment and the specific route so that a system can reason about the
spatial environment and the route giving process in a way that resembles
the qualitative judgments that humans make.
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1.2 Approach

The general approach that we are taking for all three studies is that we want
to automatically derive decision-making models from human data. We want
to observe how humans behave in certain wayfinding situations, and build
models that, based on these observations and a suitable representation of
the wayfinding situation, mimic some aspect of the human behavior.

In all three studies, the data that we want to build models from is col-
lected in a real city environment that closely resembles the kind of envi-
ronment in which we envision a pedestrian route giving system to operate.
The decisions that we want to model must be based on information that the
route giving system can access and that we assume to be the following kinds
of information:

• The underlying representation for the spatial environment in which
the pedestrian is moving is a crowd-sourced geographic map database
that is rich in detail and freely available (cf. Section 2.4.2).

• Information about the next step along the route comes from a route
planner, i.e. the system knows what the geographic goal of the next
instruction should be.

• The pedestrians’ actions are represented in two ways. First, the tra-
jectory of movement within the environment is represented in terms
of gps coordinates. This gives information about both his current lo-
cation as well as his direction of traveling. Second, information about
verbal route directions is represented in terms of what the pedestrian
says at each location along the trajectory.

Previous research has used a number of di�erent approaches for the three
questions that we are addressing, as we will explain in the corresponding
chapters below. Basing computational models on observations of human
behavior is not a new approach. However, instead of deriving heuristics
from generalizations of the data, or using idealized representations for the
various spatial information, our models take as input the kind of imperfect
spatial information that can be expected in a working route giving system,
and are derived from the data automatically, i.e. utilizing existing machine
learning algorithms.
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Figure 1.2: Schematic architecture for an interactive wayfinding system

1.3 Scope

The research in this thesis is carried out to be incorporated in a pedestrian
routing system that can interact with the user via speech. Figure 1.2 shows
a generic system architecture, showing the necessary modules for dialog pro-
cessing in lighter blue, and our decision-making components in yellow, as
well as where they fit into this architecture. The component that resolves re-
ferring expressions to objects is a part of the natural language understanding
module. This module requires therefore access to the geographic representa-
tion (a geographic map of the environment). In a spoken dialog system, the
dialog manager is responsible for taking decisions that pertain to the flow of
the dialog. This module decides for example whether the system should pro-
ceed to give route directions to the user or answer a question that the user
asked. If the dialog manager decides to continue to give route directions,
it can request the next sub-goal along the route from the route planner.
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The natural language generation module is then responsible to verbalize the
route direction in an appropriate way, a step that is investigated from dif-
ferent points of view, such as user adaptation and generating appropriate
references to objects (Dale et al., 2003; Cuayáhuitl et al., 2010; Striegnitz
et al., 2011). In this module, our other two decision-making components
come into play. The generation module decides, based on knowledge about
the current routing situation, whether to give a relative direction instruction,
and, if this is inappropriate, what landmark to include in an instruction.

Within the scope of this thesis, we are not concerned directly with ques-
tions related to dialog. We are specifically concerned with neither the specific
steps carried out by each of the five dialog system modules, nor with what
the di�erent representations required by each of these modules look like. We
simply assume that the pedestrians’ utterances are represented as strings of
text, and positions as latitude/longitude coordinates.

Furthermore, the route directions we are concerned with here are route
directions that are given in-situ, i.e. incrementally along the route, rather
than complete route directions that describe prospective routes, and that
need to be remembered and then carried out. No maps are involved for the
user, i.e. all interaction is via language, but the results we present do not
exclude the use of maps for route information. For example, landmark infor-
mation could also be shown on a map. The route directions we are aiming at
are supposed to be directed at users that are pedestrians, rather than users
that are driving a car or riding a bicycle, but again, aspects of our results
are theoretically applicable also to other means of transportation, e.g. which
instruction type to use. Even though system and user are to interact via
speech only, we are assuming users that are not visually impaired. The re-
sults presented in this thesis are not applicable to guiding visually impaired
or disabled pedestrians, whose information needs and ways of communicat-
ing the information di�er (Dodson et al., 1999; Golledge et al., 2000; Helal
et al., 2001; Kaminski et al., 2010). We assume that users can visually
perceive their environment in terms of what paths they can take and what
objects can be referred to.

The models that we are building in the studies we present in this the-
sis are a step towards creating more cognitively ergonomic route directions
(Klippel et al., 2009). The general aim in this thesis is to model cognitive as-
pects of decisions that humans are taking when communicating about space
in general and pedestrian wayfinding in particular. We are thus aiming
at creating models that are cognitive models in that they make the same
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choices as humans in similar situations. However, we do not require our
models to reflect the decision-making process in the sense that the model
should function in the same way as a human’s cognitive processes. The mod-
els’ output should reflect the humans’ decisions, but the process of arriving
at the decision di�ers. Additionally, we require the models to be able to han-
dle the kind of input we can expect in a real system, especially with respect
to inaccurate positional information and incomplete information about the
environment.

1.4 Contributions
This thesis makes the following contributions: We present methodologies for
deriving data-driven models in the context of pedestrian wayfinding systems.
The models we are building are learned directly from data, i.e. rather than
manually deriving heuristics by generalizing aspects of the data, we learn
rules and decisions directly from the collected data. The models take as
input only information that is directly available to such a system, such as
the user’s speech and his gps position. The geographic and semantic repre-
sentation of the physical environment that we are using, is crowd-sourced.

We describe a number of data collections that we have carried out in
a real, large-scale environment, letting participants directly experience the
kind of urban environment in which a system should later work, rather than
using a small-scale, virtual, or indoor environment. This data is used to
derive models using the described methodologies.

1.5 Thesis overview

Outline of the thesis

The chapters are organized as follows: This chapter has outlined the main
aim of the work and introduced research questions and how they are ap-
proached. Chapter 2 gives an overview of the relevant research conducted in
connection with our work and introduces all necessary concepts and termi-
nology. More detailed background to the three main studies, with references
to previous research, can be found in the relevant chapters. Chapter 3 and
Chapter 4 are concerned with decision to be taken while generating pedes-
trian route directions. Chapter 3 presents data and results about deciding
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when a relative instruction, such as turn left is su�cient to give to the pedes-
trian. Chapter 4 analyses how an appropriate landmark can be chosen to be
used in a route direction. How the pedestrian’s references can be resolved to
objects in the geographic representation is shown in Chapter 5. Chapter 6
concludes this thesis and gives an overview of open questions.

Publications
This thesis is based on several works that have been published, or are in the
process of being published:

Chapter 3

Götze, J. & Boye, J. (2015b). “Turn Left” Versus “Walk Towards
the Café”: When Relative Directions Work Better Than Landmarks.
Proceedings of the AGILE Conference on Geographic Information Sci-
ence, Lecture Notes in Geoinformation and Cartography, 253–267,
Springer International Publishing.

Chapter 4

Götze, J. & Boye, J. (2013). Deriving salience models from human
route directions. In Workshop on Computational Models of Spatial
Language Interpretation and Generation 2013 (CoSLI-3), 36–41.

Götze, J. & Boye, J. (2016a). Learning Landmark Salience Models
from Users’ Route Instructions. Journal of Location Based Services,
Taylor & Francis.

Chapters 4 & 5

Götze, J. & Boye, J. (2016b). SpaceRef: A corpus of street-level
geographic descriptions. In Proceedings of the International Confer-
ence on Language Resources and Evaluation (LREC).

Chapter 5

Götze, J. & Boye, J. (2015a). Resolving spatial references using
crowdsourced geographical data. In Proceedings of the 20th Nordic
Conference of Computational Linguistics (NODALIDA), 61–68, Lin-
köping University Electronic Press, Linköpings universitet.
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Götze, J. & Boye, J. (2016). Situated Reference Resolution for
Pedestrian Navigation Systems. Submitted to the Annual Meeting of
the Special Interest Group on Discourse and Dialogue (SIGdial).
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This research has been carried out within the following projects:

• SpaceBook, funded by the European Commission (EU-FP7) [270019]

• CityCrowd, funded by the Swedish Research Council (Vetenskaps-
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Chapter 2

General Background and
Methodology

Modeling aspects of human pedestrian route directions requires us to un-
derstand how humans give route directions to each other. This chapter
introduces the necessary background about pedestrian wayfinding and hu-
man verbal route directions that form the basis for our research. Section 2.1
gives background on wayfinding and Section 2.2 on verbal route directions.
In Section 2.3, we explain how humans conceptualize space. Section 2.4
takes a closer look at how we represent the geographical situation in which
route directions are given and what challenges this representation intro-
duces. In Section 2.5 we describe the three aspects of interactive pedestrian
routing systems that are the subject of this thesis in more detail. The basic
approach that we are taking in this thesis is that we want to learn to take
route giving decisions on the basis of di�erent kinds of data, collected from
pedestrians in a real city environment. Section 2.6 gives an overview of the
methods used to learn from such user data.

13
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2.1 Wayfinding
Wayfinding is the process of finding a spatial destination (Passini, 1981).
Montello (2005) defines wayfinding as one of the two components of navi-
gation. In his definition, it denotes the planning and decision-making that
is required for goal-directed movement. Locomotion, the other component,
is the physical movement that humans (and other agents) carry out when
navigating. Allen (1999) distinguishes three kinds of wayfinding tasks: ex-
ploratory wayfinding, wayfinding with a familiar goal, and wayfinding with
an unfamiliar goal. Wayfinding with a goal – familiar or unfamiliar – is the
focus in this thesis.

Humans employ di�erent strategies to find a route, i.e. a path that leads
them to their destination, depending on how much and what kind of knowl-
edge they possess of the environment (Allen, 1999; Golledge et al., 2000).
Routes can be selected incrementally, by employing heuristics such as the
least-angle strategy (Bailenson et al., 2000), or by prospective planning, i.e.
planning the complete route before traveling (cf. Hölscher et al., 2011). Cri-
teria for selecting a route can include the length of the route, or the (per-
ceived) e�ort of traveling (Golledge et al., 2000). Denis et al. (1999) identify
three modes of purposeful navigation: proceeding towards a landmark, fol-
lowing a predetermined path, and following a compass heading.

The spatial knowledge that is needed for wayfinding is assumed to con-
sist of three di�erent types of knowledge (Siegel & White, 1975; Thorndyke
& Hayes-Roth, 1982): landmark knowledge, route knowledge, and survey
knowledge. Landmark knowledge is the first kind of knowledge humans ac-
quire and that enables them to recognize their own location. Route knowl-
edge is procedural knowledge that enables a human to travel between known
locations. Survey knowledge encodes spatial information with respect to a
global reference frame and is assumed to be acquired last. Human spatial
knowledge is also referred to as cognitive map (Tolman, 1948; Kuipers, 1978;
Tversky, 1993; Allen, 1999). There are di�erent accounts of the status of
this cognitive map with respect to verbal route directions, especially about
whether the cognitive map is an underlying representation to route direc-
tions, or whether both share a common underlying mental representation
(cf. Couclelis, 1996, and references therein).

Humans primarily acquire spatial knowledge by repeatedly experiencing
an environment, i.e. by traveling through it and thus perceiving it through
an egocentric frame of reference. Another way of acquiring spatial knowledge
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is through an allocentric frame of reference – an external point of view –
such as a map representation (Golledge, 1999).

2.2 Route directions

The knowledge that is required for the wayfinding task can be externalized
by means of verbal route directions, a set of instructions and descriptions
that answer the question How do I get from A to B? (Allen, 1997; Lovelace
et al., 1999). Allen (1997) suggests that such an information request elicits
a transaction consisting of four phases: an initiation phase, in which the
necessary constraints are set, such as start and destination; a route descrip-
tion phase, in which the actual route directions are verbalized; a securing
phase in which clarifications and confirmations are exchanged; and a clos-
ing phase that ends the transaction. Similar phases have been identified by
Wunderlich & Reinelt (1982) and Couclelis (1996).

The process of finding and verbalizing route directions is broken down
into three cognitive operations (Denis, 1997). First, the spatial knowledge
of the relevant environment needs to be activated. Second, a suitable route
within this environment needs to be found. And third, this route, consisting
of a number of steps, needs to be verbalized appropriately. The first two
steps are non-linguistic in nature. The third step converts spatial knowledge
into a linguistic form. This last step, that assumes an existing route within a
particular street network, is the main concern in this thesis. In particular, we
are concerned with how to choose certain aspects of a route for verbalization.

How humans give and understand route directions has been studied ex-
tensively, both from a cognitive and from a linguistic point of view. While
there is no single definition for good route directions, several aspects have
been found to play a role: When giving route directions, a route is typically
split into several segments that are then verbalized (Couclelis, 1996). These
verbalized route directions can be instructions to take a particular action,
such as walk or turn, or descriptions of the environment like There is a red
building to your left that help the traveler to identify where an action is to
be carried out or whether he is still on the correct track (Allen, 1997; Denis,
1997). The order of the directions should reflect the linear order in which
the route is traversed (Allen, 2000). Route directions should include land-
marks and an indication of the direction at points where direction changes
occur or could occur (Lovelace et al., 1999).
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The terms route direction, route instruction, and route description are
not used consistently throughout the literature on route giving. In this
thesis, we are using them to mean the following:1

• By route directions, we mean a sequence of verbal utterances that
describe a route from a start to a destination, such as those seen in
Figure 1.1b.

• A single route direction from this sequence can be a route instruc-

tion, i.e. express a request to carry out an action, typically a move-
ment or change of direction, such as U7 in Figure 1.1b: Just go to the
other subway entrance. A route instruction is also called a directive
(Allen, 1997), a motion (Riesbeck, 1980), or a prescriptive (Fontaine
& Denis, 1999).

• A route description is a route direction describing an aspect of the
route or the environment, such as U10: From there you’ll see another
archway.

A route direction can also contain both a description and an instruction,
such as U3: You’ll see another archway and you just walk straight ahead, i.e.
the utterance boundaries do not have to coincide with the boundaries of a
single route direction. We will sometimes abbreviate route instruction and
route description with instruction and description, respectively. However, a
direction (as opposed to a route direction) will mean “the line or course on
which something is moving or is aimed to move, or along which something
is pointing or facing”,2 such as left, or south.

Turn is only used to refer to the physical act of changing direction, such
as in turning left. Many publications on route giving refer to continuous
route directions, that are given while the traveler is moving, as turn-by-
turn instructions. We will avoid this term, because it suggests that route
directions are only given at a change of direction, i.e. at an actual turn.
Instead, we call these route directions continuous, incremental, or in-situ
route directions. Furthermore, we are concerned with interactive systems,
and in research on dialog, a turn is also a continuous set of utterances by

1When reporting on related work, we will use the terms as defined here, even when
the cited work does not.

2
http://www.merriam-webster.com/dictionary/direction, accessed in March 2016

http://www.merriam-webster.com/dictionary/direction
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one speaker. This latter definition is not used, as turn-taking behavior is
outside the scope of this thesis.

2.3 Human representation of space
The analysis of verbal route directions suggest that humans conceptualize
routes in terms of choice points3 and route segments (Denis, 1997). Choice
points are locations where the traveler needs to decide between several paths.
Locations at which a change in direction could occur, but does not, are
sometimes called potential choice points. A route segment connects two
choice points. Route instructions mainly convey the actions that need to
be taken at choice points, but do not have to be verbalized for every choice
point. For example, the instruction Take the second left is a combination
of the instructions Go straight and Turn left, given at the choice points.
The cognitive process of combining two or more consecutive choice point
actions is called chunking (Klippel et al., 2003, 2008). The linguistic process
is called aggregation (Reiter et al., 2000).

The most frequently used method of analyzing verbal route directions in
terms of the information they convey, is to segment them into minimal infor-
mation units as suggested by Denis (1997). He proposed to categorize route
directions into five categories: route directions that prescribe actions with
a reference to a landmark, route directions that prescribe actions without
using a landmark, route directions that introduce a landmark, route direc-
tions that describe a landmark, and commentaries. These categories capture
both the distinction between instructions and descriptions as well as the us-
age of landmarks. This categorization has often been used to characterize
route directions in di�erent environments as well as to investigate the usage
and location of landmarks (Rehrl et al., 2009; Michon & Denis, 2001; Denis
et al., 1999). Denis (1997) also describes a method to extract skeletal route
directions, an abstract version of a set of route directions that contains only
the necessary components.

Several models have been proposed to formalize human conceptualiza-
tion of space, serving di�erent purposes. Kuipers’s (1978) tour model
aims to explain spatial learning and problem-solving, Werner et al.’s (2000)
Route Graphs model navigational knowledge in a general way, abstracting
away from the specific agent (a human, an animal, or a robot). Klippel

3Choice points are also often called decision points.
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Figure 2.1: The seven wayfinding choremes by Klippel et al. (2005b). The
choremes can (for example) be externalized by means of language (top) or
graphics (bottom)

et al.’s (2005b) wayfinding choremes are a representation of formal spatial
knowledge that can then be externalized graphically or verbally, and Gryl
et al.’s (2002) and Brosset et al.’s (2007) models are used for the analysis
of verbal route directions. All of these models try to structure human spa-
tial knowledge to capture the human qualitative concepts in a formal way
so that they can serve as an interface to the quantitative representation of
formal maps. The models organize human qualitative knowledge around
the assumed schematization of routes into route segments and choice points
at which actions must be carried out. They are abstracting away from the
geometrical representations of formal maps, as such maps are usually unsuit-
able to model human conceptualizations directly. Research experiments in
cognitive psychology have well established the systematic errors with which
spatial information is represented by humans. For example, angles are rep-
resented as closer to 90° than they actually are (Moar & Bower, 1983) and
the way in which landmark knowledge is represented causes humans to mis-
judge distances depending on whether the route runs to or from a landmark
(Sadalla et al., 1980). The source of such errors can be explained by an
underlying hierarchical structure and the grouping of elements that humans
are assumed to impose on their spatial knowledge (Tversky, 1993).

For example, Klippel et al.’s (2005b) wayfinding choreme theory concep-
tually models routes as sequences of choice points. The possible directions
in which travelers can turn are abstracted into the seven turning concepts
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Figure 2.2: Example cognitive representation using wayfinding choremes.
Map source: © OpenStreetMap contributors

depicted in Figure 2.1. The route shown in Figure 2.2 can be formalized
by wc

r

wc

hl

and could be linguistically externalized as Turn right and then
turn slightly left. The formal language can be extended with landmarks at
specific locations at choice points (Klippel & Winter, 2005), so that the rep-
resentation allows to distinguish between landmarks before and after choice
points, which can then be expressed accordingly in a route instruction.

In this thesis, we do not use any cognitive representation as interface
between the geographic representation and the linguistic externalization of
route directions. Rather, the models that we are building for generating
route directions (in Chapters 3 and 4) can serve as an interface between
the concrete geographic representation and a cognitive representation. The
decisions whether to use a relative direction instruction, and what landmark
to choose, take place before the externalization step and can be incorporated
into a cognitive representation. However, the model we are building for
understanding object references by the pedestrian (in Chapter 5) resolves
these references directly on the geographic representation.

2.4 Context
As explained in the previous section, we do not assume a specific cognitive
model. We do however need a mechanism that can interpret the specific
spatial representation of the urban area that our studies are carried out
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in. The spatial representation is part of the context information that the
system needs in order to interpret the user’s input, decide on a next action,
and make decisions on how to deliver this next action. The second kind of
context is the linguistic context, that contains information on what the user
has said. In this section, we describe how this context is represented and
what the specific challenges are when using this representation.

The context encodes various pieces of information about the pedestrian’s
situation: his location within the environment, the environment itself, and
about what has happened in the preceding interaction. As the pedestrian
is moving, the context changes continuously, and most decisions require the
system to not only know about the pedestrian’s current context, but also
have access to information about what the immediately preceding context
was, e.g. to be able to tell in which direction the pedestrian is moving, or
which object the pedestrian just referred to.

We distinguish between the linguistic and the physical context. The
linguistic context contains everything that is said by either the system or the
pedestrian. This knowledge is represented as written transcripts of speech.
The physical context is the environment in which the pedestrian is moving,
in our case a city environment, which will be represented by means of a map
(cf. Section 2.4.1 below). The physical context also contains information
about the movement of the user in terms of gps coordinates. From these
sources of information (map representation, transcribed speech, and gps
signal), we can derive other information, e.g. what is currently visible for
the user and in which direction he is moving. Taken together, this context
will form the basis upon which we build our models in Chapters 3, 4, and 5.
Each model uses the context information in di�erent ways to support the
system in a particular decision: the decision about which kind of instruction
to use considers the street configuration and the next sub-goal along the
route, the decision about which landmark to choose considers the user’s
position and the currently available landmarks, and the interpretation of
object references relies on what objects are currently visible and what the
user said.

In a real system, both physical and linguistic context will contain a
substantial amount of noise. Instead of manually transcribed speech, an
automatic speech recognizer returns automatic transcripts, possibly with
an associated confidence value. This automatic transcription will contain
a certain amount of word errors, especially in a noisy urban environment.
We are using idealized input with hand-transcribed speech, but research
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on speech recognition is working to produce models that are increasingly
stable in this kind of environment (Siemund et al., 2000; Seltzer et al., 2013;
Husnjak et al., 2014).

The way in which our system ‘senses’ its physical environment, namely
by gps coordinates and a map representation, is also imprecise. Gps sen-
sors give only an estimate of the user’s real position, an issue that is un-
der investigation (Modsching et al., 2006; Bauer, 2013). The map itself is
crowd-sourced and therefore incomplete in that objects or parts of them
are missing, e.g. a name. The map can also contain errors, such as wrong
semantic tags, or wrong positioning of objects. The next sections describes
the geographic map representation in more detail.

2.4.1 Map representations of space

When talking about some space, a city environment in our case, we need
a representation of that space that our system can use for reasoning. The
corresponding representation of the environment needs to capture those as-
pects that are important for our purposes: where streets and objects such
as buildings are located, and what properties they have, such as their name
or function.

Spatial environments

The environment we are considering is a large-scale environment, the pedes-
trians can only perceive a part of the environment at each location (Kuipers,
1978). Some studies on wayfinding are carried out using small-scale environ-
ments, such as two-dimensional maps (on paper or screen) of real or made-up
city environments (e.g. Tom & Denis, 2004; Hund & Minarik, 2006; Tom &
Tversky, 2012). In these studies, participants experience the complete envi-
ronment at once. Letting study participants move directly on a map has the
advantage of creating laboratory conditions, where all subjects experience
the same perceptual input, and the researchers can choose precisely where
streets meet and where landmarks are placed.

Virtual environments allow the same control of the environment, while
creating a large-scale environment in which the traveler has to move to
understand the layout and create a mental map. Virtual environments have
been used to study wayfinding or route giving behavior, for example by
Waller & Lippa (2007) and Mast et al. (2010).
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Indoor environments, typically o�ce buildings or large public spaces like
airports, allow studying route giving and following in a real environment
that still gives a large amount of control to the experimenters. Indoor en-
vironments have been used both on two-dimensional maps, and as three-
dimensional environments in which participants move directly (Pazzaglia &
De Beni, 2001; Tom & Denis, 2004; Goschler et al., 2008; Padgitt & Hund,
2012).

Some researchers are also letting their subjects move in outdoor envi-
ronments. These studies usually involve fewer participants as they are more
time-consuming to carry out (e.g. Denis et al., 1999; Ross et al., 2004; Bros-
set et al., 2008).

Map representations

For all kinds of environments, the corresponding representations of the en-
vironment need to capture those aspects that are important for the study:
the location of paths such as streets or corridors, at which locations it is
possible to change direction, the location and names of landmarks and their
properties, such as their color and size, and so on.

In two-dimensional map environments and virtual environments, study
participants are moving directly on or in the representation, i.e. their lo-
cation with respect to the representation is known with absolute certainty.
For small real environments such as indoor environments or the campus of
a university, researchers often draw custom maps or floor plans, that encode
exactly the information that is needed for the current study. Often, a full
map representation is not needed. For example, Michon & Denis (2001)
investigated the position of landmarks that pedestrians used when giving
route instructions for a route they had just walked. For this study, only
the positions of landmarks that pedestrians referred to are relevant, and
their relation to the route that pedestrians navigated. Figure 2.3 shows an
example illustration of where landmarks are placed along the route.

In Lovelace et al.’s (1999) study, participants are describing prospective
routes in a campus environment. The route is schematized for purposes
of comparing counts of turns and landmarks with respect to the verbaliza-
tions. Participants also walk a route and are followed by an experimenter,
who counts certain behaviors directly along the real route, a practice that
is also done in other studies (Denis et al., 1999; Hölscher et al., 2011). Like-
wise, Ishikawa & Montello (2006) are also letting their study participants
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Figure 2.3: Example map from Michon & Denis (2001)

experience the environment directly, in this case by driving them in a car.
The focus of this study is how knowledge of space is acquired and changes
over time. Drawings of directions and distances of landmarks are compared
directly to metric information from a map, but only a set of specific land-
marks along a predetermined route was used, i.e. not all aspects of the
environment needed to be encoded in the map representation.

Few researchers are using existing geographical representations. In the
pursuit corpus (Blaylock, 2011), in which participants drive themselves
through an urban area, object mentions are annotated with respect to
two di�erent geographic resources in order to achieve maximum coverage:
Google Local (Google Maps) and Terrafly (Rishe et al., 2005), which in turn
contains a number of di�erent datasets.

For our purposes, manually drawing a map representation is infeasible:
we want to let pedestrians move in an urban environment, and even though
the specific routes will be predetermined, we need a geographic representa-
tion that includes a lot of detail besides the actual route. In particular, for
our studies on landmark salience and object mentions, we require a repre-
sentation that not only represents the mentioned objects, but also as many
of the other existing visible objects in the environment of the pedestrian.
In the next section, we describe Openstreetmap, a crowd-sourced, freely
available geographic representation, that meets these requirements.
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2.4.2 Openstreetmap

Our studies are focused on two aspects of the urban space that need to be
a part of the geographic representation:

1. Intersections: Our model that decides when relative directions are a
suitable means to express a route instruction requires knowledge about
intersections, i.e. about where and at what angles streets meet.

2. Objects: Our models that choose landmarks and interpret object ref-
erences require that objects are part of the geographic representation,
including information that expresses their spatial extension (a building
must be represented di�erently than a park bench in terms of size).
The objects that are represented must have a reasonable coverage of
the actual real environment that we consider in order to build realistic
models. On the one hand, most objects that the study participants
mentioned must be represented. On the other hand, we need a realis-
tic number of other objects that were not mentioned, but present, in
order to obtain a realistic model of the choices that the pedestrians
make.

Openstreetmap (osm) is especially suitable for all our purposes. It has
very good coverage in the area we consider, only 4% of the objects that
participants mention in one of our data collections (that is described in
Sections 4.3.2 and 5.2) are not represented in this database. Furthermore,
many objects are not only represented but also annotated with detailed
semantic information, such as names and types. osm includes a specification
for tags (that is also crowd-sourced) in the form of a wiki that specifies
how tag keys and tag values are to be used. Contributors are encouraged
to use tags according to this specification in order to achieve consistent
annotation, but they can in principle use any tags they want. Below, we
describe the representation of objects in osm, and some of the di�culties
that this representation introduces.

In osm, entities are represented in terms of three data structures: Nodes
are point-like structures, characterized by their latitude/longitude position.
Ways are characterized by a sequence of nodes and represent either line-
like structures such as streets and walls, or polygons, such as parks and
buildings. The third data structure, that we will not further elaborate on,
are relations, representing sets of nodes and ways.
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<way id="14796736" > 
<nd ref="146118220"/><nd ref="146118226"/>… 
<tag k="building" v="yes"/> 
<tag k="building:use" v="education"/> 
<tag k="name" v="KTH: F"/> 
<tag k="roof:colour" v="MediumAquamarine"/> 
</way> 

<node id="1814258161"  
lat="59.3483274" lon="18.0747920"> 
<tag k="addr:city" v="Stockholm"/> 
<tag k="addr:country" v="SE"/> 
<tag k="addr:housenumber" v="24"/> 
<tag k="addr:street" v="Lindstedtsvägen"/> 
</node> 

<way id="332670566" > 
<nd ref="2357513"/><nd ref="7052338"/>… 
<tag k="highway" v="unclassified"/> 
<tag k="maxspeed" v="30"/> 
<tag k="name" v="Lindstedtsvägen"/> 
<tag k="source" v="yahoo + survey"/></way> 

Figure 2.4: Example osm representations. Map source: © OpenStreetMap
contributors

Every item in our database is either a node or a way, and can have
an unlimited number of tags associated to it. All nodes have at least two
position tags, the keys latitude and longitude, all ways have at least two
nodes associated to them, expressed with the key nd. Every item has a
unique id.4 Figure 2.4 shows how a building (a way), an entrance (a node),
and a street (a way) are represented, and what the corresponding map image
looks like.5

As described in Section 2.3, human representation of space is qualita-
tive rather than quantitative. Instead of exact metric information, humans
represent the location of objects relative to each other and their knowledge
contains a number of distortions, for example with respect to angles at which
streets meet in intersections. When giving automatic verbal route directions

4In osm, ways have their own set of unique ids, and nodes have their own set of unique
ids, i.e. nodes and ways overlap in their ids. For the part of the database that we consider,
there is no overlap, i.e. items can be uniquely identified just by their id (without reference
to their type).

5For readability, all such osm representations are extracts of the full specification.
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Table 2.1: Examples of mismatches between human concepts and the osm
representation. All maps Map source: © OpenStreetMap contributors

Description Example Map representation
Pedestrian refers to sev-
eral objects, map repre-
sents objects as an ag-
gregation

On my right there are
buildings fairly sim-
ple buildings

Pedestrian refers to one
object, map represents
as several objects

Cross the street

Pedestrian refers to an
object that is not repre-
sented in the map

There is a hill to the
right of KTH

based on a geographic representation, one task of a system is to ‘translate’
this metric information into the kind of qualitative concepts that humans
use. Besides the positional information, i.e. where objects are located with
respect to each other as well as absolutely in space, there is also a mismatch
in the segmentation of space into entities. The basic entities in osm (nodes
and ways) are not necessarily the same kind of entities that humans reason
about. Table 2.1 lists some examples of such representations and how hu-
mans verbalized an aspect of the representation. The human examples come
from our data collections. The particular challenges that the osm represen-
tation poses for our models and how we solve them will be addressed in the
relevant sections in each of the chapters.
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2.5 Automatic route directions

Automatic route direction systems are already widely found in the context
of car navigation. The focus in these systems is on the route determination
component: finding the fastest or shortest route considering the current
tra�c situation is often the most important aspect for car drivers. The route
directions are presented to the driver either visually, verbally, or both, and
the verbalizations typically translate the quantitative metric information
directly to a phrase such as In 300 meters, turn left. (Burnett, 2000).

Apart from the fact that pedestrians may have di�erent requirements
in terms of what makes the most optimal route (Millonig & Schechtner,
2007b), a large body of research has, during the most recent decades, in-
vestigated how to make verbalizations of route directions more cognitively
ergonomic. Cognitively ergonomic route directions present the information
in the qualitative way in which humans think about space (Klippel et al.,
2009). Some aspects of this process are considered as part of the route
determination process (e.g. Cadu� & Timpf, 2005, who compute routes in
terms of salient landmarks). Most research considers the step of generating
appropriate route directions as separate from the step of finding a route (cf.
Richter, 2013), and we are following this line of research, i.e. we assume a
computed route as input to our models.

In the automatic wayfinding system that we are assuming, the goal of
wayfinding is specified by the user. It is the task of the route planner (cf.
Figure 1.2) to calculate a route based on the street network and a given
start and end point. Routes can be optimized with respect to the same
criteria that humans apply, such as length of the route. Millonig & Schecht-
ner (2007b) give an overview of the kinds of needs and expectations that
pedestrians might have concerning the suggested route, such as safety or
convenience.

Spatial knowledge is likely represented from an allocentric reference frame.
The pedestrian however – familiar or unfamiliar with the environment –
perceives his environment from an egocentric frame of reference. When
communicating spatial knowledge to the traveler, spatial relational knowl-
edge therefore needs to be translated from an allocentric to the pedestrian’s
egocentric reference frame.
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Figure 2.5: Example choice point

2.5.1 Route instructions

The first study that we present in Chapter 3, is the study that looks closer
at the di�erent possibilities to give a route instruction, i.e. to express the
action that the route follower should carry out next. In Denis’s (1997) anal-
ysis of route directions, route instructions make up about 50% of the route
directions. The route directions are given as in-advance route directions
and it is therefore not surprising that the major part of the instructions
are expressed using a landmark, some object in the environment that helps
the route follower identify where the action should take place or in which
direction to proceed. About 17% are instructions that do not contain a
landmark.

When giving in-situ route directions, landmarks are also an important
element to help the pedestrian, as we will show later. However, when an
automatic system has knowledge about the pedestrian’s current position,
it becomes less important to verbally describe the location at which an
action should take place. Instead, the system can signal to the pedestrian
when he has reached this location, and give an instruction relative to the
current position: Turn left here. In this way, the process of deciding on an
appropriate landmark to use in the instruction can be avoided. However,
not every change of direction occurs at a choice point where turn left here
is unambiguous. In the choice point shown in Figure 2.5, where there are
several paths to the left, such an instruction is likely to fail or at least cause
the pedestrian to ask for clarification.

Choice points can be characterized by their complexity, e.g. in order to
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measure the overall complexity of a route to indicate how easy it is for a
traveler to traverse it (O’Neill, 1991a). Such a categorization is done on
the basis of the underlying route network, consisting of nodes at choice
points and edges that represent path choices. Verbalizations of route in-
structions at di�erent choice points also show di�erences between simpler
and more complex choice points, e.g. more words are needed to express an
action at complex configurations (Vorwerg & Rickheit, 1998). The models
that express such di�erences also represent choice points based on the route
network.

In the study presented in Chapter 3, we take a closer look at how route
instructions are understood at di�erent choice points, with a special focus on
instructions that use only a relative direction, such as left or right. We
compare these to instructions that include a landmark according to whether
pedestrians can follow such instructions in di�erently complex choice points,
and according to how confident they are that they are taking the correct
decision. From the results, we build a model that can automatically decide,
given the configuration of the choice point and the intended next action,
whether it is feasible to use an instruction to change direction without using
a landmark. Characterizing choice points in terms of their outgoing paths in
the way that previous studies have done, is not viable given the geographic
representation that we are using. We show how we can represent choice
points in terms of the path choices that the pedestrian can perceive by
computing visibility lines.

2.5.2 Landmarks and salience

Even though route directions that are based on exact distances, directions,
and street names are more concise, few people would give route directions
that resemble what most of today’s navigation systems produce: instructions
like the ones we showed in Figure 1.1a. Instead, most humans produce route
directions like the ones shown in Figure 1.1b.

One reason that humans do not produce instructions that are based on
geometrical properties such as distance and angle is that they have di�culty
understanding such instructions. They are less confident that they will
succeed in finding the way and they make more mistakes when following
these route directions (Ross et al., 2004). If the pedestrian is unfamiliar with
the area, he has to search for the street names. The automatically generated
route directions in Figure 1.1a do not contain distances, but are impossible
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to understand without looking at a map, because there is no information
signaling where a turn is to take place. The human route directions in
Figure 1.1b on the other hand do not require a map. They contain plenty
of references to landmarks, objects along the way that signal where a turn
is to take place (U1), where a turn would be possible but should not take
place (U3), and as markers that the way is correct (U10).

When humans decide which objects to choose as a landmark, there are
usually many options available, but it is not particularly hard for them to
pick an object. Humans are not selecting at random, but rather have a
feeling for what constitutes a good landmark. The property that these ob-
jects have that makes humans choose them is their salience (or saliency).
These objects are prominent objects that are easily recognizable and distin-
guishable from their surroundings, easy to describe and permanent in their
environment. What makes them salient for humans is a range of factors in-
cluding their appearance, their familiarity for the route direction giver and
the follower, their function, and their location.

There are many studies that show the importance of landmarks for route
directions (e.g. Lovelace et al., 1999). If we want to automatically gener-
ate route directions that are easy for pedestrians to understand and carry
out, we need a method to decide what landmarks to include in each route
direction, and that means we need a method that tells us how salient a
landmark is in a particular environment. Like the methods that have been
proposed so far (e.g. Raubal & Winter, 2002; Elias, 2003), we base our study
in Chapter 4 on research from cognitive psychology that has investigated the
concept of salience and what factors contribute to it. Previous research uses
results from these studies as heuristics to assign salience scores to objects
or to find outliers as landmarks. Instead, we use the results only to decide
what object properties to represent, and then employ a machine learning
method to automatically learn from examples to what extent these prop-
erties contribute. As examples, we collected data from pedestrians walking
in a city environment. We asked them to describe the way while they are
walking, which is exactly the task that we want a system to carry out.

2.5.3 Reference resolution

Finally, in interactive wayfinding, an automatic system also needs a mech-
anism to understand the user’s input. In the beginning of a typical dialog
as shown in Table 2.2, the user will specify his or her goal (U1), and along
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Table 2.2: Example dialog using an interactive wayfinding system

U1: I want to go to the castle in the old town.
S2: Okay. You need to start walking towards the subway station.
U3: [starts walking]
S4: At the church, turn left.
U5: I’m sorry, I don’t see any church. Do you mean the tall red build-

ing?

the way, clarification questions will occur when the pedestrian cannot make
sense of an instruction (U5). In both U1 and U5, the pedestrian refers to
specific places or objects in the city (the castle, the old town) or in his im-
mediate surroundings (the tall red building). In order to react appropriately
to the requests, the system thus needs to understand whether the user is
(a) asking for navigation aid to go to a place further away, or (b) referring
to an object that he can see. In both cases, the system needs to identify
which object in the city the user is referring to. However, in U1 the user is
looking for a place further away and the appropriate system reaction is to
identify the goal and calculate a route plan in order to guide the user. In
U5, the appropriate reaction is to resolve the reference to an object in the
immediate vicinity in order to respond adequately. We will consider only
the latter case, pedestrians referring to objects in their immediate vicinity,
as in the previous section, and in fact use the same examples of pedestrians
describing their environment. From this data, we want to build a model
that can, based on the pedestrian’s position, the geographic representation
of his environment, and the words that he used, determine which object the
pedestrian referred to.

Such a model of reference resolution, that looks for an expression’s ref-
erent outside the linguistic context, is also called extension model. Instead
of looking for another mention of the same object in the past dialog (the
coreference model), or translating the reference to a logical description of
the object (the intension model), we want to know, with respect to our ge-
ographic representation, which object the pedestrian referred to (cf. Byron
& Allen, 2002). In the example, the system is trying to specify where the
pedestrian should turn. It picked a landmark L to describe the place of the
turn, but the user cannot identify L on the basis of the words the church.
Knowing which object the user’s referring expression (re) the tall red build-
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ing refers to will allow the system to reason about whether this re refers
to the same L or, if not, it serves the same purpose to identify the correct
turning point.

Approaches to reference resolution

In order to interpret a pedestrian’s utterance in the particular geographic
context, the res need to be resolved. This requires at least three steps:
identifying the re, identifying the search space of candidate referents, and
the main step of choosing a target among the candidates.

The first step is to identify the relevant expressions that should be re-
solved. What a re is usually depends on the specific application. In our
case, we are looking for object reference, which are usually expressed as noun
phrases (nps): the tall red building, the busy street, etc. However, not every
np refers to a physical object, the user can also mention abstract concepts
as in That was a mistake, or express negations: Do not take that path to
the right. Since we are interested in references to objects, we are looking
for references that are expressed as nps, and need a mechanism to find the
relevant ones.

In the second step, when the re has been identified, the appropriate
candidate referents need to be identified. The non-linguistic context, i.e.
the candidate objects, can be represented in form of a knowledge base that
contains symbolic descriptions for every item. Then, an ontology can define
how di�erent types of items are related, e.g. that school can refer to objects
of type building. An alternative is to represent the objects in the context
based on perceptual features such as visual or positional information from
sensors like a camera and gps receiver. The context can consist of a pre-
defined set of objects, or the algorithm needs to contain a strategy that
segments the context into objects, e.g. the context could be a photograph,
in which objects first need to be identified. The appropriate candidates are,
depending on the application, all objects in the context, or a subset of them,
e.g. only those in the speaker’s immediate field of view. We are going to
use an approach based on context information that encodes the geographic
context information symbolically (a map representation) and perceptually (a
gps sensor). In Section 2.4.2, we have already mentioned that our geographic
representation does not segment objects in the same way that humans seem
to do. Solving this mismatch is one focus of our work in the study presented
in Chapter 5.
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Finally, a target referent needs to be chosen from among the candidates.
We are going to follow two basic approaches to carry out this task: rule-based
approaches and probabilistic approaches. Approaches that are based on
hand-crafted rules use heuristics to guide the search for the target referent.
In probabilistic approaches, probabilities are assigned to the candidates to
rank them according to how likely it is that they are the target.

2.6 Learning from data

2.6.1 Collecting data
We want to create models for a system to use that imitate an aspect of
human behavior when navigating as a pedestrian. As mentioned in Chap-
ter 1, we want these models to be cognitive models in the sense that their
output decisions should resemble the decisions that humans make in a given
situation. In order to build such models, we want to use observations of
human behavior in certain situations. The situations that we want to learn
from must therefore be representative of the situations in which the models
are to be applied: an urban environment wayfinding scenario. The behavior
that we are interested in studying is of two kinds:

1. For the model that takes a decision on the type of instruction, we are
interested in movement behavior (path choices) and in subjective user
ratings of confidence.

2. For the other two studies on landmark choice and object mentions, we
are interested in verbal behavior, namely descriptions of the environ-
ment.

Collecting data in a real urban environment poses a number of ques-
tions: Exactly which environment from within a city is appropriate? Does
it matter that the environment will not look exactly the same for all subject
because of weather and tra�c conditions, and possibly construction works
or other changes over time? Does it matter if subjects are familiar with
the environment to di�erent extents? How can we collect this data before
building an actual system?

Data collections in urban environments in the context of wayfinding usu-
ally study human wayfinding without the context of a system that is to give
verbal route directions. In these studies, an experimenter follows the study
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Figure 2.6: The Wizard-of-Oz architecture as used for our data collections

participant to record his behavior, and/or walks beside the participant to
give verbal or gestural instructions (Fontaine & Denis, 1999; Denis et al.,
1999; Sarjakoski et al., 2011). In those studies where the participants’ ver-
bal expressions are of interest, it is usually recorded for later analysis (Rehrl
et al., 2009; Schroder et al., 2011; Hölscher et al., 2011). In these cases, the
participants are often asked to imagine a known or unknown person that
they are addressing when giving descriptions or instructions.

Instead of physically following our study participants and in order to
create a scenario that more closely resembles a pedestrian using an automatic
system, we are using a Wizard-of-Oz (woz) setup (Dahlbäck & Jönsson,
1989; Fraser & Gilbert, 1991) for all our studies.6 Study participants are
carrying a phone in their pocket and are wearing a headset, thus interacting
via speech with what they think is a full system. In reality, the system

6Some of our data of in-advance route directions is also collected in the lab.
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is replaced by the experimenter (the wizard), as shown in Figure 2.6. It
is the experimenter that interprets the participant’s speech, chooses the
next action according to a predetermined task specification, and decides
when and what message to push to the participant. The wizard can see
the pedestrian’s position on a map. Messages are read to the participants
using the phone’s built-in Text-to-Speech (tts) application, thus giving the
participant the feeling of actually speaking to a fully automatic system (cf.
Figure 1.2). Subjective ratings from the questionnaires that were given to
the participants after their data was collected can be found in Appendix A.5
and suggest that it is reasonable to assume that this setup is feasible for
our goals. Furthermore, our models are built for inclusion in a system,
and letting participants interact with a (simulated) system we sought to
elicit behavior that is representative of the scenario we aim at (Jönsson &
Dahlbäck, 1988; McTear, 2002). Below, we give a short overview of the
choices we have made for the two kinds of collected data.

Collecting data of wayfinding choices and subjective ratings

In the data collection in Chapter 3, we want to record wayfinding choices
and subjective ratings at specific locations that are predetermined. Ross
et al. (2004) have carried out a similar data collection in which the experi-
menter accompanies the participants and hands written route directions to
them. In our data collection, all instructions are given to the participants
via speech, and participants also give their ratings via speech, a mechanism
that worked well. The main limitation in this data collection is the lack
of control that the experimenter had of the exact position of the partici-
pant. In this study, all instructions were to be given to each participant
at exactly the same locations. The experimenter judged the participants’
positions only according to their position as recorded by the gps sensor,
and, as mentioned before, the accuracy of these sensors is variable.7

What concerns the collection of subjective user ratings, there is extensive
literature on issues such as rating scales and the wording of questions (e.g.
Spector, 1992). Collecting subjective ratings, e.g. about the participants’
confidence, is a common practice in the context of wayfinding and spatial
cognition studies (e.g. Ross et al., 2004; May & Ross, 2006; Ma & Kaber,
2007; Fontaine & Denis, 1999). The data collection for the corresponding
study is described in detail in Section 3.2.

7However, all participants within one study used the same sensor on the same phone.
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Collecting verbal data

Our other two studies are concerned with mentions of objects during the
wayfinding task. In the data collection used in Chapters 4 and 5, it is not
vital that all participants experience exactly the same environment, but
stability in terms of weather and light conditions is desirable. We ensured
that all participants’ data was collected at daylight.

In the study that has as a goal to model object salience and thus predict
landmarks at given locations, we want to elicit mentions of landmarks from
the study participants. One commonly used approach for this task is to
explicitly ask participants what object they think is most salient in a given
situation, and why (e.g. Schroder et al., 2011; Kettunen et al., 2013). This
approach is called thinking aloud and is especially useful to gain an insight
into the underlying reasoning processes that lead the participants to their
choices. However, the approach is sensitive to exactly what task participants
are carrying out, as the additional task of verbalizing their reasoning can
influence the performance of the main task in a number of ways (Ericsson
& Simon, 1980).

In the case of choosing salient landmarks for wayfinding, participants
are usually instructed to choose landmarks for a specific kind of person
(rather than a specific person or no-one in particular), e.g. for someone
unfamiliar with the area. In our data collection, that is described in detail
in Chapter 4, we are asking participants to describe to the system that they
believe they are talking to. In this way, rather than an imagined addressee,
they have a specific dialog partner that they are talking to. The participants’
verbalizations show that they sometimes seem to forget this setting (they
may switch from saying you have to go... to saying I am going...), in which
case the wizard could interrupt them to remind them of the task.

Furthermore, the participants in this data collection are not aware of the
kind of information that we are interested in. Instead of explicitly asking
them to mention landmarks, we want them to naturally include landmarks
into their route directions. In order to elicit the desired information, the
description of the task is essential (Tenbrink, 2015). We instructed partic-
ipants to “give route directions to the system” so that “the system, which
does not have access to their position, can follow them on a map”. There is
no specific instruction to include landmarks or any other elements into the
route directions, participants are completely free to formulate in whichever
way they want. We can therefore assume that their mentions of objects are
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natural, and in fact, no participant refers to objects that can be assumed
to not be suitable as landmarks, such as moving or temporary objects, or
specific events going on, such as other people passing by.

Ethical considerations

In all data collections, participants were informed exactly what kind of data
was recorded (speech and/or gps data) and that they could discontinue
their participation at any time. They were also informed that the data
would be anonymized and be used for scientific purposes only. Participants
received compensation of di�erent kinds. An example consent form is shown
in Appendix A.1.

2.6.2 Machine learning

The methods by which we want to learn our decision-making models are
methods of machine learning. When the models are applied in a system,
they take as input a representation of the relevant context (e.g. the current
walking direction of the pedestrian and the objects in his environment), and
return a decision. The way in which these models learn to take their deci-
sions is by supervised learning, i.e. by generalizing from correct input-output
pairs. The inputs from which the algorithms learn are the observations we
have described above: ratings that pedestrians have given (Chapter 3) or
referring expressions they have uttered (Chapters 4 and 5), as well as a
geographic representation of the environment.

In order to learn from observations, the data needs to be segmented into
instances. The data at hand is a sequence of positions and utterances for
each participant and di�erent ways of segmentation are possible. Segment
boundaries could be inserted at utterance boundaries, at certain time or
distance intervals, or at choice points of the underlying route. The seg-
mentation depends on the particular task and is described in the relevant
chapters.

When a model has been built it needs to be evaluated. Evaluation of our
models is done either by splitting the data into a training set and a test set,
or by using n-fold cross-validation. For n-fold cross-validation, the data is
split into n folds, each of which is used for evaluation after using the other
folds for building a model (e.g. Tan et al., 2006, ch. 4). That means, the
evaluation is performed on the data itself. Evaluation could also be carried
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out by incorporating the models into a running system and performing a user
study that evaluates the usefulness of the models’ decisions, e.g. in terms of
the pedestrians’ wayfinding success. Such an evaluation is necessary future
work. The work in this thesis is focused on the applicability of the machine
learning techniques to build decision-making models from data in the context
of pedestrian wayfinding.

2.7 Summary
As users of our automatic, interactive wayfinding system, we assume pedes-
trians that are familiar or unfamiliar with the urban, large-scale environment
in which they are moving. The wayfinding system is expected to generate
verbal route directions that are delivered incrementally, as the pedestrian
is moving. As humans reason qualitatively about space, but the system’s
spatial representation is quantitative, a cognitive model is needed in order
to generate cognitively adequate route directions in an egocentric reference
frame with respect to the pedestrian.

As part of such a cognitive model, this thesis describes three decision-
making models that learn their functionality from observations of pedestri-
ans moving in an urban space. The first model is concerned with judging
the complexity of the geographic situation in order to decide what kind of
route instruction to give. The second model predicts which objects are use-
ful landmarks to include in a route direction. The third model interprets
the pedestrian’s speech and finds the objects that he is referring to. The fol-
lowing chapters describe how the data for each of these models is collected,
how the models are built, and how they are evaluated.

2.8 Conventions
Linguistic examples, such as what study participants said, are displayed in
italics. Concepts, such as direction concepts, are displayed in small caps.
For symbols such as feature names, we use a typewriter font.

When referring to study participants and example system users, we use
the pronoun “he”, which is not to be taken as indicative of the gender of the
user or participant.



Chapter 3

Relative Direction
Instructions:
Turn left vs.Walk to the café

When navigating along a route, changes of direction are the most critical
types of actions. Pedestrians need to know where to change direction and
which direction to choose. In the most basic case, they have to choose only
between the options left and right, but there are more complex intersections
such as roundabouts where it is less clear how to interpret the instruction
turn left. In this chapter, we investigate whether it is true that a simple rel-
ative direction instruction is su�cient in intersections with simple layouts,
and how to identify these intersections based on the geographic representa-
tion.

Chapter Outline Section 3.1 reviews literature on di�erent types of in-
structions. Section 3.2 presents a study we have carried out, in which pedes-
trians follow di�erent kinds of instructions in di�erent kinds of intersections.
Section 3.3 presents an approach to model choice points that is an alterna-
tive to viewing intersections as points at which streets meet. Section 3.4
presents the results and Section 3.5 the conclusions.

39
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3.1 Related work

Routes consist of a series of route segments, linked together by choice points
at which changes of direction occur (e.g. Denis, 1997). When verbalizing
route directions, direction givers mainly describe where the choice points
are, and what kind of action the route follower should carry out. When
giving and receiving route directions in-situ, route followers are often in the
situation that they do not need to identify the point at which a turn should
occur. They are already at the relevant intersection and have been informed
about this fact by the route direction giver. At this point, they need to
choose one of the possible next paths based on the instruction they get.
When they hear the instruction Turn left, they need to evaluate which of
the path(s) will constitute a left turn, if any.

Information about the next action can be conveyed by di�erent means,
e.g. by specifying the angle at which the pedestrian should turn, or by refer-
ring to a landmark. In Section 3.1.1, we discuss studies that have compared
di�erent kinds of information in route instructions based on measures such
as e�ectiveness and memorability of the route. We will see that there seem
to be clear overall preferences for certain kinds of information, especially
landmark information. However, not all kinds of information are always
available to the instruction giver or one kind of information might not al-
ways be su�cient for the route follower. In this chapter, we are interested in
how information about relative directions (left/right/straight) impacts
route followers’ decisions and confidence. In Section 3.1.2, we review the lit-
erature on the concepts of relative directions, i.e. how they are interpreted
linguistically and non-linguistically.

3.1.1 Information types in route instructions

Humans convey the necessary information in route directions by several
means, and include also some redundant information (Daniel & Denis, 1998).
Denis (1997) has analyzed a number of in-advance route directions, reduced
them into minimal information units, and categorized these into 5 groups
(cf. Section 2.3). Apart from distinguishing between route directions that
include or exclude landmarks, the two basic ways of verbalizations are in-
structing and describing. Instructions are those utterances that express
motion along the path, and descriptions give a static description of some
aspect of the route or the visible environment. It is in instructions that
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turns and turning directions are conveyed and that are the main focus of
methods that translate route knowledge into verbalizations.

In order to verbalize an instruction, i.e. a movement or change of di-
rection, humans use di�erent kinds of concepts, or elements, that convey
di�erent types of information, e.g. direction concepts and landmarks. Many
studies have been carried out to understand the way in which di�erent infor-
mation types contribute to the e�ciency and e�ectiveness of human wayfind-
ing behavior, and researchers have used di�erent methods to measure the
di�erences. In these studies, instructions are given to study participants
either in advance, or in-situ, either in written or oral form. Small-scale and
large-scale environments are used (indoor and outdoor), as well as di�erent
modes of traveling – on foot, by car, or in a virtual environment. Most of the
studies that are summarized in Table 3.1 on page 46 compare the e�ciency
and e�ectiveness of route directions that include landmarks against those
that include some other type of information.

The measures by which route instructions are compared are both ob-
jective measures and subjective measures. Objective measures include the
number of errors that participants make when navigating (e.g. Ross et al.,
2004; Hund & Minarik, 2006; Waller & Lippa, 2007), the time they need to
navigate a route (e.g. Hund & Minarik, 2006; Waller & Lippa, 2007), and
how well they can recall the route and details such as landmarks afterwards
(e.g. Tom & Denis, 2004; Tom & Tversky, 2012). Subjective measures in-
clude ratings of confidence (e.g. Ross et al., 2004), ratings that judge the
overall quality of instructions (e.g. Denis et al., 1999; Hund & Minarik, 2006),
and giving free comments on route instructions (e.g. Michon & Denis, 2001).

In a related line of research, di�erent kinds of route directions are com-
pared in order to investigate some other factor, such as whether the fa-
miliarity of the area influences how route directions are given or perceived
(Lovelace et al., 1999), whether di�erent preferences in representing spatial
knowledge influence the e�ciency of route directions (Pazzaglia & De Beni,
2001), or what the di�erences in wayfinding performance are between route
directions that were rated as good or poor (Denis et al., 1999). In these
studies, the same kinds of objective and subjective measures are used, but
not to compare the route direction elements themselves. Here, the infor-
mation types are used as indicators or descriptors of the factors that they
measure.

The main relevant finding of these studies is that landmarks are the
better information type, e.g. Tom & Denis (2004) find that route directions
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that include landmarks are read faster and remembered better than those
that include street names. We elaborate on these findings more in Chapter 4.

Landmarks along the route do not only result in more e�ective wayfind-
ing when they are given to a traveler, they are also extensively used in route
directions. In Denis’s (1997) analysis, more than 80% of the route direc-
tions mention a landmark. When looking at the route instructions – those
route directions that convey an action – about two thirds contain a land-
mark. When no landmark is used, there are several other means to express
a change in direction (cf. Klippel et al., 2013):

• Relative direction concept: Turn left.

• Clock directions: Turn to three o’clock.

• Quantitatively: Turn 30 degrees.

• Compass directions: Go west.

The relative direction concepts left, right, and straight are un-
questionably the most common way to express a change of direction.1 The
simplest verbalization is the instruction turn left. The more complex the
routing situation, the more elaborate the verbalization, e.g. higher complex-
ity is associated with more verbose route directions (Klippel et al., 2013).

The aim of our study in this chapter is to find an automatic decision
process that finds routing situations in which a simple relative direction
concept can be used to successfully guide a pedestrian. The instruction that
the system gives should have the form Turn <rel_direction>. We hypoth-
esize that this kind of instruction works well in choice points that have a
simple layout, such as the intersection in the example of Figure 3.1a, where
all streets meet at right angles and complexity is low. The example intersec-
tion in Figure 3.1b on the other hand, is considered complex, because there
are several possibilities to turn into the same direction (left). Previous
research determines the complexity of a choice point as depending on two
factors: how many possibilities there are for the pedestrian to turn into the
same direction, and at which angles the possible next paths are aligned to
his walking direction.

1No formal analysis was done, but the data that we have collected and will present
in the following chapters clearly shows this: clock directions are never used, quantitative
modifiers and compass directions are used in very few cases. Relative directions occur
frequently (cf. Section 5.2).
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(a) Simple intersection (b) Complex intersection

Figure 3.1: Examples of intersection layouts

In the next sections, we look closer at how the relative direction con-
cepts are conceptualized by humans and how the complexity of the routing
situation can be measured.

3.1.2 Direction concepts

The concepts left, right, and straight are called projective terms – they
can be interpreted only with respect to a (walking) direction (Tenbrink,
2011). Many studies have investigated their use and conceptualization, ar-
riving at the following conclusions.

The spatial direction concepts left/right/straight are organized
around the main axes of 0°, 90° and 270° of a full circle (see Figure 3.2).
Instead of conceptualizing every possible spatial direction relation, i.e. ev-
ery possible angle at which one could turn, humans use heuristics to group
perceptions into spatial concepts (Tversky, 1981) and angles are represented
as closer to 90° than they actually are (Moar & Bower, 1983). The circle’s
main axes function as prototypes when naming turning actions, i.e. the pro-
totypical turn is the 90-degree turn. Whether a certain turn qualifies as, for
example, a right turn, is determined by its similarity to the prototype (cf.
Mast et al., 2014). The farther an angle is away from one of the prototypi-
cal concepts, the more errors humans make when asked to recall a perceived
angle (Sadalla & Montello, 1989). There also seem to be boundaries that
create sectors of turning directions (Franklin et al., 1995). When categoriz-



44 CHAPTER 3. RELATIVE DIRECTION INSTRUCTIONS
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& walking direction 

Figure 3.2: Angle denotations used for directions in our studies

ing a turn according to boundaries, each sector has constraints associated
to it that determine whether the turn is part of it (cf. Mast et al., 2014).
These boundaries are flexible and depend, for example, on the task that is
being carried out.

Turns at angles between these main axes also require more complex
linguistic expressions to describe them (Vorwerg & Rickheit, 1998; Zimmer
et al., 1998; Klippel et al., 2013). However, in an urban environment, the
possible choices of turning are constrained by the road network and built
structures, and when there is no possible path whose angle falls into the same
concept, there is no necessity to express a contrast (Tenbrink, 2005). When
intersections deviate from prototypical layouts such as four-way intersections
or t-intersections, humans use a variety of strategies to express turning
directions verbally (Klippel et al., 2013).

As is the case for many concepts of space, the meaning of the relations
left and right changes with factors unrelated to space itself (Bateman,
2010). For the direction concepts left and right, one such factor seems to
be the kind of task that is being carried out. In tasks where no language is
involved, the main axes serve as boundaries rather than prototypes. Klip-
pel & Montello (2007) have asked subjects to group turns as depicted in
Figure 3.3a. They compared subjects that were not aware that they would
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(a) Examples of turn stimuli from (Klippel & Montello, 2007)

(b) Grouping without knowledge
about the linguistic naming task

(c) Grouping with knowledge
about the linguistic naming task

Figure 3.3: Category boundaries for direction concepts depend on the task
(Klippel & Montello, 2007, figure modified). R: Right, L: Left, S: Straight,
HR: Half Right, HL: Half Left

have to name the groups afterwards with those that were aware of this. The
results when applying clustering algorithms to the groupings are shown in
Figure 3.3 and demonstrate the di�erent category boundaries for the con-
cepts left and right.

The conceptualization of straight corresponds to an axis, rather than
a sector, but straight can also mean follow the path when there is no choice
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Table 3.1: Studies comparing di�erent ways of conveying verbal route di-
rections. th82:(Thorndyke & Hayes-Roth, 1982), on91:(O’Neill, 1991a),
d97:(Denis, 1997), lhm99:(Lovelace et al., 1999), dpcb99:(Denis et al.,
1999), pd01:(Pazzaglia & De Beni, 2001), md01:(Michon & Denis, 2001),
rmt04:(Ross et al., 2004), hm06:(Hund & Minarik, 2006), w07:(Waller &
Lippa, 2007), td04:(Tom & Denis, 2004), tt12:(Tom & Tversky, 2012),
ph12:(Padgitt & Hund, 2012)

Study Route direction elements Environment Route
directions

th82
map vs. navigating large-scale,

indoor
none

on91
signage:
non/textual/graphical

large-scale,
indoor

in-situ

d97
landmarks vs. no landmarks large-scale,

outdoor
in-advance

lhm99
e.g. segment and turn
mentions, landmarks,
familiar vs. unfamiliar route

large-scale,
outdoor

in-advance

dpcb99
good vs. poor route
directions (subjectively
rated)

large-scale,
outdoor

in-advance

pd01
map vs. verbal instructions large-scale,

indoor
in-advance

md01
landmark usage and
positions

large-scale,
outdoor

in-advance

rmt04
landmarks vs. no landmarks large-scale,

outdoor
in-situ

hm06
cardinal directions,
landmarks

small-scale in-situ

w07
di�erent functions of
landmarks

large-scale,
virtual

none

td04; tt12
landmarks vs. street names small-scale in-advance

ph12
cardinal directions,
distances, relative
directions, landmarks

large-scale,
indoor

in-advance
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Figure 4. A change of a direction is imbued with different meanings according to the intersection in which it takes place. The 
‘pure’ change may be characterized as ‘veer right’ at intersection (a). At intersection (b) it might change to ‘the second 

right’; at the roundabout (c) it changes to ‘the third (or second) exit’, and at (d) it becomes ‘fork right’. 

 

The discussion in the preceding paragraphs shows the two main directions of modification this paper proposes: First, the 
extension of the OpenLS standard by adding classes (like intersection) to allow for a more detailed characterization of route 
information. Second, a clearer structure of the different levels of classes and subclasses to sensibly allow for combinations 
according to criteria of good route directions without restricting the general applicability. 
To sum up the discussed example and the aspects detailed in section 2, we aim to modify the standard to allow for the 
integration of the following features: 

x A detailed specification of types of intersections to allow for (a) providing the necessary basis to characterize the 
conceptualizations that result from the combination of the structure of an intersection and the action that takes 
place; and (b) to use salient intersections as landmarks in route directions to generate HORDE. 

x The TurnDirectionType should be constrained by the type of the intersection. 
x The possibility to chunk route elements (decision points) into HORDE by rules provided in Section 2.3, i.e. 

landmark, structure and numerical chunking. 
x A specific class for landmarks as one of the most important structural elements in route directions. This class 

should be able to incorporate results discussed in Section 2.4. Especially the taxonomy of landmark locations and 
the integration of different types of landmarks. 

 
 
CONCLUSIONS AND PERSPECTIVES 
 
Although the general awareness of characteristics of cognitively adequate route directions has increased in recent 
approaches and several aspects are theoretically established, a general framework for cognitively adequate route directions 
and especially their realisation in information systems is still missing. The focus on a standard like OpenLS therefore, 
should allow for a widespread applicability of the identified problems and their solutions. The current status of OpenLS is 
not yet sufficient for incorporating all aspects of cognitively adequate route directions. The extension of the standard is 
therefore within the focus of our work. Whether it will be possible to integrate it into the standard as such or as a separate 
specification based, at least, on the general approach is undecided at this stage. The work is an ongoing research effort and 
while theoretical aspects have been established, the standardization and in particular the focus on OpenLS is a more recent 
enterprise. 
 
Although several results have been obtained recently by behavioural studies and the interdisciplinary approach to route 
directions—cognitive psychology, linguistics, informatics, GIScience—all of which have greatly enhanced the provision of 
route information, the specific aspect of generating cognitively adequate characterisations of route information requires 
further research. The necessary research can be classified into the following categories: 

x the identification of spatial structures and (a) their applicability in the creation of HORDE, i.e. the chunking or 
segmentation of route information to obtain fewer, but more meaningful subparts on appropriate levels of 
granularity, and (b) the disambiguation of spatial information in complex situations. 

Figure 3.4: A change of direction is verbalized depending on the layout of
the choice point: (a) veer right at the intersection (b) the second right (c)
the second exit (d) fork right (figure from Klippel et al., 2005a)

point (Gryl et al., 2002). For example, along a serpentine road that goes up
a mountain, with no possibility to change path, it is acceptable to say Go
straight, even if the road bends repeatedly.

In the context of wayfinding, a pedestrian needs to apply the direction
concept to a specific situation, i.e. to a choice point. The same direction
concept will be verbalized di�erently according to the choice point’s layout,
(cf. Figure 3.4). Klippel et al. (2004) have, in an earlier study that also
involved grouping and naming turn directions, proposed a direction model
specifically for verbal route directions. The model, depicted in Figure 3.5,
constitutes a basic model that incorporates both the prototypical turns to-
gether with their linguistic externalization, and accounts for the di�erently
sized sectors. The concept for straight is an axis. This model was set up
for urban wayfinding systems but does not claim to be valid for all kinds of
intersections, e.g. at t-intersections or roundabouts the category boundaries
and what is perceived as a prototypical turn might change.

3.1.3 Choice point complexity
That intersections along a route have di�erent complexities and require more
or less e�ort in carrying out the correct next action, is a known phenomenon.
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Figure 3.5: Direction model for verbal route instructions. Arrows indicate
prototypical direction concepts within the sectors (Klippel et al., 2004)

Hirtle et al. (2010) have studied a number of written route instructions that
explicitly signal a “tricky part” and find that one of the main reasons for
these di�cult parts is the geometry of the street layout, especially in areas
where there are no landmarks to refer to. The route segments and choice
points of a route are typically modeled as edges and nodes in a graph,
respectively. A choice point (an intersection) is in this account “a node
where two (or more) streets meet”. Complex intersections are those where
many streets meet or streets meet at odd angles that do not have a standard
way of referring to them.

In an urban wayfinding study comparing di�erent street layouts, Evans
et al. (1984) find that participants could more accurately recall a route when
the street layout followed a grid pattern. In a grid pattern, streets meet at
right angles at intersections. O’Neill (1991b) compares several di�erent floor
plan layouts according to how accurately they are remembered and suggests
Inter-Connection Density (icd) as a measure to quantify complexity. icd
quantifies the average connectedness of the intersection nodes in the floor
plan and higher icd is associated with lower route recall. In both studies,
participants experienced the environment from an egocentric perspective.

Haque et al. (2007) compute choice point complexity dependent on what
the next turning action is. The complexity of a choice point is based on
the concept of instruction equivalence. The more turning possibilities there
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are that can be verbally described using the same direction concept, the
higher the complexity of the choice point. The algorithm optimizes routes
to contain low choice point complexity and thus simpler verbal instructions.
Using the road network in terms of nodes and edges in a graph to determine
the structure of intersections is used in the context of both car navigation
(Mark, 1986), and pedestrian navigation (Richter, 2008).

3.1.4 Summary and discussion

Human conceptualization and interpretation of the projective relations left
and right is dependent on the task and the configuration of the environ-
ment, in our case: the choice point. As mentioned before, we are always
assuming an egocentric frame of reference, with respect to the pedestrian.
The accounts of turning directions that we have described are assuming the
underlying representation – the street network or a cognitive representa-
tion of the street network – as a graph-like structure with edges connecting
nodes. In the described studies and models, the choice point is located at
the node where streets meet (the intersection), and this is also the location
of the traveler. The models assume that the traveler can clearly perceive
the path options as represented.

In practice, buildings and other structures also contribute to the pedes-
trian’s perception of the choice point options. Rüetschi & Timpf (2005)
call this the scene space. For example, there may be open spaces adjoining
the intersection that give the pedestrian a di�erent conceptualization than
assumed by the model: path options that structurally belong to another
intersection, might be perceived as belonging to the current intersection.

In the human-machine interaction that we are considering here, in which
references to concepts of space and spatial relations are important for task
success, we want to model the meaning of spatial concepts in terms of the
geographical representation at hand, instead of via the representation of a
cognitive model: What does it mean to turn left in terms of the road
network and built environment as represented in Openstreetmap? In Sec-
tion 3.3, we show how we can approach the modeling of choice points based
on the geographic representation directly.



50 CHAPTER 3. RELATIVE DIRECTION INSTRUCTIONS

3.2 Data collection
In order to gain an insight into where it is preferable to use a landmark
in an instruction, we asked a number of subjects to follow di�erent kinds
of route instructions. After each instruction they received, they rated their
confidence in knowing which direction to choose. The instructions they re-
ceived consisted of either a relative direction (Turn left/right/straight), or a
landmark (Walk towards the school), or combined both pieces of information.

3.2.1 Materials

We have determined two routes with di�erent street layouts for this study.
Route I is shown in Figure 3.6 and contains 14 choice points with more
complex configurations, such as a roundabout or several streets turning into
similar directions. Route II in Figure 3.7 contains 14 choice points with
simpler configurations, where streets meet at right angles.

We constructed two sets of instructions for both routes. The first set
contained only relative instructions of the form Turn/Go <direction>. We
call this set the direction set d. The second set, the landmark set l, con-
tained instructions that used only a landmark, e.g. Walk towards the school.
For Route I, we also constructed a third set that combined both pieces of
information into one, we call this set the landmark+direction set ld. The
instructions for each route were then randomly arranged into two versions
of route instructions for Route II and three versions for Route I, with the
only restriction that there should not be more than three instructions of the
same kind following each other. Table 3.2 shows example instructions for
each of the three sets of instructions.

In this study, we focus on only one part of route directions, the instruc-
tions. Complete route directions, i.e. those given prior to walking, also need
to contain a description of how to identify the choice point where an action is
to take place. Here, we are only interested in the use of landmarks to carry
out the action at a choice point. In an automatic wayfinding system, we
have access to the pedestrian’s position through the gps signal and can take
part of the burden to locate the choice point o� the pedestrian by saying
walk until I say stop.

Route I was about 1.1 km long and contained 4 left turns, 3 right turns
and 7 continuations, i.e. choice points where no change of direction occurred.
Instruction points were included at each choice point, i.e. at each point where
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Table 3.2: Example instructions for each of the three instruction types

Type Example Instructions
Direction (d) Go straight.

Turn right.
Landmark (l) Go towards the school.

Go down the stairs.
Walk along the big street.

Landmark+Direction (ld) Go straight towards the school.
Turn left towards the bicycles.
Go down the stairs on the right.

a change of direction could occur. The landmarks for this route were selected
based on landmarks that pedestrians mentioned when describing this route
in an earlier study. In the same previous data collection, most of the con-
tinuations were explicitly mentioned by the pedestrians and therefore we
included these choice points as points of instruction.2 This segmentation
also conforms to the way that an automatic system could choose choice
points. In (Albore et al., 2013), rather than using all nodes that initially
belong to the route as choice points, the route is chunked based on visibility
and a limit on distance between the nodes, i.e. intermediate nodes are re-
moved. The resulting route segments constitute the route to be described,
and the angle between these segments determine the turning direction. If it
is very small, the direction is straight.

Route II contains 5 left turns, 6 right turns, and 3 continuations, and
is about 1.4 km long. For this route, the landmarks are selected manually
and vary between types and names of shops, and descriptions of streets. No
street names were used for either route. Instruction points in this route
were only inserted at choice points where a change of direction occurred.
Continuations were omitted as explicit instructions, because the results for
Route I showed that confidence ratings for the instruction Go straight were
consistently higher and participants made fewer errors than when landmarks
were added (see Section 3.2.3). Instead, the participant received a confir-
mation of the form You are doing fine. Please keep walking straight. This
confirmation was not rated by the participants.

2The previous data collection is described in Chapter 4. Route I here corresponds to
a part of the route that pedestrians walked for this other study.
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Figure 3.6: A map of Route I, containing 14 choice points. Map source:
© OpenStreetMap contributors

The participants were equipped with a Samsung Galaxy S4 mobile phone
running an application that sent the participant’s position and speech data
and received text that was synthesized by the phone’s Text-to-Speech (tts)
application. The experimenter took the role of a wizard in a Wizard-of-
Oz (woz) data collection (Dahlbäck & Jönsson, 1989, cf. Section 2.6.1),
and interacted with the participant by selecting what to say from a pre-
determined set of utterances. When the participant reached a choice point,
the experimenter selected the corresponding button that started a small
dialog with the participant, asking him to stop, listen to the instruction,
and rate it. An additional window allowed the experimenter to monitor
the participant’s position trail as well as possibly problematic situations
such as interruptions in the connection between the phone application and
the woz interface. The complete participant instructions can be found in
Appendix A.
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Figure 3.7: A map of Route II, containing 14 choice points. Map source:
© OpenStreetMap contributors

3.2.2 Participants, procedure, and collected data

18 participants (6 female and 12 male, average age=29, SD=3.3) followed
Route I in return for a cinema ticket. 14 participants (6 female, 8 male,
average age=24.9, SD=2.3) followed Route II in return for course credit.
For both routes, participants were randomly assigned one of three (Route
I) or two (Route II) di�erent sets of route instructions. None of them had
participated in any of our previous experiments. None of them followed
both routes. The experiment was carried out in English. All participants
reported to be fluent in English.

Participants were asked to follow a set of instructions, each of which
described the next path to take. Each instruction was rated before they
carried out the action it described. The participants, after receiving an
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instruction, were asked to choose the direction that they thought was correct
and walk until the system told them to stop to get the next instruction. In
this way we could make sure that everyone got the instruction at the same
point and that the spatial environment at the time of the instruction was
stable and did not change due to the participant’s movement.3 Until the
participant had rated the instruction, he was standing still at a choice point.

The process of the experiment was the following: Each participant was
equipped with a mobile phone running an application that connected to
software running on the experimenter’s computer, as well as a headset. The
participant was informed that he would receive a set of route instructions
through the phone, which he would have to rate on a scale from 1 to 5,
reflecting his confidence in knowing which action to perform. 1 corresponds
to the lowest possible confidence (“not confident at all”), 5 to the highest
(“very confident”). The participant was then asked to carry out the action
and was welcomed to leave spoken comments. He was asked to keep walking
straight until the system asked him to stop for the next instruction.

Each participant was asked to step outside the building, where the exper-
iment started with the first instruction. The first three or four instructions4

were training instructions to accustom the participant to the synthetic voice
and the order in which things were happening. They were not informed
about the actual start of the experiment. At each choice point, the partic-
ipant received detailed task instructions. Some of these were very detailed
and as soon as the participant signaled that he was comfortable with the
task, e.g. by barging in, he received a shorter version of the task description.

Of the 32 participants, 29 completed all route segments of the route that
they walked. One participant was excluded from the analysis because he
rated all instructions with 5 and admitted not to have properly understood
the task. For the three participants that did not complete all 14 route
segments, there were technical di�culties in the gps signal, causing the
experimenter to skip these instruction points. This results in a total of 232
confidence ratings. A rating is annotated with an error tag if the participant
chose another than the intended next route segment. Furthermore, gps
data is automatically logged and time-stamped, and synchronized with all

3Note that there is still some variability in the gps signal. The experimenter did not
know the real position of the participant, only the gps coordinates sent by the phone
application.

4This varied due to some construction work that we needed to circumnavigate to get
the participants to the starting point.
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instructions and other prompts (e.g. those that ask for a rating) played to
the participant.

3.2.3 Results

The ratings that the participants give represent their confidence on an or-
dinal scale. Therefore, in order to compare di�erent ratings, we report
medians and use the Mann-Whitney U -test to compare groups of ratings.5
All reported p-values are two-tailed.

The upper part of Table 3.3 shows an overview of the confidence ratings
of Route I that the users gave for each of the 3 conditions, Landmark (l),
Direction (d), and Landmark+Direction (ld), sorted by the kind of turn the
follower had to take (straight: ø, left: Ω, and right: æ). Median ratings
for a choice point in a given condition consist in 2 cases of 4 ratings, in
16 cases of 5 ratings, and in 24 cases of 6 ratings, and range from 2 to 5.
Individual ratings range from 1 to 5. The average rating for all choice points
and conditions is 4.14, the median rating is 5.

The first seven rows show the continuation segments in which no change
of direction occurred. The overall median of these ratings is 5. The d
instructions received a median rating of 5 in all seven cases. In three of
these cases (choice points 1, 3, and 9), the d instruction was rated higher
than the other two strategies, l and ld. l instructions received an overall
median rating of 5, but were generally rated lower than the d instructions.
This di�erence is significant (U=478.5, N1=36, N2=41, p<.01). The median
rating for the ld instructions in these choice points is also 5. Instructions
that included a landmark additionally to the relative direction (ld) were
rated lower than the relative direction instructions d (U=496.5, N1=36,
N2=38, p<.02). The di�erence in ratings between the l and the ld condition
is not significant (U=677.5, N1=38, N2=41, p=.277).

In the choice points where a change of direction occurred (cf. the middle
of Table 3.3), the d instructions received a median rating of 5 in three of
seven choice points. The ld instructions receive higher ratings (median=5)

5In (Götze & Boye, 2015b), we reported means and used the t-test for comparisons.
Here, we assume an ordinal instead of an interval scale, i.e. we do not assume that the
di�erence between the ratings of 3 and 4 is the same as the di�erence between 4 and 5,
etc. All reported statistically significant di�erences are however the same (sometimes at
di�erent levels of significance) as in the original publication.
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Table 3.3: Median confidence ratings at each of the choice points for each
of the strategies
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ø 5 5 5 5 5
ø 6 5 5 5 5 0/1/0
ø 9 5 2 3.5 3 0/1/1
ø 10 5 5 5 5
ø 14 5 5 5 5 0/0/1

all ø 5 5 5 5 6
Ω 4 5 5 5 5 1/0/0
Ω 7 3 4 4.5 4 3/0/0
Ω 11 5 5 5 5 0/2/0
Ω 13 4 2.5 4 3 0/2/1
æ 2 5 3 5 5 0/2/0
æ 8 2.5 5 5 5 2/0/0
æ 12 3 5 5 4 2/0/1
all Ω/æ 4 4.5 5 5 16

all ø/Ω/æ 5 5 5 5 22
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Ω 2 5 5 5
Ω 6 5 4 5
Ω 9 5 5 5 0/1
Ω 12 5 3 4 0/1
Ω 13 5 5 5
æ 3 5 4 5
æ 5 5 4 5
æ 7 5 4 5
æ 8 5 4 5
æ 10 5 5 5
æ 14 5 5 5 0/1
all Ω/æ 4 5 5 3
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than both the d instructions (median=4; U=549, N1=38, N2=41, p<.02)
and l instructions (median=4.5; U=590.5, N1=38, N2=41 p<.04).

These two kinds of choice points (direction change vs. no direction change)
also di�er in the number of errors that were made. Followers made more
errors in the choice points with a direction change, with 8 errors occurring
after a d instruction, 6 occurring after an l instruction and 2 after an ld in-
struction. Errors in the choice points without a direction change were never
made in the d condition. The overall ratings for all 14 choice points di�er
only between the ld instructions and the l instruction (3.85; U=2534.5,
N1=N2=79, p<.03).

The lower part of Table 3.3 shows the results for Route II. Median ratings
for a choice point in a given condition consist in 2 cases of 5 ratings and in
all other cases of 7 ratings. Median ratings range from 3 to 5, individual
ratings range from 1 to 5. The overall average of ratings is 4.40, the median
rating is 5. The landmark-based instructions receive a confidence rating of 5
and the relative directions a median of 4 (U=1436.5, N1=N2=74 p<.0001).
Only three errors have been made, all after a landmark-based instruction.

The confidence ratings and errors that the participants following Route I
made suggest that a relative direction is the best choice when going straight
while followers are more confident with a landmark instruction if there is a
change of direction. Overall, including both kinds of information works best
both in terms of confidence ratings and number of errors.

The fact that a simple straight works best when no change of direction
occurs is not surprising, especially for this particular route. Most choice
points are complex intersections and going straight is both the simplest
alternative to identify at many choice points and the default action, even
without any instruction. An example for this can be found in choice point 5
of Route I. The median for both d and l instructions is 5, but while all l
instructions received a rating of 5, two of the d instructions received a rating
of 4. The path that the participants are asked to follow consists of a flight
of stairs that clearly lead away from the road they are walking along and
that are easy to identify as stairs (hence the high l rating). On the other
hand, this is also the only possibility to continue straight and the d rating
also receives high ratings.

However, this pattern may result from this particular route: most choice
points are not simple four-way or t-intersections but more complex config-
urations, like a roundabout where six streets meet and thus a relative direc-
tion is ambiguous, even if it contains an additional modifier, such as slightly
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right. Using a relative direction might work considerably better at a simple
choice point, where streets meet at right angles. At the same time, some of
the landmarks in the continuation segments may be inadequate and cause
low confidence ratings because the follower cannot unambiguously identify
them. We picked the landmarks from other pedestrians’ descriptions, but
did not account for whether they included the direction explicitly as well.

Route II contains choice points with simpler configurations where all
streets meet at right angles. The ratings that we have collected suggest that
for this route, the relative directions result in higher confidence than the
landmark-based instructions.

3.3 Modeling the spatial context

The pedestrians’ confidence ratings strengthen our assumption that at in-
tersections with simple layout, a relative direction instruction is su�cient
as it results in a low number of errors and in high confidence ratings. This
can be seen especially in the ratings for choice points of Route II, where
all intersections are four-way intersections where streets meet at about 90-
degree angles. The question is now, how can we automatically decide which
category an intersection belongs to based on its map representation? Based
on the collected confidence ratings in di�erent intersections, we will rephrase
this question into: How can we automatically decide, given an intersection’s
map representation, whether using a relative direction instruction will likely
give the instruction follower high confidence in his choice of path?

As throughout this thesis, Openstreetmap (osm) serves as geographical
representation for the physical context, and this representation is also a
graph-like structure where edges (in osm: ways) meet at nodes. However, we
find many example intersections that show that simply taking an intersection
as “a node where streets meet” is insu�cient for our purposes.

Recall that osm has (basically) two data types: nodes and ways. Ways
are sequences of nodes, used for representing a wide variety of objects, such
as roads, squares, areas and buildings. An intersection between two streets
is represented by the node where the ways corresponding to the streets meet.
However, the situation in Figure 3.1b (and similar situations such as round-
abouts), that for the human eye constitutes a single complex intersection,
have no explicit representation in osm. Figure 3.8 shows an example rout-
ing situation in which two or three possible left turns could be interpreted
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Figure 3.8: Example routing situation and osm representation. Map source:
© OpenStreetMap contributors

as belonging to the same intersection. However in osm, each possible turn
constitutes its own intersection. One reason for this is that the edges in the
road network do not account for the width of a street.6 This has to be taken
into account when designing an algorithm for instruction generation from
geographical databases.

Instead of relying on the road network or a cognitive model to determine
the possibilities for the pedestrian to proceed on his route, we utilize the fact
that also buildings are represented in osm. Buildings function like delimiters
on the sides of streets. Their distance from one another can serve as an
indicator on the actual size of the street and the extension of an intersection
in terms of how many streets the pedestrian can perceive at once.

The context information that is available to our generic system as shown
in Figure 1.2 includes positional information (gps coordinates) and the osm
database. On the basis of these, it is possible to perform line-of-sight com-
putations (Boye et al., 2014). We can use this ‘visibility engine’ to compute,
for a given situation, how far the closest building is in every direction from
≠100 degrees to 100 degrees, relative to the user’s current direction (cf. Fig-
ure 3.9). This vector of 201 numbers thus constitutes a crude representation

6There is implicit size information associated with streets by their function: a primary

highway is likely bigger in size than a residential highway. However, this information
contains only relative size di�erences and the width of a residential street can vary.
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Figure 3.9: The considered sectors of the user’s field of vision

of the user’s spatial surroundings. One of our aims is now to investigate
whether there is a systematic relationship, on the one hand between the
numbers of this vector for a given situation, and on the other hand how test
participants perceive a relative instruction in that situation.

In order to reduce the dimensionality of the input data, we divide the
user’s field of vision into 5 sectors that approximate the direction sectors
shown in Figure 3.5: straight ahead (≠10 to 10 degrees), as well as 11 ≠ 70,
and 71≠100 degrees on either side, and only consider the maximal distance in
each sector. For example, a typical such vector could be (252, 20, 200, 14, 1)
from left to right, meaning that the user has a free line of sight extending
252 meters to the left in the sector ≠100 to ≠71 degrees, 20 meters in the
sector ≠70 to ≠11 degrees, and so on. Figure 3.10 shows the vector for the
example intersection in Figure 3.8.

3.4 Deciding what instruction to give

The confidence ratings we obtain from these studies suggest that both the
street configuration at the choice point (with respect to the turning direc-
tion) influence their confidence in a certain type of instruction. A method
that can predict the confidence score for a relative direction instruction from
the geographical context and the turning direction will be a useful tool to
generate the most helpful route instruction in a given situation. We show
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Figure 3.10: Example conversion of a routing situation into a line-of-sight
vector. Map source: © OpenStreetMap contributors

how we can employ logistic regression to build such a model from the data
we have collected.7

The dependent (output) variable we want to be able to predict is whether
or not a relative direction (d) instruction causes the pedestrian to feel confi-
dent in knowing what to do next. Our measure of confidence are the ratings
that pedestrians gave, a number 1–5 representing their confidence on an or-
dinal scale. As output of our decision-making module, we want a binary an-
swer: confident or not confident, and therefore we merge the ratings 1–4 into
the class not confident. Confidence ratings of 5 represent the confident

class. The independent (input) variables needs to reflect two aspects of the
choice point: the street configuration from the follower’s point of view, and
the turning direction (we will only consider turns here and disregard the
situations where the user is supposed to walk straight). We have shown in
Section 3.3 how we can model the geographical context: Each choice point
is represented by a vector of five numbers, indicating the farthest distance
to a building (or similar three-dimensional structure) in di�erent directions

7In (Götze & Boye, 2015b), we used linear regression to predict confidence ratings.
This method has the drawback that it can predict ratings that are outside the range of
the original rating scale (1–5). In order to overcome this, we use logistic regression here.
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from the user’s current bearing. In order to include information about the
turning direction into this vector, we are rearranging the vector as follows.
The first two numbers represent the distances in the turning direction, the
third number represents the distance straight ahead, and the last two num-
bers represent the distances on the side opposite of the turning direction.
We thus have 5 independent variables x1 . . . x5, representing distances in the
various directions, and one dependent variable y, representing the estimated
confidence class. In order not to over-fit the model, we use the natural log-
arithm of the distances rather than the exact values of the distances (i.e.
26.84 meters would be represented by the value 3).

From our data, we have 18 route choice points in which a change of
direction occurred and a total of 111 ratings given at these choice points.
From these, we want to fit a logistic regression function that can predict a
pedestrian’s confidence. In most of the cases, the study participants were
very confident in their decision and gave a rating of 5 (75.7%). The lower
ratings occurred only very infrequently (1: 1.8%, 2: 7.2%, 3: 6.3%, 4: 9.0%).
As described above, we binned the ratings into the two classes confident

(rating=5) and not confident (ratingœ{1,2,3,4}). Thus, we want a binary
logistic regression function. The baseline accuracy is 75.7%, obtained when
classifying all choice points into the confident class.

When training a binary logistic regression function on our data, the
output will be a probability that the d instruction at a given choice point
results in a confidence rating of 5:

P (confident) = 1
1 + e

≠f

For testing purposes, we are using 3-fold cross-validation (i.e. a model is
trained using two thirds of the data, and evaluated on the remaining third;
this process is repeated three times). The average accuracy of the three
models is .87, the precision for the confident class is .89 and the recall .95.
When training on all instances of our data, we obtain the following f :

f = 18.3 + 0.03x1 ≠ 0.79x2 + 0.08x3 ≠ 2.28x4 ≠ 0.76x5

In order to use this model, i.e. decide whether the instruction will cause
the user to feel confident, we need to select a cuto� value c. Instances at or
above the cuto� will be classified as confident, instances below the cuto�
will be classified as not confident. Table 3.4 shows the accuracy, preci-
sion, and recall for selecting di�erent cuto� values. Accuracy is highest at
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Table 3.4: Cuto� values for binary classification

Cuto� Accuracy Precision Recall
.3 85.6% 0.84 1.00
.4 87.4% 0.87 0.98
.5 87.4% 0.89 0.95
.6 85.6% 0.90 0.90
.7 79.3% 0.90 0.82
.8 79.3% 0.90 0.82
.9 65.8% 0.94 0.58

cuto� values between 0.4 and 0.5, exceeding the baseline (87.4%). However,
it might be appropriate to set the cuto� considerably higher in favor of a
high precision value. The wayfinding system that gives a relative direction
instruction should be very sure about predicting that the given routing sit-
uation belongs into the confident class, so that the pedestrian does not
need to guess, ask for clarification, or even choose the wrong path. Wrongly
prediciting the not confident class will not have these immediate nega-
tive consequences, as there system can choose another way of giving the
instruction instead. More data is needed to evaluate this.

In the example in Figure 3.11a, a choice point from Route I, arrow A
indicates the follower’s current bearing. This arrow corresponds to 0 degrees
in our representation of the geographical context. The next route segment
is reached via a right turn, but in this roundabout situation, other right
turns are possible. In our experiment, the participants have given a median
rating of 3 for the instruction turn slightly right. The input vector for this
particular situation is (5.22, 5.31, 4.70, 5.89, 5.83), and our regression model
predicts a probability of 0.04 that this situation belongs into the confident

class. This probability is, as we would want for this situation, well below all
cuto� values, meaning that a relative direction is not to be preferred.

Consider by contrast the situation depicted in Figure 3.11b. Here, par-
ticipants gave a median rating of 5 for the relative instruction, which is not
surprising given the simple street configuration. The input vector for this
particular situation is (5.80, 4.01, 5.92, 3.69, 5.95), and the model predicts
a probability of 0.95 for the confident class. Here, an automatic system
could confidently generate an instruction like Turn left here.
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(b) Example from Route II

Figure 3.11: Example choice points. Map source: © OpenStreetMap con-
tributors

3.5 Conclusion
Our data collection shows that di�erent kinds of instructions do not work
equally well at all choice points. In particular, instructions that avoid a
landmark and use only a relative direction like turn left or turn right, seem
to be preferred at some choice points, particularly those with a simple con-
figuration where streets meet at right angles.

We have described how the standard representation of a choice point
as a node where streets are outgoing edges is insu�cient to automatically
decide on the complexity of a choice point for our purposes. Instead, we
model choice points by lines of sight. We are suggesting a logistic regression
model to predict automatically whether such an instruction will be easy for
a follower to interpret. The information we are using for this prediction
is easily obtainable, e.g. from a database like osm, making it feasible to
compute the confidence measure in real time. It is much easier to calculate
the relative direction from a map than deciding which landmark to refer to,
as will be described in the next chapter.

A question that remains to be answered is where to set a suitable cuto�
value at which a system can give a relative direction and be reasonably sure
that the instruction will be interpreted in the desired way. As mentioned,
precision is in this case more important than recalling all suitable routing
situations. More data, especially from complex choice points is needed to
further evaluate this.



Chapter 4

Landmark Salience

When explaining the way to others, humans include landmarks in their in-
structions. Landmarks are objects in the environment that serve as reference
points along the route and that help the instruction follower find his way.
In most situations, there are many objects present that can potentially be
landmarks and an automatic wayfinding system needs a method to choose
among them. Whether an object can be a landmark depends on its salience
– how distinct the object is in the particular routing situation. There are
many di�erent aspects that influence how salient an object is, such as its
appearance and location, and several researchers have proposed methods
to measure and integrate these factors into a salience model that can pre-
dict landmarks in routing situations for a pedestrian. This chapter reviews
the factors that influence the salience of landmarks and proposes a machine
learning method that learns to rank objects by their salience based on route
directions given by pedestrians in a real-world environment.

Chapter Outline In Section 4.1 we will review the relevant literature
that gives evidence for what role landmarks play in wayfinding, for what
makes an object salient, and what methods have been proposed to find
and integrate landmarks into route directions. Section 4.2 gives a general
description of the ranking methods that sorts candidate objects according
to a number of salience factors. Section 4.3 describes two studies, one in
which participants give route directions for prospective routes and one in
which participants incrementally give route directions. Section 4.4 discusses
the ranking approach for learning salience models.

65
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4.1 Related work

When choosing a landmark for use in a route direction, humans do not
choose randomly, but try to pick a salient object, i.e. a landmark that will
be easily recognizable (and memorizable in the case of giving instructions
prior to walking) for the instruction receiver. In this section, we describe
what is known about why landmarks are important in human pedestrian
wayfinding (Section 4.1.1), what makes objects salient (Section 4.1.2), what
methods have been proposed to compute salience (Section 4.1.3), and how
they are incorporated into route directions (Section 4.1.4). Section 4.1.5
summarizes and discusses the previous work.

4.1.1 Landmarks

There are many di�erent definitions for the term landmark. The most im-
portant aspects of these definitions are that a landmark is an object that
stands out from it environment in some way and that it can serve in a men-
tal representation of a route (Lynch, 1960; Siegel & White, 1975; Presson &
Montello, 1988; Golledge, 1999). The term Point of Interest (poi) is some-
times used in connection with landmarks, but di�ers from a landmark in
that it is a static and a binary property: an object is a poi or it is not.
Whether an object can be a landmark depends on the particular routing
situation, e.g. from which direction the pedestrian is approaching the object
and what other objects he can see. Furthermore, the property of being a
landmark is a gradual property, some objects are better landmarks than
others. Frequently, the term feature is used for what we call object: an en-
tity that can potentially be a landmark (e.g. Nothegger et al., 2004; Winter
et al., 2005; Schroder et al., 2011). In this thesis, feature is used only in
the sense of property/attribute/characteristic that an object or entity can
possess.

We can categorize landmarks along di�erent dimensions based on their
function and their geometry. As concerns function, landmarks play an im-
portant role in organizing space mentally (Tversky, 1993) and can serve as
anchor-points, linking together what humans know about spatial regions
(Couclelis et al., 1987). Instead of in terms of exact measures such as dis-
tances humans organize space around physical objects and their qualitative
relations as they perceive them. In urban spaces, Lynch (1960) observed
that people reason about di�erent kinds of objects and structures that he
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Table 4.1: Example uses of landmarks for di�erent parts of the route and
di�erent functions in route directions

Place Function Examples
Choice Point Signal where an action is

to take place
At the church, turn left.

Choice Point Signal where an action
could take place

When you reach the

opera house, continue
straight.

Route Segment Give confirmation When you have turned,
you will see a park to
your left.

categorized into paths, edges, districts, nodes, and landmarks. In his defi-
nition, landmarks are physical objects that are external points of reference
and that mark particular locations. Other researchers have looked closer at
the particular functions that landmarks have in route directions and found
that they are mainly used at choice points to signal where an action is to
take place or can potentially take place, or for confirmation along a route
segment (Lovelace et al., 1999; Denis et al., 1999; Michon & Denis, 2001).
Table 4.1 shows examples. They can be global landmarks, that are visible
from far away, such as towers and hills, and function like a compass or bea-
con for general orientation, or they can be local in the particular routing
situation (Lynch, 1960; Steck & Mallot, 2000).

We can also distinguish di�erent kinds of landmarks based on their
geometry: single node-like structures such as shops and restaurants, two-
dimensional structures such as walls, parks, streets or rivers, and three-
dimensional structures such as buildings. Hansen et al. (2006) distinguish
landmarks by their geometry in two-dimensional space as point-like, line-like
(e.g. streets and rivers), or area-like (e.g. parks and buildings).

There are several definitions of what kind of object can be a landmark
in di�erent contexts, either in terms of particular classes of objects or in
terms of conditions that objects need to meet in order to be considered as
landmarks. For example, Burnett et al. (2001) carry out a user study about
landmarks in car navigation and identified permanence, visibility, usefulness
of location, uniqueness and brevity of description as factors that make ob-
jects salient. Sorrows & Hirtle (1999) define singularity, prominence, mean-
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ing, and prototypicality as the factors that make objects into landmarks
not only in physical space, but also in electronic spaces such as hypertext.
May et al. (2003) identify particular classes of objects (pubs, shops, restau-
rants, supermarkets, petrol stations, tra�c lights, and parks) as suitable
landmarks for pedestrian navigation. Schroder et al. (2011) also investigate
pedestrian navigation and find that name, size, age, and color were among
the most mentioned features of objects and suggest a classification scheme
that groups objects according to how these features can be defined. For
example, size needs to be measured di�erently depending on whether the
object is a street or a building. Natural landmarks such as trees or infor-
mation about landform (e.g. slope) play a more dominant role in non-urban
environments (Kettunen et al., 2013).

Landmarks are used extensively when people give verbal route directions
to each other: Daniel & Denis (1998) found that around 80% of the route
directions they collected included a landmark. Their importance for pedes-
trian wayfinding is shown in numerous studies: Ross et al. (2004) found
that landmarks increase the pedestrian’s confidence in an automatic sys-
tem, compared to a system that only gives relative direction instructions.
Pedestrians prefer landmarks over street names and distance information
(In 200 meters turn into High Street) (May et al., 2003; Tom & Denis, 2004;
Schroder et al., 2011), as the latter result in more turning errors and lower
confidence. Streets can also function as landmarks if they are referenced by
a vivid feature instead of by their name (Tom & Tversky, 2012).

4.1.2 Measuring salience

Given the research results about the importance of landmarks, there is a
general consensus that automatic route directions should include them (May
et al., 2003; Ross et al., 2004; Millonig & Schechtner, 2007a; Sadeghian &
Kantardzic, 2008; Schroder et al., 2011; Richter, 2013; Mackaness et al.,
2014, and others). The task of automatizing their selection has been ap-
proached in two separate steps (cf. Richter, 2013): First, relevant land-
marks need to be identified from among the available objects. Second, the
landmark(s) need to be integrated into route directions. We are primarily
concerned with the first step of identifying landmarks. However, because
we want to identify landmarks to be used in route directions (as opposed to
be included on a map as in (Grabler et al., 2008)), we also need to consider
aspects of the second step.
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Since there are many kinds of objects in the environment that could
potentially be landmarks, the di�culty lies in defining exactly what makes
an object a landmark, how this can be measured, and how these factors
contribute to overall salience. Many studies have researched these questions
by explicitly asking people why they chose a certain object (Appleyard, 1969;
Burnett et al., 2001), or by deriving properties from mentions of landmarks
(Schroder et al., 2011). In this section, we review what is known about the
various factors that contribute to the overall property that makes an object
a landmark – the property of being salient.

Salience is generally defined as the property of being distinct, particular,
discriminating, remarkable, or prominent in a certain context. We have
seen in the previous section that in order to serve as a landmark, an object
has to have certain remarkable values for properties such as size and color
(e.g. Schroder et al., 2011), be of a particular type such as building or shop
(e.g. May et al., 2003), and/or meet certain conditions such as being visible,
or easy to describe (e.g. Burnett et al., 2001). In short, an object has
to be prominent in comparison to its neighboring objects and thus attract
attention. In the context of wayfinding, landmarks are those objects that
are most salient.

Sorrows & Hirtle (1999) categorize salience into three types that they
argue contribute to the overall salience of an object:

• Visual salience: The landmark stands in visual contrast to its sur-
roundings, e.g. because of its color or size.

• Structural salience: The landmark’s location is prominent, e.g. a mon-
ument in the middle of a square.

• Cognitive salience: The landmark’s function makes it salient, e.g. a
city hall or the restaurant where you eat every Friday.

Research has since aimed at identifying features that measure these dif-
ferent kinds of salience in order to automatically identify landmarks. As the
research described in the previous section shows, landmarks in wayfinding
serve di�erent kinds of purposes, occur at di�erent points along the route,
come in di�erent forms, and seem to possess certain properties that other
objects in their environment do not have. Especially the last observation has
guided the creation of methods to automatically compute landmarks. The
basic assumption is that objects possess a certain inherent salience based
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on static features. This salience score can be computed and objects with a
high score can be stored as landmarks independent of a certain route. In a
particular routing situation, one of these landmarks is picked based on addi-
tional features such as exact position with respect to the route and visibility
of the object (e.g. Winter, 2003).

Table 4.2 shows examples of features that have been proposed to measure
the di�erent kinds of salience. In general, visual salience captures aspects
that can be perceived directly by the pedestrian (Table 4.2a). These features
are mostly inherent of the object (such as color and size), but could also
be modeled as dynamic features that depend for example on the time of
day (e.g. assuming that color is perceived di�erently depending on whether
it is day or night). Visibility is sometimes measured as a visual salience
factor, and sometimes considered as an additional factor to be considered
later (Winter, 2003; Sadeghian & Kantardzic, 2008). Some studies also
identify features that express subjective judgments by pedestrians, such as
the condition of a building or its general looks (Raubal & Winter, 2002;
Schroder et al., 2011). Structural salience (Table 4.2b) captures aspects
of the object’s location with respect to the street configuration and the
particular routing situation, e.g. whether the object is located at a choice
point. Cognitive salience (Table 4.2c) captures semantic properties such as
the type of the object, its function, and its personal and general meaning.

Many of the properties that influence structural and visual salience are
well studied, because we can measure them directly based on data about
the geographical environment and the objects themselves, e.g. landmarks
often occur at choice points and their size can be compared to the other
objects’ sizes. Finding properties that capture cognitive salience is more
di�cult because cognitive salience involves subjective judgments that di�er
more strongly between pedestrians. However, some e�orts have considered
defining the meaning of objects in a more general sense, such as how well an
object is known by the general public. Tomko (2004) suggests to use web
resources, such as information from search engines on how high a search
result is ranked or how often it is linked to. He incorporates them into
route directions but does not quantify the results. Tezuka & Tanaka (2005)
exploit text mining methods on web documents containing place names. By
considering di�erent sizes of context, both global and local landmarks can
be found based on features that measure spatial significance. They compare
the results to a user study, but landmarks are named without respect to a
particular route. Sadeghian & Kantardzic (2008) suggest to use social media
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data to count the number of visits to a venue as a measure for general
attractiveness. Quesnot & Roche (2015) gives a detailed account of how
geosocial data – crowdsourced data in which people share their location –
can be utilized to derive features that reflect how popular or well known an
object is (cf. Table 4.2c).

What exact features are measured for each of these aspects depends also
on the kinds of objects that are considered as candidates (cf. Table 4.3):
Raubal & Winter (2002) consider building façades, Elias (2003), Lazem &
Sheta (2005) and Quesnot & Roche (2015) consider buildings. Nothegger
et al. (2004) consider buildings as well as intersections as possible landmarks.
For simplicity, most studies consider only one type of object, because it is
not clear how to compare di�erent classes of objects along a dimension such
as size.

The research that defines landmark properties has used basically two
methods: 1) Subjects identify landmarks without the task of giving route
directions (e.g. Nothegger et al., 2004) and 2) Subjects identify landmarks
as part of giving or recalling route directions (e.g. Fontaine & Denis, 1999)
(and also mixed methods as (Schroder et al., 2011)). Miller & Carlson
(2010) disentangled the two tasks of recognition (identifying and recalling
landmarks) and navigation (identifying landmarks that have relevance for
navigation) to find out which role perceptual and spatial features play in
them. They find that object salience does depend on the task. Objects that
are most salient in a recognition task are not necessarily also considered
landmarks in a navigation task, i.e. perceptual salience plays a smaller role
than spatial salience in wayfinding. At the same time, perceptual salience is
important for recognizing objects, which in turn is vital for understanding
route directions.

Task-based (or contextual) salience is part of Cadu� & Timpf’s (2008)
model of salience. They base their model on how attention is allocated in
the trilateral relationship between observer, observed feature, and environ-
ment. In this view, salience is defined as the amount of attention an object
draws. Degree of di�erentiation, degree of visual access, and complexity of
the spatial layout (Gärling et al., 1986) are the relevant aspects of object sa-
lience in wayfinding. The types of salience that Cadu� & Timpf distinguish
between are perceptual, cognitive, and contextual salience. Perceptual sa-
lience encompasses all information that can be perceived, from the object’s
appearance to its location and relation to neighboring objects. Cognitive
salience aligns well with Sorrows & Hirtle’s (1999) cognitive salience: both
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Table 4.2: Example features to compute salience. rw02:(Raubal & Win-
ter, 2002), e03:(Elias, 2003), w03:(Winter, 2003), nwr04:(Nothegger et al.,
2004), kw05:(Klippel & Winter, 2005), ls05:(Lazem & Sheta, 2005),
sk08:(Sadeghian & Kantardzic, 2008), dwr10:(Duckham et al., 2010),
qr15:(Quesnot & Roche, 2015). *Winter (2003) considers visibility not
as part of the salience score

(a) Measuring visual salience

Property Feature Example
Size · height building height (ls05)

· width building width (ls05)
· area façade area (rw02; nwr04), building

size (e03), spatial extent (dwr10)
· shape façade shape (rw02; nwr04), building

shape (e03)
Color · object color rgb-values (ls05; rw02),

rgb- and hsb-values (nwr04)
Visibility · visibility (rw02; nwr04)

· advance visibility façade visibility with respect to the
route segment (w03)*

(b) Measuring structural salience

Property Feature Example
Position · position relative

to choice points
building order in street (ls05), to be
passed after or before turning (kw05)

· position relative
to street network

distance to street (e03; dwr10), side
of the road (dwr10)

· position relative
to other objects

proximity to other buildings (e03)

· density of objects ratio of building to parcel area, area
density (e03)

· orientation with respect to road or neighbor (e03)
Status · connectivity in- and out-going edges for nodes,

shape of boundaries (rw02)
· parcel use land use, neighbor land use (e03)
· duplications multiple landmarks on the same leg

(dwr10)
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Table 4.2: Example features to compute salience continued

(c) Measuring cognitive salience

Property Feature Example
Importance · function/type building use (e03; ls05),

category (dwr10; qr15)
· cultural/historical
importance

boolean value (rw02) or ordinal
scale (nwr04)

· ubiquity/familiarity ordinal scale (dwr10)
Identifiability · existence of signs boolean value (rw02; nwr04)
Activity · visits counts of check-ins or mentions

on social media (qr15), time
spent at venues, e.g. as counted
by check-ins (sk08)

· visitors number of distinct visitors, e.g.
as counted by check-ins (sk08)

personal and general meaning of object class and function play a role. Con-
textual salience embeds the objects within the particular task to fulfill and
the limits of human information processing. Based on the findings of Miller
& Carlson, contextual salience needs to account for the task of navigation,
e.g. where a landmark should be placed based on a particular routing situ-
ation.

4.1.3 Automatically computing salience

Based on the findings of what makes an object salient and the features that
can be measured for each type of salience, e�orts have been undertaken to
automatically compute the overall salience of landmarks. All approaches
are based on the definition of a landmark as an object that stands in clear
contrast to the objects in its immediate neighborhood.

Raubal & Winter (2002) consider building façades as candidate objects
for which they compute measures for the three kinds of salience – visual,
structural, and cognitive. Except for visibility, which depends on the pedes-
trian’s position, the properties are properties of the object itself. Each fea-
ture for each object is tested for whether it significantly deviates from the
mean of the surrounding objects’ values. Based on the outcome, this object
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feature is marked as being significant or not significant. The significance
values are then combined for the three groups of salience features, obtaining
three significance values: s

vis

, s

str

and s

sem

. For a final salience score, they
propose to weight and sum these significance values:

s = w

vis

s

vis

+ w

str

s

str

+ w

sem

s

sem

(4.1)

Nothegger et al. (2004) extend this work by applying the proposed
method to a number of façades at intersections and compare the com-
puted salience measures with human judgments. Human subjects are shown
panoramic views of intersections and they are asked to choose the most
prominent façade. The automatically computed salience measures reflect
the human choices, thus showing the suitability of the model. They point
out that semantic features and visibility contributed most to the overall
score, while color and shape information contributed least.

Elias (2003) approaches the task of determining the most salient building
of a given set in a di�erent way. She uses semantic features about the
buildings’ usage and function as well as geometric features reflecting the
position of the buildings, some of which are shown in Table 4.2. She applies
a clustering algorithm to find a landmark candidate. The approach is based
on the idea that a suitable landmark will be an outlier in terms of the used
features and will not fit into the found clusters. This approach works well
for an artificial test dataset.

Duckham et al. (2010) move away from computing the salience of indi-
vidual landmarks, because the necessary data, such as detailed information
about color or shape, is often hard to obtain. They propose to measure
salience on the basis of an object’s category. They are using a heuristic to
determine how suitable a certain category is as a landmark: experts were
asked to rate landmark categories according to a set of nine factors that
are proposed to describe the salience types of Sorrows & Hirtle (1999), e.g.
how familiar a class of objects generally is. Ratings were given on a five-
point scale according to how suitable a specific instance of a category would
be as a landmark, and how frequently such an instance occurs. The final
score of a category is computed as the weighted sum of these rankings. The
landmark categories are manually defined and assumed to be di�erent for
di�erent countries. A wide range of objects is considered as candidate land-
marks, such as buildings of many kinds, parks, or smaller structures such as
mailboxes.
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4.1.4 Landmarks in route directions

When objects have been identified according to some salience method, the
next step is to integrate them into route directions. Most approaches assume
that information about landmarks is available at the time a particular route
is calculated. A database of objects is processed to assign salience scores to
each object, thereby identifying potential landmarks. When a route is com-
puted, i.e. a sequence of choice points with connecting route segments, these
route structures are augmented with landmarks. Richter (2007) presents a
framework for integrating di�erent kinds of landmarks into route directions,
based on their geometry and location with respect to the route. Within this
framework, it is also possible to chunk and optimize the route based on the
available landmarks.

Other approaches consider landmark information when calculating the
route (Cadu� & Timpf, 2005; Rüetschi et al., 2006) to find routes that
contain those landmarks that will be easiest to identify or describe.

4.1.5 Summary and discussion

Landmarks are an important aspect of pedestrian wayfinding and should be
included in automatically generated verbal route directions. This task con-
sists of two parts. First, the relevant landmark objects need to be identified
independent of a route by estimating the salience of objects. Second, the
found landmarks need to be integrated into a particular route. Most ap-
proaches use features for computing salience that measure the three aspects
of salience that were identified by Sorrows & Hirtle (1999): visual, struc-
tural, and cognitive (or semantic) salience. Various sources of knowledge are
used to this end, such as di�erent kinds of map representations, images, and
social media data. The landmarks can be integrated into route directions
either at the time of calculating a route, or to enrich specific instructions
and descriptions.

Our focus in this chapter is on identifying salient landmarks, and more
specifically on automatically deriving models that can estimate object sa-
lience based on pedestrians’ route directions. In 2008, Sadeghian & Kan-
tardzic summarized previous methods to detect landmarks and proposed
guidelines for improving them. They mentioned several deficits with the
approaches they reviewed:
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1. They point out that not all features are contributing in the same
degree to overall salience and that an appropriate weighting scheme
should be derived empirically. Many approaches followed the basic
approach of Raubal & Winter (2002) (cf. Section 4.1.3), in which the
salience aspects are weighted for their importance. However, the origi-
nal weighting in Raubal & Winter’s (2002) approach concerns only the
significance values of the three types of salience, not the individual sa-
lience features. Significance is normalized for each of the three salience
aspects, and the weights determine how each of the three factors con-
tributes to overall salience, but the individual features all contribute
in the same way.

2. They urge to extend the methods to consider di�erent categories of
objects. This requires appropriate ways of comparing objects that
have inherently di�erent features, e.g. buildings with streets. Most
approaches have only focused on one particular kind of object, such as
buildings, façades, or intersections (cf. Table 4.3).

3. They argue that landmarks should be considered outside the scope of
just intersections, e.g. to include also global landmarks.

4. They point out that landmark detection methods should include a
strategy to handle so-called ‘false landmarks’, landmarks that are sim-
ilar to real landmarks, but not su�ciently unique.

5. They advertize the use of virtual environments to test hypotheses on
computing overall salience because virtual environments allow more
control over di�erent conditions than real environments.

6. They suggest to extend the set of properties and features to consider,
especially to measure cognitive salience.

Points 3 and 6 have since been addressed, e.g. by Quesnot & Roche
(2015). Many of the features that have been suggested to measure cognitive
salience measure importance in a general sense, such as how well known an
object is and therefore identify global landmarks rather than local landmarks
(cf. Table 4.2c). In fact, it is rather di�cult and an open research question
how to address personal cognitive salience in an automated way. Such a
measure would require knowledge about the pedestrian’s personal behavior,
such as places he frequently visits (the home and workplace, etc.).
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Table 4.3: What objects are considered as candidates for landmarks

Study Object Landmark Environment
categories type

Raubal & Winter (2002) façades, route
nodes, route
segments

local real, urban

Winter (2003) façades local real, urban
Elias (2003) buildings local real, urban
Nothegger et al. (2004) façades local real, urban
Lazem & Sheta (2005) buildings local virtual, urban
Duckham et al. (2010) pois local real, urban
Quesnot & Roche (2015) places/venues global real, urban

Point 1, weighting the features di�erently, has been acknowledged by
those who use this way of computing salience, but no work has used empir-
ical methods to derive such weights. Duckham et al. (2010) set the weights
di�erently for di�erent groups of users, reasoning about the features’ influ-
ence from a theoretical perspective. The approaches that use weights set
them manually (Raubal & Winter, 2002; Wolfensberger & Richter, 2015).

Point 4, detecting false landmarks, is mainly relevant when generating
a referring expression for a particular landmark, which is outside the scope
of this thesis. A description of the landmark needs to consider also the at-
tributes of other available objects in order to uniquely identify the landmark.

Testing models of salience in virtual environments (point 5) has been
done since, for example by Miller & Carlson (2010), who use this controlled
environment to show how the influence of di�erent kinds of salience depend
on the user’s task (cf. Section 4.1.2).

What kinds of objects are used in route descriptions (point 2) has been
listed in various experiments (e.g. Schroder et al., 2011). Nevertheless, only a
small number of object categories has been considered in landmark detection:
buildings, façades, and intersections. Duckham et al. (2010) consider places
in a more general sense, but do not distinguish between their more specific
type (shop, restaurant, etc.).

In this thesis, we are concerned only with local landmarks in the context
of individual route instructions. We are following Sorrows & Hirtle’s (1999)
distinction between visual, spatial and cognitive salience, but consider also
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what Cadu� & Timpf (2008) called contextual salience, i.e. landmarks are
chosen in the context of a specific task, namely wayfinding.

Weights for the di�erent features are derived from empirical data, i.e.
from pedestrians walking in a real environment. Furthermore, we consider
all physical objects that are included in the map representation as poten-
tial landmarks. Semantic information about their type comes from user-
generated data. All objects are represented by the same features that can
all be calculated automatically.

4.2 Learning landmark choices directly from data
In the following sections we describe a novel approach that uses machine
learning techniques to learn landmark choices from examples of pedestri-
ans mentioning landmarks in their route directions. The method learns to
rank landmarks in a routing situation based on features derived from Open-
streetmap (osm) data. The approach extends the methods described in the
previous section and di�ers from them in the following points:

• Landmark position and context: We do not make any assumption
about where exactly a landmark is located. This choice is learned
by the method based on where the pedestrian is located when he
mentions an object and information about the route. The methods
presented in Section 4.1 specifically look for landmark at choice points
and/or along route segments and define the landmark’s context with
respect to these route structures. We define the landmark context (in
which the landmark is assumed to stick out) with respect to where the
participant is and where he is headed. We assume landmarks to be
incorporated into route directions in an incremental manner based on
where the pedestrian currently is and what the next step is. Therefore,
this information is known.

• Feature contribution: As Sadeghian & Kantardzic (2008) point out,
not all features contribute in the same way to overall salience. The core
of the method we are describing learns how each feature contributes
by adjusting individual weights.

• Visibility: We consider visibility when computing the initial set of
candidate objects before assigning salience scores to them, i.e. only
visible objects are considered.
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• Object category: We consider all objects found in our database regard-
less of category. We are explicitly not excluding streets as landmarks,
because Tom & Tversky (2012) have shown that it is not streets per
se that are dispreferred as landmarks, but the usage of street names,
because they can be hard to recognize. This is reflected in our data,
in which participants frequently refer to streets.

• Dynamic landmark detection: Contrary to the described approaches,
we do not separate the two steps of landmark detection and landmark
integration. Once the models are derived, object salience is not com-
puted independent of a route, but as part of the particular routing
situation. This means two things: a) The set of candidates depends
on the pedestrian’s position as in (Elias, 2003) rather than on prede-
fined neighborhoods, and b) object salience is computed directly as
dependent on the position and bearing of the pedestrian based on all
available objects rather than on a pre-selection of potential landmarks.

As the former approaches, we use features for the three kinds of salience
defined by Sorrows & Hirtle (1999), visual, structural, and cognitive salience.
Only local landmarks are considered, i.e. the candidate objects are all objects
in the immediate environment of the pedestrian that can serve in route
directions.

4.2.1 Ranking landmarks by salience

The machine learning approach that we present in the following sections is
based on the following assumptions:

• Object salience is gradual: An object can be more or less salient and
we call the most salient one(s) landmark.

• Object salience is relative to the context (at least the pedestrian’s po-
sition, the routing situation, and the other objects): The same object
can have a di�erent salience score in a di�erent situation.

• Salience is personal: When pedestrians describe a route, they pick the
landmark that they find most salient and that would most useful to
themselves in a route direction.
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Therefore, we are modeling the pedestrians’ landmark choices as pref-
erence ratings: Whenever the pedestrian chooses a landmark L out of a
candidate set of objects, he prefers L over a number of other candidates
that could have been used in the same situation but were not. Based on our
assumptions we say that L is more salient than any other available candi-
date M . In Sections 4.3.1 and 4.3.2 we are describing two machine learning
methods that generalize from such preference ratings and create a mathe-
matical model of salience. This model can then be used to select a suitable
landmark to use in route directions in new routing situations.

We want to create a model that ranks the landmarks from ‘best’ to
‘worst’ according to their salience. Such a model will attach a numerical
value to each available landmark indicating its salience, and the landmark
with the best value is considered to be the most salient one. However, it
should be emphasized that the numbers themselves are unimportant; they
are just a means to get to the ranking, and the numbers do not represent
salience in any absolute way. In particular, we cannot compare salience
scores between di�erent situations.

We use Openstreetmap (osm) to derive features that can represent the
landmarks as well as the routing situation. We hypothesize that these fea-
tures, that are set up with regard to previous research on landmark sa-
lience, are su�cient in order for the ranking classifier to learn individual
salience models. These features are not able to cover all aspects of salience
as described in Section 4.1.2, but they can be derived automatically and
for di�erent kinds of objects. Furthermore, the learned salience model will
be interpretable in terms of how the di�erent features contribute to overall
salience.

4.2.2 Problem encoding

Each landmark within a routing situation is represented as a vector of nu-
merical features, x = (x1, . . . , x

n

) specifying features along n dimensions.
The dimensions might represent scalar attributes such as distance, or cate-
gorical attributes (e.g. 1 if the landmark is a restaurant, 0 if it is not).

The salience s(x) of a landmark is a linear combination w · x, where
w = (w1, . . . , w

n

) is the salience model that specifies the relative impor-
tance of the di�erent features for the pedestrian. Depending on the method,
this final salience value can represent either a cost, in which more salient ob-
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jects have lower values (it is less costly to incorporate them into the route),
or it can represent a score, in which more salient objects have higher values.

In the case where the salience value represents a score, a routing situation
is represented as follows: When a person uses a landmark L in a description
rather than landmark M , we represent this as the inequality

w · (x
L

≠ x
M

) > 0,

where x
L

and x
M

are the vectors representing L, and M , respectively. This
inequality expresses the fact that L is more salient than M according to
the model represented by w. Each route description from the participant
involving a landmark thus generates a number of inequalities. Let m be
the total number of inequalities for all route segment descriptions. Then
we want to find a weight vector w such that w · (x

Li ≠ x
Mi) > 0, for

1 Æ i Æ m. The goal is to find appropriate values for the weights in w to
satisfy the inequalities w · (x

Li ≠ x
Mi) > 0, making as few errors as possible.

In the case where the salience value represents a cost, the inequalities are
instead defined as w · (x

Mi ≠ x
Li) > 0. Note that we are not making any

explicit assumptions about what feature values will positively (or negatively)
influence salience. This will instead be reflected in the learned weights.
Table 4.4 shows an example where weights are derived from two routing
situations. In this example, the salience values are scores (a higher value
means that the object is more salient according to the model). The lower
part of the table applies the model w to a new routing situation to find the
most salient object.

4.3 Data collections and experiments
We have collected data of pedestrians describing a route in two settings.
One group describes prospective routes while looking at a zoomable map,
the other group describes a route incrementally while walking along it. The
following sections describe the data collections and how the landmarks and
routing situations are modeled.

In both data collections, landmark objects are annotated with respect to
a city model downloaded from osm at the time of the data collection. Object
mentions are labeled with their corresponding osm id. In the examples in
this text, we replace them with simpler, more readable ids. Osm has been
used for identifying landmarks, e.g. by Richter & Winter (2011) who suggest
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Table 4.4: Example derivation (a-c) and application (d-e) of a salience model
(salience values are scores). Methods that carry out step (c) are described
in Sections 4.3.1 and 4.3.2

a) Pedestrian chooses a landmark *L from a candidate set i

Routing situation 1 Routing situation 2
o

Li=1 o
Li=2

o11 = (0.2, 0.2, 0.2) o12 = (0.7, 0.8, 0.9)
o21 = (0.3, 0.4, 0.5) o22 = (0.0, 0.0, 0.1)
o31 = (0.4, 0.4, 0.4) o32 = (0.8, 0.4, 0.4)
o41 = (0.5, 0.5, 0.7) * o42 = (0.9, 0.1, 0.0)

* o51 = (0.1, 0.1, 0.1) o52 = (0.2, 0.1, 0.1)

b) Generate inequalities
w · (o51 ≠ o11) > 0 w · (o42 ≠ o12) > 0
w · (o51 ≠ o21) > 0 w · (o42 ≠ o22) > 0
w · (o51 ≠ o31) > 0 w · (o42 ≠ o32) > 0
w · (o51 ≠ o41) > 0 w · (o42 ≠ o52) > 0

c) Find w based on the set of all inequalities
w = (1.08, ≠2.00, ≠2.44) ∆ salience model

d) Apply the salience model to a new routing situation
Routing situation 3
o13 = (0.6, 0.6, 0.3) æ s(o13) = w · o13 = ≠1.284
o23 = (0.0, 0.4, 0.1) æ s(o23) = w · o23 = ≠1.044
o33 = (0.4, 0.5, 0.2) æ s(o33) = w · o33 = ≠1.056

e) Rank the objects by their score
Rank / Score / Object
1 / ≠1.044 / o23 æ most salient object according to the model
2 / ≠1.056 / o33
3 / ≠1.284 / o13
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a method for users to add explicit landmark information to the database,
and by Rousell et al. (2015) who suggest a method to compute landmarks
depending on the routing situation. They manually identify appropriate
object types and features.

4.3.1 Experiment: Learning landmark choices from route
directions of prospective routes

Data collection I

Participants and task: For this first data collection, 6 participants (en-
gineering students) were asked to describe a route to someone unfamiliar
with the area, imagining that they were talking to this person on the phone.
The participants had just walked the same route themselves and were thus
expected to remember both the route and prominent landmarks that they
have perceived along the route. In order to further help them recall their
trajectory, they were also shown their trajectory on a map on a computer
screen by a moving mouse cursor (i.e. without using speech), and they were
allowed to use the map while they described the route.

Prior to describing the route, the participants had walked the same route
themselves, following instructions given by a prototype system that gave in-
structions based on randomly chosen objects from the environment. This
means that their own instructions might be influenced by what they just
heard. However, the system’s instructions only partly used landmarks and
otherwise relied on relative directions such as turn left. This strategy some-
times resulted in ambiguous or wrong instructions, and the participants were
asked to “improve upon the system’s behavior”.

Data processing: The participants’ speech is recorded and segmented
according to route segments before transcription. Each route segment starts
at a location A and ends at a location B. The locations A and B are inferred
from the participants’ route directions, as they used phrases like and when
you are at the intersection, turn left and walk until the bus stop. While
the route as a whole di�ered only slightly from participant to participant,
the routes do not necessarily consist of the same number of segments. The
segmentation here is derived from the participants’ descriptions and every
participant chunks the route instructions di�erently (cf. Klippel et al., 2005b;
Richter, 2007). Each segment was annotated with all landmarks from the
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database that the participant referred to. The set of landmarks used by
the participants often includes the goal location B itself. In the example in
Figure 4.1, the instruction was annotated with the osm ids representing the
supermarket and the bus stop.

For each participant, we thus have a number of annotated segments, each
consisting of a start location, an end location, and at least one landmark
that the participant referred to (his preferred landmark(s) in this segment).
Segments where the participant did not refer to anything at all were excluded
from this experiment.

The preferred landmarks might or might not be part of the candidate
set. There are two possible reasons for a preferred landmark not to be part
of the candidate set: Either the participant referred to something that is
not in the database at all, or he referred to something that is farther away
than the local context that we considered. The latter case did not occur in
this experiment. Mentioned landmarks that did not occur in the candidate
set were removed from the data.

Learning instances: An instance of the salience model learning problem
is a candidate set together with one or several preferred landmarks. The set
of all instances for a particular user was split into a training set and a test
set. The training set was used to derive a salience model w according to the
method presented below.

Landmark and context representation

Figure 4.1 shows an example from the collected data where the participant
chooses to describe the way using a supermarket, indicated by the larger
square: and then when you’ve reached a crossroad [. . . ] you turn to your
left and you’ll see there’s gonna be an ica, a foodstore, and a little bit further
down the road there’s gonna be a bus stop. In the figure, the crossroad is
indicated by “A”, and the bus stop by “B”.

The context is represented as follows: Every object belongs to the con-
text of its closest node in the street network as represented in osm. When
describing the way from A (the starting location of the segment) to B (the
goal location of the segment), all objects in the contexts of these two nodes
are possible landmarks. We will refer to this set of objects as the candidate
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A 

B 
L 

Figure 4.1: An example route segment from A to B. The squares represent
the landmarks in the contexts of A and B. L represents a landmark referred
to by the user (a supermarket). Map source: © OpenStreetMap contributors

set for A and B. This set is visualized as square-shaped icons in the fig-
ures. The candidate set for the segment (i.e. the landmarks the user could
have referred to) was automatically computed from the osm database and
contains on average 22 landmarks.

Features to represent objects: As described in Sections 4.1.2 and 4.1.3,
salience is often divided according to Sorrows & Hirtle’s (1999) categoriza-
tion into visual, structural, and cognitive salience. The features we use
reflect these three classes of salience, but the vector representation does not
group them explicitly. Each feature is one dimension in the object represen-
tation.

We use the following features to represent objects:

• Distance
between the participant’s position A and the landmark L (distal).
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• Distance
between the landmark L and the goal node B (distlb).

• Angle
between the lines AL and AB (angle).

• Name
Categorial attribute having the value 1 if the landmark has a name
(e.g. “7-Eleven”), or belongs to something that has a name, e.g. a node
on a street, and 0 otherwise (name).

• Type
These 8 features represent the type of the landmark according to
whether they belong into the categories road network, i.e. the land-
mark node is part of a street, building, eating & pleasure, e.g. a
restaurant or a theater, shop, entrance, i.e. a specific house number
on a street, area, e.g. a park or a construction site, structure, e.g. a
statue or a fountain, or other. Each landmark is of at least one type,
which is indicated by the value 1 in the corresponding slot. The cate-
gories were determined manually and based on the object specification
in osm.

The two distance features and the angle are clearly features that repre-
sent structural salience. These object features change according to where
the pedestrian is located. The name and type features are static features
that concern cognitive salience. For visual features, properties like size or
color are typically considered. Such features are currently too scarcely an-
notated in the osm area that we are considering. Explicit visual features are
therefore not present in the object vectors. However, we can expect that a
combination of distance and type contains implicit information about rela-
tive size, e.g. a building that is close is likely to take up a large part of the
participant’s visual field.

Method

For the learning of salience models, we use the Large Margin Algorithm
(lma), as described in (Fiechter & Rogers, 2000). Each landmark is modeled
as a vector of numerical features, x=(x1, . . ., x

n

). In the case of the lma, the
features specify costs along n dimensions. Therefore, each route direction
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generates a number of inequalities of the form w · (x
Mi ≠ x

Li) > 0, for
1 Æ i Æ m, where L is the landmark mentioned by the participant. That
is to say that L has a lower cost according to the participant’s personal
salience model.

The lma solves the following linear optimization problem:

minimize
nq

j=1
w

j

subject to w · (x
Mi ≠ x

Li) Ø 1, 1 Æ i Æ m

w

j

Ø 0, 1 Æ j Æ n

This formulation of the problem assumes that a person is always consistent
in his preferences. For the case where he is not, we use a slightly extended
version of the basic lma (cf. Fiechter & Rogers, 2000, for details).

Results

For evaluation, the salience of each object of each instance of the test set
was computed. A successful instance is one in which one of the preferred
landmarks had the best salience according to w. The number of successful
instances in the test set is an indicator of how well the learned salience model
actually reflects the preferences of the user. This measure is called First Hit
Success (fhs).

The results are presented in Table 4.5. For all individual salience models,
at least half of the test instances are successful. In one case, the model even
returns all the instances as successful. To get an insight into how well the
models perform on those landmarks that did not receive the lowest cost but
were used by the participant, we also compute the measure rank. For this
measure, we compute the percentage of landmarks receiving costs that were
equal or higher than the preferred landmark’s cost (recall that the lower
the cost, the more salient the landmark). The number of landmarks that
can be referred to di�ers depending on the particular route segment and
this measure reflects how high the salience model ranked a landmark in
comparison to all available landmarks. For example, participant 1’s model
has two successful test instances, and in the other two ranks the preferred
landmark as 3 of 14 in one instance, and as 5 of 39 in the other.
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Table 4.5: For evaluation, we used the induced weights to compute costs on
test sets and counted in how many cases the best option was a landmark
used by the participant, including also references to streets and squares.
segments: total number of route segments, tests: number of test in-
stances, fhs: number (and percentage) of successful test instances, rank:
percentage of landmarks with equal or higher cost

participant segments train/test fhs rank
P1 13 9/4 2 (0.50) 0.93
P2 16 11/5 3 (0.60) 0.94
P3 9 6/3 2 (0.67) 0.94
P4 9 6/3 2 (0.67) 0.94
P5 16 6/10 7 (0.70) 0.95
P6 12 8/4 4 (1.00) 1.00

Total 75 46/29 20 (0.69) 0.95

Discussion

The results are encouraging insofar that in 69%, the method actually man-
aged to mimic the participant’s own salience preferences, although the model
is built from very few training examples. Note that the ratio of training vs.
testing segments di�ers between the participants. Initially, the training set
contains two thirds of the route segments. For some participants, the train-
ing size had to be reduced, because our algorithm is limited in the number
and size of route segments it can process.

In this data collection, participants described prospective route and re-
ferred to landmarks from memory. Consequently, their route directions are
rather short and they left out many steps that can be inferred by a po-
tential route follower, such as explicit instructions to go straight. In the
next section, we describe a data collection in which the setting resembles
more closely the guiding situation of an automatic system: pedestrians are
describing their actions while they are walking along a route. Furthermore,
we describe how we semi-automatically derive features from osm and thus
skip the step of manually defining which tags belong to a certain category.
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4.3.2 Experiment: Learning landmark choices from
incremental route directions

Data collection II: the SpaceRef corpus

For this study, we asked 10 participants (9 male, 1 female, average age
27.3) to walk a specific route and describe their path in a way that would
make it possible for someone to follow them. Thereby, instead of reading
information from a two-dimensional map, we put the participants into the
environment in which we would later like to guide them, i.e. they can now
see the environment in the same way as users of our route-giving system
experience it later.

The study was set up as a Wizard-of-Oz study (Dahlbäck & Jönsson,
1989) in which the participants were asked to describe the way to a spoken
dialog system. They were told that the system, like them, had an egocentric,
i.e. a three-dimensional and 1st-person view of the environment. The par-
ticipants did not receive any particular instructions on how to interact with
the system, but were advised to talk in a way they thought was suitable. In
this way, all participants were explaining to the same listener about whom
they had no more knowledge than that it was a machine, and we could re-
strict them somewhat in the way they would formulate their instructions
(cf. Kennedy et al., 1988). The role of the experimenter (the ‘wizard’ acting
as the machine) was to acknowledge the participants’ descriptions by saying
okay, or asking for a repetition or clarification in the case that there was an
interruption in the speech channel, such as too much background noise from
the tra�c.

The descriptions were collected in English. All participants reported to
be fluent in English. Two of them reported to be only slightly familiar with
the area, four reported to be familiar or very familiar (cf. Figure 4.3). All
were able to complete the task.

Task and apparatus: The participants were equipped with an Android
mobile phone (Motorola Razr) that ran an application which allowed us to
record their gps coordinates and speech signal (cf. Hill et al., 2012; Boye
et al., 2014). It also allowed to send messages from the experimenter to the
participant via Text-to-Speech (tts). The experimenter sat in a laboratory
and used an interface which allowed him to see the participant’s position on
a map and type messages (cf. Figure 2.6).
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L2

L1

I continue in a southwesterly direction down the steps [L1] towards the

arch at the bottom [L2]

Figure 4.2: Example object references from a pedestrian while walking. Map
source: © OpenStreetMap contributors

Speech signal and gps coordinates were automatically logged and time-
stamped, thereby allowing to align speech transcriptions with a participant’s
gps coordinates.

The route that the participants were asked to walk was a round tour that
started and ended on a university campus. The route was approximately two
kilometers long and was given to the participants on an unlabeled map. The
map and task description can be found in Appendix A. The map had street
and other names removed, as well as common symbols, e.g. for churches or
bus stops, in order to force the participants to rely on information that they
could perceive in the physical environment rather than on the map.

Data processing: Two of the participants deviated slightly from this
given route, all others followed the path shown on the map in Appendix A.
Participants could choose in which direction to start the tour, six chose one
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direction and four the other. The participants took on average 31 minutes
and 34 seconds to complete the tour.

The recorded speech was segmented, transcribed and annotated using
the Higgins Annotation Tool.1 Each segment constitutes a new route sit-
uation. The participant’s position A is a gps coordinate derived from the
corresponding recording.

Each of these segments is annotated with all landmarks that the par-
ticipant referred to. In the example in Figure 4.2, the position A indicates
where the utterance was made. In this example, the participant referred to
two objects, the steps and the arch.

Learning instances: An instance of the salience model learning problem
is a candidate set together with one or several preferred landmarks. The
set of all instances for a particular participant was split into five folds to
perform 5-fold cross-validation. Four folds are used to derive a salience
model w according to the method presented in Section 4.3.2 below and the
model is evaluated on the fifth fold. The procedure is repeated with each
fold as a test set, averaging over the results.

Landmark and context representation

The context is represented as follows: In this study, we consider both
nodes and ways from the osm database. From the area surrounding the
pedestrian’s position, we include all nodes, and find all ways by computing
lines of sight around the pedestrian’s position (see also Section 3.3) in 1-
degree steps. The closest polygon objects that intersect with these lines
are included into the candidate set. The type of the object was used as a
heuristic to include also objects that are farther away, e.g. if the object is a
park, then the object behind it is also included as a candidate. The candidate
set for the segment (i.e. the landmarks the participant could have referred
to) was automatically computed from the osm database and contains on
average 33 landmarks.

The features to represent objects in this experiment are automatically
computable, most of them on the basis of the osm database. The following
features are used:

1
http://www.speech.kth.se/hat/

http://www.speech.kth.se/hat/
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Positional Features

• Distance (distal)
The distance from the pedestrian to a landmark captures both struc-
tural and visual aspects of the scene. Landmarks that are closer to the
speaker are more likely to take up a larger field of view. In the case
where the landmark is a road or building, distances are computed as
the minimum of the distances to each of the nodes that make up the
road or building.

• Angle (angle)
The angle in which the landmark is located with respect to the pedes-
trian’s previous walking path gives us structural information. In the
case where the landmark is a building, the angle is computed as the
average of the angles when using each of the nodes in the building. The
values for this feature range between 0 (straight) and 180 (behind).
Left and right are collapsed, a value of 20 can mean left or right.

Type Features

• The type features are binary features. An entity either is of a certain
type and has value 1 for this feature, or it has value 0 if it is not of
that type. As type features, we are using the full osm tag set from
our city model and are referring to wiki.openstreetmap.org/wiki/

Map_Features

2 as ‘the (wiki) specification’. Osm tags are used in the
following way: Each tag is split into its tag key and tag value, each is
its own binary feature, with the following exceptions:

1. For tag keys with values that are specific for each entity, such as name,
website, wikipedia, opening_hours, only the tag key is added as a
feature (It is meaningful to know that an entity has a name, but not
its specific value).

2. For tags that have binary values (yes/no), tag key and tag value are
merged into one feature. For example, <tag k="steps" v="yes"/>

becomes steps:yes.
2The page was accessed on Oct 5th 2015.

wiki.openstreetmap.org/wiki/Map_Features
wiki.openstreetmap.org/wiki/Map_Features
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3. Some tags are excluded altogether. These tags are specifying infor-
mation that is not relevant for pedestrians (e.g. maxspeed, oneway),
or not relevant for the task (e.g. source). Tags are excluded on the
basis of their description in the wiki specification. That means that
other, user-defined tags that also carry non-relevant information, are
not excluded from the feature set (see the discussion at the end of this
section).

The obtained set is then further processed:

4. If there are two features f and f:yes, they are merged into one. This
situation can arise when parts of a tag are used in di�erent ways.
For example, the tag <tag k="highway" v="steps"/> and the tag
<tag k="steps" v="yes"/> become the features highway, steps, and
steps:yes. The latter two express the same concept, so they are
merged to avoid duplication.

This procedure amounts to 427 type features.

Context Features

• The feature duplicates counts how many other objects there are in
the candidate set that have the same values for all type features. The
intuition is that if there are several objects of the same type, more
e�ort is needed to distinguish one from the other because none of
them can be described unambiguously in a simple way. This may play
a role in deciding whether to refer to the landmark in question.

As in the previous experiment, the distance and angle features capture
structural aspects of salience that change with the pedestrian’s position.
The context and type features capture cognitive aspects. Note that the lat-
ter features strictly speaking not only contain types. Osm tags also contain
other semantic information. The name feature used in the previous experi-
ment is part of these features. Again, visual information is contained only
implicitly. Note also that in contrast to the previous experiment, the par-
ticipants’ position is now represented by their gps position as logged by the
experimental setup. In the previous experiment, positions were manually
inferred by what the participants described and road nodes in the street
network were chosen as positions.
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Example landmark representation Consider again the route situation
shown in Figure 4.2. Landmark L2 (the arch), has the following set of tags
in the city model:

<tag k="highway" v="footway"/>

<tag k="layer" v="-1"/>

<tag k="source" v="yahoo; survey"/>

<tag k="tunnel" v="yes"/>

The distance feature has a value of 6 (the 2-logarithm of the distance
to the closest node of the object). The angle is 13.62. The object has a
value of 1 for the type features highway, footway, layer and tunnel:yes,
and 0 for all other type features. The value for duplicates is 0, because
there are no other objects available as landmarks in this situation that have
the same type feature specification.

Discussion of the type features Osm tags are crowd-sourced. They
follow a certain specification, but rules are sometimes interpreted in di�er-
ent ways, and nothing prevents a contributor from adding their own tags.
A way to ensure more consistency and less noise in the data is to create
some intermediate categories that function as bins for several osm tags that
express similar concepts, e.g. a street feature that collects all entities that
have the highway key.

This however requires a great amount of pre-processing to ensure that
all possible tags are covered and sorted into the correct bin. Bins could be
created on the basis of the wiki specification, which would exclude many
user-defined tags that contain possibly useful information. On the other
hand, creating bins on the basis of the specific city model (including user-
defined tags) requires repeating the process for each new dataset. Such bins
also do not completely remove noise, as some entities will always be tagged
incorrectly. We have created such bins based on the data in the previous
experiment (see Section 4.3.1), but are now suggesting to skip this step for
the above named reasons. The above processing steps are simpler and can be
automatically applied. Comparing the results for a subset of our experiment
data, we also get better results for this higher-dimensional data (427 instead
of 8 type features).

Instead, we use whatever tags there are available in the city model with
only few exceptions but including user-defined tags. The steps that do
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require manual processing are steps 1 and 3 (deciding from which tags only
to use the key and which tags to exclude altogether). The definition of which
tags fall into these categories can however be re-used for new data sets. Note
also that we are not using the complete set of distinct osm tag keys, which
is currently (Oct 2015) larger than 56, 000. Those tags that do not occur
in our study area would have the same value for all objects (namely 0) and
thus not influence the result in any way. The full set of type features is
listed in Appendix B.

Method

In this experiment, we use the Ranking Support Vector Machine (svm)
Algorithm described by Joachims (2002). This algorithm has been used for
various non-linear ranking tasks, e.g. in Named Entity Recognition (Bunescu
& Pa�ca, 2006) and Sentiment Classification (Kennedy & Inkpen, 2006).

In the Ranking svm framework, salience values constitute scores. There-
fore, when a person uses a landmark L in a route direction rather than land-
mark M , we represent this as the inequality w · (x

L

≠ x
M

) > 0, where x
L

and x
M

are the vectors representing L, and M , respectively. This inequal-
ity expresses the fact that L is more salient than M according to the model
represented by w. Each route direction from the participant involving a
landmark generates m inequalities.

The salience model w is inferred by solving the following optimization
problem:

minimize 1
2w · w + c

mq
i=1

›

i

where w · (x
Li ≠ x

Mi) + ›

i

Ø 1, i = 1 . . . m

›

i

Ø 0, i = 1 . . . m

Assuming that a person is not always consistent in his preferences, this
formulation of the problem introduces slack variables ›

i

and adds a penalty
c on those variables (see Joachims, 2002, 2006, for details). For our exper-
iments, we set c = 10, assigning a rather high penalty to misclassifications
during training and allowing a smaller margin.
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Results

Recall that an instance for our ranking problem is a candidate set together
with one or several preferred landmarks (see Section 4.2.2), that give rise
to a number of inequalities as explained above. For evaluation, we perform
5-fold cross-validation on the set of all instances for a particular participant.
Each training set was used to derive a salience model w according to the
method presented in the previous section. To evaluate w, the salience of
each member of each instance of the test set was computed. A successful
instance is one in which one of the user-preferred landmarks had the best
salience according to the model w.

The results are presented in Figure 4.3 and show the following evaluation
measures:

FHS First Hit Success is the proportion of route segments in which a user-
preferred landmark was ranked highest by the inferred model, i.e. the
proportion of successful instances.

MRR Mean Reciprocal Rank (cf. Radev et al., 2002): If a user-preferred
landmark is ranked as the nth landmark by the inferred model, its
reciprocal rank is 1/n. The total reciprocal rank is the sum of the
reciprocal ranks of all user-preferred landmarks in the segment. For
the mean, this number is divided by the number of user-preferred
landmarks.

On average, in 39% of the instances, the inferred salience models rank
a user-preferred landmark highest. The mean reciprocal rank is on average
0.61, which can be interpreted as ‘an average rank better than 2’. As a
baseline for comparison, the figure also shows results for using only the
positional features distance and angle (pos, cf. Section 4.3.2) and for only
using the type features (osm).3 Recall that choosing at random means
choosing from on average 33 landmarks.

We can see that for most participants, combining the features and in-
cluding the context feature (pos+osm+context) improves the outcome of
the ranking, the only exception being participant D. The two right-most sets
of bars show the results for averaging over all individual models as well as

3The results for using the type features combined with the duplicates feature are
similar to using the type features alone.



4.3. DATA COLLECTIONS AND EXPERIMENTS 97

(a) fhs (b) mrr

Figure 4.3: Evaluation measures for the derived salience models: First Hit
Success (fhs), Mean Reciprocal Rank (mrr). The numbers represent aver-
ages obtained using five-fold cross-validation. ‘Average’ are averages over all
participants. ‘All’ are measures for combined models, i.e. not distinguish-
ing between participants. Numbers in parentheses are self-rated familiarity
scores (max=6). pos uses only positional features, osm only type features.
osm+pos+context uses all features



98 CHAPTER 4. LANDMARK SALIENCE

from computing models from combining all the participants’ data, i.e. from
building a general model instead of personal models.

Table 4.6 shows two example feature vectors, i.e. parts of two salience
models, sorted by the values of the weights. These weights were obtained
when training on all instances of participants D and G, respectively. The
di�erent ordering of the features reflects di�erent preferences of these two
participants when choosing landmarks. The highest type features of partic-
ipant D are features associated primarily with streets, while for G, we can
also find building features such as church, and entities of other types, e.g.
fountain.

For all participants, many type features do not contribute to the salience
scores at all, they have a weight of 0. The number of type features that have
non-zero weights ranges between 66 and 96. The positional and context
features always have non-zero weights. The distance feature generally has
a low weight value, meaning that closer landmarks will have higher salience
scores. The angle feature has weight values close to 0, both positive and
negative. For the duplicates feature, the method generally learns weights
around or below 0.

Discussion

The svm Ranking method manages to mimic the participants’ salience pref-
erences in 39% of the tested instances. How good is this result? Recall that
we are aiming for an interactive guiding scenario, where the system has the
option of first confirming with the user that he can identify the landmark,
before using it in an instruction. Moreover, since all available landmarks
are ranked, the system can use the next-best ranked landmark if the user
is unable to recognize the top-ranked one. Another possibility would be for
the system to change to a di�erent navigation strategy, such as asking the
user to identify what he can see. Such information could be used to further
tune the ‘personal’ weights of this user.

We can see that for some participants, the ranking produces better re-
sults than for others and this seems to be unrelated to the amount of avail-
able training data (which was four fifths of the total number of segments).
For example, participant G’s models were successful in 60% of the test in-
stances. On average, the Mean Reciprocal Rank (mrr) is 0.77 for this
participant. For participant H, where many more training instances were
available, the method achieved a fhs rate of 39% and a mrr of 0.60. A
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Table 4.6: Comparing the feature order for two participants’ models (par-
ticipants D and G): The ten highest and lowest weights for the type features
and weights for positional and context features

Participant D Participant G
Weight Feature Feature Weight

1.529 lit:yes steps:yes 1.383
1.499 name secondary 0.914
0.901 housenumber fountain 0.768
0.901 street name 0.738
0.709 service layer 0.603
0.633 residential tunnel:yes 0.603
0.624 unclassified residential 0.596
0.429 secondary education 0.504
0.418 lane christian 0.449
0.396 lcn:yes church 0.449

... ...
-0.303 psv:yes ramp:no -0.278
-0.309 operator motorcar:no -0.343
-0.341 up website -0.349
-0.368 footway unclassified -0.377
-0.377 amenity hospital -0.390
-0.379 website junction -0.456
-0.503 layer roundabout -0.456
-0.503 tunnel:yes track -0.491
-0.540 junction psv:yes -0.612
-0.540 roundabout secondary_link -0.624
-0.395 distance distance -0.495
0.001 angle angle -0.007
0.015 duplicates duplicates 0.012

possible explanation for this is that a participant might have changed his
strategy for choosing landmarks along the route, thus introducing more in-
consistencies when evaluating the set of references as a whole. Such a change
could depend on a (perceived) change of environment, e.g. by entering an
unknown area where the pedestrian has to rely more on visual features
while in familiar situations he can refer to familiar places by their name.



100 CHAPTER 4. LANDMARK SALIENCE

As a reference, we are reporting the participants’ self-rated scores of overall
familiarity with the area in Figure 4.3.

4.4 General discussion of the ranking approach

The performance results we achieve when applying the individual models
using n-fold cross-validation leave room for improvement. This is in part
due to the quite simple features we employ and the high inaccuracy of the
positional information. However, these simple features provide a proof-of-
concept, showing that the ranking algorithm does indeed learn a feasible
model of the pedestrians’ choices (from few examples) that is well above a
baseline of randomly choosing and we can also see how the choices improve
with more features. We have reported these cross-validation results along
with results we obtain for training a general model, i.e. a model that does not
distinguish which particular participant it learns from. This general model,
although trained on considerably more data points, does not improve the
results.

In Section 4.2.1, we reasoned that the salience models we compute are
personal, that a general model would not be able to predict each pedes-
trian’s landmark preferences as well as an individual model, based on the
pedestrian’s own ratings. In the light of the fact that we do not account for
any cognitive factors such as familiarity with the area or individual spatial
reasoning skills, this makes sense. Accounting for such factors in the fea-
ture vector could remove the individuality from the models. Then instead,
the model learns salience scores that are dependent on individual cognitive
features in the same way it now learns about individual distance or type
features. Table 4.6 shows parts of the salience models of two participants
that di�er in which of the features contribute most to a ranking, suggesting
that the models should indeed be computed per person rather than having
only one model for all.

In order to further assess whether a combined model, containing land-
mark preferences from several participants, can be useful instead of personal
models, we also built such a model. The right-most part of Figure 4.3 shows
the evaluation measures for training a model on four fifths of all available
data. We can see no improvement, which strengthens the plausibility of a
personal salience model for each participant.

We can also test the models in another way. If a pedestrian’s choices
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Table 4.7: Applying personal models to other pedestrians. *Models were
evaluated using cross-validation

(a) First Hit Success

test on

tr
ai

n
on A B C D E F G H I K Av.

A *0.28 0.36 0.31 0.26 0.32 0.38 0.53 0.42 0.36 0.38 0.37
B 0.34 *0.34 0.33 0.38 0.37 0.36 0.57 0.42 0.36 0.37 0.39
C 0.34 0.31 *0.38 0.32 0.32 0.28 0.53 0.39 0.28 0.32 0.36
D 0.28 0.26 0.22 *0.42 0.39 0.21 0.46 0.33 0.47 0.25 0.33
E 0.38 0.34 0.27 0.40 *0.35 0.26 0.50 0.37 0.38 0.30 0.36
F 0.34 0.29 0.33 0.28 0.29 *0.41 0.47 0.37 0.26 0.32 0.34
G 0.38 0.40 0.33 0.36 0.39 0.26 *0.60 0.38 0.38 0.38 0.40
H 0.34 0.25 0.36 0.34 0.24 0.41 0.50 *0.39 0.28 0.32 0.35
I 0.33 0.37 0.24 0.38 0.29 0.31 0.46 0.32 *0.42 0.32 0.35
K 0.33 0.30 0.33 0.30 0.29 0.49 0.64 0.37 0.32 *0.36 0.37

Av. 0.33 0.32 0.31 0.34 0.33 0.34 0.53 0.38 0.35 0.33

(b) Mean Reciprocal Rank

test on

tr
ai

n
on A B C D E F G H I K Av.

A *0.57 0.58 0.49 0.46 0.54 0.56 0.67 0.60 0.58 0.56 0.57
B 0.57 *0.54 0.53 0.53 0.53 0.56 0.70 0.60 0.59 0.54 0.58
C 0.54 0.51 *0.57 0.49 0.53 0.56 0.66 0.56 0.52 0.50 0.55
D 0.44 0.45 0.40 *0.65 0.54 0.43 0.61 0.51 0.62 0.41 0.50
E 0.55 0.52 0.45 0.57 *0.57 0.43 0.67 0.55 0.55 0.49 0.54
F 0.54 0.50 0.52 0.47 0.49 *0.62 0.64 0.56 0.52 0.50 0.54
G 0.57 0.59 0.51 0.52 0.58 0.49 *0.77 0.57 0.59 0.58 0.58
H 0.54 0.49 0.52 0.53 0.50 0.59 0.67 *0.60 0.53 0.49 0.55
I 0.51 0.54 0.43 0.60 0.50 0.53 0.61 0.51 *0.64 0.45 0.53
K 0.52 0.52 0.49 0.46 0.52 0.61 0.75 0.54 0.52 *0.57 0.55

Av. 0.54 0.52 0.49 0.53 0.53 0.54 0.68 0.56 0.56 0.51
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are best modeled by his own examples, then this pedestrian’s model should
perform poorly on all other pedestrians’ choices. Table 4.7 shows the results
after carrying out this test and they are not as clear as we would expect.
Each pedestrian’s model is trained on his or her complete set of examples and
then tested on each of the other pedestrians. The measures in the diagonal
show the previous results from the cross-validation where each pedestrian’s
model is trained only on part of the data and tested on the rest. While
each pedestrian’s model works best on himself, the models show almost
comparable results when applied to all other participants. This happens
across all participants.

Looking at the fhs measure, it may even seem like one pedestrian’s
model works better on several other participants. However, keep in mind
that all the sets are rather small and this measure only looks at the successes.
Ranking one landmark correctly can mean 1 or 2 percentage points more.
The mrr measure gives a clearer picture because it considers also all the
‘wrong’ predictions, assigning them a better score when ranked higher. In
this part of the table (the part to the right), we see more clearly that even
though the di�erences are small, the models perform best on the respective
pedestrian, and again, these are cross-validated numbers. Participant G as
test participant is an exception to these observations, all the models perform
exceptionally well on this data when compared to the other test sets.

One important aspect of the ranking classifiers is that the learned weights
reflect how the di�erent features contribute to salience. All other previously
proposed methods for computing salience have manually set weights, based
on heuristics about what objects pedestrians have found salient in experi-
ments.

Although the type features seem to di�er in how they contribute to
the salience scores, the distance feature shows a more clear tendency.
All participants prefer landmarks close to their position. We expected the
duplicates feature to have rather low weights, preferring objects that have
unique type features. This expectation is generally met. That this weight
is not as low as the lowest type features follows from the possible values
for these features. Type features can only have a value of 1 or 0, while the
duplicates feature can have any value from 0 to C ≠ 1 where C is the size
of the candidate set.



Chapter 5

Reference Resolution

In an interactive spoken wayfinding system, we want the user to be able
to interact with the system freely, and this requires the system to have a
natural language understanding component. Not only do we want the system
to interpret the user’s movements according to whether he is following the
anticipated path, but also the user’s spoken input, when he asks for further
information, clarification, or when he states his navigation goal. Many of
the user’s utterances will contain references to places and objects such as
buildings or streets in the city where he is moving. In the example dialog
from Chapter 2, which is repeated below, the user refers to several such
places: the castle, the old town, the tall red building. In order to answer
the user’s question in U5, the system needs to not only understand that the
user is asking about a building that is tall and red, it needs to determine
precisely which object the user means. This task of finding the target object
of a given referring expression (re) is called reference resolution (rr) and
is the topic of this chapter.

Example interactive wayfinding dialog

U1: I want to go to the castle in the old town.
S2: Okay. You need to start walking towards the subway station.
U3: [starts walking]
S4: At the church, turn left.
U5: I’m sorry, I don’t see any church. Do you mean the tall red building?

103
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Chapter Outline We review related work on anaphora and reference res-
olution in Section 5.1. Section 5.2 presents the data we use and what the
challenges are with respect to the context representation, i.e. the repre-
sentation of the geographic environment to which we want to resolve the
references. In Section 5.3 we present a study about resolving references to
geographic objects based on heuristics and a study in which we apply a
machine learning algorithm to the same problem. Section 5.4 concludes the
chapter with a summary and discussion.

5.1 Related work
We start by giving an overview of referring expressions (res), which form
they can take and how they di�er in function. We then review the di�er-
ent theoretical and practical approaches to resolving them to entities within
the preceding text or in the physical context. Section 5.1.1 starts with the
problem of identifying which expressions are anaphoric or referential. Sec-
tion 5.1.2 reviews methods of representing the relevant context from which
to pick the target referent and Section 5.1.3 reviews methods to carry out
the resolution step.

5.1.1 Identifying referring expressions

Before a system can look for target referent objects, it needs to know when
to start this search. It needs to know what constitutes a referring expression
and a method to identify it.

A referring expression (re) is used to identify di�erent kinds of entities
in the context. The context in which they appear can be the text itself,
i.e. the linguistic context like the previous utterance or sentence, in which
case they are called anaphoric. Res can also be exophoric and refer to
something outside the text (cf. Figure 5.1). In written discourse, many res
are anaphoric, and the field of anaphora resolution has received consider-
able attention (e.g. Hobbs, 1986; Lappin & Leass, 1994; Mitkov, 1998; Ng &
Gardent, 2002; Iida et al., 2005). In dialog, especially in task-oriented situ-
ated dialog that is set within a particular context, many res are exophoric,
and our focus is on such exophoric references to objects in the immediate
environment of the speaker.1 An expression can also be both non-anaphoric

1In many works on anaphora resolution, the terms referential, referent and reference
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You go straight and you’ll see the subway station. And you walk towards it.!

Linguistic Context:!

Map Context:!

X!

T"

user’s position!

exophoric reference!

anaphoric reference!

Figure 5.1: The first mention of a new object is referential (or exophoric),
but it is not anaphoric, i.e. there is no antecedent in the previous discourse
that it can be resolved to, but there is a referent outside the discourse. All
subsequent mentions of the same object are anaphoric

and non-referential, as is the case for pleonastic pronouns, such as it in It
seems to be sunny outside. In this example, there is neither an antecedent
nor a referent that this pronoun can be resolved to.

Res to objects typically come in one of two noun phrase (np) forms:
pronouns or descriptions. While the form of a re alone does not indicate
whether an expression is exophoric or anaphoric or neither, it does give
an indication of the status of the referent within the current discourse. In
Gundel et al.’s (1993) givenness hierarchy, the form of the pronoun and
determiner in the noun phrase indicate the cognitive status of the referent (as
assumed by the speaker). According to this hierarchy, bare pronouns (as the
English he/she/it) indicate the entity that is currently in the focus of the text
or conversation. Descriptive noun phrases have a less restrictive status than

resolution are used to mean anaphoric, antecedent and anaphora resolution, respectively.
For clarity, we are making a strict distinction and use anaphoric only for a re that refers
to a linguistic entity, and referential or exophoric for a re that refers to a non-linguistic
entity.
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pronouns, with indefinite nps (a church) indicating an item that has not
been introduced into the discourse context yet and that in some cases does
not even refer to one particular entity. Ariel’s (1988) accessibility hierarchy
makes similar assumptions about how accessible a type of noun phrase is
with regard to memory, with pronouns indicating higher accessibility than
definite descriptions. The form of an expression can thus not determine in
which context to search for an antecedent, but it can give an indication, and
some resolution approaches use separate strategies depending on the form
of the np (Byron & Allen, 1998; Navarretta, 2004; Denis & Baldridge, 2008;
Iida et al., 2011).

Much work on anaphora resolution has focused on resolving various kinds
of pronouns to np-antecendents, which is a common kind of referring in
written text. However, when looking at spoken language, many anaphora
also have non-np antecedents. Eckert & Strube (2000) noticed that in their
transcripts of spontaneous spoken dialog, only 45% of such anaphora have
an np as antecedent and about one third are referring to what they call
‘inferable’ entities, of which a subset are entities outside the discourse. Byron
& Allen (1998) work with the Trains93 corpus (Heeman & Allen, 1995)
which contains task-oriented dialogs based on a shared map of objects. They
are resolving pronoun anaphora but note that half of the antecedents are
referring to the objects contained in the map.

In anaphora resolution, deciding whether an expression is anaphoric,
a problem that is also called anaphoricity detection, has been approached
mainly by filtering out non-anaphoric nps based on syntactic or semantic
cues. For example, Bean & Rilo� (1999) use heuristics about the syntax
and semantics of the nps, e.g. whether a noun occurs as head only in defi-
nite descriptions, to identify lists of non-anaphoric noun phrases and noun
phrase patterns from a news article corpus. These patterns are then applied
using a set of rules to classify nps as anaphoric or non-anaphoric. However,
this approach highly depends on the hand-coded heuristics and is therefore
specific to this text domain. Ng & Cardie (2002) present a machine learning
approach that learns without supervision. They train a decision tree based
on 37 automatically computed features that describe surface form, position,
and linguistic features of every np as well as its relation to the candidates
in the previous context. Iida et al. (2005) also use machine learning meth-
ods, but reverse the steps and introduce what they call the selection-then-
classification model. In this approach, they first look for an antecedent, and
then classify whether the anaphor-antecedent pair is plausible, thus decid-
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ing on the anaphoricity of the np and improving over Ng & Cardie’s (2002)
results.

In reference resolution, knowing whether an np is anaphoric is useful
knowledge, because instead of looking for a referent outside the text we can
look for an antecedent within the text. Of the non-anaphoric nps, we are
interested in those that refer to objects in the context, and want to exclude
those that refer to abstract concepts, such as to propositions: That was a
mistake. This question is related to distinguishing generic noun phrases,
that refer to a class of objects (e.g. Buildings have entrances.), from non-
generic noun phrases (e.g Friedrich & Pinkal, 2015). This distinction is more
relevant in written text than in our case of situated language. Algorithms
that are specifically aiming at reference resolution either use hand-labeled
data like the Rex-J corpus (Spanger et al., 2012) or the ReferItGame
(Kazemzadeh et al., 2014), or employ simple methods such as regular ex-
pression matching (Schütte et al., 2010), to decide on an np’s referentiality.

5.1.2 Context representation

Once we have identified the res that should be resolved, we need to find
the candidate referents out of which to choose a target. We call this set the
candidate set. In our case, we want the geographic entities in the immedi-
ate environment of the speaker to be included in the candidate set and in
Section 2.4.2 we have already seen that the Openstreetmap (osm) represen-
tation contains single objects in the form of the two structures nodes and
ways. However, as we already saw in Section 2.4.2 and will describe in more
detail below, this segmentation does not completely align with the objects
that the pedestrians in our data refer to.

How to segment the context into relevant objects is an active area of
research. In robotics, such relevant objects are called percepts: raw sensor
data needs to be segmented into percepts (the figure-ground segmentation)
that can then be assigned a symbolic representation about which the robot
can reason (Coradeschi & Sa�otti, 2003). Depending on the kind of sensory
input, e.g. from cameras or sonar sensors, di�erent strategies are applied for
segmentation. In reference resolution studies, using raw visual features to
represent a scene is intuitive, because the speakers are referring to objects
that they can see, and computer vision algorithms are applied for segmenting
scenes with good results in small domains and where the objects are clearly
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distinct from each other such as objects placed on a table (Matuszek et al.,
2014; Kennington & Schlangen, 2015).

In our context representation, the ways and nodes in osm are like per-
cepts: these structures are a representation of how the system perceives the
geographic environment. Aligning this representation with how the users
refer to objects is one of the challenges when resolving spatial references in
a real environment, but also when aligning sketches of routes or maps with
formal representations (Schwering et al., 2014).

A related issue is that of references to groups of objects. Reference do-
main theory (Salmon-Alt & Romary, 2009) is one approach for structuring
(as opposed to just segmenting) the context according to which sets of enti-
ties are available for reference (so-called reference domains). There is good
evidence for how humans perceptually group objects (Thórisson, 1994), e.g.
based on proximity or common properties. Funakoshi et al. (2012) are using
Reference Domain Theory to group tangram pieces based on proximity to
aid resolving plural or set references. Kelleher et al. (2005) use reference
domains to structure the multi-modal context, considering linguistic and
visual information.

5.1.3 Resolving references
In the resolution step, given a re, we need to pick one (or more) of the
candidates as the target referent. Approaches to this step fall into two
categories: approaches based on heuristics, and probabilistic approaches.

Heuristics

An example rule-based approach is (Schütte et al., 2010), who are resolving
exophoric references in a human-machine setting. The non-linguistic context
is a set of objects that are of type door or button. Each of these objects is
assigned a score based on its visibility. They are using the following rules
to resolve res (rules are modified):

1. Extract which type of object (door or button) is referred to in the
instruction by matching the instruction with [. . . ] regular expressions
[. . . ].

2. Collect all objects visible during the time covered by the instruction.

3. Filter out all objects of types incompatible to the instruction.
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4. For each remaining object [ compute a visibility score ].

5. Rank the objects using a salience metric.

6. Return the object with the highest salience.

Here, Rule 1 finds the referential expressions, Rule 2 finds the relevant can-
didates, and Rules 3–6 constitute the resolution step. When several contexts
are available, rules can also express in which order they should be searched
depending on the type of re (Kievit et al., 2001). Rules can also be used
when the candidate objects are represented by their perceptual features, e.g.
to guide which object the features should be integrated with (Kruij� et al.,
2006).

Probabilistic reference resolution

Probabilistic approaches assign probabilities to the candidate objects that
rank them according to their appropriateness as a target. Given a re r,
these approaches assign a probability P (o|r) to every candidate object o,
that o is the objects that r refers to.

Grounding meaning in perception

A research area that has recently attracted much attention is the area of
grounded language acquisition. Computational models are built to connect
individual words with perceptual input in order to capture the word learning
process that children undergo (Siskind, 1996; Roy & Pentland, 2002; Regier,
2003) and create cognitive models for robotic systems to bridge the connec-
tion between language and perception (Roy, 2005). This is also called the
symbol grounding problem (Harnad, 1990). References to objects in the phys-
ical world constitute a good example for this approach: the speaker chooses
the words in the re to describe the target object, so the hearer must be able
to perceive properties of the object that are linked to the meanings of the
words. By examining examples of word-object pairs, models can be built
that create these links (Mooney, 2008).

For small domains, such models have been successfully built. Funakoshi
et al. (2012) use the Rex-J corpus (Spanger et al., 2012), containing task-
oriented dialogs between two people solving a seven-piece tangram puzzle.
The puzzle pieces are represented in terms of their relevance to a set of
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concepts (e.g. triangle=0.8, square=0.3), as well as their position and
their relation to the dialog history. Matuszek et al. (2014) collect examples
of humans pointing and referring to objects on a table for a robot arm
to grasp. The examples are used to learn which object features belong to
which concepts (such as shape and color attributes) and which words and
gestures to connect to which object concepts. The gesture and word links
are integrated into the final object score. Kennington et al. (2014) collect
references to puzzle pieces and visual features like rgb-values and hue, as
well as positional information, and train logistic regression classifiers for
each word in a re. The word classifiers learn probabilities for the candidates
based on their perceptual features. There is also a broad range of studies
linking text (as opposed to spoken language) to photographs of scenes, e.g.
to facilitate image search (Barnard et al., 2003; Farhadi et al., 2010) or to
automatically generate captions (Ordonez et al., 2011; Yang et al., 2011).

While many anaphora resolution methods use separate strategies to re-
solve di�erent kinds of nps, such as di�erent kinds of pronouns, definite
nps, deictic expressions, and proper names (Byron & Allen, 1998; Navar-
retta, 2004; Denis & Baldridge, 2008; Iida et al., 2011), most probabilistic
approaches incorporate contextual features into the object representations
and apply only one strategy to resolve di�erent forms of references.

Most of the described works deal with modeling the meaning of individ-
ual words, and the approach of grounding meaning in the physical world is
not equally appropriate for all concepts, such as abstract concepts. A natu-
ral extension of grounding single words is to model the meaning of phrases
in terms of these word meanings, e.g. verb phrases describing actions on
physical objects, properties of objects and relations between several objects.
Gorniak & Roy (2004) propose a model that uses di�erent composers for
di�erent kinds of phenomena. For example, object attributes such as color
adjectives are modeled in terms of how likely it is that an object has this
attribute given its visual features, and spatial extrema such as leftmost can
be resolved by applying an ordering composer to the objects given their
location. Similarly in (Kennington & Schlangen, 2015), words that express
relations are modeled by features that capture location relations between ob-
jects (e.g. to the left of ). Other research is trying to integrate distributional
word meanings (based on word co-occurrences) with symbolic semantic rep-
resentations for which composition functions are already defined (Mitchell
& Lapata, 2010; Lewis & Steedman, 2013; Paperno et al., 2014; Larsson,
2015).
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Anchoring

Closely related to these perceptual grounding approaches is the anchoring
problem in robotics, where information from di�erent sensors are integrated
by means of anchors, that are representations of objects (Coradeschi & Saf-
fiotti, 2003). While the above models typically assume that the context is
already segmented into objects, and features are known to belong to a cer-
tain object in each modality, anchoring specifically addresses the problem of
fusing information from di�erent modalities. In each modality, perceptual
information is segmented into percepts, and percepts from di�erent modal-
ities are fused by means of an anchor. Anchoring is the process by which
perceptual information is associated with a symbolic representation of a
real-world object. Kruij� et al. (2006) have proposed a framework to incor-
porate this step into a rule-based rr-algorithm, and Bruni et al. (2014) fuse
information from the linguistic and visual context to obtain an integrated
representation of meaning that can be used for quantifying similarity.

Salience in reference resolution

For descriptive nps such as the tall red building, it is natural to search the
candidate set for objects that have the described attributes tall and red. As
mentioned in Section 5.1.1, the form of the np gives an indication of the
status of the referent, or how easily it is accessible for the hearer. Entities
that are new in the discourse are referred to by more elaborate descriptions,
and the more ‘known’ an object is, the shorter the description becomes. The
most salient objects can be referred to by pronouns: The referring expres-
sion does not need to contain information for the hearer to single out the
target, because the structure of the context makes it clear what the target
is. In pronominal anaphora resolution, the discourse salience of candidates
is typically measured by distance to the anaphor, discourse structure (e.g.
as proposed by Centering Theory (Grosz et al., 1995)), grammatical roles,
and other surface features (e.g. Brennan et al., 1987; Baldwin, 1997; Mitkov,
1998; Strube, 1998; Tetreault, 2001; Byron, 2002; Iida et al., 2003; Navar-
retta, 2004; Poesio et al., 2004; Denis & Baldridge, 2008; Iida et al., 2009).

In a similar way that textual antecedents di�er in their accessibility,
visual objects also di�er in their salience (cf. Chapter 4). Speakers seem to
adjust their choice of referring expression accordingly (Clarke et al., 2013,
2015) and references that are generated taking into account visual salience
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are more easily resolved (Kelleher et al., 2005). Models of how to incorporate
salience in terms of other modalities than the linguistic context are also
proposed in (Byron et al., 2005) and (Kelleher, 2006). Schütte et al. (2010)
implement a reference resolution algorithm for a virtual environment domain
where the visual context changes over time, incorporating simple measures
of visual salience with success.

Other corpora containing street-level references

The pursuit corpus (Blaylock, 2011), in which car drivers are also describ-
ing while they are moving along a path, is in principle suitable for the task of
reference resolution as well, but the area is not very well covered in osm at
this point and the object annotation contains references to several di�erent
databases, and no information on other candidate objects.

Misu et al. (2014) have attempted to resolve spatial references with good
success in a similar setting. Instead of describing, car drivers pose queries
about Points of Interest (pois). In order to resolve the references, Misu
et al. use information about the drivers’ head pose additionally to the
positions of the driver and the pois. In their work however, knowledge
about the referent candidates is assembled manually. They also explicitly
exclude context information such as dialog history which we use to resolve
references.

5.1.4 Summary and discussion

Resolving references requires three steps: identifying the relevant referring
expressions, finding the candidate targets, and resolving the reference to one
of the candidates. As most researchers have been interested in references
to single objects, a re is typically a np. In our own experiments, we are
extracting the res that refer to objects manually, and include also anaphoric
mentions as being referential to the objects (see Section 5.3.1).

As candidate objects, many methods assume the complete set of context
objects, or, if the speakers move (e.g. in a virtual environment), those in
the immediate vicinity. The candidates can be represented either by means
of symbolic features, such as shape and color, or by perceptual features as
returned by some sensor, e.g. visual features from a camera. In our do-
main of pedestrian wayfinding, direct visual input is hard to obtain. Some
studies rely on photographs when studying route directions (e.g. Baltaretu
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et al., 2015), but in a working real-time wayfinding system, photographs will
be insu�cient as pedestrians are not restricted in their movement and can
quickly turn around to face another direction. Works that do not rely on
visual information, but on a symbolic representation of the physical envi-
ronment typically work on a domain that is considerably smaller than ours,
with 10 candidate objects or fewer and where objects are of only few dis-
tinctive types (Gorniak & Roy, 2005; Schütte et al., 2010; Funakoshi et al.,
2012). In (Kennington & Schlangen, 2015), the set of objects is comparable
in size to ours. They are processing the set of puzzle pieces using computer
vision methods. However, all objects are clearly distinct from each other and
all are of the same type. Instead of direct perceptual input, we are relying
on a crowd-sourced map representation of the environment that covers the
study area well and use features from the semantic tags associated to the
objects and that are also crowd-sourced.

As we will see, the map representation does not contain all referenced
objects one to one. We present a solution to this that does not, as reference
domain theory and anchoring propose, assume a layer of symbolic concepts
between map objects and words. Instead, we map words directly to map ob-
jects and use the estimated probabilities to determine which of these objects
should be grouped together.

For the main step of resolving the references, there are methods based on
heuristics and methods that learn to associate probabilities given examples
of references. In the following sections, we describe the data we use in more
detail and elaborate on the choices of representation and reference resolution.
After describing the context representation in Section 5.3.1, we set up a set
of rules to resolve references in Section 5.3.2. In Section 5.3.3, we use an
approach to ground re in the map representation that osm supplies. In the
next section, we start by describing the data we used.

5.2 The SpaceRef corpus

5.2.1 Data and approach

The data that we have described in Section 4.3.2 contains descriptions given
by pedestrians as they are walking. For each mention of an object in the
physical environment, we have the following context information:

• Linguistic context: what the user said (as text)
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• Physical context: the map representation (osm), and the user’s loca-
tion (gps coordinates)

For rr, the task is, given this context representation, to find the object
or objects that the pedestrian referred to using the words in the re. As
a first step we examine the kinds of properties that the pedestrians are
mentioning about the object that they refer to. We examine a subset of the
corpus, the data from 3 pedestrians, containing 398 referring expressions
and find the kinds of information that are summarized in Table 5.1. For
some properties, the usage di�ers between the 3 pedestrians, but almost all
expressions contain a mention of a type and about one fourth also contain
a direction specification.

5.2.2 Mentioned properties vs. represented properties

We can now look at the di�erent kinds of information that we need to resolve
the example references and check whether this information is in principle
inferable from the osm geographical representation.

Position, distance, and angles We need to know the placement of ob-
jects on the map as well as the speaker’s current and previous position to
determine distances and relative directions. For example, in expressions like
I’m walking toward the street we want to exclude entities that are behind
the speaker.

Visibility In our dataset, speakers are describing the way they are walking
and we can therefore assume that they are referring to objects they can see.
This assumes knowledge about the height and extension of objects as well
as topographical knowledge, e.g. to know whether the speaker or an object
is located on a hill.

Type information Most often, objects are referred to by their type.
Pedestrians use di�erent expressions to refer to the same type: I am cross-
ing the street/road, and the same expression to refer to di�erent types: A
street could also be a bike lane or a footway. Information about how types
are related to one another as well as which expressions can designate which
types in the map is needed to resolve such ambiguities.
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Table 5.1: Common information conveyed in the referring expressions and
how many of the expressions contained the information

Information type Usage Examples
Object type ca. 97% a small tunnel, the parking lot, the street

ahead
Object name 2–15% Baldersgatan, Engelbrektsskolan, the Alge-

rian embassy
Parts/Details 3–9% the middle of the park, an entrance to the

station, the end of the road
Relative location ca. 27% a fountain to my left, ahead of me is the

bus station, on the right hand side of the
building, a building to my right

Topography ca. 3% the hill, a slight incline, the arch at the bot-
tom

Names Although not many of the res in our corpus contain names, they
can be useful to reduce the number of possible referents. A method is needed
to map colloquial or shortened names to those in the database, as well as
to resolve ambiguities where several entities have the same name, e.g. a bus
stop may be named after the hospital where it is located.

Topography In order to resolve res that refer to topographical features,
knowledge about elevation is needed.

Discourse history We are dealing with continuous descriptions and speak-
ers who are moving through the environment as they are speaking. Speakers
are referring to some objects several times, e.g. to describe them in more
detail. This results in the use of pronouns and short descriptions that we can
only resolve by taking into account previous utterances (as well as already
found referents):

Position Utterance
P

t

So I’m right in front of the arcs.
P

t+1 and I’m walking through them.
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5.2.3 When to reject a solution

No map of a real urban environment can be assumed to be complete. We
therefore need a mechanism to decide that we cannot resolve the reference
to anything in the map representation. This can be decided on the basis
of e.g. distance, visibility, and type. If the pedestrian is talking about a
pedestrian crossing, and there is none within a small radius, we can reject
the expression as unresolvable. If the describer is talking about a building,
it might be visible from further away and we can extend the radius to look
for possible referents. In a probabilistic approach, we can reject a solution
if the probability value drops below a certain threshold.

5.2.4 Using Openstreetmap

Let us now consider how we can obtain this kind of knowledge from osm.
Recall that we are assuming knowledge about the speaker’s position.

Knowledge that can be obtained directly Recall from Section 2.4.2,
that osm entities (nodes and ways) are tagged with their position in terms
of latitude and longitude, as well as information about their type and their
name.

Information about topography is in principle possible to obtain from
osm. The tag incline can be used to specify the steepness of a way. The
tags natural and ele can be used to specify a peak and a point’s elevation
above sea level. To specify the height of buildings, osm provides the tag
height. However, these topographical tags are rarely used in the urban
environment that corresponds to the res from our data.

Knowledge that can be inferred Both distance and angles can easily
be inferred using the speaker’s and the objects’ positions. As mentioned
above, the concept of an intersection can be inferred by checking how many
streets (or osm ways) are meeting in a node. If more than two streets meet,
we can assume that the node is a junction. This knowledge is needed for
descriptions that specify a certain part of a street, such as the end of the
street or the corner of street X and street Y.

Information about visibility can be computed from knowledge about
topography and distance if it is available. In order to approximate knowledge
on visibility where it is not available, we can check whether there is a free
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line of sight from the speaker to an entity, i.e. whether there is a building
in between the speaker and the entity.

Some types do not have to be explicitly represented in the form of tags,
but can be inferred. For example, in order to determine which buildings
make up a university campus or a hospital complex, it may be possible to
group them on the basis of their name.

5.2.5 Other sources of knowledge
When speakers describe something by its type (I can see a fountain), then
this type does not necessarily correspond to the type as used in osm. For
example, what describers call a street corresponds to many di�erent types
in osm, as tags specify the size and function of the street, e.g. residential

or cycleway. Likewise, describers can use a variety of expressions to refer
to the same type, e.g. they could also refer to a street as a road. Therefore,
we need an appropriate mapping to create the link between expressions and
tags.

Besides geographic knowledge, more general knowledge about certain ob-
jects can be useful to infer their properties even when they are not explicitly
mapped. Consider a user that interacts with a wayfinding system saying I
am following the footpath but the matching osm entity is tagged as a bicycle
path. In this kind of application, it is useful to assume that bicycle paths
can usually be accessed by pedestrians and the re can be resolved to it.

5.2.6 Mismatches between human conceptualization and
map representation

There are two sources of mismatches that require attention: First, osm con-
tains a number of inconsistencies in how entities are tagged. Figure 5.2
shows the case of names for buildings. A building of any kind (an osm
way), can be tagged with a name directly (Figure 5.2a), or there can be
an additional node placed inside the building that is tagged with the name
(Figure 5.2b). In the map representation, there is no direct link between the
way and the named node. This connection has to be inferred by computing
whether the node is positioned inside the building. Second, several objects
can be referred to as one or one object can be perceived as many. For exam-
ple, some references group objects or use plurals for singular map objects:2

2Some objects are of course by default referred to by a plural, such as the stairs.
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some steps, a collection of trees. This implies that several strategies are
needed to resolve the same kind of reference.

Another problematic case concerns the granularity with which objects
are mapped. Figure 5.3 shows a major intersection, containing many street
segments and nodes where they meet. In the description I am approaching
a junction it is not at once clear which entities an algorithm should pick.

Grouping larger objects together, such as street segments or buildings
that form a unit such as a university campus, is challenging as well. At first
sight, this problem could be solved on the basis of the entities’ names. Con-
sider however the mapping of large roads, where sometimes the pedestrian
walkway is mapped separately, in parallel to the road. These pedestrian
ways frequently do not contain a name tag and can thus not be associated
to the road easily. Additionally, ways can (and often do) consist of several
segments, each an own entity in osm. In Figure 5.3, each thick black line
corresponds to the segment of a street that stretches further in both direc-
tions, and has a pedestrian way mapped next to it. Speakers often refer to
the whole structure as the street and we need to decide which entities this
should correspond to (see also Section 2.4.2).

<way id="21572801">

<tag k="building" v="church"/>

<tag k="name" v="Engelbrektskyrkan"/>

</way>

(a) A building that is named directly

<way id="163966736">

<tag k="building" v="yes"/>

</way>

<node id="1340902455" lat="59.345" lon="18.067">

<tag k="name" v="Tyskaskolan"/>

</node>

(b) A building with an additional node placed inside that is named

Figure 5.2: Ambiguity in representation: How entities are name-tagged
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Figure 5.3: Granularity in osm: an intersection consisting of many street
segments and nodes where they meet. The highlighted nodes inside the circle
are all part of what was referred to as an intersection. The highlighted street
segments (1-4) belong to the same named street, that is also mapped with a
footway and a cycleway running next to it (indicated by the discontinuous
lines). Map source: © OpenStreetMap contributors

5.2.7 Referents in SpaceRef

Keeping the above di�culties in mind, the task is now to map from a refer-
ring expression to the user’s intended referent, which may be one or more
osm entities.

We can distinguish the following cases:

1. There are zero referents in the database (i.e. the intended referent is
not in the database).

2. The intended referent is a unique osm entity with a single osm iden-
tifier (i.e. exactly one node or one way).

3. The intended referent is a unique set of referents in the database (the
two bus stops).

4. A referent can be chosen from a set of interchangeable (equally good)
entities in the database.
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In the latter two cases, we either need to devise a mechanism to group the
entities together, or we can pick one of them, as the following two examples
show:

• the intersection can refer to a group of several nodes where street
segments meet to form what the speaker perceives as a unit. In this
case, we do not want to pick out one of the nodes, but treat them
as a unit so that they reflect the extension of the intersection as in
expressions like Cross the intersection.

• an entrance to the tunnelbana station can be the building that is the ac-
tual entrance, or the node inside it, that is tagged as subway_entrance.

5.3 Resolving spatial references in a city
environment

5.3.1 Identifying references and candidate referents
Given the data presented above, we define as referring expression any con-
secutive string of words from an utterance that indicates a geographical
object. A geographical object is not defined with respect to any particu-
lar map, but as ‘any object that could be represented in a map’, such as a
street, some trees, a pedestrian crossing, but not the start (of the route) or
the middle (of the park). Descriptions of parts like the latter are arguably
inferrable, but we are excluding them here. At the same time, we do not
restrict ourselves to nps. In our second study, where we want to learn to
connect words with object features, we assume that also prepositions intro-
duce useful correlations. For example, a pedestrian can say across the street
and across the park, but it is unlikely to see the phrase across the build-
ing. The classifier for the word across presumably learns to associate higher
probabilities to parks and streets than to buildings. When we later want to
automatically detect res, this introduces some di�culty finding appropriate
strings in automatically transcribed speech.

Treating all nps as referential is also a possibility and only leaves to
determine whether they refer to a geographical entity. We will get back
to this question in Section 5.4. As for now, we are using the referring
expressions that have been extracted by hand. In order to increase the
number of examples, we are going to treat all expressions that refer to a
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geographical entity as exophoric, even when the entity has been mentioned
before. Pronouns are only included in the second study. Note also that there
is an additional choice to make in the case of pedestrians moving through
the environment: When they return to a place and refer to an object again,
does this constitute a case of anaphoric or exophoric reference? The answer
to this question determines in which context, linguistic or physical to look
for the target referent. Here, we are always looking for the target in the
physical context. In the second study (Section 5.3.3) information about
whether an object has been referred to before is encoded for each candidate
object.

The candidate set is computed in the same way as in Chapter 4. Objects
that intersect lines of sight from the pedestrian’s position and heuristics
about their height (an area does not obstruct the view of a building) are
added to the set of candidates (see Section 4.3.2 for details).

5.3.2 Resolving references using heuristics
This section describes an approach to resolving references to physical objects
that is based on heuristics. We describe the set of rules and show and discuss
the results we obtain when applying them.

OSM features for resolving references

We have annotated all 398 res in our data with the osm entity or entities
that we judge correspond to the user’s intended referent. In 354 cases (89%)
the intended referent is present in the database. For all of these 354 res
and corresponding referents, we determined the following binary features:

• osmName

True if the name used in the re matches the osm name. We count
only exact matches, i.e. the osm tag name has to exactly match the
string in the re. This serves to give a first overview of how many
expressions can be resolved purely by checking the name.

• osmName+

True if the name used in the re matches the osm name, with some
simple normalization using a robust parser. Here, we are applying
simple rewriting rules as well as translations of type specifications.
For example, the re the Serbian embassy is mapped to name=“Embassy
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of the Republic of Serbia”, and Engelbrekt’s church is mapped to
name=“Engelbrektskyrkan”.

• osmType

True if the type used in the re (e.g. restaurant) exactly matches the
osm type. In osm, types are represented as tags, either as the tag
name (building=yes), or as its value (tourism=artwork).

• osmType+

True if the type used in the re matches the osm type modulo the
taxonomy in Table 5.2 (i.e. the re street matches all the osm types
tertiary, secondary, etc., and car park matches entities that are
tagged as amenity=parking etc.)

• closest

True if the entity is the closest of its type to the speaker.

• direction

True if the entity is located in the speaker’s walking direction. For this
feature, we are using the previous location of the speaker to define his
current bearing. An entity is in his walking direction if it is located
within an angle from -90 to 90 degrees (cf. Figure 5.4).

Table 5.2: A set of mappings from referring expressions to features of the
osm entities that the expressions refer to

Referring Expression ∆ osm tag/value
road, street ∆ highway={tertiary, secondary,

primary, residential, pedestrian}

path, footpath ∆ highway={footway, cycleway}

cycle path, bike lane ∆ highway=cycleway

trees ∆ natural=tree_row, leisure=park

tra�c lights ∆ highway=traffic_signals,
crossing=traffic_signals

bus station ∆ highway=bus_stop

stairs, staircase ∆ highway=steps

parking lot, parking space ∆ amenity=parking

arches, archway ∆ tunnel=yes
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Figure 5.4: An example segment for the utterance: I continue in a this
direction down the steps [L1] towards the arch [L2]. A and B indicate the
start and the goal position respectively. The lines indicate the speaker’s
direction and field of view. Map source: © OpenStreetMap contributors

• visibility

True if the entity is visible from where the speaker is. This feature
reflects actual visibility, i.e. as judged by the annotators from their
knowledge of the environment. An entity can also be visible if it is
behind the speaker.

Results

Table 5.3 shows the result of the annotation. We can see that although the
majority of res contain a type, they exactly match the type names and tags
in osm in less than half of the cases. For describer C, all res contain a
type identifier (111), but only 49 of them can be related to their referent
without further processing. Applying the mappings shown in Table 5.2 can
improve the matching to more than twice the amount. This is the case for
the describers A and B as well.

Very few names were used. However, note that some of the describers
in the original corpus collection were asked not to use street names. The
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Table 5.3: Counts of referring expressions that can be linked to osm features
as described in Section 5.3.2 *the osm data was downloaded in June 2013

Describer
A B C

# ref. expr. 150 122 126
# in osm* 134 109 111
name references 14 3 17
osmName 3 2 8
osmName+ 13 3 16
type references 128 106 111
osmType 29 45 49
osmType+ 117 100 102
closest 101 75 84
direction 130 106 109
visibility 125 106 105

SpaceRef corpus was originally collected to derive models to be incorpo-
rated into the generation component of an automatic system, such as the
salience models described in Chapter 4. As previous research showed that
it is better to describe streets in terms of their characteristics than by their
name (Tom & Tversky, 2012), we restricted the study participants in their
usage of street names. Consequently, the amount of names in the corpus
might have been higher if they had been allowed to use them.

Furthermore, the table shows that most of the objects are in front of and
visible for the speaker (e.g. 97% and 93% for describer A, respectively). In
fewer cases (ca. 69–75%), the object was the closest of its type. Note that
these three features depend on the position of the speaker and that the gps
signal on which we base these features, varies in accuracy.

The counts in Table 5.3 show that we can map the type and name of
an entity as they are used in the re with the annotation used in osm, for a
large number of cases. This will limit the number of possible referents, but
not su�ce to find the actual referent.

In Table 5.4, we are considering di�erent subsets of the features. We are
considering the 354 res of all three speakers, for which we know that the
referent is in the database. The combination of features that covers most
mappings uses only the type feature along with the taxonomy in Table 5.2
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Table 5.4: Applying di�erent combinations of features to resolve references

Feature combination Referents found
osmType, osmName, closest 27%
osmType, closest 30%
osmType+, osmName+, closest 67%
osmType+, closest 68%
osmType+, closest, visibility 65%
osmType+, closest, visibility, osmName+ 65%
osmType+, closest, visibility, osmName+, direction 63%

(osmType+), combined with the distance information (closest).
Based on these counts, a baseline method can proceed in the following

way to find a referent:

1. Compute the initial candidate set: all geographic entities in the vicin-
ity of the speaker’s position.

2. Restructure the candidate set: compute the set of possible referents
by determining how the entities are related to one another. In this
step, potential referents can be added for entities that make up a unit,
e.g. nodes of an intersection as depicted in Figure 5.3.

3. Filter out entities that do not match the re in name or type.

4. Pick the closest of the remaining entities.

Note that visibility can be handled in di�erent ways: When computing
the initial set of available referents, or at a later point. The counts in
Table 5.4 reflect a lower number of matches when including information
about visibility. This may be because of inaccuracies in the gps signal, or
simply an artefact of the small dataset.

Discussion

As we see from the results in the previous section, it is possible to set up
a set of rules based on object properties that the speakers mention to pick
out the target referent with good success. The rules use simple semantic
features based on type and name matches between the re and the objects,
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and positional features derived from osm, based on heuristics about the
objects’ position.

There are of course some obstacles when we want to generalize this
method to other data: First, we have only considered references to sin-
gle objects and counted how many of the intended referents we can find.
It is however also important to identify the references that have no refer-
ent in the database, as to avoid false positives. Such a procedure needs to
make an assumption about the coverage of osm in a particular area as well.3
Pertaining to this point it is often far from obvious what the intended refer-
ent is. This is particularly true in situations where the user conceptualizes
his surroundings di�erently from how the database is organized (as in Fig-
ure 5.3). A possibility would be to add an extra layer on top of osm, in which
nodes are grouped into super-concepts like intersection, roundabout,
etc. Such super-concepts could be formed on the basis of actual data, like
the verbal route descriptions we are using in this study. This would have the
advantage of resolving references to entities that more closely correspond to
the user’s mental map, but the disadvantage of requiring extra computation.
A solution to this could come from methods that approach the anchoring
problem. As described in 5.1, the percepts (osm objects in our case) first
need to be interpreted as belonging to spatial objects.

Second, we are only considering a small part of osm and additional rules
may be needed for cases that we did not come across in this dataset. Ad-
ditional processing is also required when the reference resolution is to be
carried out in other languages than English. In our features, we exploited
the fact that osm tags and values are in English and therefore match natural
language expressions in some cases. Further linguistic processing and algo-
rithms that map osm concepts to language resources such as WordNet, like
Voc2WordNet (Ballatore et al., 2014), may be a useful resource to bridge
the gap between commonly used terms and map concepts.

In the next section, we present an approach using machine learning tech-
niques that overcomes some of these obstacles.

5.3.3 Resolving references using machine learning
As we have seen, there are several drawbacks with setting up rules. Some
rules are specific to the dataset or to the English language, and we have not

3A visualization of the osm coverage can be found at https://www.mapbox.com/

osm-data-report/

https://www.mapbox.com/osm-data-report/
https://www.mapbox.com/osm-data-report/
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addressed the issue of res that refer to more than one osm object, or to no
object at all. This section addresses some of these issues. We first formulate
the problem in terms of probabilities, and then give an overview of how the
context and the objects are represented.

Problem description

Whenever the pedestrian uses a re, we want to identify the target object(s),
the object or objects that the pedestrian intended to refer to when saying
the words in the re. In a probabilistic framework, we want to find the o

that maximizes P (o|r) for some set of objects, i.e. the object o that most
likely was referred to by the set of words r in the re.

In the domain we are considering, the pedestrians are walking along a
route and are primarily referring to objects in their immediate environment.
As they are moving along the path, objects are appearing and disappearing
from their view: the set of objects that are possible referents for their descrip-
tions – the candidate set – changes constantly. This means that additionally
to the words, we need to consider the pedestrian’s position p. Furthermore,
we assume that dialog context information c about what the pedestrian has
previously referred to during his walk also plays a role. Therefore, what we
really want to model are the probabilities P (o|r, p, c). Technically, however,
we will encode the position p and the dialog context c as part of the object
properties (see p. 132). Thus, we want to estimate P (o|r), where o is a
geographical object as seen from position p, and referred to in a context c.

Figure 5.5 shows an example utterance u from the SpaceRef data as
used in this study. The pedestrian uses 2 referring expressions to refer to
3 objects. re1 (down the stairs) refers to 2 objects, re2 (the arch at the
bottom) refers to 1 object. We are assuming that the step of extracting the
relevant res from an utterance is performed prior to resolving them. In
this particular situation, there are n objects o the pedestrian could refer to.
Every object o

i

is represented as a vector of features, encoding information
about what kind of object it is, how it is positioned with respect to the
pedestrian, and whether it has been mentioned before.

The task is then, given each of the referring expressions and the set of
candidate objects, to find the target set of objects o that the words in r are
most likely referring to. We are approaching this task following (Kennington
& Schlangen, 2015), who addressed the problem of reference resolution in
an abstract puzzle piece scenario.
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o
2

o
1

o
5

o
3

o
4

I continue in a southwesterly direction down the steps towards the arch at
the bottom

u1 : I continue in a southwesterly direction down the steps towards the arch
at the bottom
re1 : down the steps, o

t1 = {o1, o5}
re2 : towards the arch at the bottom, o

t2 = {o2}
candidate set cs1 : {o1 . . . o

k

}

Figure 5.5: Example utterance containing two referring expressions
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We are training individual word classifiers c that, when applied to a
vector representation of a geographical entity o

i

= (x1, . . . , x

n

), compute
the probability that the word r

j

refers to o

i

. That is, c

rj (o
i

) = P (o
i

|r
j

),
where c

rj is the classifier for the word r

j

.
Each c

rj is a logistic regression classifier represented by a set of weights
(w0, . . . , w

n

), where

P (o
i

|r
j

) = 1
1 + e

≠(w0+w1x1+···+wnxn) (5.1)

where o

i

is the object in question, r

j

is the word, and x1 . . . x

n

are the
features representing o

i

.
In general, for a referring expression r consisting of several words r1 . . . r

m

,
we compute the probability that r refers to each of the objects in the can-
didate set as a function of the probabilities for each word:

P (o
i

|r = r1 . . . r

m

) = f(c
r1(o

i

), . . . , c

rm(o
i

)). (5.2)

Following (Kennington & Schlangen, 2015), we let f be the arithmetic
average of all c

rj (o
i

). Then, objects with a higher probability value are more
likely to be the intended targets of the re.

Using the SpaceRef data as described below, we train these logistic
regression classifiers that compute an object’s suitability as a referent based
on the object’s features. Each word’s classifier is trained on the correct
targets (objects that it was used with) as well as randomly chosen other
objects from the same candidate sets (as negative examples). If an re has
more than one target, one positive example (and one negative example) is
added for each target. Therefore, during training, the information about
how many targets a re refers to, is not represented explicitly. This way
of training also makes the simplified assumption that a re unambiguously
picks out only the target object, and that no word in the re could appear
with any other object in the candidate set. The objects are represented as
vectors of numerical features that encode for example their type.

Intuitively, the classifier for the word building will learn to associate high
probability to objects that represent buildings (because they appeared as
positive examples), and lower probabilities to other objects, such as streets.
The classifier for the word the on the other hand is likely to associate equal
probabilities to buildings and streets, because speakers use it with both
kinds of objects.



130 CHAPTER 5. REFERENCE RESOLUTION

Table 5.5 shows a small example of how the word classifiers are used. In
this scene, the candidate set contains 5 objects. The pedestrian utters the
words towards the arch at the bottom. The method then takes each word
r of the utterance, computes the probability P (o|r) for each object o in
the candidate set (Step a), and then computes a final probability score for
each object o by averaging over all word probabilities for that object (Step
b), as given by Equation 5.2. If no classifier is available for a word, the
word is ignored. In Step c, the method picks the object with the highest
probability as answer, i.e. it assumes that this object is the target object.
In the example, it returns object o2.

In practice, not every re refers to exactly one object. It is possible that
a re refers to two or more object s (as in the example in Figure 5.5), or
that it refers to no object in the candidate set. As mentioned before, we are
assuming that a re refers to an object in the pedestrian’s environment. It is
however possible that the target object is not part of the candidate set even
though it is referential. The target object may not exist in the database, or
it was not considered as a candidate in the given situation, e.g. because it
was not considered visible given the pedestrian’s position. Furthermore (as
will be described in more detail below), number information in the re itself,
i.e. whether it is a plural or a singular re, does not necessarily correspond
to the size of the expected target object set.

We are therefore extending the method presented above to incorporate
these additional cases. In the following section, we explain the data and
features we are using. We then first look at the case of simple references
in which one re corresponds to one target object and show how our data
achieves results comparable to Kennington & Schlangen (2015). We then
suggest an extension of the method, capable of dealing with the case when
there are 0, 1, or more target objects for a given re, and present results
from experiments on our data.

The linguistic and physical context in SpaceRef

As in the previous section, we are using the SpaceRef data. For this study,
we are using a larger set of 1, 303 referring expressions that are annotated
with 1 or more target referents or tagged as having no referent object in the
map (cf. Table 5.6).

The osm map representation covers about 96% of the objects mentioned
by the pedestrians. This makes it possible to automatically compute a
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Table 5.5: Example application of word classifiers. If no classifier is available,
the word is ignored

(a) Word-to-object classification P (o
i

|r
j

)

Candidate objects o1...n

Words r1...m

o1 o2 o3 o4 o5
r1 = towards æ 0.11 0.99 0.89 0.26 0.25
r2 = the æ 0.59 0.90 0.76 0.76 0.76
r3 = arch æ 0.19 0.88 0.95 0.19 0.19
r4 = at æ 0.29 0.89 0.87 0.90 0.90
r5 = the æ 0.59 0.90 0.76 0.76 0.76
r6 = bottom æ ≠ ≠ ≠ ≠ ≠

(b) Composition ¿ ¿ ¿ ¿ ¿
qm

j=1 P (oi|rj)
m

0.35 0.91 0.85 0.57 0.57

(c) Selecting the target ¿

argmaxP (o|r) o2

Table 5.6: The SpaceRef corpus

Number of res 1303
Number of res with 1 target 559 42.9%
Number of res with 0 targets 526 40.4%
Number of res with >1 target 218 16.7%
Av. number of targets if more than one 3.01
Av. number of candidates per re 33

candidate set on the basis of the pedestrian’s position.4
As we have described in Section 5.2.6, the segmentation of space into ob-

jects does not always correspond to how a pedestrian views his environment.
Especially streets are cut up into many small segments, each with their own

4The gps position is not always accurate, resulting in 40% of the res having no target
referent in their respective candidate set.
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specification of speed limits or access restrictions. Likewise, plurals do not
necessarily have more than one target object, e.g. a block of buildings can
be represented as one object, but perceived and referred to as the buildings.
We will address how to make the choice of how many objects to return as
referents below (p. 135). We modify the selection step in a way that it
returns all the relevant objects as correct target referents.

Object features

In order to train the word classifiers, we need to represent the objects in
each candidate set using suitable features that capture a part of the word’s
meaning. In Section 5.2 we have described that most res contain descrip-
tions of the objects’ type. Therefore, an object’s features should contain
a notion of their type, i.e. whether the object is a street, a building, or a
bench. As mentioned earlier, we are using osm to compute the candidate
set on the basis of the pedestrian’s position: all objects in the immediate
vicinity at the time of using each word are considered. Additionally to po-
sitional information, osm provides semantic tags for each object, specifying
information like names, types, opening hours or other access information.

As in the previous chapter (Section 4.3.2), we are deriving 427 binary
type features from the osm annotation.5 If an entity is of a certain type, it
has value 1 for this feature, otherwise 0. osm tags consist of a tag key and
a tag value, e.g.:

<tag k="highway" v="secondary"/>

<tag k="name" v="odengatan"/>

<tag k="steps" v="yes"/>

<tag k="maxspeed" v="30"/>

Every osm tag is split into key (k="highway") and value (v="secondary").
The tag key becomes an object feature (highway=1). The tag value becomes
an object feature, unless the value is binary (<tag k="steps" v="yes"/>)
or is particular for every entity (as in the name tag). Binary tag values
are merged into the tag key, specific values are dropped. The definition of
which tags are binary and how many di�erent values a tag can take follows
osm’s wiki specification. Some tags are excluded altogether. These tags
specify information that is not relevant for pedestrians (e.g. maxspeed), or

5The complete list of features can be found in Appendix B.
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not relevant for the task. The above osm tag would result in the following
four binary type features:

highway secondary name steps_yes

As mentioned above, all osm data, including the semantic tags, are
crowd-sourced. We are basing the derivation of features only on such tags
that are defined in osm’s wiki. That means that other, user-defined tags
that also carry non-relevant information, are not excluded from the feature
set and introduce a fair amount of noise to our object representations. We
will show in this section that these features, that we obtain with only little
processing of the original data, are performing well when computing word
meanings.

Table 5.7 shows all the features we are using to represent the objects in
the candidate set, grouped into three di�erent kinds of features. Additionally
to the type features (osm), we are deriving positional information (pos) for
each object: the distance and angle relate each object to the pedestrian’s
position. The feature set context contains context information on whether
an object has been mentioned before and how recent this mention was in
terms of time or traveled distance. This context feature set is an extension of
features used in (Iida et al., 2011) and is intended to capture and incorporate
the meaning of function words, such as the determiners a and the, that, this
etc.

One-to-one references

In this setting, we are selecting from the data only those instances with tar-
get set size 1, i.e. where each re corresponds to exactly one object identifier
in the map. This is the case in 559 instances. We train the word classifiers
on di�erent combinations of features, in the way as described above (p. 127).
Testing is done using 10-fold cross-validation 10 times and averaging over
the results. The results can be seen in Table 5.8. We report the First Hit
Success (fhs), i.e. in how many cases the target object was correctly ranked
highest (and thus selected) by the method, and the Mean Reciprocal Rank
(mrr), indicating how high the correct object was ranked on average.6 For
comparison, in the puzzle piece setting in (Kennington & Schlangen, 2015),

6The Reciprocal Rank measure calculates the reciprocal of the rank. It is 1 if the
correct object is ranked highest, 0.5 if the correct object is ranked second, etc. The mrr
is the average across many such calculations.
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Table 5.7: The features that describe each candidate object. The first five
context features correspond to L1-5 in (Iida et al., 2011)

Feature Values
OSM
427 types 0/1 Is the object of that type?
POS
distance 2-log distance from the pedestrian’s position to the object
angle Angle between the walking direction and the object direction,

measured from the pedestrian’s position
CONTEXT
mrRE 0/1 The object is referred to by the most recent re
m10 0/1 The time distance to the last mention of this object is

Æ 10sec
m20 0/1 The time distance to the last mention of this object is

Æ 20sec and > 10s
m20+ 0/1 The time distance to the last mention of this object is

> 20sec
never 0/1 The object has never been referred to
t50 0/1 object has been mentioned within the past 50m traveled
t100 0/1 object has been mentioned within the past 100m traveled
t100+ 0/1 the pedestrian has traveled more than 100m since the last

mention of this object

Table 5.8: Evaluation results for one-to-one references

fhs mrr
osm 54.64 0.66
osm+pos 58.09 0.70
osm+pos+context 59.17 0.72
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the classifiers found 42% (fhs) of the targets and reached a mrr of 0.61.
Table 5.8 shows that already when using only the information contained
in the osm tags, the fhs rate reaches 55% with a mrr of 0.66. Including
positional and context information, we obtain a fhs in 59% of the cases and
a mrr of 0.72.

One-to-many references

The assumption that there is exactly one object that is the correct target
referent does not hold for more than half of the referring expressions in our
data. In 40% the correct target is not among the candidate referents (cf.
p. 130), and in another 17% the target corresponds to a set of more than
one object in the database.

Using the original method and choosing the most likely object will result
in a wrong answer when there is no correct target, and an insu�cient answer
when there is more than one. Instead, when there are several targets, a
reference resolution method should preferably return all these targets, and
when there is no target, the method should return the empty set.

A possible solution is to define a threshold value t, where only the object
or objects that have a probability of at least t will be considered as refer-
ents. If the highest ranked object is below the threshold, no object will be
returned.

In the next step, we are splitting our data into a training set of 80%
(1, 025 instances) and a development and test set of 10% each (132 and
146 instances, respectively7). The training set is used for training the word
classifiers as described previously, whereas the development set is used to
determine a suitable threshold value. The test set is used for evaluation.
Unless otherwise stated, all training and testing is carried out in 10 itera-
tions, and we report averages (negative examples for the word classifiers are
chosen at random and di�er for each training run).

For evaluation, we now look at how many objects were (in)correctly
classified for each re. Recall that for each re, there is an average of 33
candidate objects. Each object is assigned a probability that it is the correct
referent of the referring expression in question. In finding the threshold
value, we are using all three feature sets, and vary the threshold over a

7The data is split on the utterance level, where each utterance contains one or more
referring expressions.
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range of [.5; .95] in steps of 0.05. All objects that obtain a probability of at
least the threshold value will be returned by the method.

Figure 5.6 shows how di�erent evaluation measures are changing with
varying threshold values. Every target referent is a positive, all other objects
are negatives. For a re without a target referent in the candidate set, all
objects should be classified as negative. For each re, there are many more
objects that should be classified as negative, i.e. as not being the correct
referent. When classifying all objects as negative, i.e. never returning a ref-
erent, we would obtain an accuracy of 0.97. With the original method of
choosing the object(s) with highest probability, the accuracy on the devel-
opment set is also 0.97. Starting at a threshold value of 0.8 the accuracy
improves over the original setting (Figure 5.6a).

When we look at the F-measure (Figure 5.6c), a threshold of around 0.80
is best in terms of both positives and negatives (F=0.46). For the positive
class (objects chosen as referents), this threshold means a recall of 0.52 and
a precision of 0.41 (Figure 5.6b). For the negative class (objects rejected
as referents), both precision and recall are close to 1.0. In a particular
application, it may be desirable to prefer higher precision over higher recall
(being sure that what was found is a correct referent), or vice versa (finding
as many targets as possible at the expense of including false positives). Here,
we are not making such a choice and set the threshold value at 0.80. At
this threshold, the method also works well in terms of how many targets it
finds for the di�erent conditions: It predicts on average 1 object for the case
where there is only 1 or no target referent and slightly over 2 in the case
where there are more.

Testing on the held-out test set

Table 5.9 shows the results for applying the learned models on the remain-
ing 10% of the data (146 instances) with a threshold of 0.80 for selecting
referent objects. The table shows the results from the development set for
comparison. The results are similar on both sets.

Evaluation per referring expression

The evaluation measures in Table 5.9 show what happens within each can-
didate set. Table 5.11 shows how many of the referring expressions the
method resolves correctly. In the strictest setting, where the method re-
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(a) Accuracy

(b) Precision and Recall

(c) F-measure

Figure 5.6: Evaluation measures for di�erent threshold values
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Table 5.9: Evaluation results for the held-out test data when selecting ob-
jects that have a probability of at least 0.8

Test Set Dev Set
Measure Pos Neg Pos Neg
Accuracy 0.97 0.97
Precision 0.40 0.98 0.40 0.99
Recall 0.45 0.98 0.48 0.98
F-measure 0.42 0.98 0.44 0.98

Table 5.10: Computing the Mean Reciprocal Rank for sets of targets (æ):
Before computing the Reciprocal Rank (rr), each target’s rank is reduced
by the number of higher-ranked targets

Ranking Rank RR Ranking Rank RR
æ 1 o1 1 ≠ 0 1.0 æ 1 o1 1 ≠ 0 1.0
æ 2 o5 2 ≠ 1 1.0 2 o4

3 o4 æ 3 o5 3 ≠ 1 0.5
4 o2 æ 4 o2 4 ≠ 2 0.5
5 o3 5 o3

mrr: 1.0 mrr: 0.67

turns all targets and no false positives, the method resolves 44.3% of the
referring expressions correctly. When there is no target referent, it answers
correctly with the empty set in more than half of the cases. When there
is one referent, it answers correctly in one third of the cases, when there
is more than one referent, in one fourth of the cases. Allowing also false
positives in the answer set, it answers correctly about half of the time.

We are also computing the mrr per referring expression as follows (cf.
Table 5.10): When there is no target, the reciprocal rank is 1.0 if the answer
is correct, and 0.0 otherwise. When there is one target, the reciprocal rank
is, as before, the target’s reciprocal rank. When there are several targets,
the rank of each target is reduced by the number of higher-ranked targets.
All targets’ reciprocal ranks are then averaged to obtain the re’s mrr. In
this way, if all targets were at the top of the ranking, with no objects ranked
between them, the mean reciprocal rank for the target objects in this re
is 1.0.
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Table 5.11: Evaluation per re on the test set (threshold=0.8). tp:True
Positives, fp:False Positives

Target Set Size mrr
t=0 Correct (tp=0, fp=0) 59.0% 0.59
t=1 Correct (tp=1, fp=0) 37.0% 0.71

Partly correct (tp=1) 48.4%
t>1 Correct (tp=t , fp=0) 25.9% 0.73

Partly correct (tp=t) 26.8%
Partly correct (tpØ2) 51.4%
Partly correct (tpØ1) 67.3%

Total Correct (tp=t, fp=0) 44.3% 0.66
Partly correct (tp=t) 49.4%

Results

The results for the simple setting (one-to-one references, see p. 133) show
that the basic approach of training word classifiers and applying them to
features derived from osm representations of objects works well. Choosing
the most likely object resolves simple one-to-one references in almost 60%
of the res. Considering that this reference resolution problem is a di�cult
one – selecting the correct referent out of 33 candidate references on average
– we consider this result to be a success.

For the general case – where there might be 0,1, or more correct refer-
ents – the extended method using thresholds resolves 44.3% of the referring
expressions correctly. Recall that ‘resolve correctly’ here means that the
method must select exactly the right set of referents, so this is an even more
di�cult problem than the one-to-one case. Not surprisingly, the result is
not as good as the one-to-one reference case, but still higher than the 42%
for the one-to-one references in Kennington & Schlangen’s (2015) puzzle
piece setting. Recall that in Section 5.3.2, the heuristic rules resolved 63%
of the res, but that the objects were segmented manually (i.e. the method
knew exactly which osm objects conceptually belong together), and the type
mapping was also set up manually.

When there is one target referent, the extended method produces a com-
pletely correct answer in 33.3% of the re, and a partly correct answer in
49.2%. The basic method of choosing the most likely object was correct in
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59% of the res it tested. However, we can now also resolve the other two
cases without explicitly representing information about the target set size.

Discussion

Given the sparseness of the language data and the crowd-sourced nature of
the geographical data, we consider the results a good step towards incorpo-
rating geographical reference resolution into a real-time system.

Recall that the geographical representation we are using is imperfect in
two ways. On the one hand, we cannot be sure that all information in osm is
complete and correct. On the other hand, the gps signal of the pedestrian’s
position is only an approximation of his real position. This situation is
however realistic in this domain and we have therefore not manipulated
neither the map representation nor the gps signal. Those features that
represent the positional information are therefore noisy and a closer look at
the classifiers of the words left and right in Table 5.12a reveals that they
have not learned any association with these features. The table shows the
three highest and lowest weighted features as well as the weights for the
angle feature.

On the other hand, semantic information about an object’s type or
appearance correlates well with type features that we would expect. Ta-
ble 5.12b shows the highest and lowest weighted features for the nouns road
and building. Context information about whether an object has been men-
tioned before, within a certain time span, or a certain distance traveled also
shows the expected correlations, as shown for the words same and this in
Table 5.12c.

The size of the vocabulary that the pedestrians use to describe their
environment is relatively small. From our training set, we obtain about
280 word classifiers, most of them have seen only few examples. In the
complete dataset of (313 distinct tokens), the average number of examples
per classifier is 63.3, the median is 31.5. Only 73 words occur at least 10
times, 45 occur at least 20 times.

Figure 5.7 shows how many of the words in a re have classifiers, and
how many times the word occurred in the training set. In the training set
that we have used, at least 90% of the words had classifiers and 60% of the
words have classifiers that were trained on at least 20 examples.
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Table 5.12: Example classifiers

(a) Positional features contain noise: extract of the word classifiers for left and right

c

left

c

right

feature weight feature weight
mrre 1.0627 m10 0.8375
name 0.9451 highway 0.6167
wikipedia 0.9019 hospital 0.5181
angle ≠0.0115 angle ≠0.0106
distal ≠0.3641 barrier ≠0.4974
t100plus ≠0.5146 service ≠0.7232
m10 ≠0.5274 distal ≠0.9838

(b) Semantic (osm) features correlate well with types: extract of the word classifiers
for the words road and building

c

road

c

building

feature weight feature weight
highway 1.8894 building=yes 1.3778
name 1.6214 website 1.1827
secondary 0.8873 t50 0.5660
bus_stop ≠0.5856 waste_basket ≠0.2552
distal ≠0.7588 highway ≠0.9854
never ≠0.8692 distal ≠1.6728

(c) Context features in function words: extract of the word classifiers for the words
this and same

c

this

c

same

feature weight feature weight
highway 1.0784 t100 1.1097
mrre 0.7123 m10 0.9109
secondary 0.6251 secondary 0.6382
track ≠0.2252 never ≠0.1744
angle ≠0.3001 distal ≠0.5068
distal ≠1.5258 mrre ≠0.7048
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Figure 5.7: Coverage of the word classifiers

5.4 Summary and conclusion

In this chapter we have presented two approaches to resolve references that
pedestrians have made while moving through a city environment. The first
approach, based on heuristics, required a set of rules to map from type
and name mentions to osm tags. Few rules covered a large part of the
references. Nevertheless, this method will undoubtedly perform worse in
other geographic areas and cannot be used for other languages.

The second method is neither depending on the language (the models
can be built in the same way for another language), nor is it particular to
the area, with the exception that in other geographical areas, other osm
tags may occur.

We have not discussed here the step of identifying the relevant res, not
just in terms of whether they refer to geographic entities, but neither in terms
of whether they refer to objects in the immediate environment. Information
about higher-level dialog structure, such as the dialog act, can be used to
disambiguate a request for navigation (Guide me to the museum) from a
local reference (Should I turn at the bakery?). Although we have explicitly
excluded abstract nps here (that do not refer to any geographic object), this
was not completely necessary. For nouns like mistake, that never refer to
a geographic object, no classifier would have been trained and the method
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would have correctly returned the empty set.
When we resolve the references using the word classifiers, we do not

distinguish between purely exophoric references, and anaphoric references
to entities that have already been mentioned. The information that an
object has been referred to before, is encoded in the object vectors, but the
information about the object’s features in the previous context(s) is lost, as
well as the information about how often it has been referred to, or which
parts of it. Not all sub-parts of an objects may be contained in a candidate
set, e.g. all the segments of a long street. Knowing which parts were referred
to before, and in which relation they stand to the parts currently visible,
could give an indication about whether the object is perceived as a new
object, or as the same. We have not examined the corpus for re-mentions
that occur after more than 20 seconds, but the pedestrians walk a round
tour and do revisit some major streets and places become visible again even
when they are not visited. This would require a method which more closely
follows the anchoring approach and introduces a symbolic layer on top of the
map representation that accumulates information about mentioned objects.

We have already mentioned Reference Domain Theory and how it can
be used to structure the context prior to hearing the particular re, but
also on the basis of the re (e.g. counts: two buildings). There are two
questions connected to this. The first is deciding which entities to combine.
The second question concerns the merging of attributes of the individual
entities For the case of streets, that are split up into many individual entities,
Thomson & Richardson (1999) have implemented a method that combines
continuing road segments into strokes, based on the principles of perceptual
grouping and considering di�erent categories of roads. However, with the
geographic representation at hand, it remains unclear how to represent a set
of objects based on the features of the individual objects. This is a known
issue in research using osm (Ballatore et al., 2013). When combining a
street and its sidewalks into one structure, how should the street type be
represented for the set?

Another direction worth pursuing is to investigate which words require
which features and restrict learning to these features. Certain function words
do likely not require information about the semantic types of objects rather
than just temporal or spatial context information. This includes also the
handling of words that express spatial relations.





Chapter 6

Conclusion

6.1 Summary
The guiding question of this thesis was: How can we build models from
data of humans’ linguistic and movement behavior in order to aid auto-
matic pedestrian wayfinding systems in making cognitively more adequate
decisions? We have presented methodologies for deriving such decision-
making models, collected data from pedestrians in an urban environment
and derived models directly from this data.

We have started by giving an overview of the relevant literature on
human wayfinding, cognitive conceptualization of space, and geographic
representations of space. This research shows that humans conceptualize
space qualitatively, in contrast to the quantitative representation of the
geographic resource we are using: a map of the urban environment that
contains metrical information about objects’ positions and semantic infor-
mation, e.g. about their type.

The motivation behind the work presented in this thesis is an interactive
spoken pedestrian wayfinding system that can express and understand spa-
tial concepts in the qualitative way that most humans do. The models we
built are applicable both in the natural language understanding and genera-
tion components of an interactive system, and address three aspects of such
a system:

1. In a given routing situation, the system must make a choice about how
to express the next instruction. If the pedestrian is supposed to change
direction, this instruction can be expressed by a relative direction:

145
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turn left/right. This kind of instruction should however only be used
in a situation that is unambiguous in terms of the path options the
pedestrian can perceive, so that the pedestrian can confidently identify
the correct path.

2. When giving route directions to each other, humans make extensive
use of landmarks, salient objects in the environment of the traveler.
These objects help the pedestrian understand how to proceed along
the route. In each urban routing situation, there can be many visible
objects, e.g. buildings, shops, or parks. An automatic system must
therefore have a mechanism to choose a landmark from among these
objects.

3. When using an interactive system, the user will also refer to objects in
the environment himself, e.g. when asking for clarification: Should I
turn at the church? In order to answer this question, the system must
interpret the user’s question and resolve the reference the church to an
object in the geographic representation.

We addressed these three aspects by collecting relevant data in a large-
scale urban environment and derived models directly from it. As geo-
graphic representation, we used the crowd-sourced Openstreetmap database
throughout the thesis. For the first model, presented in Chapter 3, we have
asked pedestrians in di�erent routing situations for their subjective ratings
of how confident they are in following di�erent kinds of instructions. We
described a method to represent the pedestrian’s routing situation based on
the geographic representation using visibility vectors. From this representa-
tion, the user ratings, and the next step according to the planned route, we
built a model that predicts a confidence value for instructions that contain
a relative direction.

For the second model, presented in Chapter 4, we have collected data
of pedestrians giving incremental route directions along a pre-defined route.
We annotated the data with information about what objects the partici-
pants mentioned according to the geographic database. Information about
where each object was mentioned is present in the collected data. From this
information, we built a model that predicts a landmark in a given routing
situation.

The same data of pedestrians describing their route was also used for our
third model, presented in Chapter 5. The data was additionally annotated
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with the linguistic expressions that the participants used to refer to an ob-
ject. Based on their words and their position, the model we built resolves
the pedestrians’ references.

All models were evaluated on held-out data. The evaluations of the de-
rived models show that the described methodologies are applicable in the
given urban wayfinding setting, that is characterized by a number of uncer-
tainties, such as by inaccurate gps positional information of the pedestrian,
and a crowd-sourced geographic representation. Concerning the setting of
the data collections, the fact that all data was collected in a real environ-
ment and the gps information was not manipulated, makes the applicability
of the methods very promising. We assume that with more data and more
elaborate features, such models will make useful decisions in a working sys-
tem.

6.2 Conclusions

In the context of pedestrian wayfinding, automatic systems need to be able
to reason about the user’s situation in order to give useful navigation aid. In
particular, the quantitative geographical information needs to be translated
into qualitative information that is easy to understand for the user. In an
interactive system, the user’s input needs to be interpreted with respect to
the current routing situation.

The data collections that have been carried out in the scope of this thesis
were carried out in a real, large-scale environment and contain information
about pedestrians’ movement, as well as about how they conceptualize and
verbalize spatial information. The Wizard-of-Oz setup gave the study par-
ticipants the illusion of interacting with an actual system, thus creating
the kind of environment in which the derived models are to be used. As
only few such data collections have been carried out before, this data is a
useful resource for further studies on both generating route directions and
understanding user input.

We have shown how we can use this kind of data to build models, us-
ing only information that is directly available to a wayfinding system: the
pedestrian’s (transcribed) speech and his position. Openstreetmap was used
as a geographical representation, but the way in which the models are built
is general enough to work with other geographic databases as long as they
contain su�cient information about objects’ positions and semantics. Fur-
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thermore, the models that are built in the context of landmark salience
are not restricted to spoken instructions. This information could also be
presented to the user visually.

The implications of the work presented in this thesis are therefore mainly
of a methodological nature. First, using the Wizard-of-Oz methodology for
collecting data creates a more realistic setting of the human-machine interac-
tion in which our models are to be applied than a virtual or human-human
setting in which the experimenter has to follow the participant. Second,
instead of setting up heuristic rules or defining features and their impact
manually on the basis of such data, machine learning methods can be ap-
plied to automatize this process. In the first study, we have shown how to
make a decision about using a relative instruction on the basis of line-of-
sight information using a binary logistic regression model. In the second
study, we have shown how to empirically derive which features contribute
more or less to the salience of objects, using ranking algorithms. In the third
study, we have shown how associations between words and object features
can be learned, overcoming the mismatches between how humans segment
the space around them and how this space is represented formally, using
logistic regression classifiers.

These methodologies contribute to the growing body of research on
pedestrian wayfinding that studies the various aspects of automatically giv-
ing spoken route directions. This research primarily aims at making these
route directions more easily understandable and the interaction with these
systems more natural. We have shown how we can extend current e�orts
of cognitive modeling by collecting relevant data and learning user behavior
directly from this data.

6.3 Future work
There are a number of directions in which our work can be extended:

• More data: The main limitation of this work is the relatively small
size of the datasets. The segmentation of the data di�ers for the three
studies, and therefore also the size of available data. In the first two
studies, presented in Chapters 3 and 4, the dataset is quite small, while
for the third study, presented in Chapter 5, the size is comparable to
other studies in the same context (Kennington & Schlangen, 2015).
Data should also be included from other urban environments in order
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to identify potential overtraining and create models that are more
general.

• User evaluations: The models are built to be used in an automatic
wayfinding system, therefore it is important to include them into such
a system and evaluate their usefulness in the context of route direction
giving directly. This is especially important for the derived salience
models. These models were derived from pedestrians giving route di-
rections, but are to be applied when they receive route directions.

• Linguistic and cognitive analysis: The SpaceRef data collection can
be analyzed more systematically than we have done for our purposes.
Tenbrink (2015) describes a framework to analyze language data for
the purpose of understanding cognitive processes. Even though most
participants in our data collections are not native English speakers,
choices like where and how many descriptions and instructions are
used, for example in connection with landmarks, could help in refining
the models. For example, one could investigate whether it is feasible
to build separate models for landmarks in descriptions vs. instructions.
This would however also require more data.

• Other modalities: A potential extension for both the salience and
the reference resolution methods is to include information from other
modalities, e.g. visual information of what the pedestrian actually sees.
This kind of information is quite hard (but not impossible) to obtain
in the kind of real-space data collections we carried out.





Appendix A

Data Collection Materials

This appendix contains material used for the data collections: A.1 shows an
example consent form, A.2 shows the task description for the data collection
carried out in Chapter 3. A.3 shows the task description used for the data
collected for the studies in Chapters 4 and 5, the corresponding map can be
found in A.4. A.5 shows the results from some of the questionnaire items
that participants receive after the two main data collections.
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A.1 Example consent form
This consent form was used for the data collected at street level.

Informed Consent Form for Experimental Participants

Please read the following information carefully. You can also request a copy for future reference.

________________________________________________________________________________

Experiment: City-Navigation using the SpaceBook Spoken Dialog System
Experimenters: Johan Boye and Jana Götze
Affiliation: KTH Royal Institute of Technology
________________________________________________________________________________

DESCRIPTION: You are invited to participate in a research study that investigates route-giving 
and route-following behavior in human-machine interaction. You will interact with a spoken dialog 
system that gives you instructions on what to do. Your speech and GPS position will be recorded so 
that we can study how people interact with the system in different situations. You will also be asked 
to fill out a questionnaire afterwards.

RISKS AND BENEFITS: You will carry a smartphone that records speech and position data
about your actions during the experiment. There are no known risks involved in this procedure.

TIME INVOLVEMENT: Your participation will take approximately 90 minutes.

SUBJECT’S RIGHTS: If you have read this form and have decided to participate in this
experiment, please understand your participation is voluntary and you have the right to withdraw
your consent or discontinue participation at any time without penalty. You have the right to
refuse to answer particular questions. Your individual privacy will be maintained in all published
and written data resulting from the study. Any data will only be used for scientific purposes. Note 
that your voice is recorded and may thus be recognizable.

If you agree with the above-stated conditions and are willing to participate in the experiment,
please sign below. By signing the form, you confirm that you meet the following conditions:

• You have read the above consent form, understood it and you agree to it.

• You want to participate in the above-mentioned experiment.

Name:

Date: 

Signature:
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A.2 Task description I: Relative directions
Experiment Task 

Your task is to follow and rate spoken navigation instructions. 

This is what will happen: 

You will receive a phone and a headset, through which the instructions will be spoken to you 
when you are out in the street. The phone should be kept in your pocket at all times. 

Each instruction will describe the direction in which you should go next. You only have to choose 
into which direction to go, not how far. The system will tell you how far to go by informing you 
when you have reached the next choice point. 

After giving you the instruction, the system will ask you to rate the instruction:                              
How confident are you that you know which direction you should take? 

When you have rated the instruction, you should start walking into the direction that you think is 
correct. If you do not know where to go, choose the one that you think is most likely. Once you 
have started walking, you are free to comment on the instruction that you received. For example, 
you can comment on whether you think the instruction was good or bad and why, what would 
have been a better instruction and why it was maybe confusing. 

Don’t  worry  about  choosing  an  incorrect  direction.  If  this  happens,  the  system  will  inform  you  and  
ask you to go back to the last choice point and you will receive a new instruction. 

Please keep your own phone switched on during the experiment, so that the experiment leader 
can reach you in case of technical problems. However, please do not answer calls from other 
people, and please do not digress from the experiment to do shopping or chat with a friend. 

Each segment will have this structure: 

 the system: gives you an instruction 
 you: say  “okay”  if  you  have  understood  the  instruction  or  “repeat”  to  hear  it  again  until  you  

have understood 
 the system: asks you for your confidence rating 
 you: rate the instruction on a scale from 1 -- “not  confident  at  all”  to  5  -- “very  confident” 
 the system: asks you to start walking and make comments 
 you: start walking and comment until the system asks you to stop for the next instruction 

Before the actual experiment starts, there will be some training instructions, so that you can get 
used to how this system works. 
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A.3 Task description II: SpaceRef
Experiment Task 

 
 
Your task is to walk along the route that you are given on a map and describe this 
route to the system by giving instructions to it. 
 
The system is trying to follow your path description on its own map. If it doesn't 
understand where to go, it will ask you to clarify your instruction. 
 
The map that you are holding in your hands is not the same map that the system can 
see, your map serves only as a guide for you to go along a specified way. Do not 
describe the route on the map, but instruct the system according to what you see 
when you are walking. 
 
At the time of the experiment, the system has no access to the GPS data that is 
recorded on the phone. This data will later be used to compare the path that the 
system found according to your instructions to the route that you walked. 
 
Note: 
The  system  has  a  slight  delay,  it  might  not  answer  immediately  and  be  “a  bit  behind  
you”  on  the  path. 
 
 
 

If you are experiencing problems or you think you are completely stuck, please call 
this number from your phone: 08 – 790 6293. 
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A.4 The unlabeled map



A.5 Participant questionnaires
As part of the data collections carried out at street-level, participants were
asked to fill out a questionnaire after they completed their interaction with
the wizard system. They were given a number of statements that they rated
along the following scale:

1 – Strongly disagree 4 – Somewhat agree
2 – Disagree 5 – Agree
3 – Somewhat disagree 6 – Strongly agree

This section shows how the participants answered some of these questions.
44 participants answered these questions, 32 of them received instructions
from the system (cf. Chapter 3), 12 described their route to the system
(cf. Chapters 4 and 5).

I am familiar with this area of Stockholm.
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I use a smartphone on a regular basis.

I use voice applications on a regular basis.

The system’s speech was easy to understand.



Appendix B

Features derived from
Openstreetmap

0% caterer garden open services
1 chimney gate opening_hours seventh_day_adventist
10 christian gentlemans_club operator shared
16 church gluten_free#yes opposite shelter
17 cinema grass opposite_lane shop
2 city grass_paver origin sidewalk
637 cli� grave_yard outdoor siding
90% clinic gravel outdoor_seating#yes skateboard
? clock greek_orthodox park skating
A closed ground parking skyscraper
APV cluster gym parking#no slipway
Computer Club cobblestone hackerspace parking:lane:both smoking#no
Djurgården college height parking_aisle soccer
FITA commercial highway parking_entrance spa
Humlegården compacted historic parkväg species
Le Violon Dingue company history path sport
Retrieved from v1 compressed_air horse#yes paved sports_centre
Retrieved from v2 concert_hall horse_track paving_stones stadium
Tomteboda;Roslagstull; conference_centre hospital payment state

Norra station; Odenplan construction#yes hostel peak step_count
Vapiano contact:email hotel pedestrian step_number
YYYY-06-01 contact:fax hour_o� permissive steps#yes
YYYY-08-01 contact:phone hour_on pharmacy stop_position
abutters contact_line housename phone street
access#no container housenumber pier sub_station
access#yes controlled hump pitch suburb
address country incline#yes place surface
admin_level craft incomplete#yes place_of_worship surveillance
administrative crossing indoor#yes plasticrubber swimming
al_fresco#no cuisine information platform swimming_pool
al_fresco#yes cultural internet_access playground swings
amenity cycleway internet_access:fee#no police table#yes
archery dance iron pond take_away#no
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area#no dance:style island post_box take_away#yes
area#yes dance:teaching#yes jewish post_o�ce tank
artist darts junction postal_code taxi#yes
artist_name date_o� kindergarten postcode telephone
artwork#yes date_on landcover power tennis
artwork_type day_o� landuse primary tertiary
asian day_on lane primary_link theatre
asphalt delivery#yes lanes private toilets
athletics denomination latitude protestant toll_booth
atm#yes denotation layer pseudo#yes tourism
attraction description lcn#yes psv#yes towards
bank description:en leisure pub tower
baptist designated level public tower:type
bar designation library public_transport track
barnvagn#no destination lift_gate railway track_detail#yes
barrier dirt limited ramp#no tracks
basin dismount lit#yes ramp#yes tra�c_calming
basketball dispensing#no locality recycling tra�c_signals
bell dispensing#yes lock#no recycling:batteries#yes train#yes
bench#no distance locksmith recycling:cans#no train_station
bench#yes doctors longitude recycling:cardboard#yes transparancey
bicycle#no dog_park lookout_tower recycling:glass#yes tree
bicycle#yes down lutheran recycling:glass_bottles#yes tree_row
bicycle_parking drain main recycling:newspaper#yes tunnel#yes
bicycle_rental drive_in#no man_made recycling:paper#yes turning_circle
board education marina recycling:plastic#yes type
bollard education;partying material recycling:scrap_metal#yes u
both ele maxheight recycling_type unclassified
boules electrified#yes maxweight religion uncontrolled
boundary elevator meadow research underground
brand email memorial residential university
bridge#yes embassy methodist restaurant unknown
bridge:name emergency#no microbrewery#no retail unpaved
bridleway entrance#yes mid-century modern retaining_wall up
brownfield equestrian miniature_golf roof url
building#yes escalator monday rooms value
building:architecture fast_food monument roundabout vehicle#yes
building:type fax mooring running viewpoint
building:use fee motor_vehicle#no sailing wall
bump fence motor_vehicle#yes salsa;cha-cha;rumba;bachata; wall:material
bureau_de_change fire_station motorcar#no west_coast_swing;raeggeton waste_basket
bus#yes fitness motorcycle#no salvation_army water_park
bus_station folkets hus motorway sand water_tower
bus_stop food_court motorway_link school waterway
cafe foot#no museum sculpture website
capacity foot#yes music_venue second_hand#yes wheelchair#no
capacity:disabled#yes football name secondary wheelchair#yes
car#no footway natural secondary_link wifi#no
car#yes forest network segregated#no wikipedia
car_rental fountain nightclub segregated#yes wikipedia:sv
car_stopper_thingie friday no_stopping separate wlan
card,SMS,cash fuel none separated wood
casino o�ce service zone
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