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Abstract

This thesis consists of three papers, all treating various aspects of
the operation partial balayage from potential theory.

The first paper concerns the equilibrium measure in the setting
of two dimensional weighted potential theory, an important measure
arising in various mathematical areas, e.g. random matrix theory and
the theory of orthogonal polynomials. In this paper we show that the
equilibrium measure satisfies a complementary relation with a partial
balayage measure if the weight function is of a certain type.

The second paper treats the connection between partial balayage
measures and measures arising from scaling limits of a generalisation
of the so-called divisible sandpile model on lattices. The standard di-
visible sandpile can, in a natural way, be considered a discrete version
of the partial balayage operation with respect to the Lebesgue mea-
sure. The generalisation that is developed in this paper is essentially a
discrete version of the partial balayage operation with respect to more
general measures than the Lebesgue measure.

In the third paper we develop a version of partial balayage on
Riemannian manifolds, using the theory of currents. Several known
properties of partial balayage measures are shown to have correspond-
ing results in the Riemannian manifold setting, one of which being
the main result of the first paper. Moreover, we utilize the developed
framework to show that for manifolds of dimension two, harmonic and
geodesic balls are locally equivalent if and only if the manifold locally
has constant curvature.
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Sammanfattning

Denna avhandling består av tre artiklar som alla behandlar olika
aspekter av den potentialteoretiska operationen partiell balayage.

Den första artikeln betraktar jämviktsmåttet i tvådimensionell vik-
tad potentialteori, ett viktigt mått inom flertalet matematiska inrikt-
ningar såsom slumpmatristeori och teorin om ortogonalpolynom. I den-
na artikel visas att jämviktsmåttet uppfyller en komplementaritetsre-
lation med ett partiell balayage-mått om viktfunktionen är av en viss
typ.

Den andra artikeln behandlar relationen mellan partiell balayage-
mått och mått som uppstår från skalningsgränser av en generalisering
av den så kallade ”delbara sandhögen”, en diskret modell för parti-
kelaggregation på gitter. Den vanliga delbara sandhögen kan på ett
naturligt sätt betraktas som en diskret version av partiell balayage-
operatorn med avseende på Lebesguemåttet. Generaliseringen som ut-
arbetas i denna artikel är väsentligen en diskret version av partiell
balayage-operatorn med avseende på mer allmänna mått än Lebesgue-
måttet.

I den tredje artikeln formuleras en version av partiell balayage på
riemannska mångfalder utifrån teorin om strömmar. Åtskilliga tidiga-
re kända egenskaper om partiella balayage-mått visas ha motsvarande
formuleringar i formuleringen på riemannska mångfalder, bland annat
huvudresultatet från den första artikeln. Vidare så utnyttjas det utar-
betade ramverket för att visa att tvådimensionella riemannska mång-
falder har egenskapen att harmoniska och geodetiska bollar lokalt är
ekvivalenta om och endast om mångfalden lokalt har konstant krök-
ning.
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1 Introduction

In this chapter we give a brief overview of the main topics of the thesis, at a
level hopefully understandable to both specialists and non-specialists alike.

1.1 Planar fluid dynamics

Imagine two parallel flat plates, separated by a very small distance in com-
parison to the size of the plates themselves. Assume that there is a ‘blob’ of
some viscous incompressible fluid between the plates, for instance a droplet
of oil. With this setup, we can now imagine trying to press the two plates
together even more, thereby decreasing the already small distance between
them further. In the process of doing this, the blob of viscous fluid must
necessarily grow, since the volume of the fluid must remain the same (it
is, after all, assumed to be incompressible) while the available ‘height’—the
distance between the plates—becomes smaller and smaller. This is called
the squeezing problem for the fluid region, and we are interested in finding
out precisely how the fluid region will grow as we squeeze the plates together
more and more.

An alternative to forcing the plates closer together would be to imagine
that we drill a hole in the upper plate at a point in the fluid region, and,
for instance via a syringe, inject more fluid into the blob, causing it to grow
that way. Regardless of what we choose to do, the fact that the fluid will
start to grow is the result of us creating a flow of the viscous fluid. With
the above assumptions, i.e. that the fluid is viscous and incompressible, and,
above all, that the distance between the bounding plates is so small that it
in essence becomes negligible when studying the problem, it turns out that
this flow is rather special, in that the problem of explicitly calculating how
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2 CHAPTER 1. INTRODUCTION

the fluid region grows often can be solved completely, at least for small time
steps. The flow of a viscous and incompressible fluid of this type is called
Hele-Shaw flow, after the English engineer H. S. Hele-Shaw (1854–1941),
who suggested the study of a similar problem of fluid dynamics in [11].

The Hele-Shaw flow can be described in terms of a mathematical tech-
nique from potential theory called partial balayage, and this technique will,
as alluded to in the title of the thesis, be the main object of study. In par-
ticular, we will introduce a slightly more general definition of the partial
balayage operation, and relate it to key elements of so-called weighted po-
tential theory. We will moreover consider some discrete particle aggregation
models and their connections with partial balayage, as well as extend the
partial balayage operation to the setting of curved spaces.

1.2 Particle aggregation on lattices

As an illustration of the relationship between discrete particle processes and
partial balayage, consider the following example. Imagine that we have a
two-dimensional grid of points, and that we at one of these points have
put a large number of sand grains, and that all of the other points on the
grid are empty. Such a tower of sand grains placed on top of each other
would naturally be very unstable, and it would not require much influence
for the sandpile to start to topple, with the sand falling down and landing
on grid points that previously were empty. Imagine also that we are slightly
pedantic, and do not like any unevenness in the blob of sand that we get
after the initial toppling of the tall tower of sand grains, and start to smooth
the sand out—with the least amount of effort possible—in such a way that
there in the end is at most one grain of sand in every point on the grid. A
natural question to ask now is: how is the sand distributed on the grid?

As anyone who has ever toppled over a tall sandpile is well aware of, sand
usually falls in all possible directions, hence it is not totally unintuitive to
simply guess that sand is distributed like a ball centred at the point where
we had the initial tower of sand grains. Indeed, L. Levine and Y. Peres
has in [15, 16] shown that this is precisely the case. Moreover, the more
sand grains we add to the initial tower of sand, the larger will the radius of
the ball of sand be in the end. It turns out that there actually is a rather
strong connection between this sandpile model and the injection problem for
fluids described in the previous section, if we imagine that we successively
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Figure 1.1: Hele-Shaw flow on a two-dimensional sphere, with fluid (blue)
being injected at the north pole. The last point to be filled in as the fluid
covers the sphere when more fluid is injected will be the antipode of the
injection point, i.e. the south pole.

shorten the distance between points on the grid to better approximate the
continuous setting of the fluid flows.

In the above process of moving sand we can rather easily imagine that
we choose to impose other rules—we may for instance decide that some grid
points are allowed to have up to ten grains of sand in them in the end, or
go the other way and force them to be completely empty—and the specific
rules we choose to impose will naturally result in different distributions of
sand at the very end. This will be our starting point as we investigate
the connection between this discrete sandpile model and results of partial
balayage operations.

1.3 Fluid flows on curved surfaces

Returning to the fluid flow described in Section 1.1, we saw that this was a
flow imagined to occur on a two-dimensional plane, which is a flat space, i.e.
a space where there is no notion of curvature or bending of the underlying
structure. But what happens if we try to perform a similar kind of fluid
flow by injecting fluid at a point on a curved surface? This question has, to
a great extent, already been answered, and it turns out that this depends
highly on the underlying structure of the surface in question, i.e. precisely
how it bends and curves at each point.
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Figure 1.2: The final moments of Hele-Shaw flow on a prolate ellipsoid, with
fluid (blue) injected at the north pole, N . In contrast to the Hele-Shaw flow
on a perfectly round sphere, as in Figure 1.1, there are now two distinct
points, A and B, that will be the last points on the surface to be filled in
by the fluid.

As an illustration of the differences that can arise due to curvature,
consider the case where the surface in question is compact, i.e. a closed
surface without a boundary, such as the sphere. If we were to start injecting
fluid at say the north pole of the sphere (Figure 1.1), and continue doing so
while observing the flow of fluid along the surface, then the surface would be
entirely covered with fluid after some finite time has passed. Even this rather
trivial observation is an important difference from the similar behaviour on
the plane, where there is an infinite amount of space in which the fluid is
free to occupy. In the case of a perfectly round sphere, the very last point
on the sphere that the fluid will fill in is the south pole of the sphere. This
particular property, that the antipode of the injection point is the last point
to be filled in by the fluid, was shown by A.N. Varchenko and P. I. Etingof
in [24] to hold even for spheres that are stretched only slightly in a symmetric
manner along an arbitrary line passing through the centre and the equator
of the sphere, into a so-called prolate ellipsoid.

However, if the sphere is stretched too much in this way, then the an-
tipodal point of the injection point will no longer be the last point to be
filled in, as there now will be two distinct points that will be the last to
be filled by fluid, located along the bottom of the ellipsoid, see Figure 1.2.
In [24, p. 60] it is shown that the property that distinguishes between these
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two behaviours is remarkably simple to state: if the surface area of the el-
lipsoid is larger than eight times the area of the equatorial section, then the
fluid will cover the antipode of the injection point in two points instead of
one.

The above are just minor examples to illustrate that fluid flow on curved
spaces is more complicated than in flat spaces. Given the strong connec-
tion between Hele-Shaw flows and partial balayage in the flat setting, we
generalize the partial balayage operation in the last part of the thesis to
so-called manifolds, the basic mathematical structures used to model spaces
with inherent curvature properties.





2 Background

In this chapter we give a more mathematically detailed exposition of the
necessary background material for the three articles in Part II of the thesis.

2.1 Potential theoretical preliminaries
Let σ be a signed Radon measure on Rd for d ≥ 2, by which we mean that
σ is the difference between two positive Radon measures. The (Newtonian)
potential Uσ of σ is defined to be the convolution

Uσ(x) := (N ∗ σ)(x) =
ˆ
N(x− y) dσ(y) (2.1.1)

where N = N(x) is the Newton kernel

N(x) =


1

2π log 1
|x|

if d = 2,
1

d(d− 2)ωd
1

|x|d−2 if d ≥ 3,
(2.1.2)

and ωd is the volume of the unit ball B(0, 1) in Rd. The measure σ can be
recovered from Uσ via

−∆Uσ = σ, (2.1.3)

where ∆ is the Laplace operator

∆ =
d∑
j=1

∂2

∂x2
j

. (2.1.4)

7
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In regions where Uσ is not C2 then (2.1.3) still holds in the sense of distri-
butions. If σ is a positive measure then Uσ is superharmonic on Rd, and
harmonic on Rd \ suppσ.

Energy functionals, equilibrium measures and capacities

The mutual energy E(σ, η) of two (signed) Radon measures σ, η is defined
to be

E(σ, η) :=
ˆ
Uσ dη; (2.1.5)

note that E(σ, η) = E(η, σ). We define the (self-)energy E(σ) of σ as

E(σ) := E(σ, σ) =
ˆ
Uσ dσ. (2.1.6)

Let K ⊂ Rd be a compact set, andM(K) be the set of positive Borel prob-
ability measures µ with suppµ ⊆ K. Then there exists a unique measure
µK ∈M(K) that minimizes the energy E(µ) over all µ ∈M(K). The mea-
sure µK is called the equilibrium measure of K. The capacity of K is defined
as cap(K) := 1/E(µK) if d ≥ 3, and for d = 2 we instead use the logarith-
mic capacity logcap(K) := e−E(µK). If E is a more general (Borel) set, not
necessarily compact, then the capacity of E is defined as the supremum of
cap(K) over all compact sets K with K ⊆ E (similarly for the logarithmic
capacity). A mathematical property that holds everywhere except for some
set of capacity zero (or, if d = 2, logarithmic capacity zero) is said to hold
quasi-everywhere (q.e.).

Weighted equilibrium measures in the complex plane

In two dimensions we make the identification R2 ∼= C. Following E.B. Saff
and V. Totik [20], let E ⊆ C, t > 0 be fixed, and assume Q : E → (−∞,∞]
is a function satisfying

(i) Q is lower semicontinuous on C,

(ii) logcap({z ∈ E : Q(z) <∞}) > 0, and

(iii) Q(z)− t log |z| → ∞ as |z| → ∞ for z ∈ E (if E is unbounded).
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If Q satisfies (i)–(iii) we say that Q is a t-admissible external field (on E).
For any given t-admissible external field Q we define the notion of a weighted
energy EQ,t via

EQ,t(µ) :=
ˆ
Uµ dµ+ 2

ˆ
Q dµ, (2.1.7)

where µ ∈Mt(E), the set of positive Borel measures µ with suppµ ⊆ E and
total mass t. As in the unweighted setting, there exists a unique minimizer
µQ,t of EQ,t(µ) over µ ∈ Mt(E). We call µQ,t the weighted equilibrium
measure of Q (with total mass t).

The potential of the equilibrium measure has the rather special property
that there exists a constant F = FQ,t such that

UµQ,t(z) +Q(z) ≥ F q.e. on E, (2.1.8)

with equality q.e. on suppµQ,t. This property in fact characterizes the
weighted equilibrium measure, in the following way:

Proposition 2.1. Let Q be a t-admissible external field on E ⊆ C, and
µ ∈Mt(E) be such that suppµ is compact and E(µ) is finite. If there exists
a constant F such that both{

Uµ(z) +Q(z) ≥ F q.e. on E,

Uµ(z) +Q(z) = F q.e. on suppµ
(2.1.9)

hold, then µ = µQ,t.

Classical balayage

Classical balayage is a potential theoretic operation on measures, in which a
measure ν is obtained from a given (positive) measure µ and some bounded
domain Ω. The word ‘balayage’ comes from the French verb balayer, which
means ‘to sweep’ or ‘to brush’. This illustrates rather well what the con-
sequence of the operation is: ν is the measure obtained from µ by essen-
tially emptying µ of any mass inside Ω, and redistributing that mass to the
boundary ∂Ω (or, rather, ‘sweeping’ the mass located inside of Ω out to the
boundary), in such a way that the potential of µ is unchanged outside of Ω.
In other words, if ν is the balayage of µ relative to Ω, then ν = 0 in Ω and
Uν = Uµ on Rd \Ω. If we for simplicity assume that Ω is regular enough for
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the Dirichlet problem, then one way of constructing this balayage measure
is to let V be the solution to the problem{

∆V = 0 in Ω,

V = Uµ on ∂Ω,
(2.1.10)

let Ṽ be

Ṽ (x) :=
{
V (x) if x ∈ Ω,

Uµ(x) if x ∈ Rd \ Ω,
(2.1.11)

and let ν be the measure ν := −∆Ṽ . Using (2.1.3) it is easily seen that this
ν satisfies the requirements for being the balayage measure of µ relative to
the domain Ω. Note that from the maximum principle it follows that the
potential Uν must satisfy Uν ≤ Uµ in Ω, hence everywhere in Rd.

From our point of view, a more interesting characterization of the bal-
ayage measure is that the potential of ν is the largest of all functions V
satisfying the obstacle problem{

V ≤ Uµ in Rd,

∆V ≥ 0 in Ω.
(2.1.12)

In other words, V can be seen as the largest function passing underneath
the obstacle Uµ everywhere, while being subharmonic in the domain Ω. A
major part of this thesis will be focused on obstacle problems of the form
(2.1.12), but where we instead replace the positive measure µ with a signed
measure σ = σ+ − σ−.

2.2 Partial balayage
The demand we put on the classical balayage of a (positive) measure µ
relative to some fixed bounded domain Ω was that the measure µ was to
be altered in such a way that the resulting balayage measure ν had no
mass whatsoever in Ω, but had the same potential as µ outside of Ω. The
operation partial balayage is to make a similar sort of alteration to a given
measure µ, but not necessarily force the resulting measure to be precisely
zero inside some a priori fixed region, but rather only demand that the result
is less than or equal to some provided ‘allowed density’—we only partially
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‘sweep’ the mass of µ, instead of fully cleaning the region. Meanwhile, the
requirement that the potential of the resulting partial balayage measure
should be equal to the potential of the starting measure outside of some
region is kept intact. In detail, one way of defining the partial balayage
operation is via the following result (see for instance [7] by B. Gustafsson
and M. Sakai):

Proposition 2.2. Let µ and λ be positive measures, where µ has compact
support, and λ is absolutely continuous with respect to the Lebesgue measure
m, dλ(x) = ρ(x) dm(x), where ρ satisfies 0 < c1 ≤ ρ ≤ c2 < ∞ for some
constants c1, c2. Then the problem of minimizing

E(µ− ν) = E(µ) + E(ν)− 2E(µ, ν) (2.2.1)

over the set of positive measures ν with ν ≤ λ (and, if d = 2, with the extra
requirement that ν has the same total mass as µ) has a unique solution. (If
E(µ) is infinite, the minimization is only over the last two terms in (2.2.1).)

Definition 2.3. The partial balayage ν of µ with respect to λ, written
ν = Bal(µ, λ), is the unique minimizer ν in Proposition 2.2.

Just as in the case with classical balayage, there are several characterizations,
or, under suitable assumptions, equivalent definitions of partial balayage.
For instance, in relation to (2.1.12), if we let V be the largest of all functions
satisfying {

V ≤ Uµ everywhere,

−∆V ≤ λ everywhere,
(2.2.2)

then one can similarly also define Bal(µ, λ) as the measure

Bal(µ, λ) = −∆V. (2.2.3)

At times (in particular in Paper B) we will relax the second requirement in
(2.2.2) to necessarily only hold in some ball BR = B(0, R) of radius R > 0,
and in that setting we refer to the resulting partial balayage measure as
BalR(µ, λ).

A good survey of partial balayage and the different definitions is [6]. Of-
ten the density measure λ will be the Lebesgue measure m, for properties of
such partial balayage measures see for instance the results by S. J. Gardiner
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and T. Sjödin in [4]. Note that we, at least symbolically, can formulate
classical balayage relative to some set Ω as a partial balayage operation by
letting the limiting measure λ be zero on Ω and equal to +∞ outside of Ω.
In a sense, this can be seen as the partial balayage operation to the comple-
ment of the set Ω, so for this reason we let the classical balayage operation
relative to a bounded domain Ω be denoted Bal(·,Ωc), where Ωc = Rd \ Ω.

One useful property of the partial balayage operation is that it satisfies
a type of translational invariance, in the sense that for suitable measures τ
we have

Bal(µ+ τ, λ+ τ) = Bal(µ, λ) + τ. (2.2.4)

In Paper A, we utilize this translational invariance property to reformulate
the partial balayage on signed measures σ = σ+ − σ− relative to the zero
measure, since if we naïvely plugged in σ = σ+ − σ− and λ = 0 into (2.2.4)
we would obtain

Bal(σ, 0) = Bal(σ+ − σ−, σ− − σ−) = Bal(σ+, σ−)− σ−. (2.2.5)

We remark then that Bal(σ, 0) ≤ 0, since Bal(σ+, σ−) ≤ σ−. With λ = 0
in (2.2.2), we see that the obstacle problem to study in order to calculate
Bal(σ, 0) becomes that of finding the largest function V satisfying{

V ≤ Uσ everywhere,

∆V ≥ 0 everywhere.
(2.2.6)

Note the similarity with (2.1.12).

2.3 Hele-Shaw flow and quadrature domains
The standard injection problem of Hele-Shaw flows can be studied, and
solved, using the partial balayage operator. Let for instanceD0 be a bounded
domain of R2, p ∈ D0 be the point where we mean to inject fluid, say via
a syringe, and that we overall have a setup as described in Section 1.1.
Consider t ∈ R as a (continuous) time parameter of the problem, and let Dt

be the fluid region at time t. The dynamical law for how Dt evolves in time
can be shown (see for instance [6, 8]) to be the Hele-Shaw law

d
dtχDt = Bal(δp, Dc

t ), (2.3.1)
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where δp is the Dirac point mass measure at p. The Hele-Shaw law is
interpreted in a distributional sense, but if each boundary set ∂Dt is smooth
for every t that we are interested in, and if ∂Dt depends smoothly on t, then
this law can be given a more precise pointwise meaning. If we consider the
forward problem of the Hele-Shaw flow, i.e. we let D0 be our initial fluid
region and consider times t ≥ 0, and assume that the resulting sets {Dt}∞t=0
satisfy the smoothness property of the boundary of the fluid region for each
t ≥ 0 and that they evolve according to the Hele-Shaw law (2.3.1), then
we call {Dt}∞t=0 a strong solution to the Hele-Shaw injection problem. To
see that the solutions have a strong connection to the result of a partial
balayage operation, as alluded to earlier, we see that if we integrate (2.3.1)
from the initial time up to some t > 0 we would obtain

χDt − χD0 = Bal(tδp, χDc
0
). (2.3.2)

For sake of slightly simpler notation we identify the Lebesgue measure with
the distribution being one everywhere, thus in general write 1 instead of m,
and then see that the right hand side of the above is precisely

Bal(tδp, χDc
0
) = Bal(tδp, 1− χD0). (2.3.3)

Using the translational invariance property (2.2.4) of partial balayage, we get
that the indicator function of the fluid region Dt at time t can be obtained
from

χDt = Bal(tδp, 1− χD0) + χD0 = Bal(tδp + χD0 , 1). (2.3.4)

Expression (2.3.4) also yields the notion of weak solutions to the injection
problem, by which we mean any family of sets {Dt} for t ≥ 0 satisfying
(2.3.4), without any a priori smoothness assumptions on the boundaries
∂Dt.

Quadrature domains

One simply cannot discuss Hele-Shaw flow and partial balayage without also
mentioning the concept of a quadrature domain, as these three notions are
all closely related. A bounded domain Ω ⊂ Rd is called a quadrature domain
for subharmonic functions for a positive measure µ, if suppµ ⊂ Ω and if, for
all integrable subharmonic functions φ in Ω, the inequalityˆ

Ω
φ(z)dm(z) ≥

ˆ
Ω
φ(z) dµ(z) (2.3.5)
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holds, where m is the Lebesgue measure on Rd. The restriction that φ is
subharmonic can be altered to allow for other types of quadrature domains;
if φ is assumed harmonic on Ω then both φ and −φ are subharmonic, and
hence φ will need to satisfy the equality

ˆ
Ω
φ(z)dm(z) =

ˆ
Ω
φ(z) dµ(z). (2.3.6)

If we restricted to analytic functions φ instead, then the real and imaginary
parts of φ would be harmonic functions, and we would require (2.3.6) again.

The relationship between quadrature domains and partial balayage is
that a domain Ω is a quadrature domain for subharmonic functions for a
measure µ with suppµ ⊂ Ω if and only if the partial balayage of µ with
respect to the Lebesgue measure (i.e. to density one) is

Bal(µ, 1) = χΩ. (2.3.7)

From (2.3.4) we can therefore see that the solution sets Dt to the Hele-Shaw
injection problem described above all are quadrature domains for tδp +χΩ0 .

For surveys about the theory on quadrature domains see [3, 21, 23], and
for recent advances in the subject see for instance [5, 14,22].

2.4 Particle aggregation models and smash sums
Let us for a moment focus our attention to various aggregation processes on
discrete lattices of the form ξZd = {ξ ·x : x ∈ Zd}, where ξ > 0 is the lattice
spacing constant. Any two points x, x′ ∈ ξZd are said to be neighbours if
the distance between them is precisely ξ, and if this is the case we write this
symbolically as x ∼ x′. Note that ∼ is a symmetric relation.

We will here review three different particle models: the (standard) di-
visible sandpile model, the rotor-router model, and the internal diffusion
limited aggregation model (IDLA) [12]. In [15–17], L. Levine and Y. Peres
show that these models are highly related to each other, in the sense that
while they do not in general yield precisely the same result on any fixed
lattice ξZd, they share a common scaling limit as the lattice spacing tends
to zero. As we will see, this scaling limit can be formulated in terms of the
partial balayage of a measure on Rd relative to the Lebesgue measure.

To explain the different particle models, let us for simplicity assume that
the lattice we work on is Zd for some d ≥ 2; the algorithms can be readily
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generalized to lattices ξZd with different lattice spacings. Assume there is
a function µ : Zd → R with µ ≥ 0 everywhere, and µ 6= 0 only on a finite
subset of Zd. We interpret µ as our initial mass configuration on Zd, i.e.
think of µ(x) as the amount of mass at the site x ∈ Zd.

The main idea behind the models in this section is to find solutions to
a form of aggregation problem, which is perhaps most easily understood if
we put the further restrictions on the initial mass configuration µ that it
may only take values in N0 = {0, 1, 2, . . .}. In this case, we can for instance
interpret the value µ(x) as the number of distinct particles, say grains of
sand, residing at the lattice point x. The rule we will try to impose is then
that any lattice point may either be empty, or contain at most one particle.
If µ has the property that it is ≤ 1 everywhere, then evidently this rule is
satisfied, and µ is to be unchanged. However, imagine that we then add one
particle to a lattice site x where there already is a particle. This of course
makes µ violate the rule we just imposed, so we must try to relocate the
excess mass at x to some other lattice point(s), in order to obtain a new
mass configuration ν that does satisfy the rule. The precise way in which
we relocate the mass is the main difference between the three models that
we are about to define.

The divisible sandpile model

In the divisible sandpile model, we abandon the view of µ(x) as being an
integral amount of particles at the lattice point x, and for reasons that soon
will be clear consider µ as a function to R+ = [0,∞) instead, with µ(x)
being interpreted as the total mass located at x. The algorithm used in the
divisible sandpile model is to do the following ‘toppling’ procedure whenever
we encounter a site x violating the main rule, i.e. where µ(x) > 1: we alter
the mass configuration locally around x in such a way that there is precisely
a unit mass left at x, and to conserve mass we distribute the excess mass
µ(x) − 1 equally amongst the 2d nearest neighbours of x in the lattice. In
detail, assuming x is a site where µ(x) > 1 we define a new configuration
Txµ, the configuration obtained from toppling µ at x, via

Txµ(y) =



1 if y = x,

µ(y) + µ(x)− 1
2d if y ∼ x,

µ(y) otherwise.

(2.4.1)
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If instead x is a non-violating site for µ, then we want µ to be unchanged
everywhere, i.e.

Txµ(y) = µ(y) for all y ∈ Zd. (2.4.2)

The two cases (2.4.1) and (2.4.2) can actually be combined into the definition
(see [16, p. 8])

Txµ(y) = µ(y) + max(µ(x)− 1, 0) ·∆δx(y), (2.4.3)

where ∆ is the discrete Laplacian on Zd defined on lattice functions f as

∆f(x) = 1
2d

∑
x′∼x

(f(x′)− f(x)), (2.4.4)

and δx(y) is the Kronecker delta,

δx(y) =
{

1 if x = y,

0 otherwise.
(2.4.5)

If we fix a sequence x1, x2, . . . of points covering the entire lattice, with the
property that each point of the lattice occurs infinitely many times in the
sequence, then we can define the nth mass configuration µn as

µn(x) = TxnTxn−1 . . . Tx1µ(x). (2.4.6)

It can be shown (see for instance [16, Lemma 3.1]) that there exists a well-
defined limiting mass configuration

ν(x) := lim
n→∞

µn(x), (2.4.7)

which has finite support and satisfies ν(x) ≤ 1 everywhere on Zd. While not
evident, it is also a fact that this limiting configuration ν does not depend
on the particular choice of the covering sequence x1, x2, . . . of Zd. This is
due to the fact that the function ν actually can be obtained as the solution
to a discrete obstacle problem, which later will be the key to the relationship
to partial balayage in the scaling limit as the lattice spacing tends to zero.
For each n = 1, 2, . . . let un be the so-called odometer function at step n,
where un(x) is simply defined to be the amount of mass that is emitted from
x ∈ Zd during the toppling of µ at the points x1, x2, . . . , xn. The sequence
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{un}∞n=1 then also has a well-defined limit, u(x) = limn→∞ un(x), and the
relationship between u and ν is simply

ν(x) = µ(x) + ∆u(x). (2.4.8)

This is perhaps most easily seen to be the case if we consider what the mass
at a fixed site x will be after n toppling steps: this mass must be the starting
mass plus the difference between the mass that the site has received from
its neighbours with the total mass that the point itself has emitted during
the n steps. In other words,

µn(x) = µ(x) + 1
2d

∑
x′∼x

un(x′)− un(x), (2.4.9)

which becomes precisely (2.4.8) in the limit n→∞. What is noteworthy is
that the function u can be characterized (see for instance [15, Lemma 1.1.1])
as u = γ − s, for

γ(x) := |x|2 +
∑
y∈Zd

g(x, y)µ(y), (2.4.10)

where g is the Green’s function for the simple random walk on Zd (for details
see [13]), and s is the solution to the discrete obstacle problem

s(x) = sup{f(x) : ∆f ≥ 0 and f ≤ γ on Zd}. (2.4.11)

Since this obstacle problem has nothing whatsoever to do with the choice of
the sequence of points x1, x2, . . ., it follows immediately that u, and hence
ν, is independent of the choice of covering sequence of Zd. Notice the strong
similarities between the discrete obstacle problem (2.4.11) and the continu-
ous problem (2.2.6) in the definition of partial balayage.

In order to formulate results for the scaling limit when we later let the
lattice spacing tend to zero, we define the set D to be the set where the
resulting mass configuration ν attains its maximum value,

D := {x ∈ Zd : ν(x) = 1}. (2.4.12)

Note that there is a relationship between the function u and points in D: if
u(x) is strictly positive, then, at some point in the algorithm, x must have
had excess mass to distribute to its neighbours. From this, and how we
defined the algorithm (2.4.1), it follows that ν(x) = 1 holds. In other words,
{u > 0} ⊆ D.
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Figure 2.1: On the left, the initial data: two squares, A and B, inter-
secting in a smaller square in the centre. On the right, the result of the
(standard) divisible sandpile started from the initial mass configuration
µ(x) = χA(x) + χB(x). On the intersection A ∩ B the value of µ is 2, in
violation of the requirement that the mass is at most 1 at every site. The
excess mass is moved via the divisible sandpile algorithm into the exterior
region of A ∪ B. Note that the resulting set on the right essentially is the
smash sum A⊕B. (See also Figure 1.1 in [15].)

Aggregation via the Rotor-Router model

In the rotor-router model, a deterministic analogue to the simple random
walk on lattices and first studied by V.B. Priezzhev et al. in [19], each site
x on the lattice is at the start given a ‘rotor’ pointing to one of the 2d
neighbouring points x′ of x. Intuitively one can simply think of a rotor as
an arrow located at x, and pointing in one of the cardinal directions of the
lattice.

We can define a (deterministic) rotor-router walk on the lattice using
these rotors in the following manner: assuming that we are given an integer-
valued mass configuration µ on the lattice and that we consider a point x
where µ(x) > 1 holds (i.e. a lattice point where the rule we want to impose
is violated), then we move one particle away from x (so we decrease the
value of µ at x by one) by walking in the directions of the rotors, starting at
x, and ending the walk when we first reach a site where the particle safely
can be deposited, i.e. the first site y for which µ(y) = 0.

To ensure that this walk will end in a finite number of steps (for instance,
we want to avoid the possibility that the walk gets stuck in some infinite
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loop) we impose the following rule: right at the start we fix some sequence
of the 2d cardinal directions, each direction appearing only once in this
sequence, and flip each rotor we encounter according to this sequence right
before we are about to move, and after the flip take one step in the direction
of the flipped rotor. That is, if we during the walk encounter a site x̃ whose
associated rotor r̃ occurs as the kth element in our fixed sequence of cardinal
directions, then we replace r̃ by the (k+ 1)th element in this sequence right
when we are about to walk away from x̃, and move in the direction of the
flipped rotor r̃ to a neighbouring lattice point x̃′ ∼ x̃. (Naturally, if r̃ is the
last element of our fixed sequence, we just select the new direction to be the
first element of the sequence of directions instead.)

Having defined the concept of a rotor-router walk, we can now define the
aggregation part of the model. With µ being the given initial mass config-
uration, assumed bounded and having finite support, we fix some sequence
x1, x2, . . . of all the lattice points, so that every point on the lattice occurs in-
finitely often in the sequence, and inductively define new mass configurations
µ1, µ2, . . . in the following manner. If µn−1(xn) ≤ 1 holds, then no changes
to µn−1 are necessary, so µn := µn−1 everywhere. If instead µn−1(xn) > 1,
then let x′n be the point at which we end the rotor-router walk described
above when started at xn and with µn−1 as the mass configuration used to
find an empty site (so that µn−1(x′n) = 0), and define

µn(y) :=


µn−1(x)− 1 if y = x,

1 if y = x′n,

µn−1(y) otherwise,

(2.4.13)

where µ0 := µ.
Since there, by assumption, is a finite number of points x where µ(x) > 1

holds, and µ is assumed to be a bounded function, it is readily seen that
there is a finite number N after which µn = µN for all n ≥ N . Just as in
the divisible sandpile, we denote this final configuration by ν := µN . By
necessity, ν satisfies the imposed rule ν ≤ 1 everywhere. Note that, unlike
the divisible sandpile model, ν is in general not necessarily independent of
the order of the lattice points x1, x2, . . . used. However, this will not be a
problem when we later consider the appropriate scaling limit of the model.
Finally, since the resulting mass configuration ν at any given lattice point
either will take the value zero or one, we note that an equivalent description
of ν is its support R := supp ν, since ν = χR.
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IDLA and smash sums

The rotor-router walk described in the previous section is in a sense a de-
terministic version of the random walk on the lattice, and in the internal
diffusion limited aggregation model (IDLA), that we here are about to de-
scribe, we simply take this leap to the stochastic realm and simply use
random walks on the lattice instead.

In detail, we employ the following construction. If µ is the given initial
mass configuration, again assumed bounded and having finite support, we
fix a sequence x1, x2, . . . of all the lattice points, so that every point on the
lattice occurs infinitely often in the sequence, and inductively define new
mass configurations µ1, µ2, . . . in the following manner. If µn−1(xn) ≤ 1
holds, then we let µn := µn−1 everywhere, just as in the rotor-router model.
If µn−1(xn) > 1, then let x′n be the end point of a simple random walk on
the lattice, started from xn and stopped at the first occurrence of a site at
which µn−1 is zero, and define

µn(y) :=


µn−1(x)− 1 if y = x,

1 if y = x′n,

µn−1(y) otherwise,

(2.4.14)

where, again, µ0 := µ.
Much like in the case for the rotor-router model, the above algorithm

yields a stationary mass configuration ν := µN for some finite N that will
satisfy ν ≤ 1 everywhere. Naturally, ν will depend highly on the specific
realizations of the random walks used, and is therefore to be thought of as
a random object. Just like the divisible sandpile model, however, it turns
out that the law of ν does not depend on the specific order of the sequence
of lattice points x1, x2, . . . used in the model. Note that the IDLA model
also has the property that the resulting mass configuration ν fully can be
described via its support I := supp ν, since ν = χI .

Using the IDLA model, we can easily formulate the binary set operation
on Zd called the smash sum, defined by P. Diaconis and W. Fulton in [2].
For any finite subsets A,B ⊂ Zd, we let µ := χA+χB, and define the smash
sum A⊕B of A and B as the random set

A⊕B := supp ν, (2.4.15)

where ν is the result of the IDLA model applied to the given mass config-
uration µ. In essence, A ⊕ B is the union of A and B with the addition of
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n particles in Zd \ (A ∪ B), whose location are randomly determined from
doing successive simple random walks from x1, x2, . . . , xn, stopped at points
x′1, x

′
2, . . . , x

′
n upon first exiting the sets A∪B, A∪B∪{x′1}, A∪B∪{x′1, x′2},

and so on. Again, A⊕ B depends on the realizations of the random walks,
so is really to be treated as a set-valued random variable.

The common scaling limit

The three particle models described above may initially seem to be quite
different, and their resulting mass configurations νDS, νRR and νIDLA (for
the divisible sandpile, the rotor-router model, and the IDLA model, re-
spectively) are indeed generally different—even when started from the same
initial mass configuration µ on Zd. However, they all have the same scaling
limit if we were to let the lattice spacing constants tend to zero in an ap-
propriate manner. As we shall see, this scaling limit can be formulated as
the support of a partial balayage measure relative to the Lebesgue measure,
i.e. to density one. Note that when we, in this section, refer to the three
aggregation models applied to some mass configuration µ on, say, the lattice
ξZd, where ξ > 0 is a real number and not necessarily precisely one, then
we specifically mean the natural generalizations of the algorithms, so that
(2.4.1), (2.4.13) and (2.4.14) hold in the scaled lattice setting as well. We
refer to [15] for details.

One way of formulating the common scaling limit of the three models is
as follows (see Theorem 1.1.2 in [15]):

Theorem 2.4. Let µ : Rd → N0 be a bounded and a.e. continuous function,
with the property that {x ∈ Rd : µ(x) ≥ 1} = Ω for some open bounded
set Ω. Let {ξn}∞n=1 be a decreasing sequence of positive real numbers with
δn → 0 as n → ∞, let µn : ξnZd → N0 be the discretization of µ relative to
the lattice ξnZd:

µn(x) :=
⌊ 1
ξdn

ˆ
x�
µ(y) dy

⌉
(2.4.16)

Here x� = x + [−ξn/2, ξn/2]d, and b·e is rounding to the nearest integer.
Let Dn, Rn and In be the supports of the divisible sandpile configuration,
the rotor-router configuration and the IDLA configuration, respectively, all
on ξnZd with µn as initial data. Then

Dn → D ∪ Ω as n→∞, (2.4.17)
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Rn → D ∪ Ω as n→∞, (2.4.18)

and if ξn ≤ 1/ logn for all n, then

In → D ∪ Ω as n→∞. (2.4.19)

The convergence here is in the sense that An → B if for any ε > 0 there
exists N such that both (Bε ∩ ξnZd) ⊆ An and An ⊆ Bε hold for all n ≥ N ,
where Bε and Bε are the inner and outer ε-neighbourhoods of B in Rd. The
set D in (2.4.17)–(2.4.19) is the set D = {x ∈ Rd : γ(x) > s(x)}, where

γ(x) = |x|2 + Uµ(x), (2.4.20)

and s is the solution to the obstacle problem

s(x) = sup{f(x) : f is continuous and subharmonic, and f ≤ γ on Rd}.
(2.4.21)

Remark 2.5. The set D in Theorem 2.4 can, via comparing (2.4.21) with
(2.2.2), be seen to essentially be the non-coincidence set (after some ap-
propriate scaling by constants to make the relevant notions comparable)
appearing in the definition of the partial balayage measure Bal(µ, 1). It
follows that the scaling limit set D ∪ Ω is given by

D ∪ Ω = supp Bal(µ, 1). (2.4.22)

2.5 Mother bodies
Instead of immediately giving a straight-up definition of what a mother
body is, we first give an illustration as to how they can arise, following
B. Gustafsson [6]. Consider the squeezing problem described in Sections 1.1
and 2.3 for Hele-Shaw flow. If we imagine that we press the two confining
plates together in such a way that the distance between the plates is e−t,
where t is a time parameter, then it turns out that the fluid region Dt will
satisfy the equation

e−tχDt = Bal(e−sχDs , e
−t) (2.5.1)

for all s < t. By multiplying both sides by et we see that this is equivalent
with

χDt = Bal(et−sχDs , 1). (2.5.2)
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If we moreover assume the rather strong property that the strong solutions
to the Hele-Shaw flow Dt extend infinitely in both positive and negative
time, i.e. for all −∞ < t < ∞, then setting t = 0 in (2.5.2) shows that we
for all s < 0 have

χD0 = Bal(e−sχDs , 1). (2.5.3)

In other words, regardless of how small s < 0 is, we can recover D0 (and
thereby the entire family {Dt}t using (2.5.2)) from the measure µs := e−sχDs

via taking the partial balayage of µs with respect to the Lebesgue measure.
Moreover, since the partial balayage operation preserves the total mass, we
have

m(D0) = χD0(Rn) = µs(Rn) = e−sm(Ds), (2.5.4)

hence m(Ds) must tend to zero as s → −∞. Meanwhile, the support of
the measure µs is precisely Ds. As s tends to −∞, we can conclude that
there must be a weak limit µ of the measures µs, that this µ must sat-
isfy m(suppµ) = lims→−∞m(Ds) = 0, and, most importantly, that it still
generates the entire Hele-Shaw flow via

χDt = Bal(etµ, 1), (2.5.5)

since the relation (2.5.2) can be written χDt = Bal(etµs, 1) for all s < t. We
have thus found a measure whose support has no two-dimensional Lebesgue
measure, but that still generates the whole family of solution domains for
the Hele-Shaw flow. In a sense, µ can be seen as a ‘skeleton’, or a sort of
‘mother body’, for the flow.

Moving slightly away from the specific Hele-Shaw example above, one
way of more generally defining the notion of a mother body is given in [6,
p. 27], where a measure µ is considered a ‘potential theoretic skeleton’, or
a mother body, for a bounded domain Ω ⊂ Rd if it has the following five
properties:

(I) UΩ ≤ Uµ everywhere on Rd,

(II) UΩ = Uµ on Rd \ Ω,

(III) µ ≥ 0,

(IV) m(suppµ) = 0,
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(V) if x ∈ Ω \ suppµ, then there is an arc in the complement of suppµ
connecting x to some point y ∈ Rd \ Ω.

The connection to partial balayage is immediate, since (I) and (II) together
yield that

Bal(µ,m) = χΩ. (2.5.6)

In other words, the partial balayage of the mother body relative to the
Lebesgue measure yields the bounded domain we started with, hence the
reasoning that µ ‘generates’ the set Ω. The name ‘skeleton’ comes mainly
from property (IV) above, which implies that the measure µ is singular with
respect to the Lebesgue measure. The perhaps easiest example of a mother
body is that of a ball, i.e. Ω = B(p,R) ⊂ Rd for some p ∈ Rd and R > 0:
it is easily seen that µ = m(B(p,R)) · δp satisfies Bal(µ,m) = χB(p,R), and
this µ is actually the unique mother body for B(p,R).

2.6 Riemannian manifolds
An n-dimensional manifold M is a topological space that locally has the
structure of Rn, in the sense that any point p ∈ M has a neighbourhood
that is homeomorphic to an open neighbourhood of the origin in Rn. In
Paper C we are interested in formulating the partial balayage operation on
so-called n-currents on M , the natural analogue to measures in the setting
of Section 2.2. To be able to do this we need some further structure on
the manifold. In particular, we are going to assume that M is Riemannian,
meaning that M is a smooth manifold equipped with a metric tensor g,
yielding an inner product on the tangent space TpM for each p ∈M .

In particular, the Riemannian structure will ensure that M is a met-
ric space, and also let us define the analogue to the Laplace operator, the
Laplace-Beltrami operator. The natural objects to study will be the n-forms
(in fact n-currents). The volume form on M in coordinates x1, . . . , xn is the
form

voln =
√
|g|dx1 ∧ . . . ∧ dxn, (2.6.1)

where |g| is the determinant of the metric. The Laplace-Beltrami operator
∆ is defined in these coordinates as

∆f = 1√
|g|

n∑
i,j=1

∂

∂xi

(√
|g|gij ∂f

∂xj

)
. (2.6.2)
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In Paper C we specifically work with compact Riemannian manifolds, which
results in nicer structural properties of harmonicity regarding n-forms onM
via Hodge theory, for more on this see Section 3.3.





3 Summary of Results

3.1 Paper A
The main motivator for Paper A was some results developed by F. Balogh
and J. Harnad in the paper [1], which, in part, treats weighted equilibrium
measures for external fields of the form

Q(z) = α|z|2 + Uν(z), (3.1.1)

so-called superharmonic perturbations of the ‘Gaussian’ external field

Q0(z) := α|z|2, (3.1.2)

where Gaussian here refers to the fact that for the external field Q0 the re-
sulting weight applied in the weighted potential theory becomes the function
z 7→ e−α|z|

2 . In (3.1.1), α is assumed to be a real positive constant, and ν a
compactly supported finite positive measure. Paper [1] treats the example
where ν = βδa for any β > 0 and a ∈ C in detail, i.e. the external field

Q(z) = α|z|2 + β log 1
|z − a|

. (3.1.3)

It is shown in [1, Proposition 3.3] that the weighted equilibrium measure
µQ = µQ,1 is given by

µQ = 2α
π
χSQ

, (3.1.4)

where SQ = suppµQ depends on the geometric arrangements of the balls
B(a, r) and B(0, R), where r :=

√
β/2α and R :=

√
(1 + β)/2α, in the

following way:

27
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Figure 3.1: Illustrations of suppµQ (grey) and suppχ
B(0,R)\SQ

(stripes) in
the cases of the point charge βδa being located inside the ball B(0, R) (case
(i), on the left), and outside of B(0, R) (case (ii), on the right). (Adaptation
of Figure 3.1 in [1].)

(i) if B(a, r) ⊂ B(0, R), then SQ = B(0, R) \B(a, r),

(ii) if B(a, r) 6⊂ B(0, R), then Ĉ \ SQ is given by a rational exterior con-
formal mapping of the form

f : Ĉ \ {ζ : |ζ| ≤ 1} → Ĉ \ SQ; f(ζ) = ρζ + u+ v

ζ −A
, (3.1.5)

where the coefficients ρ ∈ R+, 0 < |A| < 1 and u, v ∈ C are uniquely
determined by α, β and a.

See Figure 3.1 for an illustration of the two different cases.
One possible interpretation one can draw from the structure of the

weighted equilibrium measure µQ in this example is that the complement of
suppµQ in the ball B(0, R) is precisely the support of the partial balayage of
the point mass βδa relative to the Lebesgue measure restricted to B(0, R).
In detail,

Bal
(
βδa,

2α
π
χ
B(0,R)

)
= 2α

π
χ
B(0,R)\SQ

= 2α
π

(χ
B(0,R) − χSQ

), (3.1.6)

and using the translational invariance property (2.2.4) of partial balayage,
this can be written

Bal
(
βδa −

2α
π
χ
B(0,R), 0

)
= −2α

π
χSQ

= −µQ, (3.1.7)



3.2. PAPER B 29

or, equivalently,

µQ + Bal(σ, 0) = 0, (3.1.8)

where σ = βδa − (2α/π)χ
B(0,R). One of the main results developed in

Paper A is that the complementarity relationship (3.1.8) actually holds for
many external fields Q, not only for the example field (3.1.3).

In detail, we first of all determine sufficient criteria for the existence of
partial balayage measures Bal(σ, 0) in an unrestricted setting (in the sense
that there is no a priori fixed outer boundary on which we put Dirichlet
conditions), as well as some properties of the resulting balayage measure.
Here σ is a compactly supported signed Radon measure on C of non-positive
total mass, and we show that Uσ− continuous on C is enough for Bal(σ, 0)
to exist. Having discussed the existence of such partial balayage measures,
we investigate the aforementioned complementarity relationship between the
balayage measure and the weighted equilibrium measure for an external field
Q, and do so for all Q with the property that we suitably can replace Q in
the underlying obstacle problem with a function Q̃ of the form

Q̃(z) = c+ Uσ(z), (3.1.9)

for some signed and compactly supported Radon measure σ of negative
total mass −t for some t > 0, and c a constant. If it then holds that Uσ− is
continuous on C, so that Bal(σ, 0) exists, then the precise complementarity
relationship is

Bal(σ, 0) + µQ,t = 0, (3.1.10)

where µQ,t is the weighted equilibrium measure under the external field Q
and with total mass t.

3.2 Paper B
As seen in Sections 1.2 and 2.4, there is a strong connection between the
divisible sandpile model, the rotor-router model and the IDLA model with
the partial balayage operation relative to the Lebesgue measure (i.e. to den-
sity one), since they share a common scaling limit as the lattice spacing
constant tends to zero (Theorem 2.4). Due to the fact that there is a rather
extensive theory developed around the partial balayage operation relative to
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more general measures λ than just the Lebesgue measure, it seemed natural
to try to generalize the three discrete particle models as well, in search of
some version of Theorem 2.4 where the scaling limit is given by Bal(·, λ)
instead of Bal(·, 1). One of the main motivators behind this was to try to
utilize the stochastic nature of the IDLA algorithm to hopefully find a purely
stochastic formulation of the partial balayage operation, in order to bring
the tools of stochastic analysis into the picture.

In Paper B we give initial results in this direction, developing a slightly
generalized version of the divisible sandpile algorithm. Recall that in the
standard divisible sandpile, the algorithm is to ‘topple’ the mass configura-
tion µ on sites in a lattice according to the rule that if x is a site where the
number of particles µ(x) is strictly larger than one, then the excess mass
is relocated to the 2d neighbouring points of x, i.e. if µ′ is the new mass
configuration and we topple at x, then

µ′(y) =



1 if y = x,

µ(y) + µ(x)− 1
2d if y ∼ x,

µ(y) otherwise.

(3.2.1)

The natural way to generalize this algorithm if we want to bring in a function
λ on the lattice that specifies the ‘allowed’ maximal values of the resulting
mass configuration is naturally to replace the ones in (3.2.1) with the values
of the maximal allowed density function, i.e. λ(x). That is, given a fixed
function λ on the lattice, the new algorithm now becomes that if x is a
site where the mass of our starting configuration µ is strictly larger than
the allowed mass, i.e. if µ(x) > λ(x) holds, then the excess (positive) mass
µ(x)− λ(x) is relocated equally to the 2d neighbouring points of x:

µ′(y) =



λ(x) if y = x,

µ(y) + µ(x)− λ(x)
2d if y ∼ x,

µ(y) otherwise.

(3.2.2)

For the sake of simplicity, a bit more clarity in what the most essential parts
affecting the process are, as well as better compatibility with the results of
Paper A, we do not employ algorithm (3.2.2) immediately, but rather a ver-
sion of it related to partial balayage measures of the form Bal(σ, 0) instead.
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The precise algorithm we use is hence applied to signed mass configurations
σ, i.e. σ may also take negative values, and the algorithm we use essentially
becomes a discrete version of partial balayage relative to the zero measure.
If x is a lattice point where σ(x) is non-positive then σ is left unchanged
everywhere, but if σ(x) > 0 holds then the toppling at x yields the mass
configuration

σ′(y) =



0 if y = x,

σ(y) + σ(x)
2d if y ∼ x,

σ(y) otherwise.

(3.2.3)

This way of generalizing the divisible sandpile might seem rather trivial,
but there is a slight difficulty introduced via this generalization in that the
convergence of the algorithm (3.2.3) is no longer clear if we for instance
were to topple every point in the lattice infinitely often, in order to obtain a
mass configuration in the limit that then satisfies the property of being ≤ 0
everywhere, not just at a specific site x, precisely as we, with the standard
divisible sandpile, created a mass configuration that was ≤ 1 everywhere.

As an illustration of the convergence issue we can take σ to be a (signed)
mass configuration on Z2, with σ+ = nδ0 for n large, and σ− the character-
istic function of some finite subset S of {(x, y) ∈ Z2 : x < 0}. A necessary
requirement for the possible existence of a limiting mass configuration σ̃ if
we were to topple infinitely often over all the points in the lattice is that
the total mass of the initial mass configuration σ must be non-positive; if
such a σ̃ exists, then σ̃ is ≤ 0 everywhere on Z2, hence

∑
x∈Z2 σ̃(x) ≤ 0,

and for this it follows that
∑
x∈Z2 σ(x) ≤ 0 must hold since the total mass

is conserved each time we topple a lattice point. What we expect of such a
limiting mass configuration σ̃ is thus that σ̃ ≤ 0 everywhere, and that it in
fact can only be strictly negative precisely on the set S; for the total mass
to be conserved we must have that the positive part σ+ (i.e. the violating
part of σ) is moved into region S and de facto annihilates with a part of σ−
(or the whole of σ− if σ has total mass zero). However, if we first were to
topple σ = nδ0 − χS at the origin, then some part of this mass would move
to the neighbouring point (x, y) = (1, 0), which lies even further away from
the ‘capturing’ set S than the origin. Further topplings at the sites (1, 0),
(2, 0), (3, 0), . . . only moves mass even further away from S, and it is not
clear if and in that case how the mass that tries to escape in this way would



32 CHAPTER 3. SUMMARY OF RESULTS

return to S if we were to topple all of the sites on the lattice infinitely many
times. In fact, a result in Paper C suggests that mass would actually man-
age to escape to infinity in all dimensions d ≥ 3, and would only return to
the capturing set S in dimension d = 2. Given the connections between the
standard divisible sandpile and the random IDLA model, it would not be
an unlikely guess that this difference in behaviour between d = 2 and d ≥ 3
might have something to do with the celebrated result of G. Pólya [18] that
the simple random walk is recurrent in dimensions d = 1, 2 and transient in
d ≥ 3.

To get around the above possibly problematic situation, we introduce
a confining region B̂R defined as the intersection of the ball B(0, R) ⊂ Rd
with the lattice, for some large enough radius R > 0, and restrict ourselves
to simply apply the generalized divisible sandpile algorithm on points in B̂R
instead of everywhere. The price we need to pay for imposing this restriction
is that the resulting mass configuration is ≤ 0 only at the points where we
topple, i.e. on the set B̂R; in general there could be some resulting positive
mass left on the outer boundary ∂B̂R (which is the set of points x /∈ B̂R for
which there exists a neighbour belonging to B̂R).

In detail, we do the following. First, we fix a sequence of points x1, x2, . . .
all belonging to B̂R and with the property that each point x ∈ B̂R occurs
infinitely often in this sequence. Define the toppling operator Tx at x via
Txσ := σ′ with σ′ as in (3.2.3), and let σn be the mass configuration obtained
after toppling σ at the points x1, x2, . . . , xn, in that order, i.e.

σn(x) := TxnTxn−1 . . . Tx1σ(x). (3.2.4)

In the paper, we show that there is a well defined limiting mass configuration
ν defined by

ν(x) = lim
n→∞

σn(x). (3.2.5)

This mass configuration will have the structure

ν = ν+ − ν−, (3.2.6)

where supp ν+ ⊆ ∂B̂R and supp ν− ⊆ B̂R, ensuring that ν ≤ 0 holds in B̂R.
Just like in the case with the standard divisible sandpile, we also show that
ν can be characterized as the solution to a discrete obstacle problem, in the
sense that if u is the odometer function for ν, i.e. the function whose value
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at x is the total mass emitted from x during the whole generalized divisible
sandpile algorithm in the construction of ν, then u = Uσ− v, where v is the
solution to the obstacle problem

v(x) = sup{f(x) : ∆f ≥ 0 in B̂R and f ≤ Uσ everywhere}; (3.2.7)

see Proposition 3.2 in Paper B. This also shows that the generalized divisible
sandpile has the ‘abelian’ property that ν is independent of the choice of
toppling points x1, x2, . . . of B̂R.

In the paper we also give a characterization of ν as the minimizer of
an energy functional, and moreover give explicit formulas for the energy
calculations that arise. The main result of the paper is an analogue to
the first part of Theorem 2.4. We show that, if we denote the result of the
generalized divisible sandpile algorithm on the lattice ξZd for an initial mass
configuration σ and a bounding radius R by GDSξR(σ), then, in the sense of
distributions,

GDSξn

R (σn)→ BalR(σ, 0) (3.2.8)

as n → ∞. Here {ξn}∞n=1 is a sequence of decreasing real lattice spacing
constants tending to zero as n→∞, and for each n = 1, 2, . . . we let σn be
the discretization of σ : Rd → R relative to the lattice ξnZd.

3.3 Paper C
Given advances of studying Hele-Shaw flow on curved two-dimensional sur-
faces (see for instance [9,10]), and the strong connections between Hele-Shaw
flow and the partial balayage operation, it seemed a natural problem to de-
velop the partial balayage operation in a more general, curved setting than
in the Euclidean structure previously developed. This is done in the setting
of Riemannian manifolds in Paper C.

To be precise, we take M to be an n-dimensional Riemannian manifold,
and develop a formulation of partial balayage on the n-currents on M . The
main focus is on compact manifolds, but we also discuss necessary changes
to take into account when M is a manifold with a non-empty boundary.

One initial difficulty regarding the formulation of the partial balayage
operation of an n-form ω on M is that if we were to try to generalize the
definition of Bal(µ, λ), for instance in either the context of the energy min-
imization (2.2.1) or the obstacle problem (2.2.3), in the natural way, then
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we would need to refer to the potential of ω, but on a compact Riemannian
surface not all forms have globally defined potentials, only signed forms with
zero total mass do. To get around this problem, we decompose any n-form
ω into the sum of a potential term and a compensating ‘background field’
in the shape of a multiple of the volume form on the manifold:

ω = −d ∗ dψ + t voln, (3.3.1)

where ψ is a uniquely determined function—essentially a Green’s potential
of ω, ψ =: Gω—if one also imposes the condition

ˆ
M
ψ voln = 0, (3.3.2)

and the constant t is determined by

t = m(ω) := 1
voln(M)

ˆ
M
ω. (3.3.3)

Note that the n-form ω completely determines the Green’s potential Gω, but
Gω does not completely determine ω: for any s ∈ R we have Gω+s voln = Gω,
since we can write

ω + s voln = −d ∗ dGω + (t + s) voln. (3.3.4)

For n-forms ω1, ω2 we can define define the mutual energy of ω1 and ω2 as

E(ω1, ω2) :=
ˆ
M
dGω1 ∧ ∗dGω2 =

ˆ
M
Gω1 ∧ ω2, (3.3.5)

and the (self-)energy of ω as E(ω) = E(ω, ω). Using this energy functional,
we can define the partial balayage in the finite energy setting as the n-form

ν = Bal(σ, 0) := d ∗ du+ σ, (3.3.6)

where we assume that σ is an n-form satisfying
´
M σ ≤ 0, and du is the

unique solution (in L2(M)1) to the minimization problem

min
{ˆ

M
du ∧ ∗du (= E(ν − σ)) : d ∗ du+ σ ≤ 0

}
. (3.3.7)

Moving via a variational formulation of this minimization problem, we finally
obtain a general definition of partial balayage of n-forms on M , no longer
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necessarily of finite energy, as follows: if we let σ be an n-form of non-
positive total mass and with the decomposition σ = −d ∗ dψ + t voln, and
assume there exists at least one function v which satisfies{

v ≥ ψ,

−∆v ≥ t
(3.3.8)

everywhere on M (in sense of distributions), then there is a smallest such
v, and we the define

Bal(σ, 0) := (∆v + t) voln. (3.3.9)

See Definition 5.1 in Paper C.
In the remainder of the paper, we develop some structure theorems for

the resulting partial balayage forms, as well as the notion of weighted equi-
librium forms under the influence of external fields applied to the manifold,
following the main result of Paper A. Moreover, we give some example cal-
culations of partial balayage forms in various dimensions, and also show a
proposition that on two-dimensional Riemannian manifolds, geodesic balls
and harmonic balls (defined essentially as results of Hele-Shaw injection
flows on the manifold) are locally equivalent if and only if the curvature of
the manifold is constant.





4 Future Research and Initial Results

4.1 Generalizing the Rotor-Router and IDLA
models

With the generalization of the divisible sandpile algorithm in Paper B in
mind and its relation to the partial balayage operation Bal(·, 0), as well as
the common scaling limit for the (standard) divisible sandpile, the rotor-
router model and the IDLA model in Theorem 2.4, it would seem rather
likely that there exist suitable generalizations of the rotor-router algorithm
(2.4.13) and the IDLA algorithm (2.4.14) that satisfy a similar property like
Theorem 2.4 in terms of a scaling limit of the form Bal(σ, 0). In this section
we give a few initial results as to how such generalizations could look.

By considering the strategy we used to generalize the standard divisible
sandpile algorithm, and the essentials of precisely how mass is relocated in
the standard rotor-router and IDLA models, natural candidates for gener-
alizations of these two models quickly arise. The key step in the generalized
divisible sandpile (as described in (3.2.2)) was the introduction of a density
function λ, and the attempt to force the final mass configuration to be less
than or equal to λ everywhere in some region defined by a confining radius
R. In detail, we did this by imposing the rule that at every point x we
encountered that had mass more than λ(x) we left precisely λ(x) at x, and
relocated the excess mass equally among the 2d neighbours of x.

In both the rotor-router and IDLA models we assumed we had integral
number of particles, and imposed the rule that at every lattice site where
there was more than one particle we then moved the excess particles, one by
one, away from the site, using either a rotor-router walk or a simple random
walk, respectively, until there was only one particle remaining at the site.

37
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(a) (b)

(c) (d)

Figure 4.1: A comparison between (a) the standard divisible sandpile model
(see also Figure 2.1), (b) the generalized divisible sandpile model, and (c-
d) the proposed algorithm for the generalized IDLA model. In (a), the
(standard) divisible sandpile was applied to the initial mass configuration
χA + χB for two intersecting squares A and B. Figure (b) is the result of
the generalized divisible sandpile model applied to the mass configuration
µ = χA∪B with the limiting density λ = χU−χA∩B for a very large confining
set U (not shown). Equivalently, in terms of the configuration σ = µ−λ we
have σ = χA∪B−(χU−χA∩B) = χA+χB−χU , which explains the similarities
between (a) and (b). Figures (c-d) are realizations of the generalized IDLA
algorithm using this σ, with (c) no scaling, and (d) scaling θ = 1000.

This idea is rather easily generalized: with the introduction of the density
function λ, the rule instead naturally becomes to consider every site x where
the mass is larger than λ(x), and then suitably relocate the excess number
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of particles at x, again one by one, via a lattice walk (rotor-router walk or
a simple random walk) to sites where they safely can be deposited (i.e. an
excess particle at x is moved to a site y where the number of particles is
less than or equal to λ(y) − 1, so that the addition of yet another particle
is acceptable). To ensure that all such particle relocation walks really end
in a finite number of steps, we do precisely as we did in the generalization
of the divisible sandpile: we fix a confining radius R > 0, and treat the set
∂B̂R as an ‘infinite sink’, where any number of particles can be deposited.

By doing the above we obtain straightforward generalizations of both
the rotor-router model and the IDLA model, at least as long as both the
given initial mass configuration as well as the imposed density function are
integer-valued, so that the ‘mass’ can be interpreted as a discrete number
of particles. Preliminary numerical results suggest that these generalized
models indeed are related to the generalized divisible sandpile model, in a
similar way to the scaling limit in Theorem 2.4. However, the requirement
that the mass configurations involved must be integer-valued is in a sense
slightly unnatural, and there actually seems to be a way to get around this
by introducing a new scaling parameter θ to the algorithms. (However,
note that this new scaling is independent to scaling limits in the sense of
successively decreasing lattice spacings.)

To illustrate the idea, let us assume that the initial mass configuration
µ no longer necessarily is integer-valued, and that we, for instance, at some
stage reach a site x where the mass is M ∈ R, with 0 < M < 1, and the
allowed density λ(x) that we want to impose is λ(x) = 0. This situation
would ordinarily be problematic for both the rotor-router and the IDLA
models—in both these models we move mass by one particle at a time, and
as much as we would like to move the massM at x somewhere else we cannot
at this stage ‘remove’ one whole particle from x without creating some sort
of unwanted negative hole at x, since M < 1. However, if k is an integer
such that M > 1/k, and we let θ be larger than k, then

θ ·M >
θ

k
> 1. (4.1.1)

From this it follows that the nearest integer bθMe to θM satisfies bθMe ≥ 1,
i.e. even though there were no whole particles to remove from x when we con-
sidered the mass configuration µ directly, there is now at least one particle
that can be moved via the above generalized rotor-router or IDLA models.
In essence, we convert the problem into applying the models to the rescaled
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configuration bθµ(·)e relative to the rescaled density bθλ(·)e instead. Of
course, to compensate for this scaling we in the end need to scale the result
down again, by dividing by θ. In this way, we can use both the rotor-router
and IDLA models even on real-valued mass configurations µ and density
functions λ.

Translating the above from the setting of µ and λ to signed configurations
σ = µ − λ, the candidate algorithms are in detail as follows. Assuming
σ : Zd → R is a signed mass configuration with

∑
x∈Zd σ(x) < 0, let R > 0

be a large enough confining radius such that suppσ ⊂ B̂R := B(0, R) ∩ Zd
and fix a scaling constant θ ≥ 1. Define the integer-valued rescaled mass
configuration σ̃ : Zd → Z via

σ̃(x) := bθ · σ(x)e, (4.1.2)

and apply either the generalized rotor-router or the generalized IDLA algo-
rithm in the integer-valued settings to σ̃, as desired, to obtain an integer-
valued signed mass configuration ν̃ satisfying ν̃ ≤ 0 everywhere in B̂R.
Finally, define the final mass configuration ν : Zd → R via

ν(x) := 1
θ
ν̃(x). (4.1.3)

As an illustration of the validity of this method, see Figure 4.1. Regarding
the value of the scaling parameter θ, we note that while the resulting mass
configuration ν in (4.1.3) necessarily satisfies ν ≤ 0 in B̂R, it does not satisfy
the other inequality we might expect from properties of the generalized
divisible sandpile, namely that it is greater than or equal to −σ− everywhere;
by construction the mass configuration ν̃ satisfies ν̃ ≥ −σ̃−, so we only have

ν(x) ≥ −1
θ

(bθσ(x)e)−. (4.1.4)

However, if θ is very large then (bθσe)− ≈ θσ−, and so we would obtain
ν ≥ −σ−, as desired. It thus seems interesting to consider if there is a well-
defined limit if one lets the scaling parameter θ tend to infinity. Moreover,
in the case of the generalized IDLA model, increasing the scaling parameter
seems to have a similar effect numerically as taking the average over many
non-scaled realizations, as seen in Figure 4.1 (d).

As a final note, we remark that just as seems to be the case with the
generalized divisible sandpile it might very well be true that imposing a
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Figure 4.2: Simulated fuzzy mother body of a rectangle. White indicates
a larger amount of mass, and full black zero mass. (The rectangle was
discretized into a region of 808 x 408 points, and the average was calculated
over 3000 runs.)

bounding region B̂R is an unnecessary step if the dimension is d = 2, due to
the recurrent nature of the random walk, and that one may get the desired
convergence even if we treat the whole Z2 lattice immediately, instead of
just B̂R. In dimensions d ≥ 3 however, it is not unreasonable to expect that
some sort of imposed bounding region is necessary, due to random walks
being transient if d ≥ 3.

4.2 Non-singular fuzzy mother bodies
As seen in Section 2.5 on mother bodies, one of the properties we often
associated to a mother body µ was that it essentially became a ‘skeleton’,
in that m(suppµ) was assumed to be zero. In other words, µ was assumed
to be singular with respect to the Lebesgue measure. One problem with
the rather strict conditions (I)–(V) given in the definition of a mother body
is that if Ω ⊂ Rd is an arbitrary bounded domain, then there might not
always exist a mother body for Ω, and even if it does, it is not always
unique. For this reason, it might be a good idea to try to find different
kinds of mother bodies that might not satisfy all the requirements (I)–(V)
given in Section 2.5, but, in some suitable sense, still ‘generate’ the given
region Ω.
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There are a few indications of a process that might yield one such new
form of a mother body. While performing numerics to find generalizations
of the rotor-router model and the IDLA model, it was discovered that the
following algorithm on the lattice, with a bounded set S ⊂ Z2 as the only
initial data, yielded a mass configuration that seemed to be an inverse to
the standard divisible sandpile model:

(a) Let η := χS , the indicator function of S, so that supp η = S.

(b) Choose, at random with uniform probability, an interior point x in the
support of η, i.e. a point x ∈ supp η whose neighbours all belong to
either supp η or the outer boundary of supp η.

(c) Start a simple random walk from x on the lattice, and stop the walk at
the first time it is about to take a step from some x′ ∈ supp η to some
x′′ ∈ ∂(supp η).

(d) Define a new mass configuration η′ as

η′(y) =


η(x) + η(x′) if y = x,
0 if y = x′,
η(y) otherwise.

(4.2.1)

(e) Restart from step (b) with η′ instead of η.

Since the support of every mass configuration η′ we create in the above
algorithm contains one less point than that of supp η, and our initial set
suppχS = S was assumed to be bounded, hence contains finitely many
points, the algorithm above ends in finite time. The resulting mass con-
figuration will in general depend highly on the specific realizations of the
random walks used when running the algorithm. To get around this we can
of course try to take the expectation of all such random mass configurations.
We let µ denote this expected randomly created mass configuration.

Numerical experiments indicate that µ created as above indeed becomes
a type of mother body for S: if we fix a set S, such as a filled rectangle, run
the above algorithm many times and define µ̃ as the mean of all the resulting
configurations, and try to apply the standard divisible sandpile algorithm
to µ̃, then we in general obtain configurations very close to χS , which is
precisely what we want. To illustrate the sort of mass configurations that
might appear after performing the above algorithm, see Figure 4.2. The
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Figure 4.3: Simulated fuzzy mother body in the non-convex setting of the
union of two intersecting rectangles. (The body was discretized into a region
of 750 x 450 points, and the average was calculated over 2600 runs.)

resulting mass configuration seems to have a concentration of mass along
arcs, just as what would be expected of a mother body, but initial numerical
results seem to indicate that the values in the ‘grey’ parts in Figure 4.2 do
not tend to zero as the lattice spacing is decreased, but possibly rather
converge to values between zero and the maximal values attained on the
white arcs. If there exists a limit of the above configurations µ when the
lattice spacing tends to zero, then it would not seem too unlikely that this
limit could be described as a measure ν which is absolutely continuous with
respect to the restriction of the Lebesgue measure to the initial region in
question, i.e.

dν(x) = ρ(x) dχS(x), (4.2.2)

with ρ an a.e. continuous function on R2 for which supp ρ ⊆ S. Since each
µ seems to generate the starting set S under the divisible sandpile algo-
rithm, and since the divisible sandpile essentially is just a discrete version of
the partial balayage operation relative to the Lebesgue measure, we would
expect that

Bal(ν,m) = χS , (4.2.3)
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in much the same way as (2.5.6). With Figure 4.2 in mind, a suitable name
for such a configuration would perhaps be a ‘fuzzy’ mother body.

To end with, we remark that for convex bodies, such as the rectangle
in Figure 4.2, numerical simulations indicate that in the construction of the
fuzzy mother body mass seems to be drawn to and accumulate slightly along
the ‘ridge’ of the body, i.e. the set of points x ∈ Ω for which there are at
least two different points y1, y2 on the boundary ∂Ω at a minimal distance
from x,

d(x, ∂Ω) = d(x, y1) = d(x, y2). (4.2.4)

This does not seem to be the case for non-convex bodies: as seen in Fig-
ure 4.3, mass seems to be mainly drawn to a slightly ‘bent’ ridge.
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