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Abstract 

 

 

Distributed services and tasks, i.e. large-scale data processing (Big Data), in the cloud 

became popular in recent years. With it came the possibility, to scale infrastructure 

according to the current demand, which promises to reduce costs. However, running and 

maintaining a company internal cloud, which is extended to one or more public clouds 

(hybrid cloud) is a complex challenge. In the recent years, Docker containers became very 

popular with the promise to solve compatibility issues in hybrid clouds. Packaging 

software with their dependencies inside Docker containers, promises less incompatibility 

issues. Combining hybrid clouds and Docker Containers, leads to a more cost effective, 

reliable and scalable data processing in the cloud. 

The problem solved in this thesis is: how to manage hybrid clouds, which run scalable 

distributed tasks or services. Fluctuating demand requires adding or removing computers 

from the current infrastructure, and changes dependencies, which are necessary to 

execute tasks or services. The challenge is, to provide all dependencies for a reliable 

execution of tasks or services. Furthermore, distributed tasks and services need to have 

the ability to communicate even on a hybrid infrastructure.  

The approach of this thesis is, to prototype three different Docker integrations for 

Activeeon’s ProActive, a hybrid cloud middleware. Further, each of the prototypes is 

evaluated, and one prototype is improved to an early stage product. The software-defined 

networks weave and flannel are benchmarked, in their impact on the network 

performance. How Docker containers affect the CPU, memory and disk performance is 

analyzed through literature review. Finally, the distributed large-scale data processing 

software Apache Flink is benchmarked inside containers, to measure the impact of 

containerizing a distributed large-scale data processing software. 

The results of this thesis show that Docker container orchestration is feasible with 

ProActive and software defined networks (weave and flannel). While both show impact 

on the pure network performance, the Apache Flink benchmark did not reveal any impact 

of using containers and software defined networks. Therefore, Docker containers together 

with orchestration through ProActive are able to form a large-scale data processing 

platform. 

 

  



Sammanfattning 

 

Distributed Services eller Tasks, exempelvis storskalig data (Big data), i moln-lösningar 

har blivit populärt under de senaste åren. Med detta följer möjligheten att skala om 

infrastrukturen till den rådande efterfrågan, med syfte att minska kostnader. Men att köra 

och underhålla ett företags interna moln, som är kopplat till ett eller fler offentliga moln 

(Hybrid-moln) är en komplex utmaning. Under de senaste åren har Dockers blivit mycket 

populära, detta med syfte att lösa kompabilitets problem i hybrid-moln. Att paketera 

mjukvara med dess delar inuti en Docker medför färre kompabilitetsproblem. Att 

kombinera hybrid-moln och Dockers leder till en mer kostnadseffektiv, pålitlig och 

skalbar datahantering i molnet.    

 

Problemet som har lösts i denna uppsatts är: Hur kan man hantera hybrid-moln som kör 

Distributed Services och Tasks. Varierande efterfrågan kräver att man lägger till eller tar 

bort datorer från den nuvarande nätverk, samt att man ändrar beroendeförhållanden 

vilka är nödvändiga för att utföra uppgifter eller service. Utmaningen ligger i att 

tillhandahålla alla delar för ett säkert genomförande av uppgiften eller servicen. Vidare 

krävs även att Distributed Services och Tasks har möjlighet att kommunicera även om det 

är i en hybrid-molns lösning.  

 

Syftet med denna uppsats är att skapa tre olika prototyper av Docker-behållare för 

Activeeon´s ProActive, en hybrid-molns middleware. Vidare är varje prototyp 

utvärderad, en av prototyperna är även vidareutvecklad till ett tidigt produktstadie. Det 

mjukvarudefinerade nätverken weave och flannel är benchmarkade i deras påverkan på 

nätverket. Hur Dockers påverkar CPU:n, minnet och diskeffekten är analyserat i en 

litteraturstudie. Slutligen är mjukvaran Apache Flink Benchmarkad inuti Dockers-

behållarna, detta för att kunna mäta effekten av en paketerad och distribuerad storskalig 

datahanterings mjukvara.    

 

Resultatet av denna studie visar att Dockers-behållarens samansättning är passande med 

ProActive och mjukvarunätverk (Weave och Flannel). Båda visar påverkan på den rena 

nätverkseffektiviteten men Apache Flink benchmarkingen visade inte någon påverkan av 

att använda behållare och mjukvarudefinerade nätverk. Därav ger samansättning av 

Dockers-behållare genom ProActive möjligheten att skapa en plattform att processa 

storskalig data. 
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1 Introduction 
 

1.1 Problem Description 
Often tasks or services have requirements like libraries, resources, data and 

configuration. In cloud computing, those requirements make a reliable execution 

complex, because the location of execution is transparent and can be somewhat random. 

Defining all requirements exhaustively can mitigate issues but is not practicable. 

Specifically, configurations are complex to maintain since each task or service might need 

unique configuration.  

Necessary software updates might change libraries, resources, data and configuration. 

Problematic changes are hard to detect and can result in failures of tasks and services.  

Distributed tasks or services execute on many computers, as a matter of fact all computers 

need to match several sets of requirements. Ensuring on many computers that libraries, 

resources, data and configuration meet requirements is very complex.  

A cluster might face fluctuations in demand. Especially in a multi-tenant environment, 

each distributed task or service might face different demand. Running distributed tasks 

or services, which are not used, is a waste of resources. Therefore executing only used 

distributed environments is a desired target, to save resources and reduce cost.  

If solely one task or service is demanded, it is desirable to scale it onto the currently not 

utilized computers. That creates changing dependencies on libraries, resources, data and 

configuration. On top of that, it is desirable, especially in cloud computing, to scale the 

underlying infrastructure according to the current demand. That becomes necessary 

when there are too many requests for the current infrastructure to handle. In order to 

meet the current demand, additional computers or virtual machines are added to the 

infrastructure. Those computers or virtual machines must meet all requirements to 

ensure a reliable execution. 

Today, public cloud providers sell solutions for the above-described problems, though one 

will be bound to one public cloud provider.  

Summarizing, the problem investigated in this thesis is: how to manage distributed tasks 

and services reliably and efficiently inside dynamically changing cloud infrastructures, 

spanned across hybrid datacenters (cloud providers and own cloud). Without being 

bound to the solutions of one public cloud provider. 

 

1.2 Purpose 
The purpose of this thesis is: to show that Docker containers which are orchestrated by 

Activeeon’s ProActive can solve the above-described problem. Furthermore, that a 

distributed environment can run inside Docker containers without affecting performance 
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significantly. To show that Docker containers can become, with orchestration software, a 

large scale distributed data processing platform. 

The results are supposed to act as a guide for people facing similar problems. Helping to 

infer the amount of work, the disadvantages and the advantages for their own project. 

That is achieved by discussing the advantages and the disadvantages of different 

prototypes, which integrate Docker container orchestration into Activeeon’s ProActive. 

Moreover, an early stage product, lays the foundation, to integrate Docker orchestration 

into Activeeon’s ProActive.  

Furthermore, the reader’s awareness of the impact of containerizing on an application is 

increased. The impact on distributed tasks and services in the context of performance is 

discussed. Containers are compared with virtual machines, to give the reader the 

possibility to compare with a known technology.  

Finally, the benchmark results have the purpose to show the reader what exactly is 

impacted and how it is impacted by containerization. Ultimately allowing the reader to 

infer the impact of containerization onto other applications. 

  

1.3 Goal 
The goal of this project is to show that Activeeon’s ProActive can orchestrate distributed 

task or services with a small performance impact.  

First, it is to show that Docker container orchestration is implementable inside the 

ProActive software by developing prototypes and improving the best prototype into an 

early stage product. Second, it is to show that distributed tasks or services have acceptable 

performance penalties inside containers. That is shown by benchmarking software 

defined networks and Apache Flink inside containers. 

 

1.4 Methodology 
An empirical research method is used in order to find the right design of the Docker 

container integration into the ProActive software. First, the software architecture of 

Activeeon’s ProActive is analyzed in order to find designs to integrate Docker container 

orchestration into ProActive. Each design is evaluated by effort of implementation, 

maintainability, complexity of implementation, code impact and security. The best design 

is further developed and integrated into the ProActive software. 

The second step is to find how well distributed tasks and services perform inside 

containers. That was evaluated through literature research and benchmarks. Weaknesses 

and strengths are identified by a literature review. Then technical documentation was 

used to find the reason for each specific weakness or strength. With identified weaknesses 

and strengths, regarding performance, the conducted benchmarks are designed.  
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In order to evaluate the conducted benchmarks the quantitative research method is used, 

in particular experimental research. The benchmark numbers are acquired by 

benchmarking experiments, which provide comparable numbers, hence performances 

are indicated by the benchmark. 

A second benchmark measures the performance of an application. This benchmark is 

designed to measure the worst-case scenario, which happens to exist in a purely 

distributed setting. That is done to measure the worst-case impact in order to see how 

strong the impact of containerization can be.  

 

1.5 Delimitations 
The delimitations of this thesis are the sole focus on Docker containers, on weave and 

flannel, on Apache Flink and on one TPC-H benchmark.  

Docker containers are chosen because they became very popular during the last few years 

whereas other container technologies did not get similar traction. Popularity is beneficial 

to an open source technology because the more it is known the more people will 

voluntarily develop for it. As a matter of fact the technology will improve faster and has 

more chances to be widely utilized. Additionally the Docker Inc. adds more functionality 

to the pure containerization technology, like the Docker Hub.  

Weave and flannel are not the only software defined networks, but are the two most 

known for Docker. The software defined network socketplane is not addressed because it 

is in an experimental stage and might be replaced or abandoned. 

Choosing Apache Flink rather than other distributed large scale data processing software 

comes from the positive experience while using it. Apache Spark and Apache Hadoop are 

also very good candidates for benchmarking distributed computing software because both 

are currently used inside the industry.  

This thesis concentrates on one specific TPC-H benchmark. TPC-H benchmarks are an 

industry standard and are widely used to benchmark large scale data processing platform. 

Further Apache Flink supported and implemented the TPC-H benchmark. 

 

1.6 Ethics 
The test environment and the data creation are described in this thesis, plus all software 

used and all programming code written is open source and publically available. As a 

matter of fact the results, presented in this thesis, are safely assumed to be reproducible. 

 

1.7 Outline  
Chapter 2 introduces Apache Hadoop as a distributed data processing platform (chapter 

2.1.1), Apache Flink as an distributed data processing software (chapter 2.1.2), Activeeon’s 
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ProActive as a middleware (chapter 2.3) and gives a detailed introduction into Container 

technologies (chapter 2.2), especially Docker containers (chapter 2.2.5). Additional 

related work is presented. 

In chapter 3, Docker orchestration prototypes (for Activeeon’s ProActive) are introduced 

and discussed. 

Chapter 4 describes the benchmark metrics (chapter 4.2), the benchmark design (chapter 

4.3) and is finalized with the benchmark results (chapter 4.4). 

In chapter 5 the results are concluded and potential future work is discussed. 
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2 Context and Related Work 
This chapter introduces large-scale data processing frameworks (chapter 2.1), advantages 

and disadvantages of container technologies (chapter 2.2), Docker containers (chapter 

2.2.5), data processing projects which use container technologies (chapter 2.2.3) and the 

middleware ProActive (chapter 2.3). All necessary technical background is presented in 

this chapter. 

 

2.1 Large Scale Data Processing Frameworks 
Two large scale data processing frameworks will be introduced, the de-facto industry 

standard Apache Hadoop, and Apache Flink. Apache Hadoop became a large-scale data 

processing platform; even Apache Flink can be executed inside an Apache Hadoop 

installation. It is introduced with the purpose to show what a large-scale data processing 

platform provides. Whereas Apache Flink is introduced with the purpose to show a large-

scale data processing framework, which is able to run inside Apache Hadoop. 

 

2.1.1 Hadoop 

This section (2.1.1) is based on [1], [2]. 

Introduction to Hadoop 

Apache Hadoop is an open source project, and it is part of the Apache Foundation. Apache 

Hadoop is a data processing framework for large amounts of data, also called Big Data. It 

grew into a data processing platform. The core elements of Apache Hadoop are the 

Hadoop Distributed File System (HDFS) and the data processing paradigm Map Reduce. 

Many companies and projects use Apache Hadoop because of its reliability and good 

performance. It is designed as a distributed system where many computers work on the 

same task, connected over a network.  

Hadoop Distributed File System 

The HDFS divides files into chunks and stores them distributed among several 

computers. HDFS replicates chunks to ensure the availability of data even if one (or more; 

dependent on the replication settings) computer or hard disk fails. Additionally the read 

and writing speed is increased because data access is parallelized. The location of chunks 

is used to process data on the computer where it is located, that lowers the utilization of 

the network. 

Map Reduce 

The Map Reduce programming model consists of two steps, map and reduce. In the map 

step, data is taken and sorted into buckets. A simple example is a word count application: 

the map step will sort on each word, meaning that all equal words are put in the same 

bucket. Then the reduce step processes all buckets, to reduce the number of entries. In 
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the word count example: one reducer gets one word assigned e.g. “bird”. The mappers will 

send all occurrences of “bird” to that one reducer, which then outputs the total count of 

“bird”. 

Data locality 

When large amount of data is processed, network bandwidth becomes a scarce resource. 

Sending gigabytes back and forth, over the network, will not scale and become a 

bottleneck. The location information of chunks is used, in order to process data where it 

is located. That will speed up the data processing by lowering stress on the network. 

Fault tolerance 

With growing distributed systems, the probability that any computer fails grows. That 

becomes an issue when all computers work towards the same goal. One failing computer 

makes the distributed system unavailable. Therefore Apache Hadoop is designed in a fault 

tolerant way. Data in the HDFS is replicated several times and each result of the Map 

Reduce steps is written to disk, hence being persistently stored. If one computer fails, 

computation can be redone from the last saved results on. That takes a fraction of the 

whole computation time.  

Yet Another Resource Negotiator (YARN) 

The strict usage of Map Reduce and HDFS is not suitable for all projects. YARN allows 

any type of application to acquire resource in the Apache Hadoop cluster. Resources are 

processor cores, storage and memory. That enables applications to run inside the Apache 

Hadoop platform. For example, those, which want to process data in a more complex 

fashion than Map Reduce. Applications, which run with resources acquired by YARN, 

must implement their own fault tolerance features and processes. 

Hadoop as General Large-Scale Data Processing Platform 

Apache Hadoop is the base for several projects, which base on Map Reduce and HDFS. 

As an example the Apache Hive [3] project enables to run queries on data stored in HDFS, 

queries are translated into Map Reduce jobs and execute on Apache Hadoop.  

Apache Hadoop has some disadvantages as a large-scale data processing platform. Fault 

tolerance features must be implement by each YARN application itself. Furthermore 

setting up and running Apache Hadoop on a cluster of machines is not a trivial task.  

2.1.2 Apache Flink 

The following chapter is based on [7]. 
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The Stratosphere/Apache Flink [8] project is an open source data analytics stack for 

parallel data analysis. It allows analytical applications to run at very large scale (Big Data). 

Analytical applications are automatically parallelized and optimized. Its scalable 

execution engine allows iterative programs with a rich set of primitives. It covers data 

warehousing, info extraction and integration, graph analysis, statistical analysis 

applications and data cleansing. It differentiates from commercial relational database 

management systems (RDBMS) by its ability to handle large-scale amounts of data and 

heterogeneous data. Apache Flink handles heterogeneous data sets from strictly 

structured relational data to unstructured text data and semi structured data in 

distributed files systems or local file systems. It is able to infer the underlying cloud 

topology and detect bottlenecks as part of its optimization techniques. Apache Flink 

follows a master and worker model, the Jobmanager (master) controls several 

Taskmanagers (workers) as shown in figure 1. 

Compatibility 

Apache Flink accesses distributed file systems like the HDFS and other distributed or 

local file systems. In fact, it can be used in different environments. Additionally Apache 

Flink runs inside the YARN resource scheduler, therefore, it can be executed on top of any 

Apache Hadoop cluster without additional setup and a minimum of configuration. That 

enables Apache Flink to work on existing clusters and on a variety of file systems. 

 

2.2 Large Scale Data Processing inside Containers 
Current container technologies provide a functionality similar to YARN, resource 

acquisition with software provisioning units. With that in mind, container technologies 

are introduced. 
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Figure 1: Stratosphere/Apache Flink job manager, task manager, network and file system 

shown. Figure adopted from figure 9 in [7]. 
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2.2.1 Introduction to Containers 

Overview 

Hypervisors are a commonly used operating system virtualization technology, they 

strictly isolate a virtual machine’s (VM’s) operating system from other virtual machine’s 

and the host’s operating system. In contrast, a Linux container is an operating system 

virtualization technology, where each virtualized resource is a unit of software running on 

top of the host machine’s Linux kernel. The access to hardware and system resources is 

restricted.  

By packaging software into a container, the creator can ensure that it executes reliably. 

That is because the software inside a container comes with its libraries and configuration. 

It prevents the interference with the host machine’s libraries or configuration. The user 

of a container is not obliged to keep the container as it ships, but can interact with it and 

change container internals if necessary. Moreover, a container can be base to build a new 

container, because one can adapt a container to one’s specific needs, much like VMs. 

Application Container 

Application container, in this paper Docker containers taken as a representative, are 

supposed to contain all necessary software to run one task or service, but not more. Other 

dependencies, required by a task or service, are supposed to be inside different containers. 

Enabling the user to, build re-usable containers and encourages the usage of standard 

interfaces. That decouples dependencies as e.g. in micro service architectures. 

Furthermore, in the Docker ecosystem, containers can be shared on the Docker Hub [11] 

for free, which encourages to re-use others’ work. Users of a container do not need to be 

aware of any specifics inside a container.  

System Container 

The Linux Container Project (LXC) is a system container technology; it encourages 

packaging and running a whole operating system. The execution of operating system 

services differentiates the system container from the application container. System 

containers are a lightweight alternative to VMs, because they share the kernel of the host’s 

operating system and therefore produce less overhead and have smaller storage 

requirements [6]. The running operating system services give a standard environment 

compared to application containers, which only run a single application process without 

operating system services.  

Container Internals 

The information in the this paragraph is based on [12] and [6]. 

LXC and Docker containers based on three kernel functionalities: chroot, cgroups and 

namespaces. Chroot is used to restrict file system access i.e. hide parts which are not 

supposed to be seen inside a container. Resource utilization is limited by leveraging the 

cgroups kernel functionality; it groups processes and their children to limit their CPU and 

memory usage. That allows resource management on a container bases. Namespaces 

allow isolation in several aspects; the id namespace enables container specific process ids. 
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The net namespace allows container specific routing tables, iptables and more. The inter 

process communication (IPC) namespace provides isolation in semaphores, message 

queues and shared memory. Additionally the mount (mnt) namespace provides container 

specific mount points. The UTS namespace allows changing hostnames inside a 

container.   

Due to the fact that all the container’s internal processes are running on the host 

machine’s kernel, starting a container equals to starting a process and grouping it into a 

cgroup [13]. That makes starting container a very fast operation, compared to starting a 

virtual machine. In comparison, a system container boots the operating system. 

Interoperability 

Docker containers run on Windows and MacOS additionally to many Linux operating 

systems. The compatibility with MacOS and Windows is achieved through a small virtual 

machine, called boot-2-docker [14], which contains a minimal kernel and a Docker 

daemon. Boot-2-docker installs through a graphical user interface, which makes it simple 

and differentiates it from other container technologies. The support for different 

platforms comes from the active and big community around Docker.  

LXC is currently available for Linux distributions, but it can be used on Windows or 

MacOS by utilizing virtual machines. Thought it is more complex to install and configure 

than boot-2-docker. 

Isolation 

The publication [10] shows isolation related stress tests of container technologies and the 

Xen hypervisor. They use the LU pseudo application of NPB benchmark. Summarizing, 

their results show that only the Xen hypervisor could provide sufficient isolation, the 

container technologies could not. CPU stress was the only one where all technologies, 

container and Xen, provide full isolation. Memory stress and disk stress show significant 

impact for the container technologies and very small impact for the Xen hypervisor. A 

fork bomb, which is spawning many processes, is completely isolated by OpenVZ, VServer 

and Xen but stopped LXC from being usable. Sender and receiver network stress is not 

fully isolated by the container technologies and very well isolated by the Xen hypervisor.  

The above results indicate that sharing the host’s operating system kernel does provide 

less stress isolation compared to hardware virtualization and indicates the maturity of the 

Xen hypervisor in isolation and optimization potential for container technologies. 

Performance 

The paper [6] studies the performance of the KVM hypervisor and Docker containers, 

summarized in this paragraph.  

The LINPACK results show that the native and Docker performances are equal whereas 

the KVM performance drops significantly. The performance drop is explained through 

the virtualized hardware, provided by the KVM hypervisor, which hides system 

information. Math library optimizations utilize system information, and hiding those 

information results in lower performance.  
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Memory bandwidth performance is investigated with the stream [15] benchmark, which 

results in equally good results for native, Docker and KVM. Another interesting result is 

that KVM could only perform half as many random I/O operations compared to Docker 

or native. Which is explained through a higher utilization of the CPU per I/O operation 

for the KVM hypervisor’s virtualized storage. Moreover, the paper describes an 

application specific benchmark with MySQL, summarizing the results show a small 

overhead introduced by Docker and a larger overhead by KVM.  

Furthermore, the publication [10] looks at the performance of a hypervisor (Xen) and 

container technologies (LXC, OpenVZ and Linux-VServer), summarized in the following 

paragraph.  

Similar to [6] the results indicate less overhead introduced by container technologies 

compared to hypervisor technologies. They used LINPACK to measure the CPU 

performance and found a small overhead for Xen and near native performance for 

container technologies. It supports the good performance of container technologies. The 

stream benchmark (memory stress) shows significantly less performance for Xen and 

near native performance for all container technologies. The throughout good results for 

the container technologies show that memory stress is less of an issue for them. 

Furthermore the I/O benchmark IOZone [16] was performed and verifies a good disk 

performance for container technologies.  

CPU Performance 

This section is based on [6], [10]. 

Both publications, [6] and [10] use LINPACK as a benchmark tool. The benchmark 

procedure and the LINPACK tool are explained in order to argument that another carried 

out CPU performance benchmark, for this publication, does not add value.  

The LINPACK benchmark indicates the processing performance of a computer. LINPACK 

benchmark tools are available as a free download [48] for specific processor architectures. 

Each benchmark tool is heavily optimized for the processor architecture it runs on. 

Virtualization technologies that hide processor information show weak performance. 

That is, because optimizations are not applied when processor information is hidden. 

With that fact in mind, it is obvious that running the LINPACK benchmark natively on 

the computer (processor information available and optimizations active) is more 

performant than running it inside a virtualization technology which hides processor 

information (optimizations deactivated).  

Container virtualization, here Docker, does not hide processor information, hence the 

LINPACK benchmark will show performances very close to native performance as shown 

in [6]. In consequence, no additional LINPACK benchmarks are performed, in this thesis. 

For the sake of clarity: not optimized CPU intensive tasks run with close to native 

performance, inside Docker containers. First, it seems obvious that virtualization 

technologies perform close to native without any optimizations, but a 22% performance 

loss for the KVM hypervisor was found with the pxz [49] data compression utility. Pxz is 
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not optimized towards a specific processor architecture and is often used in cloud 

benchmarking (benchmarking of virtual machines). Docker containers performed, as 

expected, close to native performance. 

Memory Performance 

This section is based on [6], [10]. 

Both publications [6] and [10] use stream as a benchmarking tool. The benchmark 

procedure and the stream tool are explained in order to argument that another carried 

out memory performance benchmark, for this publication, does not add value. 

Stream is a synthetic memory benchmark tool, which measures sustainable memory 

bandwidth performing different type of vector operations (Add, Copy, Scale and Triad). 

It accesses input data, which does not fit into the cache with a regular input pattern. That 

allows prefetching, which measures bandwidth more than latency (cache misses). 

Software, which runs inside Docker containers, uses the operating system kernel and 

drivers. As a matter of fact, a close to native performance is to be expected, as both 

publications [6] and [10] show. Therefore, an additional memory performance 

benchmark does not add value. 

Disk Performance 

This section is based on [10].  

The publication [10] used IOzone as a benchmark tool. The benchmark procedure and the 

IOzone tool are explained in order to argument that another carried out disk performance 

benchmark, for this publication, does not add value. 

The IOZone benchmark, first creates and then measures a variety of file operations [16]. 

Container technologies show a close to native disk performance, whereas OpenVZ had a 

better than native performance, explained with the different I/O schedulers used. 

Container technologies use the host’s operating system drivers and I/O scheduler, 

therefore no difference in performance is to be expected. With that in mind, an additional 

IOZone benchmark will not any value. 

Note that Docker containers use a copy on write file system, which might be different from 

the host computer’s file system. Hence, the performance may differ, but will be equal or 

very close to the same copy on write file system running directly on the host machine. 

Additionally, Docker containers can use the host machine’s file system for specific 

directories, which will result in equal to native performance. 

 

2.2.2 Containers as Cloud Functions or Services 

 

Container Support and Tools 

Currently, Docker containers are supported by many cloud infrastructure providers 

including Google [17], Amazon [18] and Microsoft [19] on top of their virtual machines 
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but also by IBM [20] on hardware. Software like Google Kubernetes [21] orchestrates 

Docker containers on a set of machines while monitoring them and being able to make 

resource aware container placement decisions. Additionally, in the Docker ecosystem, 

there is software which runs tasks or services composed of several containers, called 

Docker compose [22]. As well as software which allows to combine a cluster of machines, 

which run  a Docker daemon, into a virtual host, called Docker swarm [23].  

The LXC project misses similar support by container orchestration Software or 

infrastructure as a service (IaaS) providers. 

Inter-container Networking 

In order to build distributed applications, containers must be able to communicate with 

each other; in particular have access to a network and know the other’s IP address. That 

can be solved by software defined networking (SDN) in which containers are embedded 

into a local network, which is an overlay network hiding the real location and routing from 

each container. As a matter of fact, network packages need to be accessed and re-written, 

which has a small performance impact as shown in [6] [10]. 

 

File System of LXC and Docker 

Linux containers (LXC) are packaged as one binary, residing and operating on the host’s 

file system. Docker containers are binary images as well, but use copy on write file systems 

to construct container images in layers. As an example, the first layer is a Debian Linux, 

which can consist of several layers itself. The second is a web-server, where each 

consecutive layer is added above the previous one. That has the advantage of re-using 

layers e.g. when a database is installed on top of the same version of Debian Linux, the 

database image will re-use the Debian Linux layers and therefore reduce storage 

consumption. This approach has several advantages in terms of resource utilization as 

well as usability. 

However, the described file system differences have direct effect on the usage of 

containers. The LXC containers use the underlying host system’s file system, which gives 

the user an expected behavior. In contrast, the usage of a copy on write file system, here 

BTRFS taken for comparison, for Docker container will have impact on the performance 

[26] and resource utilization. Because, copy on write file systems do not delete data. In 

order to get better performances, the user must mount the host’s file system [27] into a 

container, to prevent using the copy on write system backend from Docker. 

Workload Abstraction: Container as Cloud Functions 

Container technologies make sharing software with its configuration and environment 

cheap and easy, which is the base requirement for Cloud Functions. Furthermore, we can 

see a community developing around the Docker technology, which is promising to provide 

more and more software, functionality and additional tools. On top of that, an open 

container initiative was created in order to ensure that containers are exchangeable and 

therefore executable inside different execution engines [28]. Projects like skyport [13] and 



Page 13 of 64 
 

the big earth data [29] use Docker container to package data processing units into 

container. That allows the combination of software, developed in and for different 

environments, while providing provenance for results. Both projects are just an example 

for the usage of a type of Cloud Functions. On top, we can see Platform as a Service (PaaS) 

providers, which use container technologies like Heroku [30], CloudFoundry [31] and 

Stackato [12] to name a few. Rather new companies like pachyderm [32], sense.io [33] 

and tutum [34] base or built  their services on or around the Docker container technology. 

Indicating a fast movement towards a wide adoption of container technologies and 

therefore towards shareable and everywhere executable Cloud Functions. Containers do 

not need to be aware of their location and are replaceable during runtime without 

affecting any of its dependencies as described in today’s micro service architectures. 

Ultimately, this will allow new forms of plugging together tasks and services. Big Data 

processing can profit from this technology, when the processing units are moved to the 

data. 

 

2.2.3 Containerized Large Scale Data Processing Projects 

The current landscape of projects/companies which use container technologies is growing 

at a fast pace. Especially the Docker container technology is developing very fast and 

enabling more and more companies and projects to board the train of container 

technologies. Surely not all virtualization use-cases are suitable for container 

technologies. Nevertheless the possibility to speed up development, by basing on other 

peoples work, and the simplicity in deployment makes container technologies taking a 

significant share in future virtualization technologies. Additionally, a number of new use-

cases will appear especially in high performance computing and data intensive (Big Data) 

computation where virtualization technologies with high overhead cost too much. In 

addition, computational intensive applications, which run on graphic processing units, 

can leverage container technologies, because the user of a container can make hardware 

accessible. 

Pachyderm 

The section is based on [32], [35] 

The Pachyderm project is developing a Map Reduce in containers. It runs outside of 

Apache Hadoop, and bases on a different distributed file system, which they call 

Pachyderm File System (PFS). Their approach is to run map and reduce steps inside 

containers with standard HTTP interfaces for data input and output, leaving the internal 

data processing to the user. One container can be seen as a Cloud Function, which takes 

arbitrary input and outputs results after processing. That combines the idea of services 

and tasks, because data is processed in batches or a service could listen for continuous 

data processing (streaming). That model is extremely scalable because its building blocks 

are autonomous. The pachyderm project does build Direct Acyclic Graphs (DAGs) given 

the Cloud Function’s descriptions and dependencies to model the order of execution. The 

output of each Cloud Function is written to disk and therefore made available for error 
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recovery. Pachyderm does not do error recovery, but the container scheduling system 

must do it. That architecture allows changing error recovery without changing internals 

of Cloud Functions nor the Pachyderm software. That provides openness and increases 

optimization potential and utilization. One major advantage is that such an approach is 

independent of the programming languages or processing frameworks used, and in fact 

could incorporate technologies, which have not been developed yet.   

Processing with GPUs 

High Performance Computing (HPC) tools have increased their performance by utilizing 

Graphic Processing Units (GPUs), which also has been done for Map Reduce [36]. By 

utilizing the GPU, data processing with Map Reduce was up to 25.9% faster [36], 

indicating a huge optimization potential for data processing. Here must be said that, 

large-scale data processing spends most of the time with acquiring data.  As a result, large-

scale data processing frameworks put their focus on how to minimize disk and network 

access. Which is often done, through processing data where it is located and to write less 

persistent restore points, which minimizes disk and network access. Nevertheless, 

leveraging the GPU as an additional resource, to support data placement, data 

[de]compression and restoring old state, is not yet utilized in today’s large-scale data 

processing frameworks. Therefore expected to play an important role in future 

performance gains.  

 

2.2.4 Distributed Data Processing inside Containers  

Running distributed large-scale data processing frameworks (Apache Hadoop or Apache 

Flink) inside containers will hide network information1. Furthermore, the software inside 

the containers is configured before packaged into an image, changing the configuration 

files at startup makes automation troublesome, especially if the container is moved.  

In figure 2, the architecture of three computers is shown, which run a distributed system 

(shown as master and worker containers) on top of an overlay network. The overlay 

                                                   
1 Considering a virtualized network in order to leverage the advantages virtualization provides. However, 
network information could be accessible inside containers.  
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three computers. 
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network assigns addresses (IP addresses) inside a network, which is independent of the 

physical location of the containers. The overlay network will utilize the operating system 

to route packages over the real network towards the host of the destination container. 

Note that the real network addresses are location dependent. Therefore, the overlay 

network registers which container runs on which host. That introduces some overhead 

since the location must be maintained. Additional information about newly created 

containers and networks must be propagated to each host. 

It is important to note, that the described architecture relies on the fact that, the overlay 

network makes the underlying host machines and its position transparent to the 

distributed computing framework, as shown in figure 3. 

 

That is particularly important for efficiency and resource management, in theory it is 

possible to run all three containers (master and two workers) on one host computer. A 

system administrator would not make that mistake, but an automated placement 

algorithm could chose that placement strategy, without any possibility for detection from 

inside a container. Therefore, the placement strategies must be looked at from outside of 

containers, best result, in this case, is one container per computer.  

Distributed systems often operate on top of a distributed file system. Location 

transparency can have negative effects on optimizations, which need location 

information.  

2.2.5 Docker Containers 

This thesis focuses on Docker containers, which is one specific container technology. 

Results are expected to be very similar with other container technologies. The uniqueness 

of Docker container comes with the Docker Hub and the many tools in the Docker 

ecosystem. A general description of container technologies can be found in section 2.2.1. 

Introduction 

“Docker is an open platform for developers and sysadmins to build, ship, and run 

distributed applications. Consisting of Docker Engine, a portable, lightweight runtime 

and packaging tool, and Docker Hub, a cloud service for sharing applications and 

automating workflows, Docker enables apps to be quickly assembled from components 
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Figure 3: View of the distributed system. Location and network 

transparent to distributed system. 
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and eliminates the friction between development, QA, and production environments. As 

a result, IT can ship faster and run the same app, unchanged, on laptops, data center VMs, 

and any cloud.” [11] 

The quote above is a very precise and compact description of Docker from the Docker 

website. More details and examples will be discussed in order to introduce the Docker 

platform in more detail. 

First, it is referred to build, ship and run applications with the Docker platform, which 

means that application are packaged into containers, which are used as a shipping vector 

(where the Docker Engine provides compatibility to run all Docker containers). 

Applications are executed by running a container, because Docker container are so called 

application container (one application per container). The Docker engine is a program, 

which needs to run on a computer in order to handle container executions. In detail, the 

Docker engine runs continuously (as a daemon) in the background of an operating 

system. A Docker client connects to the Docker engine to allow the user, to build and 

execute containers. In order to allow an easy sharing of containers, the Docker Hub hosts 

containers of all users, for free. The Docker Hub is the biggest distinction between Docker 

and other container technologies, which do not provide a place to share containers.  

Docker Details: Docker daemon and client communication 

The Docker daemon is taking commands and responding over HTTP. The Docker client 

connects via a Unix socket or a TCP socket to the server and receives responses encoded 

in the json standard [37]. That makes it simple to interface the Docker daemon since 

standards are used and the communication is well documented.  

Docker Details: Images 

This section is based on [38]. 

Docker images contain a Linux based operating system and an application to execute. 

Images are structured in layers; each command or operation done to create an image is 
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saved and referred as one layer. When an image is started, the last added layer is executed. 

The image is now called a container, because it contains a running application and all data 

which is written or changed, is not made persistent [39]. The structure of Docker images 

is depicted in figure 4. An image is, internally, an archive of folders, where each folder 

represents one layer of the image. A file called repositories contains the image name, 

several tags and the corresponding layer to execute. The information in the repositories 

file is encoded in the json standard. Each folder represents a layer, and is named as the 

unique ID of the layer. Each folder has a file called json, a file called VERSION and an 

archive called layer.tar. The json file contains all meta-information about the layer 

encoded in the json standard, i.e. layer id, parent layer, variables, executed commands 

and much more. The file called VERSION contains the version of the json standard, to 

decode the meta-information. The archive layer.tar contains the image file system 

change-set/image diff. The change-set/image diff contains the changes made from the 

parent layer to the current layer. Note that deleting files is not possible, because a file that 

is deleted will always be existing in a parent’s layer.tar archive.  

Docker Details: Building Docker images 

Docker containers are built using a Domain Specific Language (DSL) in order to describe 

each step of the building process [27]. Each step is written into a so-called Dockerfile, 

which is a recipe for creating an image. Each step is one layer in the copy on write file 

system, inside the created image [40]. That allows re-using layers in order to speed up the 

building process and lower memory utilization. The Dockerfile defines the environment 

of the container, for example network ports can be bound to host machine ports or parts 

of the host machine’s file system can be made accessible inside the container [27]. Data 

can be copied from the build environment into an image [27].  

 

Docker Image
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•VERSION
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• json

•VERSION

• layer.tar

Figure 4: Internal container structure. Adapted 

from [38]. 
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2.3 ProActive Software 
 

2.3.1 Introduction 

ProActive is a task scheduler for hybrid distributed systems, it orchestrates tasks among 

hybrid clouds e.g. internal and external clouds2 as well as hybrid operating systems i.e. 

Linux, Windows and MacOS [41]. Error recovery is done through monitoring each 

machine and in the case of an error submitting jobs and their data to other machines.  

 

2.3.2 Architecture 

This chapter is based on [42]. 

Scheduler and Resource Manager 

The brain of the ProActive software is the Scheduler. The Scheduler schedules tasks for 

execution on host machines, which it acquires from the Resource Manager. The Resource 

Manager knows all hosts, because programs, called Agents, on the hosts, promote 

themselves and the number of task-slots available for task execution. The Resource 

Manager keeps track of all task-slots and saves their state, able to execute a task (free), 

currently executing a task (busy) and is not able to execute task due to a failure (down). 

Currently there is one Agent per host and one task-slot per processor core. Therefore, one 

task is mapped to one core on the host machine, so several tasks can run on one machine.  

When the user executes tasks, they are submitted to the Scheduler, which chooses one or 

more unused task-slots and transfers the task and its corresponding data to the host. 

Tasks are remotely executed and controlled through Remote Method Invocation (RMI) 

with the help of Active Objects as described in [43]. 

Agents and task-slots 

Each Agent maintains a configurable number of task-slots, which defaults to the number 

of cores available. In the case a task-slot fails, the Agent will restart it to provide a steady 

amount of task-slots. Task-slots are one unit to execute code, where the number of task-

slots is usually the number of cores, without a guarantee that a full core is available. The 

resources are managed by the operating system and one task-slot can execute code, which 

runs on more than one core or even on all cores. Therefore, it can be interpreted as an 

ability to run code, enabling a naïve and simple scheduling technique, without any 

guarantee that resources are available. Though so called ‘selections scripts’ and additional 

plugins can be used to measure available resources and guarantee that specific thresholds 

and scheduling techniques are utilized. As a result, complex scheduling and resource 

utilization scenarios are possible to satisfy. 

                                                   
2 The term “clouds” is used to explain that two distributed systems, where each can be distributed over the 
whole world, are linked to one system. That happens if additional capacity is bought e.g., when high demand 
occurs.  
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Task input and output data 

In order to provide task with data, ProActive includes the concept of data spaces. It 

ensures that data travels with tasks along the execution machines. Each user can create a 

data space, which will ensure that each task running inside that data space has the same 

view on data. This concept enables tasks, which do run consecutively, to communicate by 

exchanging information through a data space. 

 

2.3.3 ProActive Task Orchestration with Containers 

The ProActive software schedules Bash, Java, Groovy, R, Python, Ruby and JavaScript 

tasks. When applying containers in the concept of tasks, one container is treated like a 

black box task, where its execution engine defines the interface to start and stop, but not 

what to execute. That allows a bigger variety of tasks, because every type of software, 

which runs on Linux, can run inside containers. 

Furthermore, tasks can be designed to contain their own environment or set up their own 

environment, meaning that a task can be an execution of an Apache Flink program on top 

of five computers. Container technologies allow the user to create their own task 

environment, like setting up a distributed system for the lifetime of one task.  

Workflows allow designing dataflow and dependencies between tasks. In the context of 

distributed systems, it can be used to design dataflow between distributed systems. That 

level of dataflow/task design allows even unexperienced users to perform the most 

complex data analytics plus allowing altering the dataflow by adding their own processing 

steps. 
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3 Docker inside ProActive 
 

3.1 Proposed Integrations 
Two main types of Docker integrations are possible, using Docker containers as a backend 

or providing an interface for Docker containers to the user. A transparent Docker 

integration can reduce code complexity and limit access to the host computer. Moreover, 

Docker containers can be integrated visibly, meaning that the user can decide whether to 

run a container or not. That increases isolation but it also provides full machine access 

when configured. 

Two backend integrations are explained in section 3.1.1 and 3.1.2 both have been 

prototyped and have been evaluated inside the ProActive software. Both are designed to 

change the task execution on the task-slot side and not on the Scheduler side. In section 

3.1.3, a user facing implementation is discussed, which uses an add-on interface of the 

ProActive task-slot with zero code impact on the ProActive Scheduler. 

 

3.1.1 Relaying Tasks into Containers 

The target is to leverage the isolation capabilities of Docker containers, for ensuring 

compatibility with already implemented features inside ProActive.  

Design decision 

ProActive uses remote method invocation (RMI) to execute tasks on the task-slots. A 

specific launcher class receives a task from the Scheduler, and executes it inside the task-

slot. That is a good point to interface Docker containers, because changes are limited to 

the RMI related code. Exchanging the RMI launcher class with a Docker launcher class 

will only affect a few lines of code, but it needs to be done for each type of task. However, 

the code complexity is low, because tasks’ specific functionalities e.g. dataspaces are not 

affected by the changes. The Docker task wrapper is transparent to the task and the user. 

Furthermore, this functionality is backwards compatible to old task descriptions.  

Process 

The following steps happen when a task is executed: 

1. Task is created 

2. Task is wrapped by a Docker task wrapper  

3. Docker task wrapper is transferred to the task-slot 

4. Docker task wrapper is executed on the task-slot side 

5. PAActiveObject (real task) is executed inside the container 

6. Result is received  

7. Docker container is killed 

8. Result is relayed to Resource Manager 
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The process above described is depicted in figure 5. That process has one main advantage 

because a task is send towards the task-slot side, which is then executed inside a 

container, if the container creation fails the task can still be executed in the traditional 

sense.  

 

Advantages 

 Minimal code impact 

 Tasks need to be wrapped, no further code impact 

 Provides more isolation than a traditional task execution 

 Docker provides good resource management (CPU shares, limit memory) 

 Fallback if Docker container creation fails 

Disadvantages 

 Fallback will make isolation un-deterministic  

 Docker is third party software, therefore fallback solution must be provided 

because this feature is transparent to the user 

 Docker uses resources (41 MB memory usage without running container; 84 MB 

with 1 running proactive task-slot; 129mb with 2 running proactive task-slots; 171 

MB with 3 running proactive task-slots - around 40 - 45  MB overhead on the 

running tasks) 

 Isolation through Docker containers can be violated by the Active Objects which 

are used when a task is executed inside the container 

 A very similar implementation already exists, but using the Java Virtual Machine 

instead of Docker 

 

Summary 

Relaying tasks into Docker containers has the advantage of not changing too much inside 

the ProActive software, and keeping the task design backwards compatible. However, the 

ProActive Active Objects weaken the isolation provided by the Docker containers, because 

Figure 5: Process of starting a task with a Docker wrapper. 
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they provide a direct connection from the execution container. In addition, the overhead 

of running one task is too big. The concept is already implemented inside ProActive with 

Java Virtual Machines, which makes this solution a possible replacement but will not add 

more value.  

 

3.1.2 Read Tasks from Disk 

In this approach, received tasks are written to disk. Then a Docker container is started, 

which reads the task from disk and executes it. As soon as the task finished the result is 

written back to disk, and the task-slot is notified. At last, the task-slot reads the result 

from disk and sends it to the Resource Manager. 

 

Design decision 

This approach bases on the idea that when each task is treated equally, one execution class 

can decide whether to run a task inside containers or not. For that to work, the task 

execution classes must be unified, which has the advantage of not affecting code of the 

Scheduler. Nevertheless, by changing the task execution classes, all task related 

functionalities like dataspaces have to be re-implemented, which is complex. The Docker 

container can mount the task-slot’s byte code and the java virtual machine in order to 

execute the task. Hence, every type of container can be used. This approach provides the 

most isolation because it only mounts a part of the file system and has no other access to 

the host.  

 

Process 

The process consist of these steps: 

1. Task is written to disk 

2. Docker container is started with unique name and with host directories (Task-

slot’s byte code and java virtual machine) available inside the container 

3. Container executes java class, which reads task from disk ,and starts it 

4. Task result is written to disk 

5. Execution finishes 

6. Result is read from disk 

The process is depicted in figure 6; each step in the above list is indicated in the figure.  
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Advantages 

 Stronger isolation due to communication over disk 

 No code impact on Scheduler 

 Other types of executers possible 

 

Disadvantages 

 Tasks and results always written to disk; introduces a bottleneck 

 No fallback if Docker containers are not available 

 Containers need to be configured well in order to preserve isolation 

 

Summary 

This approach is similar to the task relaying approach described in section 3.1.1, but it 

provides better isolation by communicating over the hard disk. Accessing the disk can 

become a bottleneck though. A fallback solution is very hard to provide, because the 

container execution can fail out of various reason e.g. failure in code or failure in the 

Docker configuration. A reliable fallback solution must consider the reason of failure. 

In order to show the feasibility of this solution, a proof of concept was successfully 

implemented, but the small code impact was at a critical spot, which changed quite often. 

From a maintainability standpoint of view, it was not a good solution, which was hard to 

foresee at the beginning.  
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Figure 6: Showing the access procedure of creating a task inside a 

Docker container for the speed branch. 
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3.1.3 Script Engine Add-On  

The Docker functionality is provided through a script engine. A script engine is a java 

standard [44] supported by the ProActive task-slots, in order to access different scripting 

languages inside a java program. First, the script engine registers itself with its name, and 

then it can be accessed inside a java program, by searching for the name it is registered.  

The Docker compose script engine is detected and registered automatically at the start of 

the ProActive task-slot. It will come as a free additional package, which can be installed 

but it does not affect the ProActive source code. 

 

Design decision 

ProActive task-slots have a script engine functionality, which allows utilizing script 

engines. That is a very good way to interface Docker containers, because the interface is 

designed for similar use. On top, the script engine interface is an official java interface, 

which makes it assumable stable and reliable. Using script engines for Docker 

orchestration does have zero code impact, because the add-on is installed instead of 

integrated. The script engine describes a new type of task execution, and it is visible in the 

graphical user interface of the Scheduler. Old tasks do not change their behavior, i.e. are 

not executed inside containers. Allowing users to execute their own containers makes it a 

Docker platform rather than a Docker task execution. Furthermore, it increases the 

supported task types/programming languages immensely.  

 

Implemented solution 

This approach is implemented as proof of concept and improved to an early stage product. 

It brings full visibility of the Docker interface to the user of ProActive. Hence, this solution 

does not only provide isolation but also allows the user to execute sets of containers, which 

can be configured entirely free, by the user. Therefore, it combines the isolation 

capabilities with a new functionality. 

Introduction  

Containerization enforces isolation between applications running on ProActive hosts, but 

containerizing tasks provides more than isolation. Specifically interpreting containers as 

tasks, which come with their own environment, provides not only a new functionality, 

namely user defined environments, but furthermore creates a platform for all type of tasks 

and services. That allows users to orchestrate all possible tasks, services and 

environments package-able into a container to run with the ProActive Scheduler.  

Tackle challenges 

Orchestrating containers inside distributed systems is not primary focus of the ProActive 

software, competitors like Google Kubernetes [21] and Docker swarm [23] are specifically 

developed for that. Nevertheless, the idea of orchestrating tasks, services and 

environments is a higher-level idea than orchestrating containers. Therefore, tools like 
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Google Kubernetes and Docker swarm might be utilized, in the future, to provide this 

functionality.  

Orchestrating containers will become a powerful tool in the multi-node (two or more 

computers work together on the same task) task concept, it will empower the users of 

ProActive to provision distributed computing frameworks and execute tasks inside them.  

 Interface 

The ProActive Studio interface will stay the same but gets a Docker script engine option 

to keep the focus on the task related functionality. For the container description, a domain 

specific language (DSL) from the tool called docker-compose [22] is used. The design is 

shown in figure 7. The script box on the left, contains a Docker compose script 

corresponding to a single task called Docker compose. 

 

Docker script engine: functionality 

The script engine will forward a configuration file to Docker compose, which will be 

executed with the ‘docker-compose up’ command, locally on one ProActive task-slot. As 

a matter of fact the Docker software and Docker compose must be installed on that 

particular computer. That process will enable the description and configuration of 

containers, in the known Docker compose fashion. That will minimize the maintenance 

effort of the Docker integration.  

 

Assign multiple computers to one task 

The so-called concept of multi node tasks combines several computers or task-slots. That 

feature is used to create distributed systems in the maintained infrastructure. The 

Figure 7: The Docker compose functionality embedded inside the ProActive Studio interface. 
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ProActive Scheduler can request many task-slots, which fulfil specific requirements; the 

user can freely specify those. That enables to request full computers, which run no other 

tasks. Those can be utilized to run a distributed computing framework or similar.  

 

Docker compose: Discussion of choice 

Using Docker compose as a Domain Specific Language (DSL), to describe containers 

inside ProActive, is based on conscious design decisions.  First, containers need to be 

described somehow inside ProActive, but an own implementing is a big project. 

Furthermore, it goes over the focus of this thesis.  

Docker compose introduces some drawbacks, it does not provide a clear divide between 

environment containers and task containers. That might confuse the user, but future use-

cases will show if that is problematic or not. Additionally, Docker compose provides its 

own termination rules that limits the possibility on exit behavior. A distributed 

environment inside containers will need a custom start and end script to overcome the 

exit limitations.   

 

  



Page 27 of 64 
 

 

4 Benchmarks 
 

4.1 Benchmarks: Applicable to the Real Word  
Large-scale data processing needs an overall good performance (e.g. memory, network, 

disk, CPU); it is the combination of all metrics, which make data processing fast or slow. 

Therefore, measuring individual performances shows the impact of container 

virtualization, but running benchmarks, which look at the overall performance, will 

indicate the impact on applications. The benchmarks in this thesis are designed to 

measure both, the performance impact, and the impact on an application. 

 

4.1.1 Database Analogy 

Large-scale data processing can be simplified into two processes, data is acquired and 

then it is processed. Data acquisition is like copying data from a database, but due to the 

distribution of data, it is similar to a distributed database. The data processing is like 

querying a database; it selects and processes the acquired data. With that analogy, 

benchmarks for large-scale data processing are database queries on a specific dataset.  

Database queries vary in their complexity that is important, because each type of query 

will benchmark the database or our large-scale data processing platform differently. In 

more detail: a database, which contains customers, products and purchases, can be 

queried by simply accessing all customers. That will copy the whole customer data, in that 

case, it is a disk operation. In a distributed context, the customer data is stored on 

different machines. Hence, it will be accessed from different disks and then sent to the 

machine, which delivers the result.  

A more appropriate query is querying for all customers, which made a purchase with 

bought at least one product worth more than 100EUR. That query acquires data, and then 

it needs to process it. In a distributed database, the machines need to communicate, 

because the acquired data must be processed before delivering the results.  

 

4.1.2 TPC: Industry Benchmark 

In order to measure the performance of large-scale data processing software, the 

Transaction Processing Performance Council [45] benchmarks are used. Benchmarks 

from the Transaction Processing Performance Council (TPC), describe how data is 

created and how it is queried, to mock typical usage of businesses. Those benchmarks are 

SQL queries, which are applied on specific datasets. As explained in section 4.1.1, database 

queries can be used, to measure the performance of large-scale data processing software.  

This thesis compares the execution of a large-scale data processing software inside and 

outside of containers. The maximal performance is not important, because the difference 
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of execution is in focus. Nevertheless, the TPC benchmark will show the performance 

difference on typical business use-cases. 

 

4.2 Benchmark Metrics 
Expected performance penalties are due to software-defined networks (SDNs), whereas 

memory, disk and CPU performance are expected to have a neglect-able impact (see 

chapter 2.2.1).  

 

4.2.1 Network performance 

Docker containers will run on top of an overlay network. Therefore, the network 

performance significantly dependents on the overlay network’s performance. Currently 

two software-defined networks get attention in the Docker ecosystem, weave and flannel. 

Those two software defined network technologies are benchmarked in this thesis.  

 

Weave 

The weave project [50] is an open source software defined network. The project connects 

Docker containers, which are distributed across multiple hosts, with a virtual network 

layer [24]. In order to do so, each host computer must run a weave router, and connect to 

other weave routers [51]. Weave wraps Docker containers, and reads outgoing packets, to 

find destination addresses, which match a container’s address. If a container’s address is 

embedded inside a known weave network, the packet is forwarded to the host computer 

[51]. The weave router performs batching, packets with the same destination address are 

collected and send together, in one packet [51]. Packets between weave routers do not 

need to take the shortest path. If two weave routers do not have a direct link, another 

weave router will act as a relay [51]. Relaying packets needs a constant exchange of 

topology information. That can lead to race conditions, as an example, if one container 

was started recently, its address information might not be propagated to all weave routers 

yet, which can result in longer paths or dropped packets [51].  

Flannel 

The flannel project [52] is an open source software defined network for container 

technologies, including Docker. It is based on a distributed key value store called etcd 

[53], in which all routing information and subnet leases are stored and distributed across 

all host computers [54]. Each host can lease an address space by adding a key, which 

represents the leased address space, and its physical IP address as value [54]. A TUN 

device is created, locally on each host, in order to connect containers with the virtual 

network [54]. The TUN device handles all packets send over the virtual network. The TUN 

device functionality is provided by the Linux kernel [55], that indicates that this 

technology is robust, performant and mature.  
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Expected impact of networking 

The described overlay networks add the container address to the packet, in order to 

deliver the overlay network functionality. That will limit the transferable number of Bytes, 

because additional destination information are embedded into packets. Furthermore, the 

weave project gathers and propagates topology information in a customized protocol that 

will reduce the overall available bandwidth. Similarly, for flannel, etcd utilizes parts of the 

available bandwidth.  Additionally, weave bundles packages, which has impact on the 

time a packet is in transfer, called latency. The flannel project uses TUN devices to provide 

the virtual network functionality. It is expected that those two different technologies will 

have different, maybe significant, impact on the network performance. In the end, it will 

affect the performance of distributed applications, which run on top of the overlay 

networks.  

 

4.3 Benchmark Design 
The following section introduces the benchmark design, describes the test setting and 

discusses the expectations and interferences, to explain what is benchmarked and what 

may interfere with the results. 

 

4.3.1 Network Performance Benchmark 

 

Architecture 

The network performance tests measure each overlay network technology on its own. In 

order to make the results comparable, the difference of the native network performance 

and the overlay network performance is compared. 

As shown in figure 8, the difference between the network performance of the operating 

system and the network performance inside the container is measured, to calculate the 

difference.  

Benchmark 
Stack

Container

Overlay network

Operating System

Network

Measured 

difference 

Figure 8: Measured performance difference. 
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Qperf: Network benchmark tool 

The qperf tool is used to measure the bandwidth and latency between two computers. One 

computer acts as a server and waits for the other computer to establish a connection. After 

the client connects the bandwidth and latency between both computers is measured [56].  

The qperf version 0.4.9 and the Ubuntu 14.04 operating system are used for the 

benchmarks. The Dockerfile for the qperf benchmark containers can be found at [57].  

 

Maximum transfer size  

Qperf is set up to transfer 1448 Bytes of payload with each packet, to maximize the 

transfer rate. This chapter explains why exactly 1448 Bytes and why that will maximize 

the transfer rate.  

Ethernet frames 

The underlying network infrastructure is Ethernet. Therefore, looking at this technology 

will reveal the answer to how to perform a proper benchmark. 

Figure 9 shows the structure of an Ethernet frame, it begins with destination, and is 

followed by its source MAC address. A MAC address is a unique identifier for each 

Ethernet hardware device. It is used to send frames to connected Ethernet devices. 

Followed by a two Bytes long Ethernet type identifier, and the payload of 46 to 1500 Bytes 

of size. The payload size is referred to as Maximum Transfer Unit (MTU) of an Ethernet 

frame. The checksum of an Ethernet frame is calculated with the destination address, 

source address and payload, if some bits were transferred incorrectly, the checksum will 

not match, which will enable the receiver to either repair the Ethernet frame or request it 

again. 

TCP packets 

The structure of TCP packets is introduced to determine, which amount of data is 

transferred inside the payload of an Ethernet packet.  

Ethernet frame: 

Destination

• 6 Bytes

• Destination 
MAC 
address

Source

• 6 Bytes

• Source MAC 
address

Type

• 2 Bytes

• Ethernet 
type 
infromation

Payload

• 46 - 1500 Bytes

• Payload to carry

Checksum

• 4 Bytes

• To check 
correctness

Figure 9: Structure of an Ethernet frame 
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As shown in figure 10, a Transmission Control Protocol (TCP) packet is build out of an 

Internet Protocol (IP) header, the payload and a TCP header. The IP header contains the 

destination address of the packet, it is not a physical address, but a uniquely assigned 

address to route a packet to its destination. On top, the TCP header controls and optimizes 

the transfer of data. The payload of a TCP packet is the Ethernet frame MTU minus the 

size of the TCP and IP headers.  

Maximum Transfer Unit: Impact on goodput 

An Ethernet frame can transport 1500 Bytes, in which a TCP packet is embedded. The 

TCP packet has 52 Bytes headers (TCP + IP header). As a result, the payload for each 

packet is 1448 Bytes. When a TCP packet contains 1448 Bytes, it transfers the maximal 

possible amount (every Byte more will be send in another TPC packet). The header sizes 

will not change; one transferred Byte takes 70 Bytes (Ethernet frame header plus TCP 

packet header) of headers. However, when 1448 Bytes are transferred, the 70 Bytes of 

headers give a better header to payload ratio. Hence, the goodput on the Ethernet 

infrastructure is maximized.  

Important to say is, when the transferred data is 1449 Bytes long, it will not fit into one 

Ethernet frame. It is split into two packets, one containing 1448 Bytes and one containing 

one Byte.  

 

Qperf: client and server architecture 

Figure 11 describes the architecture of the qperf network benchmark, two computers 

called qperf server and qperf client run the benchmark. The qperf server, as the name 

TCP packet: 

TCP Header

•32 Bytes

IP Header

•20 Bytes

Payload

•Data to send

Figure 10: Structure of a TCP packet 

Native test 

Overlay test 

Qperf server
Container

Overlay Network

Operating System

Hypervisor

Ethernet

Qperf client
Container

Overlay Network

Operating System

Hypervisor

Ethernet

Figure 11: Point of execution, on the two computers called qperf server and qperf client. 



Page 32 of 64 
 

suggests, runs the qperf server and vice versa for the qperf client. Two benchmarks are 

executed, called native test and overlay test. As the names suggest, the overlay test 

measures the performance of an overlay network, and the native test measures the 

network performance of the operating system. Finally, the difference is calculated, as 

illustrated in figure 8. All tests are repeated, around 430 times, because external 

influences might occur. 

Qperf commands 

The benchmark commands are described in this section.  

Once the qperf server is started with the command ‘qperf –lp 5000’, it listens on TCP port 

5000. The client computer will run the client with `qperf [IP Address of server] –lp 5000 

–m 1448 tcp_bw tcp_lat`. On the client side, the server IP address is given to the qperf 

command. The IP address is either part of the overlay network (overlay test) or part of the 

physical network (native test). Next, the message size is set to 1448 Bytes, for native and 

weave. For the flannel test, the message size is set to 1420 Bytes. The 1420 Bytes setting 

comes from the additional UDP header (28 Bytes), which the TUN device adds.  Weave 

has its own batching mechanism, which splits the payload among packets. Therefore, the 

message size setting has no impact. The last two arguments ‘tcp_bw’ and ‘tcp_lat’ define 

the tests, which are executed by the client. The first test ‘tcp_bw’ is a bandwidth test; it 

measures the throughput (goodput plus overhead in figure 12). The ‘tcp_lat’ test measures 

the packet latency.  

Goodput and throughput  

It is important to understand what the difference between goodput and throughput is. 

Figure 12 shows the goodput in blue, which is all data transferred from application to 

Overhead: 

Goodput: 

Data 1448 
Bytes

IP header 20 
Bytes

TCP header 32 
Bytes

Ethernet Frame 
18 Bytes

Figure 12: Overhead compared to goodput in a packet with maximum payload. 
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application. The throughput is the goodput plus the overhead (shown in orange), which 

introduced by the headers of all part-taking protocols.  

Packet latency and its impact 

The network latency or latency of a packet is the time one packet takes from the sending 

application to the receiving application. The more steps/hops one packet has to take, the 

higher is the latency, as illustrated in figure 13. 

 

The TCP protocol regulates how many Bytes are maximally in flight (currently 

transferred), called window size. Hence, a big latency will have impact on the goodput. 

When the maximum of Bytes are in flight, no other TCP packages are sent, until the 

receiver has acknowledged the received packets. Therefore, a large latency, in 

combination with a small window size, reduces the throughput and as a result the 

goodput. 

 

4.3.2 Apache Flink Benchmark 

Apache Flink is a data analytic stack for parallel large-scale data analysis, introduced in 

chapter 2.1.2. The Apache Flink benchmark measures the impact of containerization. The 

benchmark uses a SQL query, which is implemented in the Apache Flink programming 

model. Why Apache Flink is benchmarked with a SQL query, is described in section 4.1.  

Architecture 

The benchmark architecture consists of three Apache Flink Taskmanagers, and one 

Apache Flink Jobmanager. Each Taskmanger is configured to run only one task, which 

forces the Taskmanagers to communicate results. That increases the network utilization 

as much as possible.  

Latency 

Receiving Computer

Application

Overlay Network

Physical Network

Sending Computer

Application

Overlay Network

Physical Network

Figure 13: Packet latency; from sending application to receiving application. 
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The whole Apache Flink cluster either runs on the physical network or runs inside 

containers, which utilize the overlay network’s interface for communication. The overlay 

network’s interface will introduce one additional processing step, which adds a UDP 

header with the physical destination address. At the receiving end, the UDP header is 

removed.  

In figure 14, the benchmark design is illustrated, showing the physical network at the 

bottom, which connects all Flink nodes (Jobmanager (master) and all Taskmanagers 

(workers)) in a mesh (every node is connected to every other node). On the left side, the 

overlay network is illustrated between Flink and the physical network. Therefore, the 

Flink nodes interface the overlay network.  

 

Understanding Flink’s execution plan 

This section (Data source, Primitives, Data sink, Shipping strategies) is based on the Flink 

documentation [58]. 

Data Source 

A ‘Data Source’ (green box, figure 15) describes the action of reading a file into memory 

for further processing. The ID, in brackets, is the unique identifier for this operation. 

Underneath, the exact position inside the code is shown; here it is in the method called 

‘getCustomerDataSet’ in the file ‘TPCHQuery.java’ in line 258. Furthermore, the type of 

input is specified, the ‘CsvInputFormat’ inside ‘org.apache.flink.api.java’, in this case. 

That indicates a Flink internal functionality, from the Flink programming API. At the 

bottom, the degree of parallelism is indicated. 

Figure 15: Data Source inside 

optimized execution plan. 

Physical Network

Overlay Network

Flink inside 
container

Flink 

Figure 14: Flink benchmark architecture. Showing a Flink container embedded into an 

overlay network (left) on top the physical network vs Flink running directly on top of the 

physical network (right). 
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Primitives 

The blue box describes a filter primitive, shown in figure 16. The primitive type is called 

‘Filter’, which as the name suggests filters data. Followed by its unique identifier, inside 

brackets. Underneath, the position inside the code is given i.e. the ‘main’ method in file 

‘TPCHQuery.java’ in line 105. Furthermore, the degree of parallelism is shown, together 

with the driver strategy that is applied in this filter i.e. ‘FlatMap’.  

Data sink 

A data sink is shown in a yellow box, as in figure 17. After the description, its unique 

identifier is written in brackets. Followed by the output format (CsvOutputFormat), 

followed by the path (‘/data/flink-data/tpc-result.txt’). The ‘delimiter: |’ indicates that 

between data points, a ‘|’ sign is used to separate them. At the bottom, the degree of 

parallelism is shown. 

 

Shipping strategies 

 

Name of shipping 
strategy  

Explanation 

Forward Data is forwarded locally (happens on the same machine) 
Hash partitioning Data is send over the network as a hash partition (part of 

result) 
Range partitioning Data is send over the network as a range partition (part of 

result) 
Broadcast The complete result is send  

Table 1: Shipping strategies in optimized execution plans. 

Figure 16: Representation of a 

primitive inside an optimized 

execution plan. 

Figure 17: Data sink 

representation inside an 

optimized execution plan. 
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Shipping strategies are displayed as shown in figure 18. The hash partitioning shipping 

strategy has some specifics. Inside the brackets, the numbers ‘[0, 2, 3]’ indicate execution 

of the hash partitioning on three rows of the data (number 0, 2 and 3). ‘Sort on [0:ASC, 

2:ASC, 3:ASC]’ indicates that all three rows are sorted in ascending order.  

Note that if all primitives are executed on the same computer, no data is send over the 

network. The forward shipping strategy shows that data will be kept locally, hence both 

operations happen on the same computer. The other shipping strategies utilize the 

network.  

 

TPC-H query 

The query implementation in the Apache Flink programming model is described in this 

section. The source code is from the Apache Flink example website [59]. 

Data Input 

Tables are read as input. 

 Lineitem 

 Order 

 Customer 

The query acquires, from the lineitem table, the order identifier (order key), discount, 

extended price and the shipping date. The customer key and the market segment is 

acquired, from the customer table. Moreover, from the order table, the order key, 

customer key, order data and shipping priority is acquired. Table 2 describes the order, 

lineitem and customer tables. 

 

Figure 18: Example of shipping strategies. From left to right forward (local), broadcast (network) 

and hash partitioning (network). 

Lineitem

Order key

Discount

Estended price

Shipping date

Order

Order key

Customer key

Order date

Shipping priority

Cusomter

Customer key

Market segment

Table 2: Lineitem, order and customer tables after filtering. 
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Data Processing 

The acquired data is processed, by keeping customer records, which are in the market 

segment ‘AUTOMOBILE’. As well as, keeping all lineitem entries with a ‘shipping date’ 

after 12.03.1995. Furthermore, all orders with a ‘date of order’ before 12.03.1995 are kept. 

The filters are illustrated in figure 19. 

 

After that, the customers and orders are joined where the customer key equals, which is 

written into the ‘shipping priority item' table. 

Figure 20 shows the overlap of the customer table and the order table. Each record (entry) 

from customers is compared with each record of orders, and if the customer keys equal, a 

new ‘shipping priority item’ record is created. The ‘shipping priority item’ record contains 

the data from the customer record and the order record. Except the revenue, it is set to 

zero. 

 

Lineitem 

Shipping 

after 

12.03.95 

 

Customers 

AUTO-

MOBILE 

 

Orders 

Ordered 

before 

12.03.95 

Figure 19: Filter applied to input data. 

Customers 
(AUTOMOBILE)

Orders (before 
12.03.95)

The customer key inside an order matches the 

customer key inside a customer. 

Figure 20: Illustrating the overlap between customers and orders. And how both tables are converted into a shipping priority item. 

ShippingPriorityItem

Order key (from order)

Revenue (0.0)

Order date (from order)

Shipping priority (from order)
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Finally, the overall result is produced, as illustrated in figure 21. The order key, order date 

and shipping priority are grouped fields. Hence, they will be sorted in ascending order. 

The revenue is calculated by the extended prices (from the lineitem) times the discount 

(also from the lineitem record). 

Data Output 

The query result is outputted into a file. 

Query Execution 

The Flink execution plan is optimized, after submitting a Flink program. The optimized 

execution, for the query described above is shown in figure 22. The execution plan is cut 

after the join with ID 3 (join 3), whereas the join 3 is on both rows to show the overlap. 

The execution plan starts with three data sources, and their corresponding filters. First, 

the data source with ID 6 and its filter 5, only customers inside the market segment 

‘AUTOMOBILE’ are retrieved. Followed by data source 8 (ID 8), combined with filter 7(ID 

7), for all orders before 12.03.1995. At last, the data source 10 (ID 10) with its filter 9 (ID 

9), for the lineitems with ‘shipping date’ after 12.03.1995. Note that all three pairs of data 

source and filter are connected via the local forwarding shipment strategy. Hence, the 

filters are applied locally on the machine where the data is acquired.    

Group 
ShippingPriorityItems Lineitems

The order key inside a shipping priority item 

matches the order key inside a lineitem. 

Figure 21: Illustrates the overlap between ShippingPriorityItem and lineitem. And how both tables are converted into the final result, were 

order key, order data and shipping priority are grouped and revenue is taken from lineitem. 

Result

Order key

Order date

Shipping priority

Revenue (from lineitem)
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In the path after filter 7 and filter 5, we can see that the result from filter 5 is broadcasted 

to the join 4. In comparison, the output from filter 7 is forwarded, which means that the 

join 4 will run on the same computer as the filter 7. The Flink runtime engine chose that 

particular structure, because it estimated that the result from filter 5 is smaller, compared 

to the result of filter 7. Therefore, the least amount of data is send over the network. 

Join 3 runs on the same worker as filter 9, while the output of join 4 is transferred over 

the network. That is, because the output of join 4, is estimated to be smaller than the 

output of filter 9. 

The last two steps, before the data sink 0, are groupReduce 2 and groupReduce 1, both 

are grouping the output from join 3. 

At last, the result is written to disk, by data sink 0. 

 

4.4 Benchmark Results 
 

4.4.1 Weave Benchmark 

The performance results of the weave overlay network are described and explained. The 

benchmark was conducted on two Dell OptiPlex 960 with Core 2 Quad processors, 8 GB 

DDR2 RAM with a 100 Mb/s (12.5MB/s) Ethernet connection. 

Bandwidth 

Network type Native Weave 
Count 432 431 

Minimum (MB/s) 11.6 10.5 

Figure 22: Flink optimized execution plan for query. 
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Maximum (MB/s) 11.7 11.1 
Mean (MB/s) 11.65 10.98 
Median (MB/s) 11.6 11 
Confidence Level (95.0%) 0.005 0.008 

Table 3: Bandwidth performance results: native vs weave. 

As shown in table 3, the weave network has less bandwidth performance with a mean of 

10.98 MB/s for 431 measurements (detailed depicted in figure 23). Compared to a native 

performance with a mean of 11.65 MB/s for 432 measurements (each measurement 

depicted in figure 23). Figure 23 shows the bandwidth in MB/s for each run of the weave 

benchmark, the x-axis depicts the number of runs, and the y-axis the achieved rate in 

MB/s. The blue line shows the native performance, while the orange line shows the 

performance of the weave overlay network. One can see that both lines have a parallel 

tendency, which indicates a constant overhead introduced by the weave overlay network. 

The overall overhead is best seen when looking at the mean of all benchmark runs. 

The weave overlay network is performing around 5.76% worse than the native network 

(figure 23 and figure 24). That can have several reason.  
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Figure 23: Weave bandwidth each measurement displayed. Bigger numbers are better. 
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Packets are routed through the Linux user space by the weave router. That can lower the 

performance due to context switching (from kernel to user space switching) for each 

packet.  

Weave combines packets to larger units, for communication between routers [51]. That 

will add another header to the packets and might yield to a smaller goodput. 

The performance difference of 5.76% is significant, because a calculated penalty of 1.86% 

is expected. The theoretical overhead of 1.86% comes from capsuling a packet into a UDP 

packet (consisting of an UDP and IP header), for transmission between hosts on the 

physical network.  

Latency 

 

Network type Native Weave 
Count 432 432 
Minimum (us) 277 556 
Maximum (us) 295 3600 
Mean (us) 293.07 

 
941.94 

Median (us) 293 903 
Confidence Level (95.0%) 0.18 18.81 

Table 4: Latency statistics: weave vs native. 
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We can see that the weave overlay network has a higher latency, on average, than native 

networking, illustrated in figure 26 and table 4. That is explained by the additional 

processing steps, which need to be performed by the overlay network layer. Whereas 

figure 25 shows each measurement of the benchmark, the x-axis shows the number of 

runs, and the y-axis shows the measured latency in us. The blue line depicts the native 

network measurements, and the orange line depicts the weave overlay network 

measurements. One can see that the native network latency is way less fluctuating than 

the weave overlay network latency. That can be a result of the software, which deals with 

routing and batching the packets. Therefore, packets might be delayed whenever they are 

batched.    

 

Comparing both mean latencies, one can see, in figure 26 and table 4, an average overhead 

of 649 us, which means that packets are around 3 times slower.  
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Figure 25: Native network and weave overlay network benchmark data. Lower numbers are better. 
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Weave: performance summary 

Testing the weave overlay network revealed a constant bandwidth overhead of 5.76%, on 

average. The minimal calculated overhead is 1.86%, that is significantly less. However, 

the weave overlay network provides additional functionality, like routing packages 

towards nodes that are not directly reachable, without manually adding routing 

information. In addition, a batching functionality. Both might induce overhead, how 

much was not investigated in detail, because it requires a comparison and analysis of over 

8000 packets for just one benchmark run. Trading 5.76% of bandwidth for additional 

functionality and easy configuration might work for many applications.  

Having a three times higher latency than the native network, is a significant impact, 

especially for distributed computing, where latency can delay computation. That can 

significantly affect the overall processing time, especially in High Performance 

Computing (HPC). Most likely, the batching of packets introduces the latency overhead. 

Therefore, it must be carefully considered, how latency influences an application’s 

performance, before utilizing this overlay network. 

 

4.4.2 Flannel Benchmark 

The performance results of the flannel overlay network are described and explained. The 

benchmark was conducted on two Dell OptiPlex 960 with Core 2 Quad processors, 8 GB 

DDR2 RAM with a 100 Mb/s (12.5MB/s) Ethernet connection. 

 

Bandwidth 

 

 

Both, native and flannel bandwidth are measured 432 times, as shown in table 5. The 

native network and the flannel overlay network show few fluctuations, with minimum and 

maximum measurements very close to each other. Furthermore, the mean and median 

indicate that flannel bandwidth nearly reaches the native bandwidth. 

Network type Native Flannel 
Count 432 432 
Minimum (MB/s) 11.6 11 
Maximum (MB/s) 11.7 11.5 
Mean (MB/s) 11.65 11.44 
Median (MB/s) 11.6 11.4 
Confidence Level (95.0%) 0.005 0.005 

Table 5: Bandwidth performance flannel vs native. 
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In figure 27, the bandwidth test results are shown, the x-axis depicts the number of runs, 

and the y-axis depicts the transfer rate in MB per second. The blue line shows the 

bandwidth measurements of the native network and the orange line shows the bandwidth 

measurements of the flannel overlay network. One can see the steady performance of 

both, except of a few drops (at first comma precision).  

Figure 28 shows the mean bandwidth for the flannel overlay network, and native network 

with the 95% confidence level. It indicates a very similar performance with a difference of 

1.75%. However, the calculated minimal overhead is 1.86%, hence the 1.75% contain a 

statistical error.  
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Latency  

 Table 6 shows a summary of the benchmark results.  

Table 6: Latency Benchmark: flannel vs native. This table summarizes the benchmark outcome. First, the count of measurements 

is shown. Second, the minimum latency in microseconds is shown. Third, the maximum latency in microseconds is shown. Fourth, 

the mean latency is shown. Fifth, the median latency is shown. Sixth, the level of confidence is shown. 

One can see a difference of about 45 microseconds, on average, between the flannel 

overlay network latency and the native network latency. 

Shown in figure 29, the x-axis describes the number of runs and the y-axis describes the 

packet latency in microseconds. The blue line shows each measurement for the native 

network and the orange line shows each measurement for the flannel overlay network. 

Both, native and flannel lines show very few fluctuations, therefore the induced overhead 

of the flannel overlay network is clearly visible.  

One can see in figure 30, the approximate 45 microseconds overhead introduced by the 

flannel overlay network, when comparing both mean network latencies. The overhead can 

be explained by additional processing for each packet. The steadiness of the processing 

overhead is the result of the TUN device, which is a mature kernel functionality. 

Network type Native Flannel 
Count 432 432 
Minimum (us) 277 336 
Maximum (us) 295 341 
Mean (us) 293.07 337.63  
Median (us) 293 338 
Confidence Level (95.0%) 0.18 0.07 
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Flannel Performance Summary 

The overhead induced on the bandwidth is minimal. 1.75% overhead is measured, 

however the minimal calculated overhead is 1.86%, because that is the minimal overhead 

possible when embedding traffic inside UDP packets. Therefore, the flannel network or 

similar technologies, which use TUN, are a good trade off.  

The average latency overhead of 45 microseconds comes from an additional processing 

step, and is not avoidable. The latency performance was stable during all measurements.  

 

4.4.3 Flink TPC-H Benchmark 

Physical computers, rented from softlayer are used to perform the TPC-H query 

benchmark. Four Xeon 1270 Quad Core computers running at 3.40GHz with 8MB cache 

and 8GB DDR3 1333 MHz RAM are used. Ubuntu 14.04 is installed as an operating 

system, with Docker 1.6, Java 8 and Ubuntu 14.04 in every container. All computers are 

connected through 1Gb/s (max 125 MB/s) ports. 

 

Flink benchmark introduction 

The TPC-H benchmarks are performed with datasets generated by DBGen [47], a tool 

which generates data according to the TPC-H specifications. Data is created in different 

sizes 5GB, 20GB and 50GB, called scaling factor in the DBGen data generation tool. The 

size measures all output files combined. Higher dataset sizes induce higher stress on the 

network, hard disk and processing. Therefore, performance differences are simpler to 

detect with a bigger data volume.  

Each Taskmanager (worker) computer has four cores, and provides eight threads in total. 

Nevertheless, each Taskmanager gets one processing slot. That will let the CPU 

underperform, but will distribute all processing steps maximally, forcing the 
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Taskmangers to communicate and share data over the network. In further detail, Flink’s 

processing slots are supposed, to be set to the amount of cores available on the 

Taskmanager computer. However, that enables the execution engine to schedule network 

intensive processing steps on the same computer. The benchmark is designed to measure 

the worst case, which is when all processing is maximally distributed and results must be 

propagated to other computers. 

 

Introduction of benchmark results 

 

Data scale Local Weave Flannel 
5 GB  34.4 34.94118 34.1 

20 GB 135.4706 131.6471 132.7 

50 GB 341.9333 329.7059 331.85 
Table 7: Shows the mean execution time in seconds for all runs of the TPC-H query. Local execution (15 runs), weave overlay 

network (17 runs) and flannel overlay network (20 runs). 

Table 7 shows the mean execution times for the TPC-H query. In the first row, which 

shows the 5 GB runs, the average execution times do not vary much. The 20 GB and 50 

GB runs, show a tendency that the local runs are slower than the overlay network runs. 

That is against the expectations, since overlay networks induce overhead. The tendency 

of longer execution times is expected at the overlay networks. A thorough analysis of the 

logs and each step of execution, reveals that the TPC-H query was not network bound (the 

slowest part in the execution was not network related). Therefore, the difference in time 

is not correlated with the bandwidth of the network. The next section answers, why the 

processing is not network bound and what is the limiting factor. 
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Detailed analysis of benchmark results 

In order to analyze the execution of the 50GB Flink benchmark, the execution logs are 

analyzed. Execution times for primitive operations are extracted. In figure 22 and chapter 

4.3.2 the Flink execution plan is explained, which is following referred to. 

Figure 31 shows the individual execution times of five important operations inside the 

TPC-H query execution plan. One can see that in the execution plan (figure 22) the join 4 

takes filter 5 and filter 7 as input. Figure 31 shows the execution times of filter 5 (8 

seconds), filter 7 (71 seconds) and join 4 (71 seconds). After the execution of filter 5, which 

takes 8 seconds, the result is transferred within the 63 seconds difference. The computer, 

which executes filter 7 will also execute the join 4. Hence, the time difference between 

finishing filter 5 and filter 7, gives enough time to transfer the result.  Therefore, the 

network will not delay join 4. In fact, the total execution time of join 4 is not dependent 

on the network speed, but solely depends on the execution speed of filter 7, which executes 

locally. Hence, the disk speed, of the computer that executed filter 7, delays the execution 

of join 4.  

Furthermore, one can see that join 3 (374 seconds) takes filter 9 (373 seconds) and join 4 

(71 seconds) as input. Here happens the same, the Flink optimizer schedules join 3 and 

filter 9 on the same computer. The execution of filter 9 takes significantly longer than the 

execution of join 4. It gives enough time to transfer the result from join 4 to join 3. 

Important to note is, that filter 9 reads the lineitem file, which is the biggest file and 

consumes around 90% of the 50 GB. Hence, all other files are significantly smaller. In 

fact, the network transfer does not affect the TPC-H benchmark.  

The execution behavior is not random, but the Flink Engine knows the file sizes and 

estimates cardinalities. Execution plans are optimized based on that information. 
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Figure 31: Showing the execution time of the TPC-H query 

execution plan. 
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5 Conclusion 
The purpose of this thesis is, to show that Docker container orchestration can be used to 

reliably schedule distributed tasks and services that deal with fluctuating demand. Where 

fluctuating demand scales tasks and services as well as the infrastructure. 

This thesis shows that orchestrating containerized distributed tasks or services with 

Activeeon’s ProActive is feasible. The performance impact, which is introduced by weave 

and flannel, on the pure network performance, is small, and the impact on Apache Flink 

is none. The hard disks slowed the Apache Flink execution down. As a result, the network 

performance did not affect the benchmarks.  

A software-defined network (weave or flannel) will slow down distributed tasks and 

services, which utilize the network maximally. To mitigate impact on a task or service one 

needs to, either substitute virtual machines with Docker containers, which will replace 

the software-defined network for the virtual machines, or have enough network capacity. 

Containerizing data processing is the first step, towards a large-scale data processing 

platform based on containers. Apache Hadoop provides the Hadoop Distributed File 

System and much more, which makes it today’s standard. Nevertheless, containers have 

the potential, through their software provisioning capabilities, to host data processing. 

Furthermore, containers allow swapping data processing software faster and interleaving 

a variety of data processing software. However, distributed file systems inside containers 

must be investigated, to transform a container ecosystem into large-scale data processing 

platform. 

Developing three prototypes was a good decision because the design, development and 

testing revealed major advantages and disadvantages.  

The first prototype swaps the execution backend of the ProActive node with a Docker 

execution backend. That approach allows executing tasks inside Docker containers 

without the user’s knowledge. That increases isolation and ensures well-defined 

environments for a reliable execution of a task or service. This approach was abandoned, 

because an open RMI connection removed the isolation, which is provided by the 

container. 

The second approach changes the basic task design to treat all tasks equally. That has the 

advantage of making the Docker integration easier and more standardized. It removes 

code duplication and enables a better design. Hence, it is a desirable and maintainable 

approach. Furthermore, it provides better isolation by communicating over the hard disk. 

This approach is abandoned, because it hides the Docker interface. 

The third approach uses a script engine. The installation of a script engine is simple; it is 

done by simply copying a .jar file into a folder. A big advantage is that the docker-compose 

script engine is a separate project, hence it does not affect the ProActive source code. That 

is desirable, because no one of the Activeeon development team must maintain the code. 
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This approach also exposes the docker-compose domain specific language, which gives 

experienced Docker users, a well-known interface. 

The benchmark results for weave and flannel are satisfactory. The weave benchmarks 

show significant more impact on performance than the flannel benchmarks. 

Nevertheless, weave provides more functionality and is easier to handle than flannel. 

Furthermore, the overall performance impact is minimal, and can improve as the 

technology matures. The fast moving community around Docker will most likely provide 

more software defined networks, in the future.  

The Apache Flink benchmark is designed to stress the network maximally. Nevertheless, 

the impact of weave and flannel was not measured, due to the limitations of the hard 

disks. However, it is to expect that the additional data transfer time will add up during 

the execution. Hence, it can have significant impact when the network is strongly utilized. 

Especially dynamic clusters inside rapidly changing companies, like growing startups, will 

profit dramatically from containerization. Particularly, when a virtualization technology 

like virtual machines, which often have slower I/O, slower computation and slower RAM 

access, are swapped with container virtualization. Additionally, virtual machines run 

inside software defined networks, those can be swapped with software-defined networks 

for containers.  

Use-cases that need a high level of isolation are not a good fit for container virtualization. 

Because container technologies do not isolate enough to withstand attacks. Docker 

containers have the flaw to run as root (fully privileged), breaking out of a container gives 

root access to the computer. In addition, the young age of the technology makes it, likely, 

to contain undiscovered bugs and security holes. 

 

 

5.1 Future Work 
Potential future work can look into benchmarking different overlay networks, in 

particular the libnetwork, which is developed to become the standard network library for 

Docker containers. 

Robust software defined networks are very important, since a failing software defined 

network renders tasks and services useless. Therefore, more work can be done in 

comparing different types of software defined networks, and analyze their robustness.  

Furthermore, different datasets and different queries can be benchmarked with Apache 

Flink, to see which type of workloads are impacted by network overhead. Streaming use-

cases are a good candidate to investigate with a higher network utilization.  

Distributed file systems are elementary for distributed data processing, it can be 

investigate if those can be packaged inside containers. Additionally, it can be investigated 

if container based file systems can improve performance in a cloud setting. 
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Other distributed applications can also be benchmarked, especially fluid dynamic 

calculations since those rely heavily on the network performance.   

Also interesting to see is how the performance and the software-defined networks behave 

in a large-scale. Growing clusters utilize more network resources, hence might use all 

available network bandwidth, which will necessary impact the performance of tasks and 

services. Another virtualization layer might not be the right solution other approaches can 

be investigated. 
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