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Abstract

is thesis is divided into two main parts. e first part considers application-
oriented input design, specifically for model predictive control (MPC). e second
part considers alternating direction method of multipliers (ADMM) for ℓ1 regularized
optimization problems and primal-dual interior-point methods.

e theory of system identification provides methods for estimating models of
dynamical systems from experimental data. is thesis is focused on identifying models
used for control, with special attention to MPC. e objective is to minimize the cost
of the identification experiment while guaranteeing, with high probability, that the
obtained model gives an acceptable control performance. We use application-oriented
input design to find such a model. We present a general procedure of implementing
application-oriented input design to unknown, possibly nonlinear, systems controlled
using MPC. e practical aspects of application-oriented input design are addressed
and the method is tested in an experimental study.

In addition, a MATLAB-based toolbox for solving application-oriented input
design problems is presented. e purpose of the toolbox is threefold: it is used in
research; it facilitates communication of research results; it helps an engineer to use
application-oriented input design.

Several important problems in science can be formulated as convex optimization
problems. As such, there exist very efficient algorithms for finding the solutions. We
are interested in methods that can handle optimization problems with a very large
number of variables. ADMM is a method capable of handling such problems. We
derive a scalable and efficient algorithm based on ADMM for two ℓ1 regularized
optimization problems: ℓ1 mean and covariance filtering, and ℓ1 regularized MPC.
e former occurs in signal processing and the latter is a specific type of model based
control.

We are also interested in optimization problems with certain structural limitations.
ese limitations inhibit the use of a central computational unit to solve the problems.
We derive a distributed method for solving them instead. e method is a primal-dual
interior-point method that uses ADMM to distribute all the calculations necessary to
solve the optimization problem at hand.





Sammanfattning

Denna avhandling består av två delar. Den första delen handlar om applikations-
orienterad insignalsdesign, specifikt för modellbaserad prediktionsreglering (MPC).
Den andra delen handlar om metoden “alternating direction method of multipliers”
(ADMM) tillämpad på ℓ1-regulariserade optimeringsproblem och i primal-duala
inrepunktsmetoder.

Systemidentifiering används för att skatta modeller av dynamiska system baserat på
experimentell data. Denna avhandling fokuserar på att skatta modeller för reglering, i
synnerhet MPC. Målet är att minimera kostnaden för identifieringsexperimentet sam-
tidigt som modellen garanteras att ge acceptabel reglerprestanda med hög sannolikhet.
Vi använder oss av applikationsorienterad insignalsdesign för att hitta sådana modeller.
Vi presenterar ett generellt tillvägagångssätt för att tillämpa applikationsorienterad
insignalsdesign på okända, möjligtvis icke-linjära, system som regleras med MPC. De
praktiska aspekterna av applikationsorienterad insignalsdesign diskuteras och metoden
testas i en experimentell studie.

Dessutom presenteras en MATLAB-baserad verktygslåda för att lösa applikations-
orienterade insignalsdesignproblem. Verktygslådan har tre syften: att användas inom
forskning; att underlätta spridning av forskningresultat; att hjälpa ingenjörer att
använda applikationsorienterad insignalsdesign.

Flera viktiga vetenskapliga problem kan formuleras som konvexa optimeringsprob-
lem. För sådana problem så finns det väldigt effektiva algoritmer för att hitta lösningar.
Vi är interesserade av metoder som kan hantera stora, i antalet variabler, optimer-
ingsproblem på ett effektivt sätt. ADMM är en metod som har förmågan att hantera
sådana problem. Vi härleder en skalbar och effektiv algoritm baserad på ADMM för
två ℓ1-regulariserade optimeringsproblem: ℓ1-väntevärde- och kovarians-filtrering som
är typiskt inom signalbehandling och ℓ1-reglerad MPC som är en specifik typ av
modellbaserad reglering.

Vi är också intresserade av optimeringsproblem med särskilda strukturella begräns-
ningar. Dessa begränsningar omöjliggör att en central beräkningsenhet löser proble-
men. Vi härleder en distribuerad metod för att lösa sådana problem. Metoden är en
primal-dual inrepunktsmetod som använder ADMM för att distribuera de nödvändiga
beräkningarna.
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Introduction

is thesis is divided into three main parts: Part A deals with application-oriented input
design, Part B considers the alternating direction method of multipliers (ADMM) for
l1 regularized optimization problems and Part C addresses a distributed primal-dual
interior-point method for coupled problems using ADMM. Since each part begins
with an introduction to the respective area, none is provided here. Below follows a
short outline describing each chapter in the thesis and a list of the papers on which this
thesis is based.

1.1 Outline

e outline of the thesis is as follows.
Part A deals with system identification with focus on application-oriented input

design. Chapter A.1 gives a short introduction to system identification and the notion
of application-oriented identification. Also, the general problem statement is provided.
In Chapter A.2, a short mathematical background is given to system identification
and application-oriented input design. Chapter A.3 considers practical aspects of
application-oriented input design, specifically for systems controlled with model
predictive control (MPC). In Chapter A.4, we present results from an experimental
study where application-oriented input design was applied to a water tank process
controlled using MPC. Chapter A.5 presents the application-oriented input design
toolbox MOOSE2. In Chapter A.6, some general conclusions and future work are
discussed.

Part B considers how to apply ADMM to some ℓ1 regularized optimization
problems that occur in signal processing and control design. Chapter B.1 gives a brief
introduction to ADMM and the general problem formulation is stated. Chapter B.2
provides a short mathematical background to ℓ1 regularization, mean and covariance
filtering and ADMM. Chapter B.3 describes how to apply ADMM to mean and
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4 Introduction

covariance filtering problems. In Chapter B.4, ADMM is instead applied to ℓ1
regularized MPC. In Chapter B.5 some conclusions are drawn and future work is
suggested.

Part C addresses how to apply ADMM within the primal-dual interior-point
method. Chapter C.1 states the problem formulation and some related work. In Chap-
ter C.2, a short mathematical background is given to the primal-dual interior-point
method. Chapter C.3 introduces a distributed primal-dual interior-point method
using ADMM. e method is illustrated in a small simulation study. In Chapter C.4,
some conclusions and future work are discussed.

1.2 Contributing papers

is thesis is based on seven conference papers, one accepted journal paper, two
submitted journal papers and one technical report. e papers are:

• Paper 1.
B. Wahlberg, M. Annergren and H. Hjalmarsson. On Optimal Input Design
in System Identification for Control. In Proceedings of the IEEE Conference on
Decision and Control, Atlanta, USA, December 2010.

I was involved in the discussions and constructed the simulation examples.

• Paper 2.
M. Annergren, C. A. Larsson, H. Hjalmarsson, X. Bombois and B. Wahlberg.
Application-Oriented Input Design in System Identification – Optimal input
design for control. Submitted to Control System Magazine, May 2016.

I was the main contributor to this survey paper, followed by C. A. Larsson.
Extensive comments from the other co-authors were provided.

• Paper 3.
C. A. Larsson, M. Annergren and H. Hjalmarsson. On Optimal Input Design
for Model Predictive Control. In Proceedings of the IEEE Conference on Decision
and Control, Orlando, USA, December 2011.

e simulation example was implemented by C. A. Larsson. e rest of the work
was shared equally between him and I.

• Paper 4.
A. Ebadat, M. Annergren, C. A. Larsson, C. R. Rojas, B. Wahlberg, H.



1.2. Contributing papers 5

Hjalmarsson, M. Molander, J. Sjöberg. Application Set Approximation in
Optimal Input Design for Model Predictive Control. In Proceedings of the
European Control Conference, Strasbourg, France, June 2014.

e method for numerically evaluating the Hessian builds on a suggestion due
to M. Molander. C. A. Larsson and myself implemented a preliminary version
as part of the Autoprofit collaboration (Autoprofit, 2010-2013), after which we
suggested this project to A. Ebadat. She carried out the project successfully and
made a simulation study, which resulted in this conference paper. In this thesis
I have modified the derivation slightly to also include a noise model.

• Paper 5.
M. Annergren. Experimental study: Applications oriented input design - MPC
for Reference Tracking of Quadruple Water Tanks. Technical report, June 2015.

I received extensive comments from H. Hjalmarsson, X. Bombois, B. Wahlberg
and C. A. Larsson.

• Paper 6
M. Annergren and C. A. Larsson. MOOSE: A model based optimal input design
toolbox. In Proceedings of the IFAC Symposium on System Identification, Brussels,
Belgium, July 2012.

C. A. Larsson and I contributed equally to both the paper and the toolbox.

• Paper 7
M. Annergren and C. A. Larsson. MOOSE2 – A toolbox for least-costly
application-oriented input design. To appear in SoftwareX, 2016.

e idea of MOOSE2 comes from C. A. Larsson, he also made the initial work
with the toolbox. I continued to develop the toolbox and wrote the paper using
comments from C. A. Larsson. A significant majority of the work was carried
out by myself since C. A. Larsson left KTH during the project.

• Paper 8.
B. Wahlberg, C. R. Rojas and M. Annergren. On ℓ1 Mean and Variance
Filtering. In Proceedings of the Annual Asilomar Conference on Signals, Systems,
and Computers, Pacific Grove, USA, November 2011.

I was involved in the discussions. I constructed the simulation example.

• Paper 9.
B. Wahlberg, S. Boyd, M. Annergren and Y. Wang. An ADMM Algorithm for a
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Class of Total Variation Regularized Estimation Problems. In Proceedings of the
IFAC Symposium on System Identification, Brussels, Belgium, July 2012.

I was involved in the discussions and the writing of the paper. I constructed the
simulation example in MATLAB.

• Paper 10.
M. Annergren, A. Hansson and B. Wahlberg. An ADMM Algorithm for Solving
ℓ1 Regularized MPC. In Proceedings of the IEEE Conference on Decision and
Control, Maui, USA, December 2012.

I am the main contributor of the paper. I received extensive comments and
suggestions from A. Hansson that refined the paper greatly.

• Paper 11.
M. Annergren, S. Khoshfetrat Pakazad, A. Hansson, B. Wahlberg. A Dis-
tributed Primal-Dual Interior-Point Method for Loosely Coupled Problems
Using ADMM. To be submitted to Optimization Methods and Software, 2016.

e idea of using ADMM to allow for a distributed primal-dual interior-point
method was originally proposed by S. Khoshfetrat Pakazad and was developed
jointly by the two of us. S. Khoshfetrat Pakazad was heavily involved in writing
the first half of the paper, whereas the second half (concerning inexact interior-
point methods) was mostly written by myself.

1.3 Additional publications

• M. Annergren, D. Kauven, C. A. Larsson, M. G. Potters, Q. N. Tran, L.
Ozkan. On the Way to Autonomous Model Predictive Control: A Distillation
Column Simulation Study. In Proceedings of the IFAC International Symposium
on Dynamics and Control of Process Systems, Mumbai, India, December 2013.

• C. A. Larsson, M. Annergren, H. Hjalmarsson, C. R. Rojas, X. Bombois, A.
Mesbah and P-E Modén. Model predictive control with integrated experiment
design for output error systems. In Proceedings of the European Control Confer-
ence, Zürich, Switzerland, July 2013.

• B. Wahlberg, M. Annergren and C. R. Rojas. On Optimal Input Signal Design
for Identification of Output Error Models. In Proceedings of the IEEE Conference
on Decision and Control, Orlando, USA, December 2011.
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1.4 Notation

Here follow two lists of the abbreviations and the mathematical symbols used in this
thesis.

Abbreviation Description

ADMM alternating direction method of multipliers
CG conjugate gradient
CVX a package for specifying and solving convex optimization problems

(Grant and Boyd, 2011)
FIR finite impulse response
IDF input design framework
KKT Karush-Kuhn-Tucker
KYP Kalman-Yakubovich-Popov
LASSO least absolute shrinkage and selection operator
LMI linear matrix inequality
LP linear program
MIMO multiple-input-multiple-output
MOOSE2 MATLAB-based toolbox for solving application-oriented input

design problems in system identification
MPC model predictive control
OE output error
PEM prediction error method
PCG preconditioned conjugate gradient
QMR quasi-minimal residual
QPgen MATLAB-based toolbox that generates C code that solves convex

parametric problems (Giselsson, 2015) (Giselsson and Boyd, 2014)
SISO single-input-single-output
SDPT3 semidefinite programming solver (Toh et al., 1999)
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Mathematical
symbol

Description

Cov(x) covariance matrix of x
det X determinant of matrix X
diag(x) diagonal matrix with x on the diagonal
d−→ converges in distribution
E {x} expected value of x
f ′(x0) gradient of f with respect to its argument evaluated at x0
∇xf(x0) gradient of f with respect to its argument evaluated at x0
f ′′(x0) Hessian of f with respect to its argument evaluated at x0
⊗ Kronecker product
λmax(X) maximal eigenvalue of matrix X
Nn natural numbers from 1 to n
N (x,X) normal distribution with mean vector x and covariance matrix X
Rn set of real vectors of dimensions n× 1
Rn×m set of real vectors of dimensions n×m
Rn covariance matrix of input signal (dimensions n× n)
Sκ soft thresholding operator
Sn
+ set of real positive semi-definite symmetric matrices of dimensions

n× n
Sn
++ set of real positive definite symmetric matrices of dimensions n× n
A ≽ B matrix A−B is positive semi-definite
A ≻ B matrix A−B is positive definite
1 vector of ones of appropriate dimensions
0n×m matrix of dimensions n×m with only zero elements
In identity matrix of dimensions n× n
∥(·)∥x lx norm
∥x∥2

2,A xTAx

Tr(X) trace of matrix X
ΠX(x) Euclidean projection of x onto the set X
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Chapter A.1

Introduction

We are indirectly using models in our day-to-day life. For example, when driving a car
we (hopefully) know how hard to brake to be able to stop at a certain point; we are
able to predict the speed of the car given how much we push on the brake pedal. is
knowledge has been acquired through experience of driving the car. We can say that
the driver has a mental model of the car.

A model of the car is also used when designing it. Before construction, a rigorous
simulation study is performed to ensure that the car will behave appropriately. To be
able to perform these simulations, a mathematical model of the car is necessary. If the
simulation study works out well, a prototype of the car — another form of model —
is built.

Two natural questions regarding modeling of systems are “How do we find a model
of a system?” and “How do we know how accurate the model is?”. To answer these
questions we can make use of system identification. ere exist several techniques for
acquiring models and a corresponding measure of their accuracy. In this thesis, we
consider the prediction error method (PEM). We perform an identification experiment
where we excite the system with a particular input signal and record the corresponding
output signal. We then use PEM to find the model that best fits, according to some
measure of fit, the input and output signals.

We can talk about the application of a model, that is its intended purpose. In
the examples above, we first considered a model used for prediction, and second a
model used for simulation. A natural third question then arises, “How do we ensure
that the model found is suitable for the application?”. To answer this question we
make use of application-oriented input design. Application-oriented input design
takes the model application into account when designing the input signal to be used
in the identification experiment. e input signal is designed to highlight system
characteristics that are of importance for the application and to hide those that are

11



12 Introduction

not. at is, instead of making an expensive identification experiment where we excite
the entire system, we can make a less expensive experiment and only excite specific
parts of the system.

For good introductions to the area of system identification, we highly recommend
(Pintelon and Schoukens, 2001), (Ljung, 1999), (Söderström and Stoica, 1989) and
(Goodwin and Payne, 1977). e background material provided in this thesis follows
mainly (Ljung, 1999).

A.1.1 Problem formulation

e general problem formulation considered in Part A is the problem of designing
the cheapest system identification experiment that ensures that the estimated model
is suitable for its application with high probability. e idea is to determine what
information about the system is of importance to the application, and to design the
experiment such that it reveals as much of this information as possible. In this thesis,
we mainly consider the application where the model is used in the control design, more
specifically in MPC.

In Section A.2.5, we describe the application-oriented input design problem for
finite impulse response (FIR) systems. e particular structure of the FIR system allows
for a simple form of the input design problem. We then consider an MPC application.
In Chapter A.3, we propose a framework for how to apply application-oriented input
design in practice. A framework especially for processes controlled using MPC is also
provided. In Chapter A.4, we evaluate the proposed framework in an experimental
study. In Chapter A.5, we present a MATLAB-based toolbox for solving application-
oriented input design problems. e toolbox is called MOOSE2.

A.1.2 Related work

e first results on optimal input design for identification experiments trace back to the
statistical literature in the beginning of the 20th century. In the statistics framework,
the input signal used in the identification experiment is chosen such that the error
of the estimated parameters is minimized subject to any constraints at hand. e
error is typically chosen as a scalar function of the covariance matrix of the estimated
parameters. For an overview of optimal experiment design in a statistical context, see
(Atkinson and Donev, 1992). In the 1970’s, the optimal input design framework in
statistics is applied to parameter estimation in system theory. See the survey (Mehra,
1974) and books (Fedorov, 1972) and (Goodwin and Payne, 1977) for early overviews.



A.1.2. Related work 13

e system identification community recognized early on the need of taking the
purpose of a model into account when evaluating its accuracy. As argued in (Åström
and Eykhoff, 1971), a survey in system identification: “If the ultimate purpose is to
design a control system then it seems logical that the accuracy of an identification
should be judged on the basis of the performance of the control system designed from
the results of the identification”. However, it is not until (Gevers and Ljung, 1986)
that the model purpose is explicitly incorporated in the input design. e authors
introduce the concept of performance degradation due to errors in the transfer function
estimates. In the new formulation, the input signal is chosen such that the performance
degradation is minimized instead of, as before, the error of the estimated parameters.

During the late 1980’s and 1990’s, a lot of effort is made to bridge the gap between
identification and the growing field of robust control, see (Gevers, 1993), (Gevers,
2005) and (Hjalmarsson, 2005).

e notion of plant friendly system identification is formalized during the 1990’s
in the chemical process control community. Plant friendly system identification is
related to application-oriented input design. e objective is to find an optimal trade-
off between making an identification experiment as informative as possible while
intervening with the normal operation of the plant as little as possible, for example
by keeping output deviations low to ensure product quality, minimizing experiment
time and avoiding too many steps in the input to minimize tear on actuators. A big
motivation for such an identification procedure is that it is estimated that 75% of
the cost related to a control project in industry is dedicated to the identification of a
model (Hussain, 1999). See (Rivera et al., 2003) for an introduction to the subject and
(Narasimhan and Rengaswamy, 2011) for an example of plant friendly input design.

In the 1990’s new convex methods were developed, such as semidefinite pro-
gramming and the usage of linear matrix inequalities (LMI), see (Boyd et al., 1994).
e methods are introduced to the field of input design in (Javorzky et al., 1996),
(Hildebrand and Gevers, 2003), (Cooley et al., 1998), (Lindqvist and Hjalmarsson,
2001) and (Jansson, 2004). A key element in the two latter works is the filter design
by semidefinite programming presented in (Wu et al., 1996).

In 2004 the concept of least-costly identification experiment for control is intro-
duced in (Bombois et al., 2004). It is further formalized in (Bombois et al., 2006). e
authors consider a dual formulation of the optimization problem presented in (Gevers
and Ljung, 1986). at is, instead of minimizing the performance degradation, an
acceptable performance degradation enters the input design problem as a constraint;
instead of having constraints on experiment cost, such as experiment length and input
energy, experiment cost enters the input design problem in the objective function
(Rojas et al., 2008). In addition, the authors introduce the notion of an admissible
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model set. A model contained in the admissible set is deemed acceptable in terms of
the associated control performance and a model not contained in the set is deemed
unacceptable e introduced framework is generalized to arrive at the concept of
“application-oriented input design” in (Hjalmarsson, 2009). e author adds the
notion of cost of complexity to the input design problem. Cost of complexity is a
measure of the experimental cost as a function of system complexity, noise properties,
and information to be drawn from the data, see for example (Rojas et al., 2011a). e
application-oriented input design considered in this thesis is based on the framework
of (Bombois et al., 2006) and (Hjalmarsson, 2009) and is described in detail in Section
A.2.3.

ere are several current trends related to application-oriented input design. One
such trend is to develop methods for simultaneous identification and control of the
plant. In (Forgione et al., 2015), a dual control strategy is used. Closed-loop identifi-
cation experiments and controller designs are performed in a sequential manner. e
idea is to gradually improve the performance of the system by improving the model.
In (Larsson et al., 2013), the MPC formulation includes the identification procedure.
Meaning, the input signal provided by the MPC is designed to give satisfactory control
performance while ensuring informative data for identification. In (Potters et al.,
2014), the identification procedure is present but hidden from the control strategy. e
framework allows the identification data to be collected in open-loop while a controller
is acting on the plant. For other examples of simultaneous identification and control
using MPC, see (Genceli and Nikolaou, 1996), (Aggelogiannaki and Sarimveis, 2006),
(Rathousky and Vladimir, 2013), and (Marafioti et al., 2014).

A key element in several identification procedures is the possibility to parametrize
the input spectrum using a finite number of parameters and to minimize some cost
function with respect to those parameters. e optimal values of the parameters are
then used to realize an actual input signal, see for example (Jansson, 2004). Two
methods of spectrum parametrization are finite dimensional spectrum parametrization
and the partial correlation approach. For a nice description of the similarities and
differences between the two methods, we refer the reader to the introduction of
(Hildebrand et al., 2010). For a more rigorous overview, see (Jansson, 2004). In Section
A.2.3.6, we describe the partial correlation approach and finite dimensional spectrum
parametrization. In (Wahlberg et al., 2011a), we provide a time domain derivation,
instead of the usual frequency domain derivation, of the partial correlation approach
for output-error (OE) systems.

Methods of simultaneous identification and control are intertwined with results
on signal generation and time domain formulations of the input design problem. In
signal generation, an input signal is realized in accordance to an input spectrum while
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fulfilling signal constraints in the time domain. In (Rojas et al., 2007) and (Hägg
et al., 2014), a receding horizon procedure inspired by MPC is used. In time domain
formulations, signal constraints can be added explicitly in the input design problem
instead of implicitly in the signal generation, see (Manchester, 2010), (Ebadat et al.,
2014b) and (Valenzuela et al., 2015a).

For an overview of optimal experiment design, see the surveys (Pronzato, 2008)
and (Hjalmarsson, 2009) and the thesis (Jansson, 2004). For an introduction to the
concepts of least-costly experiment design, see (Bombois and Scorletti, 2012).

e part of the thesis dealing with application-oriented input design for MPC
is closely related to work by C. A. Larsson, such as (Larsson et al., 2011b), (Larsson
et al., 2011a) and (Larsson, 2011). Here, we present an algorithm basically based on
two steps: (1) obtain an initial model; (2) perform optimal input design based on the
initial model. Advantages of such a two-step approach are described in (Barenthin et al.,
2005).





Chapter A.2

Background

In this chapter we present the necessary mathematical background to system identifi-
cation and application-oriented input design. e main control application considered
in this thesis is MPC. For a mathematical description thereof, see Appendix 1.

e outline is as follows. First, we briefly present a motivating experiment for why
to use the input design framework (IDF) presented in this thesis. Second, we describe
system identification with focus on the statistical results obtained when using PEM.
ird, we present the application-oriented input design framework. Fourth, we discuss
how to apply the framework on FIR systems.

A.2.1 Motivating experiment

Before presenting the necessary theoretical background of system identification and
application-oriented input design, we illustrate the possible benefits of IDF in an
experiment.

IDF is evaluated on a water tank process. e control objective is to regulate the
water levels of two tanks in the process, according to a reference trajectory, using MPC.
e water tank process and experimental setup are presented in Chapter A.4. e
process is nonlinear. However, a linearized and discretized model of the system is used
in the control design. e identification objective is to estimate the parameters of this
model with required accuracy as measured by a cost function related to the intended
model application. IDF is applied on the water tank process in twenty different
identification experiments. e obtained models are then used in the control design.
e resulting outputs of the water tank process when being controlled by an MPC
controller based on the estimated models are displayed in Figure A.2.1. To evaluate
the performance of IDF, twenty additional models are estimated using Gaussian white
noise as input signal in the identification experiments. Each of the twenty input signals

17
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Figure A.2.1 Motivating experiment: Comparison of application performances in
Experiment 1, Chapter A.4. e trajectories of the process controlled by MPC with models
based on estimates from twenty identification experiments are shown. e trajectories
obtained with models from IDF are denoted ( ) and the ones obtained from using
Gaussian white noise are denoted ( ). e desired reference trajectories ( ) are also
plotted. e water levels are shown as deviations from the working points.
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are chosen to have the same power as the input signal found using IDF, and the power
is divided equally between the two input channels of the process. at is, in the case of
white noise, no properties of the suitable input signal are assumed to be known except
the power level which is obtained from IDF. e resulting outputs when applying the
estimated models in the control design are also shown in Figure A.2.1.

e control performance is better for models estimated with IDF compared to
models estimated with white noise, even though the power of the input signal is
the same in all experiments. is is a result of the ability offered by IDF to tailor
the identification experiment to the application. In this particular experiment, IDF
provides a highly intuitive input design. We refer to Chapter A.4 for a more detailed
description of the water tank process and the experiments made.

A.2.2 System identification

In this section, we present the concepts and statistical results of system identification
that serve as the foundation of application-oriented input design. e main message
is that the choice of input signal used in the identification experiment directly influ-
ences the confidence ellipsoid of the estimated model parameters, see, in particular,
Lemma A.2.1 and Equation (A.2.6).

First, we state the type of systems and models considered. Second, we describe
PEM, which is the identification method used throughout this thesis. ird, and last,
we list the statistical properties of the estimated model parameters.

A.2.2.1 Type of models

e theory of system identification provides tools for estimating mathematical models
of systems using data. e mathematical models can be of different types. For example,
the model can be a curve representing a response of a system to a particular input
signal. e Bode diagram is an example of such a curve, where the gain and phase
shift of the system is plotted against frequency when the input signal is a sinusoid.
In this thesis, however, we focus on parametric models. at is, we consider models
described by parametrized transfer functions or state-space formulations. e task of
system identification is to estimate the parameter values that provide a model that best
describes the true system according to some measure.
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G(q) Σ

H(q)

u(t) y(t)

e(t)

Figure A.2.2 e system under consideration. Here, u(t) is the input signal, e(t) is the
noise signal, y(t) is the output signal, andG(q) andH(q) are the transfer function matrices
of the system.

System

We consider multivariate systems that are linear, time invariant, asymptotically stable,
causal and in discrete time. e system is described by

S : y(t) = G(q)u(t) +H(q)e(t), (A.2.1)

where y(t) ∈ Rny is the output signal, u(t) ∈ Rnu is the input signal, e(t) ∈ Rne

is the noise signal, and S denotes the system. e input signal sequence {u(t)} is
manipulated and the output signal sequence {y(t)} is measured. e noise sequence
{e(t)} is assumed to be Gaussian white noise with zero mean and covariance matrix
Λ. e functions G(q) andH(q) are the transfer function matrices of the system. We
let q and q−1 denote the forward and the backward shift operators, respectively. ese
are defined as

qu(t) = u(t+ 1),

q−1u(t) = u(t− 1),

(Ljung, 1999, pp. 24-25). e system S is depicted in Figure A.2.2.

Model

e system to be identified is represented by a model parametrized with an unknown
parameter vector. e purpose of system identification is to find the values of the
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unknown parameters that, according to some measure, best describe the system. e
model is given by

M(θ) : y(t) = G(q, θ)u(t) +H(q, θ)e(t),

E {e(t)} = 0, E
{
e(t)e(t)T

}
= Λ0,

(A.2.2)

where θ∈Θ ⊆ Rn is the unknown parameter vector,M(θ) denotes the parameterized
model, E {·} denotes the expected value, and Λ0 denotes the noise signal’s true
covariance matrix. We assume that G is stable and that H is stable and minimum
phase for all values of θ ∈ Θ. We also assume that Λ0 is known and that the model
structure, M(θ), can capture the dynamics of the system. In other words, there exists
a parameter vector θ0 such that S = M(θ0), that is

S : y(t) = G(q, θ0)u(t) +H(q, θ0)e0(t),

E {e0(t)} = 0, E
{
e0(t)e0(t)

T
}
= Λ0.

(A.2.3)

A.2.2.2 Prediction error method

We use PEM to identify the parameter vector θ. e method provides the asymptotic
properties of the estimated models that are necessary for the application-oriented input
design described in this thesis.

Data

In an identification experiment, we excite the unknown system with some input
signal and record the corresponding output signal. We denote the collected data by
Z N , where Z N = {u(0), y(0), . . . u(N ), y(N )}. Here N is the number of
measurements collected.

Prediction error

e prediction error is the difference between the output recorded in the identification
experiment and the predicted output provided by the model. Given the collected data
Z N and the model M(θ), the one-step-ahead prediction of y is (Ljung, 1999, p. 197)

ŷ(t | θ) = H(q, θ)−1G(q, θ)u(t) +
(
Iny −H(q, θ)−1) y(t). (A.2.4)

e prediction error then becomes (Ljung, 1999, pp. 197-198)

ϵ(t, θ) = y(t)− ŷ(t | θ) = H(q, θ)−1 (y(t)−G(q, θ)u(t)) .
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Estimated model

PEM provides the estimate of the parameter vector that minimizes a measure of the
size of the prediction error. We use the quadratic criterion,

θ̂N = arg min
θ

1
2N

N∑
t=1

ϵ(t, θ)TΛ−1
0 ϵ(t, θ),

where θ̂N denotes the estimated parameter vector based on N measurement in the
identification experiment (Ljung, 1999, pp. 218-219).

Asymptotic properties of the estimated model

e estimated parameter vector has, under mild assumptions, the asymptotic properties

θ̂N → θ0 as N → ∞, with probability 1, (A.2.5a)
√
N(θ̂N − θ0)

d−→ N (0, P ) as N → ∞, (A.2.5b)

P =

(
lim

N→∞

1
N

N∑
t=1

E
{
ψ(t, θ0)Λ

−1
0 ψ(t, θ0)

T
})−1

, (A.2.5c)

ψ(t, θ) =
d

dθ
ŷ(t | θ). (A.2.5d)

For details see (Ljung, 1999, p. 282 and pp. 309-316). In this thesis, we assume
that N is finite but sufficiently large for the asymptotic properties (A.2.5) to hold
approximately.

e inverse of the matrix P can be expressed, in the frequency domain, as an affine
function of the input spectrum, see Lemma A.2.1. We use this fact in the application-
oriented input design.

Lemma A.2.1
Consider open loop identification. e matrix P , defined in (A.2.5c), can be expressed in
the frequency domain as

P =

(
1
2π

∫ π

−π
Γu(e

jω, θ0)(Λ
−1
0 ⊗ Φu(e

jω))Γu(e
−jω, θ0)

Tdω+

1
2π

∫ π

−π
Γe(e

jω, θ0)(Λ
−1
0 ⊗ Λ0)Γe(e

−jω, θ0)
Tdω

)−1

,
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where

Γu =

vec F 1
u

...
vec F n

u

 , Γe =

vec F 1
e

...
vec F n

e

 ,

F i
u = H −1dG(e

jω, θ)

dθi
, F i

e = H −1dH(ejω, θ)

dθi
, for i = 1 . . . n,

and Φu(e
jω) is the spectrum of the input signal. Here, vec U means a row vector with the

rows of the matrix U stacked after each other.

Proof. See (Barenthin Syberg, 2008, pp. 39-40).

System identification set

Given the asymptotic property (A.2.5b) and the assumptions stated in (Ljung, 1999,
App. 9B), we can provide a confidence ellipsoid of θ̂N . e confidence ellipsoid is
defined as

Eid(α) =
{
θ

∣∣∣∣ (θ − θ0)
TP −1(θ − θ0) ≤

χ2
α(n)

N

}
, (A.2.6)

where χ2
α(n) is the percentile of the χ2-distribution at level α and n degrees of

freedom. We call the confidence ellipsoid Eid(α) the system identification set. We have
that θ̂N lies inside Eid(α) with probability α as N → ∞ (Silvey, 1970, p. 91).

For an example of a system identification set, see Example A.2.1.

Example A.2.1 (System identification set)
We consider an FIR model given by

M(θ) : y(t) = θ1u(t− 1) + θ2u(t− 2) + e(t),

E {e(t)} = 0, E
{
e(t)2

}
= Λ0,

where θ = (θ1, θ2). e system is given by S = M(θ0). e one-step-ahead prediction of
y(t), defined in (A.2.4), is

ŷ(t|θ) = θ1u(t− 1) + θ2u(t− 2).
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e inverse of the matrix P , defined in (A.2.5c), is

P −1 = lim
N→∞

1
NΛ0

N∑
t=1

[
E {u(t− 1)u(t− 1)} E {u(t− 1)u(t− 2)}
E {u(t− 2)u(t− 1)} E {u(t− 2)u(t− 2)}

]
.

(A.2.7)

We assume that the input sequence {u(t)} has zero mean and is quasi-stationary, that is,
the limit in (A.2.7) exists. Consequently

P −1 =
1
Λ0

[
r0 r1
r1 r2

]
,

where rk = E {u(t)u(t− k)}. e corresponding system identification set, defined in
(A.2.6), is

Eid(α) =
{
θ | (θ − θ0)

T 1
Λ0

[
r0 r1
r1 r2

]
(θ − θ0) ≤

χ2
α(n)

N

}
.

(e example is taken from (Wahlberg et al., 2010, p. 5551).)

A.2.3 Application-oriented input design

We are now ready to present the theory of application-oriented input design, using
the concepts and statistical results of the previous section. First, we describe the
main objective with using application-oriented input design. Second, we show in an
example how the choice of the input signal used in the identification experiment can
be optimal or completely useless, with respect to the application in mind. ird, we
introduce the concepts application cost and application set. ese are used to describe
the application of the model in a mathematical way that enables the application to be
taken into account in the input design. Fourth, we formulate the application-oriented
input design as an optimization problem, see Problem (A.2.11). However, several
approximations and relaxations have to be made to make the optimization problem
convex and tractable to solve. e solution of the optimization problem is the optimal
spectrum of the input signal. Fifth, we address the issue when the system does not
match the chosen model structure, that is, when S ̸= M(θ0).

In Section A.2.4, we describe how to generate a time realization of the input signal
corresponding to an input spectrum. In Section A.2.5, we describe how to apply the
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application-oriented input design framework on an FIR system. For those systems, we
get a particularly simple optimization problem. We also show a simulation example of
application-oriented input design applied to an FIR system controlled using MPC.

A.2.3.1 Objective of application-oriented input design

e main objective of application-oriented input design is to minimize the cost of the
identification experiment, while delivering a model that gives acceptable application
performance. e requirements on the model are given by its intended use. For
example, in model based control, the model is used to determine which control
action to apply to the system. Given a feasible control objective, acceptable control
performance is obtained if the model is suitable, that is, if the model provides an
adequate description of the system dynamics that are of importance for the control
objective.

In practice we do not know the system. However, in the remaining part of this
chapter, we assume that we indeed know the system. is allows us to do an analysis
of application-oriented input design that gives valuable insights of the method. e
issues arising when applying application-oriented input design in practice and how to
handle them are addressed in Chapter A.3.

We know that the input signal directly affects the estimated parameter vector
obtained in the identification experiment, see Definitions (A.2.5c) and (A.2.6). We
can use the relationship between the input signal and the estimates to formulate the
input design as an optimization problem. Lemma A.2.1 shows that P−1 is an affine
function of Φu, the spectrum of the input signal used in the identification experiment.
Consequently, we can design our estimates by designing the input spectrum.

e theory of application-oriented input design provides tools for designing the
input spectrum. e theory guarantees, with high probability, that the obtained model
gives acceptable application performance when used in its intended application. e
applied input signal directly influences the estimates, consequently, its design can affect
the achievable application performance.

Example A.2.2 illustrates how the input signal can influence the estimates.

Example A.2.2 (Influence of input signal on estimates)
We consider an FIR system modeled by

M(θ) : y(t) =

n∑
k=1

θku(t− k) + e(t),

E {e(t)} = 0, E
{
e(t)2

}
= Λ0,
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where θ = (θ1, . . . , θn). e true system is S = M(θ0). Assume that the intended
application requires the model to have the same static gain as the true system. at is,∑n

k=1 θ
0
k must be estimated with high accuracy. With a constant input signal, for instance

u(t) = 1 for all t, the output of the system is

y(t) =

n∑
k=1

θ0
k + e(t). (A.2.8)

Meaning, the static gain can be approximated by the averaged value of the obtained output
(A.2.8). A constant input signal can in fact be proven to give the lowest possible variance
of the static gain estimate (Rojas et al., 2012b, p. 156). e constant input signal hides
the influence of each individual impulse coefficient θk and highlights the static gain of the
system. If instead a particular impulse coefficient is sought after, a constant input signal is
useless. Consequently, it is highly important to take the application of the model into account
when designing the input signal used in the identification experiment. (e example is taken
from (Rojas et al., 2012b, pp. 149-150,153,156).)

A.2.3.2 Application cost

e application cost is a measure of the application performance achieved when a
model is used in its intended application. e application cost is a scalar function
of the parameter vector θ and is denoted Vapp(θ). We require that Vapp(θ) ≥ 0 for all
θ and Vapp(θ0) = 0. Note that if Vapp(θ) is twice differentiable in a neighborhood of
θ0, this implies

V ′
app(θ0) = 0, V ′′

app(θ0) ≽ 0.

e cost emphasizes an important application quality of the system. Examples of such
qualities in control are the sensitivity function and closed-loop output response.

A.2.3.3 Application set

An increasing application cost reflects a deteriorating application performance. Most
applications have an upper limit on the deterioration allowed. As long as the application
cost is below the limit, the performance is considered acceptable. We can define
an application set, where the parameter vectors inside the set are acceptable and
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those outside the set are unacceptable with respect to application performance. e
application set is defined as

Θapp(γ) =

{
θ

∣∣∣∣Vapp(θ) ≤ 1
γ

}
, (A.2.9)

where the upper limit on the application cost is defined using a positive scalar γ.
e concept of an application cost was introduced by (Bombois et al., 2006) and
(Hjalmarsson, 2009).

e application-oriented input design is formulated in terms of the system
identification set and application set, which are illustrated graphically in Figure A.2.3.
e plane represents the space of all possible parameter values for a given model
structure. In this space, all parameters that lie inside Θapp are acceptable with respect
to application performance. e goal of the modeling is to deliver parameter estimates
that lie inside this set, that is, θ̂N ∈ Θapp. Typically, a certain point estimate cannot
be ensured beforehand. Instead, a set of parameters that contains the estimate with
high probability is considered, that is, the system identification set. e input design
reshapes and rotates Eid in such a way that the set is completely inside Θapp.

For two examples of an application set, see Examples A.2.3 and A.2.4.

Example A.2.3 (Illustration of an application set)
A stable OE system is modeled by

M(θ) : x(t+ 1) = θ1x(t) + θ2u(t),

y(t) = x(t) + e(t),

E {e(t)} = 0, E
{
e(t)2

}
= Λ0,

where θ = (θ1, θ2). e true system is S = M(θ0). A dead-beat controller is designed to
drive the system from a nonzero initial state to a state equal to zero. e optimal controller
is a proportional state-feedback of the form u(t) = −fx(t), where f = θ0

1/θ
0
2. It is

important to estimate f with high accuracy, not the individual parameters θ1 and θ2, to
achieve acceptable control performance. us, the set Θapp is designed such that only small
deviations from f are allowed. An example of such a set is an ellipse centered at θ0 with an
infinitely long semi-axis in the direction of (f, 1) and a finite semi-axis in the orthogonal
direction. e length of the finite semi-axis corresponds to the acceptable level of degradation
in control performance. (e example is taken from (Annergren et al., 2016, Ex. 2).)
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Θapp

×θ0

Eid

Θ

Figure A.2.3 Application-oriented input design concept. In the set of possible parameters
Θ, the parameters that give an acceptable application performance constitute the set Θapp.
PEM gives estimates inside Eid with high probability. e purpose of application-oriented
input design is to make sure that Eid lies completely inside Θapp while minimizing the cost
of the identification experiment.

Example A.2.4 (Application set)
We consider the FIR system in Example A.2.1, where G(q, θ) = θ1q

−1 + θ2q
−2 and

H(q, θ) = 1. We use a model based control design consisting of a P-controller

F (β, θ) =
β2

βθ1 − θ2
, 0 < β ≤ 1.

e closed loop system is

Gc(β, θ, θ0) =
F (β, θ)G(q, θ0)

1 + F (β, θ)G(q, θ0)
,

with closed loop poles −β and −βθ0
2/(βθ

0
1 − θ0

2) for θ = θ0. e control objective is to
reject a constant output disturbance. erefore, we want the application cost to emphasize
the disturbance rejection capability of the control design. For example, we can choose the
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application cost to be

Vapp(θ) =

(
lim
q→1

1
1 + F (β, θ0)G(q, θ0)

− lim
q→1

1
1 + F (β, θ)G(q, θ0)

)2

,

that is, the difference between the static gain of the sensitivity function when the controller
is based on θ0 and when the controller is based on θ. e application set then becomes

Θapp(γ) =

{
θ

∣∣∣∣∣
(

βθ0
1 − θ0

2
βθ0

1 − θ0
2 + β2(θ0

1 + θ0
2)

− βθ1 − θ2

βθ1 − θ2 + β2(θ0
1 + θ0

2)

)2

≤ 1
γ

}
.

Note that we consider the expression θ1 + θ2 occurring in Gc(β, θ, θ0) to be known. e
summation θ1 + θ2 is equivalent to the static gain of G(q, θ) and can easily be identified
using a constant input signal. (e example is taken from (Wahlberg et al., 2010, pp. 5549-
5550).)

A.2.3.4 Application-oriented input design problem

e aim here is to formally combine the results from system identification with the
application requirements on the model. e problem of designing the input signal
used in the identification experiment can be formulated as an optimization problem
where the solution is an optimal input spectrum. e optimization problem consists
of three main parts: (1) the decision variables, (2) the objective function, and (3) the
constraints.

Decision variables

A suitable choice of decision variable in the optimization problem is, as already stated,
the input spectrum Φu.

Objective function

Application-oriented input design provides an input spectrum that is optimal accord-
ing to some measure. Typically, we want the input spectrum to give the cheapest pos-
sible identification experiment. erefore, the objective function of the optimization
problem is a cost related to performing the identification experiment, for example the
required energy of the input signal. For simplicity, we require the objective function
to be a convex function in the decision variable Φu. is is a necessary condition for
the optimization problem to be convex.
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Constraints

e most important part of application-oriented input design is that the input spec-
trum provides models that, when used in its intended application, give an acceptable
performance. us, the estimated parameters must be acceptable parameters, that is
θ̂N ∈ Θapp(γ). However, as

√
Nθ̂N is asymptotically Gaussian distributed in the

PEM framework, the constraint θ̂N ∈ Θapp(γ) can only be ensured with some
probability. e corresponding constraint can be formulated as

P
{
θ̂N ∈ Θapp(γ)

}
≥ α, (A.2.10)

where α ∈ (0, 1) and P{A} is the probability associated to an event A. Equation
(A.2.10) is a chance constraint and typically not convex. Furthermore, evaluating the
probability in the constraint is far from trivial. However, an approximation can be
considered instead. e chance constraint can be exchanged with Eid(α) ⊆ Θapp(γ),
for specific values of α and γ, since based on the asymptotic properties of the estimator
obtained by PEM, we know that θ̂N lies inside Eid with probability α. e use of the
approximation with Eid is just one of many ways of dealing with the chance constraint.
Other approaches are discussed in (Rojas et al., 2011b).

Optimization problem

e optimization problems in application-oriented input design can be formulated as

minimize
Φu

fcost(Φu), (A.2.11a)

subject to Eid(α) ⊆ Θapp(γ), (A.2.11b)
Φu(ω) � 0, for all ω, (A.2.11c)

where fcost(Φu) is the cost related to the identification experiment. e last constraint
(A.2.11c) is required by definition since the spectral density of a stationary process is
a non-negative entity.

e optimization problem (A.2.11) is difficult to solve due to the two constraints.
On one hand, the region constraint (A.2.11b) may not be convex. at is, while the
system identification set is an ellipsoid, see (A.2.6), the application set can be of any
shape, see Figure A.2.3. On the other hand, the spectrum constraint (A.2.11c) consists
of infinitely many matrix inequalities since it is required to hold for all ω. We need to
make approximations of the two constraints in order to make the optimization problem
convex and tractable, and consequently possible to solve efficiently.
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A.2.3.5 Region constraint approximation

We consider two methods of approximating the region constraint with a convex
constraint. e methods are called the ellipsoidal approximation and the scenario
approach.

Ellipsoidal approximation

We make an ellipsoidal approximation of the application set using a second order
Taylor expansion of the application cost evaluated at θ0. at is,

Vapp(θ) ≈ Vapp(θ0) + (θ − θ0)
TV ′

app(θ0) +
1
2
(θ − θ0)

TV ′′
app(θ0)(θ − θ0).

According to definition Vapp(θ0) = V ′
app(θ0) = 0, therefore,

Vapp(θ) ≈
1
2
(θ − θ0)

TV ′′
app(θ0)(θ − θ0),

and we get the ellipsoidal approximation of the application set as

Θapp ≈ Eapp(γ) =
{
θ

∣∣∣∣ 1
2
(θ − θ0)

TV ′′
app(θ0)(θ − θ0) ≤

1
γ

}
.

Note that a higher value of γ will lead to a better ellipsoidal approximation. us,
the region constraint (A.2.11b) can be approximated by Eid(α) ⊆ Eapp(γ), which is
equivalent to

P−1 � χ2
α(n)

N

γV ′′
app(θ0)

2
, (A.2.12)

(Hjalmarsson, 2009, App. 3). e geometrical interpretation of the ellipsoidal approx-
imation is illustrated in Figure A.2.4 and Example A.2.5.

Example A.2.5 (Ellipsoidal approximation)
We once again consider Examples A.2.1 and A.2.4. e Hessian of the application cost in
Example A.2.4 is

V ′′
app(θ0) =

2β4(θ0
1 + θ0

2)
2

(βθ0
1 − θ0

2 + β2(θ0
1 + θ0

2))
4

[
β2 −β
−β 1

]
.

e ellipsoidal approximation of the region constraint is

1
Λ0

[
r0 r1
r1 r2

]
� χ2

α(n)γ

N

β4(θ0
1 + θ0

2)
2

(βθ0
1 − θ0

2 + β2(θ0
1 + θ0

2))
4

[
β2 −β
−β 1

]
.

(e example is taken from (Wahlberg et al., 2010, p. 5550).)
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Θapp

×θ0

Eapp

Θ

Figure A.2.4 Ellipsoidal approximation. e ellipsoidal region Eapp approximates the true
application region Θapp. e ellipsoidal region is centered at the true parameter vector θ0.

Scenario approach

e region Θapp may be complicated — it may be nonconvex, and in practice it is not
given to us by equations but approximated numerically. It is thus natural to replace
the region constraint by a Monte Carlo-style approximation, which we shall refer to as
the scenario approach. e idea of the scenario approach is to randomly choose a finite
number of points of Eid and require them to lie inside Θapp. If the number of points
is large enough, this will ensure that (A.2.11b) is satisfied with high probability.

e confidence ellipsoid Eid(α) depends on the matrixP (which is to be designed),
χ2
α(n) and N (which are set by the user). We choose M points and denote them

θi(P, χ
2
α(n), N) for i = 1, . . . ,M < ∞. us, the region constraint (A.2.11b) can

be approximated by

Vapp(θi(P, χ
2
α(n), N)) ≤ 1

γ
, for i = 1, . . . ,M < ∞.
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However, this set of constraints is not convex in P . e relationship between θi and P
can be highly complex and perhaps even unknown. Consequently, we need to consider
a relaxation instead. e consequence will be that we sample points from Θapp rather
than Eid.

We collectM points from the regionΘapp, that is θi ∈ Θapp for i = 1, . . . ,M <
∞. Given the M scenarios, we approximate (A.2.11b) by

(θi − θ0)
TP−1(θi − θ0) ≥

χ2
α(n)γ

N
Vapp(θi), for i = 1, . . . ,M < ∞.

(A.2.13)

is set of constraints is sufficient (in the limit as M → ∞) for (A.2.11b) to hold, but
not in general necessary; the set of constraints is typically only necessary and sufficient
in the case when Vapp is a conic. is can be remedied by choosing the scenarios close
to the boundary of Θapp: the closer the scenarios are to the boundary, the closer the set
of constraints comes to being necessary, and the input design becomes less conservative.
is is illustrated in Example A.2.6. Preferably, the scenarios would be chosen to lie on
the boundary itself, but it is typically not feasible to find the boundary exactly.

A subtlety is that even if the boundary of Eid lies in the region Θapp, the interior
of the ellipse may not do so. is is because Θapp may not be simply connected; that
is, the region may contain “holes”. What we do is to choose our scenarios by starting
at the point θ0 and moving incrementally along straight lines, checking whether we
are inside Θapp or not along each step. In other words, we replace Θapp by its smallest
star-shaped subset with θ0 as the vertex.

e scenario approach for approximating a semi-infinite optimization problem
with a finite one was presented by (Calafiore and Campi, 2006). A tight lower bound on
M is provided by (Campi and Garatti, 2007). e scenario approach was introduced as
a method for approximating the region constraint (A.2.11c) by (Larsson et al., 2011b).
e geometrical interpretation of the scenario approach is illustrated in Figure A.2.5.

Example A.2.6 (Conservativeness of the scenario approach)
We consider θ ∈ R and two application regions:

Θ(1)
app(γ) = {θ|V (1)

app(θ) = ‖θ − θ0‖2 ≤ 1/γ},

Θ(2)
app(γ) = {θ|V (2)

app(θ) = ‖θ − θ0‖2
2 ≤ 1/γ2}.

e two regions are the same, Θ(1)
app(γ) = Θ

(2)
app(γ), but the two application costs are

different, V (1)
app(θ) = V

(2)
app(θ). Consequently, the set of acceptable parameters are the same

for both cases, but the design using the scenario approach differs.



34 Background
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Θ

Figure A.2.5 Scenario approach. A finite number of points θi, denoted by (◦) in the figure,
is used to approximate the application region Θapp. e points, also called scenarios, are
drawn according to some, user defined, probability distribution close to the boundary of
Θapp.

We consider the limit as M → ∞ where the points are chosen uniformly within the
region Θapp. e conic expression describing the confidence ellipsoid is required to lie on
or above the application cost for all θi, see (A.2.13). us, for the application cost V (1)

app

we get an extremely conservative design, see Figure A.2.6(a), and for V (2)
app we get the best

possible design, see Figure A.2.6(b). If we instead only choose the boundary points of Θapp

as scenarios, we get the best possible design also for V (1)
app. is is due to the fact that we no

longer care about the shape of Vapp below the acceptable level; we only care about the shape
of Vapp at the acceptable level.
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Figure A.2.6 Example A.2.6: Input design using scenario approach. e considered
application cost ( ), acceptable level ( ) and designed conic expression for the
confidence ellipsoid ( ) are shown. In Figures (a) and (b), all points θi ∈ Θ1

app = Θ2
app

are chosen as scenarios. We get a highly conservative design in (a) where we used V (1)
app and

the best possible design in (b) where we used V (2)
app. In Figures (c) and (d), we instead only

choose the boundary points of Θ1
app = Θ2

app as scenarios. We now get the best possible
design in both (c) and (d), where V (1)

app and V (2)
app were used, respectively. e results illustrate

why we should choose scenarios close to, preferably equal to, the boundary points of Θapp.
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A.2.3.6 Spectrum constraint approximation

In this section we describe two methods for dealing with the positivity constraint on
the input spectrum, see (A.2.11c).

e spectral density of a stationary signal u(t) can be written as

Φu(ω) =

∞∑
k=−∞

rke
iωk, (A.2.14)

where rk = E
{
u(t)u(t− k)T

}
. erefore, application-oriented input design prob-

lems can be formulated as convex optimization problems with decision variables
rk. e design is then a matter of choosing the coefficients rk. However, if we
insert (A.2.14) in Problem (A.2.11), we still have the issue of infinitely many matrix
inequalities and also infinitely many decision variables. Two approaches to circumvent
these issues are the partial correlation parameterization and the finite dimensional
parameterization.

Partial correlation parameterization

In partial correlation parametrization the coefficients of a truncated sequence {rk}m−1
k=0

are chosen such that there is an extension such that (A.2.14) defines a spectrum.
e extension problem is a trigonometric moment problem. us, the necessary and
sufficient condition for (A.2.11c) to hold for the extended sequence is

r0 r1 · · · rm−1
r1 r0 · · · rm−2
...

...
. . .

...
rm−1 rm−2 · · · r0

 
 0, (A.2.15)

see (Byrnes et al., 2001) and (Grenander and Szegö, 1984). Equation (A.2.15) is
an LMI in {rk}m−1

k=0 . For extensions of the partial correlation approach to closed-
loop experiment design and MIMO systems, see (Hildebrand and Solari, 2009) and
(Hildebrand and Gevers, 2013), respectively.

Remark A.2.1
In (Wahlberg et al., 2011a), the resulting spectrum is the same as the one obtained with the
partial correlation approach (Jansson, 2004), but we derive it in the time domain instead
of the usual frequency domain computations.
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Finite dimensional parameterization

To make the problem of finding the coefficients {rk}m−1
k=0 computationally tractable,

a finite expansion

Φu(ω) =

m−1∑
k=−(m−1)

rke
iωk (A.2.16)

is considered instead of (A.2.14). e finite dimensional parameterization requires
that {rk}m−1

k=0 is chosen such that (A.2.16) is a spectrum. is means that condition
(A.2.11c) must hold for the truncated sum (A.2.16), which can be achieved in various
ways. e most frequently used technique is the FIR-filter design (Wu et al., 1996)
which uses an application of the Positive Real Lemma:

Lemma A.2.2
Let {A, B, C, D} be a state-space realization of Φ+

u (ω) =
∑m−1

k=0 rke
jωk. Given that

A is stable, (A,B,C) is minimal and DT = D � 0, there exists a matrix Q = QT

such that

K(Q, {A,B,C,D}) �
[
Q−ATQA −ATQB
−BTQA −BTQB

]
+

[
0 CT

C D +DT

]
� 0,

(A.2.17)

if and only if Φu(ω) =
∑m−1

k=−(m−1) rke
jωk � 0, for all ω.

Proof. Lemma A.2.2 is a consequence of the Positive Real Lemma, see (Yakubovich,
1962) and (Wu et al., 1996, m. 1). For a thorough description and reference list see
(Boyd et al., 1994, Ch. 2.7.2 and pp. 34-35).

us, the necessary and sufficient condition for (A.2.11c) to hold for the truncated
sequence (A.2.16) is to find a matrix Q such that the matrix inequality (A.2.17) holds.
Meaning, we can exchange the spectrum constraint (A.2.11c) with the LMI

K(Q, {A,B,C,D}) � 0,

and by adding the symmetric matrix Q as a decision variable. e matrix inequality
(A.2.17) is affine in {rk}m−1

k=0 and Q if the matrices A and B are independent of the
coefficients {rk}m−1

k=0 while C and D are affinely dependent on them. is situation
occurs if the controllability canonical form of the state-space realization is used. See
Example A.2.7 for such a realization of Φ+

u (ω). Consequently, constraint (A.2.17) is
an LMI in the decision variables and thus a convex constraint. For more details, see
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(Wu et al., 1996). Note that other types of spectra than the one defined in (A.2.14)
can give convex and computationally tractable constraints as well. In such cases, a
different state-space realization than in Example A.2.7 has to be chosen, see (Jansson
and Hjalmarsson, 2005) for details.

Example A.2.7 (Controllable state-space realization)
A controllable state-space realization of Φ+

u (ω) is

A =

[
O1×m−2 0
Im−2 Om−2×1

]
, B = (1 0 . . . 0), C = (r1 . . . rm−1)

T , D =
1
2
r0,

where On×m is an n-by-m zero matrix and In is an n-by-n identity matrix. Hence
constraint (A.2.17) is an LMI in {rk}m−1

k=0 and Q. (e example is taken from (Wu et al.,
1996).)

A.2.3.7 Approximate optimization problems

Given the approximations made of the region and spectrum constraints, we can
formulate two convex approximations of optimization problem (A.2.11). If we use
the ellipsoidal approximation we obtain

minimize
Q,r0,...,rm−1

fcost(rk),

subject to P −1 � χ2
α(n)
N

γ
2V

′′
app(θ0),

K(Q, {A,B,C,D}) � 0,
Q = QT .

(A.2.18)

If we instead use the scenario approach we have

minimize
Q,r0,...,rm−1

fcost(rk),

subject to (θi − θ0)
TP −1(θi − θ0) ≥ χ2

α(n)γ
N Vapp(θi), i = 1 . . .M,

K(Q, {A,B,C,D}) � 0,
Q = QT .

(A.2.19)
In both formulations the finite dimensional parameterization is used to handle the
spectrum constraint. In addition, the experiment cost is chosen as a convex function
with respect to the coefficients in the spectral density function of the input signal.
Consequently, the approximate optimization problems (A.2.19) and (A.2.18) are
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convex, and there exist efficient and reliable methods for solving such problems, see
for example (Boyd and Vandenberghe, 2004).

In Example A.2.8, we illustrate how an input design problem can be formulated
as a convex optimization problem.

Example A.2.8 (Optimization problem)
We consider Examples A.2.1, A.2.4 and A.2.5. We want to minimize the variance of the
input signal used in the identification experiment. e corresponding optimization problem,
using ellipsoidal approximation, can be written as

minimize
r0,r1

r0,

subject to
[
r0 r1
r1 r0

]
� χ2

α(2)Λ0
N

γ
2V

′′
app(θ0).

Let us denote

V ′′
app(θ0) =

[
v1 v2
v2 v3

]
.

e optimization problem can be solved analytically and the solution is given by

r0 =
χ2
α(2)Λ0

N

γ

2
max{v1, v3}, r1 =

χ2
α(2)Λ0

N

γ

2
v2.

We see that the model application directly influences the input signal to be used in the
identification experiment. (e example is taken from (Wahlberg et al., 2010, p. 5551).)

A.2.3.8 Model structure

In application-oriented input design, we assume that the model structure can capture
the dynamics of the system, that is, S = M(θ0). is means that the input design
only takes the error sprung from the noise present in the identification experiment into
account, and not the error due to system/model-mismatch.

In practice, the assumption S = M(θ0) is never fulfilled. Typically, if we choose
a too flexible model structure we start modeling the noise and if we choose a too
restrictive one we get systematic errors. One of the great qualities of application-
oriented input design is that it helps the user to determine a suitable model structure.

Application-oriented input design does not only highlight system properties that
are of importance in the application, it also tries to hide those that are not. is
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is done by exciting important properties and avoiding to excite unimportant ones.
Meaning, the design makes the system behave as simple as possible while highlighting
the important properties. Consequently, the design automatically gives a restrictive
model structure.

e following theorem from (Hjalmarsson, 2009, m. 3.1) summarizes the
discussion:

eorem A.2.1
Consider the ellipsoid Eapp(γ). Suppose that V ′′

app(θ0) has rank n̄ < n and take Γ ∈
Rn×n̄ such that

V ′′
app(θ0) = ΓMΓT

for some M 
 0. at is, Eapp(γ) is a degenerate ellipsoid. To enable a better match of the
system identification set to the application ellipsoid, consider the modified Eid(α) defined
as

Eid(α,Γ) =

{
θ

∣∣∣∣∣ (θ − θ0)
TΓ(ΓTP−1Γ)†ΓT (θ − θ0) ≤

χ2
α(n̄)

N

}
, (A.2.20)

where (·)† denotes the pseudo-inverse. en Eid(α,Γ) ⊆ Eapp(γ) if and only if

P−1 � χ2
α(n̄)γV

′′
app(θ0)/(2N).

Proof. For a proof, see (Hjalmarsson, 2009). e result from this theorem is used in
Section A.2.3.5.

Remark A.2.2
Although not addressed in this thesis, application-oriented input design can be applied
to a general class of models not only linear ones. However, in the general case there
are no guarantees that the obtained application-oriented input design problem can be
approximated by a convex and tractable optimization problem. at is, there might not
exist optimization methods to solve the problem reliably and accurately. Different strategies
to obtain solvable optimization problems in input design for nonlinear models can be found
in literature, see for example (Hjalmarsson and Mårtensson, 2007), (Cock et al., 2013),
(Forgione et al., 2014) and (Valenzuela et al., 2015b).
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A.2.4 Input generation

When the input spectrum is found, a corresponding time realization of the signal has
to be generated. e realization is then used to excite the system in the identification
experiment.

One possible input generation is to let the input signal be Gaussian white noise
filtered through a transfer function matrix. e matrix is chosen such that the filtered
signal has the required spectrum. e matrix design is a problem of minimum
phase spectral factorization and, as such, it has several known solutions. Results
applicable to the finite dimensional parameterization are discussed in detail in (Jansson,
2004). For partial correlation parameterizations, an autoregressive filter can be used
to generate a signal with the desired properties. e filter is found through the Yule-
Walker equations, see (Söderström, 2002) and (Hildebrand and Solari, 2009). Another
possibility is to use periodic inputs since any partial correlation sequence can be realized
with a discrete spectrum, for details, see (Pintelon and Schoukens, 2001).

In Examples A.2.9 and A.2.10, we use two different methods to generate the input
signal.

Example A.2.9 (Input generation using filtered Gaussian white noise)
We solve optimization problem (A.2.18) for Example A.2.3 with settings according to
Table A.2.1 and generate an input signal using filtered Gaussian white noise. Figure A.2.7
shows the input signal obtained. For comparison, a realization of a Gaussian white input
signal is also displayed. e variance of the Gaussian white input signal is chosen such that
the same accuracy of the estimated parameters is obtained with the same probability as for
the optimal input signal. In this example, the required variance is approximately seven times
the variance of the optimal input signal. e example illustrates the enormous possibilities
of reducing the cost of identification experiments when using application-oriented input
design, where the variance of the input signal is related to the economical cost of the
experiment. (e example is taken from (Annergren et al., 2016).)

Example A.2.10 (Input generation using autoregressive process)
Consider the solution obtained in Example A.2.8. We want the input signal to have
E
{
u2(t)

}
= r∗0 and E {u(t)u(t− 1)} = r∗1 . e input signal can be generated by an

autoregressive process u(t) = −au(t−1)+eu(t), where {eu(t)} is Gaussian white noise
with variance λeu . If we set a = −r∗1/r

∗
0 and λeu = (r∗2

0 − r∗2
1 )/r∗0 , the obtained input

has the desired properties. (e example is taken from (Wahlberg et al., 2010, p. 5551).)
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Table A.2.1 Settings of Example A.2.9.

Setting Description

θ0 = (−0.95, 1) true parameters
Λ0 = 1 true variance of {e(t)}
N = 500 number of measurements in

experiment
1/γ = 0.01 maximal allowed application

performance degradation
α = 0.95 probability of achieving allowed

degradation 1/γ
Φ+
u (ω) =

1
2r0 +

∑9
k=1 rke

−iωk positive real part of input spec-
trum

Θapp=

{
θ

∣∣∣∣ 1
f2+1(θ − θ0)T

[
1 −f
−f f2

]
(θ − θ0)≤1

γ

}
application set with infinitely
long semi-axis in the direction
of (f, 1)

fcost = r0 experiment cost equal to the
power of the input signal

A.2.5 Application-oriented input design for FIR systems

We apply application-oriented input design to an FIR system, that is, we want to
solve (A.2.18) or (A.2.19) for an FIR system. e system is SISO. anks to the FIR
structure, we obtain a very nice expression for the matrix P−1. In fact, the structure
makes it possible to obtain the optimal input spectrum directly in the time domain, that
is, we do not have to make the spectrum approximation described in Section A.2.3.6.

e matrix P−1 for an FIR system is given by

P−1 =
1

2πΛ0

∫ π

−π

dG(e jω, θ)

dθ
Φu(e

jω)
dG(e−jω, θ)

dθ

T

dω

∣∣∣∣∣
θ=θ0

,

see Lemma A.2.1. e corresponding expression for P−1 in the time domain is

P−1 =
1
Λ0

E

{[
dG(q, θ)

dθ
u(t)

][
dG(q−1, θ)

dθ
u(t)

]T}∣∣∣∣∣
θ=θ0

. (A.2.21)
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Figure A.2.7 Example A.2.9: Comparison of input signals. Resulting input signals for the
identification experiment are displayed. Plot (a) shows the optimal input signal found
using application-oriented input design. Plot (b) shows a Gaussian white input signal.
e variance of the white signal is chosen such that the same accuracy of the estimates
is guaranteed with the same probability as for the optimal input signal. e power of the
white signal is approximately seven times larger than for the optimal input signal.

e derivative of the transfer function G(q, θ) is

dG(q, θ)

dθ
= [q−1, . . . , q−n]. (A.2.22)

erefore, we can write

P−1 =
1
Λ0

Rn, (A.2.23)

where Rn∈Sn
+ is a Toeplitz matrix, with elements [Rn]ij = E {u(t)u(t− |i− j|)}

where [·]ij denotes the element in the ith row and jth column of the matrix [·]. In
other words, Rn is the covariance matrix of u(t). us, the approximate optimization
problems for FIR systems can be written as

minimize
Rn

fcost(Rn),

subject to Rn � χ2
α(n)Λ0
N

γ
2V

′′
app(θ0),

(A.2.24)
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using the ellipsoidal approximation, and

minimize
Rn

fcost(Rn),

subject to (θi − θ0)
TRn(θi − θ0) ≥ χ2

α(n)Λ0γ
N Vapp(θi), i = 1 . . .M,

(A.2.25)
using the scenario approach.

In Example A.2.11, we show how application-oriented input design can be applied
to an FIR system controlled using MPC.

Example A.2.11 (Disturbance rejection using MPC on FIR system)
In this example we illustrate application-oriented input design on an FIR system controlled
using MPC. Consider the FIR state space model

M(θ) :

[
x1(t+ 1)
x2(t+ 1)

]
=

[
0 0
1 0

] [
x1(t)
x2(t)

]
+

[
1
0

]
u(t)

y(t) =
[
θ1 θ2

] [x1(t)
x2(t)

]
+ d(t) + e(t),

E {e(t)} = 0, E
{
e(t)2

}
= Λ0.

(A.2.26)

e true parameters are (θ0
1, θ

0
2) = (10,−9), and S = M(θ0). e noise variance is

Λ0 = 10−2. e disturbance is given by d(t) = 1 for t > 0, and we assume zero initial
conditions. We use the ellipsoidal approximation of the application-oriented input design
problem for FIR, see (A.2.24). e system is controlled using MPC, therefore it is not possible
to analytically find V ′′

app(θ). We use numerical differentiation to compute V ′′
app(θ0). e

disturbance is assumed to be unknown in the MPC algorithm; it is estimated for future
time steps. e feedforward open loop control

u(t) =
−d(t)

θ1 + θ2
(A.2.27)

rejects the disturbance in two time steps. e MPC cost function is

V (t) =

Hp∑
i=1

‖ ŷ(t+ i− 1|t)‖2
2,

where the prediction horizon is Hp = 10. e control horizon is Hu = 10. No constraints
on the input or output signals are used in the MPC control problem. e application cost
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function is

Vapp(θ) =
1
10

10∑
t=1

‖y(t, θ)− y(t, θ0)‖2
2, (A.2.28)

where y(t, θ) is the output signal under the MPC feedback control based on the model
(A.2.26). We choose γ = 100. We use CVX (Grant and Boyd, 2011) to solve the
optimization problems. Figure A.2.8 shows the ellipsoidal sets, along with the estimates θ̂N ,
when the optimal input signal is used in the identification experiment with no disturbance
d(t). We performed one thousand identification experiments, that is, one thousand θ̂N
were estimated. Each experiment gave one hundred measurements of u(t) and y(t), that
is, N = 100. In total 99.3% of the estimated parameters are inside the ellipse Eid.

e eigenvector corresponding to the larger semi-axis of Eapp in Figure A.2.8 is
(0.70,−0.72) with eigenvalue 0.002. e larger eigenvalue is 0.062 with the correspond-
ing eigenvector (−0.72,−0.70) . is means that it is important to have a good estimate
of the sum of the parameters, that is, the static gain should be close to that of the true system.
is makes sense since we do not put any constraint on u(t) and the feed forward solution
(A.2.27) is close to optimal.

e level curve of Vapp(θ) = 1/γ, γ = 100, is given in Figure A.2.9, along with its
ellipsoidal approximation Eapp. We see some discrepancy in the center point, but the basic
geometry is captured. A higher γ will lead to a better approximation of Vapp.

(e example is taken from (Wahlberg et al., 2010, pp. 5552-5553).)
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Figure A.2.8 Example A.2.11: Resulting regions and estimates. Eid ( ) lies inside Eapp
( ). e estimates are denoted by ( ), and the true parameter is denoted by ( ).
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Figure A.2.9 Example A.2.11: True and approximated application set. Eapp is ( ), the
level curve of Vapp = 1/γ is ( ) and the true parameter is ( ).



Chapter A.3

Practical Aspects of
Application-Oriented Input Design

We introduce a framework for applying application-oriented input design on real
systems in general and on systems controlled using MPC in particular. e framework
is very much inspired by those in (Lindqvist and Hjalmarsson, 2001) and (Barenthin
et al., 2005). e framework, which is referred to as IDF for short, is described in
Table A.3.1.

ere are three main challenges with applying application-oriented input design
on a real system.

First, we do not know the true parameters of the system (of course). However, they
are necessary in the input design, for example when evaluating the application cost.

Second, the evaluation of the application cost requires that we run the application
with almost arbitrary models. Say that the system is controlled using MPC. If we use
the scenario approach, we need to run the MPC with M(θ) for different values of
θ; if we use the ellipsoidal approximation, we need to evaluate the Hessian of the
application cost numerically, which also requires several runs of the MPC. is is in
general not feasible to do on a real process. We have to consider both safety and time
constraints. We cannot predict how the system behaves when using an arbitrary model
in the control design. Furthermore, the system reacts in real time which might be too
slow to evaluate the application cost in a reasonable amount of time.

ird, noise affects the level of the application cost. Since each run of an
application in real life is affected by a unique noise realization, we have to take the
noise contribution into account – either when defining the application cost or when
evaluating it. ese three challenges are addressed in the following.

47
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Table A.3.1 Application-oriented input design framework (IDF).

Step Action

Step 0 Initial model
Find an initial estimate of the model parameters. e estimate can, for
example, be obtained through a short system identification experiment
using Gaussian white noise as input signal or through some physical
knowledge of the system.

Step 1 Application cost
Evaluate the application cost in accordance with the ellipsoidal approxi-
mation or the scenario approach. e evaluation is done in simulations
with the initial model acting as the true system.

Step 2 Optimal spectrum
Find the optimal spectrum of the input signal to be used in the
system identification experiment. e spectrum is obtained by solving
optimization problem (A.2.18) when using the ellipsoidal approximation
or (A.2.19) when using the scenario approach.

Step 3 Optimal input signal
Use the optimal spectrum to generate an input signal with the desired
statistical properties.

Step 4 Estimate
Find the optimal estimate of the model parameters. e estimate is
obtained through a system identification experiment using the optimal
input signal. e identification method is for example PEM.

Remark A.3.1
Assume that we were able to evaluate the application cost on the real system. en, we would
not need to perform an identification experiment. Instead, we could just choose the model
parameters as one of the acceptable parameters found in the evaluation.

A.3.1 Unknown true parameters

Application-oriented input design requires knowledge of the true parameters, as
experiment design in general, but these values are not known a priori. In practice,
an initial estimate of the parameters can be used instead of the true values. e initial
estimate can be obtained by any method preferred. We can, for example, do a short
white noise identification experiment, or perhaps we have enough physical knowledge
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of the system to come up with an estimate without any experiment. e idea is that the
initial estimate does not need to be accurate in comparison to the accuracy necessary
to fulfill the application requirements. us, the cost of obtaining the initial estimate
is only a small part of the cost of the entire procedure of finding a model.

We propose to use an initial estimate θ̂N of the parameters instead of the true
values in the application-oriented input design. at is, θ0 is replaced by θ̂N in all the
necessary expressions. An initial estimate can also be used instead of the true noise
covariance matrix Λ0. e idea is that the obtained application set evaluated with
respect to an initial estimate is similar in shape to the application set evaluated with
respect to the true parameter vector, because the directions in the model space that are
of importance to the control performance remain approximately the same. erefore, it
is expected that the system identification set obtained with respect to an initial estimate
lies inside the true application set. Note, however, that the initial estimate cannot be
too bad. For an example of how an inaccurate initial estimate induces scaling of the
optimal input spectrum, see Example A.3.1.

Example A.3.1 (Initial estimate)
We consider Example A.2.8. e ellipsoidal approximation of the region constraint was
found to be

Eapp(γ) =
{
θ

∣∣∣∣(θ − θ0)
T β4(θ0

1 + θ0
2)

2

(βθ0
1 − θ0

2 + β2(θ0
1 + θ0

2))
4

[
β2 −β
−β 1

]
(θ − θ0) ≤

1
γ

}
.

We see that the directions of the ellipse are independent of the true parameter values θ0.
at is, in this example, we only affect the size of the ellipse when using an initial estimate
instead of the true values. e corresponding optimal spectrum was

r0 =
χ2
α(2)Λ0

N

γ

2
2β4(θ0

1 + θ0
2)

2

(βθ0
1 − θ0

2 + β2(θ0
1 + θ0

2))
4max{β2, 1},

r1 =
χ2
α(2)Λ0

N

γ

2
2β4(θ0

1 + θ0
2)

2

(βθ0
1 − θ0

2 + β2(θ0
1 + θ0

2))
4 (−β),

naturally, also here an initial estimate different from the true values only result in a scaling
of the actual optimal input spectrum.

A.3.1.1 Iterative input design

IDF can be iterated so that, after implementing the framework once, the initial estimate
in Step 0 is set to the obtained estimate in Step 4. Provided there exists a θ0 such
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that S = M(θ0), the estimate will converge from the initial estimate to the true
parameter values with probability 1, as more and more measurements are used in the
identification experiment. We have no formal proof of this for the general case, however
there are several references with discussions on the matter and proofs for specific cases.
erefore, the input design based on an initial estimate is expected to converge to the
design based on the true values as IDF is iterated. To apply the IDF in this sequential
manner is referred to as iterative input design. A similar two-step procedure is proposed
in (Barenthin et al., 2005). In the first step an initial model is estimated using a pseudo
random binary sequence as input signal.

A.3.1.2 Robustness issues

With imprecise knowledge of the true parameters, poor design may result especially
in high performance applications. ere are different strategies for making the input
design robust with respect to the model parameters. ree of them are addressed here.

An alternative approach to the initial estimate is to find input designs that are
robust with respect to parameters in a known set. e approach is known as robust
input design and is described in (Bombois et al., 2006) and (Rojas et al., 2012a).

Another method uses strategies related to the notion of risk. ese strategies were
developed in the field of economics ((Artzner et al., 1997) (Rockafellar and Uryasev,
2000)). In (Valenzuela et al., 2015c), the authors apply these tools in application-
oriented input design.

A related strategy to iterative input design for dealing with the unknown true
parameters is adaptive input design. In adaptive input design, the input signal is adjusted
with respect to the current estimate of the unknown true parameters while the system
identification experiment is performed. It has been shown that in the long run, that
is as the sample size grows, this type of adaptive procedure achieves the same accuracy
as if the true parameters were used in the design (Gerencsér and Hjalmarsson, 2005;
Gerencsér et al., 2009; Gerencsér et al., 2015). Adaptive design can also be applied in
a sequential manner, see for example (Forgione et al., 2015).

A.3.2 Evaluation of application cost

Two issues can make the evaluation of the application cost infeasible to perform. ey
are both addressed in this section.

First, it is unlikely that the application cost can be evaluated using outputs from
a process as required in the scenario approach or ellipsoidal approximation. Such
an evaluation means controlling the process based on more or less arbitrary models.
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Instead, the evaluation is performed in simulation where the true process is represented
by a linear model and an initial estimate. For this purpose, an approximate application
cost is used. We define the approximate application cost and show how to evaluate it
when MPC is used in the application.

Second, assume that we want to use the ellipsoidal approximation on a system
where MPC is used in the application. In general we have to evaluate the Hessian of the
application cost numerically. If we have inequality constraints in the MPC, we cannot
construct an analytical closed-form expression for the Hessian. When evaluating the
Hessian numerically, we typically evaluate the function under consideration several
times for small perturbations of its argument. In the case of MPC, this method entails
numerous runs of the MPC with M(θ) for different values of θ, which could be very
time consuming, computationally heavy and perhaps not even feasible. ese issues
remain even if we evaluate the approximate application cost. us, we need a better
method for evaluating the Hessian of the application cost. We derive such a method.

A.3.2.1 Approximate application cost

e approximate cost is denoted Ṽ app(θ). e approximation is evaluated in simula-
tion using outputs from the linear model of the process, where the parameters of the
linear model are set to the initial estimate as stated in Step 1 of IDF in Table A.3.1. To
obtain an application-oriented input design using the approximate application cost,
Vapp(θ) is replaced by Ṽapp(θ) in the relevant expressions.

Let us look at the application cost formulation for MPC used in Example A.2.11.
at is, the application cost is given by the average difference between the output signal
when using the true system in the control design and when using an arbitrary model,

Vapp(θ) =
1
M

M∑
t=1

‖y(t, θ0)− y(t, θ)‖2
2.

When evaluating the application cost in simulation instead of on the real process, we
introduce an approximative application cost defined as

Ṽ app(θ, θ̂) =
1
M

M∑
t=1

‖y(t, θ̂, θ̂)− y(t, θ, θ̂)‖2
2. (A.3.1)

e first argument of y(·) is the time. e second argument is the parameter vector
in the model used by the MPC, that is, the MPC uses the models M(θ̂) and M(θ),
respectively. e third argument is the model used as the true system, that is, S =
M(θ̂).
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Figure A.3.1 IDF for MPC.

IDF applied for systems controlled using MPC is illustrated in Figure A.3.1.
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A.3.2.2 Evaluation of the Hessian

We derive an efficient method of numerically determining the Hessian of the appli-
cation cost when the control application is MPC and a noise model is present. e
method is an expansion of the one presented in (Ebadat et al., 2014a), in terms of
including the noise model.

e method presented in (Ebadat et al., 2014a) enables us to evaluate the Hessian
with high accuracy using only one run of the application. is is possible due to the
perturbation analysis we can do of the MPC solution with respect to the parameters
θ, see (Cao, 2009) and (Ho, 1979). e key is the fact that the set of active inequality
constraints, inequality constraints that hold with equality, with corresponding nonzero
Lagrange multipliers (Boyd and Vandenberghe, 2004, p. 215) in a particular iteration
of the MPC remains unchanged for small perturbations of the parameters, see
(Deshpande et al., 2011). us, we can disregard all inequality constraints except the
active ones. Under this condition the output signal is differentiable in the parameter
θ, see (Bonnans and Shapiro, 1998). Meaning, in each iteration of the MPC we
get an equality constrained optimization problem for which we can find a closed-
form solution and evaluate the analytical expressions necessary to iteratively obtain
the Hessian of the application cost.

We consider a true system on innovations form, that is,

S : x(t+ 1) = Ax(t) +Bu(t) +Ke(t),

y(t) = Cx(t) + e(t).
(A.3.2)

e application cost for MPC has the structure Vapp(y(t, θ)) in this thesis, where
y is the closed-loop output signal. Consequently, the Hessian of the application cost
becomes

[
V ′′
app(θ)

]
ij
=

∂2Vapp(θ)

∂θi∂θj
=

∂2Vapp(θ)

∂θi∂y(t, θ)

∂y(t, θ)

∂θj
+

∂Vapp(θ)

∂y(t, θ)

∂2y(t, θ)

∂θi∂θj
,

(A.3.3)

where [·]ij denotes the element in the ith row and jth column of the matrix [·]. To
evaluate the Hessian we need to evaluate the derivatives of y. e derivatives can be
approximated with a high level of accuracy based on outputs from one run of the MPC
with M(θ0). As already mentioned, we typically run the MPC in simulation with an
initial estimate instead of the true parameters.
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Optimization problem in MPC

We first look closer at the optimization problem in MPC, which is solved when
evaluating the application cost. We consider Problem (App.1.3) but with a restriction
to box constraints. at is,

minimize
û(t+i|t),i=0,...,Hu−1

V (t),

subject to x̂(t+ i|t)=Ax̂(t+i−1|t)+Bû(t+i−1|t), i=1, . . . , Hp,
ŷ(t+ i− 1|t) = Cx̂(t+ i− 1|t), i = 1, . . . , Hp,
∆umin ≤ ∆û(t+ i|t) ≤ ∆umax i = 0, . . . , Hu − 1,
umin ≤ û(t+ i|t) ≤ umax i = 0, . . . , Hu − 1,
ymin ≤ ŷ(t+ i|t) ≤ ymax, i = 1, . . . , Hp,
xmin ≤ x̂(t+ i|t) ≤ xmax, i = 1, . . . , Hp,
∆û(t+ i|t) = 0, i ≥ Hp.

(A.3.4)
We can re-write Problem (A.3.4) as an inequality constrained quadratic problem by
introducing a set of matrices and vectors. An equivalent problem formulation, where
we explicitly indicate the dependency on θ, is

minimize
ût(θ)

ûTt (θ)H(θ)ût(θ) + 2ûTt (θ)ht(θ) + constant,

subject to F(θ)ût(θ) ≤ fx(θ)x̂(t|t, θ) + fu(θ)u(t− 1, θ) + f0,
(A.3.5)

with

ût(θ)=[ûT (t|t, θ), . . . , ûT (t+Hu − 1|t, θ)]T,
rt=[rT (t+ 1|t), . . . , rT (t+Hp|t)]T,

A(θ) =



A(θ)
...

AHu(θ)
AHu+1(θ)

...
AHp(θ)


, B1 =


I 0 0 · · · 0 0
−I I 0 · · · 0 0
...

...
...

. . .
...

...
0 0 0 · · · −I I

 ,
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B2(θ) =



B(θ) 0 · · · 0
A(θ)B(θ) +B(θ) B(θ) · · · 0

...
...

. . .
...∑Hu−1

i=0 AiB
∑Hu−2

i=0 AiB · · · B(θ)∑Hu
i=0 A

iB
∑Hu−1

i=0 AiB · · · A(θ)B(θ) +B(θ)
...

...
. . .

...∑Hp−1
i=0 AiB

∑Hp−2
i=0 AiB · · ·

∑Hp−Hu

i=0 AiB


,

B(θ) = B2(θ)B1, C(θ) =


C(θ) 0 · · · 0

0 C(θ) · · · 0
...

...
. . .

...
0 0 · · · C(θ)

 ,

Q =


Q 0 · · · 0
0 Q · · · 0
...

...
. . .

...
0 0 · · · Q

, R =


R 0 · · · 0
0 R · · · 0
...

...
. . .

...
0 0 · · · R

, S =


S 0 · · · 0
0 S · · · 0
...

...
. . .

...
0 0 · · · S

,
H(θ) = BT (θ)CT (θ)QC(θ)B(θ) + BT

1 RB1 + S,
h̃1 = [I 0 · · · 0]T , h̃2 = [0 − I 0 · · · 0]T ,

ht(θ) = BT (θ)CT (θ)QB2(θ)h̃2u(t− 1, θ)−
BT (θ)CTQrt + BT (θ)CT (θ)QC(θ)A(θ)x̂(t|t, θ)− BT

1 Rh̃1u(t− 1, θ),

F(θ) = [BT
1 − BT

1 I − I (C(θ)B(θ))T − (C(θ)B(θ))T BT (θ) − BT (θ)]T ,

fx(θ) = [0 0 0 0 − (C(θ)A(θ))T (C(θ)A(θ))T −AT (θ) AT (θ)]T ,

fu(θ) = [h̃T1 − h̃T1 0 0 0 0 0 0]T ,

f0 = [∆uTmax −∆uTmin uTmax − uTmin yTmax − yTmin xTmax − xTmin]
T .

Here, we followed closely the formulations given in (Maciejowski, 2002, pp. 55-56
and Ch. 3). e necessary and sufficient optimality conditions, called KKT conditions
(Boyd and Vandenberghe, 2004, p. 244), for Problem (A.3.5) are

2HT (θ)ût(θ) + 2ht(θ) + FT (θ)λ = 0,
F(θ)ût(θ)− fx(θ)x̂(t|t, θ)− fu(θ)u(t− 1, θ)− f0 ≤ 0,
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where λ is the Lagrange multiplier, see (Boyd and Vandenberghe, 2004, p. 215). We
are only interested in the active inequality constraints, that is,

2HT (θ)ût(θ) + 2ht(θ) + FT
a (θ)λa = 0,(

F(θ)ût(θ)− fx(θ)x̂(t|t, θ)− fu(θ)u(t− 1, θ)− f0)
a
= 0.

(A.3.6)

Here, the sub-script “a” means that we only use the rows corresponding to an active
constraint. e equations in (A.3.6) can be written as the following set of linear
equations:[

2HT (θ) FT
a (θ)

Fa(θ) 0

] [
ût(θ)
λa

]
=

[
−2ht(θ)(

fx(θ)x̂(t|t) + fu(θ)u(t− 1, θ) + f0)
a

]
.

us, the optimal state feedback is

ût(θ) = Mx
t (θ)x̂(t|t, θ) +Mu

t (θ)u(t− 1, θ) +M r
t (θ)rt +M 0

t (θ), (A.3.7)

with

Mx
t (θ) = [I 0]

[
2HT (θ) FT

a (θ)
Fa(θ) 0

]−1 [−2BT (θ)CT (θ)QC(θ)A(θ)
fx
a (θ)

]
,

Mu
t (θ) = [I 0]

[
2HT (θ) FT

a (θ)
Fa(θ) 0

]−1 [−2BT (θ)CT (θ)QB2(θ)h̃2 + 2BT
1 Rh̃1

fu
a (θ)

]
,

M r
t (θ) = [I 0]

[
2HT (θ) FT

a (θ)
Fa(θ) 0

]−1 [2BT (θ)CTQ
0

]
,

M0
t (θ) = [I 0]

[
2HT (θ) FT

a (θ)
Fa(θ) 0

]−1 [ 0
f0
a

]
.

(A.3.8)

e matrix [I 0] ensures that we get the first set of rows that represent ût and not λa.

Derivative of optimal state feedback

Let us look at the first derivatives of the optimal state feedback (A.3.7), that is

∂ût(θ)

∂θi
=

∂Mx
t (θ)

∂θi
x̂(t|t, θ) +Mx

t (θ)
∂x̂(t|t, θ)

∂θi
+

∂Mu
t (θ)

∂θi
u(t− 1, θ)

+Mu
t (θ)

∂u(t− 1, θ)
∂θi

+
∂M r

t (θ)

∂θi
rt +

∂M 0
t (θ)

∂θi
.

(A.3.9)
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e evaluation of (A.3.9) requires derivatives of x̂(t|t, θ) and u(t − 1, θ), these are
obtained in a recursive manner during the run of the MPC, as described later on. In
addition, the evaluation requires the first derivatives of Mx

t , Mu
t , M r

t and M 0
t . e

expressions for these derivatives are derived in the following.
To simplify the notation we introduce

Φ(θ) �
[
2HT (θ) FT

a (θ)
Fa(θ) 0

]
.

It follows from (A.3.8) that

∂Mx
t (θ)

∂θi
=

[I 0]
(
−Φ−1(θ)

∂Φ(θ)

∂θi
Φ−1(θ)

[
−2BT (θ)CT (θ)QC(θ)A(θ)

fx
a (θ)

])
+ [I 0]

(
Φ−1(θ)

[
−2∂(BT (θ)CT (θ)QC(θ)A(θ))

∂θi
∂fx

a (θ)
∂θi

])
,

∂Mu
t (θ)

∂θi
=

[I 0]
(
−Φ−1(θ)

∂Φ(θ)

∂θi
Φ−1(θ)

[
−2BT (θ)CT (θ)QB2(θ)h̃2+2BT

1 Rh̃1
fu
a (θ)

])

+ [I 0]

(
Φ−1(θ)

[
−2(∂B

T (θ)CT (θ)QB2(θ)h̃2−BT
1 Rh̃1)

∂θi
∂fu

a (θ)
∂θi

])
,

∂M r
t (θ)

∂θi
=

[I 0]

(
−Φ−1(θ)

∂Φ(θ)

∂θi
Φ−1(θ)

[
2BT (θ)CTQ

0

]
+Φ−1(θ)

[
2∂BT (θ)CTQ

∂θi
0

])
,

∂M 0
t (θ)

∂θi
=

[I 0]
(
−Φ−1(θ)

∂Φ(θ)

∂θi
Φ−1(θ)

[
0
f0
a

])
,
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with

∂Φ(θ)

∂θi
=

[
2∂HT (θ)

∂θi

∂FT
a (θ)
∂θi

∂Fa(θ)
∂θi

0

]
,

∂H(θ)

∂θi
=
∂BT (θ)

∂θi
CT (θ)QC(θ)B(θ)+ BT (θ)

∂CT (θ)

∂θi
QC(θ)B(θ)

+ BT (θ)CT (θ)Q∂C(θ)
∂θi

B(θ) +BT (θ)CT (θ)QC(θ)∂B(θ)
∂θi

,

∂F(θ)

∂θi
=



0
0
0
0

∂B(θ)
∂θi

C(θ) + B(θ)∂C(θ)∂θi

−∂B(θ)
∂θi

C(θ)− B(θ)∂C(θ)∂θi
∂B(θ)
∂θi

−∂B(θ)
∂θi


,

∂fx(θ)

∂θi
=



0
0
0
0

−∂A(θ)
∂θi

C(θ)− ∂C(θ)
∂θi

A(θ)

−∂A(θ)
∂θi

C(θ)− ∂C(θ)
∂θi

A(θ)

−∂A(θ)
∂θi

∂A(θ)
∂θi


.

To differentiate matrix powers of a matrix A(θ) we make use of the recursion

∂Ak

∂θi
=

∂A

∂θi
Ak−1 +A

∂Ak−1

∂θi
, k = 2, 3, . . .

∂Ak

∂θi
=

∂A

∂θi
, k = 1.

Matrix powers are present in both A(θ) and B(θ).

Derivative of observer

e true system under consideration is defined in (A.3.2). Here, we provide the system
description again given the obtained optimal input signal and explicitly stating the
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dependency of θ,

x(t+ 1, θ) = Ax(t, θ) +Bu(t, θ) +Ke(t), (A.3.10a)
y(t, θ) = Cx(t, θ) + e(t), (A.3.10b)

u(t, θ) = [I 0]
(
Mx

t (θ)x̂(t|t, θ) +Mu
t (θ)u(t− 1, θ) +M r

t (θ)rt +M0
t (θ)

)
.

(A.3.10c)

Here, the matrix [I 0] ensures that we use û(t|t) as u(t, θ) in accordance with the
receding horizon strategy of MPC. e initial state is estimated using Kalman filter
and it is naturally dependent of θ. e initial state estimate is given by the recursion of

x̂(t|t, θ) = (I − K̄(θ)C(θ))A(θ)x̂(t− 1|t− 1, θ)
+ (I − K̄(θ)C(θ))B(θ)u(t− 1, θ) + K̄(θ)y(t, θ).

(A.3.11)

Here, u(t − 1, θ) is given recursively by (A.3.10c) and y(t, θ) is given recursively as
(A.3.10b). e derivative of x̂(t|t, θ) in (A.3.11) is

∂x̂(t|t, θ)
∂θi

=

(
−∂K̄(θ)

∂θi
C(θ)− K̄(θ)

∂C(θ)

∂θi

)
A(θ)x̂(t− 1|t− 1, θ)

+
(
I − K̄(θ)C(θ)

) ∂A(θ)

∂θi
x̂(t− 1|t− 1, θ)

+
(
I − K̄(θ)C(θ)

)
A(θ)

∂x̂(t− 1|t− 1, θ)
∂θi

+

(
−∂K̄(θ)

∂θi
C(θ)− K̄(θ)

∂C(θ)

∂θi

)
B(θ)u(t− 1, θ)

+
(
I − K̄(θ)C(θ)

) ∂B(θ)

∂θi
u(t− 1, θ) +

(
I − K̄(θ)C(θ)

)
B(θ)

∂u(t− 1, θ)
∂θi

+
∂K̄(θ)

∂θi
y(t, θ) + K̄(θ)

∂y(t, θ)

∂θi
.
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Derivatives of application cost

e second derivative of the application cost requires the first and second derivative of
y with respect to θ, see (A.3.3). e first derivative is

∂y(t, θ)

∂θi
= C

∂x(t, θ)

∂θi
, (A.3.12a)

∂x(t+ 1, θ)
∂θi

= A
∂x(t, θ)

∂θi
+B

∂u(t, θ)

∂θi
, (A.3.12b)

∂u(t, θ)

∂θi
= [I 0]

(
∂Mx

t (θ)

∂θi
x̂(t|t, θ) +Mx

t (θ)
∂x̂(t|t, θ)

∂θi
+ (A.3.12c)

∂Mu
t (θ)

∂θi
u(t− 1, θ) +Mu

t (θ)
∂u(t− 1, θ)

∂θi
+

∂M 0
t (θ)

∂θi

)
.

and the second derivative is

∂2y(t, θ)

∂θj∂θi
= C

∂2x(t, θ)

∂θj∂θi
, (A.3.13a)

∂2x(t+ 1, θ)
∂θj∂θi

= A
∂2x(t, θ)

∂θj∂θi
+B

∂2u(t, θ)

∂θj∂θi
, (A.3.13b)

∂2u(t, θ)

∂θj∂θi
= [I 0]

(
∂2Mx

t (θ)

∂θj∂θi
x̂(t|t, θ) + ∂Mx

t (θ)

∂θi

∂x̂(t|t, θ)
∂θj

(A.3.13c)

+
∂Mx

t (θ)

∂θj

∂x̂(t|t, θ)
∂θi

+Mx
t (θ)

∂2x̂(t|t, θ)
∂θj∂θi

+
∂2Mu

t (θ)

∂θj∂θi
ut−1(θ) +

∂Mu
t (θ)

∂θi

∂ut−1(θ)

∂θj

+
∂Mu

t (θ)

∂θj

∂ut−1(θ)

∂θi
+Mu

t (θ)
∂2ut−1(θ)

∂θj∂θi

+
∂2M0

t (θ)

∂θj∂θi

)
.

e corresponding second derivatives of the matrices involved can be derived from
the expressions already derived in this section. Due to their straight-forwardness but
lengthiness we omit the details here.

Proposed method

We are now ready to state the proposed method for numerically evaluating the Hessian
using only one run of the application. e method is presented in Table A.3.2.
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Table A.3.2 Method for computing the Hessian of the application cost.

Step Action

Step 0 Initialization
Set the initial values as u(0, θ) = u0, x(0, θ) = x̂(0|0, θ) = x0,
∂u(0,θ)
∂θi

= 0, ∂x(0,θ)
∂θi

= 0, ∂x̂(0|0,θ)
∂θi

= 0, ∂2u(0,θ)
∂θi∂θj

= 0, ∂2x(0,θ)
∂θi∂θj

= 0,
∂2x̂(0|0,θ)
∂θi∂θj

= 0.
Step 1 Find optimal state feedback

Solve the optimization problem in MPC at time t as described in
Section A.3.2.2. Find the optimal feedback law (A.3.7).

Step 2 Calculate derivatives
Based on their values at time t − 1, calculate the derivatives in (A.3.12)
and (A.3.13).

Step 3 Repeat
Repeat Step 1 and Step 2 until the application has made one complete
run.

Step 4 Construct Hessian
Use the derivatives that have been collected to construct the Hessian of
the application cost in accordance to the structure in (A.3.3).

A.3.2.3 Summary

We have proposed an alternative to evaluating the application cost on the real system.
e alternative uses an approximate application cost which is evaluated in simulation.
We have also presented an efficient method of evaluating the Hessian of the application
cost. We derived the necessary expressions to be able to build the Hessian of the
application cost recursively using information from one run of the application using
MPC with M(θ0).

Note that for the application cost considered in this thesis, for example (A.2.28),
the second term of (A.3.3) is always zero when evaluated at the true parameters. at
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is,

Vapp(θ) =
1
10

10∑
t=1

‖y(t, θ)− y(t, θ0)‖2
2 ⇒

V ′′
app(θ) =

2
10

10∑
t=1

ny∑
i=1

(
dyi(t, θ)

dθ
dyi(t, θ)

dθ

T

+ (yi(t, θ)− yi(t, θ0))
d2yi(t, θ)

dθ2

)
,

which gives

V ′′
app(θ0) =

2
10

10∑
t=1

ny∑
i=1

(
dyi(t, θ)

dθ
dyi(t, θ)

dθ

T
)∣∣∣∣

θ=θ0

.

Meaning, we do not need to calculate and collect any second derivatives to evaluate
V ′′
app(θ0).

A second note is that currently we do not use any noise when evaluating the
application cost in simulation. Meaning, the observer is not necessary. However, as
elaborated in the section to come we want to take the noise into account although
how to do this is still an open question. is is why we have included an observer in
the derivations made in this section.

A.3.3 Effect of noise

We take two sources of uncertainties into account in IDF. ey are the unknown
true parameters and the noise present in the identification experiment. We have
presented strategies for dealing with these sources. Regarding the unknown true
parameters, we can use an initial estimate and apply an iterative scheme as described
in Section A.3.1. Regarding the noise present in the identification experiment, we
ensure that the confidence ellipsoid of the estimate, the system identification set,
lies inside the application set (approximately), see Section A.2.3.4. However, there
is a third source of uncertainty that is not addressed by IDF. e third source is
the presence of noise in the evaluation of the application cost after a model has
been identified. IDF guarantees with high probability that the identified model gives
acceptable application performance, but this is provided the application performance
is evaluated with no noise present. Depending on how much the noise affects the value
of the application cost, there is a possibility that no model identified using IDF gives
acceptable application performance.

In Example A.3.2 we illustrate how measurement noise can affect the value of
the application cost. e same effect can also be seen in the results of Chapter 4.
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Example A.3.2 along with the results of Chapter 4 illustrate the need of a strategy
for incorporating the contribution of noise to the application cost in the input design.
However, this issue is not addressed in this thesis.

Example A.3.2 (Effect of measurement noise)
We consider Example A.2.9 once again with the settings in Table A.2.1, except that we set
Vapp(θ) =

1
10

∑5
t=1 ‖y(t, θ)− y(t, θ0)‖2

2. e system under consideration is thus

M(θ) : x(t+ 1) = θ1x(t) + θ2u(t),

y(t) = x(t) + e(t),

E {e(t)} = 0, E
{
e(t)2

}
= Λ0.

We collect scenarios that fulfill the application requirement without measurement noise
affecting y, that is, e(t) = 0. We then evaluate the application cost again for the collected
scenarios but with measurement noise, that is, e(t) = 0. e resulting distributions of the
application cost are shown in Figure A.3.2. We see that none of the acceptable scenarios in
(a), when e(t) = 0, remain acceptable in (b), when e(t) = 0.

ere are two ways to address the presence of noise in the evaluation of the
application cost. Either we include the contribution of noise to the application cost
already in the input design or we interpret the upper bound 1/γ as a design tool or
tuning parameter rather than a hard constraint that determines if a model is acceptable
or not. e benefit of the first approach, in contrast to the second one, is that 1/γ
can be interpreted as the maximum allowed performance degradation instead of some
vague tuning parameter. e downside with the first approach is that it is an open
question how we should incorporate the contribution of noise to the application cost
in the input design.

A.3.4 Conclusion
We have addressed some practical aspects of application-oriented input design. Some
of the key suggestions made are

• to use a cheap initial estimate instead of the unknown true parameters in the
application-oriented input design,

• to perform the evaluation of the application cost in simulation instead of on the
real system,

• to be aware of that the presence of noise increases the application cost.
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Figure A.3.2 Example A.3.2: Application cost for 1184 scenarios. e distribution of the
application cost in two different cases are shown, along with 1/γ which is denoted ( ).
e cost with no measurement noise is shown in (a). We see that none of the acceptable
scenarios in (a), in terms of application performance, remain acceptable in (b), where
measurement noise has been added.



Chapter A.4

Experimental Study

We revisit the identification experiments on the water tank process in Section A.2.1 in
more detail and we present some additional experiments. e outline of the chapter is as
follows. First, we give a description of the water tank process used. Second, we present
each of the experiments made and the results obtained. Finally, some conclusions are
made based on the results and experiences gained during this experimental study.

A.4.1 Water tank process

e water tank process is a laboratory process frequently used in undergraduate control
courses (Johansson, 2000). It consists of four water tanks, two water pumps and a
computer. e system runs at a sampling frequency of 1 Hz. We can give commands
to and collect data from the process using MATLAB.

A layout of the water tank process used in the experimental setup is shown in
Figure A.4.1. e main components are two lower tanks, two upper tanks and two
pumps. Pump 1 delivers water into Tank 1 and Tank 4, while Pump 2 delivers water
to Tank 2 and Tank 3. e fraction of the water flow that is delivered to the upper and
lower tanks, respectively, can be changed by adjusting two valves. Pressure sensors are
located at the bottom of each tank. e signals from the sensors in the two lower tanks
are the output signals of the process. ey provide information about the water levels.
e input signals are the voltages applied to the two pumps. e notation used in Figure
A.4.1 means the following: x = (x1, x2, x3, x4) are the water levels, u = (u1, u2) are
the pump voltages, and γ1 and γ2 are the parameters associated to the valves. All the
parameters of the process and their physical interpretation are listed in Table B.4.1.

65
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u1

Pump 1

u2

Pump 2

γ1 γ2

Tank 1
x1

Tank 2
x2

Tank 4
x4

Tank 3
x3

Figure A.4.1 Water tank process.

Table A.4.1 Physical parameters of the water tank process.

Parameter Description

ai cross sectional area of outlet of Tank i (cm2)
Ai cross sectional area of Tank i (cm2)
γj fraction of flow from Pump j pumped to lower tank
kj proportionality constant of Pump j (cm3/(sV)
lj water level to voltage proportionality constant of sensor j (V/cm)

A.4.1.1 Model

A nonlinear, continuous time model of the process can be derived from Torricelli’s
principle,

dx1

dt
= − a1

A1

√
2gx1 +

a3

A1

√
2gx3 +

γ1k1

A1
u1,

dx2

dt
= − a2

A2

√
2gx2 +

a4

A2

√
2gx4 +

γ2k2

A2
u2,

dx3

dt
= − a3

A3

√
2gx3 +

(1 − γ1)k2

A3
u1,

dx4

dt
= − a4

A4

√
2gx4 +

(1 − γ2)k1

A4
u2.

(A.4.1)
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However, we will use MPC to control the process, which makes use of a linear, discrete
time model. us, the nonlinear model (A.4.1) is linearized around a working point
and then discretized using zero order hold sampling at a sampling rate of 1 Hz. e
obtained model to be used in MPC is

M(θ) : x(t+ 1) = A(θ)x(t) +B(θ)u(t) +Ke(t),

y(t) = C(θ)x(t) + e(t),
(A.4.2)

with

A = eAc , B =

∫ 1

0
eAc(1−t)Bcdt,

and

Ac =


−τ1 0 τ3 0
0 −τ2 0 τ4
0 0 −τ3 0
0 0 0 −τ4

 , Bc =


k1γ1
A 0
0 k2γ2

A

0 k2(1−γ2)
A

k1(1−γ1)
A 0

 ,

C =

[
l1 0 0 0
0 l2 0 0

]
, τi =

ai
A

√
g

2xio
.

e matrices Ac, Bc and C are associated to the linearized version of the nonlinear
model (A.4.1) by

ẋ(t) = Acx(t) +Bcu(t),

y(t) = Cx(t).

e state vector is x(t) = (x1(t), x2(t), x3(t), x4(t)). e component xi is the
deviation of the water level of Tank i from the working point xoi expressed in
centimeters. e input signal is u(t) = (u1(t), u2(t)). e component uj is the
deviation of the voltage of Pump j from the operating point expressed in volts. e
output signal is y(t) = (y1(t), y2(t)), where yi is the pressure in volts of Tank i. e
measurement noise e(t) = (e1(t), e2(t)) is assumed to be white zero mean Gaussian
with covariance matrix Λ. e states at time t can be estimated from the measurement
y(t) using a Kalman filter.
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A.4.2 Experiments

IDF, see Table A.3.1, is applied to the water tank process to estimate θ = (γ1, k1) and
θ = (a1, a2, a3, a4, γ1, γ2, k1, k2), respectively with different control strategies. e
physical meaning of the parameters are given in Table B.4.1.

A.4.2.1 Experiment 1

e parameters to be estimated in the first set of identification experiments (Experi-
ment 1) are θ = (γ1, k1). All other parameters are assumed to be known, including
the matrices K and Λ0.

Control Strategy

e objective of the controller is to perform reference tracking of the water levels in the
two lower tanks. e controller implemented is the MPC defined in (App.1.2). e
MPC has incorporated integral action, that is an extra state. e cost function is

V (t) =

Hp∑
i=1

‖ŷ(t+ i|t)− r (t+ i|t)‖2
2,Q +

Hu−1∑
i=0

‖∆û(t+ i|t)‖2
2,R

where both the prediction and control horizon are set to Hp = Hu = 10, Q = 100I2
and R = 20I2. e system outputs are constrained by the physical limitations of the
tanks. at is, the tanks are not allowed to overflow. e inputs are constrained to
never go below 0.5 volts, to ensure that there is water in all connecting tubes. If a tube
is drained, an additional time delay is present in the system, which is not captured by
the chosen model.

e output signals are low-pass filtered before they are sent to the MPC. We use
the second order low pass filter

Gfilter(s) =

[ 1
0.25s2+s+1

1
0.25s2+s+1

]
,

where s is the Laplace variable, on the measured output signal. e filter is the same as
the one used in the laboratory exercises in the engineering program at the Department
of Automatic Control, Lund University. When simulating the water tank process, we
have no noise so no filter is needed.
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Initial model

e initial estimates are taken from the water tank process specification, θinit =
(0.7, 1.6). A check is made to ensure that the initial estimates do not fulfill the
application requirement.

To evaluate how the strategy of using initial estimates performs, the resulting input
design is compared with the result obtained when the true values are used. In real
experiments, the true parameters are unknown. us, a long identification experiment
is performed on the process to obtain high quality estimates. ese estimates are
then used as an approximation of the true values. at is, θ0 is replaced by high
quality estimates, θ0 ≈ (0.72, 2.32). e long identification experiment lasted for
approximately an hour and used Gaussian white noise with covariance matrix 0.1I2.

e matrix K and covariance matrix Λ0 are also given by high quality estimates
from the long identification experiment.

e true values of all parameters, the matrix K and the covariance matrix Λ0 are
given in Table A.4.2. Two sets of values are given, one when K is estimated and one
when K is assumed to be zero. e latter is used in Experiment 3 and 4.

Table A.4.2 Values approximating the true water tank process.

Parameter Value when K is estimated Value when K is assumed zero

a1 0.06 cm2 0.06 cm2

a2 0.06 cm2 0.06 cm2

a3 0.27 cm2 0.32 cm2

a4 0.14 cm2 0.14 cm2

Ai 4.9 cm2 for i = 1, . . . , 4 4.9 cm2 for i = 1, . . . , 4
γ1 0.72 0.73
γ2 0.70 0.73
k1 2.32 cm3/(sV) 2.36 cm3/(sV)
k2 1.86 cm3/(sV) 1.80 cm3/(sV)
li 0.5 V/cm for i = 1, 2 0.5 V/cm for i = 1, 2

K

[
0.34 0.01
0.08 0.052
0.20 −0.01
0.06 0.07

]
cm/V 0 cm/V

Λ0
[ 2.5 0.3

0.3 13.7
]
× 10−3 V2 [ 5.1 1

1 14.2
]
× 10−3 V2
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Application cost

e objective of the controller is reference tracking. Consequently, the performance
of the controller improves when the model is able to predict the true output of the
system with higher accuracy. us, an application cost that punishes the output error
is chosen. at is,

Vapp(θ) =
1

Napp

Napp∑
t=1

‖y(t, θ)− y(t, θ0)‖2
2, (A.4.3)

with Napp = 150. Here y(t, θ) and y(t, θ0) are the closed-loop output signals using
MPC with a model based on θ and θ0, respectively.

As discussed in Chapter 3, the application cost is evaluated in simulation instead
of on the real process. We use the ellipsoidal approximation to approximate the appli-
cation set in IDF. We evaluate the Hessian necessary for the ellipsoidal approximation
numerically from only one simulation of MPC as described in Section A.3.2.2.

e value of γ is chosen such that a degradation of 1 % of y(θ) with respect to
y(θ0) is acceptable. at is,

γ =
100
V (θ0)

, (A.4.4)

with

V (θ0) =
1

150

150∑
t=1

‖y(t, θ0)− r(t)‖2
2. (A.4.5)

Also here, V (θ0) is evaluated in simulation using the linear initial model instead of the
real process.

Optimal spectrum

e optimal input spectrum is calculated with the probability α set to 0.95, the
experimental length set to 300 samples and the experimental cost set to the power
of the input signal used in the identification experiments.

e optimal input spectra based on both the initial estimate and θ0 are shown in
Figure A.4.2. e spectra have similar shape and attenuate high frequency content.
e spectra turn out to give an optimal u2 that remains at its steady state level. e
design is highly intuitive, since the only way for the output signals to be influenced by
γ1 and k1 is by varying u1. Also, by not varying u2, the optimal input signal effectively
hides parts of the system that are unimportant for the identified model to fulfill the
application requirement, this simplifies the modeling.
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Figure A.4.2 Experiment 1: Optimal input spectra for water tank process. e input
spectra obtained using application-oriented input design based on θ0 and initial estimates
of the parameters are denoted ( ) and ( ), respectively. e cross spectrum between
ui and uj is denoted Φij(ω). e spectra related to u2 are all zero, that is Φ12(ω) =
Φ21(ω) = Φ22(ω) = 0 for all ω.

As a comparison, a check is made of how long the experiment length must be
to fulfill the application requirement with probability α when using white noise of
equal power to the optimal input signal. (e power is divided equally between the
two input channels of the process.) e identification experiment must then be 7244
samples long. at is, approximately 24 times longer than the experiments using IDF.

Optimal input signal

An optimal input signal with the desired spectrum is generated by filtering Gaussian
white noise through a transfer function matrix as discussed in Section A.2.4.

Estimate

To evaluate the performance of IDF, twenty identification experiments are made on
the water tank process using an optimal input signal and a Gaussian white noise
of equal power divided equally between the two input channels of the process. e
resulting twenty estimates of the true parameters using IDF and Gaussian white
noise, respectively, system identification set, and application ellipsoid are shown in
Figure A.4.3. We see that the limiting direction of the application ellipsoid from the
initial estimate coincides and has the same length as in the true application ellipsoid.
Nineteen of the estimates obtained using IDF lie inside the application ellipsoid based



72 Experimental Study

on the initial estimate, all of them lie inside the application ellipsoid based on θ0.
irteen of the estimates obtained using Gaussian white noise lie inside the application
ellipsoid based on the initial estimate and θ0, respectively.
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Figure A.4.3 Experiment 1: Application-oriented input design for water tank process.
Resulting parameter sets using the ellipsoidal approximation are shown. e application
ellipsoid from the initial estimate ( ) is similar in shape but not in size to the true
application ellipsoid ( ). However, the shorter semi-axis has the correct length. e
system identification set using IDF ( ) is contained within the true application ellipsoid.
e estimates from twenty identification experiments are also plotted, estimates using IDF
are denoted ( ) and estimates using Gaussian white noise are denoted ( ).
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Application performance

In the rest of this chapter, we distinguish between to types of evaluations of the
application cost. e first type is the one that has already been discussed in detail.
It is the evaluation made in IDF, that is, in simulation based on the initial model. e
second type is the evaluation of the application cost after an estimated model has been
obtained, that is, on the process with the MPC using the estimated model. e former
type is used to make the design and the latter type is used to evaluate the design. In
this section, we evaluate the design.

e application performances are evaluated using the models obtained in the MPC
controlling the water tank process. e trajectories of the process, along with the
references, are shown in Figure A.2.1. e models from IDF outperform the models
found using Gaussian white noise, in terms of reference tracking. e difference in
performance is more evident in Tank 2 than in Tank 1.

To quantify the application performance, the application cost is evaluated using
the output signals from the process. e distribution of the cost is shown in Figure
A.4.4. Gaussian white noise gives, on average, a larger application cost than IDF. e
averaged application cost obtained using Gaussian white noise is four times larger than
the averaged application cost using IDF. However, none of the costs evaluated are lower
than the acceptable performance degradation 1/γ, where γ = 21468. e value of γ
was calculated according to (A.4.4) and (A.4.5).

e discrepancy is due to the model structure not fully capturing the true
system, the second order approximation of the application cost not matching the true
application cost, the use of an initial estimate in the design and the presence of noise.
For example, the model structure is linear even though the system is nonlinear; we
do not know how good or bad the ellipsoidal approximation suits our problem; we
tried slightly different initial estimates and got quite different designs, indicating that
the design and/or the numerical implementation is sensitive to changes in the initial
estimate; the presence of noise lifts the value of the application cost, as illustrated in
Example (A.3.2).

A.4.2.2 Experiment 2

Experiment 1 is repeated, but eight parameters are estimated instead of only two. at
is, θ = (a1, a2, a3, a4, γ1, γ2, k1, k2). e initial estimate is once again taken from
the process specification and is θinit = (0.03, 0.03, 0.03, 0.03, 0.7, 0.7, 1.6, 1.6). e
remaining settings are the same as in Experiment 1.



74 Experimental Study

0 0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2
·10−2

0

5

10

15

20

Value of application cost (V2)
(a)

N
um

be
ro

fe
xp

er
im

en
ts

0 0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2
·10−2

0

5

10

Value of application cost (V2)
(b)

N
um

be
ro

fe
xp

er
im

en
ts

Figure A.4.4 Experiment 1: Application costs for water tank process. e distribution of
the application costs are shown. e costs from IDF are shown in (a) and the costs obtained
from Gaussian white noise with power equal to that of the optimal input are shown in
(b). e acceptable level of degradation ( ) is also shown (to the far left), its value is
5 ·10−5 V2. e averaged cost from IDF and white noise are 4 ·10−4 V2 and 17 ·10−4 V2,
respectively. Each bin is 5 · 10−4 V2 wide.

Optimal spectrum

e optimal spectrum is shown in Figure A.4.5, along with the optimal spectrum based
on θ0. We see that the spectra differ from each other slightly. As in Experiment 1,
we have to excite the first channel of the process more than the second, but now we
have to excite the second channel as well. e design based on θinit uses less power,
Tr(r0) = 0.0295, than the design based on θ0, which requires Tr(r0) = 0.0549. is
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shows that a change in θinit can change the spectrum obtained.
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Figure A.4.5 Experiment 2: Optimal input spectra for water tank process. e input
spectra obtained using application-oriented input design based on θ0 and initial estimates
of the parameters are denoted ( ) and ( ), respectively. e cross spectrum between
ui and uj is denoted Φij(ω).

As a comparison, a check is made of how long the experiment length must be
to fulfill the application requirement with probability α when using white noise of
equal power to the optimal input signal. (e power is divided equally between the
two input channels of the process.) e identification experiment must then be 5046
samples long. at is, approximately 17 times longer than the experiments using IDF.
Hence, we gain alot in time.
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Estimates

Naturally, since we are estimating eight parameters, we can no longer illustrate the
ellipsoids and the estimates. However, we can check how many of the estimates that
fulfill the requirements on the ellipsoidal approximation. Nineteen of the twenty
estimates using IDF and five of the estimates using Gaussian white noise of equal
power divided equally between the two input channels of the process lie inside the
true application ellipsoid. However, none of the estimates lie inside the application
ellipsoid based on the initial estimates.

Application performance

e trajectories of the process, along with the references, are shown in Figure A.4.6.
e models from IDF outperform the models found using Gaussian white noise, in
terms of reference tracking, but not as remarkably as in Experiment 1.

e distribution of the cost is shown in Figure A.4.7. Gaussian white noise gives,
on average, a larger application cost than IDF. e averaged application cost obtained
using Gaussian white noise is approximately twice the averaged application cost using
IDF. Some of the experiments done with Gaussian white noise, actually achieve the
same level of performance as the experiments using IDF. However, as in Experiment
1, none of the costs evaluated are lower than the acceptable performance degradation
1/γ, where γ = 21689.

A.4.2.3 Experiment 3

For additional comparison, Experiment 1 is repeated but with a different control
strategy and model, while the other settings remain the same.

Control strategy

e controller implemented is still an MPC. e constraints are the same as in the
previous experiments but the input is calculated using the cost function

V (t) =

Hp∑
i=1

‖ŷ(t+ i|t)− r(t+ i|t)‖2
2,Q +

Nu∑
i=0

‖∆û(t+ i|t)‖2
2,R+

Hu−1∑
i=0

‖û(t+ i|t)− ru(t+ i)‖2
2,S , (A.4.6)
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Figure A.4.6 Experiment 2: Comparison of application performances. e trajectories of
the process controlled by MPC with models based on estimates from twenty identification
experiments are shown. e trajectories obtained with models from IDF are denoted ( )
and the ones obtained from using Gaussian white noise are denoted ( ). e desired
reference trajectories ( ) are also plotted. e water levels are shown as deviations from
the working points.

with Hp = Hu = 10, Q = 100I2, R = 10I2, S = 20I2. e input reference signal,
ru, is set to the input signal that brings the system output to r at steady state according
to the estimated model. e major differences from the previous experiments are that
we predict the states using the model without measurements (K = 0) and there is no
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Figure A.4.7 Experiment 2: Application costs for water tank process. e distribution of
the application costs are shown. e costs from IDF are shown in (a) and the costs obtained
from Gaussian white noise with power equal to that of the optimal input are shown in (b).
e acceptable level of degradation ( ) is also shown (to the far left), its value is 5 ·10−5

V2. e averaged cost from IDF and white noise are 7.2 · 10−4 V2 and 13 · 10−4 V2,
respectively. Each bin is 5 · 10−4 V2 wide.

integral action anymore (due to the second term of V (t)).

Initial model

As in Experiment 1, the initial estimates are taken from the water tank process
specification, θinit = (0.7, 1.6). e rest of the parameters, along with Λ0, are given
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by high quality estimates from the long identification experiment assuming K = 0.
at is, the parameter values in the right column of Table A.4.2. e model with
K = 0 is the model structure assumed in (Johansson, 2000), but it turned out to not
pass standard validation tests for the particular process used in the experiments of this
thesis. To pass validation, the model required a non-zero K. However, in Experiment
3 (and in Experiment 4 to come) we restrict the initial model and the model to be
estimated to have K = 0, that is, to have no noise model.

Optimal spectrum

e optimal input spectra based on both the initial estimate and θ0 are shown in Figure
A.4.8. e spectra have similar shape and attenuate high frequency content. e spectra
turn out, as in Example 1, to give an optimal u2 that remains at its steady state level.
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Figure A.4.8 Experiment 3: Optimal input spectra for water tank process. e input
spectra obtained using application-oriented input design based on θ0 and initial estimates
of the parameters are denoted ( ) and ( ), respectively. e cross spectrum between
ui and uj is denoted Φij(ω). e spectra related to u2 are all zero, that is Φ12(ω) =
Φ21(ω) = Φ22(ω) = 0 for all ω.

As a comparison, a check is made of how long the experiment length must be to
fulfill the application requirement with probability α when using white noise of equal
power to the optimal input signal. (e power is divided equally between the two input
channels of the process.) e identification experiment must then be 12579 samples
long. at is, approximately 42 times longer than the experiments using IDF.
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Estimate

To evaluate the performance of IDF, fifteen identification experiments are made on
the water tank process using an optimal input signal and a Gaussian white noise
of equal power divided equally between the two input channels of the process. e
resulting fifteen estimates of the true parameters using IDF and Gaussian white
noise, respectively, system identification set, and application ellipsoid are shown in
Figure A.4.9. We see that the limiting direction of the application ellipsoid from the
initial estimate coincides and has the same length as in the true application ellipsoid.

e estimates obtained using Gaussian white noise are quite scattered, and only
four estimates lie inside the application ellipsoid based on the initial estimate. e
same four estimates also lie inside the application ellipsoid based on θ0. We see that
the estimates obtained using IDF are not as scattered as the estimates obtained using
Gaussian white noise. Nine of the estimates lie inside the application ellipsoid based
on the initial estimate. All fifteen of the estimates lie inside the application ellipsoid
based on θ0.

For comparison, we also performed fifteen identification experiments using Gaus-
sian white noise of equal power and distribution between the two channels as input
signal. at is, we did not divide the power equally between the channels instead we
divided it as suggested by the design. e estimates along with the application ellipsoid
are shown in Figure A.4.10. We see that, even though the optimal distribution between
the channels of the process is used, the estimates using Gaussian white noise are more
spread out than the estimates using IDF, see Figure A.4.9.

Application performance

e application performances are evaluated using the models obtained in the MPC
controlling the water tank process. e trajectories of the process, along with the
references, are shown in Figure A.4.11. e models from IDF outperform the models
found using Gaussian white noise, in terms of reference tracking. In fact, two of the
estimates obtained using Gaussian white noise cause overflow in Tank 1 and are not
included in the evaluation.

To quantify the application performance, the application cost is evaluated using the
output signals from the process. e distribution of the cost is shown in Figure A.4.13.
Gaussian white noise gives, on average, a larger application cost than IDF. e averaged
application cost obtained using Gaussian white noise is approximately two times larger
than the averaged application cost using IDF. However, none of the costs evaluated are
lower than the acceptable performance degradation 1/γ, where γ = 18366.
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Figure A.4.9 Experiment 3: Application-oriented input design for water tank process.
Resulting parameter sets using the ellipsoidal approximation are shown. e application
ellipsoid from the initial estimate ( ) is similar in shape but not in size to the true
application ellipse ( ). However, as in Figure A.4.3, the shorter semi-axis has the
correct length. e system identification set using IDF ( ) is contained within the true
application ellipse. e estimates from fifteen identification experiments are also plotted,
estimates using IDF are denoted ( ) and estimates using Gaussian white noise are denoted
( ).

A.4.2.4 Experiment 4

Experiment 3 is repeated but instead of estimating two parameters we estimate eight
parameters (as in Experiment 2). Here, only ten experiments are made.
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Figure A.4.10 Experiment 3: Application-oriented input design for water tank process. e
application ellipsoid from the initial estimate ( ) is shown. e estimates from fifteen
identification experiments using Gaussian white noise are also plotted ( ).

Optimal spectrum

e optimal spectrum is shown in Figure A.4.14, along with the optimal spectrum
based on θ0. We see that the spectra differ from each other slightly. As in Experiment 1,
we have to excite the first channel of the process more than the second, although we
still have to excite the second channel as well. e design based on the initial estimate
requires less power, Tr(r0) = 0.0234, than the design based on θ0, Tr(r0) = 0.0381.

As a comparison, a check is made of how long the experiment length must be
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Figure A.4.11 Experiment 3: Comparison of application performances. e trajectories of
the process controlled by MPC with models based on estimates from twenty identification
experiments are shown. e trajectories obtained with models from IDF are denoted ( )
and the ones obtained from using Gaussian white noise are denoted ( ). e desired
reference trajectories ( ) are also plotted. e water levels are shown as deviations from
the working points. Note that two of the experiments using Gaussian white noise are
excluded from the evaluation since they caused overflow in Tank 1.

to fulfill the application requirement with probability α when using white noise of
equal power to the optimal input signal. (e power is divided equally between the
two input channels of the process.) e identification experiment must then be 5332
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Figure A.4.12 Experiment 3: Comparison of application performances. e same plots as
in Figure A.4.11 are shown, but zoomed in.

samples long. at is, approximately 18 times longer than the experiments using IDF.

Estimates

Five of the estimates using IDF and zero of the estimates using Gaussian white noise of
equal power divided equally between the two input channels of the process lie inside
the true application ellipsoid. Only one of the estimates using IDF and none of the
estimates using Gaussian white noise lie inside the application ellipsoid based on the
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Figure A.4.13 Experiment 3: Application costs for water tank process. e distribution of
the application costs are shown. e costs from IDF are shown in (a) and the costs obtained
from Gaussian white noise with power equal to that of the optimal input are shown in (b).
e acceptable level of degradation ( ) is also shown (to the far left), its value is 5 ·10−5

V2. e averaged cost from IDF and white noise are 10 · 10−4 V2 and 19 · 10−4 V2,
respectively. Each bin is 5 ·10−4 V2 wide. Note that two of the experiments using Gaussian
white noise are excluded from the evaluation since they caused overflow in Tank 1.

initial estimates.

Application performance

e trajectories of the process, along with the references, are shown in Figure A.4.15.
e models from IDF outperform the models found using Gaussian white noise, in
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Figure A.4.14 Experiment 4: Optimal input spectra for water tank process. e input
spectra obtained using application-oriented input design based on θ0 and initial estimates
of the parameters are denoted ( ) and ( ), respectively. e cross spectrum between
ui and uj is denoted Φij(ω).

terms of reference tracking.
e distribution of the cost is shown in Figure A.4.16. Gaussian white noise gives,

on average, a larger application cost than IDF. e averaged application cost obtained
using Gaussian white noise is approximately twice the averaged application cost using
IDF. Some of the experiments done with Gaussian white noise, actually achieve the
same level of performance as the experiments using IDF. However, none of the costs
evaluated are lower than the acceptable performance degradation 1/γ, where γ =
18345.
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Figure A.4.15 Experiment 4: Comparison of application performances. e trajectories
of the process controlled by MPC with models based on estimates from ten identification
experiments are shown. e trajectories obtained with models from IDF are denoted ( )
and the ones obtained from using Gaussian white noise are denoted ( ). e desired
reference trajectories ( ) are also plotted. e water levels are shown as deviations from
the working points.
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Figure A.4.16 Experiment 4: Application costs for water tank process. e distribution of
the application costs are shown. e costs from IDF are shown in (a) and the costs obtained
from Gaussian white noise with power equal to that of the optimal input are shown in (b).
e acceptable level of degradation ( ) is also shown (to the far left), its value is 5 ·10−5

V2. e averaged cost from IDF and white noise are 7.8 · 10−4 V2 and 13 · 10−4 V2,
respectively. Each bin is 5 · 10−4 V2 wide.
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A.4.3 Remarks

We give some comments and reflections regarding the results obtained.

A.4.3.1 Initial estimate

In the experimental study (Annergren, 2015) we applied IDF with slightly different
initial estimates. From the results obtained, we saw that the initial estimate greatly
affects the input design. As suggested in the previous section, we can compensate for
the input design’s dependency on the accuracy of the initial estimate by using iterative,
adaptive or robust input design.

A.4.3.2 Important directions

In application-oriented input design, there is the notion of important directions. ese
are the directions in the parameter space that are of importance to fulfill the application
requirement, and thus important to excite in the identification experiment. In the input
design presented in this thesis we only consider parameter directions in an absolute
sense, that is, we do not take the magnitudes of the elements of θ0 into account.
Consequently, when determining the important directions one should have models
with parameter values of approximately the same order of magnitude.

e initial estimate used in the design might have parameter values of wrong
magnitude. is could lead to a design based on important directions that are different
from the actual important directions. A remedy for this scenario is to use, for example,
iterative input design.

A.4.3.3 Stability

We have not taken closed-loop stability into account. However, this could be done
(implicitly and approximately) when defining the application ellipsoid. at is, that
one ensures that all values inside the application ellipsoid gives a closed-loop stable
system for the given controller.

A.4.3.4 Approximative design

Application-oriented input design is based on a second order approximation of
the application requirement. Depending on the shape of the application cost, the
application ellipsoid might be much bigger or much smaller than the application set.
We could increase the value of γ to get a better second order approximation, but that
also puts higher demand on the application performance which might not be motivated
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from a performance point-of-view. We could also use the scenario approach instead of
the ellipsoidal approximation, see (Larsson et al., 2011b).

Application-oriented input design is also based on a particular linear model struc-
ture – of course, there are no true parameter values that ensure that the model captures
the real nonlinear system. Consequently, this will also lead to an approximative design.

A.4.3.5 Measurement noise

Application-oriented input design does not take the measurement noise appearing
when evaluating the performance of the estimated model in the application into
account. As seen in the plots of the application costs evaluated on the process, the
noise gives a larger value of the application cost than the one expected from the input
design, see Section A.3.3 for a discussion on this.

A.4.3.6 Application cost

In theory the application cost is a formal measure of the important quality of the
considered system, and 1/γ is a formal upper limit on the degradation of the
quality. However, this is not the case when used in practice. In fact, due to the
discrepancy between the system used in the design and the real process, the second
order approximation and the presence of noise, the requirement is likely to never be
fulfilled. erefore, when applying application-oriented input design in practice, one
should think of the application cost and γ as tunable parameters in an identification
method. ey are part of a tool that helps the user find models with good application
performance, not necessarily models that fulfill Vapp(θ) ≤ 1

γ , see the discussion at the
end of Section A.3.3.

A.4.3.7 Control strategy

e benefit of using IDF over Gaussian white noise is larger when MPC without
integral action is used than MPC with integral action. A controller with integral action
can compensate for more discrepancies between models and systems and achieve a
better performance than a controller without integral action. at is, the qualities and
the tuning of the controller matters.

A.4.3.8 Is it worth it?

In general, IDF gives better application performance than the approach of using
Gaussian white noise. However, IDF does not always outperform Gaussian white noise
by much, see for example Experiment 2. IDF does provide an approximate lower bound
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on the power of the input signal to use, given the allowed length of the experiment.
Without IDF, the input power has to be determined in some other way. In addition,
it could happen that the optimal input spectrum (although not flat) is approximately
the same as the spectrum of the Gaussian white noise. In such cases, IDF and Gaussian
white noise give similar performance.

A.4.4 Conclusion

e experimental study shows that much can be gained from using IDF when
identifying the model compared to Gaussian white noise. However, how much that
is gained depends on different factors. ese factors are:

• the initial estimate used in IDF,

• the type of convex approximation used in IDF (ellipsoidal approximation or
scenario approach),

• the value of γ,

• the control strategy used in the considered application,

• the shape of the optimal spectra (it might, approximately, be flat).





Chapter A.5

MOOSE2

MOOSE2 is a MATLAB-based toolbox for solving application-oriented input design
problems in system identification. MOOSE2 provides the spectrum of the input signal
to be used in the identification experiment made to estimate a linear parametric model
of the system. e objective is to find a spectrum that minimizes experiment cost
while fulfilling constraints imposed in the experiment and on the obtained model. e
constraints considered by MOOSE2 are: frequency or power constraints on the signal
spectra in the experiment, and application or quality specifications on the obtained
model.

A.5.1 When should MOOSE2 be used?

e process to find a model, the estimation process, typically consists of four phases.
First, a design of the experiment is made. In this thesis we use application-oriented
input design, which provide the user with the input spectrum to use in the experiment.
Second, the user applies the input signal corresponding to the spectrum to the system.
at is, an identification experiment is made. ird, the measured output signal, along
with the input signal and model structure, are used with, for example, PEM to estimate
the model. Fourth, the estimated model is validated to ensure that it is an adequate
model. e different phases and examples of corresponding software are shown in
Table A.5.1.

MOOSE2 is used in the first phase of the estimation process, see Table A.5.1.
Using the toolbox requires little knowledge of the underlying theory and numerical
methods of system identification.
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Table A.5.1 Phases of estimation process.

Phase Description Software Dependencies

1 Get spectrum of input
signal to use in identifi-
cation experiment

MOOSE2 MATLAB
(MathWorks, 2015b),
YALMIP (Löfberg,
2004), SDPT3 (Toh
et al., 1999)

2 Perform identification
experiment

Hardware dependent -

3 Estimate model based
on data

System identification
toolbox (MathWorks,
2015a), UNIT
(Ninness et al.,
2013), FDIDENT
(Kollár, 2004-2014)

MATLAB
(MathWorks, 2015b)

4 Validate model based
on data

System identification
toolbox (MathWorks,
2015a), UNIT
(Ninness et al.,
2013), FDIDENT
(Kollár, 2004-2014)

MATLAB
(MathWorks, 2015b)

A.5.2 Background and motivation

MOOSE2 has a predecessor, MOOSE (Annergren and Larsson, 2012). MOOSE2
has a different implementation structure and user interface than MOOSE. ese
differences make MOOSE2 much easier to maintain, develop and use than MOOSE.
Moreover, many of the building blocks of MOOSE and MOOSE2 had previously been
used in numerous research publications of the research group at KTH (KTH, 2004-
2016) to construct simulation examples and obtain numerical results (for example,
see (Jansson, 2004)(Barenthin Syberg, 2008)(Wahlberg et al., 2010)(Larsson et al.,
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2011b)(Annergren et al., 2016)). e MOOSE toolbox was applied in an industrial
setting at Boliden Garpenberg within the EU-funded project Autoprofit (Autoprofit,
2010-2013). e objective was to identify a zinc flotation plant, and MOOSE was
used in the input spectrum design.

Although MOOSE2 is primarily intended for researchers working on application-
oriented input design, we believe that the toolbox can also facilitate communication of
research, since it provides a user-friendly framework for investigating and replicating
results. Moreover, MOOSE2 should be helpful for the interested novice who wants to
gain knowledge about the basic concepts of application-oriented input design.

A.5.3 Problem formulation

e system set-up considered in MOOSE2 is shown in Figure A.5.1. MOOSE2 han-
dles MIMO systems and closed-loop identification. However, some of the constraints
are limited to SISO systems.

G(q)Fy(q) Σ

H(q)

Σ
u(t) y(t)

e(t)

r(t)

Figure A.5.1 e system set-up. Here, r(t) is the excitation signal, u(t) is the input signal,
e(t) is the noise signal, y(t) is the output signal, andFy(q),G(q) andH(q) are the transfer
function matrices of the system.

e applications oriented input design problem considered by MOOSE2 is

minimize
Φr(ω)

ar

∫ π

−π
Φr(ω)dω + au

∫ π

−π
Φu(ω)dω + ay

∫ π

−π
Φy(ω)dω,

subject to user constraints.

Here, Φr is the spectrum of the excitation signal used in the identification experiment.
e symbols Φu and Φy denote the spectra of the input signal u and output signal
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y, respectively, that originates from the excitation signal r. Note that in open-loop
identification, that is Fy = 0, we have r = u.

In addition to the objective function above, MOOSE2 supports the classical A-,
E- and D-optimality criteria; that is, the minimization of Tr(P ), λmax(P ), det(P ),
respectively, where P is the covariance matrix of the estimated parameters.

e constraints in the input design problem are any number or combination of

1. Spectrum constraints:

rlb(ω) ≤ Φr(ω) ≤ rub(ω),

ulb(ω) ≤ Φu(ω) ≤ uub(ω),

ylb(ω) ≤ Φy(ω) ≤ yub(ω).

2. Power constraints:

rpowlb ≤
∫ π

−π
Φr(ω)dω ≤ rpowub ,

upowlb ≤
∫ π

−π
Φu(ω)dω ≤ upowub ,

ypowlb ≤
∫ π

−π
Φy(ω)dω ≤ ypowub .

3. Application constraints:

Vapp(θ) ≤ 1/γa with probability α.

4. Quality (weighted trace) constraints:

Tr (W (ω)P ) ≤ γq for all ω,

where
W (ω) = V (ω)V (ω)∗ for all ω.

See (Jansson, 2004, Ch. 3.6) for a theoretical background of these constraints.

5. Ellipsoidal quality constraints:

F (ω, η) ≤ γe for all ω and η ∈ Eid,

where

F (ω, η) =
(WnG(η) +Xn)

∗Yn(WnG(η) +Xn) +Kn

(WdG(η) +Xd)∗Yd(WdG(η) +Xd) +Kd
.

See (Jansson, 2004, Ch. 3.7) for a theoretical background of these constraints.
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SpectraModels Constraints

MOOSE2 functions

YALMIP

any solver supported by YALMIP

MOOSE2

oidProblem

Figure A.5.2 e structure of the MOOSE2 implementation. e user interacts with the
top layer through functions. e lower layers of MOOSE2 are used to define and store the
optimal input design problem. MOOSE2 relies on YALMIP and its chosen solver to solve
the optimization problem.

A.5.4 Software description

e implementation of MOOSE2 uses the object-oriented programming capabilities
of MATLAB. e structure of MOOSE2 is shown in Figure A.5.2. e user interacts
with MOOSE2 through a set of functions. e central part is the class oidProblem
where the input design problem is stored. Every instance of oidProblem contains
model-, spectrum-, and constraint-instances. Abstract classes are used for the model,
spectrum and constraint classes to define interfaces. is allows for easy implementa-
tion of new models, spectra and constraint classes. e models are specified as transfer
functions. ere is no optimization implemented in MOOSE2. Instead the toolbox
relies on external solvers for solving the input design problem. MOOSE2 is based
on YALMIP (Löfberg, 2004), a toolbox for modeling and optimization in MATLAB.
MOOSE2 can handle any solvers supported by YALMIP. e default solver is set to
SDPT3 (Toh et al., 1999).
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A.5.5 Future work

To further develop MOOSE2, we have defined three main areas where future work
is needed. ese areas are: (1) numerical stability of implementation; (2) controller
design; (3) multiple choices of input spectra.

e first area concerns numerical stability of the implementation. Based on our
experiences, the solution found in MOOSE2 using a frequency grid can be quite
sensitive in terms of the grid chosen. Currently, there is no method implemented in
MOOSE2 that aids the user in choosing a frequency grid in an intelligent way nor is
there a warning installed to make the user aware of when numerical issues can occur.

In addition, the authors have also experienced numerical stability issues when using
the KYP lemma, see Lemma A.2.2. e LMIs that occur when applying the KYP
lemma to the problems in MOOSE2 tend to be quite large even for small system
sizes. Consequently, solving these LMIs become the bottle neck of solving the optimal
input design problem. Also, we encountered numerical issues when solving them. One
remedy to the problems related to the KYP lemma might be to reformulate the problem
structure in an intelligent way and send it directly to the solver (SDPT3) or to actually
tailor-make a specific solver for the considered problems. Another idea is to solve the
problem for an adaptive frequency grid in a sequential manner instead. However,
currently, our advice is to use a well-chosen frequency grid when encountering problem
with the KYP lemma.

e second area concerns controller design. at is, to enable the design of the
controller parameters as well as the spectrum parameters in MOOSE2.

e third area concerns multiple choices of input spectra. Currently we only allow
spectra with FIR structure. We would like to extend this to autoregressive, Laguerre
and multisine parametrization.

A.5.6 How to obtain MOOSE2

To download MOOSE2 and get access to a complete user’s guide and illustrative
examples visit www.kth.se/moose2.



Chapter A.6

Conclusion

A method for designing experiments to be used in model-based control design was
presented. e method is called application-oriented input design. A framework called
IDF, which is based on application-oriented input design, was also presented. IDF is
used to estimate models with the intended application in mind. e framework was
illustrated in an experimental study. In addition, the MATLAB-based identification
toolbox MOOSE2 was presented. MOOSE2 provides a simple way of formalizing
and solving application-oriented input design problems.

e examples discussed in this thesis show that much can be gained in terms of
experimental cost by taking the intended application of the model into account when
designing experiments.

A.6.1 Future work

ere are several interesting problems within application-oriented input design that
need to be addressed. Especially when considering the realities of industrial processes.
ree central issues for the application-oriented input design framework are identified
and discussed.

First, to define an application cost for an industrial process is difficult. e cost
must reflect the actual cost related to production. Typically, the MPC in a process
application pushes one or several signals toward their bounds while maintaining other
signals within their specifications. A translation of the MPC objective to a performance
degradation measure is by no means straightforward, see for example (Modén and
Lundh, 2013) and the references therein.

Second, the identification experiment is ideally performed during regular pro-
duction. erefore, the identification experiment is not allowed to interfere with
normal operation of the plant. To maintain production, closed-loops are not to be
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broken. Instead, the application-oriented input design has to be incorporated into
the loop. e goal of the controller becomes twofold: to ensure acceptable control
performance and to generate informative data for identification. ree strategies
for closed-loop application-oriented input design are experiment design in closed-
loop, stealth identification and MPC-X presented in (Jansson, 2004), (Potters et al.,
2014) and (Larsson et al., 2013), respectively. In experiment design in closed-loop,
the framework presented in this thesis is used to design the reference signal to the
closed-loop system instead of the input signal to the open-loop system. In stealth
identification, the application-oriented identification experiment is constructed in
such a way that it is not noticed by the controller. In other words, it is performed
in an open-loop fashion. In MPC-X, the constraint on the system identification and
application set is added to the MPC formulation. Consequently, the MPC provides an
input signal designed both for controlling and identifying the plant. For a discussion
and analysis of the challenges of MPC-X, see (Larsson et al., 2015) where it is applied
to an industrial distillation column.

e final issue also relates to conducting the identification experiment during
normal operation of the process. However, it is not enough to consider only the normal
operation of the process to be identified. An excited input or the resulting output of the
identified process can influence other processes further down or up in the production
chain. Consequently, a much wider scope of the application concept than just the plant
at hand must be captured by the application-oriented input design.

e three issues addressed above are complex open questions in the framework of
application-oriented input design. ey require more elaborated tools to be developed
and more industrial validation cases to be performed than what are available in the
literature. However, initial attempts have been made to apply the framework on
industrial processes.



PART B
ADMM for �1 Regularized

Optimization Problems
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Chapter B.1

Introduction

Many mathematical problems in areas such as signal processing, machine learning and
control design can be formulated as convex optimization problems. ere exist good
methods for solving such problems both accurately and efficiently. For an introduction
to convex optimization, see for example (Boyd and Vandenberghe, 2004). However,
due to the increasing storage capability of modern computers, several of these problems
have grown huge in terms of the number of variables used. One example of such a
problem is data analysis made on large financial data sets. is calls for optimization
algorithms that are well-suited for large problems. It is suggested in (Boyd et al., 2011)
that the alternating direction method of multipliers (ADMM) is such an algorithm.
ADMM is a numerical algorithm that divides the original optimization problem into
several subproblems that are solved iteratively until convergence. For many important
applications, the subproblems are easy to solve. e main feature of ADMM is that
it reaches adequate accuracy for many large problems in a small number of iterations.
In (Boyd et al., 2011), the authors show that for several well-know problems in signal
processing, the subproblems in ADMM have analytic solutions, making the original
problem particularly easy to solve.

B.1.1 Problem formulation

e general problem formulation considered in Part B is how to apply ADMM to an
�1 regularized optimization problem that occur in both mean estimation, covariance
estimation and control design.

In Chapter B.2, we consider the problem of �1 mean and covariance filtering, under
the assumption that the mean and covariance are piecewise constant. We show that
using ADMM provides a scalable and efficient algorithm for this problem.
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In Chapter B.3, we implement ADMM on an �1 regularized open-loop control
problem. is problem may, for example, occur in �1 regularized MPC. We show that,
also here, we obtain a scalable and efficient algorithm.

B.1.2 Related work

We consider �1 regularized optimization problems, where the �1-norm is used to
promote sparsity of some linear combination of the decision variables. Many such
problems are versions of the least absolute shrinkage and selection operator (LASSO)
introduced in (Tibshirani, 1996). An interesting application of �1 regularization is total
variation denoising (Rudin et al., 1992). is has served as inspiration for the �1 mean
and covariance filtering considered in this thesis.

Mean and covariance filtering is an important problem in several fields of research,
for example economics and biology. It is used for processing data and to discover trends.
rough knowledge of the trends one can, for instance, simplify the task of identifying
parametric models describing the data.

In (Kim et al., 2009), they perform �1 trend filtering. ey assume that the mean
is piecewise linear and they use an interior-point method (Boyd and Vandenberghe,
2004, Sec. 11.7) to solve the optimization problem. In this thesis, we consider instead
a piecewise constant mean and we use ADMM to find the solution.

In (Banerjee et al., 2008), they do model selection based on multivariate Gaussian
data, that is, they find the sparsity pattern (elements equal to zero) of the inverse
covariance matrix of the data. To promote sparsity, an �1 regularized maximum
likelihood estimator is used and to obtain a convex optimization problem, the decision
variable is chosen as the inverse covariance matrix. In this thesis, we also use an �1
regularized maximum likelihood estimator and the inverse covariance matrix as the
decision variable. However, we seek to find a piecewise constant covariance matrix
instead of its sparsity pattern, and we use ADMM.

e research which Chapter B.3 is based on was performed during the years 2011
and 2012. Several developments have been made since then by other researchers. e
method suggested in this thesis is iterative and as such it only provides an approximate
solution. In (Barbero and Sra, 2014) and (Condat, 2013), very fast methods based on
the taut-string algorithm, see (Davies and Kovac, 2001), are presented which solves
the one-dimensional �1 mean filtering problem exactly. However, all methods suffer
from false detection of the change points (where the mean jumps from one value to
another). is is called the stair-case effect, see (Rojas and Wahlberg, 2014b), since we
only get false detections when we have successive increase or decrease of the mean. A
method of accurate change point detection for �1 mean filtering in the presence of the
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stair-case effect is presented in (Ottersten et al., 2016). e method is based on the
taut-string algorithm of (Condat, 2013) and the fact that the first and the last change
point are always estimated correctly, (Rojas and Wahlberg, 2014a).

In addition, the �1 mean filtering problem is a special case of the problems con-
sidered by the MATLAB-based toolbox QPgen, see (Giselsson, 2015) and (Giselsson
and Boyd, 2014). e toolbox uses, among other methods, ADMM and it generates
C code to solve the problem.

Many MPC implementations boil down to solving a quadratic program (Boyd and
Vandenberghe, 2004, Ch. 4.4) at each sampling instance of the system. is requires
methods than can find and implement the optimal solution at the same rate as the
sampling time. e available methods can be divided into two main groups: explicit
MPC and on-line MPC.

In explicit MPC, the solutions to all possible quadratic programs are calculated
off-line and then stored in a look-up table to be used on-line. Unfortunately the size of
the table grows exponentially with respect to the time horizon, number of states and
input dimensions used in the MPC (Wang and Boyd, 2010). erefore, explicit MPC
is not suitable for medium- to large scale problems. For an example of explicit MPC,
see (Bemporad et al., 2002).

In on-line MPC, the quadratic program is solved in real-time at each sampling in-
stance. Depending on the system to be controlled and the size of the over-all quadratic
program, this may require a very fast and efficient algorithm. ree commonly used
algorithms are the interior-point method, active set method and fast gradient method.
For examples of an interior-point method used for MPC, see (Wang and Boyd, 2010)
and (Rao et al., 1998), an active set method, see (Ferreau et al., 2008), and a fast
gradient method, see (Richter et al., 2009).

Several tricks exist for improving the speed of on-line MPC when using an
interior-point method. In (Wang and Boyd, 2010), they emphasize two already known
ideas, exploitation of problem structure and warm-start of algorithm, and a new idea
consisting of early termination of the algorithm. ey show in a simulation study that,
even though the optimal solution obtained in each sample is less accurate, the control
performance remains acceptable.

In addition, a Riccati recursion is commonly used in both interior-point and active
set methods to efficiently solve the set of linear equations that occur when finding the
optimal solution.

In this thesis, we consider a new MPC formulation called �1 regularized MPC
(Gallieri and Maciejowski, 2012). We derive an efficient on-line algorithm based on
ADMM, where we make use of a Riccati recursion.
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ADMM was developed in the 1970s. It is a special case of Douglas-Rachford split-
ting (Eckstein and Bertsekas, 1992) and it is related to other optimization algorithms,
for example, dual ascent, method of multipliers and Bregman iterative algorithms for �1
problems, (Bertsekas, 1999), (Bertsekas, 1996) and (Osher et al., 2005), respectively.
e key ideas used to apply ADMM to the �1 regularized optimization problems
considered in this thesis are very much inspired by the techniques described in (Boyd
et al., 2011).



Chapter B.2

Background

In this chapter we present the necessary mathematical background to ADMM and
some specific applications. ese applications are �1 regularized optimization problems
that may occur in mean and variance filtering, and in MPC. e outline is as follows.
First, we describe the features and different usages of �1 regularization. Second, we
present the well-known problem of estimating the mean and covariance of a stochastic
signal. ird, we provide a mathematical formulation of the MPC considered in
this thesis. Fourth, and last, we describe in detail the general problem formulation
considered, and how it can be solved using ADMM.

B.2.1 �1 regularization

Consider the problem of fitting an unknown vector x∈Rnx to the equation Ax = b,
for some matrix A∈Rnb×nx and data vector b∈Rnb . e problem can be formulated
as the optimization problem

minimize
x

‖Ax− b‖. (B.2.1)

e solution of (B.2.1) is the values of x that best fulfills Ax = b with respect to
the norm ‖(·)‖. Consider now that we want to add some additional requirements on
x. ese may spring from prior knowledge about the true values of x or from some
desired properties of the solution x. For example, we might know that the norm of
x is small. Such information can be included in the objective function by adding a
regularization term that penalizes the size of the norm. For example,

minimize
x

‖Ax− b‖+ γ‖x‖, (B.2.2)

where γ is a positive scalar. ere is a trade-off between the two terms of the objective
function in (B.2.2), which is determined by the value of γ. e solution is the x that
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best fits Ax = b while keeping the norm of x small. A well-known version of (B.2.2)
is the least-squares approximation with �1-norm regularization. at is,

minimize
x

‖Ax− b‖2
2 + γ‖x‖1, (B.2.3)

where

‖x‖1 =

nx∑
i=1

|xi|,

or if we were to consider a matrix X ,

‖X ‖1 =
∑
i,j

|Xi,j |,

where Xi,j denotes the matrix element on row i and column j. e optimization
problem (B.2.3) also goes under the name LASSO (Tibshirani, 1996). e �1-norm
favors sparse solutions, that is solutions with many elements of x equal to zero, see
(Boyd and Vandenberghe, 2004, pp. 300-301). erefore, the solution of (B.2.3) is
the x that best fits Ax = b while keeping x sparse. A more general version of (B.2.3)
is

minimize
x

‖Ax− b‖2
2 + γ‖Dx‖1, (B.2.4)

where D is a matrix of appropriate dimensions. e matrix D corresponds to some
prior knowledge (or desired properties) of x. For example, ifD is the forward difference
operator we assume that x is piecewise constant. e optimization problem (B.2.4)
is called the generalized LASSO (Tibshirani and Taylor, 2010). e LASSO and its
various versions are well-known methods in signal processing, see for example (Osher
et al., 2005), and they have gained interest in other research communities, such as
system identification, see (Ohlsson et al., 2010).

B.2.2 �1 mean and covariance filtering

We consider mean and covariance filtering, that is, the problem of recovering estimates
of the mean vector and covariance matrix of a signal from a sequence of measurements.
We make three assumptions in our problem statement:

• the mean vector is piecewise constant,

• the covariance matrix is piecewise constant,
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• the measurements are a sequence of independent normal distributed random
vector variables.

By piecewise constant, we mean that the mean vector or covariance matrix remains the
same for several measurements in a row. To emphasize a piecewise constant estimate, we
make use of �1 regularized maximum likelihood estimators (Wahlberg et al., 2011b).

B.2.2.1 General problem

Consider a sequence of normally distributed random vector variables

yi ∼ N (ȳi,Σi), i = 1, . . . , N,

where yi ∈Rny is the measurement, ȳi ∈Rny is the mean vector, and Σi ∈ S
ny

++ is
the covariance matrix of yi, respectively. From assumptions we know that, ȳi = ȳi+1
and Σi = Σi+1 for most values of i. We want to estimate the mean vector and the
covariance matrix given N measurements.

We use an �1 regularized maximum likelihood method to solve the estimation
problem. In the maximum likelihood method, we maximize the probability of the
estimated mean vector and covariance matrix yielding measurements yi.

e likelihood of the measurements yi, given the mean vector ȳi and the covariance
matrix Σi, is provided by the conditional joint probability density function of all the
measurements,

f (y1, . . . , yN | ȳ1, . . . , ȳN ,Σ1, . . . ,ΣN ) =

N∏
i=1

f (yi| ȳi,Σi),

with

f (yi| ȳi,Σi) =
1

(2π)ny/2
1

(det(Σi))1/2 exp

(
− 1

2
(yi − ȳi)

TΣ−1
i (yi − ȳi)

)
.

Here, we made use of the fact that the measurements are a sequence of independent
normal distributed random vector variables. e log-likelihood is given by

l(y1, . . . , yN | ȳ1, . . . , ȳN ,Σ1, . . . ,ΣN ) =

N∑
i=1

log( f (yi| ȳi,Σi)) =

− Nny

2
log(2π) +

1
2

N∑
i=1

(
log det(Σ−1

i )− yTi Σ
−1
i yi − ȳTi Σ

−1
i ȳi + 2yTi Σ

−1ȳi

)
.

(B.2.5)
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Note that maximizing the likelihood function provides the same solution as maximiz-
ing the log-likelihood function. e log-likelihood function (B.2.5) is not concave in
the variables ȳi and Σi for i = 1, . . . , N , and is therefore difficult to maximize. For
this reason, we introduce new variables

xi = Σ−1
i ȳi, Xi = Σ−1

i ,

where xi ∈ Rny and Xi ∈ S
ny

++. We insert the new variables in the log-likelihood
function (B.2.5) as follows:

l(y1, . . . , yN |x1, . . . , xN , X1, . . . , XN ) =

− Nny

2
log(2π) +

1
2

N∑
i=1

(
log detXi − yTi Xiyi − xTi X

−1
i xi + 2xTi yi

)
.

(B.2.6)

e log-likelihood function (B.2.6) is concave in the new variables xi and Xi for i =
1, . . . , N . erefore, the negative log-likelihood function is convex. Hence, we can
maximize the likelihood of xi and Xi given the measurements yi by minimizing the
negative log-likelihood function. us, we can formulate an �1 regularized maximum
likelihood estimator of the piecewise constant mean vector and covariance matrix as
the solution to the optimization problem

minimize
xi,Xi,i=1,...,N

− 1
2
∑N

i=1

(
log detXi − yTi Xiyi − xTi X

−1
i xi + 2xTi yi

)
+

λ1
∑N−1

i=1 ‖xi+1 − xi‖1 + λ2
∑N−1

i=1 ‖Xi+1 −Xi‖1,
subject to Xi 
 0, i = 1, . . . , N.

(B.2.7)
We disregard the first term in (B.2.6) since it is independent of xi and Xi. We
added two penalization terms to the negative log-likelihood function in the objective
function. e penalization terms are �1-regularization terms. e weights λ1 and λ2
determine how much emphasis should be put on finding piecewise constant xi and
Xi. Note that

Xi+1 = Xi ⇔ Σi+1 = Σi,

but

xi+1 = xi ⇔ ȳi+1 = ȳi, if Σi+1 = Σi.



B.2.2. �1 mean and covariance filtering 111

In other words, the estimated mean vector is in general forced to switch value between
two different time instants, if the estimated covariance matrix switches value.

e optimization problem (B.2.7) is a convex problem and can as such be solved
using standard optimization tools, such as CVX, a package for specifying and solving
convex optimization problems (Grant and Boyd, 2011).

In the following two sections, we explore two special cases of �1 mean and
covariance filtering. e first case is �1 mean filtering, where we assume that the
covariance matrix is known and constant. e second case is �1 covariance filtering,
where we instead assume that the mean vector is known and constant.

B.2.2.2 �1 mean filtering

We assume that the covariance matrix is known and constant. Hence, we have Σi = Σ
for i = 1, . . . , N . We want to minimize the negative log-likelihood function (B.2.5)
with respect to the mean vector ȳi for i = 1, . . . , N , while keeping ȳi piecewise
constant. e optimization problem can be formulated as

minimize
ȳi,i=1,...,N

− 1
2
∑N

i=1(yi − ȳi)
TΣ−1(yi − ȳi) + λ1

∑N−1
i=1 ‖ ȳi+1 − ȳi‖1.

(B.2.8)
Here, we used the original variables because they yield a simpler expression. Also, the
�1 mean filtering with the original variables is a convex formulation. e optimization
problem (B.2.8) is equivalent to (B.2.7), except for a scaling by Σ−1 in the �1
regularization term in (B.2.7).

B.2.2.3 �1 covariance filtering

We assume that the mean vector is known and constant. at is, we have ȳi = ȳ, or
in the new variables xi = x, for i = 1, . . . , N . We want to minimize the negative
log-likelihood function with respect to the covariance matrix Σi for i = 1, . . . , N ,
while keeping Σi piecewise constant. We can without loss of generality assume that
the mean vector is zero. e optimization problem is equivalent to (B.2.7) with xi set
to zero for i = 1, . . . , N . at is,

minimize
Xi,i=1,...,N

−
∑N

i=1

(
log detXi − yTi Xiyi

)
+ λ2

∑N−1
i=1 ‖Xi+1 −Xi‖1,

subject to Xi 
 0, i = 1, . . . , N.
(B.2.9)
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Figure B.2.1 Example B.2.1: �1 variance filtering. Estimated variance ( ), true variance
( ), and measurements ( ) are shown.

Example B.2.1 (�1 variance filtering)
Consider a scalar signal yi ∼ N (0,Σi) for i = 1, . . . 1000, where

Σi =


2 if 0 < t ≤ 250,
1 if 250 < t ≤ 500,
3 if 500 < t ≤ 750,
1 if 750 < t ≤ 1000.

We want to estimate the variance based on 1000 measurements. To obtain the estimates
we solve problem (B.2.9). We choose, after some manual tuning, λ2 = 220. We use CVX
(Grant and Boyd, 2011) to solve the optimization problem. Figure B.2.1 shows the resulting
estimates of Σi, the true values of Σi and the measurements yi for i = 1, . . . , 1000.

Remark B.2.1
Note that the variance estimates obtained in Example B.2.1 have a bias. However, the
placement in time for the segments with the same variance are estimated well. One idea is
to first estimate the placement of the segments and then, in a second step, estimate the level
of the variance in each segment.
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B.2.3 Alternating direction method of multipliers

ADMM is a numerical algorithm for solving optimization problems. e method
combines the problem separability offered by the dual ascent method with the nice
convergence properties of the method of multipliers. For an overview of the dual ascent
method and the method of multipliers, see (Bertsekas, 1999, Ch. 6) and (Bertsekas,
1996; Hestenes, 1969; Powell, 1969), respectively. ADMM was first introduced in
(Glowinski and Marroco, 1975) for solving nonlinear Dirichlet problems. It was
presented as a modified version of Uzawa’s algorithm (Arrow, 1964). e method was
developed further in (Gabay and Mercier, 1976), where some convergence properties
were stated. In (Gabay, 1983a), it was shown that ADMM is equivalent to Douglas-
Rachford splitting for monotone operators (Douglas and Rachford, 1956),(Gabay,
1983b, Ch. 5.1) and similar to Peaceman-Rachford splitting (Peaceman and Rachford,
1955). ADMM is related to the proximal point algorithm (Eckstein and Bertsekas,
1992). A rigorous overview and historical background of ADMM, with appropriate
references, is provided by (Boyd et al., 2011). In the following sections, we give a short
introduction to the dual ascent method and the method of multipliers, and go through
the ADMM algorithm.

B.2.3.1 Dual ascent method

e dual ascent method is a numerical algorithm for solving optimization problems of
the form

minimize
x

f (x),

subject to Ax = b.
(B.2.10)

e Lagrangian of (B.2.10) is defined as

L(x, xd) = f (x) + xTd (Ax− b), (B.2.11)

where xd is the dual variable. e dual ascent method consists of two steps, which are
iterated until convergence. First, the Lagrangian (B.2.11) is minimized with respect to
x. Second, the dual variable is updated. Formally,

xk+1 = argmin
x

{L(x, xkd)}, (B.2.12)

xk+1
d = xkd + αk(Axk+1 − b), (B.2.13)

where k denotes the iteration number, and αk is the size of the step taken in the
direction of Axk+1 − b. We see that if f (x) is separable in the elements of x, the
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minimization problem (B.2.12) can be decomposed into several problems and solved
in parallel, see Example B.2.2. Unfortunately, the conditions under which the iterates
xk and xk

d are guaranteed to converge to the optimal solution are quite conservative
(Boyd et al., 2011, Ch. 3.1).

Example B.2.2 (Separability)
Consider the optimization problem

minimize
x1,x2

f1(x1) + f2(x2),

subject to
[
a11 a12
a21 a22

] [
x1
x2

]
=

[
b1
b2

]
.

e minimization problem (B.2.12) is[
xk+1

1
xk+1

2

]
= argmin

x1,x2

{ f1(x1) + f2(x2) + x k
d,1(a11x1 + a12x2 − b1)+

xkd,2(a21x1 + a22x2 − b2)},

which is equivalent to solving the two minimization problems

xk+1
1 = argmin

x1

{ f1(x1) + x k
d,1a11x1 + x k

d,2a21x1},

xk+1
2 = argmin

x2

{ f2(x2) + x k
d,1a12x2 + x k

d,2a22x2},

separately.

B.2.3.2 Method of multipliers

e method of multipliers is a penalty method (Bertsekas, 1996, Ch. 5) for solving
optimization problems. In the method of multipliers, the equality constraint in the
optimization problem is added as a soft constraint in the objective function, giving a
new but equivalent optimization problem:

minimize
x

f (x),

subject to Ax = b,

⇔ minimize
x

f (x) + (ρ/2)‖Ax− b‖2
2,

subject to Ax = b,
(B.2.14)
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where ρ is a positive scalar. e parameter ρ is usually referred to as the penalty
parameter, since it penalizes violations of the equality constraint. e Lagrangian of
the new problem (B.2.14) is

Lρ(x, y) = f (x) + xTd (Ax− b) +
ρ

2
‖Ax− b‖2

2. (B.2.15)

e Lagrangian in (B.2.15) is also called the augmented Lagrangian of (B.2.10), since
it is the Lagrangian of (B.2.10) with an added penalty term related to the equality
constraint. Problem (B.2.14) is solved using the dual ascent method as in (B.2.12)-
(B.2.13). at is,

xk+1 = argmin
x

{Lρ(x, x
k
d )}, (B.2.16)

xk+1
d = xkd + ρ(Axk+1 − b). (B.2.17)

Note the difference between (B.2.13) and (B.2.17): e step size αk is now constant
and equal to the penalty parameter ρ. By adding the penalty term to the objective
function and consequently performing the dual ascent method with the augmented
Lagrangian of the original problem (B.2.10), we obtain convergence of the iterates x k

and x k
d under much milder assumptions than for the ordinary dual ascent method.

However, we can see in (B.2.15) that we can no longer separate the minimization
problem in (B.2.16) into several ones without imposing requirements onA, in addition
to requiring f (x) to be separable.

Remark B.2.2
e reason for using ρ as the step size is that it provides nice convergence properties in terms
of dual optimality. For the method of multipliers, ρ directly gives dual optimality, see (Boyd
et al., 2011, Sec. 2.3). For ADMM, ρ gives nice convergence to dual optimality, see (Boyd
et al., 2011, Sec. 3.3).

B.2.3.3 ADMM algorithm

In this section we give an overview of the key elements of ADMM. e overview follows
(Boyd et al., 2011, Ch. 5).

We consider the general optimization problem

minimize
x

f (x),

subject to x ∈ C,
(B.2.18)
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where f is a convex function and C is a convex set. We can re-write optimization
problem (B.2.18) as

minimize
x,xc

f (x) + IC(xc)

subject to x = xc,
(B.2.19)

where IC(xc) is the indicator function on C, defined as

IC(xc) =

{
0 if xc ∈ C,
∞ if xc /∈ C.

By augmenting the decision variable x to (x, xc) and modifying the objective function,
problem (B.2.19) is equal to problem (B.2.10) for appropriateA and b. e augmented
Lagrangian for problem (B.2.19) is

Lρ(x, xc, xd) = f (x) + IC(xc) + xTd (x− xc) +
ρ

2
‖x− xc‖2

2. (B.2.20)

In this thesis, we consider the scaled augmented Lagrangian instead of (B.2.20) (Boyd
et al., 2011, Sec. 3.1.1). at is, we express the augmented Lagrangian using the scaled
dual variable xs = xd/ρ,

Lρ(x, xc, xs) = f (x) + IC(xc) + ρxTs (x− xc) +
ρ

2
‖x− xc‖2

2

= f (x) + IC(xc) +
ρ

2
‖x− xc + xs‖2

2 −
ρ

2
‖xs‖2

2.
(B.2.21)

e reason for using the scaled augmented Lagrangian is simply that it gives shorter
expressions in the ADMM algorithm than if we were to use the original formulation.
e difference between applying the method of multipliers and ADMM to (B.2.19)
lies in the first step (B.2.16). In the method of multipliers we do a joint minimization
over both x and xc, whereas in ADMM we separate the first step into two. erefore,
the ADMM algorithm consists of three main steps. First, we minimize the scaled
augmented Lagrangian with respect to x. Second, we minimize it with respect to xc.
ird, we update the dual variable. at is, at iteration k we perform the following:

xk+1 = argmin
x

{Lρ(x, x
k
c , x

k
s )}, (B.2.22)

xk+1
c = argmin

xc

{Lρ(x
k+1, xc, x

k
s )}, (B.2.23)

xk+1
s = xk

s + (xk+1 − xk+1
c ). (B.2.24)
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e first step (B.2.22) simplifies to

xk+1 = argmin
x

{
f (x) +

ρ

2
‖x− xk

c + xk
s ‖2

2

}
, (B.2.25)

where we can see that, as long as f (x) is separable in the elements of x, the
minimization problem (B.2.25) can be decomposed into several problems and solved
in parallel. e second step (B.2.23) simpifies to

xk+1
c = argmin

xc

{
IC(xc) +

ρ

2
‖xk+1 − xc + xk

s ‖2
2

}
,

which is equivalent to a Euclidean projection of xk+1+xk
s onto the set C. Letting ΠC

denote the Euclidean projection onto C, we can write (B.2.23) as

xk+1
c = ΠC(x

k+1 + xk
s ). (B.2.26)

e sequential minimization over x and xc is why the method is called the alternating
direction method of multipliers.

Convergence

One of the major benefits with ADMM is its convergence property, which is inherited
from the method of multipliers. Under mild assumptions on f (x) and C, we have

f (xk) + IC(x
k
c ) → p�, xk − xk

c → 0,

as k → ∞, where p� denotes the optimal value of the objective function. However, the
rate of convergence is highly dependent on the chosen step size (or penalty parameter)
ρ. ere are different heuristics available for choosing ρ, see (Boyd et al., 2011).

Stopping criterion

e ADMM algorithm is iterated until some stopping criteria are fulfilled. In this
thesis, we consider criteria based on the primal and dual residuals of the optimization
problem. e primal and dual residuals of (B.2.19) are

ekp = (xk − xk
c ), ekd = −ρ(xk

c − xk−1
c ).

e stopping criteria considered are

‖ekp ‖2 ≤
√
nεabs + εrelmax{‖xk‖2, ‖xk

c ‖2},
‖ekd ‖2 ≤

√
nεabs + εrelρ‖xk

s ‖2,
(B.2.27)

where εabs > 0 and εrel > 0 are absolute and relative tolerances, respectively, and n is
the length of the vector x. For more details, see (Boyd et al., 2011, Sec. 3.3).





Chapter B.3

An ADMM Algorithm for �1 Mean
and Covariance Filtering

We derive an efficient and scalable algorithm, where we have exploited the structure
of the problem statement, to solve the �1 mean and covariance filtering problems
described in Chapter B.2.2.

B.3.1 Problem formulation and method

e �1 mean and covariance filtering problems have an objective function consisting
of two parts. e first part relates to fitting the estimates to the measurements, and the
second part relates to finding piecewise constant estimates, the �1 regularization term.
e first part is dependent on the decision variable, while the second part is dependent
on the difference between consecutive decision variables. In this section, we describe
the general problem formulation, and show how we can use the separability of the
objective function to solve the problem efficiently using ADMM.

B.3.1.1 Optimization problem

We consider the problem

minimize
x,r

∑N
i=1 Φi(xi) +

∑N−1
i=1 Ψi(ri),

subject to ri = xi+1 − xi, i = 1, . . . , N − 1,
(B.3.1)

with variables x = (x1, . . . , xN ) ∈ RnN , r = (r1, . . . , rN−1) ∈ Rn(N−1), and
where Φi : R

n → R ∪ {∞} and Ψi : R
n → R ∪ {∞} are convex functions. e

optimization problem (B.3.1) can be formulated as (B.2.18), with decision variables x

119
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and r, objective function

f (x, r) =
N∑
i=1

Φi(xi) +
N−1∑
i=1

Ψi(ri),

and constraint set

C = {(x, r) | ri = xi+1 − xi, i = 1, . . . , N − 1}. (B.3.2)

Consequently, we can re-write (B.3.1) using the indicator function as in (B.2.19). is
leads to the problem

minimize
x,xc,r,rc

∑N
i=1 Φi(xi) +

∑N−1
i=1 Ψi(ri) + IC(xc, rc),

subject to xi = xc,i, i = 1, . . . , N,
ri = rc,i, i = 1, . . . , N − 1,

(B.3.3)

with additional decision variables xc = (xc,1, . . . , xc,N ) and rc = (rc,1, . . . , rc,N−1).
e scaled augmented Lagrangian for problem (B.3.3) is

Lρ((x, r), (xc, rc), (xs, rs)) =

N∑
i=1

Φi(xi) +

N−1∑
i=1

Ψi(ri) + IC(xc, rc)+

ρ

2
‖(x, r)− (xc, rc) + (xs, rs)‖2

2 −
ρ

2
‖(xs, rs)‖2

2,

(B.3.4)

where xs = (xs,1, . . . , xs,N ) and rs = (rs,1, . . . , rs,N−1) are the scaled dual variables
associated with the equality constraints in problem (B.3.3), see (B.2.21).

B.3.1.2 ADMM algorithm

We apply the ADMM algorithm as described in Chapter B.2.3.3 to the problem
formulation (B.3.3).

e objective function f is separable in xi and ri, therefore the first step (B.2.25)
of the ADMM algorithm consists of the 2N − 1 separate minimization problems:

xk+1
i = argmin

xi

{Φi(xi) + (ρ/2)‖xi − xk
c,i + xk

s,i‖2
2}, i = 1, . . . , N,

and

rk+1
i = argmin

ri
{Ψi(ri) + (ρ/2)‖ri − rkc,i + rks,i‖2

2}, i = 1, . . . , N − 1.
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In many cases, we can derive an analytic solution to these minimization problems.
Also, note that we can perform the 2N − 1 updates in parallel.

e second step (B.2.26) of the ADMM algorithm consists of the Euclidean
projection of (xk

p , r
k
p ) = (xk+1 + xk

s , r
k+1 + rks ) onto the constraint set C defined

in (B.3.2). at is,
(xk+1

c , rk+1
c ) = ΠC(x

k
p , r

k
p ).

e projection can be performed efficiently if we use the particular structure of the set
C. An efficient projection is derived in the next section.

e third step (B.2.24) of the ADMM algorithm consists of the updates of the
scaled dual variables:

xk+1
s,i = xk

s,i + (xk+1
i − xk+1

c,i ), i = 1, . . . , N,

and
rk+1
s,i = rks,i + (rk+1

i − rk+1
c,i ), i = 1, . . . , N − 1.

As in the first step, these updates can be performed in parallel. We can formulate
ADMM as Algorithm B.3.1.

Algorithm B.3.1 (ADMM algorithm)
Given the optimization problem

minimize
x,r

∑N
i=1 Φi(xi) +

∑N−1
i=1 Ψi(ri),

subject to ri = xi+1 − xi, i = 1, . . . , N − 1,

with variables x = (x1, . . . , xN ) ∈ RnN and r = (r1, . . . , rN−1) ∈ Rn(N−1). e
kth iteration of the ADMM algorithm is:

1. Solve (xk+1, rk+1) = argmin(x,r){Lρ((x, r), (x
k
c , r

k
c ), (x

k
s , r

k
s ))}:

xk+1
i = argmin

xi

{Φi(xi) + (ρ/2)‖xi − xk
c,i + xk

s,i‖2
2}, i = 1, . . . , N,

(B.3.5)

rk+1
i = argmin

ri
{Ψi(ri) + (ρ/2)‖ri − rkc,i + rks,i‖2

2}, i = 1, . . . , N − 1.

(B.3.6)

2. Solve (xk+1
c , rk+1

c ) = argmin(xc,rc){Lρ((x
k+1, rk+1), (xc, rc), (x

k
s , r

k
s ))}:

(xk+1
c , rk+1

c ) = ΠC(x
k
p , r

k
p ).
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3. Update:

(xk+1
s , rk+1

s ) = (xk
s , r

k
s ) + ((xk+1, rk+1)− (xk+1

c , rk+1
c )).

Steps 1-3 are iterated until the stopping criteria (B.2.27) is fulfilled.

B.3.1.3 Euclidean projection

We derive an efficient procedure of calculating the projection onto the set C defined in
(B.3.2), that is

(xc, rc) = ΠC(xp, rp). (B.3.7)

e projection (B.3.7) is equivalent to the solution to the optimization problems

minimize
xc,rc

‖xc − xp‖2
2 + ‖rc − rp‖2

2,

subject to rc = Dxc,

⇔ minimize
xc

‖xc − xp‖2
2 + ‖Dxc − rp‖2

2,

(B.3.8)

where D ∈ R(N−1)n×Nn is the forward difference operator defined as

D =


−In In

−In In
. . . . . .

−In In

 ,

and In is the identity matrix of dimensions n× n. e solution to problem (B.3.8) is
equivalent to the solution of the corresponding KKT conditions, that is

∇xc(‖xc − xp‖2
2 + ‖Dxc − rp‖2

2) = 0,

see (Boyd and Vandenberghe, 2004, p. 244). Equivalently,

(INn +DTD)xc = xp +DT rp. (B.3.9)

Once we have the solution xc to (B.3.9), we get the optimal rc in (B.3.7) as rc = Dxc.
We can use Cholesky factorization to solve the set of linear equations (B.3.9). We

follow the algorithm stated in (Boyd and Vandenberghe, 2004, p. 670), see Algorithm
B.3.2.
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Algorithm B.3.2 (Solving a set of linear equations by Cholesky factorization)
Suppose we are given a set of linear equations Ax = b, with A∈Sn

++. e solution is
obtained as follows:

1. Cholesky factorization. Factor A as A = LLT .

2. Forward substitution. Solve Lx̃ = b.

3. Backward substitution. Solve LTx = x̃.

See (Boyd and Vandenberghe, 2004, p. 670).

erefore, we first perform the Cholesky factorization of the matrix INn+DTD.
e matrix is block tridiagonal,

INn +DTD =


2In −In
−In 3In −In

. . . . . . . . .
−In 3In −In

−In 2In

 .

e corresponding L is block banded of the form

L =


l1,1
l2,1 l2,2

l3,2 l3,3
. . . . . .

lN,N−1 lN,N

⊗ In,

where ⊗ denotes the Kronecker product. e coefficients li,j can be explicitly
computed via the recursion

l1,1 =
√

2,
li+1,i = −1/li,i, li+1,i+1 =

√
3 − l 2

i+1,i, i = 1, . . . , N − 2,

lN,N−1 = −1/lN−1,N−1, lN,N =
√

2 − l 2
N,N−1.

us, we can formulate an efficient algorithm for solving the projection (B.3.7),
see Algorithm (B.3.3).
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Algorithm B.3.3 (Projection)
Suppose we wish to compute the projection

(xc, rc) = ΠC(xp, rp),

with
C = {(x, r) | r = Dx, r∈Rn(N−1), x∈RnN},

where D ∈ R(N−1)n×Nn is the forward difference operator, and LLT is the Cholesky
factorization of INn +DTD. e solution (xc, rc) is obtained as follows:

1. Form b = xp +DT rp:

b1 = xp,1 − rp,1, bN = xp,N + rp,N−1,
bi = xp,i + (rp,i−1 − rp,i), i = 2, . . . , N − 1.

2. Solve Lx̃c = b:

x̃c,1 = (1/l1,1)b1,

x̃c,i = (1/li,i)(bi − li,i−1x̃c,i−1), i = 2, . . . , N.

3. Solve LTxc = x̃c:

xc,N = (1/lN,N )x̃c,N ,

xc,i = (1/li,i)(yi − li+1,ixc,i+1), i = N − 1, . . . , 1.

4. Set rc = Dxc:

rc,i = xc,i+1 − xc,i, i = 1, . . . , N − 1.

us, we have an efficient algorithm for solving the projection problem (B.3.7).
e solution is obtained withO(nN) floating point operations. Also, note that we can
precompute the inverses 1/li,i for i = 1, . . . , N . erefore, the projection algorithm
only consists of multiplication, addition and subtraction.

B.3.2 Applications

In this section, we consider two specific applications of the method derived. e
applications are �1 mean filtering and �1 covariance filtering.
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B.3.2.1 �1 mean filtering

Consider the �1 mean filtering problem (B.2.8) defined in section B.2.2.2. e problem
is equivalent to

minimize
x1,...,xN ,r1,...,rN−1

∑N
i=1

1
2(yi − xi)

TΣ−1(yi − xi) + λ
∑N−1

i=1 ‖ri‖1,

subject to ri = xi+1 − xi, i = 1, . . . , N − 1,
(B.3.10)

with variables x1, . . . , xN , r1, . . . , rN−1. Problem (B.3.10) is of the form (B.3.1),
with

Φi(xi) =
1
2
(yi − xi)

TΣ−1(yi − xi), Ψi(ri) = λ‖ri‖1.

ADMM steps

For problem (B.3.10), Step 1 of Algorithm B.3.1 can be further simplified. e
solution to the minimization problems in (B.3.5) is equivalent to the solution to the
corresponding KKT conditions. e KKT conditions for (B.3.5) are

∇xi

(
(yi − xi)

TΣ−1(yi − xi) +
ρ

2
‖xi − xkc,i + xks,i‖2

2

)
= 0, i = 1, . . . , N,

see (Boyd and Vandenberghe, 2004, p. 244). Equivalently,

xk+1
i = (Σ−1 + ρI )−1(Σ−1yi + ρ(xkc,i − xks,i)), i = 1, . . . , N.

Problem (B.3.6) is

rk+1
i = argmin

ri
{λ‖ri‖1 + (ρ/2)‖ri − rkc,i + rks,i‖2

2}, i = 1, . . . , N,

which simplifies to the scalar component-wise soft thresholding,

(rk+1
i )j = Sλ/ρ((r

k
c,i − rks,i)j), j = 1, . . . , n,

where Sκ is the vector soft thresholding operator, defined as

Sκ(a) =

{
0 if all elements of a are equal to zero,
(1 − κ/‖a‖2)+a otherwise.

Here, the notation (v)+ = max{0, v} denotes the positive part of v, see (Boyd et al.,
2011, Sec. 4.3.3).
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B.3.2.2 �1 covariance filtering

Consider the �1 covariance filtering problem (B.2.9) defined in Section B.2.2.3. e
problem is equivalent to

minimize
X1,...,XN

−
∑N

i=1
(
log detXi − yTi Xiyi

)
+ λ

∑N−1
i=1 ‖Ri‖1,

subject to Ri = Xi+1 −Xi, i = 1, . . . , N − 1,
(B.3.11)

with variables X1, . . . , XN ∈Sn
++ and R1, . . . , RN−1 ∈ Sn. Problem (B.3.11) is of

the form (B.3.1), with

Φi(Xi) = −log detXi + yTi Xiyi, Ψi(Ri) = λ‖Ri‖1.

ADMM steps

Also here, Step 1 of Algorithm B.3.1 can be simplified. Problem (B.3.5) requires solving

X k+1
i =argmin

Xi�0
{−log detXi + yTi Xiyi + (ρ/2)‖Xi −X k

c,i +X k
s,i‖2

F } =

argmin
Xi�0

{− log detXi + Tr(Xiyiy
T
i ) + (ρ/2)‖Xi −X k

c,i +X k
s,i‖2

F },

(B.3.12)

for i = 1, . . . , N , where ‖(·)‖F is the Frobenius norm. We can solve these
minimization problems analytically using orthogonal eigenvalue decomposition as
described in (Boyd and Vandenberghe, 2004, Ch. 6.5). We first compute the eigenvalue
decomposition of

ρ
(
X k

c,i −X k
s,i

)
− yiy

T
i = QΛQT

where Λ = diag(λ1, . . . , λn). en, we let

x̃j =
λj +

√
λ2
j + 4ρ

2ρ
, j = 1, . . . , n,

and we set
X k+1

i = Q diag(x̃1, . . . , x̃n)Q
T .

Problem (B.3.6) is

Rk+1
i = argmin

Ri

{λ‖Ri‖1 + (ρ/2)‖Rc,i −Rk
s,i + T k

i ‖2
F },
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which simplifies to
Rk+1

i = Sλ/ρ(S
k
i − T k

i ),

where Sκ is the component-wise matrix soft thresholding operator. Hence,

(Rk+1
i )l,m = Sλ/ρ((S

k
i − T k

i )l,m),

for l = 1, . . . , n, m = 1, . . . , n.

Example B.3.1 (�1 mean filtering using ADMM)
Consider a scalar signal yi ∼ N (ȳi, 1) for i = 1, . . . , 400, where

ȳi =


0 if 0 < t ≤ 100,
1 if 100 < t ≤ 200,
0 if 200 < t ≤ 300,
2 if 300 < t ≤ 400.

We want to estimate the mean based on 400 measurements. To obtain the estimates we solve
problem (B.2.8) using ADMM. To improve convergence of the ADMM algorithm, we use
over-relaxation with α = 1.8, see (Boyd et al., 2011, Sec. 3.4.3). e weight λ on the
�1 regularization term is chosen as 10% of λmax, where λmax is the maximal value of λ
that provides a non-constant estimate of the mean. Here, λmax ≈ 108 and so λ = 10. We
choose absolute tolerance εabs = 10−4 and relative tolerance εrel = 10−3 in the stopping
criterion, see (B.2.27). e resulting residuals are shown in Figure B.3.1 and the estimates
are shown in Figure B.3.2.

Remark B.3.1
e expression for λmax is derived for the scalar �1 mean and covariance filtering problems
in (Wahlberg et al., 2011b). It is shown that the optimality conditions of the considered
optimization problems with λ ≥ λmax are only fulfilled if

xi =
1
N

N∑
t=1

yt, i = 1, . . . , N,

for the �1 mean filtering problem, and if

Xi =
1
N

N∑
t=1

y 2
t , i = 1, . . . , N,

for the �1 covariance filtering problem. at is, the estimates are constant and equal to the
empirical mean and sample covariance, respectively.
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Figure B.3.1 Example B.3.1: Residual convergence. Primal residual ep ( ), and dual
residual ed ( ) are shown.
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Figure B.3.2 Example B.3.1: �1 mean filtering. Estimated mean ( ), true mean ( ),
and measurements ( ) are shown.

We also used CVX (Grant and Boyd, 2011) to solve the �1 mean filtering problem
in Example B.3.1. e computation time for CVX was approximately 20 seconds,
while the proposed ADMM algorithm implemented in C took 2.2 milliseconds,
10000 times faster than the generic solver. We did not exploit the possibility to solve
(B.3.5) and (B.3.6) of the ADMM algorithm in parallel. erefore, further speed-up
is expected if a multiple core CPU is used.
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B.3.3 Conclusions

We have derived an efficient and scalable ADMM algorithm for certain optimization
problems occurring in signal processing. e key property of the algorithm is that it
exploits the structure of the problem at hand. We illustrated the method on �1 mean
and covariance filtering, and simulation results were provided for the scalar �1 mean
filtering problem. e ADMM algorithm has one tuning parameter, the step size ρ,
which is chosen heuristically (Boyd et al., 2011).





Chapter B.4

An ADMM Algorithm for �1
Regularized MPC

We derive an efficient and scalable algorithm, where we have exploited the structure
of the problem statement, to solve the �1 regularized MPC. By this, we mean an MPC
where the increments of the input signal are penalized using the �1-norm.

B.4.1 Problem formulation and method

We consider an open loop control problem of finding an input sequence that minimizes
a finite horizon cost function, given a model and an initial state. e problem is
formulated as

minimize
u0,...,uH−1

‖xH‖2
2,Q +

∑H
i=1 ‖yi−1‖2

2 + λ
∑H

i=1 ‖zi−1‖1,

subject to xi = Axi−1 +Bui−1, i = 1, . . . , H,
yi−1 = Cxi−1 +Dui−1, i = 1, . . . , H,
zi−1 = Exi−1 + Fui−1, i = 1, . . . , H,

(B.4.1)

where xi ∈ Rnx is the state vector, ui ∈ Rnu is the input vector, and yi ∈ Rny and
zi ∈ Rnz are auxiliary variables. Formulation (B.4.1) captures several optimization
problems that may occur in �1 regularized MPC (Gallieri and Maciejowski, 2012).
Remark B.4.1
Box constraints can be added to Problem (B.4.1) by introducing

wi = Gxi−1 +Hui−1, i = 1, . . . , H,

wi ≤ gi, i = 1, . . . , H,

and using two indicator functions, instead of only one, in Problem (B.4.2).

131
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B.4.1.1 ADMM formulation

e optimization problem (B.4.1) is of the same form as the optimization problem
(B.2.18). e vector variables are

x = (x0, . . . , xH), y = (y0, . . . , yH−1),
u = (u0, . . . , uH−1), z = (z0, . . . , zH−1),

the objective function is

f (x, y, u, z) =‖xH‖2
2,Q +

H∑
i=1

‖yi−1‖2
2 + λ

H∑
i=1

‖zi−1‖1,

and the constraint set is given by

C = {(x, y, u, z)| xi = Axi−1 +Bui−1, i = 1, . . . , H
yi−1 = Cxi−1 +Dui−1, i = 1, . . . , H,
zi−1 = Exi−1 + Fui−1, i = 1, . . . , H}.

us, the ADMM formulation of the optimization problem (B.4.1) is

minimize f (x, y, u, z) + IC(xc, yc, uc, zc),
subject to x = xc, y = yc, u = uc, z = zc.

(B.4.2)

Step 1 of ADMM

e first step of Algorithm B.3.1 is almost the same as the one for �1 mean filtering
in Section B.3.2.1. We solve 4H + 1 separate minimization problems because
f (x, y, u, z) is separable in its arguments. For the vector variables x, y and u
the minimization problems have a quadratic cost function and no constraints. e
solutions are

xk+1
i = xk

c,i − xk
d,i, i = 0, . . . , H − 1,

xk+1
H = (2Q+ ρIn)

−1ρ(xk
c,H − xk

d,H),

y k+1
i = (2 + ρ)−1ρ(y k

c,i − y k
d,i), i = 0, . . . , H − 1,

uk+1
i = uk

c,i − uk
d,i, i = 0, . . . , H − 1.

For the vector variable z, the minimization problem is

z k+1
i = argmin

zi
{λ‖zi‖1 + (ρ/2)‖zi − z k

c,i + z k
d,i‖2

2}, (B.4.3)
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with component-wise solutions (z k+1
i )j = Sλ/ρ((z

k
c,i−z k

d,i)j), for i = 0, . . . , H−1,
and j = 1, . . . , p, where Sλ/ρ is the soft thresholding operator (Boyd et al., 2011,
Sec. 4.3.3).

Step 2 of ADMM

e second step of Algorithm B.3.1 consists of a projection of the vector

(xk
p , y

k
p , u

k
p , z

k
p ) = (xk+1 + xk

d , y
k+1 + y k

d , u
k+1 + uk

d , z
k+1 + z k

d )

onto the constraint set C. at is,

(xk+1
c , y k+1

c , uk+1
c , z k+1

c ) = ΠC((x
k
p , y

k
p , u

k
p , z

k
p )).

e projection can be formulated as the optimization problem

minimize ‖(xk+1
c , y k+1

c , uk+1
c , z k+1

c )− (xk
p , y

k
p , u

k
p , z

k
p )‖2

2,

subject to (xk+1
c , y k+1

c , uk+1
c , z k+1

c ) ∈ C. (B.4.4)

To simplify notation in the rest of this section, we will drop the use of the superscripts
k and k + 1. An equivalent optimization problem to the one in (B.4.4) is

minimize vTQv + qT v
subject to Fv = g,

(B.4.5)

where

v = (xc,0, uc,0, . . . , xc,H−1, uc,H−1, xc,H),

g = (xc,0, 0, . . . , 0),
q = (r0, s0, . . . , rH−1, sH−1, 0),

ri = −2(xTp,i + zTp,iE + yTp,iC),

si = −2(uTp,i + zTp,iF + yTp,iD),

Q =

[
T 0
0 Q

]
, T = IH ⊗

[
P S
ST R

]
,

P = Inx + CTC + ETE,

R = Inu +DTD + F TF,

S = CTD + ETF,

F =


Inx 0 0 0 . . . 0
−A −B Inx 0 . . . 0
...

. . . . . . . . . . . .
...

0 . . . . . . −A −B Inx

 .
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e symbol ⊗ denotes the Kronecker product. e optimization problem (B.4.5)
is a linear quadratic regulator problem with an additional linear term in the cost
function. Its solution is equivalent to the solution of its KKT conditions (Boyd and
Vandenberghe, 2004, p. 244). e KKT conditions of the optimization problem
(B.4.5) are [

2Q FT

F 0

]
w −

[
−q
g

]
= 0, (B.4.6)

with w = (v, vd), where vd is the Lagrange multiplier corresponding to the equality
constraint Fv = g. e solution to the optimization problem in (B.4.4) is obtained
by extracting xc and uc from v, and calculating yc and zc from the equations defining
the constraint set C.

e KKT conditions (B.4.6) are a system of linear equations and can be efficiently
solved using a Riccati recursion as in (Glad and Jonson, 1984). e procedure is
described in detail in Algorithm B.4.1, but first we introduce some simplifying
notation. We consider the system of linear equations[

Q̃ FT

F 0

] [
ξ
λ

]
=

[
rξ
rλ

]
, (B.4.7)

where Q̃ and F are block-diagonal matrices defined as

Q̃ =

[
T̃ 0
0 Q̃

]
, T̃ = IH ⊗

[
T̃ 11 T̃ 12

T̃
T
12 T̃ 22

]
,

and

F =


Inx 0 0 0 . . . 0
−A −B Inx 0 . . . 0
...

. . . . . . . . . . . .
...

0 . . . . . . −A −B Inx

 .

e vectors ξ, λ, rξ and rλ can be divided into sub-vectors

ξ = (x0, u0, . . . , uH−1, xH), λ = (λ0, . . . , λH),
rξ = (rx,0, ru,0, . . . , ru,H−1, rx,H), rλ = (rλ,0, . . . , rλ,H),

where xi is given by the system equations

xi+1 = Axi +Bui + rλ,i+1.
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It is shown in (Rao et al., 1998), that there exists a matrix Si and a vector Ψi such that

λi + Sixi = Ψi, i = 0 . . . H,

where SH = Q̃, ΨH = rx,H , and x0 = rλ,0. e matrices Si and the vectors Ψi

for i = 0, . . . , H can be found through backward recursion. We then obtain ξ and λ
through forward recursion. See Algorithm B.4.1.

Algorithm B.4.1 (Riccati recursion)
e algorithm is as follows:

1. Backward recursion. Update Si and Ψi:

Fi+1 = T̃ 11 +ATSi+1A, Hi+1 = T̃ 12 +ATSi+1B,

Gi+1 = T̃ 22 +BTSi+1B, ψi+1 = Ψi+1 − Si+1rλ,i+1,

Si = Fi+1 −Hi+1G
−1
i+1H

T
i+1,

Ψi = rx,i +ATψi+1 −Hi+1G
−1
i+1(ru,i +BTψi+1).

2. Forward recursion. Update λi, ui+1 and xi+1:

λi = −Sixi +Ψi,

ui+1 = G−1
i+1(ru,i +BTψi+1 −HT

i+1xi),

xi+1 = Axi +Bui + rλ,i+1.

See (Rao et al., 1998).

Step 3 of ADMM

In the third step of Algorithm B.3.1, we update the scaled dual variables. at is,

xk+1
d,i = xk

d,i + (xk+1
i − xk+1

c,i ), i = 0, . . . , H,

y k+1
d,i = y k

d,i + (y k+1
i − ỹ k+1

c,i ), i = 0, . . . , H − 1,

uk+1
d,i = uk

d,i + (uk+1
i − uk+1

c,i ), i = 0, . . . , H − 1,

z k+1
d,i = z k

d,i + (z k+1
i − z k+1

c,i ), i = 0, . . . , H − 1.
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Unstable model

IfA is unstable, the Riccati recursion might not provide the correct solution to (B.4.7).
To avoid this, we prestabilize the state-space equations using state feedback control, see
(Rao et al., 1998), (Keerthi and Gilbert, 1986), (Rossiter et al., 1998). at is, we let

xi+1 = Axi +Bui,
ui = −Lxi + vk,

(B.4.8)

where L is the feedback vector. We can reformulate (B.4.8) as

xi+1 = (A−BL)xi +Bvi,

and treat vi as the unknown input signal. e solutions obtained from the Riccati
recursion is the values of xi and vi. e solution in terms of the original parameters xi
and ui can be obtained as [

xi
ui

]
=

[
I 0
−L I

] [
xi
vi

]
.

B.4.2 Application

In this section, we describe how the ADMM algorithm can be used to solve an �1
regularized MPC problem without inequality constraints.

B.4.2.1 Model

We consider a linear and discrete model of a system. e model is given by

x(t+ 1) = Ax(t) +Bu(t) +Ke(t),
y(t) = Cx(t) + e(t),

(B.4.9)

where x(t) ∈ Rnx is the state vector, u(t) ∈ Rnu is the input vector and y(t) ∈ Rny

is the output vector.

B.4.2.2 Cost function

e control objective is to drive the output vector to zero, the regulator problem
(Maciejowski, 2002), while using a piece-wise constant input signal. Such a control
objective can be described by the cost function

V (t) = ‖x̂(t+Hp|t)‖2
2,Q̄ +

∑Hp

i=1 ‖ŷ(t+ i− 1|t)‖2
2,Q+

λ
∑Hu

i=1‖∆û(t+ i− 1|t)‖1.
(B.4.10)
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B.4.2.3 Optimization problem

e control objective can be achieved by minimizing the cost function in (B.4.10) given
the model in (B.4.9) in each time step t, in accordance with the receding horizon idea
(Maciejowski, 2002, pp. 7-9). We can formulate the optimization problem as

minimize
û(t+i|t),i=0,...,Hp−1

V (t),

subject to x̂(t+ i|t) = Ax̂(t+ i− 1|t) +Bû(t+ i− 1|t),
i = 1, . . . , Hp,
x̂(t|t) = x(t),
ŷ(t+ i− 1|t) = C x̂(t+ i− 1|t), i = 1, . . . , Hp.

(B.4.11)
e optimization problem in (B.4.11) is similar to (App.1.3). e significant difference
is the use of the �1-norm of ∆û(t+ i|t) instead of the �2-norm in the cost function in
(App.1.2). e former typically promotes sparse ∆û(t+ i|t) for i = 0, . . . , Hu − 1,
while the latter promotes small but non-zero elements of ∆û(t + i|t) for i =
0, . . . , Hu−1, see (Boyd and Vandenberghe, 2004, pp. 300-301). To simplify notation
in the rest of the chapter we denote x̂(t+ i|t) as xi, ŷ(t+ i|t) as yi, and so forth.

B.4.2.4 MPC formulation

We consider the optimization problem (B.4.11). We set the predicted output vector to
be the predicted state vector, and the prediction horizon equal to the control horizon,
H = Hp = Hu, which gives the problem

minimize ‖xH‖2
2,Q̄ +

∑H
i=1 ‖xi−1‖2

2,Q + λ
∑H

i=1 ‖∆ui−1‖1,

subject to xi = Axi−1 +Bui−1, i = 1, . . . , H.
(B.4.12)

e optimization problem in (B.4.12) can be reformulated by replacing ui with ∆ui
in a similar way as in (Maciejowski, 2002, Sec. 2.4). We introduce three new vector
variables x̃i ∈ Rn+l, ỹi ∈ Rn and zi ∈ Rl in the following way:

minimize ‖x̃H‖2
2,Q̃

+
∑H

i=1 ‖ỹi−1‖2
2 + λ

∑H
i=1 ‖zi−1‖1,

subject to x̃i = Ãx̃i−1 + B̃∆ui−1, i = 1, . . . , H,

ỹi−1 = C̃ x̃i−1 +D∆ui−1, i = 1, . . . , H,
zi−1 = Ex̃i−1 + F∆ui−1, i = 1, . . . , H.

(B.4.13)

Here, x̃i is the state vector augmented with the input vector at the previous time step,
that is, x̃i = (xi, ui−1). e matrices Ã, B̃ and C̃ are given by

Ã =

[
A B
0 Il

]
, B̃ =

[
B
Il

]
, C̃ =

[
c 0

]
,
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Table B.4.1 Parameters of the water tank process and their values.

Parameter Value Description

ai {0.17 0.15 0.11 0.08} cm2 cross sectional area of outlet of Tank i
Ai 15.5 cm2 cross sectional area of Tank i
γj 0.625 fraction of flow from Pump j to lower

tank
kj 4.14 cm3/(sV) voltage to volumetric flow rate pro-

portionality constant of Pump j
lj 1 V/cm water level to voltage proportionality

constant of sensor j

where c is chosen such that Q = cT c, and the matrices D, E, F and Q̃ are given by

D = 0, E = 0, F = Il, Q̃ =

[
Q̄ 0
0 0

]
.

e optimization problem (B.4.13) is of the same form as (B.4.1), with ∆ui acting
as the input. erefore, we can solve (B.4.13) efficiently using ADMM and a Riccati
recursion. Note that in this particular case, we can precalculate Fi, Hi, Gi and Si in
the Riccati recursion, before we start the MPC iterations.

B.4.3 Simulation study

In this section, we apply the ADMM algorithm to an �1 regularized MPC problem.
All the examples are performed with ρ = 1. To improve convergence we use over-
relaxation with α = 1.8, see (Boyd et al., 2011, Sec. 3.4.3), and we warm-start each
ADMM iteration with the variable values obtained in the previous MPC iteration. We
use stopping criteria (B.2.27) with εabs = 10−5 and εrel = 10−4.

B.4.3.1 System

e system is the water tanks process presented in Section A.4.1. All the parameters of
the process and their corresponding value are listed in Table B.4.1. e measurement
noise e is zero-mean Gaussian with covariance matrix 10−3I2. e equilibrium points
of the system are xo = (15, 15, 3, 12) cm and uo = (7.8, 5.25) V.
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Example B.4.1 (Water tank process)
We set H = 5, Q = I2, and Q̃ = 0. e system is initialized with x(0) =
(16, 16, 4, 13) cm and u(0) = uo. A Kalman filter is used to estimate the complete state
vector during simulation. e MPC iterates for 10 time steps. We perform the same MPC
simulation for λ equal to 0.05, 0.1, 2 and 5. e applied input sequences are shown in
Figure B.4.1 and the output sequences are shown in Figure B.4.2. We see that the applied
input signal varies over time for low values of λ. As λ gets larger, the input signal becomes
piece-wise constant, and eventually completely constant. We also see that a more restrictive
control strategy, that is, a higher value of λ, gives worse control performance in terms of
response time and static error.

Example B.4.2 (Number of iterations in ADMM)
Figure B.4.3 shows the number of iterations required in ADMM for fulfilling the stopping
criteria in Example B.4.1. We also investigate the number of iterations required without
warm-starting the algorithm. e conclusion is that a warm-start improves the convergence
of ADMM when the plant inputs are close to constant and no rapid changes in the plant
states occur. When this is not the case, we get similar performance with as without warm-
start. It is natural that the benefit of warm-starting increases when the states move less.

Example B.4.3 (Convergence of ADMM)
Here we investigate the same set-up as in Example B.4.1. We only consider λ = 0.1 and
the first optimization problem solved in the MPC iterations. We calculate the error of the
cost function in (App.1.2) for each iteration in ADMM. e error is defined as ek =
V ∗ − V k, where V ∗ is the true optimal value of the cost and V k is the value obtained
in the kth ADMM iteration. e true optimal value is approximated with the solution
obtained by running ADMM for 1000 iterations. e optimal value is verified using CVX
(Grant and Boyd, 2011). e resulting error is shown in Figure B.4.4. e true optimal
value is V ∗ = 4.58108, and the final value obtained from ADMM is V 264 = 4.58105,
where 264 is the number of iterations required to fulfill the stopping criteria. A rapid drop
in the error occurs in the first iterations in ADMM. e ADMM algorithm iterates until the
stopping criteria are fulfilled, however, for improved visibility of the drop we only show the
first 50 iterates. Note that since the ADMM solution is not necessarily feasible it is possible
to achieve a value of the cost function at iteration k that is lower than the optimal one. e
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corresponding primal and dual residuals are shown in Figure B.4.5. We see a rapid drop in
error and residuals for the first 20 iterations in ADMM (e20 = −0.03, e20

p = 0.11 and
e20
d = 0.06), confirming that ADMM converges rapidly to a moderate accuracy.
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Figure B.4.1 Example B.4.1: Applied input sequences. e applied input sequences
denoted ( ), ( ), ( ) and ( ) correspond to λ equal to 0.05, 0.1, 2 and 5,
respectively.
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Figure B.4.2 Example B.4.1: Measured output sequences. e measured output sequences
denoted ( ), ( ), ( ) and ( ) correspond to λ equal to 0.05, 0.1, 2 and 5,
respectively. e equilibrium point of the water levels is 15 cm.
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Figure B.4.3 Example B.4.2: Number of iterations in ADMM required for fulfilling the
stopping criteria. e iteration sequences ( ), ( ), ( ) and ( ) correspond to
λ equal to 0.05, 0.1, 2 and 5, respectively. e number of iterations required drops when
no rapid changes in system inputs or states occur.
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Figure B.4.4 Example B.4.3: Error of cost function. e error for each iteration in ADMM.
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Figure B.4.5 Example B.4.3: Primal and dual residuals. e primal ( ) and dual ( )
residuals are calculated for each iteration in ADMM in the first iteration of MPC. e
vertical line shows where the stopping criteria are fulfilled.

Example B.4.4 (Time of iterations in ADMM)
We consider the set-up in Example B.4.1 with λ = 0.1 and a prediction horizonH varying
from 5 to 100 in steps of 5. We only consider the first optimization problem solved in the
MPC iterations and we fix the number of iterations in ADMM to 1000. We calculate the
mean value of the time required for an iteration in ADMM. Figure B.4.6 shows the resulting
means with respect to the prediction horizon. We see that the mean time of the iterations in
ADMM is linear in the prediction horizon. is is expected since the computational cost of
the Riccati recursion is linear in H (Rao et al., 1998).

Example B.4.5 (Required accuracy)
Example B.4.3 shows how close the ADMM solution is to the optimal one for εabs = 10−5

and εrel = 10−4 in the stopping criteria (B.2.27). However, the stopping criteria used
may be too conservative with respect to required control performance. For example, if we in
Example B.4.1 with λ = 0.1 restrict the number of iterations in ADMM to 10, we could
have a sampling rate of 100 Hz in the MPC, see Figure B.4.6. e input signals obtained
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Figure B.4.6 Example B.4.4: Mean value of time required for an iteration in ADMM. e
mean values are calculated over 1000 iterations in ADMM, for a prediction horizon H
varying from 5 to 100 in steps of 5. e mean time is linear in the prediction horizon.

with both 10 and 1000 iterations in ADMM are shown in Figure B.4.7. e corresponding
output signals are shown in Figure B.4.8. We see that, although the signals differ from each
other, they still have the same over-all behavior.

B.4.4 Conclusion

We have derived a method for solving optimization problems with an �1 regularized
cost function subject to recursive equality constraints. e optimization problem
occurs in control applications, for example �1 regularized MPC. e method is based
on the ADMM algorithm. We have shown that the costly projection step in ADMM
is equivalent to solving a linear quadratic regulator problem with an additional linear
term in the cost function.
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Figure B.4.7 Example B.4.5: Applied input sequences. e applied input sequences ( )
and ( ) correspond to 10 and 1000 iterations in ADMM, respectively. Although, the
sequences differ the over-all behavior is the same.
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Figure B.4.8 Example B.4.5: Measured output sequences. e measured output sequences
( ) and ( ) correspond to 10 and 1000 iterations in ADMM, respectively. Although,
the sequences differ the over-all behavior is the same.



Chapter B.5

Conclusion

In Chapter B.3 we considered a general optimization problem (B.3.1), and derived an
efficient and scalable distributed algorithm for solving it. e algorithm is of ADMM
type. We exemplified the algorithm in Chapters B.3 and B.4 on �1 mean and covariance
filtering, and �1 regularized MPC.

For all three examples above, the most expensive step of the algorithm is the
Euclidean projection step. For the �1 mean and covariance filtering problems, we
showed that the projection is equivalent to solving a set of linear equations, the
KKT conditions. By using Cholesky factorization the projection reduces to a number
of addition, subtraction and multiplication operations. For the �1 regularized MPC
problems, the projection, once again, is equivalent to solving a set of linear equations,
the KKT conditions. We can use Riccati recursion to solve the equations in an efficient
manner.

B.5.1 Future work

An interesting idea for future work is to apply the method derived in practice, that is, to
perform �1 mean and covariance filtering, and �1 regularized MPC in an experimental
set-up. A comparison should also be made with other competitive methods.
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Chapter C.1

Introduction

We propose an efficient distributed algorithm for solving coupled convex optimization
problems. e algorithm is based on a primal-dual interior-point method in which we
use the alternating direction method of multipliers (ADMM) to compute the primal-
dual directions at each iteration of the method. is enables us to join the convergence
properties of primal-dual interior-point methods with the parallelizability of ADMM.
e resulting algorithm has more attractive computational properties compared to
ADMM directly applied to our problem. e amount of computations that needs to be
conducted by each computing agent is far less. In particular, the updates for all variables
can be expressed in closed form, irrespective of the type of optimization problem. e
most expensive computational load of the algorithm occurs in the updates of the primal
variables and can be precomputed in each iteration of the interior-point method.

C.1.1 Problem formulation

We are interested in solving convex optimization problems of the form

minimize
x

f1(x) + · · ·+ fN (x), (C.1.1a)

subject to Gi(x) ≤ 0, i = 1, . . . , N, (C.1.1b)

Aix = bi, i = 1, . . . , N, (C.1.1c)

where fi : R
n → R, Gi : Rn → Rmi and Ai ∈ Rpi×n with pi < n and

rank(Ai) = pi for all i = 1, . . . , N . We assume that the function pairs fi, Gi

and their corresponding Ai for i = 1, . . . , N , depend only on a small subset of the
elements of the variable x and we denote the ordered set of the indices of these variables
by Ji. e ordered set of indices of triplets fi, Gi, Ai that depend on or are multiplied
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with xj is denoted by Ij , that is, Ij = {k | j ∈ Jk}. It is commonly the case that
|Ji| � n for all i = 1, . . . , N and that the intersection among some of these sets is
non-empty.

Centralized algorithms for solving optimization problems of the form (C.1.1) can
be unviable. is is due to lack of powerful enough centralized computational units,
or because the problem cannot be formed as a centralized optimization problem due
to its structural constraints, such as privacy requirements, for example when nodes in
a network are restricted in what local information they are allowed to share globally
across the network. In this thesis, we focus on problems that prohibit us from using
centralized solvers due to the latter set of reasons, and propose algorithms that enable us
to solve them and discuss their computational properties. Notice that these problems
do not necessarily have to be large-scale. A sensible approach for circumventing
these structural issues is to use distributed optimization algorithms, which rely on
collaboration of multiple computing agents to solve the problem. In such a setting,
each agent is assigned a local subproblem, and at every iteration it solves its subproblem
and communicates or collaborates with certain other agents. is is done repeatedly
until the network of agents arrives or agrees on a solution.

C.1.2 Related work

Distributed optimization methods have been studied for many years, see for example
(Bertsekas and Tsitsiklis, 1997; Eckstein, 1989; Boyd et al., 2011; Nedic and Ozdaglar,
2009; Nedic et al., 2010). One of the most common approaches for designing
distributed algorithms is to apply first order or splitting methods directly to the
problem or some reformulation of it. e first order methods based on subgradient
or gradient methods are perhaps among the simplest, see for example (Nedic and
Ozdaglar, 2009; Nedic et al., 2010). e local computations that need to be performed
by each agent are usually elementary. However, these algorithms are very sensitive to
the scaling of the problem. ey also generally require many iterations to converge to
a solution with even medium accuracy, (Bertsekas and Tsitsiklis, 1997). In order to
alleviate these issues there has been a surge of interest to devise distributed algorithms
based on proximal or other splitting methods, for example see (Bertsekas and Tsitsiklis,
1997; Eckstein, 1989; Boyd et al., 2011; Combettes and Pesquet, 2011). For certain
classes of problems, for instance when the objective function of the equivalent
unconstrained reformulation of the problem has two terms and/or is strongly convex,
such algorithms commonly enjoy better convergence properties, (Goldfarb et al., 2012;
Goldstein et al., 2012) and are less sensitive to the scaling of the problem. However,
they are generally more complicated in that the local computational burden is higher,
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and the communication protocols are more sophisticated, see for example (Summers
and Lygeros, 2012; Ohlsson et al., 2013). Moreover, extra care must be taken if
one wishes to apply proximal point methods to more general classes of problems,
as these algorithms might even diverge, see for example (Chen et al., 2013). ere
have been suggestions on how to modify these methods to allow application to more
general problems. However, the resulting algorithms can become overly complicated
to implement, particularly in a distributed fashion, (Goldfarb et al., 2012; Han and
Yuan, 2012; Hong and Luo, 2012).

Another approach for designing distributed optimization algorithms is to use
second order methods, for example see (Chu et al., 2011; Wei et al., 2013; Necoara and
Suykens, 2009). For instance, in (Necoara and Suykens, 2009) the authors propose a
distributed optimization method based on an interior-point method. e introduced
algorithm is obtained by first performing a Lagrangian decomposition of the problem
and then efficiently solving the subproblems using interior-point methods. However,
in the proposed algorithm, the computational cost for solving the subproblems can
still be considerable. e authors in (Chu et al., 2011) propose a distributed Newton
method for solving coupled unconstrained quadratic problems, which is used for
anomaly detection in large populations. is distributed method is only applicable
to unconstrained quadratic problems. In (Wei et al., 2013), a distributed Newton
method for solving a network utility maximization problem is proposed. e cost
function for such problems is given by a summation of several terms where each term
depends on a single scalar variable. is structure allows the authors to employ a matrix
splitting method which in turn enables them to distribute the computations of the
inexact Newton directions. However, this method relies on the special structure in the
considered problem and hence can only be used in particular cases.

e approach presented in the latter paper falls in the class of inexact interior-
point methods which have been studied thoroughly over the past two decades, for
example see (Bellavia, 1998; Freund et al., 1999; Mizuno and Jarre, 1999; Hansson,
2000; Korzak, 2000; Durazzi and Ruggiero, 2003; Bellavia and Pieraccini, 2004;
Zhou and Toh, 2004; Bonettini et al., 2005; Bonettini and Ruggiero, 2007; Toh,
2008; Lu et al., 2009; Al-Jeiroudi and Gondzio, 2009; Curtis et al., 2010, 2012).
ese methods combine primal or primal-dual interior point methods with iterative
algorithms for solving linear systems of equations. is is motivated by the fact that
we need to solve a linear system of equations in every iteration of a primal or primal-
dual interior-point method, in order to compute primal or primal-dual directions.
ese methods provide bounds on the required accuracy of the computed directions
at each iteration in order to guarantee convergence. e papers (Freund et al., 1999)
and (Mizuno and Jarre, 1999) consider linear programs (LPs) and focus on the design
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of these accuracy bounds. In particular, they provide bounds on primal and dual
residuals and computed directions to assure convergence of their respective proposed
inexact interior-point method. LPs are also considered in (Korzak, 2000) where the
author proposes an inexact interior-point method with quasi-minimal residual (QMR)
technique and conjugate gradient (CG) as inexact solvers of choice. Also in (Al-
Jeiroudi and Gondzio, 2009), the authors consider LPs and they focus on devising
efficient pre-conditioners for CG algorithms for solving the underlying linear equations
more efficiently, called preconditioned conjugate gradient (PCG) algorithms. An
inexact primal-dual method for solving robust optimal control problems is proposed
in (Hansson, 2000) with QMR as the iterative solver of choice. e papers (Bellavia
and Pieraccini, 2004) and (Zhou and Toh, 2004) consider semidefinite programs
and propose inexact primal-dual interior point methods for solving the problem. e
inexact solvers in these papers were PCG for which they both propose efficient pre-
conditioners to improve the convergence properties. ey also propose similar accuracy
bounds on the computed directions that depend solely on the complementarity gap.
In (Toh, 2008) a quadratic semi-definite program is considered where the author
uses a pre-conditioned QMR algorithm and proposes efficient pre-conditioners for
further improvement of its convergence rate. Inexact interior-point methods have
also been used for solving constrained nonlinear systems of equations, which can
be considered as KKT optimality conditions for general optimization problems (not
necessarily convex). For instance (Bellavia, 1998) proposes an inexact interior-point
method for solving constrained nonlinear monotone systems of equations, under the
assumption that the Jacobian of the system of equations is invertible at the solution.
e authors in (Durazzi and Ruggiero, 2003) put forth a similar framework for solving
general constrained nonlinear systems of equations and they use the PCG algorithm
for solving them with respect to primal-dual directions. In (Bonettini et al., 2005) an
inexact interior-point method for solving constrained nonlinear system of equations
is proposed which uses the method of multipliers, see Section B.2.3.2, for solving the
underlying linear systems of equations. e authors further investigate the numerical
properties of the proposed method and compare with the case when they use PCG as
the iterative solver of choice in (Bonettini and Ruggiero, 2007).

Notice that design of distributed algorithms for solving optimization problems was
not the focus of any of the works discussed in the previous paragraph. In this paper,
we focus on devising a distributed optimization algorithm based on a primal-dual
interior-point method for solving coupled optimization problems. ese constitute a
more general class of problems than those considered by (Chu et al., 2011; Wei et al.,
2013; Necoara and Suykens, 2009). To this end, we first exploit the coupling in the
problem using consistency constraints and use splitting methods, particularly ADMM,
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to compute the primal-dual directions in a distributed manner.
Our proposed distributed optimization algorithm has attractive computational

properties and we believe that the key to achieving this has been the use of ADMM for
computing the primal-dual directions. We are not aware of any other iterative solvers
that would present the same characteristics as listed above.





Chapter C.2

Background

In this chapter we present the necessary mathematical background of the primal-dual
interior-point method and the considered problem formulation. First, we define the
notation. Second, we explain the problem formulation, the structure of coupling and
how to use the primal-dual interior-point method to solve the problem.

C.2.1 Notation

Given a set J ⊂ {1, 2, . . . , n}, the matrix EJ ∈ R|J |×n is obtained by deleting the
rows indexed by Nn \ J from an identity matrix of order n, where |J | denotes the
number of elements in set J . Consequently, EJx is a |J |-dimensional vector with the
components of x that correspond to the elements in J . We denote this vector xJ .
We denote by x

i,(l)
j the jth element of vector xi at the lth iteration of the interior-

point method. Given vectors xi and matrices Ai for i = 1, . . . , N , the column vector
(x1, . . . , xN ) is all of the given vectors stacked, the matrix [(x1)T , . . . , (xN )T ] is all of
the row vectors stacked, and blkdiag(A1, . . . , AN ) represents a block-diagonal matrix
with Ai as its diagonal blocks. Similarly, given a vector x ∈ Rn, diag(x1, . . . , xn)
denotes a diagonal matrix with its diagonals expressed by elements of x. e vector 1 is
a vector of ones of appropriate dimensions given by the context. e inequality x ≤ y,
where x, y ∈ Rn, means xj ≤ yj for j = 1, . . . , n. e standard uniform distribution
over interval [a, b] is denotedU(a, b). Here x denotes all primal variables, s is the slack
variable vector, λ is the dual variable vector corresponding to inequality constraints and
v is the dual variable vector corresponding to equality constraints. When formulating a
coupled problem, we introduce an additional primal variable w and an additional dual
variable vc, both correspond to the consistency constraint in the coupled problem.
Given z and ∆z, we also define f(α) as f(z + α∆z) which yields f(0) = f(z).
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To make the definitions of the sets J and I more concrete we include Exam-
ple C.2.1.

Example C.2.1 (Notation)
Set x = (x1, x2, x3, x4, x5, x6) and N = 3, with xJ1 = (x1, x2), xJ2 = (x2, x3)
and xJ3 = (x1, x4, x5, x6). en, J1 = {1, 2}, J2 = {2, 3} and J3 = {1, 4, 5, 6};
and I1 = {1, 3}, I2 = {1, 2}, I3 = {2}, I4 = {3}, I5 = {3} and I6 = {3}. e
problem in (C.2.1) below, can thus be written as

minimize
W,x,S

f̄1(w
1, w2) + f̄2(w

3, w4) + f̄3(w
5, w6, w7, w8),

subject to Ḡ1(w1, w2) + s1 = 0, Ḡ2(w3, w4) + s2 = 0, Ḡ3(w5, w6, w7, w8) + s3=0,

Ā1(w1, w2) = b1, Ā2(w3, w4) = b2, Ā3(w5, w6, w7, w8) = b3,

1 0 0 0 0 0
0 1 0 0 0 0
0 1 0 0 0 0
0 0 1 0 0 0
1 0 0 0 0 0
0 0 0 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1




x1

x2

x3

x4

x5

x6

 =



w1

w2

w3

w4

w5

w6

w7

w8


,

si ≥ 0, i = 1, 2, 3.

C.2.2 Primal-dual interior-point method for solving coupled problems

e problem in (C.1.1) can be equivalently written as

minimize
W,x,S

f̄1(w
1) + · · ·+ f̄N (wN ), (C.2.1a)

subject to Ḡi(wi) + si = 0, i = 1, . . . , N, (C.2.1b)

Āiwi = bi, i = 1, . . . , N, (C.2.1c)
Ēx = W, (C.2.1d)

si ≥ 0, i = 1, . . . , N, (C.2.1e)

where S = (s1, . . . , sN ) are the slack variables, W = (w1, . . . , wN ) and Ē =[
ET

J1
· · · ET

JN

]T . We refer to the constraints in (C.2.1d) as consistency constraints.
e functions f̄i : R|Ji| → R are lower dimensional descriptions of the functions
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fi such that fi(x) = f̄i(EJix) for all x ∈ Rn and i = 1, . . . , N . e functions
Ḡi : R|Ji| → Rmi are defined in the same manner as the functions f̄i, and the matrices
Āi ∈ Rpi×|Ji| are defined by removing unnecessary columns fromAi. We assume that
pi < |Ji| and that rank(Āi) = pi for all i = 1, . . . , N . Next, we briefly discuss how
to solve (C.2.1) using a primal-dual interior-point method.

e KKT conditions for Problem (C.2.1) are

∇f̄(wi) +DḠi(wi)Tλi + (Āi)T vi + vic = 0, i = 1, . . . , N, (C.2.2a)

−ĒT vc = 0 (C.2.2b)

λi ≥ 0, i = 1, . . . , N, (C.2.2c)

si ≥ 0, i = 1, . . . , N, (C.2.2d)

Λisi = 0, i = 1, . . . , N, (C.2.2e)

Ḡi(wi) + si = 0, i = 1, . . . , N, (C.2.2f )

Āiwi = b̄i, i = 1, . . . , N, (C.2.2g)
W − Ēx = 0. (C.2.2h)

where vc = (v1
c , . . . , v

N
c ), DḠi(wi) =

[
∇Ḡi

1(w
i) . . . ∇Ḡi

mi
(wi)

]T and Λi =

diag(λi
1, . . . , λ

i
mi

). Primal-dual methods solve Problem (C.2.1) by dealing with a
sequence of modified versions of the conditions in (C.2.2) where we perturb (C.2.2e) as
Λisi = µ1 with µ > 0. At each iteration, we get the primal and dual search
directions by linearizing the perturbed KKT conditions and solving the resulting
set of linear equations with respect to the search directions. e search directions
for Problem (C.2.1) are computed by solving the following linearized version of the
perturbed KKT conditions:∇2f̄i(w

i) +

mi∑
j=1

λi
j∇2Ḡi(wi)

∆wi+

DḠi(wi)T∆λi + (Āi)T∆vi +∆vic = −ridual, i = 1, . . . , N,

(C.2.3a)

−ĒT∆vc = ĒT vc (C.2.3b)

Λi∆si + Si∆λi = −ricent + µ1, i = 1, . . . , N, (C.2.3c)

DḠi(wi)∆wi +∆si = −riprimal,1, i = 1, . . . , N, (C.2.3d)

Āi∆wi = −riprimal,2, i = 1, . . . , N, (C.2.3e)

∆W − Ē∆x = −rc (C.2.3f )

where Si = diag(si1, . . . , s
i
mi

), ridual = ∇f̄i(w
i) + ∇Ḡi(wi)Tλi + (Āi)T vi + vic,

ricent = Λisi, riprimal,1 = Ḡi(wi)+si and riprimal,2 = Āiwi− b̄i for i = 1, . . . , N , and
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rc = W − Ēx. e primal and dual iterates x, wi, si, λi, vi and vic for i = 1, . . . , N
are given, either from a previous iteration or from initialization, such that λi > 0 and
si > 0 for all i = 1, . . . , N . e linear system of equations in (C.2.3) can be written
in a compact form as

H ′(z)∆z = −H(z) + µ



0
0
1
0
0
0

 , H(z) =



rdual
−ĒT vc
rcent

rprimal,1
rprimal,2

rc

 , (C.2.4)

with z = (W,S, x, v, vc, λ), λ = (λ1, . . . , λN ) and v = (v1, . . . , vN ). e residual
vectors r� correspond to all ri� stacked. We assume that H ′(z) is nonsingular, which is
a standard assumption for interior-point methods. One way to solve (C.2.4) is by first
eliminating the variables ∆si and ∆λi for i = 1, . . . , N as

∆si = −DḠi(wi)∆wi − riprimal,1, (C.2.5a)

∆λi = (Si)−1 (−Λi∆si − ricent + µ1
)
. (C.2.5b)

We can then rewrite (C.2.4) as

H̄pd 0 ĀT I

0 0 0 −ĒT

Ā 0 0 0

I −Ē 0 0





∆W

∆x

∆v

∆vc


= −



r

−ĒT vc

rprimal,2

rc


, (C.2.6)

where H̄pd = blkdiag
(
H1

pd, . . . , H
N
pd

)
with

H i
pd = ∇2f̄i(w

i) +

mi∑
j=1

λi
j∇2Ḡi

j(w
i) +

mi∑
j=1

λi
j

si
∇Ḡi

j(w
i)
(
∇Ḡi

j(w
i)
)T

, (C.2.7)

Ā = blkdiag
(
Ā1, . . . , ĀN

)
, and

ri=∇f̄i(w
i)+

mi∑
j=1

λi
j∇Ḡi

j(w
i)+(Āi)T vi+vic+DḠi(wi)(Si)−1

(
ricent+µ1+Λiriprimal,1

)
.
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e key observation for our proposed algorithm is that the set of equations in (C.2.6)
expresses the necessary and sufficient optimality conditions for the quadratic program

minimize
∆W,∆x

N∑
i=1

1
2
(∆wi)TH i

pd∆wi + (ri)T∆wi − (vc)
T Ē∆x, (C.2.8a)

subject to Āi(∆wi + wi) = bi, i = 1, . . . , N, (C.2.8b)
∆W − Ē∆x = Ēx−W. (C.2.8c)

Hence ∆W , ∆x, ∆v and ∆vc can be computed by solving (C.2.8). Based on the
obtained solutions, ∆si and ∆λi for i = 1, . . . , N are calculated using (C.2.5). We
lay out a primal-dual interior-point method in Algorithm C.2.1.

Algorithm C.2.1 ( Primal-dual interior-point method)
Given l = 0, σ ∈ (0, 1), ε > 0, εfeas > 0, λi,(0) > 0, si,(0) > 0 for all i = 1, . . . , N , W (0),
x(0), v(0), v(0)c and η̂(0) =

∑N
i=1(λ

i,(0))T si,(0)

1: repeat
2: Set µ = ση̂(l)/

∑N
i=1 mi.

3: Given µ, W (l), x(l), s(l), v(l), v(l)c and λ(l) compute the primal and dual search
directions by solving (C.2.6) and (C.2.5).

4: Compute α(l+1), for example as in Algorithm C.2.2.
5: Update the primal and dual iterates.
6: l = l + 1.
7: Set η̂(l) =

∑N
i=1(λ

i,(l))T si,(l).
8: until ‖(r(l)primal,1, r

(l)
primal,2, r

(l)
c )‖2 ≤ εfeas, ‖(r(l)dual, Ē

T vc)‖2 ≤ εfeas and η̂(l) ≤ ε.
See (Boyd and Vandenberghe, 2004, pp. 609-613).

Remark C.2.1
Notice that the number of variables of Problem (C.2.8) is n +

∑N
i=1 |Ji|. To solve this

problem we need to compute a factorization of a symmetric indefinite matrix of dimension
n+

∑N
i=1(2|Ji|+pi). us, calculating the search directions dominates the computational

burden of each iteration of the interior-point method.
Remark C.2.2
We do not use (C.2.4) for computing the primal-dual directions. e coefficient matrix in
(C.2.4) is not symmetric, which limits our capability to solve (C.2.4) efficiently. Instead we
focus on the linear system of equations in (C.2.6), referred to as the augmented system. e
structure in (C.2.6), or equivalently in (C.2.8), enables us to distribute the computations
of primal-dual directions. Another approach for computing the directions eliminates ∆x
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and ∆W , and then solves a linear set of equations, referred to as the normal equations,
for computing ∆v and ∆vc. is, however, generally destroys the inherent structure of the
problem and inhibits us from devising distributed solutions.

Algorithm C.2.2 (Step size computation)
Given β ∈ (0, 1) and γ ∈ [0.01, 0.1]

1: At each iteration, set α(l+1) = 0.99×min
{

1,min
j

{
−λ

(l)
j /∆λ

(l+1)
j

∣∣ ∆λ
(l+1)
j < 0

}}
2: while ∃ i : si,(l) + α(l+1)∆si,(l+1) ≤ 0 do
3: α(l+1) = βα(l+1)

4: end while
5: while

∥∥H(l)(α(l+1))
∥∥

2 > (1 − γα(l+1))
∥∥H(l)(0)

∥∥
2 do

6: α(l+1) = βα(l+1)

7: end while

See Boyd and Vandenberghe (2004, pp. 612-613).

e step size (α) computation in Step 4 of Algorithm C.2.1 can be done in different
ways. One way that ensures convergence of the interior-point method is summarized in
Algorithm C.2.2. e initial choice forα at Step 1 of the algorithm ensures that λ > 0,
and the backtracking line search in Steps 2–4 ensures that s > 0. e back tracking
in Steps 5–7 guarantees the convergence of primal and dual residuals to zero. So, the
resulting α guarantees that the iterates remain feasible and that the norm ‖H(z)‖2
is decreased consistently after each iteration, (Boyd and Vandenberghe, 2004), where
H(z) is defined in (C.2.4).
Remark C.2.3
e primal-dual method presented in this section is an implementation of the infeasible long-
step interior-point method. ere are other variants such as short-step, predictor-corrector
and Mehrotra’s predictor-corrector. One of the major differences between them is in the
way they perturb the KKT conditions, that is, the choice of µ in (C.2.4). is means that
regardless of the choice of primal-dual interior point method, the structure of the coefficient
matrix in the resulting linear system of equations remains the same and hence the discussions
that follow can be extended to other variants of primal-dual methods.

e distributed algorithm presented in this thesis is obtained by distributing the
computations at each iteration of Algorithm C.2.1. We next present how this can be
done.



Chapter C.3

A Distributed Primal-Dual
Interior-Point Method For solving

Coupled Problems

In the following sections, we describe how to distribute the calculations of the primal-
dual search directions, perturbation parameter, step sizes and stopping criteria for the
over-all method.

C.3.1 Distributed primal-dual direction computations

Note that the problem in (C.2.8) is of the form

minimize
∆W,∆x

F1(∆W ) + F2(∆x),

subject to A∆W +B∆x = c,
(C.3.1)

which can be solved in a distributed fashion using splitting methods, for example
ADMM as described in Algorithm C.3.1, (Boyd et al., 2011), (Combettes and Pesquet,
2011). ADMM allows the primal iterates ∆W and ∆x to be updated separately. is,
in turn, may enable further separability depending on the structure of the optimization
problems in ∆W and ∆x. In fact, we will show next that ADMM applied to Problem
(C.2.8) enables us to update ∆W in parallel using N computational agents, and to
update ∆x through communication among the agents.

In particular, (C.2.8) can be written as

163
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Algorithm C.3.1 (ADMM applied to Problem (C.3.1))
Let v̄ denote the scaled dual variable, that is, v̄ = (1/ρ)v.
1: Given k = 0, ρ > 0, εpri > 0, εdual > 0, x(0) and v̄(0).
2: repeat
3: ∆W (k+1) = argmin∆W

{
F1(∆W ) + ρ

2 ‖A∆W −B∆x(k) − c+ v̄(k)‖2
2
}
.

4: ∆x(k+1) = argmin∆x

{
F2(∆x) + ρ

2 ‖A∆W (k+1) −B∆x− c+ v̄(k)‖2
2
}
.

5: v̄(k+1) = v̄(k) +
(
A∆W (k+1) +B∆x(k+1) − c

)
.

6: k = k + 1.
7: if ‖A∆W (k+1)+B∆x(k+1)−c‖2

2 < εpri and ‖ρATB(∆x(k+1)−∆x(k))‖2
2 < εdual.

then
8: Terminate the algorithm.
9: end if

10: k = k + 1.
11: until Algorithm is terminated.

minimize
∆W,∆x

N∑
i=1

(
1
2
(∆wi)TH i

pd∆wi + (ri)T∆wi

)
︸ ︷︷ ︸

F1(∆W )

+(−vc)
T Ē∆x︸ ︷︷ ︸

F2(∆x)

,

subject to

[
blkdiag(Ā1, . . . , ĀN )

I

]
︸ ︷︷ ︸

A

∆W +

[
0

−Ē

]
︸ ︷︷ ︸

B

∆x = −
[
rprimal,2

rc

]
︸ ︷︷ ︸

c

.

(C.3.2)

Applying ADMM to (C.3.2) results in the following update rules for the primal
variable directions (the index k denotes the ADMM iteration):

∆W (k+1) = argmin
∆W

{
N∑
i=1

(
1
2
(∆wi)THi

pd∆wi + (ri)T∆wi+

ρ

2
‖∆wi −∆x

(k)
Ji

+ ric +∆v̄i,(k)c ‖2
2 +

ρ

2
‖Āi∆wi + riprimal +∆v̄i,(k)‖2

2

)}
⇔

∆wi,(k+1) = argmin
∆wi

{
1
2
(∆wi)THi

pd∆wi + (ri)T∆wi+

ρ

2
‖∆wi −∆x

(k)
Ji

+ ric +∆v̄i,(k)c ‖2
2 +

ρ

2
‖Āi∆wi + riprimal,2 +∆v̄i,(k)‖2

2

}
⇔

∆wi,(k+1) =−
(
Hi

pd+ρI+ρ(Āi)T Āi
)−1

(
ri+ρ

(
ric+∆v̄ic−∆x

(k)
Ji

)
+

ρ(Āi)T
(
riprimal,2+∆v̄i,(k)

))
,

(C.3.3)



C.3.1. Distributed primal-dual direction computations 165

with ric = wi − xJi , and

∆x(k+1) = argmin
∆x

{
(−vc)

T Ē∆x+
ρ

2
‖∆W (k+1) − Ē∆x+ rc +∆v̄(k)c ‖2

2

}
⇔

∆x(k+1) =
(
ĒT Ē

)−1
ĒT

(
1
ρ
vc +∆W (k+1) + rc +∆v̄(k)c

)
. (C.3.4)

for i = 1, . . . , N . By considering the update in (C.3.4) and the structure of matrix Ē,
we see that each agent i (assigned a local subproblem i) can update their corresponding
elements of ∆x (that is ∆xJi) in a distributed manner, through communication with
its neighbors defined by

Ne(i) = {j | Ji ∩ Jj = ∅} . (C.3.5)

e updates for the dual variable directions are given by

∆v̄i,(k+1)=∆v̄i,(k)+
(
Āi∆wi,(k+1)+riprimal,2

)
,

∆v̄i,(k+1)
c =∆v̄i,(k)c +

(
∆wi,(k+1)−∆x

(k+1)
Ji

+ric

)
,

(C.3.6)

for i = 1, . . . , N . e dual variable directions (C.3.6) are scaled, (Boyd et al., 2011,
Sec. 3.1.1), and they have to be rescaled to give the actual dual variable directions, that
is∆v̄ = (1/ρ)∆v and∆v̄c = (1/ρ)∆vc.Having computed the directions∆W ,∆x,
∆vc and ∆v, we can compute ∆s and ∆λ as in (C.2.5). e distributed algorithm
for computing the primal-dual directions is expressed in Algorithm C.3.2.

Algorithm C.3.2 (ADMM-based primal-dual direction computation)
Given k = 0, ρ > 0, η̂ > 0, εpri > 0, εdual > 0, si, λi, mi for i = 1, . . . , N , ∆W (0), ∆v̄(0),
∆v̄

(0)
c

1: for i = 1, 2, . . . , N do
2: Communicate variables necessary to update ∆x

(0)
Ji

with all agents r belonging to
Ne(i), as defined in (C.3.5).

3: for all j ∈ Ji do
4: ∆x

(0)
j = 1

|Ij |
∑

q∈Ij

(
ET

Jq
∆wq,(0)

)
j
.

5: end for
6: end for
7: repeat
8: for i = 1, 2, . . . , N do
9: Update ∆wi,(k+1), as in (C.3.3)

10: Communicate variables necessary to update ∆x
(k+1)
Ji

with all agents r belonging
to Ne(i), as defined in (C.3.5).



166 A Distributed Primal-Dual Interior-Point Method For solving Coupled Problems

11: for all j ∈ Ji do
12: ∆x

(k+1)
j = 1

|Ij |
∑

q∈Ij

[
ET

Jq

(
∆wq,(k+1)+∆v̄

q,(k)
c +(1/ρ)vq,(l)c +r

q,(l)
c

)]
j
.

13: end for
14: Update the variables ∆v̄i,(k+1) and ∆v̄

i,(k+1)
c as in (C.3.6).

15: Check whether ‖∆x
(k+1)
Ji

− ∆x
(k)
Ji

‖2
2 ≤ εdual/N , ‖∆wi,(k+1) − ∆x

(k+1)
Ji

+

r
i,(l)
c ‖2

2 ≤ εpri/(2N) and ‖Āi∆wi,(k+1) + r
i,(l)
primal,2‖2

2 ≤ εpri/(2N).
16: end for
17: if Condition in “Step 16” satisfied for all i = 1, . . . , N then
18: Terminate the algorithm.
19: end if
20: k = k + 1.
21: until Algorithm is terminated.
22: for i = 1, 2, . . . , N do
23: Update the variables ∆si and ∆λi as in (C.2.5a).
24: end for

Remark C.3.1
e computational effort for each iteration of Algorithm C.3.2 is dominated by the
cost of updating the iterates ∆wi,(k+1), which requires factorizing the matrices H i

pd +

ρ
(
I + (Āi)T Āi

)
which are of dimension |Ji| for i = 1, . . . , N , compare with Remark

C.2.1. In case ρ is chosen to be a constant, these matrices remain the same within
each iteration of the algorithm, and hence the computational burden of each instance of
Algorithm C.3.2 can be significantly reduced by pre-caching the factorizations and reusing
them in the subsequent iterations. In fact, even if ρ is not a constant we can adopt a
procedure that would allow us to update the factorizations of these matrices without having
to recompute them entirely (Liu et al., 2013, Sec. 4.2). is means that the computational
burden of each agent is limited to computing a factorization of a matrix of size |Ji| at each
iteration of the primal-dual method. In comparison to other distributed algorithms, this
presents a significant reduction.

Remark C.3.2
We can use other splitting methods than ADMM for solving (C.2.8) in a distributed way
and possibly get better convergence properties. However, other splitting methods generally
require a reformulation of (C.2.8), which can in turn complicate the recovery of the dual
variable directions,∆v and∆vc. In order to keep the presentation simple, we have restricted
ourselves to using ADMM in this paper.

Remark C.3.3
We can reduce the run time of ADMM by using over-relaxation, warm starting the ADMM
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iterations, choosing the penalty parameter ρ carefully and scaling the problem formulation
appropriately, see (Boyd et al., 2011),(Teixeira et al., 2013). Also see a brief discussion in
Section 8 of the technical report on this paper, (Annergren et al., 2014).

C.3.2 Distributed computations of perturbation parameter, step size
and stopping criterion

In the distributed case, we set µ, at each iteration of the interior-point method, to

µ = σ
min
i

(
η̂i
)

∑N
i=1 mi

, (C.3.7)

where η̂i = (si)Tλi and σ ∈ (0, 1) is a user-defined constant. We can distribute
the required minimum value computations using algorithms such as min-consensus,
(Iutzeler et al., 2012). To calculate the step size in a distributed way, we need to provide
an alternative representation ofH(z). Let us define zi = (wi, xJi , s

i, λi, vi, vic). Note
that

∥∥(rdual(z), Ē
T vc

)∥∥2
2 =

N∑
i=1

‖ridual(z
i)‖2

2 (C.3.8)

is is because −
∑N

i=1 E
T
Ji
vic is always zero for each iteration of the interior-point

method provided that we initialize vic such that −
∑N

i=1 E
T
Ji
vic = 0 and choose the

same step size for all agents. To see this, consult the derivation of why the second block
in residuals vector (C.3.14) is always equal to zero in the proof of eorem C.3.1. We
express the primal residuals as before,

(riprimal,1(z
i), riprimal,2(z

i), ric) =

 Ḡi(wi)− si

Āiwi − bi

wi − xJi

 . (C.3.9)

We are now ready to express ‖H(z)‖2
2 =

∑N
i=1 ‖H i(zi)‖2

2 with

H i(zi) =

 ridual(z
i)

(riprimal,1(z
i), riprimal,2(z

i), ric)

Λisi

 , (C.3.10)

andH(z) defined in (C.2.4). us, we are able to distribute the evaluation of ‖H(z)‖2
2.

At this point, let each agent i compute its local step sizeαi using the approach described
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in Section C.2.2. e resulting αi ensures that the local iterates remain feasible with
respect to local inequality constraints and that the norm of the local KKT residuals is
decreased consistently after each iteration. Once all agents have computed their local
step sizes, we then choose the global step size as the smallest one, that is

α = min
i

{
αi
}
, for i = 1, . . . , N.

is then allows us to guarantee the aforementioned properties consistently for all
agents. As for the perturbation parameter, the minimum value computations can be
performed in a distributed fashion using algorithms such as min-consensus, (Iutzeler
et al., 2012).

It is also possible to check the stopping criterion at each iteration in a distributed
way. For this purpose we need to distribute the check of whether the primal and dual
residual norms together with the centrality residual are small enough. Note that we
have the following implications:

‖(riprimal,1, r
i
primal,2, r

i
c)‖2

2≤
ε2
feasmi∑N
i=1 mi

for all i = 1, . . . , N ⇒‖(rprimal,1rprimal,2), rc‖2≤εfeas,

‖ridual‖2
2 ≤

ε2
feasmi∑N
i=1 mi

for all i = 1, . . . , N ⇒‖rdual‖2 ≤ εfeas,

η̂i = (si)Tλi ≤ εmi∑N
i=1 mi

for all i = 1, . . . , N ⇒η̂(l) ≤ ε.

Hence, in case we have

‖(riprimal,1, r
i
primal,2, r

i
c)‖2

2≤
ε2feasmi∑N
i=1 mi

, ‖ridual‖2
2≤

ε2
feasmi∑N
i=1 mi

, η̂i = (si)Tλi≤ εmi∑N
i=1 mi

,

(C.3.11)

for all agents i = 1, . . . , N , the termination condition of the primal-dual algorithm is
satisfied and the algorithm is terminated. Notice that this check can be performed in
a distributed way. Each agent just declare whether its local termination conditions are
satisfied or not.

At this point we can distribute the computations of the primal-dual directions
∆W , ∆x, ∆v, ∆vc, ∆s and ∆λ using Algorithm C.3.2. e algorithm can be
used in Step 4 of Algorithm C.2.1. Combining Algorithms C.2.1 and C.3.2 with
the modifications discussed above result in Algorithm C.3.3, which is a distributed
primal-dual interior-point method for solving (C.2.1).
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Algorithm C.3.3 (Distributed primal-dual interior-point method)
Given l = 0, σ ∈ (0, 1), v(0)c such that ĒT v

(0)
c = 0, W 0, (s(0), λ(0)) > 0, εfeas > 0, ε > 0,

εpri > 0, εdual > 0, mi for i = 1, . . . , N , ∆W (0), ∆v̄(0) and ∆v̄
(0)
c .

1: for i = 1, 2, . . . , N do
2: Communicate variables necessary to update ∆x

(0)
Ji

with all agents r belonging to
Ne(i), as defined in (C.3.5).

3: for all j ∈ Ji do
4: x

(0)
j = 1

|Ij |
∑

q∈Ij

(
ET

Jq
wq,(0)

)
j
.

5: end for
6: end for
7: repeat
8: Compute µ(l) as in (C.3.7).
9: Given µ(l) and z(l) compute ∆z(l+1) using Alg. C.3.2 with the initial iterates ∆z(l).

10: for i = 1, 2, . . . , N do
11: Compute local step size αi,(l+1) using the approach presented in Section C.3.2.
12: end for
13: Let αl+1 = min

i
{αi,(l+1)}.

14: for i = 1, 2, . . . , N do
15: Set zi,(l+1) = zi,(l) + α(l+1)∆

i,(l+1)
z .

16: end for
17: Set l = l + 1.
18: until ‖(riprimal,1(z

i,(l)), riprimal,2(z
i,(l)), , ric(z

i,(l)))‖2
2 ≤ ε2

feasmi∑N
i=1 mi

, ‖(ridual(z
i,(l))))‖2

2 ≤
ε2

feasmi∑N
i=1 mi

and η̂i,(l) ≤ εmi∑N
i=1 mi

for all i = 1, . . . , N .

Notice that for Algorithm C.3.3 to function, it is important that the primal-dual
directions are computed accurately. is in turn can require many ADMM iterations.

One way of improving the efficiency of our proposed algorithm is to incorporate
the use of inexact directions. is can potentially reduce the number of required
ADMM iterations for computing the primal-dual directions. Analysis of interior-point
methods under inexact directions has been investigated, and such methods are referred
to as inexact interior-point methods, for example, see (Hansson, 2000), (Al-Jeiroudi
and Gondzio, 2009), (Bellavia, 1998).

Next we accommodate inexact search directions in our proposed distributed
algorithm.
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C.3.3 Incorporation of inexact search directions

Notice that computing inexact search directions can be viewed as solving

H ′(z)∆z = −H(z) + µ


0
0
1
0
0
0

+ r̂, (C.3.12)

where r̂ is the residual vector and H(z) is defined in (C.2.4). In order to ensure a
globally convergent interior-point method based on inexact search directions, (Bellavia,
1998), (El-Bakry et al., 1996), it is necessary to

• make additional assumptions concerning the problem formulation;

• add requirements on the size of the residual norm, ‖r̂‖2
2, in (C.3.12);

• modify the choice of η̂, σ and α.

e modifications to the choice of η̂, σ and α are such that they still enable distributed
computations. We first start by stating the assumptions of the problem. Define the sets

Ωi(ε) =

{
zi ∈ R|Ji|+2mi+pi

∣∣∣∣ εN ≤ ‖Hi(zi)‖2 ≤ ‖Hi(zi,(0))‖2,

min
(
Λisi

)
≥ τ̄ i1

mi

1
2
(si)Tλi, (si)Tλi ≥ τ̄ i2

1
2
‖Ri(zi)‖2

}
, (C.3.13)

where ε ≥ 0 is given, the sup-script (0) denotes the initial value of the variable,

τ̄ i1 = min(Λi,(0)si,(0))/((λi,(0))T si,(0)/mi), τ̄
i
2 = (λi,(0))T si,(0)/‖Ri(zi,(0))‖2

and Ri = (ridual, r
i
primal,1, r

i
primal,2, r

i
c). We make the assumptions (for i = 1, . . . , N )

that

(A1) H i is continuously differentiable in Ωi(0).

(A2) {zi} is bounded for each iteration of the interior-point method.

(A3) H ′ is nonsingular in
∏

i=1,...,N
Ωi(ε) with ε > 0.

(A4) (Ri)′ is Lipschitz continuous in Ωi(0) with constant Li.
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In order to not jeopardize the convergence of the algorithm, the computed search
directions should enjoy a certain accuracy level. is is guaranteed by ensuring that
‖r̂‖2 ≤ εdir. To guarantee that the computed search directions using ADMM satisfy
this condition, we need to establish a connection between the stopping criteria of
ADMM and the norm condition on the residual vector of (C.3.12). is connection
is derived in the following theorem.

eorem C.3.1
It is possible to choose the thresholds εpri, εdual > 0 such that the stopping criteria in
Algorithm C.3.2 implies the residual condition ‖r̂‖2 ≤ εdir, that is,

‖∆x
(k+1)
Ji

−∆x
(k)
Ji

‖2
2 ≤ εdual/(Nρ2)

‖∆wi,(k+1) −∆x
(k+1)
Ji

+ r
i,(l)
c ‖2

2 ≤ εpri/(2N)

‖Āi∆wi,(k+1) + r
i,(l)
primal,2‖2

2 ≤ εpri/(2N)

 ⇒ ‖r̂‖2 ≤ εdir.

Proof. Note that in our approach for solving (C.2.4), we solve (C.2.3c) and (C.2.3d)
exactly since ∆s and ∆λ are eliminated, see (C.2.5). e residuals in (C.3.12) for our
approach and for the problem in (C.2.1) are therefore given as

r̂ =


Hpd∆W + ĀT∆v +∆vc + r

−ĒT (∆vc + vc)
0

Ā∆W + rprimal,2
0

∆W − Ē∆x+ rc

 . (C.3.14)

e norm of the fourth and sixth blocks of the right hand side of (C.3.14) are already
included in the stopping criteria in Algorithm C.3.2. Furthermore, in the ADMM
iterations, ∆w(k+1) and ∆v(k+1) are computed such that

0 =
(
Hi

pd + ρI + ρ(Āi)T Āi
)
∆wi,(k+1) + ρ

(
ric +

1
ρ
∆vi,(k)c −∆x

(k)
Ji

)
+

ri + ρ(Āi)T
(
riprimal,2 +

1
ρ
∆vi,(k)

)
=
(
Hi

pd+ ρI + ρ(Āi)T Āi
)
∆wi,(k+1)+ρ

(
−∆wi,(k+1)+∆x

(k+1)
Ji

−∆x
(k)
Ji

)
+

ri + ρ(Āi)T
(

1
ρ
∆vi,(k+1) − Āi∆wi,(k+1)

)
,

which gives

H i
pd∆wi,(k+1) + ri + (Āi)T∆vi,(k+1) +∆vi,(k+1)

c = ρ(∆x
(k)
Ji

−∆x
(k+1)
Ji

).
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Consequently, the norm of the first block of the right hand side of (C.3.14) is less than
some ε if and only if ‖ρ(∆x

(k)
Ji

− ∆x
(k+1)
Ji

)‖2
2 is less than ε, which is also included

in the stopping criteria of Algorithm C.3.2. e only remaining part of the residuals
vector in (C.3.14) is the second block which is always equal to zero. is is because, in
the ADMM iterations, ∆v

(k+1)
c is chosen such that

0 =−ĒT vc− ρĒT

(
∆w(k+1) − Ē∆x(k+1) + rc +

1
ρ
∆v(k)c

)
= −ĒT vc − ĒT∆v(k+1)

c .

As a result, we have

‖r̂‖2
2 =

N∑
i=1

(
‖ρ(∆x

(k)
Ji

−∆x
(k+1)
Ji

)‖2
2+

‖∆wi,(k+1) −∆x
(k+1)
Ji

+ ric‖2
2 + ‖Āi∆wi,(k+1) + riprimal,2‖2

2

)
(C.3.15)

and hence if the thresholds εpri, εdual > 0 are chosen as εpri + εdual ≤ ε2
dir, then the

stopping criteria in Algorithm C.3.2 imply the residual condition ‖r̂‖2 ≤ εdir.

Based on eorem C.3.1, it is possible to choose thresholds εpri, εdual > 0 that
ensure that the computed search directions satisfy ‖r̂‖2

2 ≤ εdir. Next we discuss a
proper choice of εdir at each iteration of the interior-point method.

Let us choose σi such that

σi > τ̄ i2γ
iη̂i(si)Tλi/min

i

(
(si)Tλi

)
+ εσ,

with τ̄ i2 = (λi,(0))T si,(0)/‖Ri(zi,(0))‖2, εσ ∈ (0, 1) and η̂i such that (σi + η̂i) ∈
(0, ηmax), γi ∈ [1/2, γi] and γi,(0) ∈ [1/2, 1). en choose η̂ = mini

{
η̂i
}
, σ =

maxi
{
σi
}

and set η̄ = σ + η̂. en εdir = η̂
∑N

i=1(s
i)Tλi/m with m =

∑N
i=1 mi

describes a proper threshold for the residuals at each iteration. ere are several choices
of εpri and εdual that ensure that the computed search directions using ADMM satisfy
‖r̂‖2 ≤ εdir. In this thesis we set

εipri = εidual =
N

2
(
η̂(si)Tλi/m

)2
. (C.3.16)

Note that εpri and εdual are now subproblem-specific and they change with each
iteration of the inexact interior-point method. Next we focus on computation of the
perturbation parameter µ.
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In order to compute µ at every iteration, each agent first needs to compute

µi = σ(si)Tλi/m.

en the perturbation parameter is chosen as µ = min
i

{
µi
}
.

It now remains to compute a proper step size for updating the iterates. e
process of computing the step size α at each iteration consists of two stages, namely,
computation of an upper-bound on the step size and the line search. Similar to the
approach we undertook for computing a step size in Section C.3.2, each agent first
needs to compute their local step size αi. To this end, each agent i initially sets

αi,(l) = min
{
ᾱi

1, ᾱ
i
2
}
,

where

ᾱi
j = max

α∈[0,1]

{
α|fj(α′) ≥ 0, for all α′ ≤ α

}
,

with j ∈ {1, 2}, and

f1(α) = min
(
Λi(α)si(α)

)
− τ̄ i1γ

i
(
si(α)

)T
λi(α)/mi,

and
f2(α) =

(
si(α)

)T
λi(α)− τ̄ i2γ

i‖Ri(zi(α))‖2.

en the agent sets ηi = 1 − αi(1 − η̄) and performs a line search as

while
∥∥H i(αi)

∥∥
2 > (1 − β(1 − ηi))

∥∥H i(0)
∥∥

2 do
αi = θαi

ηi = 1 − θ(1 − ηi)
end while

When all agents are done computing their local step sizes, we then set α =
min
i
{αi}. Finally, similar to the approach in Section C.3.2, we check that ‖H i(zi)‖2

2 ≤
ε2/N for i = 1, . . . , N , which implies that ‖H(z)‖2 ≤ ε, to decide whether to
terminate the primal-dual iterations or not. We summarize a distributed primal-dual
interior-point method based on inexact search directions in Algorithm C.3.4.
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Algorithm C.3.4 (Distributed inexact primal-dual interior-point method)
Given l = 0, ρ > 0, v(0)c such that ĒT v

(0)
c = 0, W (0), (s(0), λ(0)) > 0, τ̄ i1 =

min(Λi,(0)Si,(0)1)/((λi,(0))T si,(0)/mi), τ̄ i2 =(λi,(0))Tsi,(0)/‖Ri(zi,(0))‖2, γ
i,(0)∈ [1/2, 1),

ηimax ∈ (0, 1), for i = 1, . . . , N , εfeas > 0, ε > 0, β ∈ (0, 1), θ ∈ (0, 1), ∆W (0), ∆v̄(0) and
∆v̄

(0)
c .

1: for i = 1, 2, . . . , N do
2: Communicate variables necessary to update ∆x

(0)
Ji

with all agents r belonging to
Ne(i), as defined in (C.3.5).

3: for all j ∈ Ji do
4: x

(0)
j = 1

|Ij |
∑

q∈Ij

(
ET

Jq
wq,(0)

)
j
.

5: end for
6: end for
7: repeat
8: Compute ∆z(l+1) using Alg. C.3.2 with the initial iterates ∆z(l) with the stopping

criteria thresholds given in (C.3.16).
9: for i = 1, . . . , N do

10: Compute local step size αi,(l+1) using the approach presented in Section C.3.2.
11: end for
12: Set α(l+1) = min

i
{αi,(l+1)}.

13: Set z(l+1) = z(l) + α(l+1)∆z(l+1).
14: Set l = l + 1.
15: until ‖Hi(zi,(l))‖2

2 ≤ ε2/N for all i = 1, . . . , N .

We have the following result:

eorem C.3.2
If {z} is generated by Algorithm C.3.4 and Assumptions (A1)–(A4) are fulfilled, then
{‖H(z)‖2} converges to zero and z converges to the limit point of {z}.

Proof. See Appendix 2 of this thesis. e lemmas, theorems and proofs are adapted
with very minor changes from (Eisenstat and Walker, 1994) and (Bellavia, 1998).
Particularly, eorem App.2.1 and Lemma App.2.1 assure a persistent update of the
iterates. e theorem illustrates that the step size initializing the line search is bounded
away from zero. Lemma App.2.1 states that, given a suitable search direction, it is
always possible to find a step size which yields a satisfactory decrease in the merit
function ‖H i(zi)‖2 for i = 1, . . . , N . e subsequent theorems are related to the
convergence of the algorithm.
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C.3.4 Numerical experiment

We apply Algorithm C.3.3, Algorithm C.3.4 and ADMM in a simulation study
addressing the minimum cost flow problem. e minimum cost flow problem is an
example of a network flow problem. e core of the problem is how to move an entity
the cheapest possible way from one place to another in a network. e problem has
a vast number of applications. For example how to organize transportation of goods
from plants to warehouses or how to assign workers to jobs. For more information
about available applications, see textbooks on graph theory and networks, for example
(Ahuja et al., 1993). e minimum cost flow problem has a simple problem description
and intuitive interpretation.

In this setup we assume that no node in the network is allowed to share its
corresponding flow capacities, flow conservation, required flows or assigned costs with
any other node. is privacy requirement prohibits us from forming the problem in a
centralized manner. e only communication allowed is between neighboring nodes
and then it is restricted to the decision variables obtained. is leaves us with only
distributed algorithms for solving this problem.

In describing the experiment, we use the notion of outer and inner iterations.
By outer iterations (indexed l), we mean iterations of the considered algorithm. By
inner iterations (indexed k), we mean iterations of the internal solver that solves
the optimization problem obtained in each outer iteration. For example, the outer
iterations of Algorithm C.3.3 are the iterations of the interior-point method, and the
inner iterations are the iterations of ADMM.

In our proposed methods, the main computational burden occur in the outer
iterations. is is were we factorize a matrix of size |Ji| for i = 1, . . . , N . e
main communicational burden occur in the inner iterations. is is were we need
to communicate some of the step directions and some information related to the
step sizes and termination criteria. In ADMM, we have the opposite behavior; the
computational burden is in the inner iteration (we need to factorize a matrix of size|Ji|
for i = 1, . . . , N ) and the communicational burden is in the outer iteration.

C.3.4.1 Minimum cost flow problem

Let G(V, E) be a directed graph, where V = {1, . . . , N} is the set of nodes and
E = V × V is the set of edges. e graph has one source node and one sink node
denoted u, o ∈ V , respectively. e flow assigned to an edge (i, j) ∈ E is denoted f i

j .
We want to find the path with the fewest edges that is able to relay all of the flow from
the source node to the sink node given some constraints.
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We consider four different types of constraints: flow capacity, flow conservation,
flow symmetry and required flow. e flow capacity of each edge is given by uij , here
uij = uji > 0 for all (i, j) ∈ E . e constraint is

0 ≤ f i
j ≤ uij ∀(i, j) ∈ E . (C.3.17)

e total flow to a node i is equal to the total flow from the same node, except for the
source node u where we inject a flow U and for the sink node o where we relay a flow
U . at is,

0 =
∑

j giving
flow to i

f i
j −

∑
j receiving
flow from i

f i
j ∀i ∈ V \ {o, u}, (C.3.18a)

0 = U +
∑

j giving
flow to u

fu
j −

∑
j receiving
flow from u

fu
j , (C.3.18b)

0 = −U +
∑

j giving
flow to o

fo
j −

∑
j receiving
flow from o

fo
j . (C.3.18c)

e flows f i
j and f j

i through an edge (i, j) ∈ E should be the same (symmetric), that
is

f i
j = f j

i ∀(i, j) ∈ E . (C.3.19)

e flow from each node i ∈ V is required to be less or equal to ni > 0, that is

ni ≥
∑

j receiving
flow from i

f i
j , ∀i ∈ V \ {o, u}, (C.3.20a)

nu ≥ U +
∑

j receiving
flow from u

fu
j . (C.3.20b)

e decision variable is f i
j for all (i, j) ∈ E and it is nonnegative, see (C.3.17).

ere is a cost associated with assigning a flow to each edge, the cost is cij = cji > 0
for all (i, j) ∈ E . e objective function is∑

(i,j)∈E

cijf
i
j . (C.3.21)
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e over-all optimization problem is

minimize
f i
j ,(i,j)∈E

∑
(i,j)∈E

cijf
i
j ,

subject to (C.3.17), (C.3.18), (C.3.19), (C.3.20),
(C.3.22)

which can be reformulated into Problem (C.2.1) and solved in a distributed way using
Algorithm C.3.3 and Algorithm C.3.4. We define the vector wi as the vector of flows
of all edges that are connected to the ith node. We note that the objective function
(C.3.21) and constraints (C.3.17), (C.3.18), (C.3.20) are decoupled in si for i =
1, . . . , N . e coupling is provided by the symmetry constraint (C.3.19).

C.3.4.2 Problem generation

e adjacency graph defining the edges in G is randomly generated. No self-loops
nor multiple edges between the same nodes are allowed. e bounds uij and ni along
with the costs cij are also randomly generated. e number of nodes is set to 50
(N = 50) and the injected flow is set to 100 (U = 100). Note that the optimal
solution of the problems generated is not unique, however we can have uniqueness
of the primal solution. In addition, one of the equality constraints is redundant and
causes the coefficient matrix in the step direction calculations to be singular. is is
why we remove the redundant constraint in a pre-processing step..

In the first example, we solve 10 randomly generated problems using Algo-
rithm C.3.3 and, for comparison, using ADMM directly. When using ADMM
directly, an inequality constrained optimization problem has to be solved in each
iteration, for this purpose we use CVX. Note that we use the same stop criterion in
both algorithms, namely (C.3.11).

e maximum allowed number of inner iterations per outer iteration of Algo-
rithm C.3.3 is set to 50, and the precision of CVX is set to “low”.

In the second example, we solve the same randomly generated problem using
Algorithm C.3.3 for 10 different upper bounds on the number of inner iterations.
e problem addressed in the second example is also solved using Algorithm C.3.4.

e problem is considered solved when the primal, dual and centrality residuals
are below certain thresholds, denoted ε and εfeas. We choose a relative value of the
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thresholds. at is, we choose them as

ε = εfeas = (C.3.23)

10−5 × max{1, ‖blkdiag(A1
in, . . . , A

N
in)‖2, (C.3.24)

‖blkdiag(A1, . . . , AN )‖2, ‖(b1
in, . . . , b

N
in)‖2, (C.3.25)

‖(b1, . . . , bN )‖2, ‖(q1, . . . , qN )‖2}, (C.3.26)

where the matrices and vectors are defined such that Problem C.3.22 can be described
using the cost function

(q1, . . . , qN )TW,

inequality constraints

blkdiag(A1
in, . . . , A

N
in)W ≤ (b1

in, . . . , b
N
in),

and equality constraints

blkdiag(A1, . . . , AN )W = (b1, . . . , bN ).

e settings of the tuning parameters of all three methods are given in Ta-
bles C.3.1–C.3.3. We use over-relaxation with αOR, see (Boyd et al., 2011, Sec. 3.4.3).

Table C.3.1 Settings of Algorithm C.3.3.

µ α β εpri εdual ρ αOR
(1.1, 20) 0.01 0.9 10−7 10−7 1 1.8

Table C.3.2 Settings of ADMM.

εpri εdual ρ αOR
10−7 10−7 1 1.8

Both examples are implemented in MATLAB. e implementation is made in
a centralized way. Meaning, all subproblems are formulated as one problem when
possible or using for-loops when necessary.
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Table C.3.3 Settings of Algorithm C.3.4.

ηimax γi,(0) β θ ρ αOR εσ

0.9 0.99 0.1 0.99 1 1.8 0.01

C.3.4.3 Numerical results

We apply ADMM directly to the minimum cost flow problem for comparison. e
corresponding primal and dual residuals of one of the randomly generated problems in
the first example of Section C.3.4.2 are shown in Figure C.3.1. We see that the residuals
starts to oscillates as they get smaller. However, we can state that we, approximately,
obtain linear convergence of the method. at is, as good convergence rate as can be
expected from a first-order method such as ADMM.
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Figure C.3.1 Primal and dual residuals of ADMM. e primal ( ) and dual ( )
residuals of ADMM are plotted relative the ADMM iteration. ADMM was used to solve
one of the randomly generated problems of the first example described in Section C.3.4.2.

Figure C.3.2 is a box plot of the total number of inner iterations, that is the sum
of the number of inner iterations over the outer iterations, both Algorithm C.3.3 and
ADMM require to fulfill the stop criterion. We see that the number of iterations are,
by all measures, less for Algorithm C.3.3 than ADMM. e median values are 2175
and 9727 for Algorithm C.3.3 and ADMM, respectively. e required accuracy of the
inner iterations for Algorithm C.3.3 in each of the 10 randomly generated problems
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is never obtained when the upper bound is set to 50. For ADMM, the number of
iterations of the interior-point method used in CVX is between 21-34.

Figure C.3.3 is a box plot over the amount of outer iterations both Algorithm C.3.3
and ADMM require to fulfill the stop criterion. Naturally, Algorithm C.3.3 requires
less outer iterations than ADMM.

We draw the conclusion that what we gain in computational load from using Al-
gorithm C.3.3 instead of ADMM, we loose in communicational burden. e median
value of the number of factorizations each agent has to do is 44 in Algorithm C.3.3
and 9727 in ADMM, but each agent has to communicate in the order of 2200 times
in Algorithm C.3.3 and 400 times in ADMM.

In Figure C.3.4, the total number of inner iterations of Algorithm C.3.3 is plotted
against the upper bound on inner iterations for one specific problem. e lowest total
number of iterations is 1350 and the corresponding upper bound is 25. If we do not
impose an upper bound, the total amount of inner iterations is 16203.

In Figure C.3.5, the corresponding outer iterations of the Algorithm C.3.3 are
shown. We see that a low accuracy of the inner iterations give rise to more outer
iterations. As the accuracy is increased the number of outer iterations decreases. For
this particular problem, the number of outer iterations is 22 when there is no upper
bound.

Figure C.3.6 is a box plot over the number of inner iterations in Algorithm C.3.3
for each setting of the upper bound. Of course, more and more of the inner iterations
reach the required accuracy as the upper bound increases. For this particular problem,
the median of the inner iterations is 654 when there is no upper bound.

We also used the inexact version of the suggested method, that is Algorithm C.3.4,
to solve the same problem as in Figures C.3.4-C.3.5. e resulting inner iterations are
shown in Figure C.3.7. e number of outer iterations is 59 and the total amount of
inner iterations are 86033. We see that for the stop criterion used, Algorithm C.3.4
has too conservative accuracy demand in each outer iteration. is is evident, since the
same stop criterion can be fulfilled with much less inner- and outer iterations using
Algorithm C.3.3 with an ad-hoc accuracy level instead.

C.3.4.4 Numerical issues

It is the experience of the authors that numerical issues can occur with Algo-
rithms C.3.3 and C.3.4 for stop criterion reflecting a high accuracy demand. e
numerical issues are due to that the coefficient matrix in the step direction calculations
is approaching singularity and the matrices defined in (C.2.7) have an increasing
condition number. e latter is, in turn, due to that the number of nonzero elements



C.3.4. Numerical experiment 181

of λi becomes less than |Ji|. Meaning, some eigenvalues of the matrices in (C.2.7) are
approaching zeros while the rest approaches infinity, see (Wright, 1997) for details.
e consequences for the methods are that the accuracy demand on the step direction
gets extremely high as the methods progress and that we experience linear convergence.

ere are three ways of handling this issue;

• the achieved accuracy is considered good enough and nothing has to be done,

• we use a strategy to increase the accuracy of the step direction despite the ill-
conditioning (however this is out of the scope of this paper),

• we apply a finite termination strategy, to be described below.

In the finite termination strategy (Wright, 1997), we solve Problem (C.2.1) using
the solution obtained at some iteration by Algorithms C.3.3 or C.3.4. To be able to
use finite termination, Algorithms C.3.3 or C.3.4 must have accurately classified which
slack variables s that are zero. Of course, we will never get any slack variables that are
exactly zero using a primal-dual interior point method, but we can define a threshold
for which it is reasonable to assume that the variables are zero at the optimal solution.
When the method has accurately classified the slack variables, we project parts of the
solution obtained onto the feasible set of our problem. e projection entails solving an
equality constrained optimization problem. e solution is a highly accurate solution
of the original optimization problem.

We apply the suggested finite termination strategy in iteration 57 of Algo-
rithm C.3.4 in the second example. (After that iteration we experience linear con-
vergence.) e residuals jump from approximately ε = εfeas = 10−1 to ε = εfeas =
10−9. e projection problem is solved in a distributed fashion using ADMM. Note
that each iteration of ADMM requires communications between neighboring nodes.
e number of ADMM iterations required for this particular example and accuracy is
121.

Note however, that the equality constrained optimization problem to be solved in
the finite termination strategy is not necessarily convex.

e distribution of the step size and stopping criterion calculations increases the
number of iterations necessary compared to if we were to use global calculations. We
especially noticed that the distribution of the stopping criterion is more conservative
when using ADMM than when using Algorithm C.3.3 or C.3.4. We believe that the
distribution strategies suggested in this thesis can be improved, for example by scaling
the local subproblems appropriately and choosing the local stop criteria (C.3.11) more
wisely.
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Figure C.3.2 Total number of inner iterations. e red line denotes the median. e
median values are 2114 and 14286 for Algorithm C.3.3 and ADMM, respectively. e
upper and lower blue edges denote the 75th and 25th percentile, respectively. e black
horizontal lines, represents the boundaries for data points to be considered outliers. Two
outliers of ADMM at 41707 and 89641 has been removed for better visibility.
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Figure C.3.3 Number of outer iterations. e red line denotes the median. e median
values are 46 and 504 for Algorithm C.3.3 and ADMM, respectively. e upper and lower
blue edges denote the 75th and 25th percentile, respectively. e black horizontal lines,
represents the boundaries for data points to be considered outliers. Two outliers of ADMM
at 1540 and 1540 has been removed for better visibility.
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Figure C.3.4 Total number of inner iterations of Algorithm C.3.3. e lowest number of
iterations is 1350 and the corresponding upper bound is 25, however, this setting requires
as much as 54 outer iterations, see Figure C.3.5.
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Figure C.3.5 Number of outer iterations of Algorithm C.3.3. e highest number of
iterations is 54 and the corresponding upper bound is 25. e lowest number of iterations
achieved is 23 and the corresponding upper bound is 300 and 500.
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Figure C.3.6 Number of inner iterations of Algorithm C.3.3. We see that more and more
of the outer iterations reach its required accuracy as the upper bound increases. e red lines
denote the median. e upper and lower blue edges denote the 75th and 25th percentile,
respectively. e black horizontal lines, represents the boundaries for data points to be
considered outliers. Outliers are denoted by red plus-signs.
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Figure C.3.7 Number of inner iterations of Algorithm C.3.4. e number of outer
iterations required are 59. e lowest number of inner iterations is 14 (at outer iteration
12) and the highest is 57579 (at outer iteration 58).



Chapter C.4

Conclusion

We have proposed two efficient distributed primal-dual interior-point method for
coupled problems using ADMM (Algorithm C.3.3 and Algorithm C.3.4). Due to
the nature of the interior-point method, the coupled structure of the problem is
preserved in the linear system of equations that provides the primal-dual directions.
ADMM takes advantage of this structure and makes the direction calculations highly
parallellizable.

e latter of the methods (Algorithm C.3.4) adaptively chooses the required
accuracy in the termination condition of the inner iterations (ADMM iterations)
with respect to the accuracy obtained in the outer iterations (interior-point method
iterations). is is to avoid unnecessary inner iterations when the accuracy of the
current outer iteration is low, as elaborated in (Bonettini et al., 2005). We have stated
under which assumptions the method converges to the optimal solution. However, as
noted in the simulation study, Algorithm C.3.4 is highly conservative in the sense that
it requires a very high accuracy of the step direction calculations. We noted that we
could achieve the same level of accuracy of the over-all solution with an ad-hoc stop
criteria in Algorithm C.3.3 using less iterations of the algorithm than with Algorithm
C.3.4.

In addition, we have provided comparisons between Algorithm C.3.3, Algorithm
C.3.4 and ADMM in simulation. e study showed that what Algorithm C.3.3 gained
in computational effort it paid for in the amount of communication necessary, and for
ADMM the opposite occurred. e authors experienced that the condition number of
the coefficient matrix in the step directions can become an issue. Here, we suggested
a finite termination strategy but future work needs to address this issue in depth.
e simulation study emphasized the need of a distributed method due to privacy
requirements, but it is the belief of the authors that the suggested methods can be used
also for distributing calculations due to limiting computational power when solving
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large-scale problems.

C.4.1 Future work

e simulation study was performed in a centralized way using MATLAB. More
extensive numerical experiments with an architecture that allows for distributed
calculations should be performed. In addition, the distribution strategies suggested
in this thesis should be revised. We believe that they can be improved, for example
by scaling the local subproblems appropriately and choosing the local stop criteria
(C.3.11) more wisely.
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Conclusion

e work in this thesis has been divided into two main tracks: application-oriented
input design and optimization methods involving ADMM. e latter has, in turn
been divided into two parts: ADMM for �1 regularized optimization problems and
primal-dual interior-point methods using ADMM.

e main contributions in application-oriented input design are the suggested
framework (IDF), the experimental study along with the practical aspects revealed
during that study and the MATLAB-based toolbox for solving application-oriented
input design problems (MOOSE2).

e contributions in ADMM for �1 regularized optimization problems are efficient
iterative methods for performing �1 mean and covariance filtering and �1 regularized
MPC.

e last contribution is a distributed primal-dual interior-point method for
coupled problems. e method is applicable when a central computational unit cannot
be used to solve the optimization problem at hand. e main idea is to use ADMM to
distribute the necessary calculations.

Future work

We have highlighted several suggestions for future work in this thesis. Here, we have
collected some of the more important ones already mentioned and added some with a
more broad perspective.

In application-oriented input design, more work is needed to investigate how we
should formulate the application cost, especially when faced with the realities of indus-
trial processes. In addition, methods that incorporate more sources of uncertainties in
the input design than what is already done should be developed. Some work addressing
the latter issue has been made see, for example, (Valenzuela et al., 2015c).
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In the EU-project Autoprofit (Autoprofit, 2010-2013), we proposed an automated
support strategy for systems controlled using MPC. e strategy consists of a chain
of actions, such as performance monitoring, performance diagnosis, application-
oriented input design, re-identification and autotuning. e strategy helps to detect
performance drops in the considered system, choose the correct remedy and execute
it to restore performance in an automated way. It would be interesting to widen the
applicability of the strategy from one, more or less, isolated system to a set of systems
present in the production chain. us, switching the focus from one unit and an
intermediate result within the production chain to the entire chain and the end-result
– the actual product. What challenges would arise and how could we overcome them?

In addition, the development of MOOSE2 has highlighted areas, in terms of
implementation, that require more work. e most critical areas are related to
numerical robustness of the implementation. For example, the idea of using the KYP
lemma to obtain a convex formulation of the input design problem is an excellent
one in theory, but a straightforward implementation of the lemma typically leads
to unsolvable problems due to mere size and structure of the resulting optimization
problem. What approximative but efficient alternatives are there to the KYP lemma
that might be suitable for our input design problems? Also, the toolbox can experience
numerical issues when the considered system becomes larger in size. is has been
noted, for example, in the spectrum generation after the input design. What can be
done to circumvent the issues arising for larger systems?

Of course, we would also like to implement MOOSE2 in an open-source language,
such as Python or Julia. If for no other reason than to ensure our own access to our
work.

In ADMM for �1 regularized optimization problems, we would like to see exper-
imental verifications of the methods developed. For example, it would be interesting
to investigate more applications for �1 regularized MPC than what has already been
done in literature and to use our proposed method to solve the resulting optimization
problems. Two questions to answer could be: Does the �1 regularization inhibit
“unnecessary” jumps in the input signal in a satisfactory way? and How does our proposed
method perform, in terms of computational load, to other methods?.

In primal-dual interior-point methods using ADMM, more work is needed to
make the distributed calculations less conservative and the inexact version of the
method needs to be more efficient in terms of the required number of iterations. Also,
we would like to test the method in an actual distributed setting, unlike now where the
method is tested in a centralized way. How does the method perform in an experimental
setting, and how does it compare to other competitive methods?
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Appendix 1

Model Predictive Control

Model predictive control (MPC) is a model based control strategy. In each iteration
of the control loop, an optimization problem is solved that provides the input signal
to apply to the system. Figure App.1.1 shows the considered control loop. e main
ingredients in the optimization problem are the model, the decision variables, the cost
function and the constraints.

App.1.1 Model

We consider multivariate systems that are linear, time invariant, asymptotically stable,
causal and in discrete time. e system is given in state-space form as

S : x(t+ 1) = Ax(t) +Bu(t) + v(t),

y(t) = Cx(t) + w(t),

where x(t)∈Rnx is the state vector, u(t)∈Rnu is the input vector, v(t)∈Rnv is the
process noise, y(t) ∈Rny is the output vector and w(t) ∈Rnw is the measurement
noise. e matrices A, B and C are the system matrices and S denotes the system. We
consider a model of the system S given in the innovations form (Ljung, 2010, p. 99),

M : x(t+ 1) = Ax(t) +Bu(t) +Ke(t),

y(t) = Cx(t) + e(t),
(App.1.1)

where the matrix K is the Kalman gain (Ljung, 2010, pp. 98-99), e(t) is a noise signal
and M denotes the model.
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system Σ

MPC

observer

optimization problem
û(t|t) y(t)

w(t)

r(t)

v(t)

x̂(t|t)

Figure App.1.1 Block diagram of the control loop with MPC. Here, r(t) is the reference
signal, v(t) is the process noise, w(t) is the measurement noise, y(t) is the output signal,
x̂(t|t) is the estimated state provided by the observer at the current time t, and û(t|t) is the
optimal input signal given by the solution of the optimization problem.

App.1.2 Decision variables

e decision variables of the optimization problem are the predicted input signals for
a fixed number of time steps ahead of time. at is, the optimization problem is solved
with respect to the input vector û(t+i|t) for i = 0, . . . , Hu−1, where û(t+i|t) is the
predicted input vector given measurements up to time t and the model in (App.1.1),
and Hu is the control horizon, which determines how far ahead in time we predict the
input signal. e predicted input signal û(t|t) is then applied to the system.

App.1.3 Cost function

We consider the control objective of driving the output signal towards a reference
trajectory, the servo problem, while penalizing steps in the input signal. Such a control
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objective can be described by the cost function

V (t) =

Hp∑
i=1

‖ŷ(t+ i|t)− r (t+ i|t)‖2
2,Q +

Hu−1∑
i=0

‖∆û(t+ i|t)‖2
2,R+

Hu−1∑
i=0

‖û(t+ i|t)‖2
2,S ,

(App.1.2)

where ‖x‖2
2,A = xTAx. In (App.1.2), ŷ(t+ i|t), û(t+ i|t) and ∆û(t+ i|t) are the

predicted output, input and input increment vectors, respectively, at time t+ i given
measurements up to time t and the model in (App.1.1). Moreover,

∆û(t+ i|t) = û(t+ i|t)− û(t+ i− 1|t),

and the reference signal is denoted r(t + i|t). e cost function penalizes output
deviations from the reference signal, increments in the input signal and magnitudes
of the input signal. e prediction and control horizons are denoted Hp and Hu

respectively, and we impose that ∆û(t + i|t) = 0 for all i ≥ Hu. e matrices
Q∈S

ny

+ , R∈Snu
+ and S∈Snu

+ are weights.

App.1.4 Constraints

We usually have constraints on the magnitudes of the input and output signals.
However, any constraint that is convex in the decision variables can be used. We denote
the constraints as

∆û(t+ i|t) ∈ ∆U , i = 0 . . . Hu − 1,
û(t+ i|t) ∈ U , i = 0 . . . Hu − 1,
ŷ(t+ i|t) ∈ Y, i = 1 . . . Hp,

x̂(t+ i|t) ∈ X , i = 0 . . . Hp − 1,

where ∆U , U , Y and X are convex sets of increments of input signal, input signals,
output signals and states, respectively.
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App.1.5 Optimization problem

We can formulate the optimization problem solved in each iteration of the MPC as

minimize
û(t+i|t),i=0,...,Hu−1

V (t),

subject to x̂(t+ i|t)=Ax̂(t+i−1|t)+Bû(t+i−1|t), i=1, . . . , Hp,
ŷ(t+ i− 1|t) = Cx̂(t+ i− 1|t), i = 1, . . . , Hp,
∆û(t+ i|t) ∈ ∆U , i = 0 . . . Hu − 1,
û(t+ i|t) ∈ U , i = 0, . . . , Hu − 1,
ŷ(t+ i|t) ∈ Y, i = 1, . . . , Hp,
x̂(t+ i|t) ∈ X , i = 1, . . . , Hp,
∆û(t+ i|t) = 0, i ≥ Hp,

(App.1.3)
for some estimate of the initial state x̂(t|t). e estimate is provided by an observer. If
the system can be described in innovations form, the observer is given by (App.1.4).
e optimization problem (App.1.3) is similar to standard formulations such as the
ones found in (Maciejowski, 2002).

App.1.6 Observer

We assume, as in the system identification set-up (A.2.1), that the noise e(t) is Gaussian
white with zero mean and a known covariance matrix Λ. In such a case the optimal
observer, in mean square error sense, is the Kalman filter, that is, the state observer of
the system S described using the model M is

x̂(t|t) = x̂(t|t− 1) + K̄(y(t)− ŷ(t|t− 1)),
x̂(t+ 1|t) = Ax̂(t|t) +Bu(t),

ŷ(t|t− 1) = Cx̂(t|t− 1).
(App.1.4)

where K̄ is given by the Kalman filter. e state observer is used in the MPC to obtain
estimates of the states when they are not directly measurable.

App.1.7 Integral action

A simple way of introducing integral action in MPC is to introduce an artificial
constant disturbance acting on the output in the model description. e artificial
disturbance replicates the effect of having a static gain error in the model. When
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the MPC estimates the disturbance and compensates for it, the MPC is actually
compensating for the model error, and thus integral action is introduced.

A standard way of introducing the disturbance is by defining an augmented state
as

M :

[
x(t+ 1)
d(t+ 1)

]
=

[
A 0
0 I

] [
x(t)
d(t)

]
+

[
B
0

]
u(t),

y(t) =
[
C I

] [x(t)
d(t)

]
,

(App.1.5)

where d(t)∈Rny , see for example (Maciejowski, 2002, pp.57-59).

App.1.8 Receding horizon

e optimization problem in (App.1.3) is solved with respect to the predicted input
vector û(t+i|t) for i = 0, . . . , Hu−1. e input vector û(t|t) is applied to the system.
e state vector is updated according to measurements and, if necessary, an observer.
e optimization problem in (App.1.3) is updated and solved again. e described
procedure is repeated until some final time step, in accordance to the receding horizon
idea, see (Maciejowski, 2002, pp. 7-10). Note that closed loop stability is not in general
guaranteed. Typically, a terminal state penalty in the cost function can be used to obtain
closed loop stability (Maciejowski, 2002, Ch. 6).





Appendix 2

Global Convergence of Distributed
Inexact Primal-Dual Interior-Point

Method

Here we state the proof for global convergence of the proposed distributed inexact
primal-dual interior-point method (Algorithm C.3.4). To this end, we use the defini-
tions of Ωi(ε) for i = 1, . . . , N and Assumptions (A1)–(A4) stated in Section C.3.3.
e lemmas, theorems and proofs are adapted with very minor changes from (Eisenstat
and Walker, 1994) and (Bellavia, 1998), more detailed references are given before each
lemma and theorem. ey are all included here for the sake of completeness.

e collection of lemmas and theorems in this appendix enables us to show that,
through the run of the algorithm, the iterates are persistently updated and guaranteed
to converge to the optimal solution. We first address the concept of break down of the
algorithm. at is, when we are not able to find a suitable step direction and step size
(Eisenstat and Walker, 1994). We show that such a break down of the algorithm will
not occur under our assumptions as defined in Section C.3.3. Second, we show that
the algorithm is convergent towards an optimal solution.

Particularly, eorem App.2.1 and Lemma App.2.1 assure a persistent update of
the iterates. e subsequent theorems are related to the convergence of the algorithm,
that is, that the generated z(l) converges and ‖H(z(l))‖2 converges to zero. Particularly,
eorem App.2.3 states that the sequence of iterates {z(l)} generated by our method
converges to a point z∗, and eorem App.2.2 is a result necessary for the proof of
eorem App.2.3. Finally, in eorem App.2.5, we state under which assumptions the
proposed algorithm is global convergent, that is, generates a sequence of iterates such
that ‖H(z(l))‖2 → 0. eorem App.2.4 is used in the proof of eorem App.2.5.
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App.2.1 Break down

ere are four steps in the algorithm where a possible break down can occur. ey
are when calculating the step direction (Step 8 in Algorithm C.3.4), choosing the
intermediate step sizes αi

1 and αi
2, and calculating the actual step size α (Steps 9–12 in

Algorithm C.3.4). e hypothesis under which our proposed algorithm does not break
down is addressed in the rest of this section.

A step direction can always be calculated provided H ′(z) is invertible. Hence, if
assumption A3 is fulfilled, the algorithm will not break down at Step 8. Next, eorem
App.2.1 shows that the intermediate step sizes for any such step direction is always
bounded away from zero. is theorem is based on eorem 3.2 in (Bellavia, 1998).

eorem App.2.1
Assume {z(l)} is generated by Algorithm C.3.4 and Assumptions (A1)–(A4) are fulfilled,
then the sequence {α(l)} with α(l) = min

i
(αi,(l)) and αi,(l) = min(αi

1, α
i
2) is bounded

away from zero.

Proof. e proof follows closely that of eorem 3.2 in (Bellavia, 1998). We first show
that the sum of the complementary KKT condition is bounded away from zero in
Ωi(ε). First, note that (si)Tλi ≥ ‖SiΛiê‖2 and (si)Tλi ≥ τ̄ i2γ

i‖Ri(zi)‖2. Using
the quadratic mean we get

(si)Tλi ≥
√

‖SiΛiê‖2
2 + (τ̄ i2γ

i‖Ri(zi)‖2)2

2

≥ min
(

1,
τ̄ i2
2

)
‖H i(zi,(l))‖2

1√
2

≥ min
(

1,
τ̄ i2
2

)
ε

N

1√
2
.

e right hand side of the last inequality is independent of the iteration l and strictly
larger than zero, thus (si)Tλi is bounded away from zero in Ωi(ε) for i = 1, . . . , N .
Due to assumptions A1, A3 and the fact that ‖r̂(l)‖2 is bounded, we have that ‖∆zi‖2
is bounded and there exists M i

1 > 0 and M i
2 > 0 such that

|∆sij∆λi
j −

τ i1γ
i

mi
(∆si)T∆λi| ≤ M i

1, for all i = 1, . . . , N
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and

|(∆si)T∆λi − τ i2γ
iLi‖∆zi,(l)‖2

2| ≤ M i
2, for all i = 1, . . . , N,

respectively. Furthermore, we have r̂(l) = (r̂
(l)
1 , 0), where the zero corresponds to the

complementary KKT condition which is solved exactly in Algorithm C.3.4.
To determine αi

1 at iteration l, we consider the expression (where we omit the
superscript l)

sij(α)λ
i
j(α)−

τ̄ i1γ
i

mi
(si(α))Tλi(α) =

(sij + α∆sij)(λ
i
j + α∆λi

j)−
τ̄ i1γ

i

mi
(si + α∆si)T (λi + α∆λi) =(

sijλ
i
j −

τ̄ i1γ
i

mi
(si)Tλi

)
+ α

(
∆λi

js
i
j +∆sijλ

i
j −

τ̄ i1γ
i

mi
(si)T∆λi−

τ̄ i1γ
i

mi
(λi)T∆si

)
+ α2

(
∆sij∆λi

j −
τ̄ i1γ

i

mi
(∆si)T∆λi

)
=(

sijλ
i
j −

τ̄ i1γ
i

mi
(si)Tλi

)
+ α

(
−sijλ

i
j + µ− τ̄ i1γ

i

mi
êT (−SiΛiê+ µê)

)
+

α2
(
∆sij∆λi

j −
τ̄ i1γ

i

mi
(∆si)T∆λi

)
=

(1 − α)

(
sijλ

i
j −

τ̄ i1γ
i

mi
(si)Tλi

)
+ α(1 − τ̄ i1γ

i)µ+

α2
(
∆sij∆λi

j −
τ i1γ

i

mi
(∆si)T∆λi

)
≥

α(1 − τ̄ i1γ
i)µ+ α2

(
∆sij∆λi

j −
τ i1γ

i

mi
(∆si)T∆λi

)
≥

α(1 − τ̄ i1γ
i)µ− α2

∣∣∣∣∆sij∆λi
j −

τ i1γ
i

mi
(∆si)T∆λi

∣∣∣∣ ≥
α(1 − τ̄ i1γ

i)µ− α2M i
1.

Since αi
1 is defined as

αi
1 = max

α∈[0,1]

{
α|f1(α

′) ≥ 0, for all α′ ≤ α
}
,
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with

f1(α) = min
(
Si,(l)(α)Λi,(l)(α)ê

)
− τ̄ i1γ

i,(l)
(
si,(l)(α)

)T
λi,(l)(α)/mi,

we see that

αi
1 ≥ (1 − τ̄ i1γ

i)µ
1
M i

1
> 0.

We have that µ is bounded away from zero (since both σ and (si)Tλi are bounded
away from zero) and τ̄ i1γ

i is bounded away from one (since τ̄ i1 is at most one and
γi is bounded away from one). Hence, αi

1 is bounded away from zero in Ωi(ε) for
i = 1, . . . , N .

To determine αi
2 at iteration l, we consider the expression (where we once again

omit the superscript l)

(si(α))Tλi(α)− τ̄ i2γ
i‖Ri(α)‖2.

In analogy to page 117 in (Bellavia, 1998), we use the mean value theorem and the
Lipschitz continuity of (Ri)′. e mean value theorem gives

Ri(α)=Ri(zi)+α(Ri)′(zi)∆zi+α

(∫ 1

0

(
(Ri)′(zi+tα∆zi)− (Ri)′(zi)

)
∆zi

)
=Ri(zi)(1 − α)+αr̂i1+α

(∫ 1

0

(
(Ri)′(zi+tα∆zi)− (Ri)′(zi)

)
∆zi

)
,

where r̂i denotes the contributing elements of the ith term in ‖r̂‖2
2, see (C.3.15).e

Lipschitz continuity of (Ri)′ gives

‖Ri(α)‖2 ≤ ‖Ri(zi)‖2(1 − α) + α‖r̂i1‖2 + α2Li‖∆zi‖2
2. (App.2.1)

From inequality (App.2.1) and the stop criteria of the step direction calculation in
Algorithm C.3.4, we get

‖Ri(α)‖2 ≤ (1 − α)‖Ri(zi)‖2 + αη̂
(si)Tλi

m
+ α2Li‖∆zi‖2

2.



App.2.1. Break down 205

us,

(si(α))Tλi(α)− τ̄ i2γ
i‖Ri(α)‖2 ≥

(si + α∆si)T (λi + α∆λi)−

τ̄ i2γ
i

(
(1 − α)‖Ri(zi)‖2 + αη̂

(si)Tλi

m
+ α2Li‖∆zi‖2

2

)
=

(si)Tλi + α(si)T∆λi + α(∆si)Tλi + α2(∆si)T∆λi−

τ̄ i2γ
i

(
(1 − α)‖Ri(zi)‖2 + αη̂

(si)Tλi

m
+ α2Li‖∆zi‖2

2

)
=

(1 − α)
(
(si)Tλi − τ̄ i2γ

i‖Ri(zi)‖2
)
+ α

(
miµ− τ̄ i2γ

iη̂(si)Tλi

m

)
+

α2
(
(∆si)T∆λi − τ i2γ

iLi‖∆zi,(l)‖2
2

)
=

(1 − α)
(
(si)Tλi − τ̄ i2γ

i‖Ri(zi)‖2
)
+ α

(
miµ− τ̄ i2γ

iη̂(si)Tλi

m

)
+

α2
(
(∆si)T∆λi − τ i2γ

iLi‖∆zi,(l)‖2
2

)
≥

(1 − α)
(
(si)Tλi − τ̄ i2γ

i‖Ri(zi)‖2
)
+ α

(
µ− τ̄ i2γ

iη̂(si)Tλi

m

)
−

α2
∣∣∣(∆si)T∆λi − τ i2γ

iLi‖∆zi,(l)‖2
2

∣∣∣ ≥
(1 − α)

(
(si)Tλi − τ̄ i2γ

i‖Ri(zi)‖2
)
+ α

(
σ

m
min
i

(
(si)Tλi

)
− τ̄ i2γ

iη̂(si)Tλi

m

)
−

α2M i
2 ≥

α

(
σ

m
min
i

(
(si)Tλi

)
− τ̄ i2γ

iη̂(si)Tλi

m

)
− α2M i

2.

Since αi
2 is defined as

αi
2 = max

α∈[0,1]

{
α|f2(α

′) ≥ 0, for all α′ ≤ α
}
,

with
f2(α) =

(
si,(l)(α)

)T
λi,(l)(α)− τ̄ i2γ

i,(l)‖Ri(α)‖2

and σi > τ̄ i2γ
iη̂i(si)Tλi/min

i

(
(si)Tλi

)
+ εσ, we see that

αi
2 ≥

(
σmin

i

(
(si)Tλi

)
− τ̄ i2γ

iη̂(si)Tλi

)
1

mM i
2
> 0.
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Hence, αi
2 is bounded away from zero in Ωi(ε) for i = 1, . . . , N .

us, we can always find a step size bounded away from zero. We continue by
showing that, given a step direction p̃i calculated in accordance to Algorithm C.3.4,
there is a step pi such that

‖H i(zi + pi)‖2 ≤ (1 − β(1 − ηi))‖H i(zi)‖2,

given zi and β ∈ (0, 1). at is, there exists an actual step size α such that the
inequality above is fulfilled. To do this we state Lemma (App.2.1) which is based on
Lemma 3.1 in (Eisenstat and Walker, 1994).

Lemma App.2.1
Given zi and β ∈ (0, 1), assume that p̃i is calculated in accordance to Algorithm C.3.4.
en

‖H i(zi) + (H i)′(zi)p̃i‖2 < ‖H i(zi)‖2,

and there exists an ηimin ∈ [0, 1) such that, for any ηi ∈ [ηimin, 1), we can find a pi

satisfying

‖H i(zi + pi)‖2 ≤ (1 − β(1 − ηi))‖H i(zi)‖2.

Proof. Constraint ‖H i(zi)+ (H i)′(zi)p̃i‖2 < ‖H i(zi)‖2 implies that ‖H i(zi)‖2 =
0 and p̃i = 0. We start by showing the first inequality. e step direction calculations
are terminated when ‖r̂i‖2 is less than η̂(si)Tλi/m, see (C.3.15) and (C.3.16).
Consequently, we get

‖H i(zi) + (H i)′(zi)p̃i‖2 ≤

∥∥∥∥∥∥∥∥∥∥∥∥
µ



0
0
1
0
0
0

+ r̂i

∥∥∥∥∥∥∥∥∥∥∥∥
2

≤
√
miµ+

∥∥r̂i∥∥2

≤
√
miσ

m
min
i

(
(si)Tλi

)
+

η̂

m

(
(si)Tλi

)
≤ (σ + η̂)

(
(si)Tλi

)
≤ (σ + η̂) ‖H i(zi)‖2

= η̄‖H i(zi)‖2

< ‖H i(zi)‖2,
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since η̄ < 1. e rest of the proof follows that of Lemma 3.1 in (Eisenstat and Walker,
1994). A slight modification has been made to incorporate i = 1, . . . , N . Define

η̃ =
‖H i(zi) + (H i)′(zi)p̃i‖2

‖H i(zi)‖2
,

εi =
(1 − β)(1 − η̃i)‖H i(zi)‖2

‖p̃i‖2
,

ηimin = max
{
η̃, 1 − (1 − η̃)δi

‖p̃i‖2

}
,

where δi > 0 is chosen such that

‖H i(zi + pi)−H i(zi)− (H i)′(zi)pi‖2 ≤ εi‖pi‖2

whenever ‖pi‖2 ≤ δi. We set

pi =
1 − ηi

1 − η̃
p̃i,

for any ηi ∈ [ηimin, 1). en

‖H i(zi) + (H i)′(zi)pi‖2 ≤ ηi − η̃

1 − η̃
‖H i(zi)‖2 +

1 − ηi

1 − η̃
‖H i(zi) + (H i)′(zi)p̃i‖2

=
ηi − η̃

1 − η̃
‖H i(zi)‖2 +

1 − ηi

1 − η̃
η̃‖H i(zi)‖2

= ηi‖H i(zi)‖2,

and, due to

‖pi‖2 =
1 − ηi

1 − η̃
‖p̃i‖2 ≤ 1 − ηimin

1 − η̃
‖p̃i‖2 ≤ δi,

we get

‖H i(zi + pi)‖2=‖H i(zi + pi)−H i(zi)−(H i)′(zi)pi+H i(zi)+(H i)′(zi)pi‖2

≤ ‖H i(zi + pi)−H i(zi)− (H i)′(zi)pi‖2

+ ‖H i(zi) + (H i)′(zi)pi‖2

≤ ‖H i(zi + pi)−H i(zi)− (H i)′(zi)pi‖2

≤ εi
1 − ηi

1 − η̃
‖p̃i‖2 + ηi‖H i(zi)‖2

= (1 − β)(1 − ηi)‖H i(zi)‖2 + ηi‖H i(zi)‖2

= (1 − β(1 − ηi))‖H i(zi)‖2.
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Recall that the line search in Algorithm C.3.4 is initialized with p̃i,(l) = αi,(l)∆zi,(l)

and ηi,(l) = 1 − αi,(l)(1 − η̄(l)), and evolves as p̃i,(l) = θp̃i,(l) and ηi,(l) =
1 − θ(1 − ηi,(l)). Assume that H i(zi,(l)) = 0 and ‖∆zi,(l)‖2 = 0. Consequently,
from the proof of Lemma App.2.1, we conclude that the while loop terminates with

1 − ηi,(l) ≥ min

{
αi,(l)(1 − η̄(l)),

θ(1 − η̄(l))δi

‖∆zi,(l)‖2

}
, (App.2.2)

which is equivalent to the result on page 114 in (Bellavia, 1998) forN = 1 and Lemma
5.1 in (Eisenstat and Walker, 1994) for N = 1 and an additional α-update. To see
this, we follow the reasoning made in the proof of Lemma 5.1 in (Eisenstat and Walker,
1994). If ηi,(l) ∈ [η

i,(l)
min , 1) such that 1 − ηi,(l) < δi(1 − η̄)/‖∆zi,(l)‖2 we get, from

the proof above, that

‖H i(zi + pi)‖2 ≤ (1 − β(1 − ηi))‖H i(zi)‖2.

Also, note that 1 − ηi,(l) decreases with a factor θ ∈ (0, 1) for each run of the while-
loop. If no iteration of the while-loop is necessary we have 1−ηi,(l) = αi,(l)(1− η̄(l)).
Suppose instead that 1 − ηi,(l) = θδi(1 − η̄)/‖∆zi,(l)‖2 which is less than δi(1 −
η̄)/‖∆zi,(l)‖2, then the loop terminates. us, (App.2.2) holds.

e value of 1 − ηi,(l) is bounded away from zero (since αi,(l) is bounded away
from zero, η̄(l) is bounded away from one, θ > 0 and independent of l, δi > 0 and
independent of l, and ‖∆zi,(l)‖2 is bounded). e fact that 1 − ηi,(l) is bounded
away from zero will be used in the proof of global convergence. So at this point
we observe that the combination of Lemma App.2.1 and eorem App.2.1, and the
complementary discussion assure that the iterates are persistently updated through the
run of the algorithm. As a corollary, we can then state that the algorithm, provided
Assumptions (A1)–(A4) are fulfilled, can only break down at some iteration point zi,(l)

if and only if ‖H i(zi,(l))‖2 = 0. Notice that for convex problems the break down can
only happen when we have arrived at an optimal solution, hence there will always exist
a suitable search direction for updating the iterates. We will now focus on convergence
properties of the algorithm.

App.2.2 Convergence properties

We first discuss some results needed for the proof of global convergence. e following
theorem is used in the proof of eorem App.2.3, and is therefor included here. It is
based on eorem 3.5 in (Eisenstat and Walker, 1994).
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eorem App.2.2
Assume that Algorithm C.3.4 does not break down. If z∗ is a limit point of {z(l)} such that
there exists a Γ independent of l for which

‖p(l)‖2 ≤ Γ(1 − η
(l)
∗ )‖H(z(l))‖2 (App.2.3)

when z(l) is sufficiently close to z∗ and l is sufficiently large, then z(l) → z∗. Here, (1−η
(l)
∗ )

corresponds to the actual step size used by all subproblems i = 1, . . . , N .

Proof. See the proof of eorem 3.5 in (Eisenstat and Walker, 1994).

We are now ready to state the following theorem, which is based on eorem 3.1
in (Bellavia, 1998).

eorem App.2.3
If z∗ is a limit point of {z(l)} such that ‖H ′(z∗)‖2 is nonsingular, then the sequence {z(l)}
generated by Algorithm C.3.4 converges to z∗ .

Proof. e proof follows closely that of eorem 3.1 in (Bellavia, 1998). We de-
fine K = ‖(H ′(z∗))

−1‖2 and choose δ > 0 such that (H ′(z))−1 exists and
‖(H ′(z))−1‖2 ≤ 2K whenever z ∈ Nδ(z∗). e actual step used in subproblem
i is

pi,(l) = min
i

{
1 − ηi,(l)

} 1
1 − η̄(l)

∆zi =
1 − η

(l)
∗

1 − η̄(l)
∆zi,

that is, we choose the minimum step size over all subproblems. Assume z(l) ∈ Nδ(z∗),
then

‖p(l)‖2 =
1 − η

(l)
∗

1 − η̄(l)
‖∆z‖2

≤ 1 − η
(l)
∗

1 − η̄(l)
‖(H ′(z(l)))−1‖2‖ −H(z(l)) + r̃(l)‖2

≤ 1 − η
(l)
∗

1 − η̄(l)
‖(H ′(z(l)))−1‖2(‖H(z(l))‖2 + η̄(l)‖H(z(l))‖2)

≤ 1 − η
(l)
∗

1 − η̄(l)
2K(1 + η̄(l))‖H(z(l))‖2

≤ Γ(1 − η
(l)
∗ )‖H(z(l))‖2
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where
Γ = 2K

1 + η̄max

1 − η̄max

and η̄max is the maximum value that η̄(l) can be set to. us, there exists a Γ
independent of l for which inequality (App.2.3) holds when z(l) is sufficiently close to
z∗ and l is sufficiently large. Consequently, by eorem App.2.2, z(l) → z∗.

e following theorem is needed in the proof of global convergence. It is based on
eorem 3.4 in (Eisenstat and Walker, 1994).

eorem App.2.4
Assume that Algorithm C.3.4 does not break down. If

∑
l≥0(1 − η

(l)
∗ ) is divergent then

H(z(l)) → 0.

Proof. e proof follows closely that of eorem 3.4 in (Eisenstat and Walker, 1994).
From the line search in Algorithm C.3.4, we get

‖H i(zi,(l))‖2 ≤ (1 − β(1 − η
(l−1)
∗ ))‖H i(zi,(l−1))‖2

≤ Π0≤j<l(1 − β(1 − η
(j)
∗ ))‖H i(zi,(0))‖2

≤ exp

−β
∑

0≤j<l

(1 − η
(j)
∗ )

 ‖H i(zi,(0))‖2.

us

‖H(z(l))‖2 ≤ exp

−β
∑

0≤j<l

(1 − η
(j)
∗ )

 ‖H(z(0))‖2.

e divergence of
∑

l≥0(1 − η
(l)
∗ ) implies H(z(l)) → 0 since β > 0 and 1 − η

(l)
∗ ≥

0.

We are now ready to state the theorem of global convergence of the proposed
method. It is based on eorem 3.3 in (Bellavia, 1998).

eorem App.2.5
Assume {z(l)} is generated by Algorithm C.3.4 and Assumptions (A1)–(A4) are fulfilled,
then {‖H(z(l))‖2} converges to zero.
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Proof. e proof follows closely that of eorem 3.3 in (Bellavia, 1998) and eorem
5.2 in (Eisenstat and Walker, 1994). Algorithm C.3.4 does not break down (unless
at the optimal solution) and has step sizes bounded away from zero, see eorem
App.2.1, Lemma App.2.1 and the complementary discussion. Furthermore, it follows
from eorem App.2.3 that z(l) → z∗.

e sequence {‖H(z(l))‖2} is, by construction of the algorithm, decreasing and
bounded, and consequently convergent. Assume that it converges to κ > 0. So, for
sufficiently large l we have zi,(l) ∈ Nδi(z∗) and the while-loop of Algorithm C.3.4
terminates with inequality (App.2.2) fulfilled. Since z(l) → z∗, all but finitely many l
satisfy that zi,(l) ∈ Nδi(z∗), consequently

∑
l≥0(1 − η

(l)
∗ ) is divergent. Hence, from

eorem App.2.4 we get that H(z(l)) → 0, which contradicts our assumption that
H(z(l)) → κ > 0. us, {‖H(z(l))‖2} converges to zero.
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