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Abstract

To understand evolution, and to discover how different species are related, gene
order analysis is a useful tool. Problems in this area can usually be formulated
in a combinatorial language. We regard genomes as signed, circular permuta-
tions, and evolutionary operations like reversals (reversing the order of a segment
of genes) and transpositions (moving a segment of genes) are easy to describe
combinatorially. A commonly studied problem is to determine the evolutionary
distance between two species. This is estimated by several combinatorial dis-
tances between gene order permutations, for instance the breakpoint distance
and the reversal distance.

We have in this thesis applied combinatorics to several important problems,
leading to these results:

• An algorithm for computing, within any factor 1+ε > 1, the minimal num-
ber of reversals and transpositions, the latter double-counted for certain
reasons, needed to transform one gene order permutation into another.

• A good approximative formula for the expected number of reversals be-
tween two gene order permutations with b breakpoints between them:

tappr(b) =
log

(
1− b

n(1− 1
2n−2 )

)

log
(
1− 2

n

) .

• A formula for the expected transposition distance in an ordinary permu-
tation given by t random transpositions. The inverse is an estimate of
the expected evolutionary distance between two gene order permutations,
given their reversal distance.

• A new approach for computing the expected evolutionary distance, with a
conjecture regarding which gene order permutations are comparable.

• A formula for the expected number of inversions in a permutation generated
by t random adjacent transpositions.

• An analysis of the heuristic Derange for computing the weighted distance
between two gene order permutations, showing that it is reliable if the
right weights are used, and an extension of Derange that addresses the
median problem. Using this extension, we have devised a fast algorithm
for computing evolutionary trees that match other, slower, algorithms.
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Sammanfattning

Analys av genordning i organismer har visat sig vara ett kraftfullt verktyg för
först̊a de evolutionära processerna och för att ta reda p̊a hur olika arter är släkt
med varandra. Vi kan ofta formulera fr̊ageställningar inom detta omr̊ade med
kombinatoriska termer. Ett genom kan ses som en tecknad, cirkulär permutation
av gener, och evolutionära processer som vändningar (ett segment av gener ges
omvänd ordning) och transpositioner (ett segment av gener flyttas) kan beskrivas
enkelt med kombinatorik. En vanlig fr̊ageställning rör det evolutionära avst̊andet
mellan tv̊a arter. Det finns flera kombinatoriska avst̊andsfunktioner som ger bra
uppskattningar av detta avst̊and. Exempel p̊a s̊adana är brytpunktsavst̊andet
och vändningsavst̊andet.

I denna avhandling har vi tillämpat kombinatoriska metoder p̊a flera viktiga
problem, vilket gett följande resultat:

• En algoritm för att inom varje faktor 1+ ε > 1 beräkna det minsta antalet
vändningar och transpositioner, de senare av goda skäl räknade dubbelt,
som behövs för att omvandla en permutation av gener till en annan.

• En god approximation av det förväntade antalet vändningar mellan tv̊a
permutationer av gener p̊a brytpunktsavst̊and b:

tappr(b) =
log

(
1− b

n(1− 1
2n−2 )

)

log
(
1− 2

n

) .

• En formel för det förväntade antalet transpositioner vi maximalt kan för-
korta en produkt av t slumpmässigt valda transpositioner till. Inversen
till denna funktion ger en uppskattning av det förväntade evolutionära
avst̊andet mellan tv̊a permutationer av gener, som funktion av deras vänd-
ningsavst̊and.

• Ett nytt sätt att angripa det förväntade evolutionära avst̊andet, samt en
förmodan som berör vilka permutationer av gener som är jämförbara.

• En formel för det förväntade inversionstalet i en permutation som skapats
med hjälp av t slumpmässigt valda granntranspositioner.

• Vi har analyserat den avst̊andsberäknande heuristiken Derange, och vi-
sat att den är tillförlitlig om rätt vikter används. Genom att utnyttja en
utökning av Derange som beräknar medianen av tre permutationer av ge-
ner har vi utformat en algoritm för att beräkna evolutionära träd. Denna
algoritm är jämförelsevis snabb, och mäter sig väl med andra l̊angsammare
algoritmer.
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Chapter 1

Gene order comparative
genomics — an introduction

In order to understand evolution, we would like to know how all species on earth
are related to each other. This problem has been studied for several centuries,
using techniques like morphology, anatomy, physiology and paleontology. With
the advent of techniques to study the genome of a species, these investigations
have entered a new era. Suddenly, there is no shortage of material to study,
rather an abundance.

Comparative genomics is the art of extracting reliable genomic data and
quantifying it into evolutionary relations. To achieve this, we may use any
genomic data available to us. We will in this thesis concentrate on gene order
data, i.e. data regarding the position of the genes in the genome. Though an
individual’s gene order probably has only minor bearing on the appearance of
the bearer, gene order is in general highly species specific and is probably a good
marker for evolutionary relationships.

To understand the basic problem within comparative genomics, an analogy to
genealogical research may be helpful. Let us consider the Kraft family depicted
in Figure 1.1. We wish to discover how they are all related, to produce a family
tree. In genomics, we have access to genomic data from the extant species, but
not from extinct species. To illustrate this, we may for instance disregard all se-
nior members of the family and try to discover the relationships from looking at
the youngsters only. To complicate things, there are some individuals in the pho-
tograph who have entered the family from outside, through marriage. This has
no obvious parallel when constructing species trees, but there are several other
complications; for instance, single genes may enter some species from outside,
through a process called horizontal transfer.

In the chapters to come, we will give several methods that may facilitate
the search for evolutionary trees. In Chapters 3 and 4, we look at two different
minimal distances between genomes, which are measures on how distantly related

5



6 Chapter 1. Introduction

Figure 1.1. The Kraft family gathering in 1987. The observant reader may have
spotted my wife, thirteenth from the left. Courtesy of Värnamo Tidning.

the corresponding species are. For more distant species, these minimal distances
will in general be underestimates of the true evolutionary distances. We then
wish to compute the expected evolutionary distances, given the minimal distance,
for a better reflection of the true distance. We focus on expected distances in
Chapters 5 to 8. Finally, we consider a method for computing phylogenetic trees
directly, without considering any distance.

In this chapter, we may use some terminology unfamiliar to the reader. We
then refer the reader to Chapter 2, which should contain most prerequisites for
this thesis. We do assume familiarity with basic linear algebra and analysis.
Also, Chapter 6 contains some representation theory and symmetric functions,
which is presented when needed.

For readers eager to learn more about this subject, there are several textbooks
available, for instance [50]. In 2000, an international conference was devoted
entirely to gene order comparative genomics, and the proceedings [54] are well
worth reading.
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1.1 Introductory biology

This thesis deals primarily with mathematical aspects of comparative genomics,
but it is also important to know something about the reality our models are
drawn from. We will therefore give a short account of the most basic evolutionary
biology. Anyone who already knows of genes and genomes should move on.

The discovery of the genetic material in living organisms started some 130
years ago and an interesting review of the recent and past development in this
area has been given by Aldridge [3]. Less than fifty years ago, Watson and
Crick discovered how nature extracts information from the genetic material.
The genome consists of one or more (46 for humans) chromosomes, each one
consisting of two sequences of nucleotides, paired together to form a double
helix. This is what we call DNA, which is short for Deoxyribonucleic acid.
There are four nucleotides: adenine (A), cytosine (C), guanine (G) and thymine
(T). These are always paired, A with T and C with G; this means that both
sequences contain the same information.

The function of the information in these sequences is, as far as we know,
mostly as blueprint for proteins. Each triple of nucleotides codes for some amino
acid, which proteins are built of. A segment that codes for a protein is called a
gene. Each gene should be read either from the left or from the right, depending
on which of the two nucleotide sequences the gene is positioned at. We may thus
regard a chromosome as a sequence of directed genes. This is the view we will
take here.

One should note that genes are not species specific. By identifying genes that
are very similar and code for similar proteins, one finds that man and mice, for
instance, share about 99% of their genes. Thus, on the gene level, the major
difference between man and mice is the way these genes are arranged and not
the kind of genes that they contain.

In higher organisms, genes are often duplicated, which complicates the mathe-
matical analysis. By way of contrast, bacteria in general have only one copy of
each gene, their genomes being relatively short. Also, bacteria usually have only
one chromosome, tied together to form a circle. Thus, for bacteria we have
something similar to a circular permutation of genes. This is the basis for our
mathematical definition of a genome.

1.2 Gene order and combinatorics

Evolution is modelled as follows. Starting from one species, the number of species
may increase one step at a time through a process called speciation. This is
when one species separates into two identical species, which thereafter will evolve
independently of each other. The evolution of a species consists of gene order
altering mutations. We assume that the times of speciation and mutation are
Poisson distributed.
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Rhesus monkey

Orangutan

Gorilla

Chimpanzee

Human

Rhesus monkey

Orangutan

Gorilla Chimpanzee

Human

Figure 1.2. The evolutionary tree of human and some monkeys. The left tree
is rooted, the right one unrooted.

One example of evolution is given is Figure 1.2. Starting at the very left
of the left tree, we have some kind of ancient ancestor of all monkeys. As
time flies to the right, this species soon speciates into two species, one of which
evolves into the Rhesus monkey. The other evolves for some time and then meets
with another speciation. As time proceeds, another two speciations and some
mutations will give the other species.

Along any edge in the tree, there has occurred a number of mutations. The
tree together with these sequences of mutations is known as the true scenario,
the knowledge that we wish to infer. The number of mutations along an edge is
called the true distance. Knowing the true distances between any two species
is a good step towards finding the topology of the tree.

In Chapter 2, we compare the genome of a species to a deck of cards. Each
gene corresponds to a card and the information we get is the order and orientation
of the cards. In this model, evolution can be described as follows. Starting with
one deck of cards, the naturally occurring processes are either shuffling a deck
according to special shuffling rules (a mutation), or copying a deck into two
identical decks (a speciation). In order to get good estimates of the true scenario
and the true distances, we seek to answer questions like these:

• Which is the most likely scenario of mutations (shufflings) and speciations
(copying) leading to some given set of genomes (decks)?

• If one genome has been mutated to give another genome (one deck shuff-
led into another), what is the expected number of mutations (shuffles)
performed?

• How many mutations does it take to transform one genome into another
(how many shuffles apart are two given decks of cards)?

These questions have been arranged in decreasing order of difficulty and
applicability. The first question is the one we really wish to answer, since the
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answer gives an estimate of the true scenario. The quality of this estimate
depends on the support the true scenario has in the gene order data. An answer
to the second question would facilitate the search for an answer to the first
question, and an answer to the third question is a lower limit for the second
question.

In this thesis, we look at all three questions, but concentrate our efforts
on the second question. The third has been partially answered before and we
do not expect to see much progress in this area of research. The second was
largely untreated only two or three years ago, but has now been given some fair
treatment in this thesis, as well as by other authors. The first question is very
complex, and a definitive answer will probably not be given in the near future.

The mutations that we consider in this thesis are primarily reversals, but
also transpositions and inverted transpositions. In a reversal, a segment
of genes is taken out of the genome and put back in reversed order. In a trans-
position, a segment of genes is taken out and put back at another place in the
genome. Finally, an inverted transposition is a segment of genes taken out and
put back reversed at another place. More formal and precise definitions are given
in Chapter 2.

1.3 Distance methods

We are now ready to formulate some problems more exactly. If available, we also
give a short account of the solutions. Note that though we focus our attention
on signed and circular genomes, most problems and methods have counterparts
for linear and/or unsigned genomes. In general the solutions are similar for
linear genomes, but not for unsigned genomes. We have tried to emphasise any
exceptions to this rule.

We will in general only discuss distances d(π) from a genome π to the identity
genome. This implies no loss of generality, since we can always compute the
distance between any two genomes π and τ by renaming the genes such that τ
becomes the identity. Since the identity genome is perfectly sorted, we often talk
about sorting the genome π.

1.3.1 The breakpoint distance

The simplest distance widely used is the breakpoint distance b(π, τ). Break-
points are more formally defined in Chapter 2, but in essence we count the
number of adjacent genes in one of the genomes that are not adjacent in the
other. It is not hard to see that b(π, τ) is a metric on the space of genomes. We
use the notation b(π) for the number of breakpoints between π and the identity.

The breakpoint distance is widely used by the community. It is easy to com-
pute and we do not have to make any specific assumptions about the underlying
model. In fact, it is a decent approximation for many of the other distances
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we shall look at, although more refined analyses demand more sophisticated
distances.

It has been argued by Sankoff and others, see for instance [52], that the
success and applicability of the breakpoint metric comes from its being model
independent. We would like to offer some words of caution regarding this view.
First, it is of course not sufficient for a distance to be model independent. If we
let the distance between π and τ be zero if π = τ and one otherwise we definitely
get a model independent distance, but it will not be of any use to us. Second, the
breakpoint distance is by no means model independent. It works about equally
well for the common sets of operations, i.e. reversals and transpositions, since
these operations change the number of breakpoints by at most two or three,
respectively, but if our model would include operations that change the number
of breakpoints by far more, the breakpoint distance would not give such good
results.

1.3.2 Minimal reversal distance

The reversal has generally been considered the most important of the three op-
erations that we usually consider. Some claim that this is because reversals have
been more frequently observed. This may be the case, but it seems reasonable to
think that their popularity is in part boosted by our ability to treat them math-
ematically. While transpositions and inverted transposition have been hard to
analyse, the following problem has actually been solved.

Problem 1.1. What is the minimal number of reversals drev needed to transform
a genome π into the identity genome?

This number is known as the reversal distance and sometimes referred to as
the minimal reversal distance. The full solution (for signed genomes) was given in
1999 by Hannenhalli and Pevzner [37], preceded by a fairly good approximation
in 1996 by Bafna and Pevzner [5]. In the breakpoint graph terminology given in
Chapter 2, the theorem is as follows.

Theorem 1.2. Let π ∈ Gn. Then

drev(π) = n− crev(π) + h(π) + f(π).

It follows from Caprara [18] that genomes containing hurdles (genomes π
with h(π) + f(π) > 0) are very rare. For instance, for genomes of length 8,
less than one percent of these contain hurdles, and for genomes of length 100,
only one in 105 contains a hurdle. Thus, knowing that h(π) + f(π) ≥ 0 for all
genomes π, there is little harm in using the approximation dappr(π) = n−crev(π),
which is the approximation given by Bafna and Pevzner. There is an interesting
parallel between this formula and the transposition distance in Sn, which we
shall explore in Chapter 6.

Remark 1.3. There are in fact two common ways to write formulae like these.
In the original papers, trivial cycles were neglected. If we let cnt(π) denote the
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number of non-trivial cycles in π ∈ Gn, then we get n− crev(π) = b(π)− cnt(π).
Depending on the context, both notations have their merits, but in this thesis,
the latter notation has been sacrificed on the altar of uniformity.

Many people have looked at the computational aspects of calculating the
reversal distance. In the paper by Hannenhalli and Pevzner, both finding this
distance and computing a minimal sequence of reversals was done in O(n4) time,
for a genome of length n. This has subsequently been improved by, among others,
Berman and Hannenhalli [9], who computed the distance in O(nα(n)) time and
a minimal sequence in O(n2α(n)) time, where the function α(n) is the inverse of
Ackerman’s function [1]. This inverse is less than four for all practical purposes
[21], so we can regard it as a constant. Next, Kaplan, Shamir and Tarjan [41] gave
a minimal sequence in O(nα(n)+drev(π)n) time, where drev(π) < n is the reversal
distance, and Bader, Moret and Yan [4] reduced finding the distance to linear
time. Recently, Bergeron [7] and Bergeron, Heber and Stoye [8] have simplified
the algorithms, yielding an algorithm for computing the reversal distance without
using the breakpoint graph. Finally, Siepel [55] has given an algorithm for finding
all optimal sequences of reversals that sort a genome.

To explore the possibilities of weighting reversals differently, Ajana et al. [2]
have developed a computer program which searches through the complete space
of optimal reversals (under the assumption that no hurdles are present) for the
minimal sequence of reversals under some user-specified set of weights. This
approach is modelled on the program Derange, which is discussed in Chapter
3 and Section 1.3.4, improving on Derange by looking at all optimal sequences
of operations, while being limited to only one kind of operation.

For unsigned genomes, calculating the reversal distance is NP-hard, as was
shown by Caprara [16]. The proof consists of a series of transformations. For
unsigned genomes, the vertices 2k−1 and 2k in the breakpoint graph are identi-
fied for all k ∈ [n]. It then becomes a problem to compute the maximum number
of alternating cycles. Caprara is able to reduce this problem to the reversal dis-
tance problem. He then proceeds to show that the alternating cycle problem is
NP-hard, which implies that the reversal distance is NP-hard.

There exist polynomial time approximations of the reversal distance for un-
signed genomes: Christie has given a 3/2-approximation [23] and Berman, Han-
nenhalli and Karpinski [10] have reduced this to 11/8.

1.3.3 Other minimal distances

Problem 1.1 has an obvious analogue for transpositions.

Problem 1.4. What is the minimal number of transpositions dtrp needed to trans-
form a genome π into the identity genome?

This number is known as the transposition distance. Note that this is a
problem on unsigned genomes, since a transposition does not change the sign of
any gene.
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Nobody has found a closed formula for this distance. It is easy to give some
trivial bounds. For instance, a transposition can not change the number of
breakpoints by more than three. Furthermore, one can always find a transposi-
tion reducing the number of breakpoints by one. Thus

b(π)
3

≤ dtrp(π) ≤ b(π)

for all unsigned genomes π.
Research by among others Bafna and Pevzner [6] and Christie [22] has given

some closer bounds. We use the breakpoint graph terminology and introduce
a new function codd, which given π ∈ Gn returns the number of cycles of odd
length in G(π). Bafna and Pevzner have shown that the inequalities

n− codd(π)
2

≤ dtrp(π) ≤ 3
2

n− codd(π)
2

hold for all unsigned genomes. Thus, dtrp(π) is approximated within a factor 3
2 .

The approach by Christie is similar.
Some work has been done on the transposition diameter of Un, that is the

maximum of dtrp(π), taken over all unsigned genomes π of length n. Eriksson et
al. [35] have showed that for n ≥ 9 we have

dn + 1
2

e ≤ max
π∈Un

{dtrp(π)} ≤ b2n− 2
3

c.

There does not seem to be any similar work done on the inverted transposi-
tion distance. However, it seems likely that inequalities similar to those in the
transposition case also hold for inverted transpositions.

1.3.4 Combined distances

It is a bit unsatisfactory to consider reversals and transpositions separately. We
would like to answer questions like: “What is the minimal number of opera-
tions, allowing reversals, transpositions and inverted transpositions under some
restriction, needed to transform a genome to the identity genome?”. We shall
now look at some attempts to formulate problems in this vein, and also mention
what answers have been found.

Let us assume that reversals, transpositions and inverted transpositions take
place according to Poisson processes with intensities a, b and c. If we do not
distinguish between the three types of operations, we then have a Poisson process
with intensity a + b + c. This suggests that the following unrestricted problem
is highly relevant.

Problem 1.5. What is the minimal number of operations (reversals, transposi-
tions and inverted transpositions) needed to transform a genome into the identity
genome?
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The function giving this value is denoted dcomb. Using the breakpoint graph
theory, this problem has been attacked by Gu, Peng and Sudborough [36]. They
have found an approximation within a factor 2 using the inequalities

n− codd(π)
2

≤ dcomb(π) ≤ n− codd(π).

This is very similar to the case with transpositions alone and this is no coin-
cidence. In the choice between transpositions and reversals, the transpositions
generally come out on top, since there often is a transposition that splits one
cycle into three, thereby increasing the number of cycles by two, but a reversal
can only split a cycle into two, increasing the number of cycles by one. Thus we
typically need twice as many reversals as transpositions to sort a genome, and
we draw the conclusion that the combined distance according to this definition
is very similar to the transposition distance.

A more general approach has been taken by Blanchette and Sankoff [12], in
writing a computer program to answer this problem:
Problem 1.6. Consider all π-sorting sequences, that is all sequences of operations
that transform π to id:

π
Op1−→σ1

Op2−→ . . .
Opn−1−→ σn−1

Opn−→ id.

Given weights ω(Op) (usually depending on the type of operation only), what is
the minimum of the expression

∑

k

ω(Opk)

taken over all π-sorting sequences?
This computer program, which is called Derange, uses a greedy algorithm

to find a π-sorting sequence which hopefully gives a low value for this sum. The
quality of this algorithm, as well as the relevance of the answer, depends on the
choice of weights. This is investigated in Chapter 3.

We use Chapter 4 to investigate a special case of this problem, namely using
weights one for reversals and two for both kinds of transpositions. From the
analysis of the unweighted combined distance, these weights seem reasonable for
reducing the bias between reversals and transpositions to a minimum. They
are also the weights found optimal in our analysis of Derange. As with the
generally weighted problem, the sum obtained is not the answer to use for an
evolutionary distance, but with these weights, the minimal π-sorting scenario
will contain reversals and transpositions in reasonable proportions, compared to
the true scenario.

1.3.5 Expected reversal distance

When comparing two genomes to each other, it seems unlikely that the true
distance is the same as the minimal distance. In fact, while the minimal distance
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in general is a good approximation of the true distance if the true distance is
small, it quickly grows worse as the true distance increases. The exact behaviour
of course depends on which distance (breakpoint, reversal and so on) we are
considering, but regardless of the distance, there is room for improvement.

Consider the stochastic variable R(n, t) which is the reversal distance of a
genome obtained by applying t random reversals to the identity genome in Gn,
the reversals taken from the uniform distribution on all

(
n
2

)
reversals. We then

consider the expected reversal distance after t reversals, that is the ex-
pectation of R(n, t). We will denote this function Erev(n, t) = E(R(n, t)). The
following problem suggests itself.

Problem 1.7. What is the expected reversal distance after t reversals, taken
independently from the uniform distribution?

By taking the inverse of a solution to this problem, we obtain an estimate of
the true reversal distance, providing a good answer to the following problem.

Problem 1.8. What is the expected number of reversals leading to a given reversal
distance?

It seems quite hard to solve any of these two problems exactly. Similar
problems, but probably easier to solve, come from considering the expected
number of breakpoints after t reversals, Ebrp(n, t), and its inverse. We
provide good approximations for the latter problems in Chapter 5 and an esti-
mate for the expected reversal distance in Chapter 6 by solving a similar problem
in Sn. Previous contributions to the breakpoint problems have been given in
[20, 47, 53, 62, 63] (see Chapter 5 for more details).

Expected transposition distances seems to be an entirely unexplored area
and we will not consider them here. Turning to the more general case, we will
say something about the expected combined distances in connection with our
treatment of Derange.

1.3.6 Expected distances in general

Two methods have proved successful for finding expected distances. The first is
Markov chains, which is the key to the results obtained in Chapters 5 and 6. The
second is pure combinatorial analysis. In order to develop relevant theory and
to obtain ideas, it is important to study not only problems that occur naturally
in the genomics context, but also related problems that do not have immediate
biological implications.

One such problem is studied in Chapter 8, where the problem of computing
the expected number of inversions in a permutation created using t random
adjacent transpositions is studied. It turns out that a full analysis can be made
using combinatorial arguments, giving a closed formula for this expectation.

However, the solution is similar to that of the two previous problems in that
we compute the expected distance after t steps and then take the inverse. This
approach does not really give the expectation of the number of operations applied
(although the estimate given is in general fairly good), nor does it provide us
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with important measures such as the variance. To overcome this, we have in
Chapter 7 stated more clearly the model we are adhering to, and shown how
the expectation can, in principle, be computed. Unfortunately, the function
found does not seem to simplify easily. One area where it does simplify is when
regarding transpositions in Sn, as in Chapter 6. We are able to conjecture that
for permutations of certain cycle types, the expected number of transpositions
leading to them is infinite. The conclusion to be drawn is that for genomes of
these cycle types, we should not attempt to compute the expected number of
reversals. Rather, these genomes should be regarded as unrelated to the identity.

1.4 Tree building methods

The goal of our research is to establish methods for inferring evolutionary trees.
These trees are ordinary trees, that is connected graphs without cycles, which
have a time axis attached to them. The leaves of the tree correspond to extant
species, that is, species that exist at the present time. The root of the tree
corresponds to the common ancestor of all the species in the tree, so it is the
oldest vertex. All our trees will be binary, that is each internal vertex has two
edges directed downwards (forward in time). In other words, each vertex, except
for the root, has valency one or three.

We will, however, usually study trees without this time axis. Then, we do not
care about the root either, and refer to these trees as unrooted trees, as opposed
to the previous ones, known as rooted trees. This simplifies our calculations, but
does not really reduce the range of applicability. Having produced an unrooted
tree, we do not know at which edge we should position the root, but this can
usually be amended for by using an outgroup, that is a distant relative to our
set of species.

We start by stating the problems more clearly. We then proceed to review
several different methods for solving these problems: distance based methods,
BPAnalysis and Grappa, MPBE and MPME, MGR, and finally our contri-
bution to the field, Yggdrasil.

1.4.1 Distance between trees and problem formulations

For unrooted trees, we have a distance measure as follows. In a tree, each edge
corresponds to a bipartition of the vertices, namely the sets of vertices in the
two subtrees obtained by removing that very edge. The bipartitions of the edges
that connect two internal vertices uniquely determine the tree. The Robinson-
Foulds distance [51] between two trees T1 = (V,E1) and T2 = (V, E2) is given
by the number of bipartitions present in T1 that are not present in T2. Note
that the Robinson-Foulds distance does not depend on edge lengths, only on the
topology of the tree.

The problem everyone wants to solve is the following.
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Problem 1.9. Given a tree T and the gene order of all species in the tree, find
a method that reconstructs T from the gene order sequences as well as possible,
that is with as small Robinson-Foulds distance as possible.

We can then let T be the unknown true tree and use the solution of this
problem as a good approximation of T .

This problem, as well as the problem of computing the true reversal distance
between two genomes, is not easily solved; in fact, the problem is unsolvable, in
that the true tree T could be any tree, although all trees are not equally likely.
The natural approach is to use the parsimony argument and go for the minimal
tree, that is solving the following problem.
Problem 1.10. Given a set G of genomes on the same set of genes, compute the
tree T = (V, E) such that T has G as leaves and

∑

(u,v)∈E

d(u, v)

is minimised.
We shall here review several attempts to solve this problem, and also mention

our approach, which is presented in Chapter 9.

1.4.2 Distance based methods

There are several methods for computing a tree using evolutionary distances
between all pairs of genomes. Their advantages are their simplicity and their
speed, the time consuming part being the computation of the

(
k
2

)
distances.

Their disadvantage is their dependency on a good evolutionary distance estimate.
The expected distances discovered during the last years have greatly improved
the quality of the trees computed using distance based methods and these trees
compare well to the trees found using more complicated methods.

To give a flavour of how some of these algorithms work, we shall here review
the famous neighbour joining (NJ) method (as described in the textbook by
Durbin et al. [27]). It has become a standard method and works very well,
especially for additive trees, where neighbour joining is guaranteed to give the
right tree. Let L be the set of all leaves and define

r(x) =
1

|L| − 2

∑

z∈L

d(x, z).

Then, we should pick the two leaves x, y that minimise

D(x, y) = d(x, y)− (r(x) + r(y)).

Remove these leaves from L and add a new leaf z, which corresponds to the
closest inner vertex to x and y. For each other vertex z′, the distance to z is
given by

d(z, z′) =
d(x, z′) + d(y, z′)− d(x, y)

2
.
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The process is then iterated until only one leaf remains. We have then found all
inner vertices and consequently a tree.

1.4.3 Computing the median

At the heart of most non-distance based tree-constructing algorithm lies the
computation of the median of three genomes. Given a set {G1, G2, . . . , Gk} of
at least three genomes on the same set of genes, the median is the genome G
that minimises the sum

k∑

i=1

d(G, Gk)

for some distance d(·, ·). If k = 3, this gives the most parsimonious tree with
these three genomes as leaves.

Computing the median of three genomes is hard. Considering the complica-
tions of the hurdles in computing the reversal distance, it comes as no surprise
that computing the reversal median is NP-hard [17], but it turns out that com-
puting the breakpoint median is also NP-hard [49]. Still, most methods for tree
reconstruction use the median. We shall now review several different ways to do
this.

1.4.4 BPAnalysis and Grappa

Given a fixed topology (tree structure) with given genomes at all vertices, includ-
ing inner vertices, any inner vertex can be recalculated as the median of its three
neighbours. If the inner vertices are not optimal, this will give a tree with lower
total edge length. This approach is the idea behind the algorithm BPAnalysis
(BreakPoint Analysis), written by Sankoff and Blanchette [52]. Starting with a
tree with some easily computed but probably not optimal inner vertices, they
iteratively compute medians until the inner vertices have converged. This is
then done for all possible topologies, and the one with lowest total edge length
is chosen as the best.

To compute the medians reasonably fast, Sankoff and Blanchette reduced
the breakpoint median problem on n genes and three genomes to a Travelling
Salesperson’s Problem (TSP) on 2n cities. Although NP-hard, this problem is
well explored (see for instance [40]), and several good approximative algorithms
exist. Thus, they are able to handle genomes of reasonable length.

There are (2k − 5)!! different topologies on k genomes. This means that
going through all topologies, each time solving several instances of TSP, takes
time. BPAnalysis will not work well for more than 15 genomes. To improve
on the usability of BPAnalysis, Moret et al. [44, 45] have constructed the
Grappa software, which among other things contains a reimplementation of
BPAnalysis. Apart from more or less low-level speed-ups, they have added a
pruning strategy which makes it possible to ignore some of the more unlikely
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topologies. Still, they have to generate every topology, so the problem with the
exponential growth remains.

Another thing added in Grappa is the possibility to use the reversal median
instead of the breakpoint median. There are two known methods for computing
the reversal median in reasonable time, due to Caprara [19] and Siepel and
Moret [56], the first one being faster unless the three genomes are very close to
each other. Computing the reversal median takes significantly more time than
computing the breakpoint median, but it is also more relevant and is more often
unique.

Contrary to first thought, using the reversal median in Grappa does not
increase the running time in general [46]. The reason is that we get much quicker
convergence, thus reducing the number of medians we have to compute. Also,
the results improve significantly, showing the relative weakness of the breakpoint
measure in the reversal model.

Recently, Tang and Moret [59] have combined Grappa with some disk-
covering methods by Huson et al. [38]. These methods divide the set of genomes
into overlapping subsets, use some base method to construct the subtrees on
each subset, and then merges the subtrees together. Apparently, combining disk-
covering methods with Grappa works well for trees with similar edge lengths,
but not too well for trees given by a birth-death process, which may be more
realistic.

1.4.5 MPBE and MPME

The idea behind MPBE (Maximum Parsimony on Binary Encodings) [24] is to
replace each genome with a binary sequence. Each position corresponds to a pair
of genes, zeroes indicating breakpoints and ones adjacencies in the genome. We
then seek the tree which minimises the Hamming distances between these binary
sequences. Having found this tree, we use one of several methods available to
compute good inner vertices.

Computing the tree that minimises the Hamming distances is NP-hard, but
good heuristics exist. It is assumed that a good solution will be found for up to
about 40 genomes. However, while the binary sequences at the leaves correspond
to genomes, the binary sequences at the inner vertices found by these heuristics
can have any number of ones and thus need not correspond to genomes. This
means that we can not be sure that the tree found is appropriate for the genomes.

Another encoding was proposed by Bryant [15] and tested by Wang et al. [65].
It is called MPME (Maximum Parsimony on Multistate Encodings) and the idea
is to write down, for each gene, which element that follows it in both directions.
This gives a shorter sequence than MPME (only 2n elements), but on the other
hand, the number of possible values has grown from 2 to 2(n − 1). This gives
practical problems, since the implemented heuristics available for computing the
best tree assume that the number of values is limited by a small number.



1.4. Tree building methods 19

1.4.6 MGR

Based on the condition that the genomes that we wish to organise are fairly
close, Bourque and Pevzner [14] propose a tree building method that has many
similarities with our method Yggdrasil. They call it MGR, which stands
for Multiple Genome Rearrangement. For any three genomes, it computes the
reversal median by iteratively applying reversals to one of the genomes such that
the distance to the other two genomes is reduced. For closely related genomes,
this procedure can be performed without too much trouble.

Similarly, given a larger set of genomes, we can perform reversals on any one
genome such that the reversal distance to all other genomes is reduced, should
there exist such reversals. If we keep track of the times when two genomes
converge, this gives an evolutionary tree.

For more complicated (realistic) situations, where reversals that reduce the
distance from one genome to all other genomes are not abundant, an iterative
procedure is proposed. Start by building a tree with the three genomes that are
closest to each other. Then add one genome g at a time, choosing to split the
edge (u, v) such that

drev(u,m) + drev(v, m) + drev(g, m)− drev(u, v)

is minimised, where m is the median of g, u and v. Having added all genomes,
the tree is complete.

1.4.7 Comparing tree building algorithms

The most comprehensive comparison between different tree building algorithms
in this area is a study by Wang et al. [65]. They compare several distance
based methods to MPBE and MPME. In short, neighbour joining together with
expected distances performs similarly to MPBE and MPME, while neighbour
joining using reversal and breakpoint distances give poorer results.

While [46] contains a comparison between Grappa based on breakpoint me-
dians and Grappa based on reversals medians, we have not found a good com-
parison between Grappa and other methods. From [59], it is clear that the
combination of disk-covering methods and Grappa outperforms neighbour join-
ing with expected reversal distances on trees with uniform edge lengths, but not
on birth-death trees. Finally, MGR appears to give shorter trees than Grappa
[14], but no comparison has been made with MGR for its accuracy in finding
the true tree.

1.4.8 Yggdrasil

In Chapter 9, we present a method for reconstructing evolutionary trees from
gene order. Though developed independently, the algorithm Yggdrasil shares
many traits with MGR: it has the same iterative procedure of attaching one
genome at a time, and it uses a similar, though somewhat enhanced, algorithm
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for finding the edge to break with the new genome. The median computation,
however, is somewhat different. We use an extension of Derange to compute
the median, trying to minimise the number of reversals and transpositions. We
also use an averaging algorithm to find the most common properties of several
computed trees, which significantly enhances the performance.

Yggdrasil was constructed in cooperation with Master’s student Gunnar
Elvers. There is more to read about his improvements in his thesis [28].

1.5 Biology and mathematics — a match made
in heaven?

Among the natural sciences, biology has long been one to keep at a certain dis-
tance from mathematics. There has of course been some interaction: we may
for instance mention the use of mathematics in population dynamics, and the
abundant occurrences of the Fibonacci sequence in nature that led mathemati-
cians to study this fabulous sequence. But in large, these two communities have
been well separated.

With this background, the recent development in bioinformatics, comparative
genomics, proteomics and similar disciplines is both fascinating and somewhat
unexpected. Starting with the discovery of the genetic material and the need
for automatic routines for handling this huge load of information, mathematics
and computer science has lately been regarded with more interest among the
biological community.

But, more importantly, this influence has gone both ways. Not only do biol-
ogists want to know what mathematics has to offer, mathematicians have soon
developed an independent interest in these biological questions. It is rewarding
to be able to contribute to the solutions of problems that are important to other
researchers, and this is one reason why mathematicians are interested in applying
their skills to other sciences. Furthermore, and even more important if we wish
this interest to be maintained, some of the problems posed within the biological
framework have solutions that are mathematically important and mathematically
challenging. By raising their view above the mathematical horizon, mathemati-
cians may actually gain something of purely mathematical interest.

Examples of problems in this vein are abundant in this thesis. For instance,
Chapters 5 to 8 are dedicated to computing expected distances after t steps in
various random walks. In Chapter 6, we use the highly mathematical tools of
representation theory and symmetric functions to compute the expected trans-
position distance after t transpositions in Sn, a question of independent math-
ematical interest. In Chapter 7, we raise the stakes and pose a problem which
calls for developments in both representation theory and the theory of continu-
ous Markov chains. It is with a heavy heart we are forced to leave the question
open.
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1.6 Summary of the thesis

This thesis is built on seven articles, corresponding to Chapters 3 to 9. This
brief summary contains the most important results obtained.

Derange
Coauthored with Siv Andersson, Daniel Dalevi and Kimmo Eriksson.
Unpublished.

The computer program Derange by Blanchette and Sankoff for determin-
ing the weighted distance between two gene order permutations is analysed.
In particular, we determine a proper set of weights which are optimal for
any proportion between reversals, transpositions and inverted transposi-
tions. This set of weights is shown to be better than the set of weights
commonly used before.

To improve on the performance of Derange, we have derived a post-
processing function that reduces the systematic error in the Derange
distance to a minimum. Using this function, the error is decreased to
about a third for not too short genomes. We also extend Derange to
include short reversals, which seem abundant in nature.

(1 + ε)-approximation of weighted sorting using reversals and trans-
positions
Published in Journal of Theoretical Computer Science [29].

Giving weight one to reversals and weight two to transpositions and in-
verted transpositions, that is the weights shown optimal in the previous
chapter on Derange, we give a polynomial time (1 + ε)-approximation of
the distance between two gene order permutations. In particular, there is
a 7/6-approximation which is almost as fast as sorting using reversals only.
This is the first sorting algorithm to handle both reversals and transposi-
tions with high accuracy.

Estimating the true reversal distance using breakpoints
Published in Algorithms in Bioinformatics [31].

Given the breakpoint distance between two gene order permutations, we
give two good approximations of the expected reversal distance between
them, the simplest being

tappr(b) =
log

(
1− b

n(1− 1
2n−2 )

)

log
(
1− 2

n

) .

This approximation is generally in error with less than half an operation.
We also generalise the reversals only model to a model where the expected
reversal distance can be computed exactly with our approach.
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Estimating the true reversal distance using the minimal reversal dis-
tance
Coauthored with Axel Hultman.
Accepted for publication in Advances in Applied Mathematics [32].

We argue that the reversal distance in Gn after t reversals is very similar to
the transposition distance in Sn after t transpositions. We then compute
the latter, thereby obtaining an estimate of the prior, the inverse of what
we are looking for. This estimate is

n−
n∑

k=1

1
k

+
n−1∑
p=1

min(p,n−p)∑
q=1

apq

((
p
2

)
+

(
q−1
2

)− (
n−p−q+2

2

)
(
n
2

)
)t

,

where

apq = (−1)n−p−q+1 (p− q + 1)2

(n− q + 1)2(n− p)

(
n− p− 1

q − 1

)(
n

p

)
.

This is the first time that the symmetric group machinery has been used
to compute distances between genomes. We hope that this approach will
be useful for similar problems as well.

A stochastic model for the genome rearrangement process and its
expected evolutionary distance
Coauthored with Axel Hultman.
Unpublished.

We develop in detail a general model for the evolutionary process. In
this model, we present an equation for the expected number of operations
leading to some genome, and investigate this for transpositions on the
symmetric group. Based on numerous computations, we conjecture that
the expectation of the true transposition distance between permutations
π and idis infinite if the cycle structure of π does not contain a cycle, of
length one or if it contains exactly one cycle of length one and at most
one cycle of length two. If this turns out to be true, it has implications on
which genomes are comparable.

Expected number of inversions after t adjacent transpositions
Submitted to Discrete Mathematics [30].

The expected distance Einv(n, t) between two ordinary permutations, al-
lowing only adjacent reversals as operations, has been computed by Eriks-
son et al. [34]. However, their formula’s region of validity is limited and it
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also contains some unknown coefficients. We enlarge the region of validity
and compute these coefficients to get

Einv(n, t) =
t∑

r=1

1
nr

(
t

r

) r∑
s=1

(
r − 1
s− 1

)
(−1)r−s4r−sgs,n,

where gs,n is given by

n∑

l=0

∑

k∈N
(−1)k(n− 2l)

(
2d s

2e − 1
d s

2e+ l + k(n + 1)

) ∑

j∈Z
(−1)j

(
2b s

2c
b s

2c+ j(n + 1)

)
.

Yggdrasil
Coauthored with Gunnar Elvers and Kimmo Eriksson.
Unpublished.

We have developed a heuristic for calculating the phylogenetic tree of a
set of species, given their gene orders. This algorithm, called Yggdrasil,
works iteratively by adding one genome at a time to the tree. To find the
right place to add the genome, we have extended Derange to look for the
median of three genomes.

We show that Yggdrasil compares well to other tree building algorithms,
and that it is very fast, compared to most median based algorithms.
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Chapter 2

Definitions and notation

Comparative gene order genomics is a relatively new discipline with influences
from combinatorics and statistics as well as from computer science. These dif-
ferent disciplines have all brought their favourite notation and time has not yet
cleared the field of even the most cumbersome or imaginative alternatives. It is
thus necessary to firmly state the notation used in this thesis, as nothing may
yet be regarded as standard.

To ensure maximal accessibility, we have also included some notation for the
symmetric group and some basic probability and statistics. Here, we feel more
confident that our usage is standard, and anyone familiar with these areas may
very well skip or skim those sections.

2.1 The symmetric group

The set of all permutations on n elements form, using composition as op-
eration, the symmetric group, which we denote Sn. A permutation π is de-
noted π1 π2 . . . πn, where πi = π(i), or using the standard cycle notation. The
symmetric group may be generated using for instance transpositions, that is
permutations of the form (i j), or adjacent transpositions, which are permu-
tations of the form (i i+1). A pair of elements (i, j) such that i < j but πj > πi

is called an inversion.
If a permutation is written as a product of m transpositions, the parity of

m depends only on the permutation and not on the transpositions chosen. We
divide the permutations into even and odd permutations depending on the
parity of the number of transpositions.

2.2 Graphs

A graph G = (V,E) consists of a set V of vertices and a set E of edges,
each one connecting two vertices, which are each other’s neighbours. The edge
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that connects vertices v1 and v2 is denoted (v1, v2). Two vertices v1 and vn are
connected if there is a sequence of edges (v1, v2), (v2, v3), . . . , (vn−1, vn) in E. A
graph is connected if any two vertices in V are connected. A cycle is a sequence
(v1, v2), (v2, v3), . . . , (vn, v1) of edges in E such that i 6= j ⇒ vi 6= vj . A tree is a
connected graph which contains no cycles. It follows that for a tree, the number
of edges is one less than the number of vertices.

We define the valency of a vertex to be the number of edges attached to it.
A graph is regular if all vertices have the same valency. In a tree, the vertices
with valency one are called leaves and the remaining vertices are called inner
vertices.

In the evolutionary context, the edges of the trees are often labelled. This
labelling usually corresponds to distances between the neighbouring vertices
(genomes). The topology of a labeled tree is the same tree without the edge
labelling. A tree is additive, with respect to some distance measure d(·, ·), if
for any sequence of neighbouring vertices π1, π2, . . . , πk we have

k−1∑

i=1

d(πi, πi+1) = d(π1, πk).

For any group G with a set of generators, the Cayley graph of G is con-
structed as follows. The set of vertices is the set of elements in G, and there is
an edge between any two elements which differ by a generator. It follows that
the Cayley graph is regular.

2.3 The genome

A genome with n genes is a signed, circular, permutation on n elements, that
is an ordinary permutation on n elements which has only one cycle, and where
each element has a positive or negative sign attached to it. All genomes are
written counterclockwise, unless otherwise stated. The set of all genomes with
n genes is denoted by Gn. We sometimes take the liberty of writing a genome
π ∈ Gn in a linear fashion: π = [π1 π2 . . . πn]. It is then understood that the
leftmost gene should be attached to the rightmost gene. The identity genome is
denoted id = [1 2 . . . n].

We will sometimes mention genomes that are linear or unsigned. Many the-
orems in the thesis will hold in a similar form for linear genomes, but in general
not for unsigned genomes. It is customary to add zero to the left and n + 1 to
the right of a linear genome when analysing it, to simplify definitions, theorems
and proofs.

It may be useful to think of Sn and Gn as a deck of n cards. In Sn, all
cards have the same side facing down, whereas in Gn we may flip any card. The
deck of cards is in this case a linearisation of the circular genome, and any such
linearisation should of course correspond to the same genome. Thus, cutting the
deck or turning it upside down will not change the genome.
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Figure 2.1. The genome [1 3 −2].

Example 2.1. The genome in Figure 2.1 can be written as, for instance, [1 3 −2]
or [3 −2 1] or even [−3 −1 2] (reading in the opposite direction). Usually, we
let 1 be the first element in the linear order.

[. . . πiπi+1 . . . πjπj+1 . . .] - [. . . πi −πj . . .−πi+1πj+1 . . .]

- ¾

[. . . πiπi+1 . . . πjπj+1 . . . πkπk+1 . . .] - [. . . πiπj+1 . . . πkπi+1 . . . πjπk+1 . . .]

- -- -

[. . . πiπi+1 . . . πjπj+1 . . . πkπk+1 . . .] - [. . . πi −πk . . .−πj+1πi+1 . . . πjπk+1 . . .]

- ¾- -

Figure 2.2. Definitions of the reversal, the transposition and the inverted trans-
position on signed genomes. If we remove all signs, the definitions hold for un-
signed genomes.

There are three major evolutionary events that may change a genome, all
of which are depicted in Figure 2.2. A reversal between πi and πj , where
i 6= j, is an operation that takes the segment πi+1πi+2 . . . πj out of the genome
and inserts it at the same place backwards, changing the sign of all elements
in the segment. The reversal is also known as an inversion, but since we also
treat inversions in Sn here (see Chapter 8), we will avoid this terminology. A
transposition between πi, πj and πk, where i 6= j 6= k 6= i, is an operation that
takes the segment πi+1πi+2 . . . πj out of the genome and inserts it directly after
πk. Finally, an inverted transposition (or transversion) between πi, πj and
πk, where i 6= j 6= k 6= i, is an operation that performs a transposition between
πi, πj and πk followed by a reversal between πj and πk. It should be noted
that the two-step procedure for the inverted transposition is just a handy way of
describing this operation. We do not know exactly how any of these operations
occur in nature and it seems likely that the inverted transposition is just one
single process.

When contrasting reversals to the two kinds of transpositions, we often use
the term transposition for both of these kinds of operations. It should be clear
from the context when this abuse of notation is being applied.
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2.4 The breakpoint graph

The breakpoint graph of a genome π was introduced by Bafna and Pevzner
in 1996 [5] and was used by Hannenhalli and Pevzner in 1999 [37] to find the
reversal distance between π and id. One should note that since we can always
rename the genes in two genomes such that one of them becomes the identity,
this gives the reversal distance between any pair of genomes. We shall here
present the basic concepts of this graph, as we will use them to some extent
later on.

Two genes a and b in a genome π are said to be consecutive if b follows
directly after a or −a follows directly after −b in π. Observe that a and b is an
ordered pair, so if a and b are consecutive in π then b and a are in general not.
There is a breakpoint between a and b in π relative to τ if a and b are consecutive
in π but not in τ . It follows immediately that the number of breakpoints in π
relative to τ is the same as the number of breakpoints in τ relative to π. We
denote this number by b(π, τ) and we also write b(π) = b(π, id).

Let U2n denote the set of unsigned genomes of 2n genes. Following [37],
we define the genome transformation map gtm : Gn −→ U2n as follows: each
gene a in π ∈ Gn is mapped to the pair of genes (2a − 1, 2a) if a > 0, and
mapped to (−2a,−2a − 1) if a < 0. In the pair of genes obtained from a, we
will denote the left element by aL and the right by aR. We then take these
pairs in the same order as the corresponding genes appear in π. For instance,
the genome π = [1 −5 3 2 −4] is mapped to the unsigned genome gtm(π) =
[1 2 10 9 5 6 3 4 8 7]. Note that the number of breakpoints compared to the
identity genome is preserved in this transformation, that is b(π) = b(gtm(π)).

The breakpoint graph G(π) of π ∈ Gn has the genes in gtm(π) as vertices.
There is a solid edge between aR and bL if a and b are consecutive in π and there
is a dashed edge between 2k and 2k + 1 and between 2n and 1. An example of
a breakpoint graph can be viewed in Figure 2.3.

It is fairly easy to see that each vertex in G(π) has valency two, and that no
vertex has two edges of the same colour, so the edges form alternating cycles.
We will call the number of solid edges in a cycle the length of the cycle. The
cycles of length 1 will be called trivial and the remaining cycles nontrivial.
The cycles of odd length will be called odd cycles.

From now on, we assume the breakpoint graph of π to be drawn with its
vertices on a circle, counterclockwise in the order given by gtm(π). A cycle is
oriented if it is trivial or if, when we traverse it, we do not traverse all the solid
edges in the same direction (clockwise or counterclockwise). Otherwise, the cycle
is unoriented.

We will now present an equivalence relation on the cycles. An interval on a
genome is a segment of consecutive genes. We say that two cycles are equivalent
if, when we take one interval containing all the vertices of the first cycle and
another interval containing all the vertices of the second cycle, the intervals
are always intersecting. The equivalence classes are called components. A
component is oriented if it contains at least one oriented cycle and unoriented
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Figure 2.3. The breakpoint graph of π = [1 −7 −5 −6 −4 −3 −8 2].

otherwise. We also say that a component is odd if all cycles in the component
are odd.

If there is an interval that contains (the vertices of) an unoriented component
τ , but no other unoriented components, then τ is known as a hurdle. If there
is an interval which contains exactly two unoriented components and possibly
some oriented ones, and exactly one of these unoriented components is a hurdle,
then this hurdle is a super hurdle. Finally, if a breakpoint graph contains an
odd number of hurdles, all of which are super hurdles, then this graph is known
as a fortress.

For a genome π ∈ Gn, we define a few functions. The function crev : Gn −→ N
and codd : Gn −→ N takes a genome π and returns the number of cycles and
the number of odd cycles in the breakpoint graph G(π), respectively. Similarly,
h : Gn −→ N gives the number of hurdles in G(π) and f : Gn −→ {0, 1} is one
if G(π) is a fortress and zero otherwise.

2.5 Probability and Markov chains

Let X be a random variable on a probability space. We will denote the prob-
ability that X takes the value k by pX(k) = P(X = k). The probability of A
under the assumption B is denoted by

P(A | B) =
P(A ∩B)
P(B)

.
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If P(X = k and Y = `) = pX(k)pY (`) for all k and `, then the two random
variables X and Y are said to be independent.

The expected value, or expectation, of a random variable X which takes
values in Z is given by

E(X) =
∞∑

k=−∞
k pX(k).

The variance is given by

V(X) = E
[
(X − E(X))2

]
= E(X2)− [E(X)]2 ,

and the standard deviation is the square root of the variance. An estimate
of a random variable is simply a (more or less educated) guess of its next value.
If computable, the expected value of a random variable is the natural estimate,
since it is unbiased. A more common estimate is the maximum likelihood
(ML) estimate, which is the estimate that maximises the probability of the ob-
served data.

Let S be a set of states. If X(t), t ∈ N, is a set of random variables satisfying

P(X(t + 1) = s(t + 1) | X(t) = s(t), . . . , X(0) = s(0))
= P(X(t + 1) = s(t + 1) | X(t) = s(t)).

for any sequence s(t), t ∈ N, of states taken from S, then the stochastic pro-
cess (X(0), X(1), . . .) is a Markov process. The way to think about Markov
processes is that the value at time t + 1 depends only on the value at time t
and not on the values at previous times. Very useful is the transition matrix
M = (mij), with entries given by

mij = P(X(1) = j|X(0) = i).

It follows immediately that the entry at position (i, j) in M t is given by

P(X(t) = j|X(0) = i).

If we know that the process starts in state si, then the distribution at time t is
given by eiM

t, where ei is the ith standard basis vector.
Let X be a Poisson distributed random variable (X ∈ Po(m)), that is

pX(k) = e−m mk

k!

for natural numbers k. We say that N(t) is a one-dimensional Poisson process
with intensity λ if, for real numbers t1 ≤ t2 ≤ t3 ≤ t4 we have that N(t2)−N(t1)
and N(t4) −N(t3) are independent, and N(t) −N(s) ∈ Po(λ(t − s)) for s ≤ t.
A typical example of a Poisson process is radioactive decay, where the number
of emitted particles in a time interval A has a Poisson distribution.
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Chapter 3

Derange

While finding a minimal sequence of reversals to sort a genome is relatively easy,
finding a minimal sequence of reversals and transpositions seems to be quite
hard. Furthermore, what we seek is really the true number of reversals and
transpositions, so we would like the ”minimal” sequence of reversals and trans-
positions to respect the proportion of these operations. A heuristic approach to
find such sequences has been taken by Blanchette and Sankoff with the algorithm
Derange. They use weights to balance the score between reversals, transposi-
tions and inverted transpositions, hoping that the resulting proportions reflect
the true proportions, especially the ratio between reversals and transpositions
(R/T-ratio).

In this chapter we report on our attempts to optimise the weights for De-
range, and how the output should be post-processed for optimal results. This
problem is not suited for an analytical solution, so our main tool has been ex-
tensive simulation of gene order rearrangement scenarios. The results are quite
promising:

• Regardless of the actual relative probabilities of reversals and transposi-
tions, we can use the same weights in Derange, namely weight 1 for re-
versals, and weight 2 for transpositions. (The weight 2.1 for transpositions,
which has been used in the literature, gives significantly worse results.)

• A simple formula for post-processing the results from Derange can be
found, yielding a considerable error reduction both in the measure of the
length of the scenario and the R/T-ratio.

A weakness in this analysis is that we do not know to what extent our model
for simulating gene order rearrangements is valid. For instance, studies of rear-
rangements in Chlamydia [26, 60] indicate that most reversals are of two specific
kinds, namely very short (reversal of a single gene) or centred around the origin
of replication. However, it is not hard to extend Derange to consider such
events separately with a lower weight. As a case in point, we have extended
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Derange to treat short reversals separately and show that we thereby can give
a good estimate of their frequency.

3.1 How does Derange work?

In principle, the computer program Derange searches greedily for a minimal
sequence of operations transforming a given permutation π to another given
permutation τ = id. Let us define a π-sorting scenario as a sequence of
operations transforming π to id, such as

π
Op1−→σ1

Op2−→ . . .
Opn−1−→ σn−1

Opn−→ id,

and let us denote the set of all π-sorting scenarios by S(π). We can now state the
objective of Derange more formally: Find the π-sorting scenario that minimises
the weighted sum

Dω(π) = min
S(π)

∑

k

ω(Opk),

where each operation Opk is assigned a weight ω(Opk). In Derange, the weight
depends solely on the type of operation (reversal, transposition or inverted trans-
position), but extensions are possible.

In practice, it is not possible to make an exhaustive search through all π-
sorting scenarios. Instead, Derange considers all scenarios of d (say 3 or 4)
operations, and picks the scenario that minimises

b(σd)− b(π) +
d∑

k=1

ω(Opk),

where b(π) is the number of breakpoints in π. This means that Derange chooses
the scenario that optimally combines a large reduction of breakpoints with a low
cost. When this scenario has been found, the first operation in the scenario is
performed, and the procedure is iterated.

3.2 Finding the weights of Derange: two
approaches

There are usually many possible evolutionary scenarios explaining a given per-
mutation, so that three overlapping transpositions may also be interpreted as
five overlapping reversals, etc. If the weights are too biased in some direction,
the result will be skewed. For instance, using weight 1 for reversals and weights
larger than 3 for transpositions will make Derange return nothing but reversals.
Similarly, a large reversal weight will yield nothing but transpositions. We shall
discuss two approaches to find the equilibrium point between the three weights.
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3.2.1 The approach of Blanchette, Kunisawa and Sankoff

In a study of Derange, Blanchette et al. [12] suggested that both the weight ωt

of ordinary transpositions and ωit of inverted transpositions should be somewhat
larger than 1 + ωr, where ωr is the weight of reversals. Their argument goes
roughly as follows:

One can almost always find reversals resolving one breakpoint, but there
is seldom any reversal resolving more than one breakpoint. Similarly, one can
almost always find transpositions resolving two breakpoints, but seldom more.
Thus, if the weights of transpositions is much greater than 1+ωr, then Derange
will give preference to reversals. In the opposite case there will be a bias towards
using transpositions.

Blanchette et al. then proceeds with running Derange on some true data
and comparing the results with runs on some random permutations, for a number
of different weights. For transposition weights slightly larger than 1 + ωr, they
find a difference between the results from the true data and the random data, a
“signal”, and conclude that these weights are probably the best to use.

We believe that there is another explanation for this signal. The comparison
was made between random data and real data. In the breakpoint graph termi-
nology, random data would be expected to contain very few cycles. In contrast
to this, the real data happened to contain several cycles. If the real data had not
contained more than a few cycles, no signal would have been detected. We will
now explain how the cycle structure affects the length calculated by Derange
differently for different weights.

Derange works by reducing the number of breakpoints optimally, subject
to weight constraints: it tries to minimise

b(σd)− b(π) +
d∑

k=1

ω(Opk).

Assume that d = 3 and that we have a cycle of length five. To remove it, we
usually need two transpositions or four reversals. Going for the reversals, the
first three of them remove one breakpoint each, so the sum which we wish to
minimise is zero for this scenario. On the other hand, the two transpositions will
remove five breakpoints, since they remove the cycle. Thus, if ωt = ωit < 2.5,
adding another reversal that removes a breakpoint will give a negative sum. The
transposition scenario is better than the reversal scenario and will be used by
Derange.

We can conclude that with limited look-ahead, the size of the cycles does
matter when 2 < ωt = ωit < 2.5. This is problematic, since a permutation
with somewhat smaller cycles will get about half the distance of a permutation
with longer cycles, due to the abundant use of transpositions. This explains the
“signal” in the experiments of Blanchette et al.
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3.2.2 Another approach

We regard the problem as follows. Someone has taken a gene sequence id and
performed a sequence strue of random rearrangement events resulting in a per-
mutation π. The sequence is of length n, consisting of nt transpositions, nit

inverted transpositions and (n− nt − nit) reversals.
We are only given π (and id). We have no hope of recreating the entire

history strue, but would like to at least estimate the values nt, nit and n. To
begin with, we map the triple (n, nt, nit) to one scalar, the “true cost” of the
permutation (given two parameters ωt and ωit, that we decide ourselves):

cost(strue; ωt, ωit) := (n− nt − nit) + ωtnt + ωitnit.

Given π, our approach will be to guess this true cost as closely as possible, and
thereby hopefully come close to nt, nit and n.

Let S(π) be the set of all possible scenarios (sequences of rearrangement
events) leading from π to id. Every scenario s ∈ S(π) has its own numbers ns,
nt,s and nit,s, and hence a cost. Given ωt and ωit, Derange returns a scenario
sDer that is the program’s approximative answer to the problem

argmin
s∈S(π)

cost(s; ωt, ωit).

So, strue is a stochastic variable while sDer is completely determined by strue and
our choice of ωt and ωit. A measure of the inaccuracy of Derange is the relative
error in the cost,

X(strue) =
cost(sDer; ωt, ωit)− cost(strue;ωt, ωit)

cost(strue; ωt, ωit)
.

Let Y = E[X2(strue)]. We want to find the weights ωt, ωit that minimises the
standard error

√
Y .

In order to estimate Y we simulate a large set Ssim = {s(1)
true, s

(2)
true, . . . , s

(N)
true}

of random rearrangement scenarios. Due to the law of large numbers, we have

lim
N→∞

1
N

N∑

k=1

X2(s(k)
true) = Y,

so we expect to obtain a good estimate of Y by simulating a reasonably large
set Ssim. We can then vary the weights ωt and ωit within the range of possible
interest and determine which weights give the optimal fit.

3.3 Weight optimisation

In this study, we have decided to work with permutations of length 400. The
rationale for this choice is that permutations of length 400 are short enough for
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extensive simulations to be feasible, but still of the same order of magnitude
as some real microbial data such as the set of common genes in two strains of
Chlamydia, which include about 800 genes [26]. For permutations of this length,
it is feasible to run Derange with look-ahead d = 4.

Table 3.1. Some test sets of weights.

x ωt ωit

1 1.6 1.6
2 1.9 1.9
3 1.9 2
4 1.9 2.1
5 2 1.9
6 2 2
7 2 2.1
8 2.1 1.9
9 2.1 2
10 2.1 2.1
11 2.4 2.4

We devised a collection of test weights ranging from 1.6 to 2.4, see Table 3.1.
We want to find the optimal weights under varying total number of operations,
as well as varying frequencies of the separate types of events.

3.3.1 Varying total number of operations.

Simulating evolution, we have created 1000 permutations distributed in sets
of 200 permutations for each of the following five values of n (the number of
rearrangement operations used): 40, 60, 80, 100 and 150. In other words, these
permutations range from not-so-scrambled to quite scrambled. The frequencies
nt/n, nit/n and (n − nt − nit)/n were chosen from the uniform distribution on
all triples of non-negative numbers that sum to one.

For every combination of weights in Table 3.1, all simulated permutations
were run through Derange.

The results can be viewed in Figure 3.1. Each integer on the abscissa corre-
sponds to a combination of weights according to Table 3.1. We find that the low-
est value for the mean error Y is given by the weight combination ωt = ωit = 2,
independent of the number n of rearrangement operations. We also see that the
weight combination ωt = ωit = 1.9 is nearly as good. This is no surprise, since
Derange is programmed to prefer a transposition to a reversal if they give a tie
in the objective function, so weights 1.9 and 2.0 will result in similar sequences
of operations. The weights ωt = ωit = 2.1 have been used extensively in the lit-
erature [12, 13, 24], but we see that these give a significantly worse performance
in the whole range.
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Figure 3.1. Accuracy depending on weights. The triangles are the square
root of the estimate of Y = E[X2]. The crosses are the estimates of E[X].
The weights can be found in Table 3.1. For example, after 80 operations, using
weights ωt = ωit = 2 (x = 6), the relative error is about 1.5 %, while for
ωt = ωit = 2.1 (x = 10) the relative error is about 3.5 %. Since the crosses
are below the abscissa, Derange usually underestimates the cost. Regardless of
how scrambled the simulated genome is, the best result is obtained for x = 6,
which corresponds to ωt = ωit = 2. As the number of operations grow high (last
subfigure), all sets of weights obtain significantly shorter distances than the true
distances. This calls for renormalising measures.
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3.3.2 Varying frequencies of reversals and transpositions.

It is natural to assume that the optimal weights should vary according to the
actual frequencies of reversals and transpositions, so that for high frequencies of
transpositions a low weight ωt should be used, etc.

To the contrary, we have found that the same weights, ωt = ωit = 2, are
always optimal or close enough. In Figure 3.2 we compare this combination of
weights with the other two combinations discussed above, ωt = ωit = 1.9 and
ωt = ωit = 2.1. We see that over the whole range of possible frequencies of
reversals, the performance of Derange is as good or better under our suggested
weights than under the other weights.

We conclude that the combination of weights ωt = ωit = 2 is always a good
choice. These are the weights used in the rest of this chapter, as well as in
Chapter 9.
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Figure 3.2. These graphs show how the standard error depends on the propor-
tion of reversals for some sets of weights. We find that the weights ωt = ωit = 2
gives the best performance for any proportion of reversals.
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3.4 Post-processing the output of Derange

Now let us see how good the scenarios found by Derange are with respect to
the proportions of operations, compared to the true scenarios. Running De-
range on all the 1000 simulated permutations, we obtain the standard error for
the Derange cost and the square roots of the mean squares of the errors in
frequency of reversals, transpositions and inverted transpositions found in Table
3.2.

Table 3.2. Standard error in number of operations reported by Derange and
the square roots of the mean squares of the frequency errors of various operations.

type of operation error
all operations 0.12
reversals 0.17
transpositions 0.30
inv. transpositions 0.25

We see that the error in the Derange estimates of the frequencies of ordinary
and inverted transpositions, taken separately, is much greater than the error in
the estimate of their joint frequency, which of course equals the reversal frequency
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error. It seems difficult to distinguish whether ordinary or inverted transpositions
have been used, so henceforth we will always consider all transpositions together.

The accuracy of the Derange estimates for all operations, reversals and
transpositions seems promising. We now want to improve the accuracy further by
post-processing. In other words, we wish to identify and eliminate any systematic
errors.

As we could see in Figure 3.1, the error increases rapidly with the number of
operations performed. This is largely an effect of Derange seeking the shortest
sorting scenario, which is usually much shorter than the true scenario when
many operations have been performed. In order to find a correction for this
phenomenon, let us take a closer look at more scrambled genomes. For each k
between 100 and 299, we have created 5 simulated permutations using k random
rearrangement operations. In Figure 3.3, the error of the Derange estimate of
the distance is plotted as a function of the true distance, showing a clear pattern
of increasing inaccuracy.

Figure 3.3. Using simulations with 100 to 299 operations, we get errors which
increases with the Derange distance. We wish to correct for some of this error.
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Various instances of similar post-processing problems have been addressed
recently in the literature [20, 47, 53, 62, 63]. In this thesis, Chapters 5 to 8
are devoted to such problems. Using these results one obtains the expected
true distance from a minimal distance. We shall soon propose a similar formula
for post-processing the number of operations, which significantly improves the
results of Derange. First, however, we look at a post-processing formula for
the proportion of reversals.

Derange tends to use more transpositions and fewer reversals than the true
scenario contains. We thus need to increase the number of reversals. Also,
this unproportional use of transpositions increases with the length of the true
scenario; if only a few operations have been applied to a genome, Derange will
in general find these very operations, but a random genome, that is a genome
created using an infinite number of operations, will in general be sorted using
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Figure 3.4. This figure shows the same data as in Figure 3.3, but now with a
correction function applied. We see that the error has decreased significantly.
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transpositions almost exclusively. However, Derange usually makes use of a
few reversals at the end, which must be correlated for. With this in mind,
simulations and experiments have led to the formula

reve(π) =
(

revD(π)− 5
b(π)

) ((
2b(π)

`

)3

+ 1

)
,

where reve(π) is the estimated proportion of reversals, revD(π) is the proportion
of reversals found by Derange, b(π) is the number of breakpoints on π and `
is the number of genes. This formula works well for ` ≥ 150, provided that the
number of breakpoints is at least 15 or so. If not, we do not need such a formula,
since we probably get the true scenario, possibly with some permutation on the
order of the operations. Table 3.3 shows the standard error after using this
formula.

Table 3.3. Standard errors in the frequency of reversals, before and af-
ter post-processing. The data consists of simulated genomes of length ` =
100, 200, 300, 400 where the number of operations used lies between `/4 and 3`/4.

Genome length (`) error before p-p error after p-p
100 0.28 0.28
200 0.29 0.19
300 0.30 0.17
400 0.30 0.15

We now turn to the number of operations. We first estimate the number of
reversals and then use this estimate in a simple log formula, to mimic the formula
in Chapter 5. We will use a different reversal estimate this time. This estimate is
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significantly worse, increasing the proportion of reversals quite moderately, but
on the other hand we do not get any overestimations, and it seems to work fine
with the second formula. The estimate used is

reve(π) = revD(π)(
2b(π)

`
+ 1),

where reve(π) is the estimated proportion of reversals, revD(π) is the proportion
of reversals found by Derange, and b(π) is the number of breakpoints on π.

We can now continue the post-processing and find a good estimate of the
true number of operations, given the number of operations found by Derange
and the above estimate of the proportion of reversals. In Chapter 5, the post-
processing function is a log function, so it seems reasonable to adopt the same
type of expression here. The trick is to introduce the proportion of reversals at
the right spot.

We have used the estimate

de(π) =
(

3`

10
+ reve(π)

)(
2dD(π) +

`

2

)
log

(
1− 2dD(π)

`(1− reve(π))

)
,

where de is the estimated number of operations and dD is the number of oper-
ations found by Derange. This post-processing procedure yields a significant
reduction of the standard error, as shown in Table 3.4.

Table 3.4. Standard errors in the number of operations, before and af-
ter post-processing. The data consists of simulated genomes of length ` =
100, 200, 300, 400 where the number of operations used lies between `/4 and 3`/4.

Genome length (`) error before p-p error after p-p
100 0.29 0.22
200 0.29 0.12
300 0.29 0.10
400 0.29 0.09

From this table, we see that the errors are large for short genomes, even after
post-processing, as was also the case with the proportion of reversals discussed
previously. The reason for this is that when we apply only a few operations, the
probability that something unusual will happen is large. For instance, if we toss
a possibly unbalanced coin five times, all 32 toss sequences may turn up. This
gives quite a large spread on the data and we can not possibly hope to say much
about the probabilities of heads and tails from such a sequence. On the other
hand, applying more operations on larger genomes, the law of large numbers will
force our genomes to look more or less as expected. Tossing a coin one hundred
times, we do not expect to see heads more than 60 or 70 times for a balanced
coin, and definitely not all hundred. Thus, as we increase the number of genes,
we approach the continuous model of an infinite genomes and reach some optimal
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level. We conjecture that our formula will in practice not give post-processing
errors less than 0.08, say, regardless of the length of the genome.

Using this formula on the genomes studied in Figure 3.3, we get much smaller
errors, which is depicted in Figure 3.4.

Figure 3.5. The error in the Derange cost.
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Figure 3.6. This figure shows the same data as in Figure 3.5, but now with a
correction function applied. This time, the correction function is

coste(π) = costD(π) + 30 · (1− reve(π))

�
costD(π)

250

�5.7

for the special case of ` = 400.
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One interesting thing to note is that the parameter that Derange seeks
to minimise, the cost, is also the parameter that Derange estimates best. In
Figures 3.5 and 3.6, the error of the cost is plotted before and after using a
correction function, again for genomes of length 400, with between 100 and 299
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operations applied. We see that the cost is very well preserved after the correction
function has been applied, which shows that if we need this parameter, then it
is very reliable.

3.5 Refining Derange for short reversals

Up to here we have considered all possible reversals as equally probable to occur
in the evolution of gene orders. However, a recent investigation [26] of the
gene orders of two Chlamydia species, Chlamydia pneumoniae and Chlamydia
trachomatis, indicates that among the reversals a majority were short reversals,
by which we mean reversals of a single gene. This finding clearly suggests that
there is some other mechanism involved, so that short reversals ought to be
considered separately from other reversals.

We have implemented short reversals as a fourth operation in Derange. The
reason for this is that some of the short reversals that get mixed up with other
operations tend to disappear if they are not supported by a considerably lower
weight ωsr << ωr. In order to avoid negative weights, we therefore add 1 to our
previous weights, obtaining ωr = 2 and ωt = ωit = 3. (The objective function of
Derange is such that an increase of all weights by the same constant will not
significantly change the results.)

In order to find the optimal value of ωsr we have made new simulated gene
order rearrangements, using short reversals as well as the three other operations,
but otherwise following the same scheme as before. We found ωsr = 0.1 to be
optimal, but as long as the weight of short reversals is lower than about 1.0, the
particular value makes little difference.

Using this expanded version of Derange, we found that almost half of the
operations in the Chlamydia data are short reversals. We have also found a length
bias among transpositions, although not as extreme as that among reversals. For
the transpositions found by Derange in the Chlamydia data, the shortest part
(which we can regard as the segment that has been moved) is on average much
shorter than would be expected if the three cuts were positioned independently.
This phenomenon calls for an analysis of a broader range of rearrangement data
before a refined model can be formulated.

3.6 Analysis of real gene order rearrangements

Now that we have seen that Derange can be used as a reliable tool for inferring
evolutionary distances and R/T-ratios, we wish to use on some real data. Thanks
to Daniel Dalevi and Lisa Klasson at Uppsala University, we have several species-
to-species permutations to experiment on.

As reported in [26], we have done a thorough analysis of the relation be-
tween two Chlamydia species, Chlamydia pneumoniae and Chlamydia trachoma-
tis. About half of the operations found by Derange were transpositions, and the



3.7. Discussion and conclusions 45

other half consisted primarily of short reversals. Since Derange only needed 59
operations on a permutation of length about 800, we do not need to post-process.

The other data we have is for unsigned genomes. In this data, short re-
versals are invisible, since the sign change of the single gene that is reversed
is not recorded. For the R/T-ratio of longer operations, we find that between
Rickettsia conorii and Rickettsia prowazekii, there are three reversals and two
transpositions, one of each kind, and between Mycoplasma pneumoniae and My-
coplasma genitalium, there are three reversals and four transpositions. It seems
that among all of these bacteria, transpositions do constitute an important class
of operations.

3.7 Discussion and conclusions

Our measures of the accuracy of the method is dependent of the model of gene
order evolution on which our simulations are based. In this model, every reversal
is always equally probable to occur, independent of all such things as previous
rearrangements and the length and position of the segment to be inverted. The
current knowledge-base in this area is weak, but there are indications that length
and positions do matter. We have already discussed the abundance of short re-
versals in Chlamydia and how short reversals can be managed within our frame-
work. In another recent paper on Chlamydia, Tillier and Collins [60] have found
that almost all non-linear genes are positioned symmetrically on the other side
of an axis going through the origin and termination of replication. They propose
that most operations are symmetrical with respect to this axis. Using Derange,
we have found that this indeed seems to be the case for long operations, by
which we mean ordinary reversals and transpositions of segments longer than
two or three. For short operations there is no such pattern. It is of course
possible to extend Derange so that it distinguishes between symmetrical and
non-symmetrical operations. In fact, this has been done by Ajana et al. [2], in a
program similar to Derange, which considers reversals only. In this program,
the weights do not depend on the kind of operation, but on position and length
or any other property you wish to examine.

We have found that in microbial genomes, transpositions seem to be at least
as common as (long range) reversals. It is therefore important to be able to
handle both reversals and transpositions. Our investigations on Derange have
shown that using the weights ωr = 1 and ωt = ωit = 2, and using our post-
processing formulae, we would expect an error in the distance of about 10% on
the average for distantly related genomes. One should note that this is obtained
when no knowledge about the R/T-ratio is assumed. If further studies on mi-
crobial genomes shows that the R/T-ratio tends to keep within some interval,
the post-processing formulae could very well be improved.
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Chapter 4

(1 + ε)-approximation of
weighted sorting using
reversals and transpositions

Transforming a genome π into the identity genome id using reversals and trans-
positions is about as hard as using transpositions only. The reason is that trans-
positions are about twice as effective as reversals when it comes to removing
breakpoints, which is what such a transformation is all about. To put these two
kinds of operations on an equal basis, we give transpositions weight 2. Then,
finding the distance becomes a problem where reversals and transpositions both
can be used to a large degree. We shall here present a method to find, for any
ε > 0, a (1 + ε)-approximation of this distance in polynomial time.

4.1 Expanding the reversal formula

Let Sπ denote the set of all scenarios transforming π into id using reversals,
transpositions and inverted transpositions and let rev(s) and trp(s) denote the
number of reversals and transpositions (both kinds) in a scenario s, respectively.
In this chapter, we investigate the distance

dw(π) = min
s∈Sπ

{rev(s) + 2 trp(s)},

between π and id. In order to give a formula for this distance, we need a few
definitions, which extend the breakpoint graph terminology of Section 2.4.

Regard all components τ in the breakpoint graph G(π) of π ∈ Gn as genomes
in their own right, that is τ ∈ Gm for some m ≤ n, and let dw(τ) be the distance
between τ and id as defined above for genomes. Consider the set S of components
τ such that dw(τ) > dappr(τ) = m− c(τ) (when using reversals only, this is the
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set of unoriented components). We call this set the set of strongly unoriented
components. If there is an interval on the circle that contains a component
τ ∈ S, but no other member of S, then τ is a strong hurdle. Strong super
hurdles and strong fortresses are defined in the same way as super hurdles
and fortresses (just replace hurdle with strong hurdle).

Observation 4.1. In any scenario, each inverted transposition can be replaced
by two reversals, without affecting the objective function. This means that in
calculating dw(π), we need not bother with inverted transpositions. Therefore,
we will henceforth consider only reversals and ordinary transpositions.

Lemma 4.2. Each strongly unoriented component is unoriented (in the reversal
sense).

Proof. We know that we for oriented components τ ∈ Gm have drev(τ) = m −
c(τ) and that we for any genome τ have dw(τ) ≤ drev(τ). Thus, for strongly
unoriented components we have drev(τ) ≥ dw(τ) > m−c(τ) and we can conclude
that a strongly unoriented component can not be oriented.

Theorem 4.3. Let π ∈ Gn. The distance dw(π) defined above is given by

d(π) = n− c(π) + hw(π) + fw(π),

where hw(π) is the number of strong hurdles in π and fw(π) is 1 if π is a strong
fortress and 0 otherwise.

Proof. It is easy to see that dw(π) ≤ n− c(π) + hw(π) + fw(π). If we treat the
strong hurdles as in the reversal case, we need only hw(π) + fw(π) reversals to
make all strongly unoriented components oriented. All oriented components can
be removed efficiently using reversals, and the unoriented components which are
not strongly unoriented can, by definition, be removed efficiently.

We now need to show that we can not do better than the formula above.
From Hannenhalli and Pevzner [37] we know that we can not decrease n− c(π)
by more than one using a reversal. The reason is that a reversal cuts in two
places, leaving four loose ends to be tied up in pairs. This gives at most two
cycles, and we began by splitting at least one. Similarly, a transposition will
never decrease n− c(π) by more than two, which is obtained by splitting a cycle
into three cycles. The question is whether transpositions can help us to remove
strong hurdles more efficiently than reversals.

Bafna and Pevzner [6] have shown that applying a transposition can only
change the number of cycles by 0 or ±2. There are thus three possible ways of
applying a transposition. First, we can split a cycle into three parts (∆cs = 2).
If we do this to a strong hurdle, at least one of the components we get must by
definition remain a strong hurdle, since otherwise the original component could
be removed efficiently. This gives ∆hw ≥ 0. Second, we can let the transposition
cut two cycles (∆c = 0). To decrease the distance by three, we would have to
decrease the number of strong hurdles by three which is clearly out of reach (only
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two strong hurdles may be affected by a transposition on two cycles). Finally, if
we merge three cycles (∆c = −2), we would need to remove five strong hurdles.
This clearly is impossible.

It is conceivable that the fortress property could be removed by a transpo-
sition that reduce n − c(π) + hw(π) by two and at the same time removes an
odd number of strong super hurdles or adds a strong hurdle that is not a strong
super hurdle. However, from the analysis above, we know that the transpositions
that decrease n − c(π) + hw(π) by two must decrease hw(π) by an even num-
ber. We also found that when this was achieved, no other hurdles apart from
those removed were affected. Hence, there are no transpositions that reduce
n− c(π) + hw(π) + fw(π) by three.

We find that dw(π) ≥ n− c(π)+hw(π)+ fw(π), and in combination with the
first inequality, dw(π) = n− c(π) + hw(π) + fw(π).

1

2 3

4

5 6

Figure 4.1. The breakpoint graph of a cycle of length three which can be
removed by a single transposition.

4.1.1 The strong hurdles

Once we have identified all strongly unoriented components in a breakpoint
graph, we are able to calculate the number of strong hurdles. We thus need to
look into the question of determining which components are strongly unoriented.

From the lemma above, we found that all strongly unoriented components
are unoriented. The converse is not true. One example of this is the unoriented
cycle in Figure 4.1, which can be removed with a single transposition. However,
many unoriented components are also strongly unoriented. Most of them are
characterised by the following lemma.

Lemma 4.4. If an unoriented component contains a cycle of even length, then
it is strongly unoriented.
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Proof. Since the component is unoriented, applying a reversal to it will not
increase the number of cycles. If we apply a transposition to it, it will remain
unoriented. Thus, the only way to remove it efficiently would be to apply a series
of transpositions, all increasing the number of cycles by two.

Consider what happens if we split a cycle of even length into three cycles.
The sum of the length of these three new cycles must equal the length of the
original cycle, in particular it must be even. Three odd numbers never add to
an even number, so we must still have at least one cycle of even length, which is
shorter than the original cycle.

Eventually, the component must contain a cycle of length 2. There are no
transpositions reducing dappr(τ) by two that can be applied to this cycle, and
hence the component is strongly unoriented.

Concentrating on the unoriented components with cycles of odd lengths only,
we find that some of these are strongly unoriented and some are not. For instance,
there are two unoriented cycles of length three. One of them is the cycle in which
we may remove three breakpoints (Figure 4.1) and the other one can be seen in
Figure 4.2 (a). Note that this cycle can not be a component. This is, however,
not true for the components in Figure 4.2 (b) and (c), which are the two smallest
odd strongly unoriented components.

(a) (b) (c)

Figure 4.2. A cycle of length three which can not be removed by a transposition
(a), the smallest odd strongly unoriented component (b) and the second smallest
odd strongly unoriented component (c).

4.2 The (7/6)-approximation and the
(1 + ε)-approximation of the distance

Even though we at this stage are unable to recognise all strongly unoriented
components in an efficient manner, we are still able to approximate the distance
reasonably well. We will first show that our identification of the two strongly
unoriented components τ with dappr(τ) < 6 that contain odd cycles exclusively
will give us a 7/6-approximation. We will then show that if we have identified
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all odd strongly unoriented components with dappr less than k, we can make a
(1 + ε)-approximation for ε = 1/k.

First we look at the case when we know for sure that π is not a strong fortress,
and then we look at the case when π may be a strong fortress.

4.2.1 If π is not a strong fortress, then we have a
7/6-approximation

For all odd unoriented components with dappr less than 6, we are able to dis-
tinguish between those that are strongly unoriented and those that are not. In
fact, by exhaustive search, we have found that the only strongly unoriented
components in this set are the components in Figure 4.2 (b) and (c). Thus, the
smallest components that may be wrongly deemed as strong hurdles are those
with dappr(τ) = 6.

The odd unoriented components in π ∈ Gn can be regarded as genomes
in Gm, for appropriate values of m. Let hu(π) and cu(π) be the number of
components and the number of cycles among the odd unoriented components
with dappr(π) ≥ 6, respectively. It is clear that hu(π) ≤ cu(π) and hu(π) ≤
m−cu(π)

6 . Let co(π) denote the number of cycles among all other components
(that is, the components that we know whether they are strongly unoriented or
not). Also, let hnone(π) denote the number of hurdles we would have if none of the
large odd unoriented components are strongly unoriented and let hall(π) denote
the number of hurdles we would have, if all of these are strongly unoriented. It
follows that hnone(π) ≤ hw(π) ≤ hall(π) ≤ hnone(π) + hu(π). This gives

dw(π) = n− c(π) + hw(π)
≤ (n−m) + m− co(π)− cu(π) + hall(π)
≤ (n−m)− co(π) + m− cu(π) + hnone(π) + hu(π)

≤ (n−m)− co(π) + m− cu(π) + hnone(π) +
m− cu(π)

6

and

dw(π) = n− c(π) + hw(π)
≥ (n−m) + m− co(π)− cu(π) + hnone(π),

and hence (putting do(π) = (n−m)− co(π) + hnone(π))

dw(π) ∈
[
do(π) + m− cu(π) , do(π) +

7(m− cu(π))
6

]
.

In most situations, do(π) will be quite large compared to m− cu(π) and then
the approximation is much better than 7/6. Thus, in practice we may use this
algorithm to get a reliable value for dw(π).
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4.2.2 If π may be a strong fortress, then we still have a
7/6-approximation

The analysis is similar to the one in the previous case. To simplify things a
bit, we look at the worst case. The effect of π being a strong fortress is most
significant if dw(π) is small. We need an odd number of strong super hurdles, and
no other strong hurdles, to make a strong fortress. It takes two strong hurdles to
form a strong super hurdle, and one strong super hurdle can not exist by itself.
Thus, we need at least six strongly unoriented components, arranged in pairs,
covering disjoint intervals of the circle.

Let hπ(τ) be 1 if the component τ is a hurdle in π and 0 otherwise. We
consider the case where we have six components, arranged in pairs such that we
have three possible strong super hurdles For each pair τ1 and τ2, there are three
possible cases: we know that both components are strongly unoriented, we know
that one of the components is strongly unoriented but are uncertain about the
other, or we are uncertain about both of them.

Any unoriented component τ has dappr(τ) ≥ 2, so if we know that both
components are strongly unoriented, then we have a strong super hurdle and
dappr(τ1) + hπ(τ1) + dappr(τ2) + hπ(τ2) ≥ 5. If we know that one of the two
components is strongly unoriented, but we are not sure about the other, then we
know that we have a strong hurdle and for the second component τ2, we know
that dappr(τ2) ≥ 6. Together this gives dappr(τ1)+hpi(τ1)+dappr(τ2)+hπ(τ2) ≥ 9.
Finally, if we are ignorant of whether any of the two components is strongly
unoriented, we do not know whether the pair constitutes a strong hurdle. Since
the components fulfil dappr(τi) ≥ 6, we get dappr(τ1)+hπ(τ1)+dappr(τ2)+hπ(τ2) ≥
12 in general and dappr(τ1)+hπ(τ1)+dappr(τ2)+hπ(τ2) ≥ 13 if the pair constitutes
a strong super hurdle. The worst case is when we are totally ignorant of the type
of each of the three pairs, and the components are as small as possible. In that
case, we get

d(π) ∈ [3 · 12, 3 · 13 + 1] = [36, 40] ,

and since this is the worst case, we have a (10/9)-approximation, which is better
than 7/6. Again, this ratio will be significantly smaller in most applications.

4.2.3 The (1 + ε)-approximation

In order to improve on the (7/6)-approximation, we need to be able to identify
strong hurdles among larger components. Since we have not yet found an easy
way to do this, we content ourselves with creating a table of all unoriented
components up to a certain size, which are not strongly unoriented. The table
could be created using, for instance, an exhaustive search.

Given a table of all such components σ with dappr(σ) < k, and any component
τ with dappr(τ) < k, we will be able to tell if τ is strongly unoriented or not.
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Thus, applying the same calculations as in the 7/6 case above, we find that if π
is not a strong fortress, we get

dw(π) ∈
[
do(π) + m− cu(π) , do(π) +

(k + 1)(m− cu(π))
k

]
,

or if π may be a strong fortress, considering the worst case scenario (for k > 10,
the worst case is different from the worst case for k = 6), we get

dw(π) ∈ [2k + 2 · 5, 2k + 1 + 2 · 5 + 1] .

We clearly have

lim
k→∞

k + 1
k

= lim
k→∞

1 +
1
k

= 1

and

lim
k→∞

2k + 12
2k + 10

= lim
k→∞

1 +
1

k + 5
= 1.

4.3 The algorithm

We will now describe the (7/6)-approximation algorithm, which is easily gen-
eralised to the (1 + ε) case. First remove, by applying a sequence of optimal
transpositions, all odd unoriented components τ with dappr(τ) < 6 that are not
strongly unoriented. This can be done as follows: Find a solid edge and consider
the two dashed edges attached to it. If the two intervals with endpoints given by
the vertices of these dashed edges intersect, we have found a good solid edge. For
these small components, there is always at least one such edge. Cut this solid
edge and the two solid edges that are adjacent to the mentioned dashed edges.
This transposition will always reduce the distance by two, and for these com-
ponents, we can always continue afterwards in a similar fashion. In the (1 + ε)
case, we would have to use the table to find out which transpositions to use.

After removing these components, we can apply the reversal algorithm of
Hannenhalli and Pevzner. The complexity of this algorithm is polynomial in
the length of the original permutation, as is the first step of our algorithm,
since identifying the unoriented components that are not strongly unoriented
and removing them can be done in linear time. Computing the reversal distance
can be done in linear time [4] and thus an approximation of the combined distance
can also be computed in linear time.

To get a (1 + ε)-approximation, all we have to do is to tabulate all odd
unoriented components τ with dappr(τ) < 1

ε , that are not strongly unoriented.
We also need to tabulate, for each such component, a sequence of transpositions
that will remove the component efficiently. It is clear that the algorithm is still
polynomial, since looking up a component in the table is done in constant time
(for each ε), although the size of the table will probably grow exponentially with
1/ε.
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4.4 Discussion

The algorithm presented here relies on the creation of a table of components that
can be removed efficiently. Could this technique be used to find an algorithm for
any similar sorting problem such as sorting by transpositions? In general, the
answer is no. In this case, as for sorting with reversals, we know that if a com-
ponent can not be removed efficiently, we need only one extra reversal. We also
know that for components that can be removed efficiently, we can never improve
on such a sorting by combining components. For sorting by transpositions, no
such results are known and until they are, the table will need to include not only
some of the components up to a certain size, but every permutation of every size.

The next step is obviously to examine if there is an easy way to distinguish all
strongly unoriented components. For odd unoriented components, this property
seems very elusive. It also seems hard to discover a useful sequence of transpo-
sitions that removes odd oriented components that are not strongly unoriented.
However, investigations on small components have given promising results. For
cycles of length 7, we have the following result: If the cycle is not a strongly
unoriented component, then no transposition that increase the number of cycles
by two will give a strongly unoriented component. This appears to be the case
for cycles of length 9 as well, but no fully exhaustive search has been conducted,
due to limited computational resources.

If this pattern would hold, we could apply any sequence of breakpoint remov-
ing transpositions to a component, until we either have removed the component,
or are unable to find any useful transpositions. In the first case, the component
is clearly not strongly unoriented, and in the second case it would be strongly
unoriented. Even though this may not be true, we may still find some way to
find “safe transpositions”, that do not turn a strongly unoriented component
into a strongly oriented one.
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Chapter 5

Estimating the true reversal
distance using breakpoints

It is well-known that the true evolutionary distance is in general much longer
than the minimal evolutionary distance. Still, many of the distance measures in
use today are minimal distance measures, the most common being the breakpoint
distance and the reversal distance.

Some attempts have been made to improve on this. Early on, Wang and
Warnow [62] gave an estimate with bounded error (IEBP). Though bounded,
this error was in practise somewhat too large, so Moret et al. [47] computed
empirically an approximation as a ratio of second order polynomials (EDE).

At the same time, Sankoff and Blanchette [53] computed transition matrices
for a Markov chain that gives the expected number of breakpoints after t rever-
sals. Wang [63] generalised this to transpositions and inverted transpositions and
also implemented the reversal case (Exact-IEBP), making it possible to compute
the expected number of reversals giving rise to b breakpoints. For genomes of
length n, this involves repeated multiplications of (2n− 2)× (2n− 2)-matrices.

To make this work faster and to be able to study the way the true number
of reversal correlate to the number of breakpoints, we study these transition
matrices more closely. It turns out that we can gather almost all information
about this relationship in a simple formula, making it possible to compute in
constant time the expected number of reversals giving rise to b breakpoints.

5.1 Unsigned genomes — the simple case

Computing the expected number of breakpoints after t reversals is easier for
unsigned genomes than for signed genomes. To begin with, we shall now derive
the formula for the unsigned case in two ways, the latter being similar to our
approach in the signed case.
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The first derivation follows Caprara and Lancia [20], although they treat
linear genomes instead of circular. This has only minor implications on the
analysis.

Let the indicator variable Zkt denote the presence of a breakpoint between
k and k + 1 after t reversals. Also, let pu and ps denote the probability that
a random reversal will unite or separate two genes, respectively. We wish to
compute

Ebrp(n, t) =
n∑

k=1

P(Zkt = 1).

Since the probability that there is a breakpoint between k and k + 1 is the same
for all k, we need only compute nP(Zt = 1), where Zt = Z1t. Let Pt denote
P(Zt = 1). We then get

Pt = Pt−1(1− pu) + (1− Pt−1)ps = Pt−1(1− pu − ps) + ps.

Since P1 = ps, this recurrence gives

Pt = ps

t−1∑

j=0

(1− pu − ps)j = ps
1− (1− pu − ps)t

pu + ps
.

Given that two genes are not adjacent, there are only two reversals that will
unite them. Given that the two genes are adjacent, there are n−3 reversals that
will separate them. In total, there are

(
n−1

2

)
unsigned reversals for genomes of

length n. Thus, pu = 2/
(
n−1

2

)
and ps = (n− 3)/

(
n−1

2

)
, which yields

Ebrp(n, t) = nPt =
n(n− 3)

n− 1


1−

((
n−1

2

)− (n− 1)(
n−1

2

)
)t




= n

(
1− 2

n− 1

) (
1−

(
1− 2

n− 2

)t
)

.

The approach above is actually a Markov chain approach in disguise. Con-
sider a Markov chain with two states: either the two genes g1 and g2 are adjacent,
or there is a breakpoint between them. The transition matrix will then be

M =
(

1− ps ps

pu 1− pu

)
.

We can compute the eigenvalues and eigenvectors of this matrix. It turns out that
for n ≥ 4 there are two distinct eigenvalues 1 and 1− 2

n−2 , which shows that M
is diagonalisable. If we let P denote the matrix with the eigenvectors as columns
and D the matrix with the eigenvalues on the diagonal, we get M t = PDtP−1.
The probability that genes g1 and g2 are adjacent after t reversals is given by
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the element in the upper left corner of M t, which is given by e1M
teT

1 . Thus,
the expected number of breakpoints is given by

Ebrp(n, t) = n
(
1− e1PDtP−1eT

1

)
,

which gives the same result as above.

5.2 Obtaining the formula

For signed genomes, we need to consider far more states in the Markov chain.
The reason is that the probability of uniting two genes depends on the orientation
of the genes. Also, the number of reversals that change orientation of one of the
genes, but not the other, depends on the distance between them. We are thus
forced to consider 2n− 2 states, one for each position and orientation available
for g2 along the genome, while keeping g1 fixed.

We consider Markov chains for circular genomes of length n. At each step in
the process, a reversal is chosen at random from the uniform distribution, and
the reversal is applied to the genome. The states in the process correspond to
the position of the gene g2 as follows. We fix the first element g1 and consider
the various places where the element g2 can be located, relative to g1. Each such
position (with orientation) is considered a state in the Markov process. This
makes 2n−2 states, since there are n−1 positions and two possible orientations
at each position.

The transition matrix for this process was presented in 1999 by Sankoff and
Blanchette [53] and it was generalised to include transpositions and inverted
transpositions by Wang [63].

Theorem 5.1 (Sankoff and Blanchette [53]). Consider the Markov process
where the states correspond to the positions of g2, with a possible minus sign
which signals that g2 is reversed. The states are ordered as {2,−2, 3,−3, . . . ,
n,−n}. At each step a reversal is chosen at random from the uniform distribu-
tion. Then the transition matrix is 1

(n
2)

Mn, where n is the length of the genome,

and Mn = (mij) is given by

mij =





min{|u| − 1, |v| − 1, n + 1− |u|, n + 1− |v|}, if uv < 0;
0, if u 6= v, uv > 0;(|u|−1

2

)
+

(
n+1−|u|

2

)
, otherwise.

Here u = (−1)i+1
(d i

2e+ 1
)

and v = (−1)j+1
(d j

2e+ 1
)
, that is, u and v are the

(signed) positions of the states that correspond to row i and column j, respec-
tively.

The proof is straightforward — just count the number of reversals that move
g2 from position u to position v.
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Example 5.1. Let n = 4. At position i = 3, j = 4 in M4, we have u = 3 and
v = −3. Thus, m34 = min{3 − 1, 3 − 1, 5 − 3, 5 − 3} = 2. The entire matrix is
given by

M4 =




3 1 0 1 0 1
1 3 1 0 1 0
0 1 2 2 0 1
1 0 2 2 1 0
0 1 0 1 3 1
1 0 1 0 1 3




.

The transition matrix Mn can be used to calculate the expected number of
breakpoints in a genome, given that t reversals have been applied. The reason is
that the entry at (1, 1) of M t

n gives the probability p that g2, after t reversals, is
positioned just after g1, where it does not produce a breakpoint. The probability
of a breakpoint is the same after any gene, so the expected number of breakpoints
after t reversals is n(1− p). This is the same as

n

(
1− e1M

t
neT

1(
n
2

)t

)
,

where e1 = (1, 0, 0, . . . , 0).
Now, Mn is a real symmetric matrix, so we can diagonalise it as Mn =

VnDnV T
n , where Dn is a diagonal matrix with the eigenvalues of Mn on the

diagonal, and Vn is the orthogonal matrix of eigenvectors. We write vn = e1Vn.
The expected number of breakpoints after t reversals, b(t), is then given by

b(t) = n

(
1− e1M

t
neT

1(
n
2

)t

)
= n

(
1− e1VnDt

nV T
n eT

1(
n
2

)t

)
= n

(
1− vnDt

nvT
n(

n
2

)t

)
.

This analysis proves our first result.

Theorem 5.2. Let vn = (v1, . . . , v2n−2) = e1Vn and let λ1 ≥ λ2 ≥ . . . ≥ λ2n−2

be the eigenvalues of Mn. Then the expected number of breakpoints after t random
reversals in a genome with n genes is given by

b(t) = n

(
1−

∑2n−2
j=1 v2

j λt
j(

n
2

)t

)
, (5.1)

where
∑

v2
j = 1.

Calculating how fast the expected number of breakpoints approaches the
obvious limit

n

(
1− 1

2n− 2

)

primarily amounts to calculating the eigenvalues of Mn. We will prove the follow-
ing result, which contains the most important information about the eigenvalues.
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Theorem 5.3. Let Mn, n ≥ 2, be the matrix described above and λ1 ≥ λ2 ≥
. . . ≥ λ2n−2 its eigenvalues. Then λ1 =

(
n
2

)
and λ2 = λ3 = λ4 =

(
n−1

2

)
. The

coefficient v2
1 of λ1 in (5.1) is 1

2n−2 and the sum of the coefficients of λ2 = λ3 =
λ4 is 3

4 − 1
2n−2 . The smallest eigenvalue λ2n−2 is greater than or equal to −bn

2 c.

In the appendix, we have gathered information on some of the other eigen-
values and their coefficients.

If we set v2
2 = 1 − v2

1 and vj = 0 for all j ≥ 3 in (5.1), we get the following
approximation.

Corollary 5.4. The expected number of breakpoints given t reversals, b(t), can
be approximated by

bappr(t) = n

(
1− 1

2n− 2

) [
1−

(
1− 2

n

)t
]

such that

lim
t→∞

(b(t)− bappr(t)) = 0.

By taking the inverse of this map, we obtain a maximum likelihood estimate
of the true number of reversals, given that we observe b breakpoints.

Corollary 5.5. The expected number of reversals given b breakpoints, t(b), can
be approximated by

tappr(b) =
log

(
1− b

n(1− 1
2n−2 )

)

log
(
1− 2

n

) .

The quality of these approximations will be investigated in the next section.
We now give a concrete example of our results, followed by the proof of Theorem
5.3.

Example 5.2. For n = 4, the matrix Mn looks like

M4 =




3 1 0 1 0 1
1 3 1 0 1 0
0 1 2 2 0 1
1 0 2 2 1 0
0 1 0 1 3 1
1 0 1 0 1 3




and has eigenvalues {6, 3, 3, 3, 2,−1}. It is obvious that both 6 and 3 are eigen-
values, since the row sums are all 6 (hence (1, 1, 1, 1, 1, 1) is an eigenvector with
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eigenvalue 6) and subtracting 3 from the diagonal would make the rows 1 and 5
equal, as well as rows 2 and 6. If we diagonalise M4 = V4D4V

T
4 , we get

V4 =




0.2887 −0.4082 0.7071 0.0 0.2887 0.4082
−0.2887 0.4082 0.0 0.7071 0.2887 0.4082

0.5774 0.4082 0.0 0.0 −0.5774 0.4082
−0.5774 −0.4082 0.0 0.0 −0.5774 0.4082

0.2887 −0.4082 −0.7071 0.0 0.2887 0.4082
−0.2887 0.4082 0.0 −0.7071 0.2887 0.4082




and

D4 =




−1 0 0 0 0 0
0 2 0 0 0 0
0 0 3 0 0 0
0 0 0 3 0 0
0 0 0 0 3 0
0 0 0 0 0 6




.

From this, we can calculate

v4 = e1V4 = (0.2887, −0.4082, 0.7071, 0, 0.2887, 0.4082),

and thus

b(t) = 4
(

1− 0.1667 · 6t + 0.5833 · 3t + 0.1667 · 2t + 0.0833 · (−1)t

6t

)
.

Our approximation (from Corollary 5.4) yields

bappr(t) =
10
3

(
1− 1

2t

)
,

the inverse of which is (from Corollary 5.5)

tappr(b) =
log

(
1− 3b

10

)

log 1
2

.

We also have

M5 =




6 1 0 1 0 1 0 1
1 6 1 0 1 0 1 0
0 1 4 2 0 2 0 1
1 0 2 4 2 0 1 0
0 1 0 2 4 2 0 1
1 0 2 0 2 4 1 0
0 1 0 1 0 1 6 1
1 0 1 0 1 0 1 6
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with eigenvalues {10, 6, 6, 6, 4.8284, 4, 4, −0.8284} and

M6 =




10 1 0 1 0 1 0 1 0 1
1 10 1 0 1 0 1 0 1 0
0 1 7 2 0 2 0 2 0 1
1 0 2 7 2 0 2 0 1 0
0 1 0 2 6 3 0 2 0 1
1 0 2 0 3 6 2 0 1 0
0 1 0 2 0 2 7 2 0 1
1 0 2 0 2 0 2 7 1 0
0 1 0 1 0 1 0 1 10 1
1 0 1 0 1 0 1 0 1 10




with eigenvalues {15, 10, 10, 10, 8.7392, 7, 7, 7, 5.7759, −0.5151}. It is clear
that in these examples, both

(
n
2

)
and

(
n−1

2

)
are eigenvalues of Mn. Also, it turns

out that the eigenvalues of M6 are related to the eigenvalues of M4. In fact, if
we write

M6 =




6 0 0 0 0 0 0 0 0 0
0 6 0 0 0 0 0 0 0 0
0 0 3 1 0 1 0 1 0 0
0 0 1 3 1 0 1 0 0 0
0 0 0 1 2 2 0 1 0 0
0 0 1 0 2 2 1 0 0 0
0 0 0 1 0 1 3 1 0 0
0 0 1 0 1 0 1 3 0 0
0 0 0 0 0 0 0 0 6 0
0 0 0 0 0 0 0 0 0 6




+




0 1 0 1 0 1 0 1 0 1
1 0 1 0 1 0 1 0 1 0
0 1 0 1 0 1 0 1 0 1
1 0 1 0 1 0 1 0 1 0
0 1 0 1 0 1 0 1 0 1
1 0 1 0 1 0 1 0 1 0
0 1 0 1 0 1 0 1 0 1
1 0 1 0 1 0 1 0 1 0
0 1 0 1 0 1 0 1 0 1
1 0 1 0 1 0 1 0 1 0




+ 4I

= B6 + A6 + 4I,

then A6 has eigenvalues {5, 0, 0, 0, 0, 0, 0, 0, 0,−5}, 4I has only 4 as eigenvalue
and B6 has eigenvalues {6, 6, 6, 6, 6, 3, 3, 3, 2,−1}. If we compare the latter with
the eigenvalues of M4, we see that apart from the first four eigenvalues, we
now have the same eigenvalues as for M4. This should come as no surprise,
since if we remove the first and last two rows and columns from B6, we get
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a matrix that is exactly M4. We will show below that we can always write
Mn = Bn + An + (n − 2)I, where Bn is a block matrix containing Mn−2 in a
similar fashion as B6 contains M4, and An is the obvious generalisation of A6.

Lemma 5.6. Let An = (aij) be a quadratic matrix of size (2n− 2) with entries
given by

aij =

{
1, if i + j is odd;
0, otherwise.

Then the eigenvalues are n−1 with multiplicity 1, 0 with multiplicity 2n−4 and
−(n− 1) with multiplicity 1.

Proof. It is easy to see that (1, 1, . . . , 1) is an eigenvector with eigenvalue n− 1
and that (1,−1, 1,−1, . . . , 1,−1) is an eigenvector with eigenvalue −(n − 1).
Clearly the rank of An is 2, and hence all remaining eigenvalues must be 0.

We are now able to prove Theorem 5.3.

Proof. (of Theorem 5.3) It is easy to see that
(
n
2

)
and

(
n−1

2

)
always are eigenvalues

of Mn, since the common row sum equals the number of reversals on a genome
with n genes, which is

(
n
2

)
, and since the second and last rows are equal, except

for the term
(
n−1

2

)
on the diagonal. However, we also need to show that there

are no other eigenvalues as large as these.
We will use induction. Since our claim is true for M4 and M5 in the ex-

ample above (and anyone can check that it also holds for M2 and M3), we can
concentrate on the inductive step.

Consider Mn and define Bn = Mn −An − (n− 2)I, where An is given in the
previous lemma and I is the identity matrix. Let Cn = (cij) be the matrix Bn

with the first and last two rows and columns removed. Cn will have the same
size as Mn−2 = (mij) and we shall see that these matrices are in fact identical.
For i + j odd, we have

cij = min{d i + 2
2

e − 1, dj + 2
2

e − 1, n + 1− d i + 2
2

e, n + 1− dj + 2
2

e} − 1

= min{d i

2
e − 1, d j

2
e − 1, (n− 2) + 1− d i

2
e, (n− 2) + 1− d j

2
e} = mij ,

and for i + j even, with i 6= j, we have

cij = 0 = mij .

Finally, on the main diagonal, we have

cii =
(d i+2

2 e − 1
2

)
+

(
n + 1− d i+2

2 e
2

)
− (n− 2)

=
(d i

2e − 1
1

)
+

(d i
2e − 1

2

)
+

(
n− 1− d i

2e
1

)
+

(
n− 1− d i

2e
2

)
− (n− 2)

= n− 2 + mii − (n− 2) = mii.
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Thus, with the only entries on the first and last two rows of Bn being four copies
of

(
n−1

2

) − (n − 2) =
(
n−2

2

)
on the diagonal, the eigenvalues of Bn consist of

these four copies of
(
n−2

2

)
and all the eigenvalues of Mn−2. Since the greatest

eigenvalue of Mn−2 is
(
n−2

2

)
, this is also the greatest eigenvalue of Bn.

We are now in the position to estimate the eigenvalues of Mn. If we let λi(A)
be the ith greatest eigenvalue of any matrix A, then it is known (see for instance
[25, p. 52]) that

λ1+i+j(A + B) ≤ λ1+i(A) + λ1+j(B).

We will apply this inequality to find the eigenvalues of Mn = An+Bn+(n− 2)In.
We know the eigenvalues of An from Lemma 5.6 and Bn by the induction hy-
pothesis. Hence, we get

λ1(Mn) ≤ λ1(An) + λ1(Bn) + λ1((n− 2)I)

= (n− 1) +
(

n− 2
2

)
+ (n− 2) =

(
n

2

)

and

λ2(Mn) ≤ λ2(An) + λ1(Bn) + λ1((n− 2)I)

= 0 +
(

n− 2
2

)
+ (n− 2) =

(
n− 1

2

)
.

Since we know that these are in fact eigenvalues, the inequalities are actually
equalities.

So far, we have shown that λ1 =
(
n
2

)
and λ2 =

(
n−1

2

)
. In order to see that(

n−1
2

)
is an eigenvalue with multiplicity at least 3, we need to check that the three

linearly independent vectors w1 = (1, 0, 0, . . . , 0,−1, 0), w2 = (0, 1, 0, . . . , 0,−1)
and w3 = (n−3

2 , n−3
2 ,−1,−1, . . . ,−1, n−3

2 , n−3
2 ) all are eigenvectors of Mn with

eigenvalue
(
n−1

2

)
. It is clear for the two first, and for w3, multiplying it with Mn

give the entries

n− 3
2

(
n− 1

2

)
+ 2

n− 3
2

− 2n− 2− 4
2

=
n− 3

2

(
n− 1

2

)

for the first and last two positions, and

2
n− 3

2
−

((
n

2

)
− 2

)
=

(
n− 1

1

)
−

(
n

2

)
= −

(
n− 1

2

)

for the other entries. Thus, MnwT
3 =

(
n−1

2

)
wT

3 .
We now turn to the coefficients of these eigenvalues in the sum giving b(t).

The coefficients are given by the first element in the normalised eigenvectors.
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For λ1 =
(
n
2

)
, the first element is v1 = 1√

2n−2
and thus gives the coefficient

v2
1 = 1

2n−2 . For the eigenvalue λ2 = λ3 = λ4 =
(
n−1

2

)
, we get

v2
2 + v2

3 + v2
4 =

1
2

+ 0 +

(
n−3

2

)2

4
(

n−3
2

)2 + 2n− 6
=

1
2

+
(n− 3)

4((n− 3) + 2)
=

3
4
− 1

2n− 2
.

Finally, turning to the smallest eigenvalue, we can use

λm−i−j(A + B) ≥ λm−i(A) + λm−j(B),

where m×m is the common size of A and B, to show that the smallest eigenvalue
is greater than or equal to −bn

2 c. This holds for M2 and M3, and by the same
procedure as above, we find that

λ2n−2(A + B) ≥ λ2n−2(A) + λ2n−2(B) + λ2n−2((n− 2)I)

≥ −(n− 1)− bn− 2
2

c+ (n− 2) = −bn
2
c.

This ends the proof of Theorem 5.3.

5.3 Improving the formula

We will now leave the analytical trail and look at how well these approximations
behave in practice. Based on abundant observations (every n ≤ 100), we believe
that the largest eigenvalues are distributed as follows.

Conjecture 5.7. Let Mn be the scaled transition matrix studied in the previous
section and λ1 ≥ λ2 ≥ . . . ≥ λ2n−2 its eigenvalues. Then λ6 = λ7 = λ8 =(
n−2

2

)
+ 1 for n ≥ 6.

Since we know the four greatest eigenvalues, this conjecture implies that
there is only one unknown eigenvalue λ5 larger than

(
n−2

2

)
+ 1. Knowledge of

this eigenvalue and its coefficient v2
5 would give a better approximation than the

one found above. We now take a closer look at these parameters.
First we look at the unknown coefficients. We know that the sum of all

coefficients is 1 and that, according to Theorem 5.3, the coefficients of the eigen-
values

(
n
2

)
and

(
n−1

2

)
sum to 3

4 . For the remaining 1
4 , numerical calculations for

n ≤ 100 indicate that almost everything has been given to λ5. We see in Figure
5.1, where the coefficients has been plotted for n ≤ 40 that this coefficient fast
approaches 1

4 . The sum of the remaining coefficients has been plotted in Figure
5.2. We see that for n = 40, their sum is less than 0.001. We can neglect this
without worries.
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Figure 5.1. How the coefficients evolve with increasing n. The stars correspond
to the eigenvalue

�n
2

�
, the squares to

�n−1
2

�
, the circles to the eigenvalue just

below
�n−1

2

�
and the diamonds to the sum of all other coefficients.
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Figure 5.2. The sum of the coefficients of the eigenvalues we neglect. These
tend to zero quite rapidly as n increases.
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Supported by this, we now propose an improved approximation of the ex-
pected number of breakpoints, given t reversals. By setting v2

5 = 1
4 and writing
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λ5 =
(
n−1

2

)− ε(n), we get

bappr2(t) = n


1− 1

2n− 2
−

(
3
4
− 1

2n− 2

) (
1− 2

n

)t

− 1
4

((
n−1

2

)− ε(n)(
n
2

)
)t




≈ n

(
1− 1

2n− 2

) (
1−

(
1− 2

n

)t
)

+
tε(n)
2n− 2

(
1− 2

n

)t−1

.

The final approximation was obtained by including only the first two terms in
the binomial expansion of the last term. From this approximation of bappr2(t),
we find that the error of bappr(t) is approximately tε(n)

2n−2

(
1− 2

n

)t−1.

Figure 5.3. Two graphs of the function ε(n). We have plotted this function for
different ranges of n in order to make its behaviour clear for small n as well as
for large n. For small n, it increases from less than 3

2
to about 2, but for large n

it stays fairly constant, just below 2.

0 20 40 60 80 100
1.4

1.45

1.5

1.55

1.6

1.65

1.7

1.75

1.8

1.85

1.9

0 500 1000 1500 2000
1.86

1.88

1.9

1.92

1.94

1.96

1.98

2

The usefulness of this improved approximation, which equals our first if we
put ε(n) = 0, depends on our ability to calculate ε(n). We have plotted ε(n) as
a function of n in Figure 5.3. We find (left graph) that for 40 ≤ n ≤ 100, we can
approximate ε(n) with, for instance, ε(n)appr = 1.7 + 0.0016n, and for larger n,
ε(n) = 2 seems to be an as good approximation as one could hope for.

A comparison between the quality of our approximations can be found in
Figures 5.4 and 5.5. The true values have, of course, been taken from the Markov
chain. We have plotted the error depending on t for the following values of n:
30, 40, 50, 60, 70, 80, 90 and 100. We see that for the approximations of b(t), the
first approximation bappr(t) has an error that stays below 0.2 breakpoints, which
is fairly good. With the second approximation, bappr2(t), the error is well below
0.01 breakpoints.

For the approximations of t(b), we see that when b approaches its upper limit,
the error increases. This is bound to happen, since the slope of b(t) decreases
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Figure 5.4. The error of bappr(t) (top) and bappr2(t) (bottom) for these n:
30, 40, 50, 60, 70, 80, 90 and 100. The latter is one or two orders of magnitude
lower.
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towards zero for large t. Still, the error percentage is not too high, even for the
analytical expression tappr(b), and using the numerical inverse of bappr2(t), the
error vanishes in practice for most b.

5.4 Further information on the spectrum of Mn

In addition to what we already know about the spectrum of Mn, we can get
some additional information on the smaller eigenvalues. First, induction shows
that we do not only have eigenvalues

(
n
2

)
and

(
n−1

2

)
, but also

(
n−k

2

)
+

(
k
2

)
for

almost all relevant values of k.

Theorem 5.8. In addition to the eigenvalues found in Theorem 5.3, Mn has
eigenvalues

(
n−2

2

)
+

(
2
2

)
,
(
n−3

2

)
+

(
3
2

)
, . . . ,

(
n−dn−2

2 e
2

)
+

(dn−2
2 e
2

)
with multiplicity 3

(if n is odd,
(
n−dn−2

2 e
2

)
+

(dn−2
2 e
2

)
has multiplicity 2). The coefficients of these

eigenvalues are 0.

Proof. We saw in the proof of Theorem 5.3 that w1 = (1, 0, 0, . . . , 0,−1, 0),
w2 = (0, 1, 0, . . . , 0, 0,−1) and w3 = (n−3

2 , n−3
2 ,−1,−1, . . . ,−1, n−3

2 , n−3
2 ) are

eigenvectors of Mn with eigenvalue
(
n−1

2

)
. In fact, if we add two zeroes at the

front and at the back of the eigenvector wi of Mn−2, we get a corresponding
eigenvector for the eigenvalue

(
n−2

2

)
+

(
2
2

)
in Mn. Using this inductively, it is
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Figure 5.5. The error percentage of tappr(b) (top) and tappr2(b). Again, we have
used the following values of n: 30, 40, 50, 60, 70, 80, 90 and 100. Note that there
is no analytical expression for the second approximation, but it can be computed
numerically from its inverse.
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easy to show that the eigenvalues
(
n−k

2

)
+

(
k
2

)
for 2 ≤ k ≤ dn−2

2 e have three-

dimensional eigenspaces. The exception is, as mentioned,
(
n−dn−2

2 e
2

)
+

(dn−2
2 e
2

)
for odd n, which only has a two-dimensional eigenspace, since the eigenvector
that corresponds to w3 then equals the sum of the other two eigenvectors.

Turning to their coefficients, we just found that all eigenvectors of
(
n−k

2

)
+

(
k
2

)
,

2 ≤ k ≤ dn−2
2 e have a zero in the first position. Hence, the coefficients are also

zero.

In fact, for each group of three eigenvalues
(
n−k

2

)
+

(
k
2

)
, there seems to be a

fourth eigenvalue just below. We have already seen this for k = 1, but it seems
equally true for all k. It has led us to look at these eigenvalues as somewhat
erroneous versions of

(
n−k

2

)
+

(
k
2

)
. At WABI 2002, the question was raised

regarding the appearance of the “correct” matrices, where these eigenvalues did
not have this “error”. Depending on the eigenvectors, such a matrix could take
on many forms, but we have found one that seems to make some sense.

Definition 5.9. The disturbance matrix Dn = (dij) is defined by

dij =
(−1)i+j+1

2
min{|u| − 1, |v| − 1, n + 1− |u|, n + 1− |v|},

where again u = (−1)i+1
(d i

2e+ 1
)

and v = (−1)j+1
(d j

2e+ 1
)
.
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Example 5.3. For n = 5, the disturbance matrix is given by

D5 =
1
2




−1 1 −1 1 −1 1 −1 1
1 −1 1 −1 1 −1 1 −1

−1 1 −2 2 −2 2 −1 1
1 −1 2 −2 2 −2 1 −1

−1 1 −2 2 −2 2 −1 1
1 −1 2 −2 2 −2 1 −1

−1 1 −1 1 −1 1 −1 1
1 −1 1 −1 1 −1 1 −1




.

If we subtract it from M5, we get

M5 −D5 =
1
2




13 1 1 1 1 1 1 1
1 13 1 1 1 1 1 1
1 1 10 2 2 2 1 1
1 1 2 10 2 2 1 1
1 1 2 2 10 2 1 1
1 1 2 2 2 10 1 1
1 1 1 1 1 1 13 1
1 1 1 1 1 1 1 13




,

which has eigenvalues {10, 6, 6, 6, 6, 4, 4, 4}.
This example generalises in a natural way to the following theorem.

Theorem 5.10. The matrix Mn −Dn has the eigenvalues
(
n
2

)
with multiplicity

1,
(
n−k

2

)
+

(
k
2

)
with multiplicity 4 for 1 ≤ k ≤ bn

2 c − 1, and
(dn

2 e
2

)
+

(bn
2 c
2

)
with

multiplicity 1 or 3 depending on the parity of n.

Proof. Let An = Mn−Dn. One gets immediately that the elements aij are given
by

aij =

{
1
2 min{|u| − 1, |v| − 1, n + 1− |u|, n + 1− |v|}, if u 6= v;(|u|−1

2

)
+

(
n+1−|u|

2

)
+ 1

2 min{|u| − 1, n + 1− |u|}, otherwise.

It is possible to present An as a sum of two elementary matrices and a matrix
containing An−2, as we did for Mn, but instead we will use the eigenvectors this
time. We recognise most of them from Mn, for example the eigenvectors of
the eigenvalues

(
n
2

)
and

(
n−1

2

)
. However, in An the latter eigenvalue has higher

multiplicity than in Mn, so we must find a fourth eigenvector for this eigenvalue.
It is easy to see that (1,−1, 0, 0, . . . , 1,−1) is an eigenvector with this eigenvalue
and that it is orthogonal to the other eigenvectors.

To obtain the eigenvectors of
(
n−k

2

)
+

(
k
2

)
, we take the eigenvectors of the

eigenvalue
(
n−k−1

2

)
+

(
k−1
2

)
in An−2 and add 2 zeros at the beginning and end

of them. This recursively gives all eigenvectors and anyone can check that they
really are eigenvectors corresponding to the proposed eigenvalues. They are
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orthogonal to each other by induction and to the eigenvectors of
(
n−1

2

)
since the

latter are constant on the positions that are non-zero for the former (remember
that (1, 1, . . . , 1) is the only eigenvector of

(
n
2

)
, so the remaining eigenvectors

v = (v1, v2, . . . , v2n−2) are orthogonal to it and hence satisfy
∑

vi = 0). For
the smallest eigenvalue, some of these eigenvectors will coincide or disappear,
leaving only one or three orthogonal eigenvectors.

Is it possible to use this formulation to gain more knowledge of the spectrum
of Mn? It is, to some extent. We can say the following.

Proposition 5.11. Between the triples of eigenvalues
(
n−1

2

)
and

(
n−2

2

)
+1, there

are at most two unknown eigenvalues.

Proof. From
λ1+i+j(A + B) ≤ λ1+i(A) + λ1+j(B),

we get that
λk(Mn) ≤ λk(An) + λ1(Dn).

Similarly, we find that

λ1(Dn) ≤ λ1(Mn)− λ1(An) = 0.

We know that zero is an eigenvalue of Dn, since Dn has identical rows, so this
shows that λ1(Dn) = 0. From this we may conclude that λ10(Mn) ≤ λ10(An) =(
n−3

2

)
+ 3, so we must have λ7(Mn) =

(
n−2

2

)
+ 1. This proves the theorem.

Another natural question to ask is whether there is a nice combinatorial
model describing this undisturbed matrix An. The answer is affirmative. To see
this, we multiply An by two to get an integer matrix. The reason we may do this
is that when we interpret the matrix as a transition matrix, we will normalise it,
so we can look at any multiple of An.

Now, we leave to the reader to verify that the element in position (i, j) in
2An equals the number of reversals that moves an element in state i to state
j, if we apart from the ordinary reversals also allow the corresponding unsigned
reversals. Note that the unsigned reversals that flip one element only are silent
(i.e. they do not permute the genome), so the silent reversal has multiplicity n.
The transition matrix An thus describes the Markov chain where any reversal,
signed or unsigned, is chosen at random from the uniform distribution. The
expected number of breakpoints after t reversals taken at random from this
distribution is given by our first approximation

bappr(t) = n

(
1− 1

2n− 2

) [
1−

(
1− 2

n

)t
]

.

In a way, we may say that this approximation is obtained by adopting this related
model. This is also the method used in the next chapter.

For completeness, we state the following theorem, which gives the information
we need for the exclusively unsigned case. The proof is similar to the above ones
and is left as an exercise for rainy days to come.
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Theorem 5.12. Consider the Markov chain where each state corresponds to
one of the n − 1 possible positions for the second gene in a genome of length n
where the first gene is held fix. At each step, a reversal is taken from the uniform
distribution of unsigned reversals of one or more elements. Then the transition
matrix has eigenvalues

(
n
2

)
with multiplicity one,

(
n−k

2

)
+

(
k
2

)
with multiplicity two

for 1 ≤ k ≤ dn
2 e − 2 and

(bn
2 c+1
2

)
+

(dn
2 e−1
2

)
with multiplicity one or two depend-

ing on the parity of n. Only the two largest eigenvalues have eigenvectors with
nonzero first component, and three orthogonal such vectors are (1, 1, 1, . . . , 1),
(1, 0, 0, . . . ,−1) and (n−3

2 ,−1,−1, . . . ,−1, n−3
2 ). Remembering that in this un-

signed case, there are two positions for g2 that do not give a breakpoint between
g1 and g2, the expected number of breakpoints after t reversals is given by

n

(
1− 2

n− 1

) (
1−

(
1− 2

n

)t
)

.

Compare this to the result obtained at the beginning of the chapter, where
the unsigned reversals were taken from another distribution. With this distribu-
tion, which contains some silent reversals, the expected number of breakpoints
approaches the limit n

(
1− 2

n−1

)
at a somewhat slower pace. The limit is natu-

rally unchanged, since the distribution at the limit will always be the uniform
distribution on the set of genomes of length n.

A reversal can be seen as picking two cut points in the genome and inverting
the order of the block in between. Similarly, we may regard transpositions as
picking three cut points and then permuting and possibly reversing the blocks
obtained. The theory of the undisturbed matrices can be extended to transpo-
sitions, and also to any number of cuts. We will, however, not follow that side
track now.

5.5 Conclusions

As described in Section 5.1, Caprara and Lancia considered the problem of cal-
culating the expected number of reversals leading to b breakpoints for unsigned
permutations. By taking the sign of the genes into account, we use more informa-
tion. Thus, using signed permutations, we should hope for more reliable results
when applied to biological problems. In this case, contrary to calculating the re-
versal distance, we gain this reliability at the cost of complexity. Where solving
the unsigned case amounts to calculating the expected number of breakpoints
in a random permutation (n− 2 by linearity of expectations) and the probabil-
ity that a random reversal creates or destroys the adjacency of two genes, the
signed case requires the calculation of many permutation-specific probabilities
and the calculation of the eigenvalues of a matrix containing these probabili-
ties. In other words: for signed permutations we calculate the eigenvalues of a
(2n− 2)×(2n− 2)-matrix, for unsigned permutations the corresponding matrix
has size 2× 2.
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It is a truly remarkable property of the transition matrices Mn that most of
their eigenvalues can be calculated without much effort. This insight provides
us with the means to compute the expected number of reversals giving rise to b
breakpoints. The error in this calculation is most certainly negligible, compared
to the standard deviation. Our calculations do not give any information on
the standard deviation, but Wang [64] has computed the standard deviation
(or equivalently the variance) for the expected number of breakpoints after t
reversals (or any rearchitecturing event) in an approximate model. Using a
statistical technique called the delta method, Wang estimates the variance of
the expected number of reversals leading to b breakpoints. This estimate is
reliable for t ≤ n, but naturally grows worse as t increases.



Chapter 6

Estimating the true reversal
distance using the minimal
reversal distance

In the previous chapter, we were able to deduce a formula for transforming the
breakpoint distance into a more reliable expected distance. This new distance
significantly outperforms both the breakpoint distance and the reversal distance.
However, since the reversal distance is far better than the breakpoint distance,
one gets the feeling that the solution is far from optimal. The main idea is to
compute a simple distance, losing a lot of information, and then improve it to
get a better distance. One should expect that if the simple distance is improved,
replacing the breakpoint distance with the reversal distance, we should get better
results.

As good as this looks on paper, there are some problems when it comes to
realising this idea. While the breakpoint distance computations can be concen-
trated to one pair of genes, the reversal distance depend on some elaborate cycle
structure which goes beyond the size of the cycles. Not only do we need to know
the orientation of the edges, we also need to know the relative positions of the
cycles. There is little hope in attacking this problem head on.

Instead, we propose a simplification which should retain most of the struc-
ture, while stopping short of anything complicated. This leads to the symmetric
group, in which virtually any computation is feasible. We argue that looking at
transpositions in the symmetric group Sn is closely related to looking at reversals
in the set of genomes Gn, at least as far as distances go.

In this chapter, we treat this analogue of Problem 1.7 in Chapter 1.

Problem 6.1. What is the expected transposition distance in the symmetric group
Sn after t random transpositions, taken independently from the uniform distri-
bution?

75
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This problem is solved exactly. We then compare using this solution for com-
puting evolutionary distance with the solution obtained in the previous chapter.

Remark 6.2. In [33], Eriksen and Hultman use analogous, but somewhat more
involved, methods to solve Problem 6.1 for many-signed permutations, that is
the complex reflection groups G(r, 1, n) ∼= (Z/rZ) o Sn. The symmetric group is
then the special case r = 1. For r > 1, there are no immediate applications to
computational biology.

6.1 The analogy

Both genomes and ordinary permutations can be given a cycle structure. Fur-
thermore, the transposition distance in Sn, n− c(π), is the same as the approx-
imative reversal distance in Gn. Could this be a mere coincidence?

We shall now explore the analogy between unsigned transpositions and signed
reversals more closely. If we apply a transposition τ = (a b) to a permutation
π ∈ Sn, one of the following things will happen.

• If a and b belong to different cycles in π, the number of cycles will decrease
by one.

• If a and b belong to the same cycle in π, the number of cycles will increase
by one.

Thus, applying a transposition to π will change the transposition distance by
one.

On the other hand, if we apply the reversal a . . . b to π ∈ Gn, one of the
following things will happen.

• If aL and bR belong to different cycles in gtm(π), the number of cycles will
decrease by one.

• If aL and bR belong to the same cycle and the solid edges connected to
aL and bR are traversed in different directions when we traverse this cycle,
the number of cycles will increase by one.

• If aL and bR belong to the same cycle and the solid edges connected to aL

and bR are traversed in the same direction when we traverse this cycle, the
number of cycles will stay the same.

Applying a reversal to a genome π will thus change drev(π) by one, unless the
reversal cuts two equally directed solid edges in the same cycle, while not creating
or destroying a hurdle or altering the value of f(π).

From this analysis, we find that if we apply a random transposition to a
permutation π and the corresponding reversal to a genome σ with the same
cycle structure (that is there exists a length preserving bijection between the
cycles of π and the cycles of G(σ)), then the distances to the identities will in
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most cases change by an equal amount. This approximation holds particularly
well for permutations and genomes close to the identity. It seems reasonable
that the expected distances after t operations will be approximately equal, at
least for t ≤ n, say.

We must not carry this analogy too far; there are major dissimilarities be-
tween Sn and Gn. Still, as we will see in the chapter, the similarities described
above are sufficient to draw conclusions on the behaviour of genomes from the
behaviour of permutations, when subject to reversals and transpositions, respec-
tively.

6.2 The Markov chain approach

We wish to compute Etrp(n, t), the expected transposition distance in Sn given
that t random transpositions have been applied to the identity permutation.
One possible approach to calculating Etrp(n, t) would be to let each one of the
n! permutations in Sn correspond to a state in a Markov chain, where at each
step we apply a transposition, chosen randomly from the uniform distribution.
A more economical approach, however, is obtained from the observation that
all permutations in some conjugacy class are equally probable. We thus let the
conjugacy classes, each one corresponding to an integer partition of n, constitute
the states in our Markov chain.

We adopt the convention of sorting the integer partitions λ = (λ1 ≥ λ2 ≥ . . . )
in reverse lexicographical order.

Calculating the transition matrix is not too hard. Say that we wish to com-
pute the probability that we go between states λ and µ. Such a transition is
possible if λ, say, has two parts a and b which sum up to one part c of µ, all other
parts in λ equalling the other parts in µ. Then the probability that we go from
λ to µ, given that λ has p parts equal to a and q parts equal to b, is paqb/

(
n
2

)
if

a 6= b and
(
p
2

)
a2/

(
n
2

)
otherwise. The probability that we go from µ to λ, given

that µ has r parts equal to c, is cr/
(
n
2

)
if a 6= b and cr/2

(
n
2

)
otherwise. In order

to obtain integer matrices, we multiply the transition matrices by
(
n
2

)
.

Example 6.1. For n = 4, the transition matrix multiplied by
(
n
2

)
is given by

M4 =




0 6 0 0 0
1 0 1 4 0
0 2 0 0 4
0 3 0 0 3
0 0 2 4 0




.

The expected reversal distance is given by Etrp(n, t) = e1M
t
nwT

n/
(
n
2

)t, where
e1 = (1, 0, . . . , 0) and wn = (n − `(λ))λ`n, where λ ` n indicates that λ is an
integer partition of n and `(λ) is the number of parts in λ. In other words, wn

contains the transposition distances from the corresponding conjugacy classes to
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the identity class. In order to compute this, we can diagonalise Mn = VnDnV −1
n .

It follows from Ito [39] that each irreducible character χλ contributes to the
spectrum an eigenvalue

(
n
2

)
χλ(2, 1n−2)/χλ(1n). These eigenvalues are easy to

compute, as was noted already by Frobenius. In the Ferrers diagram of a parti-
tion λ, fill each square (i, j) with its content j − i. Taking the sum cλ of the
contents of all squares in the Ferrers diagram of λ, we get the eigenvalues of Mn.
Computing this leads to

cλ =
`(λ)∑

i=1

(
λi

2

)
− (i− 1)λi.

Moreover, the eigenvectors are given by the irreducible characters indexed by
the corresponding partitions. Since the irreducible characters are orthonormal
in the usual inner product

〈χλ, χν〉 =
∑

µ`n

χλ(µ)χν(µ)
zµ

,

we obtain the inverse of Vn from V T
n by dividing each column by the appropriate

zλ = 1m1m1!2m2m2! . . . nmnmn! for λ = (1m1 , 2m2 , . . . , nmn).

Example 6.2. For n = 4, we have the eigenvalues 6, 2, 0, −2 and −6. The
matrix V4 is given by

V4 =




1 3 2 3 1
−1 −1 0 1 1

1 −1 2 −1 1
1 0 −1 0 1

−1 1 0 −1 1




and its inverse by

V −1
4 =

1
4!




1 −6 3 8 −6
3 −6 −3 0 6
2 0 6 −8 0
3 6 −3 0 −6
1 6 3 8 6




.

With this information, we find that

e1M
t
nwT

n =
∑

λ`n

χλ(1n)

(
cλ(
n
2

)
)t ∑

µ`n

χλ(µ)wµ

zµ
.

The information we need to compute this is gathered in the next theorem.
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Theorem 6.3. If λ3 ≥ 2, then

∑

µ`n

χλ(µ)wµ

zµ
= 0.

Otherwise, let λ = (p, q, 1n−p−q). Then, for p, q ≥ 1,

∑

µ`n

χλ(µ)wµ

zµ
= (−1)n−p−q+1 p− q + 1

(n− q + 1)(n− p)
,

and, for p = n, q = 0,

∑

µ`n

χ(n)(µ)wµ

zµ
= n−

n∑

k=1

1
k

.

We postpone the proof of this theorem to Subsection 6.3.1. Using this theo-
rem, we can give a closed formula for the expected transposition distance after
t random transpositions in Sn.

Corollary 6.4. The expected transposition distance after t random transposi-
tions in Sn is given by

n−
n∑

k=1

1
k

+
n−1∑
p=1

min(p,n−p)∑
q=1

apq

((
p
2

)
+

(
q−1
2

)− (
n−p−q+2

2

)
(
n
2

)
)t

,

where

apq = (−1)n−p−q+1 (p− q + 1)2

(n− q + 1)2(n− p)

(
n− p− 1

q − 1

)(
n

p

)
.

Proof. The character χλ(1n) is given (see [42] or [58]) by the hook-length formula

χλ(1n) =
n!∏

c∈λ hc
.

For λ = (p, q, 1n−p−q), this yields

χλ(1n) =
n!(p− q + 1)

(q − 1)!(n− p− q)!(n− p)(n− q + 1)p!

=
(p− q + 1)
(n− q + 1)

(
n− p− 1

q − 1

)(
n

p

)
.

Since the content of such a partition is
(

p

2

)
+

(
q − 1

2

)
−

(
n− p− q + 2

2

)
,

the corollary follows.
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Of interest is the behaviour of the expected distance as t grows (keeping n
fixed). Depending on the parity of t, one of two limits is approached. It is not
surprising that what we obtain for even (odd) t is exactly the expected distance of
a randomly chosen even (odd) permutation of [n] from the uniform distribution.
We leave the verification of this statement to the reader.

Corollary 6.5. We have

lim
t→∞

Etrp(n, 2t) = n−
n∑

k=1

1
k

+ (−1)n−1 1
n(n− 1)

and

lim
t→∞

Etrp(n, 2t + 1) = n−
n∑

k=1

1
k

+ (−1)n 1
n(n− 1)

.

Proof. As t grows, all terms but one in the double sum of Corollary 6.4 tend to
zero, the exception being given by p = q = 1. This term is (−1)t+n−1 1

n(n−1) .
Substituting 2t and 2t + 1, respectively, for t yields the result.

6.3 Decomposing the length function

Recall that the length, `(λ), of a partition λ is its number of parts. In this
section we will use elements of symmetric functions theory in order to prove our
main technical result: a decomposition formula for `. To this end, we briefly
review the material we need. For terminology not explained here, we refer the
reader e.g. to Macdonald [42] or Stanley [58, Ch. 7].

Let Rn be the vector space (over Q, say) of class functions, i.e. functions
f : Pn −→ Q, where Pn is the set of integer partitions of n. The irreducible Sn-
characters, {χλ}λ`n form an orthonormal basis of Rn with respect to the inner
product defined by 〈f, g〉 = 1

n!

∑
π∈Sn

f(type(π))g(type(π)). As a vector space,
Rn is isomorphic to the space Λn of symmetric functions of degree n via the
characteristic map, chn : Rn −→ Λn, defined by f 7→ ∑

λ`n
pλ

zλ
f(λ). Here, n!

zλ

is the number of permutations of cycle type λ in Sn and {pλ}λ`n is the Λn-basis
of power sums. We will use one more basis of Λn. The Schur function sλ is
the image of χλ under chn, hence the Schur functions form a basis.

If λ and µ are two partitions such that the Ferrers diagram of λ is contained
in that of µ, then µ/λ denotes the part of the µ-diagram not contained in λ. We
call µ/λ a border strip if it is connected (meaning that we can walk from any
square to any other without crossing corners) and contains no 2× 2 subsquare.
The height, ht(µ/λ), of the border strip µ/λ is one less than the number of rows
in its diagram.

Richard Stanley pointed out the usefulness of the following two equations for
proving Theorem 6.6 below. Letting the first t y-variables be equal to one and
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the rest be zero in [58, 7.20], then differentiating with respect to t, putting t = 1
and considering only terms of degree n yields

∑

λ`n

`(λ)
zλ

pλ =
n∑

k=1

1
k

s(n−k)p(k). (6.1)

The following is a special case of [58, 7.72]. The sum is over all λ ` n such
that λ/(n− k) is a border strip.

s(n−k)p(k) =
∑

λ

(−1)ht(λ/(n−k))sλ. (6.2)

We are now ready to prove the theorem.

Theorem 6.6. Let λ ` n. We have `(λ) =
∑

µ`n cµχµ(λ), where

cµ =





∑n
k=1

1
k if µ = (n),

(−1)n−p−q p−q+1
(n−q+1)(n−p) if µ = (p, q, 1n−p−q),

0 otherwise.

Proof. Living in Rn, ` can be written uniquely as a linear combination of the
{χµ}µ`n. Hence, ` =

∑
cµχµ for some coefficients cµ. Passing to Λn yields

∑

µ`n

cµsµ =
∑

µ`n

pµ

zµ
`(µ).

Using (6.1), we get
∑

µ`n

cµsµ =
n∑

k=1

1
k

s(n−k)p(k),

which, with the aid of (6.2), turns into

∑

µ`n

cµsµ =
n∑

k=1

∑
µ

1
k

(−1)ht(µ/(n−k))sµ,

so that
cµ =

∑ 1
k

(−1)ht(µ/(n−k)),

where the sum now is over all k such that µ/(n − k) is a border strip. This
immediately shows that cµ = 0 unless µ = (n) or µ = (p, q, 1n−p−q) for some p ≥
q ≥ 1. Now, (n)/(n−k) is always a border strip of height zero, so c(n) =

∑n
k=1

1
k .

Finally, (p, q, 1n−p−q)/(n − k) is a border strip if and only if q = n − k + 1 or
p = n− k. Thus,

c(p,q,1n−p−q) = (−1)n−p−q+1 1
n− q + 1

+ (−1)n−p−q 1
n− p

= (−1)n−p−q p− q + 1
(n− q + 1)(n− p)

.
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6.3.1 Proof of Theorem 6.3

Now we show that Theorem 6.3 is a consequence of Theorem 6.6. Note that
µ 7→ wµ is a class function and that for fixed λ ` n we have

∑

µ`n

χλ(µ)wµ

zµ
= 〈χλ, w•〉.

Hence,
∑

µ`n
χλ(µ)wµ

zµ
is the coefficient of χλ when the class function w• is writ-

ten as a linear combination of the irreducible Sn-characters. Now, wµ = n−`(µ).
Hence, with cµ as in Theorem 6.6, the coefficient of the trivial character χ(n) is
n− c(n), whereas the coefficient of χµ, µ 6= (n), is −cµ. This concludes the proof
of Theorem 6.3.

6.3.2 Computing the variance

The methods used above do not only apply to computing the expected transpo-
sition distance given n and t, but also to computing the variance. The formulae
in this case are messier and we confine ourselves to briefly sketching the compu-
tations.

Since variance and expectation are related according to V(X) = E(X2) −
E(X)2, what we need to compute is the expected value of the square of the
transposition distance. Applying our Markov chain machinery, this amounts
to computing the coefficients when the class function µ 7→ (n − `(µ))2 = n2 −
2n`(µ)+`(µ)2 is written as a linear combination of the irreducible Sn-characters.
Passing to the space of symmetric functions, what we need to compute is the
coefficients dµ in the expansion

∑
µ`n

pµ

zµ
`(µ)2 =

∑
µ`n dµsµ.

Again, we need two equations. The first is obtained in the same way as (6.1)
except that we differentiate twice instead of once with respect to t.

∑

λ`n

pλ

zλ
`(λ)(`(λ)− 1) =

n−1∑

j=1

n−j∑

k=1

1
jk

s(n−j−k)p(j)p(k). (6.3)

The other equation we need is a special case of [58, Thm. 7.17.3]. The
first sum is over all λ ` n such that λ/(n − j − k) is a border strip, and the
second sum is over all border strip tableaux of shape λ/(n− j− k) and type
(max(j, k), min(j, k)) (see [58] for definitions).

s(n−j−k)p(j)p(k) =
∑

λ

∑

T

(−1)ht(T )sλ. (6.4)

Combining (6.3) and (6.4), we obtain

dµ = cµ +
n−1∑

j=1

n−j∑

k=1

1
jk

∑

T

(−1)ht(T ),
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where the third sum is over all border strip tableaux of shape µ/(n − j − k)
and type (max(j, k),min(j, k)). In particular, dµ = 0 unless µ = (n) or µ =
(p, q, 1n−p−q) for some p ≥ q.

6.4 Experimental results

We have deduced a closed formula for the expected transposition distance after
t transpositions. We shall now use it as an approximation for the expected
reversal distance after t reversals. By taking the inverse, we obtain an estimate
for the expected number of reversals applied in creating a genome with some
given reversal distance.

6.4.1 Predicting the true reversal distance

By computing the inverse of Etrp numerically, we may use it in experiments. We
have performed 10000 simulations of evolutionary processes, in which genomes
of length 400 have had between 200 and 600 reversals applied to them. We
have then used three methods to estimate this evolutionary distance from the
resulting genome:

Expected transposition distance This is the method presented in this chap-
ter.

Expected reversal distance given breakpoint distance The method pre-
sented in Chapter 5. It is fairly accurate, but considers breakpoints only.

Reversal distance The by now classical method of Hannenhalli and Pevzner.
This is exact, but really measures something different from what we want
to measure.

Figure 6.1 shows that the estimated evolutionary distance depends approxi-
mately linearly on the true evolutionary distance if we use any of the first two
estimation methods, but not the third. We also see that we should probably not
use any of these methods for more distant genomes than those in our experiments,
since the results are getting unreliable at the right end of the diagram. This is
only natural, since the distribution of genomes after t reversals will approach the
uniform distribution as t grows.

Turning to Table 6.1, we have gathered the mean absolute error and standard
deviation obtained using these three methods. As expected, the reversal distance
estimates the true evolutionary distance quite poorly. The other two methods
are better and quite on a par with each other. Looking at the absolute error, the
expected transposition distance seems a better choice than the expected reversal
distance given breakpoints. Looking at standard deviations, the situation is the
opposite. Also note that their arithmetical mean is a slight improvement over
both these estimates taken separately. It is an interesting question whether a
more sophisticated use of these two methods will give further improvements.
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Figure 6.1. Results from using three different methods of obtaining the evolu-
tionary reversal distance in 300 of our simulations. The circles come from Etrp,
the dots from Erev and the crosses from the reversal distance. The two former
methods keep their linearity throughout this range, whereas the reversal distance
estimate is far from linear.
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Table 6.1. The mean absolute error and the standard deviation obtained from
using four methods to estimate the evolutionary reversal distance in simulations.
The genomes had length 400, the evolutionary reversal distances were between
200 and 600 and the number of simulations was 10000.

Etrp Erev
Etrp+Erev

2 drev

Mean abs 16.2 18.0 15.8 83.5
St. d. 25.8 24.2 23.0 108.4

6.5 Conclusions and computational issues

In computational biology, one has to find the fine balance between models that
are relevant and models that facilitate computation. For gene order rearrange-
ments, the “reversals only” model has met both criteria as far as regarding
minimal distances, but computations have proved harder for expected distances.
With this in mind, it seems natural to look for models with similar behaviour to
the reversals model, but with properties better suited for computation.

One such model is ordinary permutations with transpositions. The symmetric
group has been well studied over the years and its computational accessibility is
undisputed. The interesting question is whether it is suited as a model in the
biological context.
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Figure 6.2. Absolute values of the terms for different values of q (at the abscissa)
for n = 50, t = 10 and p = 30. The terms are alternating and their absolute
values form a bell-like shape. This appearance is typical for any p ≥ n/2.
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We have in this chapter seen that as far as expected distances go, we get
results that compare well to the best results obtained through other methods.
This should encourage us to look for further areas where we could benefit from
this model.

One related problem is the reversal median problem: compute the genome
G (the median) such that the sum of the reversal distances from G to three
given genomes is minimised. This problem is NP-hard, but attempts to use the
reversal median have met with some success [14, 46]. The use of transpositions
in Sn is new to this area and we hope that it can be useful in the future, for
instance by studying the transposition median.

Figure 6.3. Sums over q for different values of p (at the abscissa) for n = 50
and t = 10. For p slightly smaller than n/2, the terms are very large compared
to the total sum.
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We now turn to some computational issues. The double sum of Corollary
6.4 involves binomial coefficients with quite large parameters. Such calculations
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take some time and it would be useful to be able to discard some terms of minor
importance. Are there any?

Using n = 50 and t = 10 as an example, we get Etrp(n, t) = 9.91. Still, most
of the terms in our sum have an absolute value greater than one million (see
Figure 6.2)! There does not seem to be any terms of minor importance. If we
are to exclude any terms, we need to know that the sum of these terms is small.

It turns out that if we sum over all q for fixed p, we do get small values for
p > n

2 (see Figure 6.3). For smaller p these sums have large absolute values.
Summing over the last ten or twenty values of p seems to give a reasonable
approximation of Etrp(n, t). This reduces the computation quite a bit, depending
on the size of the genomes.



Chapter 7

A stochastic model of the
genome rearrangement
process and its expected
evolutionary distance

As the previous interest in finding the most parsimonious distance between two
genomes has gradually changed to the expected distance, one must with scrutiny
examine the question of what we mean by “expected distance”. We know that
a process has been going on for some time, but we have no clue to even its order
of magnitude. If all times are equally likely, the expectation of the number of
operations will be infinite, since the probability to end up at some given genome
does not go to zero as the number of operations goes to infinity. We must
therefore give a more solid model.

The problem one faces is that the primary parameter, the time that the
process has been going on, is also the sought value. This calls for some kind of
Baron von Münchhausen trick, to lift ourselves in the hair to arrive at the correct
answer. In this chapter we sketch such an approach to computing expected
distances directly.

Our approach is very general. The model can be used for any set of operations
on genomes, and any distribution of them, but our ability of performing the
calculations in reasonable time will of course depend on how these parameters
are chosen. From this general statement, we can derive more precise models that
are relevant in our context. In particular, we will apply this for transpositions
in Sn and give an interesting conjecture for that case.

87
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7.1 The model

We will in this section use the words genome, operation, and so on without
reference to any specific model. Thus, the genomes may be signed or unsigned,
linear or circular, even divided into several chromosomes, and the operations are
arbitrary.

Let G be a set that we will call the set of genomes. Let B be the set of
operations, to which we associate a map B × G −→ G, which we denote by
juxtaposition. This is to be interpreted as the operation b acting on a genome
g1, giving a new genome g2 = bg1. The only condition we put on B is that the
operations should be involutions, that is b2g = g for all b and g.

Starting with the identity genome, at each step we apply random operations
from a distribution XB to it. This induces a distribution Xt on G for each step
t. We assume that XB does not depend on t or which genome we have, but this
could of course be incorporated, should we wish to do so.

Let G be the graph with G as the vertex set and with edges from g1 to g2 if
g2 = bg1 for some b ∈ B. We also label the edge between g1 and g2 = bg1 with
the probability p(b) that b is chosen.

To calculate Xt, we may proceed as follows. Consider the matrix M = (mij)
given by mij =

∑
p(bk), where the sum runs over all k such that bkgi = gj .

Then, the probability that the genome is gj after t steps is given by P(Xt =
gj) = pXt(gj) = e1M

tej , where ej is the jth standard basis vector. The matrix
M is symmetric, since B contains involutions only, and naturally positive, so we
may diagonalise it, giving pXt(gj) = e1PDtPT ej .

We assume that the evolutionary operations occur randomly in time, with
distribution T . Thus, the probability that the genome equals some genome g
after time m depends both on T and Xt for all t ≥ 0.

Now, assume that this process has been going on for some time m. We wish
to measure the expected number of steps, given that the process has terminated
in the genome x. This is given by

ET (m,x) = F (m,x) =

∑
t≥0 tpXt(x)pT (t)∑
t≥0 pXt(x)pT (t)

In our context, we may assume that the number of events in some time span
is given by the Poisson distribution, for some fixed intensity λ. Without loss of
generality, we let λ = 1. Thus, the probability that the number of events during
some time span m is t is given by

pT (t) = e−m mt

t!
.

This gives

F (m,x) =

∑
t≥0 tpXt(x)e−m mt

t!∑
t≥0 pXt(x)e−m mt

t!

=

∑
t≥0 tpXt(x)mt

t!∑
t≥0 pXt(x)mt

t!

.
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With this distribution on the number of events, we get a continuous Markov
chain. What we seek is the expected number of steps taken in this chain, condi-
tioned on our arrival at some state x. We have not found any standard methods
in Markov theory for computing such quantities.

The reason that we wish to estimate the number of operations is that we wish
to estimate m. In this case, m is the parameter, so this does not seem to be a fair
solution to the problem. However, we may argue as follows: If m is the expected
time span for which this process has been alive, given that we now observe the
genome x, using m as parameter makes the problem correctly parametrised.
Thus, we should get F (m,x) = ET (m,x) = m. We should therefore look for
solutions to the equation F (m,x) = m.

7.2 Applying transpositions to permutations

Our ability to compute F (m,x) depends on the distribution of Xt. We shall now
review the case where the genomes are permutations of length n, that is G =
Sn, and the operations are transpositions, taken from the uniform distribution.
Then, it is clear from Chapter 6 that

P (Xt = x) =
∑

µ`n

χµ(1n)χµ(λ)ct(µ)
zλ

,

where λ is the cycle type of x and c(µ) is the sum of the contents cµ of all squares
in the Ferrers diagram of µ (presented in Chapter 6), divided by

(
n
2

)
. If we plug

this into our formula, we get,

F (m,λ) =

∑
t≥0 t

∑
µ`n χµ(1n)χµ(λ)ct(µ)mt

t!∑
t≥0

∑
µ`n χµ(1n)χµ(λ)ct(µ)mt

t!

.

Changing summation order and using the Taylor expansion of ex, we can simplify
this to

F (m,λ) = m

∑
µ`n χµ(1n)χµ(λ)c(µ)emc(µ)

∑
µ`n χµ(1n)χµ(λ)emc(µ)

.

This function seems hard to analyse, but we do know what happens at the
extremes.

Lemma 7.1. As m tends to zero, we get

lim
m→0+

F (m,λ) = `(λ),

where `(λ) is the number of parts in λ.

Proof. As we let m go to zero from the positive side, we find that the expected
distance goes to the minimal distance, which in this case is given by `(λ).
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Lemma 7.2. Let λ = (1a1 , 2a2 , . . .) be fixed. As m tends to infinity, F (m,λ)
has the line y = m as asymptote, that is limm→∞(F (m,λ)−m) = 0. Also, if λ
has a1 ≥ 2, or a1 = 1 and a2 ≥ 2, then F (m,λ)−m ≤ 0 for large m. Otherwise,
F (m,λ)−m ≥ 0 for large m.

Proof. We must study the function G(m,λ) = F (m,λ)−m. As m increases, all
terms in the sums except for the one given by µ = (n) will become negligible.
For this term, c(µ) = 1, so limm→∞G(m,λ) = 0.

For the rest of the proof, we will assume that n ≥ 7. For smaller n, it is easy
to check that the statement holds.

To see if G(m, λ) is positive or negative for large m, we look at the second
largest term. Again, this depends entirely on the values of c(µ). The partitions
that give the largest values of c(µ) are (1, n− 1), (2, n− 2) and (12, n− 2) ((n) is
of course excluded). We find that G(m,λ) will be positive if the most important
of these terms is negative and vice versa. The terms will have the same sign as
χµ(λ).

We now apply the Murnaghan-Nakayama rule (see for instance MacDonald
[42]). We cover µ with rim-hooks given by the parts of λ in decreasing order.
If λ = (1a1 , 2a2 , . . .) has a1 ≥ 2, then χ(n−1,1)(λ) is positive. If a1 = 0 then
χ(n−1,1)(λ) is negative. Finally, if a1 = 1, then we can not cover (n − 1, 1) in
this order, so χ(n−1,1)(λ) = 0.

Moving on to (n − 2, 2) and assuming a1 = 1, we find that if a2 ≥ 2 then
χ(n−2,2)(λ) is positive. If a2 = 0 then χ(n−2,2)(λ) is negative and if a2 = 1, then
χ(n−2,2)(λ) = 0. Finally, assuming a1 = a2 = 1, we find that χ(n−2,1,1)(λ) is
negative. This proves the lemma.

Based on numerous observations, we propose the following conjecture.

Conjecture 7.3. The equation F (m,λ) = m, where F (m,λ) is given by

F (m,λ) = m

∑
µ`n χµ(1n)χµ(λ)c(µ)emc(µ)

∑
µ`n χµ(1n)χµ(λ)emc(µ)

,

has at most one positive root.

Based on this conjecture, these two conjectures follow easily.

Conjecture 7.4. For λ = (1a1 , 2a2 , . . .) with a1 = 0, or a1 = 1 and a2 < 2,
there is no m ≥ 0 such that F (m,λ) = m. In particular, the expected number of
transpositions giving λ is infinite.

Conjecture 7.5. For λ = (1a1 , 2a2 , . . .) with a1 ≥ 2, or a1 = 1 and a2 ≥ 2,
F (m,λ) = m has exactly one non-negative root, which can be computed using a
simple iteration.

We can illustrate the last conjecture in a simple case.

Proposition 7.6. For λ = (1n), the equation F (m,λ) = m has only one non-
negative root m = 0.
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Proof. Since `(1n) = 0, it follows from Lemma 7.1 that m = 0 is a root. We
need only show that there are no other non-negative roots.

Assuming m > 0, we can rewrite the equation from Conjecture 7.3 as
∑

µ`n

χµ(1n)χµ(λ)(1− c(µ))emc(µ) = 0.

With λ = (1n), this turns into
∑

µ`n

(χµ(1n))2 (1− c(µ))emc(µ) = 0.

But the left hand side is strictly greater than zero, so there can be no more
roots.

7.3 Prospects for the future

There is a lot of work to be done until we can use this approach in practise.
While the simple case of the symmetric group does seem to give interesting
results, depending on whether our conjecture can be turned into a theorem,
using this technique to compute evolutionary distances seems to demand huge
computational resources. On a standard computer, it is too time consuming to
solve the equation F (m,λ) = m for n larger than 20. The problem is the quickly
growing number of partitions of n.

Some attempts may be made to reduce the computational load here. If
solving the equation is reduced to finding the zero of

∑

µ`n

χµ(1n)χµ(λ)(1− c(µ))emc(µ) = 0,

we see that the important terms are the ones with large content. One interesting
question is whether we could pick out a suitable subset of the partitions of n such
that summing over these partitions gives almost the same answer as summing
over all partitions of n. We conjecture that such a set is not trivial to find, the
signs of χµ(λ) probably being important, but there is some hope that such a set
exists.
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Chapter 8

Expected number of
inversions after t adjacent
transpositions

The problem of computing the expected minimal distance after t operations is
in general hard for operations on genomes. We have seen that this is almost
possible for the breakpoint distance when only reversals are considered (Chapter
5), and that we can do it for the symmetric group with transposition (Chapter
6). In order to learn more about problems of this type, we should also try to
solve some of those that do not appear to have any biological relevance.

In 2000, Eriksson, Eriksson and Sjöstrand considered such a problem, namely
when t adjacent transpositions were applied to the identity permutation in Sn+1.
Their solution was restricted in two ways: it included a number sequence which
they did not know much about, and it was valid only for t ≤ n. In this chapter,
we rid ourselves of both these restrictions, giving a closed formula valid for all t.

8.1 Previous and new results

In a recent article [34], Henrik and Kimmo Eriksson and Jonas Sjöstrand gave
a formula for the expected number of inversions in a permutation in Sn+1 after
having applied t ≤ n random adjacent transpositions to it. Their result is the
following

Theorem 8.1 (Eriksson et al. [34]). The expected number of inversions in a
permutation in Sn+1 after t random adjacent transpositions is, for n ≥ t,

Einv(n, t) =
t∑

r=0

(−1)r

nr

[(
t

r + 1

)
2rCr + 4dr

(
t

r

)]
,
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where dr is an integer sequence that begins with 0, 0, 0, 1, 9, 69, 510 and Cr =
1

r+1

(
2r
r

)
are the Catalan numbers.

We shall now present two new solutions to this problem which do not contain
these unknown numbers dr and which are valid for all t. The first solution is
given directly below, and the proof will appear in the following sections. We will
then quickly consider the second solution. Finally, we shall review what can be
done with the Markov chain approach and discuss some generalisations of the
problem.

Theorem 8.2. The expected number of inversions in a permutation in Sn+1

after t random adjacent transpositions is

Einv(n, t) =
t∑

r=1

1
nr

(
t

r

) r∑
s=1

(
r − 1
s− 1

)
(−1)r−s4r−sgs,n.

The integer sequence gs,n is given by

gs,n =
n∑

l=0

∑

k∈N
(−1)k(n− 2l)

(
2d s

2e − 1
d s

2e+ l + k(n + 1)

) ∑

j∈Z
(−1)j

(
2b s

2c
b s

2c+ j(n + 1)

)
.

Corollary 8.3. For n ≥ t, we get

Einv(n, t) =
t∑

r=0

(−1)r

nr

[
2rCr

(
t

r + 1

)

+ 2
(

t

r

) r∑
s=3

(
r − 1
s− 1

)
(−1)s−14r−s

(
2b s

2c
b s

2c
) b s−1

2 c∑

l=0

l

(
2d s

2e − 1
d s

2e+ l

)]
,

where Cr are the Catalan numbers. Thus, the sequence dr in Theorem 8.1 is
given by

dr =
1
2

r∑
s=3

(
r − 1
s− 1

)
(−1)s−14r−s

(
2b s

2c
b s

2c
) b s−1

2 c∑

l=0

l

(
2d s

2e − 1
d s

2e+ l

)
.

8.2 The heat flow model

To prove Theorem 8.2, we have used the heat flow model proposed by Eriksson
et al. Before we state this model, we need a few definitions.

We look at the symmetric group Sn+1. The transposition that changes the
elements πi and πi+1 is denoted si. We let

Pnt = {si1si2 . . . sit : 1 ≤ i1, i2, . . . , it ≤ n},

that is the set of sequences of exactly t adjacent transpositions.
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Fix n. We define the “matrix” (pij)(t), where

pij(t) = P(πi < πj)

for a permutation π ∈ Pnt, where the adjacent transpositions sk, 1 ≤ k ≤ t have
been chosen randomly from the uniform distribution. Observe that the main
diagonal has not been assigned any values. From this definition, it follows that

Einv(n, t) =
∑

i>j

pij(t).

0 0 0 0

0 0 0 1

0 0 1 1

0 1 1 1

1 1 1 1

0 0 0 x

0 0 x 1-x

0 x 1-x 1

x 1-x 1 1

1-x 1 1 1

0 0 2x2 2x-3x2

0 2x2 2x-4x2 1-2x+3x2

2x2 2x-4x2 1-2x+4x2 1-2x2

2x-3x2 1-2x+4x2 1-2x2 1

1-2x+3x2 1-2x2 1 1

Figure 8.1. The matrices (pij)(0), (pij)(1) and (pij)(2) for n = 4.

We now define a discrete heat flow process as follows. On a (finite or infinite)
graph, every vertex has at time zero some heat associated to itself. In each time
step, all vertices sends a fraction x of its heat to each of its neighbours. At
the same time, it will receive the same fraction of each neighbours’ heat. The
following proposition is proven in [34].

Proposition 8.4 (Eriksson et al. [34]). The sequence of (pij)-matrices for
t = 0, 1, 2, . . . describes a discrete heat flow process with conductivity x = 1/n on
the grid graph depicted in Figure 8.1 (left). The heat equation becomes

pij(t) = pij(t− 1) +
1
n

∑
(pneighbour(t− 1)− pij(t− 1)),

where the sum is taken over all neighbours of vertex (i, j).

In the same paper, it is also shown that we can replace the grid in Figure
8.1 by the grid in Figure 8.2. The sequence of (pij)-matrices for t = 0, 1, 2, . . .
describes a heat flow process on this grid graph. In this process, the heat on
the diagonal will never change. Furthermore, we are only interested in the part
below the diagonal, since this is where we record the probabilities of inversions.
We thus get a model with two insulated boundaries (below and to the left) and
one hot boundary (the diagonal). This is depicted in Figure 8.3.

By reflection, we can extend this graph to a graph with no insulated bound-
aries (as in Figure 8.3). We will now calculate the amount of heat that flows
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0 0 0 0 1
2

0 0 0 1
2

1

0 0 1
2

1 1

0 1
2

1 1 1

1
2

1 1 1 1

Figure 8.2. Grid graph with initial values

µI

k1k2

Figure 8.3. By reflection, the graph with one hot and two insulated boundaries
is extended to a diamond shaped graph with no insulated boundaries. The new
set of coordinates (k1, k2) is introduced.

from one of the borders (say the northeast one) onto this grid. This will equal
the amount of heat in the upper right quarter of the grid, which is what we are
trying to calculate. Remember that this heat equals Einv(n, t).

We can view the heat equation as describing how small packets of heat are
sent back and forth on the grid. The amazing thing about the heat flow model
is that we can calculate the contribution from every heat packet separately, and
then add them all together. The vertices at the hot boundary send out heat
packets with value 1

2n to their neighbours at each time step. These packets are
then sent back and forth between the inner vertices. From our heat equation,
there are three possible travel steps for a packet [34]:

• It stays on the vertex unchanged.

• It travels to a neighbouring vertex, getting multiplied by 1
n .

• It travels halfway to a neighbouring vertex, gets multiplied by −1
n and

returns to the vertex it came from.
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Now, in order to calculate the total heat at a vertex, we sum, over all travel
routes from the boundary, the heat packets that have travelled these routes. We
define new coordinates k1 and k2 on this grid as in Figure 8.3 (the origin is at
the bottom of the graph). If a packet has travelled from the northeast border to
(i, j) in t days, we know the following.

• Out of the t days, there are r travel days. They can be chosen in
(

t
r

)
ways.

• From these travel days, we must choose s true travel days, in which the
packet changes vertex. This can be done in

(
r−1
s−1

)
ways, since the packet

must change vertex the first travel day.

• If the packet does not change vertex on a travel day, it has four direction
to choose from. This gives the factor 4r−s.

• The heat that reaches the destination is (−1)r−s

2
1

nr .

• For each of the true travel days, both coordinates k1 and k2 change. Only
paths that do not touch the boundary are valid. We will enumerate these
walks, which we call two-sided Catalan walks.

It should be noted that Eriksson et al. used a similar approach, but only on
a semi-infinite model, which gave a lower bound for Einv(n, t).

We are now able to prove the first part of Theorem 8.2. We will sum over
all vertices in the diamond graph, and for each vertex over all paths from the
northeast border. These paths will display two-sided Catalan walks from (0, a)
to (s, b) (with a odd), where the y-coordinate corresponds to k2, and two-sided
Catalan walks from (0, 1) to (s − 1, b) where the y-coordinate corresponds to
2n+2− k1. Let bs,n and cs−1,n be the number of such two-sided Catalan walks,
respectively. This yields, with x = 1/n,

Einv(n, t) =
1
2

t∑
r=1

1
nr

(
t

r

) r∑
s=1

(
r − 1
s− 1

)
(−1)r−s4r−sbs,ncs−1,n.

Thus, the first part of the theorem is proven (we have, of course, gs,n =
bs,ncs−1,n/2).

8.3 Two-sided Catalan walks

We start by formally defining two-sided Catalan walks and then proceed to
enumerate them.

Definition 8.5. A two-sided Catalan walk of height n is a walk on the
integer grid from (0, a) to (s, b), where a, b ∈ {1, 2, . . . n− 1} and s ≥ 0, allowing
only the steps (1, 1) and (1,−1), such that 0 < y < n at all positions along the
way.
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We see that the number of two-sided Catalan walks from (0, 1) to (2k, 1) is
Ck (ordinary Catalan numbers) if the height is larger than k + 1 (we can never
hit the ceiling then).

Proposition 8.6. The number of two-sided Catalan walks of height n from (0, a)
to (s, b) is given by

∑

k∈Z

((
s

s+b−a+2kn
2

)
−

(
s

s−b−a+2kn
2

))

or 0, if s + b− a is an odd number.

This proposition can be proven using the standard reflection argument, in
combination with the principle of inclusion-exclusion. It can also be found in
Mohanty [43].

With this proposition, we are able to determine bs,n and cs,n. We start with
the latter.

Lemma 8.7. The number of two-sided Catalan walks of height 2n+2 from (0, 1)
to (s, b) for all 0 < b < 2n + 2 is given by

cs,n =
∑

k∈Z
(−1)k

(
s

s+2k(n+1)
2

)
,

if s is an even number, and

cs,n =
1
2
cs+1,n,

if s is an odd number.

Proof. We get, for even s,

cs,n =
n∑

m=0

∑

k∈Z

((
s

s
2 + m + 2k(n + 1)

)
−

(
s

s
2 −m− 1 + 2k(n + 1)

))

=
∑

k∈Z
(−1)k

(
s

s+2k(n+1)
2

)
.

Most terms cancel by symmetry of the binomial coefficients. For odd s, we
see that for each two-sided Catalan walk to x = s we get two such walks to
x = s + 1.
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Lemma 8.8. The number of two-sided Catalan walks of height 2n+2 from (0, a)
to (s, b) for all 0 < a, b < 2n + 2, a odd, is given by

bs,n = 2
n∑

l=0

∑

k∈N
(−1)k(n− 2l)

(
s

s+1
2 + l + k(n + 1)

)

= n2s − 2
n∑

l=0

2l
∑

k∈N
(−1)k

(
s

s+1
2 + l + k(n + 1)

)

= n2s − 4 βs,n,

if s is an odd number, and

bs,n = 2bs−1,n = n2s − 8 βs−1,n,

if s is an even number.

Proof. Assume s is an odd number. For all odd a but n + 1, we get a term(
s

s+1
2

)
. Hence, there are n such terms. Similarly, we get n − 2 (n − 1 positive

and 1 negative)
(

s
s+1
2 +1

)
and (n − 4)

(
s

s+1
2 +2

)
, etc. This continues similarly to

(n−2n)
(

s
s+1
2 +n

)
. We then turn to get (n−2n)

(
s

s+1
2 +n+1

)
, (n−2(n−1))

(
s

s+1
2 +n+2

)
,

etc. Continuing in this fashion gives the first equality in the lemma. The leading
2 comes from symmetry, adding all paths going downwards.

For the second equality, we use that the row sums in Pascal’s triangle are 2n.
For even s, there are bs−1 paths to x = s− 1. For each of these paths, there

are two valid options (up or down) for the last step.

We have now proved the second part of our main theorem. What remains to
prove the corollary is the simplifications for t ≤ n. Assuming this inequality, we
can simplify our formula using the following lemma.

Lemma 8.9. We have that

r∑
s=0

(−1)s2r−s

(
r

s

)(
s

d s
2e

)
= Cr,

where Cr is the r:th Catalan number.

Proof. Consider vectors v of length 2r+1, containing r+1 zeroes and r ones. The
number T (r, s) of such vectors that contain exactly 2s + 1 palindrome positions,
i.e. positions i such that vi = v2r+2−i, can be found as follows. We concentrate on
the first r positions. First choose which of these should be palindrome positions.
Fill in the others arbitrarily. We then fill in the palindrome positions using d s

2e
zeroes and b s

2c ones. All other positions can then be filled in so that the chosen
palindrome positions really are palindrome positions and the other positions are
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not. It is easy to check that we get a valid palindrome vector, and that we do
not miss any valid vectors. From this analysis, we find that

T (r, s) = 2r−s

(
r

s

)(
s

d s
2e

)
.

It turns out that the element at position r+1 is 0 if s is even and 1 otherwise.
If we remove this position, we get vectors of length 2r with r zeroes and r ones,
for even s, and r+1 zeroes and r−1 ones for odd s. The number of such vectors
are

(
2r
r

)
and

(
2r

r+1

)
, respectively. We thus get

r∑
s=0

(−1)sT (r, s) =
(

2r

r

)
−

(
2r

r + 1

)
= Cr.

Now, for n ≥ t ≥ r ≥ s, we get

gs,n = bs,ncs−1,n = n2s−1

(
s− 1
d s−1

2 e
)
− 2

(
2b s

2c
b s

2c
) b s−1

2 c∑

l=0

l

(
2d s

2e − 1
d s

2e+ l

)
.

Lemma 8.9 and Theorem 8.2 now prove Corollary 8.3.

8.4 An alternative formula

There is another way of writing Einv(n, t) that can be obtained using a similar
model. We start with the same heat flow model, but instead of the three possible
travel steps previously described, we merge two of them, giving these options:

• The packet changes vertex. It will then get multiplied with x = 1
n .

• The packet does not change vertex. If it has not changed vertex before,
nothing happens. Otherwise, it gets multiplied with (1− 4x).

We no longer need to keep track of the true travel days, since there will be
no other travel days. We must, however, keep track of the first day (q) of travel.
With this in mind, we easily find this expression valid:

Einv(n, t) =
1
2

t∑
q=1

t−q∑
r=0

(
t− q

r

)(
1− 4

n

)t−q−r 1
nr+1

br+1,ncr,n.

This gives the following theorem.

Theorem 8.10. The expected number of inversions in a permutation in Sn+1

after t random permutations is given by

Einv(n, t) =
t−1∑
u=0

(
n− 4

n

)u u∑
r=0

(
u

r

)
1

(n− 4)r
(2r +

2βr+1,n

n
)cr,n.
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Proof. Trivial calculations give

Einv(n, t) =
1
2

t∑
q=1

t−q∑
r=0

(
t− q

r

)(
1− 4

n

)t−q−r 1
nr+1

br+1,ncr,n

=
1
2

t−1∑
u=0

u∑
r=0

(
u

r

)(
1− 4

n

)u−r 1
nr+1

br+1,ncr,n

=
t−1∑
u=0

(
n− 4

n

)u u∑
r=0

(
u

r

)
1

(n− 4)r
(2r +

2βr+1,n

n
)cr,n.

This expression seems particularly useful for fixed n (try for instance n = 4),
since t only appears as the number of terms in the sum. Also, it is easy to find
out how much Einv(n, t) increases when we increase t one step. This is given by

∆tEinv(n, t) = Einv(n, t + 1)− Einv(n, t) =
t∑

r=0

(
t

r

)(
1− 4

n

)t−r 1
nr+1

br+1,ncr,n.

It is easy to see that ∆tEinv(n, t) is always positive for n ≥ 4. This means
that Einv(n, t) is monotonically increasing for almost all n. It should be pointed
out that although this may seem trivial, for n = 1 (permutations of length 2),
Einv(1, t) takes the values 0, 1, 0, 1, 0, 1 . . .. While this sequence may be regarded
as quite monotone, it is not monotonically increasing.

To be able to apply this in a biological context, where we wish to estimate the
number of adjacent transpositions given the inversion number of a permutation,
we need this monotonicity property. The reason is that when we have found an
expectation Einv(n, t) which is close to our number of inversions, we must be sure
that we will not find a better expectation for a much larger t. If the sequence if
monotone, this can never happen.

8.5 The Markov chain approach

We will now briefly discuss the Markov chain approach. We will use the Cayley
graph of Sn+1 with the adjacent transpositions as generators: each permutation
in Sn+1 corresponds to a vertex and there is an edge between two vertices if and
only if the corresponding permutations differ by an adjacent transposition. We
then form the adjacency matrix An = (aij) of this graph. The vertices will be
sorted in increasing lexicographic order.

Since the Cayley graph of Sn+1 is regular, Mn = 1
nAn constitutes the tran-

sition matrix of the Markov chain of walks on the Cayley graph of Sn, giving
equal probability to all edges. Thus, the entry m

(t)
ij in M t

n gives the probability
that a walk of length t starting at permutation i ends at permutation j.
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The expected number of inversions after t random transpositions can then
be written as

Einv(n, t) =
∑

π∈Sn+1

mid,πwπ,

where wπ is the number of inversions of permutation π. The wπ are easy to
describe as follows:

Lemma 8.11. Arrange all permutations in Sn+1 in lexicographic order. Let
wi−1 be the number of inversions in the ith permutation of this list. Then,

wi =
∑

k≥1

b i mod (k + 1)!
k!

c.

In this order, permutation 1 is the identity. With wn = (w0, . . . , w(n+1)!−1)
and e1 = (1, 0, 0, . . . , 0) we have

Einv(n, t) = e1M
t
nwn.

Since Mn is real and symmetric, we can diagonalise it: Mn = VnDnV T
n , where

Dn is a diagonal matrix with the eigenvalues of Mn on the diagonal and Vn has
the eigenvectors of Mn as columns. Letting (·, ·) be the usual inner product, we
then get

Einv(n, t) = e1VnDt
nV T

n wn =
∑

i

vi(vi, wn)λt
i,

where λi is the ith eigenvalue of Mn, vi the ith eigenvector of Mn and vi is the
first element in vi. Thus, we can write

Einv(n, t) =
∑

i

aiλ
t
i,

for some coefficients ai = vi(vi, wn).

Example 8.1. Let us take a look at S3. It contains six elements, which we sort
in lexicographic order: {123, 132, 213, 231, 312, 321}. The adjacency matrix of
the Cayley graph is

A2 =




0 1 1 0 0 0
1 0 0 0 1 0
1 0 0 1 0 0
0 0 1 0 0 1
0 1 0 0 0 1
0 0 0 1 1 0




.

We see that from 123, we can get to 132 and 213 by an adjacent transposition,
but the other permutations can not be reached. If we take the cube of A2, we
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get

A3
2 =




0 3 3 0 0 2
3 0 0 2 3 0
3 0 0 3 2 0
0 2 3 0 0 3
0 3 2 0 0 3
2 0 0 3 3 0




.

We see that there are three possible ways of reaching 213 from 123, but only two
ways to reach 321. Thus, the probability of ending up at 213 after three moves
is higher than for 321.

If we compute e1A
3
2w

T
2 , where w2 = (0, 1, 1, 2, 2, 3), we get 0+3+3+0+0+6 =

12, so the expected number of breakpoints after 3 transpositions is 12
23 = 3

2 .
To obtain the complete formula for Einv(2, t), we diagonalise A2. The eigen-

values of A2, which become the eigenvalues of M2 if we divide by n = 2, are
given by {2, 1, 1,−1,−1,−2}. We observe that the largest eigenvalue equals n
and that for each eigenvalue λ there is an eigenvalue −λ. In total, we get

Einv(2t) =
3
22t − 4

31t − 1
6 (−2)t

2t
=

3
2
− 4

3
1
2t
− 1

6
(−1)t.

Again, it is easy to see that the expected number of breakpoints after 3 trans-
positions is 3

2 .

The example is misleading; the eigenvalues of Mn are in general not integers,
or even rational numbers. As a consequence, we have not been able to find out
too much about these eigenvalues. We have, however, made some more or less
trivial observations.

Lemma 8.12. The greatest eigenvalue of Mn is n.

Proof. Otherwise, Einv(n, t) would tend either to zero or to infinity. We could
also use the Perron-Frobenius theorem on non-negative matrices.

Lemma 8.13. The eigenvalues of Mn are symmetrical, i. e. the eigenvalues of
Mn can be permuted such that each eigenvalue λ is mapped to −λ.

Proof. It is enough to show that the characteristic polynomial contains only
even powers of λ. To do this, the key observation is that adjacent transposition
transform odd permutations to even and vice versa. If we rearrange rows and
columns of Mn, it can be written

M ′
n =

(
0 A
B 0

)
.

We know that

|(M ′
n − λI)| =

∑

π∈S(n+1)!

(n+1)!∏

i=1

mi,π(i).
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If, for any i ≤ (n + 1)!/2, we have i 6= π(i) ≤ (n + 1)!/2, then the corresponding
term is zero. The same goes for i > (n + 1)!/2. Thus, the non-zero terms has a
number of fixpoints and, in addition, π(i) > (n+1)!/2 for i ≤ (n+1)!/2, i 6= π(i)
and vice versa. But then the number of i ≤ (n + 1)!/2 such that i 6= π(i) must
equal the number of i > (n + 1)!/2 such that i 6= π(i), which means that the
number of fixpoints in π is even (since (n + 1)! is even). Thus we only get even
powers of λ in the characteristic polynomial.

Lemma 8.14. In the expression

Einv(n, t) =
∑

i

aiλ
t
i,

the coefficient of the smallest eigenvalue −n is zero for n ≥ 3.

Proof. It is clear that the eigenvalue −n has multiplicity one and that its eigen-
vector has 1 at the components that correspond to even permutations and −1
otherwise. The coefficient is given by vi(vi, wn). We will now show that for
n ≥ 3, (vi,wn) is always zero.

Equivalently, we need to show that the sum of the even inversion numbers
equals the sum of the odd inversion numbers, that is

(n+1)!∑

i=0

(−1)wiwi = 0

for n ≥ 3. Now, we know (see for instance Stanley [57]) that

∑

π∈Sn+1

xinv(π) =
n∏

k=1

(1 + x + x2 + . . . + xk).

Taking the derivative, we get

∑

π∈Sn+1

inv(π)xinv(π)−1 = (1 + x)
d

dx

n∏

k=2

(1 + x + . . . + xk) +
n∏

k=2

(1 + x + . . . + xk).

If we let x = −1, we get the desired result for n ≥ 3.

This lemma casts some light on the behaviour of Einv(n, t) for large t.

Corollary 8.15. As t goes to ∞, Einv(n, t) approaches the same limit (n
2)
2 for

even and odd t, if n ≥ 3.

Proof. As t goes to infinity, λt

nt goes to zero for all eigenvalues λ except for λ = n
and λ = −n. The coefficient of λ = −n is zero, from the previous lemma, and
the coefficient of λ = n is consequently given by

(
n
2

)
/2, since the probability that

any two elements in a random permutation are in reversed order is exactly one
half.
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8.6 Solutions for other Coxeter groups

It is interesting to note that this problem, which can be solved by simple com-
binatorial arguments, does not lend itself to the Markov chain approach, which
in general seems to be the most useful technique in this context. We have not
been able to understand why this is the case, nor to give a characterisation of
the problems that can be solved with one technique or the other. Solving more
problems may assist in this search.

If we view Sn+1 as the Coxeter group An, the adjacent transposition take
the role of generators, or simple reflections. It is natural to consider the more
general problem of finding the expected word length of a word made of t random
generators in any Coxeter group, or at least some of them.

This has been done by Emma Troili in her Master’s thesis [61]. She considered
the Coxeter groups Bn, I(m) and Ãn. For Bn, the best approach seemed to
be the Markov chain approach, which did not give a full solution. For I(m),
combinatorial reasoning gave the formula

E(n, t) = 1 +
b t−1

2 c∑

j=1

1
4j

j
m∑

k=0

(
2j

j − km

)
−





b t−1
2 c∑

j=1

(
2
4j

j
m + 1

2∑
k=1

( 2j
2j−(2k−1)m

2

)
)

bt/2c∑
j=1

(
1

4j−1

2j−1
2m + 1

2∑
k=1

( 2j−1
2j−1−(2k−1)m

2

)
)

,

for even and odd m, respectively. For Ãn, using a semi-infinite grid for the heat
process was the appropriate line of thinking. This gave

E(n, t) =
t∑

r=1

(
t

r

)(
2
n

)r−1

(−1)rCr−1.
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Chapter 9

Yggdrasil

In recent years, the main interest has passed somewhat from distances to me-
dians. Since virtually all median computations seem to be NP-hard, several
approximate algorithms and heuristics have been developed, even for reversal
and breakpoint medians. For the general case with all three operations, a me-
dian heuristic is not hard to come by, by way of Derange. We call it Derange
median.

The computer program Derange was reviewed in Chapter 3. It searches for
the shortest sequence of operations that transforms one genome into another.
Here, shortest means minimising the weighted sum of reversals, transpositions
and inverted transpositions. The appropriate weights were found to be one for
reversals and two for transpositions. Using those weights, Derange is a reliable
tool for estimating the distance between two gene order permutations.

While Derange has the advantage over pure reversal distances, being more
general and probably more realistic, it suffers from being a heuristic. Although
the results obtained usually are very good, there is never any guarantee that they
are even close to the optimal result. Among theorists, the abundance of exact
algorithms for the slightly less general reversal case will always draw attention
from Derange. As an algorithm for computing medians, however, this is not a
problem.

Using Derange median, we have devised an iterative algorithm for com-
puting phylogenetic trees. Though developed independently, it is quite similar
to the algorithm MGR by Bourque and Pevzner [14], but apart from aiming at
more general medians, we also introduce a couple of tricks that enhance the per-
formance, such as a better search for the split edge and an averaging of several
trees.

109
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9.1 Computing the median using Derange

To find a short sequence of operations transforming a genome π into another
genome τ , Derange searches greedily for operations that, when applied to π,
reduce the number of breakpoints between π and τ maximally, relative to the
weights of the operations. To expand this idea to three or more genomes, we
want Derange to search for operations that reduce the number of breakpoints
from one of the genomes to all other genomes in an optimal way.

In more detail, Derange works by a greedy search for the transforming
sequence of operations that minimises

∑
ω(Opk),

where ω(Opk) is the weight of the kth operation. This can not be done ex-
haustively, except for when we need only a few operations. However, assuming
that the optimal operations on a local scale are also good on a global scale, De-
range searches (almost) exhaustively for the sequence of d (d is typically 3 or
4) operations on π that minimises

d∑

k=1

ω(Opk) + ∆bk(π, τ),

where ∆bk(π, τ) is the difference in number of breakpoints between π and τ that
comes from applying the kth operation to π (this is usually a negative number).
When this sequence has been found, we apply the first operation in the sequence
to π, and then iterate.

Now, consider the situation in Figure 9.1. We have three genomes (π, ρ and
τ) and the induced tree. We do not know what the median σ looks like.

π

ρ

τ

σ

Figure 9.1. A tree with three known genomes and an unknown median.

If the genomes are not too far away from each other, there should be some
common features of, say, ρ and τ . Assuming no parallel evolution, any common
feature of ρ and τ should be found also in the common ancestor σ. Thus oper-
ations on π that simultaneously decrease the number of breakpoints between π
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and ρ and between π and τ should make π approach σ. Symmetry gives that we
can also make ρ and τ approach σ in a similar fashion. Applying such operations,
all three genomes should converge to σ.

We now search for sequences of operations that minimise the sum

d∑

k=1

2ω(Opk) + ∆bk(ρ, τ) + ∆bk(τ, π) + ∆bk(π, ρ),

where again ω(Opk) is the weight of the kth operation and ∆bk(ρ, τ) is the
difference in number of breakpoints between ρ and τ that comes from applying
the kth operation (the weight doubling in the first term is due to the possibility
to reduce the number of breakpoints twice as much as for Derange). This time
we may apply these operations to any of the three genomes. We then choose the
first operation in the sequence, apply it to the right genome, and iterate. When
all breakpoints have been removed, we have π = τ = ρ, which hopefully is close
to the true median σ.

This procedure has been added to Derange and we will call this new version
Derange median. The accuracy of the program is discussed below.

9.2 Tree building

Having an algorithm for computing the median, there are several ways to use the
medians to build a phylogenetic tree. The fastest way is to start with a triple
of genomes, compute their median and then iteratively enlarge the tree by one
genome at a time. This is the approach we have chosen. To improve on the
results, we do this for several initial triples of genomes, and then merge our trees
into the final tree.

9.2.1 Choosing start triples and genomes to add

In principle, it is possible to start with any triple of genomes. In practice,
however, there are two issues that we need to consider. Some start triples may
give more erroneous edges than other, and should thus be avoided. Also, since
we take the average of several trees, we want the erroneous edges that do turn
up to be different from tree to tree, which reduces the chances of having them
turn up in the final tree.

In Elvers [28], it is shown that starting with three close genomes reduces the
number of erroneous edges, compared to starting with distant genomes. This is
incorporated into Yggdrasil in that we always choose the closest allowed triple
of genomes. To get some variation on the errors, we do not allow two triples to
have more than one genome in common.

At each step, we will always add the genome that is closest to some genome in
the tree. We have not compared this approach to any other, but it seems unlikely
that another, more clever, algorithm should perform significantly better.
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9.2.2 Finding the split edge

When adding a genome, the main problem is to find the edge to split. We will
call this edge the split edge. When the split edge is found, all we need to do is
to compute the new inner vertex, which is a simple median computation.

σ2

σ3σ1

π1

π2

π4

π5π3

Figure 9.2. The true but unknown tree of π1, . . . , π5.

σ2

σ3σ1

π1

π2

π4

π5π3

π6

σ4

Figure 9.3. Adding π6 to the known tree by calculating the median of π6, σ1

and σ2. The new genome σ4 is found.

Suppose that we have the tree in Figure 9.2. We would now like to extend
it with π6. We need to find the edge to split. Is it perhaps the edge between σ1

and σ2? If this is the case, running Derange median with the triple π6, σ1 and
σ2 would give something similar to the true median σ4, which usually is not too
close to σ1 or σ2 (see Figure 9.3). On the other hand, if the new vertex should
be added between another pair of genomes, say between σ3 and π4, running the
triple π6, σ1 and σ2 through Derange median would give a genome which is
very similar to σ2 (Figure 9.4). In this case, to find σ4, we would have to run π6,
σ3 and π4 through Derange median, since σ4 should be added between σ3 and
π4. We can thus discriminate between the split edge, which gives a new genome
when doing median computations on its vertices and the new genome, and other
edges, which give one of the edge’s vertices as the median.
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π4

π5π3
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Figure 9.4. Adding π6 to the known tree by calculating the median of π6, σ1

and σ2. We will find the already known genome σ2 instead of σ4.

Computing medians far from the true split edge may introduce large errors.
We have therefore used our idea as follows. We first find the inner vertex G
that is closest to the new genome Gnew. In the best of worlds, G should always
be adjacent to the split edge. We then compute the medians Mi of G, the new
genome and the three neighbours Gi of G. The edge that is broken the furthest
from G is chosen.

For a more refined version, assume that the edge between G and G1 is found.
Then, G1 is chosen as the new inner vertex G and the procedure is iterated until
the same edge is found two times in a row. This edge becomes the split edge.

The superiority of this refined version over the primitive has been studied by
Elvers [28]. It is shown that the second version reduces the number of wrong
edges with about 40%. Since the extra time needed is negligible, the refined
version will be used.

Another selection criterion, based on parsimony, has been used by Bourque
and Pevzner [14]. Given some distance measure d(·, ·), the edge such that

d(Mi, Gi) + d(Mi, Gnew) + d(Mi, G)− d(G,Gi)

is minimal is chosen. This has been implemented into Yggdrasil, and the
quality of the refined version of this criterion is similar to the refined version of
the previous criterion. At the moment, no attempt to combine the two criteria
has been made, but it is probable that some improvement could be gained this
way.

9.2.3 Tree merging

For trees, an edge can be seen as an object that combines two vertices, or an ob-
ject that partitions the vertices into two sets, namely the connected sets obtained
when removing the edge. We will here use the second view as the definition of
an edge.

For each tree computed, we store the edges (bipartitions) found in the mul-
tiset ET . The following procedure then chooses the edges in the final tree. Pick
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the edge that appears the most times in ET and add it to the final tree. Remove
all copies of that edge from ET , and also all edges that no longer are compatible
with the final tree. Iterate until the final tree is complete.

An alternative version is to not only store the edges in each tree, but also
their lengths. We then choose not the most common edge, but the edge with
the longest total length, since longer edges are probably more important and
reliable. This procedure seems slightly better than the previous one, and is the
one used in our tests.

9.3 Experimental results

9.3.1 Derange median

For Yggdrasil to perform well, it is necessary that Derange median does a
decent job computing medians. To test the quality of these medians, we have
simulated trees with three genomes of length 100 and edge lengths of either 10
or 20 operations, all three kinds of operations being equally likely. For each of
the four possible setups, one hundred simulations were performed.

These simulations show that when 10 operations were performed on each
edge, the result from Derange median was in general one or maybe two oper-
ations away from the true median. In contrast, applying 20 operations to each
edge gave much worse results; the distance between the true and the computed
median was typically about ten operations. To make things worse, the computed
median often gave a less parsimonious tree. For such distant genomes, the results
are no longer reliable.

One would think that having different edge lengths would be problematic,
making the computed median inclined towards the more distant genomes. This
effect has not been too strong in our simulations. Having one edge of length 10
and two of length 20, we do get significantly better results than when all edges
have length 20, and with two edges of length 10 and one of length 20, the results
improve further.

We conclude that for relatively close genomes, we get good results. Unfortu-
nately, we occasionally get some errors even when the edge lengths are as short
as five operations. This introduces large relative errors, and we believe that an
exhaustive local search round the found median could improve the accuracy of
such computations. For more distant genomes, the results are not as good as we
would hope for, and further research is imperative.

9.3.2 Comparing Yggdrasil to other distance based
methods

Testing tree building algorithms can be done on simulated trees and on real data.
In the latter case, we have no true tree to compare with, so the only criterion we
can use to compare different methods is parsimony. For simulated trees, however,
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we also have the Robinson-Foulds score (see Section 1.4) to grade our efforts. We
have primarily tested Yggdrasil on simulated trees, giving a Robinson-Foulds
comparison with neighbour joining under several distance.

To simulate a tree, we choose a random topology from the uniform distribu-
tion on all topologies, and then for all edges, we pick uniformly at random an
edge length from some interval [a, b]. We then obtain the model tree. To get
the true tree, an edge with length c in the model tree suffers from a number of
random operation, this number being taken from the Poisson distribution with
parameter c. The proportions of operations we have looked at are reversals only,
and equal probabilities of reversals, transpositions and inverted transpositions.

We have primarily concentrated our testing on trees with 20 genomes of
length 60. The intervals we have considered are [3, 6], [5, 7], [7, 9], [7, 13] and
[10, 20], that is ranging from fairly short edges to very long edges. Li-San Wang
has generously provided us with benchmark data consisting of Robinson-Foulds
scores for these intervals using neighbour joining on various distances. He has
made 60 trees in each interval, we have made 45.
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Figure 9.5. Comparing Yggdrasil to distance based methods on reversals only
data. The distances are the reversal distance, the breakpoint distance, EDE
[47], IEBP [62], Exact-IEBP [63] and WeighEDE [64]. We have considered five
different edge length intervals in the model tree: [3, 6] (1 on the abscissa), [5, 7]
(2), [7, 9] (3), [7, 13] (4) and [10, 20] (5). Yggdrasil gives good results, but not
better, except for the interval [7, 13].

The results can be viewed in Figures 9.5 (reversals only) and 9.6 (all three
operations). We find that while the distance based methods are hard to improve
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Figure 9.6. Comparing Yggdrasil to distance based methods on data obtained
using reversals, transpositions and inverted transpositions at equal proportions.
The distances and intervals are the same as in Figure 9.5, except that the interval
[10, 20] is not included here. Yggdrasil now outperforms the distance based
methods significantly, at least when the edges are not too short.

on when the data fits their reversals only model, these distance based methods
are left way behind when other operations are included. Especially when the
edges are not so short, Yggdrasil gives astonishing results.

It seems that Yggdrasil is at its best when the edge lengths are not too
short and not too long. We would like to offer some explanation to this. When
there are several short edges, it is easy to swap the position of two inner vertices
in the tree. This of course affects the positions of the rest of the genomes that we
add to the tree. A better strategy would perhaps be to merge two inner vertices
that are close to each other, and then separate them when the whole tree is done.

As the edges grow longer, the error of the median computations grows rapidly.
Thus, when many long edges are present, the error rate is much higher than for
moderately long edges. To improve on this, the median computations need to
be better.

9.3.3 Choosing the number of trees to merge

In Yggdrasil, several trees are computed and an average of these is presented
as the final tree. On the one hand, it is important to have a large population
to take the average from. On the other hand, the quality of the trees we add
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is expected to deteriorate, and computing more trees takes more time. We thus
wish to find the optimal number of trees to compute, knowing that adding more
trees will take more time but not improve on the solution.

0 5 10 15 20 25 30 35 40 45 50
0

5

10

15

20

25

Number of trees

E
rr

or
 p

er
ce

nt
ag

e

Mix
3−6, 1
5−7, 3
7−13, 3
10−20, 1

Figure 9.7. Error percentage of Yggdrasil depending on the number of trees
we choose to merge. In the legend, “a− b, c” means that the edge lengths in the
model tree are taken from the interval [a, b] and the number of different kinds of
operations is c. We find that the optimal number of trees to merge is close to 25.

We have plotted the error percentage as a function of the number of computed
trees in Figure 9.7. We have considered four cases of trees with 20 genomes of
length 60. Two cases, marked by 1, have been exposed to reversals only, the
other two to all three operations at equal probabilities. The intervals for the
edge lengths in the model tree are also varied. In addition, the mean of these
different curves is plotted as a solid curve.

Our conclusion is that for all kinds of trees of this size, the solution improves
to an optimum for some 25 − 30 trees. Using more trees will in general give a
worse result. We have chosen to use 25 trees in our tests. On larger trees we
should compute more trees before merging. We have done some tests on trees
with 100 genomes, and for those, the results improve up to 80 trees, which is
as far as our computations have been carried. Rather than continuing these
computations further, we should improve our algorithm for choosing the start
triples.
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9.3.4 Running time issues and large trees

Contrary to many other tree building algorithms, Yggdrasil has polynomial,
in fact linear, time complexity in the number of genomes. In the number of
genes, Yggdrasil is polynomial (since Derange median is polynomial), and
since comparisons are always made locally, these are relatively fast. In fact,
for 100 genomes of length 100 and edge lengths 8 (reversals only) in the model
tree, the initial pairwise distance computation takes about the same time as
computing 25 trees and merging these into a final tree (some 5 minutes each).
Of course, computing all pairwise distances using Derange as we have done is
unnecessarily pedantic — a simple breakpoint computation will do.

The competitor Grappa can not by itself compute trees with more than
20 genomes. However, the recent combination of Grappa and disk covering
methods [59] has made it possible to compute very large trees, say with 1000
genomes, in a day. On the fairly large trees we computed above, the quality
of our computations is slightly better than the combination of EDE, neighbour
joining and a disk covering method, but not as good as the slower Grappa with
a disk covering method. We expect that this gap would be reduced if the edge
lengths where somewhat larger. This is accented by the fact that we get similar
performance when all three operations are allowed, a case where other methods
are expected to show significantly worse results.

9.4 Discussion and future improvements

What kind of data is needed for the method to work properly? The method
is built on the assumption that we have genomes with the same set of non-
duplicated genes, or at least genomes with a large intersection of genes. Even
though this assumption is essential to all non-distance based tree building algo-
rithms, it is still a question that needs to be considered.

There may be some hope for local iterative methods like Yggdrasil to
overcome this limitation. When we add a new genome, we only compare it to
its closest neighbours in the true tree. Under the assumption that the genomes
have a fairly large gene intersection with their closest neighbours, our algorithm
still works, given some minor modifications.

One important improvement to come is the ability to handle vertices with
larger valency than three. This should improve the quality of Yggdrasil on
trees with short edges.

For large sets of genomes, our algorithm for picking start triples is not always
optimal. It is likely that most trees computed start at approximately the same
region of the true tree, thus introducing the same errors. A better strategy would
be to ensure that we start at different regions, maybe by choosing one genome
at random and then adding its two closest neighbours.

When merging several trees into the final tree by regarding the number of
occurrences of the edges, we often have a draw. At the moment, no special
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strategy has been implemented for choosing the best of these tied edges. More
or less clever strategies could give some improvements.

As Derange median computes medians, it usually gets close to the true
median but rarely hits it exactly. One idea that should be explored is whether
we can improve on Derange median by doing an exhaustive search through
the vicinity of the computed median, to see if a better alternative is hidden
there. Using such a search, we should increase the number of correctly computed
medians.
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