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Abstract

In this thesis, we introduce a new combinatorial game called the Quicksort game.
This game is played on a sequence of numbers, and players move by pivoting around
a number in the manner of the familiar Quicksort algorithm. We also examine a
variation on the Quicksort game called Pseudo-Quicksort. These games have some
very interesting properties: Quicksort games are all-small, while Pseudo-Quicksort
games are numbers. We solve Quicksort for a particular family of sequences, and de-
scribe an algorithm for converting certain Pseudo-Quicksort games into Hackenbush
graphs.

Sammanfattning

I detta examensarbete introduceras ett nytt kombinatoriskt spel, Quicksort-
spelet. Spelet spelas p̊a en sekvens av tal, där spelarna gör drag genom att välja ett
pivotelement och sedan omordna sekvensen p̊a samma vis som i Quicksortalgorit-
men. Vi undersöker även Pseudo-Quicksort, en variant av Quicksortspelet. Dessa
tv̊a spel har en del intressanta egenskaper: Quicksortspel är infinitesimala, men
Pseudo-Quicksortspel är tal. Vi löser Quicksort för en viss mängd sekvenser, samt
beskriver en algoritm som omvandlar vissa Pseudo-Quicksortspel till Hackenbush-
grafer.
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1 Introduction

This thesis introduces a new combinatorial game called the Quicksort game, or sim-
ply Quicksort. The game is based on the well-known Quicksort algorithm for sorting
sequences.

Most readers are probably familiar with the basic steps of the Quicksort algorithm.
In each iteration, an element of the sequence is selected to be a pivot ; the remaining
elements are then partitioned so that those less than the pivot are placed before it, and
those greater than the pivot are placed after it. This will put the pivot element in the
correct position relative to the other elements, and the process is then repeated until the
sequence becomes fully sorted.

To turn the Quicksort algorithm into a game, we simply let the players take turns
choosing pivot elements, and introduce the rule that a move is invalid if it does not
rearrange the sequence in any way. Furthermore, we make the game partizan by re-
stricting one player to odd pivot elements and the other to even pivot elements. The
resulting game, Quicksort, is easily seen to satisfy the axioms of combinatorial game
theory. As we shall see, Quicksort inherits some very nice additive properties from the
original algorithm, splitting neatly into disjoint halves with every move.

In Section 1, we review some of the core concepts of combinatorial game theory, and
define the notion of an inversion. In Section 2, we prove some basic results about Quick-
sort games and solve them for a small family of sequences. Section 3 introduces Pseudo-
Quicksort, a slight variation on Quicksort, and describes an algorithm that transforms
certain Pseudo-Quicksort games into equivalent Hackenbush games. Finally, Section 4
concludes the thesis with a few comments on our findings and some suggestions for future
research.

1.1 Combinatorial game theory

This section briefly summarizes the fundamentals of combinatorial game theory. Readers
who are familiar with the topic may wish to skip to the next section, while those who
need a more in-depth treatment of the theory are referred to [1].

Combinatorial game theory is the study of two-player games with no random or hid-
den elements. Familiar examples include Chess, Tic-Tac-Toe, and Go. Often, however,
we choose to restrict our attention to games that satisfy an even narrower set of axioms:

1. There are two players, and they alternate moves.

2. There are no random or hidden elements; both players know the exact state of the
game at all times.

3. The game cannot continue indefinitely. It must end after a finite number of moves,
even if players do not alternate moves.

4. The game ends when a player is unable to make a move, at which point that player
loses.
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Examples of games that satisfy these axioms are Hackenbush, Nim, and Konane.
The two players are typically called Left and Right (or sometimes Blue and Red, or

Black and White). If we assume that both players play optimally, it is clear from the
above axioms that every game belongs to one of four outcome classes:

• If the first player to move wins, the game is called an N -game.

• If the second player to move wins, the game is called a P -game.

• If Left wins, regardless of who moves first, the game is called an L-game.

• If Right wins, regardless of who moves first, the game is called an R-game.

Our ultimate goal in studying a game is typically to determine the outcome class of
every position in the game, although this is often an intractably difficult problem.

The formal definition of “game” is given below. Note that the symbol ≡ is used to
define objects instead of =, because the equality sign is reserved for a certain equivalence
relation on games (which we shall describe later in this section).

Definition 1 (Game). A game is an ordered pair G ≡ {GL | GR} of sets of games. GL
is called the left set and GR is called the right set. Elements of the left and right sets are
called left and right options, respectively. A game G0 is only well-defined if there exists
no infinite sequence of games G0, G1, G2 . . . such that each Gi+1 is an option of Gi.

The idea behind this definition is that a game is completely described by the moves
players can make in it. The left options correspond to the moves that can be made
by Left, and the right options correspond to the moves that can be made by Right;
players move by selecting a game from among their options, then continuing play in the
selected game on the next turn. Because the options of a game are themselves games,
we are essentially thinking of different game positions as being different games. To avoid
confusion, we will use the phrase “combinatorial game” to refer to an entire ruleset (such
as Nim or Hackenbush) while the term “game” is only used in the sense of Definition 1.

Notice that it is indeed possible to recursively define games in terms of sets of games,
since we can use the empty set! Certainly {∅ | ∅} is a game, so the existence of at least
one game is assured. This “empty” game is called 0, and serves as the starting point
for the recursion. Knowing that 0 exists, we can construct games such as 1 ≡ {{0} | ∅}
and ∗ ≡ {{0} | {0}}, which in turn can be used in the construction of even more games;
in this manner, infinitely many games are generated.

A remarkable consequence of the recursive nature of games is Conway induction.

Theorem 2 (Conway induction). Let P be a property of games such that a game has
property P whenever all its options have P . Then all games have P .

Proof. Assume, for a contradiction, that G is a game that fails to have P . Then G must
have some option G1 that fails to have P . But if G1 fails to have P , then G1 must have
an option G2 that fails to have P . Continuing in this way, we can construct an infinite
sequence of options—but this violates Definition 1, so G cannot exist after all.
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Conway induction is essentially induction without need for a base case (or, rather,
with the empty game as a universal base case of sorts). This makes it an indispensable
tool for developing the theory, as we shall soon see.

Before we proceed, it is a good idea to adjust our notation so as to avoid visual
clutter. From now on, we always omit the curly braces around a set of options, as
well as the empty set symbol; in other words, we may write 0 ≡ {|} and ∗ ≡ {0 | 0}.
Furthermore, the following notation will be convenient when we define addition and
negation of games: if G is a game and H is a set of games, we write G +H to denote
the set {G+H : H ∈ H}, and we write −H to denote the set {−H | H ∈ H}.

The sum of two games is formed by playing the two games in parallel; whenever a
player is called upon to move, they may choose to move in either of the two summands.
Formally, addition of games is defined in the following way:

Definition 3 (Addition of games). Let G ≡ {GL | GR} and H ≡ {HL | HR} be two
games. Then their sum is defined by

G+H ≡ {(GL +H) ∪ (G+HL) | (GR +H) ∪ (G+HR)}.

The negative of a game is obtained by exchanging the roles of Left and Right:

Definition 4 (Negation of games). If G ≡ {GL | GR} is a game, its negative is defined
by

−G ≡ {−GR | −GL}.

If G and H are two games, we write G−H to denote the sum G+ (−H).

Both addition and negation are defined recursively, but this is no cause for concern;
clearly both of these operations are well-defined for a game if we assume that they are
well-defined for its options, so by Conway induction, they are well-defined for all games.

Our next goal is to define an ordering on games, so that we can meaningfully compare
them. We will order games by their favorability to Left, using the four outcome classes
described earlier.

Definition 5 (Ordering on games). Let G and H be games. We define:

• G > 0 (G is positive) if G is an L-game; and G > H if G−H > 0.

• G < 0 (G is negative) if G is an R-game; and G < H if G−H < 0.

• G = 0 (G is equal to zero) if G is a P -game; and G = H if G−H = 0.

• G ‖ 0 (G is fuzzy) if G is an N -game; and G ‖ H if G−H ‖ 0.

Furthermore, we will use the symbol ≥ to signify “either > or =”, and the symbol B to
signify “either > or ‖”.
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Note that, if G ≥ 0, then Left has a winning strategy when moving second (but may
or may not have one when moving first); similarly, G B 0 means that Left has a winning
strategy when moving first (but may or may not have one when moving second).

One can show that these relations behave nicely with respect to addition, negation,
and each other; for example, G = H implies −G = −H and G > 0 implies G+H > H.
These proofs are straightforward but tedious, so we omit them from this text; the curious
reader is referred to [2].

The numbers are a particularly important family of games.

Definition 6 (Number). A game x is called a number if every option of x is a number,
and if xL < xR for every left option xL and every right option xR.

0 is of course a number, as are the games 1 ≡ {0 |} and −1 ≡ {| 0}. The game
∗ ≡ {0 | 0}, however, is not a number.

Numbers have many useful properties. They are totally ordered, and their sums can
be calculated using ordinary arithmetic. Theorems such as the simplicity theorem and
the number avoidance theorem also simplify many proofs involving numbers. We will
not need these theorems in the present paper, and therefore do not state them, but the
reader should be aware that numbers are well understood.

Another interesting family of games is that of all-small games.

Definition 7 (All-small). A game G is said to be all-small if −x < G < x for every
positive number x, and the same holds for all options of G.

All-small games are smaller even than infinitesimal positive numbers! This can make
them quite challenging to study. Many advanced tools in combinatorial game theory
(mean values and thermographs, for example) rely on approximating games using num-
bers, which often becomes meaningless for infinitesimal games. Despite this, the all-
smalls have a rich structure; the four games 0, ∗ = {0 | 0}, ↑= {0 | ∗} and ↓= {∗ | 0}
are all-small, but belong to different outcome classes.

A convenient way to show that a game is all-small is to show that it is dicotic.

Definition 8 (Dicotic). A game G = {GL | GR} is said to be dicotic if all its options
are dicotic and either GL and GR are both empty, or GL and GR are both nonempty.

In other words: whenever one player has a move, so does the other. Dicotic games
are always all-small.

Proposition 9. Dicotic games are all-small.

Proof. Let x be a positive number and G a dicotic game. We need to show that x−G > 0
and x+G > 0. The statement is obvious for G = 0, so assume G is nonzero.

Suppose Left moves first on x−G. Then Left can move to some x−GR, since G was
nonzero. But GR is dicotic, so by Conway induction we may assume that x − GR > 0,
meaning this is a winning move.

Now suppose Right moves first on x−G. Right must either move to some xR−G or
to some x−GL. But xR is a positive number and GL is dicotic, so by Conway induction,
we may assume both xR−G > 0 and x−GL > 0, meaning Right has no winning move.

This shows that x−G > 0, and the proof for x+G > 0 is completely analogous.
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1 2 3 4 5

Figure 1: The inversion set of the sequence 24153 represented graphically. The four lines
above the axis correspond to the four inversions (1, 2), (1, 4), (3, 4), and (3, 5).

1.2 Inversions

Since the Quicksort game is played by rearranging the elements of an integer sequence
until it becomes sorted, we will need a way of quantifying the “sortedness” of such a
sequence. An effective approach is to study its inversions.

An inversion of a sequence is a pair of entries that are placed in the “wrong order”;
for example, in the sequence 12354, the numbers 4 and 5 are in the wrong order, so (4,5)
is an inversion. The following definition makes the notion precise.

Definition 10 (Inversion). Let σ = a1a2a3 . . . an be a sequence in Sn. An inversion of
σ is a tuple (ai, aj) of entries of σ such that ai < aj and i > j. The set of all inversions
of σ is denoted I(σ), or simply I when there is no ambiguity.

Inversions act as a measure of how sorted a sequence is: a completely sorted sequence
like 12345 has no inversions, while a reversed sequence like 54321 has a maximal number
of inversions. As a result, they play a “pivotal” role in our analysis of the Quicksort
game, as we shall see in the next section.

In order to carry out proofs involving inversions, it is convenient to introduce an
ordering relation on them, as well as define their length.

Definition 11 (Ordering of inversions). Let (a, b) and (c, d) be two inversions of a
sequence. If c ≤ a < b ≤ d, we say that (a, b) is a subinversion of (c, d) and write
(a, b) ⊆ (c, d). An inversion is said to be minimal (among some set of inversions) if it
has no subinversions other than itself (in that set).

Definition 12 (Length of inversion). Let (a, b) be an inversion of some sequence. The
length of (a, b) is defined as L(a, b) = b− a.

A simple way to visualize inversion sets, that also makes the ordering and length
definitions intuitive, is to draw them as intervals. Figure 1 illustrates this with the
sequence 24153, whose inversions are (1, 2), (1, 4), (3, 4), and (3, 5). In the figure, each
inversion is represented as a line drawn above the corresponding interval on the axis.

An extremely useful property of inversion sets is that they are transitive and inversely
transitive.

Proposition 13. Let σ be a sequence with inversion set I, and let a, b, c be entries of σ
such that a < b < c. Then the following hold:
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• I is transitive: If (a, b) ∈ I and (b, c) ∈ I, then (a, c) ∈ I.

• I is inversely transitive: If (a, b) 6∈ I and (b, c) 6∈ I, then (a, c) 6∈ I.

Proof. If (a, b) and (b, c) are inversions of σ, then c precedes b and b precedes a in the
sequence, so naturally c precedes a and therefore (a, c) is an inversion. In other words,
I is transitive.

Similarly, if neither (a, b) nor (b, c) are inversions of σ, then a precedes b and b
precedes c in the sequence, so a precedes c and thus (a, c) is not an inversion. Therefore
I is inversely transitive.

Transitivity and inverse transitivity allow us to draw conclusions about what inver-
sions can and cannot exist in a sequence. A notable example is the following:

Proposition 14. Every inversion contains a subinversion of length 1.

Proof. The proof is by induction on the length. Clearly the statement is true for inver-
sions of length 1. Now suppose (a, b) is an inversion of length n > 1, and assume the
statement holds for inversions of length n − 1. By inverse transitivity, (a, b) must have
at least one of the subinversions (a, b− 1) and (b− 1, b). But (a, b− 1) is a subinversion
of length n− 1 and (b− 1, b) is a subinversion of length 1, so either way, (a, b) must have
a subinversion of length 1.

2 The Quicksort Game

The Quicksort Game, or simply Quicksort, is a combinatorial game played on a sequence
of integers. Players move by selecting an integer in the sequence to be a pivot element ;
then the sequence is rearranged so that every element smaller than the pivot element is
placed before it, and every element greater than the pivot element is placed after it, but
the relative ordering of the elements is otherwise maintained. This yields a new sequence
on which play continues. Left can only select odd pivot elements, while Right can only
select even pivot elements. Furthermore, neither player may select a pivot element that
would not alter the sequence in any way. This means that the game will eventually
end, when the sequence becomes completely sorted.1 For the purposes of this thesis, we
will usually restrict ourselves to playing Quicksort on permutations of 1234 . . . n, that is,
on elements of the symmetric group Sn. (However, some proofs may force us to study
Quicksort on other integer sequences.)

Here is an example of how a game of Quicksort might be played on the sequence
24153. Suppose Left moves first, and chooses to pivot around 3. This means that all
numbers less than 3 (namely 2 and 1) are placed to the left of 3, and all numbers
greater than 3 (namely 4 and 5) are placed to the right of 3, with the ordering otherwise
maintained. The new sequence is then 21345. Right can now respond by pivoting around

1The fact that repeated pivoting will eventually sort the sequence is the basis of the Quicksort
algorithm. It will also become apparent from the theorems in this section.
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2. The new sequence becomes 12345, and since this sequence is completely sorted, Left
is unable to move and loses the game.

This description of Quicksort is quite intuitive, but for the sake of clarity, we make
two formal definitions:

Definition 15 (Pivot). Let σ ∈ Sn and let p ∈ R. Then σ pivoted around p, denoted σp,
is the sequence defined by the concatenation σp = σ1σ2σ3, where: σ1 is the subsequence
of σ consisting of all elements less than p; σ2 is the subsequence of σ consisting of all
elements equal to p; and σ3 is the subsequence of σ consisting of all elements greater
than p.

Definition 16 (Quicksort game). Let σ ∈ Sn. The Quicksort game with sequence σ is
the game G(σ) whose left and right sets are given by

GL = {G(σp) : p ∈ σ, p odd, σp 6= σ}
GR = {G(σp) : p ∈ σ, p even, σp 6= σ}.

The odd numbers in σ are called left pivot elements, and the even numbers are called
right pivot elements.

To avoid messy notation, we will typically denote a Quicksort game by G instead of
G(σ) whenever it is possible to do so unambiguously.

Now that we understand the rules of Quicksort, we are ready to begin our analysis
of it. First of all, we need to establish some notation for keeping track of which pivot
element is associated with a particular option of a game, since this will be convenient in
later proofs.

Definition 17. Given a game G, we write pGL to denote a left option of G that is
reached by pivoting around p, and we write qGR to denote a right option of G reached
by pivoting around q. We also write q,pGLR to denote a right option of pGL reached by
pivoting around q, and so on.

For example, if G is the game played on 2143, then 3GL is the game played on 2134,
and 2,3GLR is the game played on 1234.

Next, we want to understand how the game G is changed when we move to pGL. It
turns out that the game-theoretic properties of a sequence are entirely determined by
its inversion set. The connection between G and pGL can be understood in terms of
so-called p-inversions:

Definition 18 (p-inversion). An inversion (a, b) of a sequence σ is said to be a p-
inversion if p is a real number such that a ≤ p ≤ b, and we write this as p ∈ (a, b). The
set of all p-inversions of σ is denoted Ip(σ), or simply Ip when there is no ambiguity.

The notion of a p-inversion is important because when we pivot a sequence around
p, this has the effect of removing all p-inversions from the sequence, as the next theorem
shows.
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1 2 3 4 5

(a) The inversion set of 24153.

1 2 3 4 5

(b) The inversion set after piv-
oting around 2.

Figure 2: The result of pivoting the sequence 24153 around the pivot element 2. The
dashed line above 2 crosses the 2-inversions. Notice that pivoting around 2 removes
precisely the 2-inversions.

Theorem 19. Let σ ∈ Sn and p ∈ R. Then

I(σp) = I(σ) \ Ip(σ).

Proof. Let (a, b) be an inversion of σ. First suppose (a, b) 6∈ Ip(σ). If p < a < b, pivoting
around p will place both a and b to the right of p, and they will retain their ordering
relative to each other. Similarly, if a < b < p, both a and b will be placed to the left of
p, retaining their relative ordering. In both of these cases, (a, b) will be an inversion of
σp.

On the other hand, suppose (a, b) ∈ Ip(σ). Then a ≤ p ≤ b, so a will necessarily be
placed to the left of b when we pivot around p. Hence (a, b) is not an inversion of σp.

Visually, if we draw the inversion set as a collection of intervals, then the p-inversions
are simply those intervals that contain p, and pivoting around p removes all inversions
that lie above p. Figure 2 illustrates the result of pivoting the sequence 24153 around 2.

We now have a simple way of understanding what happens when we make a move
in a Quicksort game: pivoting around p takes away all p-inversions. Essentially, we may
think of Quicksort as a take-away game played on the inversion set! This interpretation
simplifies many proofs, such as the following.

Proposition 20. Quicksort games are dicotic.

Proof. Let G(σ) be a Quicksort game. If G(σ) is nonzero, there must exist at least one
inversion (a, b) of σ. But since a and b are integers satisfying a < b, there clearly exists
at least one odd pivot element p and at least one even pivot element q such that (a, b)
is both a p-inversion and a q-inversion.

Corollary. Quicksort games are all-small.

Another useful property of Quicksort is that it splits readily into disjoint components.
This is very handy, since combinatorial game theory is equipped specifically to deal with
sums of games.
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Proposition 21. Let G(σ) be a Quicksort game, let p be a pivot element, and define
σp = σ1σ2σ3 as in Definition 15. Then

G(σp) = G(σ1) +G(σ3).

Proof. Since σp has no p-inversions, it follows that every inversion (a, b) of σp must
satisfy either a < b < p, or p < a < b. In the former case, (a, b) is an inversion of σ1;
in the latter case, it is an inversion of σ3. Hence the inversion set of σp is precisely the
union of the inversion sets of σ1 and σ3.

2.1 Modulo-N sequences

We can take advantage of Proposition 21 to solve certain Quicksort games inductively.
In this section, we introduce and solve the modulo-N sequences.

Definition 22 (Modulo-N sequence). Let N and n be positive integers, and let σ =
123 . . . n ∈ Sn. For each integer 1 ≤ i ≤ N , let ψi be the subsequence of σ consisting
of all elements congruent to i modulo N . Then the modulo-N sequence of length n and
type 1, denoted ψN,n,1, is defined by the concatenation

ψN,n,1 = ψ1ψ2 . . . ψN .

The sequences of types 2 through N are obtained via cyclic permutations of the ψi:

ψN,n,2 = ψ2ψ3 . . . ψNψ1,

ψN,n,3 = ψ3ψ4 . . . ψNψ1ψ2,

and so on. In general, the sequence of type k is defined by

ψN,n,k = ψkψk+1 . . . ψN−1ψNψ1 . . . ψk−1

where 1 ≤ k ≤ N .

For example, the modulo-2 sequence of length 7 and type 1 is 1357246; while the
modulo-2 sequence of length 7 and type 2 is 2461357. In general, a modulo-2 sequence of
type 1 consists of odd numbers in increasing order followed by even numbers in increasing
order, while type 2 sequences instead have even numbers followed by odd numbers.

What makes the modulo-N sequences particularly easy to analyze is that pivoting
splits them into smaller modulo-N sequences. Before we can prove this, we need a
lemma:

Lemma 23 (Shifting lemma). Let σ = a1a2 . . . an ∈ Sn and let k ∈ Z. Furthermore, let
σ + k denote σ shifted by k, that is,

σ + k = (a1 + k)(a2 + k) . . . (an + k).

Then the Quicksort game played on σ + k satisfies

G(σ + k) = (−1)kG(σ).
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Proof. Shifting a sequence does not change the relative order of its elements, only their
parities. If k is even, the pivot elements will have the same parities, so the game is
identical; if k is odd, the parities will be reversed, so that the game is negated.

With this lemma, we can show that modulo-N sequences split very nicely.

Proposition 24. Let G(ψN,n,k) be the Quicksort game played on ψN,n,k. The options
of G(ψN,n,k) satisfy

G(ψp
N,n,k) = G(ψN,p−1,k) + (−1)pG(ψN,n−p,(k−p mod N))

for every pivot element p.

Proof. According to Proposition 21, G(ψp
N,n,k) should be the sum of two games played

on subsequences of ψp
N,n,k.

First consider the subsequence consisting of elements less than p. Clearly, this sub-
sequence is ψN,p−1,k, since it is obtained by simply removing the last few numbers from
each of the ψi that define ψN,n,k. Hence the first component is G(ψN,p−1,k).

Now consider the subsequence consisting of elements greater than p. This sequence
is also ordered modulo N in the required way, but it is not equal to ψN,n−p,k, since it is
not even an element of Sn−p. To remedy this, we observe that the smallest element of
the sequence is p + 1, and therefore shift the sequence by −p. This introduces a factor
of (−1)p according to the shifting lemma. Shifting by −p also changes the type of the
sequence; if the leading element was initially congruent to k mod N , it is now congruent
to k − p mod N . Hence the shifted sequence is ψN,n−p,(k−p mod N). This shows that the
second component is (−1)pG(ψN,n−p,(k−p mod N)), completing the proof.

This proposition suggests that Quicksort on the modulo-N sequences should be solv-
able by induction on n. Indeed, the next theorem shows that the game values of modulo-
N sequences are periodic.

Theorem 25. The game values of Quicksort played on ψN,n,k are eventually periodic in
n with period 2N .

Proof. Suppose n > 4N . We wish to show that G(ψN,n,k) = G(ψN,n−2N,k). Assume
inductively that the statement holds for integers less than n; then we wish to show that
it holds for n.

According to Proposition 24, the options of G(ψN,n,k) satisfy

G(ψp
N,n,k) = G(ψN,p−1,k) + (−1)pG(ψN,n−p,(k−p mod N)), 1 ≤ p ≤ n.

Similarly, the options of G(ψN,n−2N,k) satisfy

G(ψp
N,n−2N,k) = G(ψN,p−1,k) + (−1)pG(ψN,n−p−2N,(k−p mod N)), 1 ≤ p ≤ n− 2N.

By the inductive assumption, G(ψN,n−p−2N,(k−p mod N)) is periodic in the length sub-
script, so we may remove the 2N term. Then G(ψp

N,n,k) = G(ψp
N,n−2N,k). This shows

12



Sequence Game value

1 0

12 0

123 0

1423 ↓ ∗
14253 ∗
142536 ∗
1472536 0

14725836 ↓
147258369 ↓
147a258369 ↓ ∗
147a258b369 ∗
147a258b369c ∗

(a) The values of the modulo-3 sequences
of type 1.

Sequence Game value

1 0

21 ∗
231 ↑ ∗
2314 ↑ ∗
25314 {0 |↑ ∗}
253614 0

2536147 0

25836147 ∗
258369147 ↑ ∗
258369147a ↑ ∗

258b369147a {0 |↑ ∗}
258b369c147a 0

(b) The values of the modulo-3 sequences
of type 2.

Table 1: Periodic patterns of some modulo-3 sequences.

that, for pivot elements in the range 1 ≤ p ≤ n − 2N , the games G(ψN,n,k) and
G(ψN,n−2N,k) have the same options.

It remains to examine what happens when n− 2N + 1 ≤ p ≤ n. Suppose p is a pivot
element lying in this range; then p > 2N , since n > 4N . Now, notice that

G(ψp−2N
N,n,k ) = G(ψN,p−1−2N,k) + (−1)p−2NG(ψN,n−p+2N,(k−p+2N mod N)).

Again, by the inductive assumption, we may remove the 2N terms from the length
subscripts. We may also remove it from the exponent of (−1), since 2N is even; and
in fact we may remove it from the type subscript too, since this is taken modulo N by
definition. But then G(ψp−2N

N,n,k ) = G(ψp
N,n,k)! In other words, every option for which

n − 2N + 1 ≤ p ≤ n is equal to some option for which n − 4N + 1 ≤ p ≤ n − 2N . We
already showed that these options are present in both G(ψN,n,k) and G(ψN,n−2N,k), so
this completes the proof.

The theorem tells us that, once we determine the first 4N values of the modulo-N
sequences of type k, we know their values for all lengths. As an example, Table 1 shows
the values of two types of modulo-3 sequences, and Table 2 shows the values of some
modulo-2 and modulo-4 sequences. Notice that, in most cases, the periodicity seems
to manifest quite early; in Table 2(a) the pattern is apparent from the very first game.
However, in (b) it begins no sooner than n = 7, which means that we need to determine
the first 14 values before the pattern is known. This is close to the predicted limit of
n = 16, suggesting that 4N may in fact be a lower bound for the general case.
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Sequence Game value

1 0

12 0

132 ∗
1324 ∗
13524 0

135246 0

1357246 ∗
13572468 ∗
135792468 0

(a) The values of the modulo-2 sequences
of type 1.

Sequence Game value

1 0

12 0

123 0

1234 0

15234 {∗, 0 |↑ ∗, 0}
152634 {↓ ∗, 0 | ∗, 0}
1526374 ∗
15263748 ∗
159263748 ↑
15926a3748 ↓
15926a37b48 0

15926a37b48c 0

159d26a37b48c ↑ ∗
159d26ae37b48c ↓ ∗
159d26ae37bf48c ∗
159d26ae37bf48cg ∗

(b) The values of the modulo-4 sequences
of type 1.

Table 2: Periodic patterns of some modulo-2 and modulo-4 sequences.
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3 Pseudo-Quicksort

As we have seen, Quicksort has some very nice additive properties: pivoting splits a se-
quence neatly into two non-interacting halves. However, the pivot element itself remains
in-between these two halves as a sort of “dummy” element. An arguably more natural
ruleset is that of Pseudo-Quicksort.

Definition 26 (Pseudo-Quicksort game). Let σ ∈ Sn. The Pseudo-Quicksort game with
sequence σ is the game G(σ) whose left and right sets are given by

GL = {G(σp) | p− 0.5 ∈ σ, p− 0.5 odd, σp 6= σ}
GR = {G(σp) | p− 0.5 ∈ σ, p− 0.5 even, σp 6= σ}.

The numbers p are called pivot elements (for Left when p − 0.5 is odd, and for Right
when p− 0.5 is even).

This definition is exactly the same as that of regular Quicksort, but with one crucial
difference: the pivot elements are no longer integers, but are instead numbers of the
form 1.5, 2.5, 3.5 and so on. As a result, the pivot element itself does not actually appear
in the sequence. In the language of Definition 15, this means that the subsequence σ2 is
always empty.

As an example, consider Pseudo-Quicksort played on the sequence 24153, the same
example we used for regular Quicksort. Suppose Right chooses to pivot around 4.5. All
numbers less than 4.5 (namely 2, 4, 1 and 3) are placed to the left while all numbers
greater than 4.5 (namely 5) are placed to the right. The new sequence is 24135. Left
can then pivot around 3.5, moving into the game 21345. At this point, Right is unable
to move, since pivoting around 2.5 or 4.5 would not actually alter the sequence.

In Figure 3, the first move is illustrated. Notice how the pivot elements are now
situated between the integers; however, it still holds that pivoting around p removes all
p-inversions.

The change in rules may appear insignificant, but in fact it has profound conse-
quences. Remarkably, it turns out that Pseudo-Quicksort games are always numbers!
To prove it, we first need the following lemma.

Lemma 27. Let σ ∈ Sn and let p, q be distinct Pseudo-Quicksort pivot elements. Then
Ip 6= Iq, unless Ip = Iq = ∅.

Proof. Because p and q are distinct, we may assume without loss of generality that p < q.
Since pivot elements in Pseudo-Quicksort lie between the integers, there must then exist
at least one integer n such that p < n < q.

Now assume, for a contradiction, that Ip and Iq are nonempty and equal. Then there
exists an inversion (a, b) such that a < p < q < b. In particular, we have a < n < b. By
the inverse transitivity of I, this requires that either (a, n) or (n, b) is an inversion of σ.
But (a, n) belongs to Ip and not Iq, while (n, b) belongs to Iq and not Ip. Therefore we
cannot have Ip = Iq after all.
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1 2 3 4 5

(a) The inversion set of 24153.

1 2 3 4 5

(b) The inversion set after piv-
oting around 4.5.

Figure 3: The inversion set of the sequence 24153. The 4.5-inversion is crossed by the
dashed line. Notice that the pivot elements in Pseudo-Quicksort lie between the integers.

Notice that the proof only works for Pseudo-Quicksort and not for regular Quicksort,
since in regular Quicksort it need not be the case that an integer lies between two pivot
elements.

Using this lemma, we are now prepared to show that Pseudo-Quicksort is always a
number.

Theorem 28. Every game of Pseudo-Quicksort is a number.

Proof. Let G be a Pseudo-Quicksort game with sequence σ. Applying Conway induction,
we assume that all left options pGL and right options qGR are numbers; then we wish
to show that G itself is also a number. If we can show that pGL ≤ G ≤ qGR for all pGL

and qGR, we are done, since this would imply pGL < G < qGR. (A game is never equal
to one of its options.)

To prove the inequality pGL ≤ G, we must show that Right has no winning move in
the game G− pGL. Let us examine the options available to Right.

Suppose Right makes a move in the pGL component, moving to a game of the form
G− q,pGLL. Then Left can respond by moving to pGL− q,pGLL. By assumption, pGL is
a number, so pGL > q,pGLL and Left wins.

Suppose instead that Right moves in the G component, moving to a game of the form
qGR − pGL. Now there are three cases to examine, depending on the relation between
the sets Ip(σ) and Iq(σ):

• First suppose Iq(σ) 6⊆ Ip(σ). In other words, there exist some q-inversions that
are not p-inversions. This means that pivoting around q is a valid move in the
pGL component. Left can thus “mirror” Right’s move by moving to qGR− q,pGLR.
Furthermore, we must have that q,pGLR = p,qGRL, since the inversion sets of
these games are both equal to I(σ) \ Ip(σ) \ Iq(σ). So in fact Left can move to
qGR − p,qGRL. By assumption, qGR is a number, so qGR > p,qGRL and Left wins.

• Now suppose Iq(σ) ⊂ Ip(σ). In other words, all q-inversions are p-inversions, but
not vice versa. Then there exists a p-inversion in the game qGR, so Left can pivot
around p and move to the position p,qGRL − pGL; and furthermore, we must have
that p,qGRL = pGL, because the inversion sets of these games are both equal to
I(σ) \ Ip(σ). Hence Left can move to pGL − pGL = 0 and thereby win.
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(a) A Hackenbush graph. (b) Left removes the blue edge.
The red edge above it is also
deleted, since it is no longer
connected to the ground.

(c) Right wins by removing
the red edge, leaving the game
empty.

Figure 4: An example of how a game of Hackenbush might be played.

• Finally, the case Iq(σ) = Ip(σ) is impossible due to the previous lemma. (However,
notice that this case can and does occur in the regular Quicksort game, which is
why the proof only works for Pseudo-Quicksort).

Having examined all possible moves for Right, we conclude that pGL ≤ G. The inequality
G ≤ qGR can be proven in a completely analogous way.

Numbers with finite left and right sets are always dyadic rationals, as is the case
for Pseudo-Quicksort games played on finite sequences. If we also allow for infinite
sequences, other numbers can occur. In any case, it is striking that these games are
decidedly not all-small, despite being so closely related to regular Quicksort.

3.1 Pseudo-Quicksort and Hackenbush

We have now shown that Pseudo-Quicksort games are always numbers. However, merely
knowing that a game is a number does not tell us its actual value. Can we do even better?

Another combinatorial game that is famously always number-valued is (Blue-Red)
Hackenbush. There exist many efficient algorithms for calculating values of Hackenbush
games, so if we could find a map that takes Pseudo-Quicksort games to equivalent
Hackenbush games, this would be a valuable result. In this section, we describe an
algorithm that allows, at the very least, a narrow subset of the Pseudo-Quicksort games
to be translated into simple Hackenbush graphs.

Before we proceed, let us recall the rules of Hackenbush. Hackenbush is played on
a graph of red and blue edges, all of which are connected to a line called the ground.
Players take turns deleting edges from the graph; Left deletes blue edges and Right
deletes red edges. Additionally, an edge is removed as soon as it is no longer connected
to the ground. As always, a player loses when they are unable to make a move. Figure
4 shows a simple example of how a game of Hackenbush might be played.

It is a well-known fact that Blue-Red Hackenbush games are always numbers, just
like Pseudo-Quicksort. In what follows, we shall define an algorithm that takes a “nice”
Pseudo-Quicksort game G and maps it to a Hackenbush game H(G), such that G ≡
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1 2 3

(a) The inversion set of 312. The pivot element
1.5 is directly supported by the root 2.5, since
(1, 3) is a minimal 1.5-inversion that contains
2.5.

1 2 3 4

(b) The inversion set of 2413. Here, 2.5 is di-
rectly supported by both 1.5 and 3.5.

1 2 3 4

(c) The inversion set of 2341. Here, 3.5 is sup-
ported by both 1.5 and 2.5, but is only directly
supported by 2.5, since 2.5 is itself supported
by 1.5.

1 2 3 4 5

(d) The inversion set of 52314. Both (1, 3) and
(2, 5) are minimal 2.5-inversions. From the for-
mer, we find that 2.5 is directly supported by
the root 1.5; and from the latter, that 2.5 is
supported by 3.5 and 4.5, but only directly sup-
ported by 3.5.

Figure 5: Some examples of support relations between pivot elements.

H(G). The idea is that a pivot element in a Pseudo-Quicksort game may or may not
be playable depending on which other pivot elements have been played before it, which
is similar to the way in which Hackenbush edges are supported by other edges; naively,
then, one might expect some simple relationship between pivot elements and edges. For
example, consider the sequence 231, with inversions (1, 2) and (1, 3). Here, the pivot
element 2.5 is only playable as long as the pivot element 1.5 has not yet been played,
but 1.5 is always playable regardless of whether 2.5 has been played. Hence this game is
identical to the Hackenbush tree consisting of one red edge (corresponding to 2.5) placed
atop a blue edge (corresponding to 1.5).

Motivated by this example, we shall now define what it means for one pivot element
to “support” another in a Hackenbush sense.

Definition 29 (Support, playable, root). Let p and q be distinct pivot elements of a
Pseudo-Quicksort game, and suppose there exists a minimal p-inversion that is also a
q-inversion. Then q supports p, and we write q C p. If q C p, and there is no pivot
element r such that q C r and r C p, we say that q directly supports p.

If there exists a p-inversion, p is said to be playable. If p is playable but not supported
by any pivot element, then p is a root.

Figure 5 shows a few examples of how pivot elements can support each other. The
idea here is to mimic the relationship between edges in a Hackenbush graph: “roots”
correspond to edges connected directly to the ground, and the notion of “support”
between pivot elements mirrors the relationship between edges drawn on top of one
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another. Although this is far from a perfect analogy (as later counterexamples will
show), these relations do have a few things in common:

Lemma 30. Every playable pivot element in a Pseudo-Quicksort game is a root or is
supported by a root.

Proof. This follows immediately from Proposition 14. Let (a, b) be a minimal p-inversion.
If L(a, b) = 1, then p must be a root, since only one pivot element fits between a and
a+ 1 (necessarily p = a+ 0.5). Else, if L(a, b) > 1, we nevertheless know that (a, b) has
a subinversion of length 1; call this subinversion (c, c+ 1). Then c+ 0.5 is a root by the
same reasoning as before, so p is supported by a root.

The above lemma is a good start, but in many other respects, the support relation
is not well-behaved. To proceed, we need to make some simplifying assumptions. These
severely limit the applicability of the algorithm, but help make the problem tractable.

Definition 31 (Nice). A Pseudo-Quicksort game is said to be nice if, for every pivot
element p, p is directly supported by at most one pivot element and there exists at most
one minimal p-inversion.

By restricting our attention to nice games, we make the support relation significantly
easier to work with. For instance, it becomes transitive:

Lemma 32. Let p, q and r be pivot elements of a nice Pseudo-Quicksort game. Then
the support relation is transitive, i.e. p C q and q C r implies p C r.

Proof. Suppose p C q and q C r. Then there exists a uniquely minimal r-inversion that
is a q-inversion, say (a, b), and a uniquely minimal q-inversion that is a p-inversion, say
(c, d). Since (c, d) is uniquely minimal among q-inversions, it must be a subinversion
of (a, b). But then a ≤ c < p < d ≤ b. Therefore (a, b) is itself a p-inversion, so that
p C r.

Another convenient property that holds only for nice games is that two pivot elements
cannot mutually support one another.

Lemma 33. Let p and q be pivot elements of a nice Pseudo-Quicksort game. If p C q,
then q 6C p.

Proof. Assume for a contradiction that p C q and q C p. This means that there exists
an inversion (a, b) that is both a uniquely minimal p-inversion and a uniquely minimal
q-inversion. But then every p-inversion is a q-inversion and vice versa, which contradicts
Lemma 27.

The next lemma is the crux of the algorithm: it shows that a pivot element becomes
unplayable when a supporting pivot element is removed.

Lemma 34. Let G(σ) be a nice Pseudo-Quicksort game. Let p and q be distinct, playable
pivot elements. Then, pivoting around p is a valid move in G(σq) if and only if q does
not support p.
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1 2 3 4 5 6

(a) The inversion set of 234165.

1.5 5.5

(b) In Step 1 of the algorithm, the roots are
drawn. 1.5 and 5.5 are both left pivot elements,
so they are coloured blue.

1.5

2.5

5.5

(c) In Step 2 of the algorithm, we draw the
right pivot element 2.5 as a red edge above 1.5,
since it is directly supported by 1.5. However,
we cannot yet draw 3.5, since it is not directly
supported by either of the roots.

1.5

2.5

3.5

5.5

(d) Finally, the left pivot element 3.5 is drawn
as a blue edge above 2.5, which directly sup-
ports it. All playable pivot elements have now
been drawn.

Figure 6: The Hackenbush algorithm applied to the sequence 234165.

Proof. First, suppose q C p. Then there exists a unique minimal p-inversion that is also
a q-inversion. Therefore, all p-inversions are q-inversions, so after pivoting around q,
there no longer exist any p-inversions in the new game.

Conversely, suppose q 6C p. Then there exists a p-inversion that is not a q-inversion,
and that inversion still exists in the game G(σq), so pivoting around p is a valid move.

With these four lemmas in hand, we are now prepared to describe an algorithm that
constructs a Hackenbush graph from a nice Pseudo-Quicksort game.

Theorem 35. Let G be a nice Pseudo-Quicksort game. Then there exists a Hackenbush
game, H(G), that is identical to G.

Proof. The Hackenbush graph H(G) is constructed from G in the following way:

1. Draw each root of G as an edge directly connected to the ground in H(G).

2. For each pivot element p ofG that has not yet been drawn: If p is directly supported
by q and q has already been drawn, draw p as an edge on top of q in H(G).

3. Repeat step 2 until every playable pivot element has been drawn.
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4. Colour the edges so that they correspond to the correct player (i.e. left pivot
elements should be blue edges, right pivot elements should be red).

First, let us verify that this algorithm is well-defined. By the niceness assumption, every
pivot element is directly supported by at most one pivot element, so we can draw edges
unambiguously in step 2. Furthermore, the algorithm necessarily terminates since, by
Lemma 30, every playable pivot element is either a root or supported by a root, and will
hence be drawn at some point during the algorithm.

Next, we must check that H(G) is in fact identical to G. According to Lemma 32,
a pivot element will support everything drawn above it, and by Lemma 33, it will not
support anything drawn below it. Finally, Lemma 34 shows that pivoting around a pivot
element will remove precisely those pivot elements that have been drawn above it, and
nothing else. Thus, the edges in H(G) behave in exactly the same way as the pivot
elements in G.

An example is provided in Figure 6, where the algorithm is applied to the sequence
234165. It should be intuitively clear, by comparing the inversion set and the final
Hackenbush graph, that they are identical as games.

Finally, let us examine why the niceness assumption is necessary for the algorithm
to work. Figure 7(a) shows that the sequence 2413 has a pivot element which is directly
supported by two roots, meaning it is not a nice game. Clearly, 2.5 becomes unplayable
as soon as either 1.5 or 3.5 is played. But there is no way to draw this as a Hackenbush
graph, for if an edge is directly supported by two roots, it will not be deleted until both
roots are removed. Thus it is unclear how such a situation should be resolved in Step 2
of our algorithm—if indeed it is possible.

In Figure 7(b), we see that 52341 has two minimal 2.5-inversions and two minimal
3.5-inversions, and hence is not nice. In fact, these two pivot elements mutually support
one another, in violation of Lemma 33. In Hackenbush, such a situation can only arise
if the edges form an “arch”, i.e. if there exists a path from one root to another. Our
algorithm cannot generate such graphs.

Lastly, the inversion set of 634251 is shown in Figure 7(c). Again, this game fails to
be nice because some pivot elements have more than one minimal inversion; however,
the situation is now more extreme than in (b), as even the transitivity of the support
relation is broken! Notice that 1.5 C 4.5, since (1, 5) is a minimal 4.5-inversion, and
also 4.5 C 3.5, since (3, 6) is a minimal 3.5-inversion. However, it is not true that
1.5 C 3.5, since the only minimal 3.5-inversions are (2, 4) and (3, 6), neither of which are
1.5-inversions. This shows that Lemma 32 does not hold in general.

4 Final remarks

We conclude this paper with some comments on our findings and a few suggestions for
future research.

Many variations on the Quicksort ruleset are possible—in particular, the set from
which players choose pivot elements can be changed in myriad ways. For example,
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1 2 3 4

(a) The inversion set of 2413. This game is not
nice, because 2.5 is directly supported by both
1.5 and 3.5. There is no obvious way to resolve
such a situation in Step 2 of the algorithm.

1 2 3 4 5

(b) The inversion set of 52341. This game is not
nice, since both 2.5 and 3.5 have more than one
minimal inversion. In fact, these pivot elements
mutually support one another.

1 2 3 4 5 6

(c) The inversion set of 634251. For the same
reason as in (b), this game is not nice. Tran-
sitivity does not hold, since 1.5 C 4.5 and
4.5 C 3.5 but 1.5 6C 3.5.

Figure 7: Some Pseudo-Quicksort games that fail to be nice, and therefore cannot be
converted to Hackenbush graphs using the algorithm.

Impartial Quicksort is obtained by removing the parity restriction of regular Quicksort,
instead allowing both players to choose pivot elements freely. Pivot elements need not
even be integers, as we saw in the case of Pseudo-Quicksort. In fact, one could conceive
of an entire family of generalized Quicksort games:

Definition 36 (Generalized Quicksort game). Let σ ∈ Sn, PL ⊆ R, PR ⊆ R. The gen-
eralized Quicksort game with sequence σ and pivot sets PL, PR is the game G(σ, PL, PR)
whose left and right sets are given by

GL = {G(σp, PL, PR) : p ∈ PL, σ
p 6= σ}

GR = {G(σp, PL, PR) : p ∈ PR, σ
p 6= σ}.

The elements of PL are called left pivot elements, and the elements of PR are called right
pivot elements.

Depending on how the sets PL and PR are chosen, the properties of generalized
Quicksort games can vary drastically; recall that regular Quicksort games are all-small
while Pseudo-Quicksort games are numbers! This is a very promising avenue of research,
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since these games are not only fascinating in their own right, but may also give rise to
some interesting mathematics in their connection to one another.

The modulo-N sequences were solvable due to the fact that pivoting splits them
into smaller modulo-N sequences. It might therefore be of interest to examine other
sequences that have similar splitting properties; for example, reversed sequences (such
as 54321) clearly split into smaller reversed sequences with every move, and may therefore
be susceptible to the same methods as the modulo-N sequences.

Finally, the Hackenbush algorithm described in the previous section also warrants
further investigation. Although we have shown that it cannot be applied to an arbitrary
Pseudo-Quicksort game, it may be possible to adapt the algorithm to work around these
issues to some extent. One possible adjustment might involve identifying certain vertices
in the Hackenbush graph, so that two edges can join and support a third edge. Better yet,
perhaps an entirely unrelated algorithm can be developed for solving Pseudo-Quicksort
games; although Pseudo-Quicksort and Hackenbush are both number-valued, we have
seen that they are quite dissimilar in general, so a different approach may be more
fruitful.
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