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Abstract

Exploring massive amount of user generated data with topics posits
a new way to find useful information. The topics are assumed to be
“hidden” and must be “uncovered” by statistical methods such as topic
modeling. However, the user generated data is typically short and messy
e.g. informal chat conversations, heavy use of slang words and “noise”
which could be URL’s or other forms of pseudo-text. This type of data
is difficult to process for most natural language processing methods,
including topic modeling.

This thesis attempts to find the approach that objectively give the
better topics from short and messy text in a comparative study. The
compared approaches are latent Dirichlet allocation (LDA), Re-organized
LDA (RO-LDA), Gaussian Mixture Model (GMM) with distributed rep-
resentation of words, and a new approach based on previous work named
Neural Probabilistic Topic Modeling (NPTM). It could only be con-
cluded that NPTM have a tendency to achieve better topics on short
and messy text than LDA and RO-LDA. GMM on the other hand could
not produce any meaningful results at all. The results are less conclusive
since NPTM suffers from long running times which prevented enough
samples to be obtained for a statistical test.



Sammanfattning
Neuronprobabilistisk ämnesmodellering av kort och

stökig text

Att utforska enorma mängder användargenererad data med ämnen
postulerar ett nytt sätt att hitta användbar information. Ämnena antas
vara “gömda” och måste “avtäckas” med statistiska metoder såsom äm-
nesmodellering. Dock är användargenererad data generellt sätt kort och
stökig t.ex. informella chattkonversationer, mycket slangord och “brus”
som kan vara URL:er eller andra former av pseudo-text. Denna typ
av data är svår att bearbeta för de flesta algoritmer i naturligt språk,
inklusive ämnesmodellering.

Det här arbetet har försökt hitta den metod som objektivt ger dem
bättre ämnena ur kort och stökig text i en jämförande studie. De meto-
der som jämfördes var latent Dirichlet allocation (LDA), Re-organized
LDA (RO-LDA), Gaussian Mixture Model (GMM) with distributed re-
presentation of words samt en egen metod med namnet Neural Pro-
babilistic Topic Modeling (NPTM) baserat på tidigare arbeten. Den
slutsats som kan dras är att NPTM har en tendens att ge bättre ämnen
på kort och stökig text jämfört med LDA och RO-LDA. GMM lyckades
inte ge några meningsfulla resultat alls. Resultaten är mindre bevisan-
de eftersom NPTM har problem med långa körtider vilket innebär att
tillräckligt många stickprov inte kunde erhållas för ett statistiskt test.
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Chapter 1

Introduction

The amount of user generated data has grown considerably in the last few years as
more people have started to use various different social media services [1]. Exploring
this massive amount of data with topics posits a new way to find useful information.
A user could start exploring the data from a broad topic and “dive” into more narrow
topics that appears relevant to the user.

This way of exploring has become increasingly interesting for the Swedish De-
fence Research Agency (Totalförsvarets forskningsinstitut, FOI) to employ as the
amount of user generated data continues to grow. FOI is a government agency and
involved with this thesis. Their research projects are funded primarily by the Armed
Forces and the Swedish Defence Material Administration, but customers also include
numerous international companies, research institutes and foreign authorities [2].

FOI’s interest in analyzing user generated data is not new, and previous work
motivates the importance of analyzing this type of data for a society. Westling et
al. [3] argues that authorities can gain better situation awareness of people’s opin-
ions and emotions of a subject by analyzing data from platforms such as Twitter,
blogs and YouTube comments. Citizens can also use social media to communicate,
find information and ask for help e.g. during emergency situations such as the
Fukushima Disaster and Hurricane Sandy [4]. Such information could potentially
be useful for government crisis management during a disaster [3]. Furthermore,
deception in social media is another aspect that FOI has analyzed and there are at
least two exposed cases in which governments’ attempts to influence the users’ opin-
ions by means of deceiving, misleading or in other ways disrupting discussions [5].
Unfortunately, sustainable development and the cost of storing user generated data
was not discussed. The user generated data grows at a rapid rate, and the need for
more storage space will most likely also increase in the future. Companies that are
driven by user generated data may need data centers that require supervision and
maintenance. The servers and hard drives draws a considerable amount of energy
for operating and keeping cool, but also need to be replaced at regular intervals. If
the amount of user generated data keeps growing, it could be difficult in the future
to motivate the need to archive all user generated data for data analysis.
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CHAPTER 1. INTRODUCTION

FOI postulates that exploring user generated data with topics could excite im-
proved decision support systems and thus better situation awareness. However,
the data is not annotated with topics. One way to circumvent this problem is
to assume that there exist “hidden” topics that can be “uncovered” by statistical
methods. This approach is referred to as topic modeling, and the most common
topic model is arguably latent Dirichlet allocation (LDA) [6]. The model has been
successful on well written text like news articles and academic abstracts, but not
on short and messy text [7]. The term messy is defined here as informal text e.g.
chat conversations, heavy use of slang words and “noise” which could be URL’s or
other forms of pseudo-text. Previous work [8, 9, 10] suggests that the main problem
is not necessarily the amount of user generated data, but rather the structure and
content of the data.

1.1 Problem definition

There have been several claims [11, 12, 13] of successful performance improvements
of LDA on short and messy text, but it is difficult to conclude which approach
is considered most suitable. This follows from the problem that LDA is an unsu-
pervised learning method and evaluation is non-trivial, meaning that there are no
true answers to which clustering is correct. Clustering in this context refers to the
process of grouping documents that are similar based on their topics. Most articles
have provisional ad hoc ways of evaluating performance with a variety of different
clustering measurements that commonly depends on domain specific information.

From the claims of state-of-the-art performance, three distinct approaches were
identified. The biterm topic model (BTM), which changes the internal workings
of LDA to better handle short text by directly model co-occurrences of word pairs
from the same topic [11]. In contrast, Re-organized LDA (RO-LDA) changes the
structure of the text instead of changing the internal workings of LDA since the text
is arguably the source of the problem [12]. Lastly, Gaussian Mixture Model (GMM)
with distributed representation of words does not use LDA at all but posits a new
approach to topic modeling [13]. RO-LDA and GMM both claim to perform better
than LDA and BTM, but there does not exist a comparison between RO-LDA and
GMM.

This thesis will thereby evaluate LDA, RO-LDA and GMM against each other.
In addition to this, another approach named Neural Probabilistic Topic Model
(NPTM) inspired by RO-LDA and GMM will be presented and included in the
evaluation process. The topic models will be evaluated on Twitter. It is a popular
social media service with large amount of user generated data that could be con-
sidered short because entries are limited to 140 characters [14] and messy based on
content analysis [10]. The scope is limited to an objective analysis only, meaning
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there is no subjective analysis 1 included. An objective analysis is focused on the
models’ capabilities of grouping tweets that have similar topics into clusters. The
models needs to uncover associated topics to all tweets in order to decide which
tweet belongs to which cluster, and it is assumed that better topics should lead to a
better grouping of tweets. The effectiveness of this grouping of tweets can be quan-
tified since the number of topic clusters and topic categories are known in advance.
The models have no knowledge about the topic categories, so intuitively the score
is a measurement to how close the models can recreate the expected grouping of
tweets. There is also no real-time aspect such as adapting to new tweets as they are
streamed, but only how the models perform on a collected dataset that does not
change over time.

More formally, the question that this thesis will attempt to answer is:

Which of LDA, RO-LDA, GMM and NPTM objectively gives better topics from
short and messy text?

1.2 Outline
The background chapter consist of a history section of topic modeling and dis-
tributed representation of words. It continues with a section on previous work in
which the two concepts are used on short and messy text, and also a section that
describes clustering measurements for evaluation of topic models.

The method chapter describes NPTM, what data is used, how it is pre-processed,
evaluation process and testing environment. This is followed by the result, discus-
sion and conclusion chapters.

1A subjective analysis would focus on the human interpretation of the uncovered topics in a
variety of different aspects e.g. can the topic be summarized into a meaningful description such as
“economics”, and does the most probable words in a topic make sense together such as “bank” and
“money” opposed to “animal” and “transistor”. See Table 2.1 for example topics.

3



Chapter 2

Background

2.1 The origin of probabilistic topic modeling
Topic modeling originates from information retrieval (IR) but had in the beginning
a somewhat undefined terminology. The IR field is characterized by numerous
different word indexing and retrieval methods with the goal to find the most relevant
information to a user [15]. For a given query, the most common method to retrieve
relevant documents from a corpus is the vector space model.

2.1.1 Vector space model
In this model, documents and queries are represented as vectors with equal length in
which every value indicate either the presence or absence of a word or the number of
occurrences of a word. The words and documents are usually represented as a term-
by-document matrix in which unique words are rows and documents are columns.
This matrix is based on the bag-of-word assumption and tend to be very sparse. A
bag-of-words assumption defines the notion that the order of words in a document
does not matter for algorithms to perform its task [15, 16].

The document vectors are called feature vectors, and the features in a term-by-
document matrix can be interpreted to exist in feature space [16]. The similarities
between documents can be measured with the dot product in feature space. How-
ever, the vectors must first be normalized or there is no meaningful interpretation
of this similarity, namely the cosine of the angle between two vectors i.e. the cosine
similarity [15]. If two documents share the same words their cosine angle will be
one in feature space, and if they share no common words their cosine angle is zero,
meaning that they are orthogonal in feature space. A query can be transformed
into the same feature space as documents in a term-by-document matrix to find
similar documents [15, 16].

The values in a feature vector are commonly referred to as weights, and instead
of counting word occurrences there exist other word weighting schemes such as tf-
idf [15, 16]. The tf-idf-weighting scheme assigns a higher weight to words that
occur in few documents and a lower weight to words that occur in many or most
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2.1. THE ORIGIN OF PROBABILISTIC TOPIC MODELING

documents. The intuition is that common words in IR tells us less about the subject
because they can be used in most contexts. It is also possible to do a crude dimension
reduction by only considering words above or below a certain weight threshold.

2.1.2 Latent semantic indexing

The first step towards topic modeling was introduced as Latent Semantic Index-
ing (LSI) in 1990 [17], also commonly referred to as Latent Semantic Analysis
(LSA) [16]. The authors outline a deficiency of the vector space model as a retrieval
method. They argue that the model does not capture word synonymy and poly-
semy, that different words can share the same meaning and that the meaning of a
word can change depending on the context.

To capture the word synonymy and polysemy, LSI is based on the assumption
that there exists a semantic structure in a corpus, an implicit association between
words and documents. The authors use singular-value decomposition (SVD) to
uncover the latent structure from a term-by-document matrix. The intuition is that
documents that share co-occurring words will be similar in this semantic space. A
query can be transformed into a pseudo-document in semantic space, and relevant
documents to the query can be found in the same way as the vector space model
using cosine similarity.

Initial retrieval experiments show promising results for LSI compared to the
vector space model, and a good side effect is the compression of a high dimensional
term-by-document matrix. However, the term-by-document matrix usually have
tens of thousands of rows and columns which have significant computational cost
for SVD [16].

2.1.3 Probabilistic latent semantic indexing

A novel approach that extends LSI with a statistical foundation and builds upon
the concept of topics was introduced in 1999 as probabilistic latent semantic in-
dexing (PLSI) [18], also commonly referred to as probabilistic semantic analysis
(PLSA) [16].

PLSI is a generative model that assumes a random process for how words in a
corpus have been generated. The assumed process is different from the semantic
space created by LSI since documents are instead represented as topic mixtures. For
a given corpus, the model attempts to associate a latent topic variable with each
observed word in a document. A topic is defined to be a probability distribution
over a fixed vocabulary that exist in the corpus [19].

The meaning of the actual topic is not known but only the words that describes
it, and instead placeholder names such as “Topic 42” are used. Descriptive topic
names must be generated by a human or another algorithm. As an example, consider
the TASA corpus collected by Touchstone Applied Science Associates in 1998 which
consist of 37,000 documents from a variety of different educational materials [20].
Table 2.1 illustrates extracted topics from this corpus with the most probable words
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CHAPTER 2. BACKGROUND

for each topic. The four example topics’ meaning could be interpreted as drug
use, colors, memory and the mind, and doctor visits. Note that every topic is a
distribution over every word in the vocabulary with some probability but shorted
here for practical reasons.

Table 2.1. Four example topics out of 300 extracted from TASA corpus [20].

Topic 247

Word Probability

Drugs 0.069
Drug 0.060

Medicine 0.027
Effects 0.026
Body 0.023

Medicines 0.019
Pain 0.016

Person 0.016
Marijuana 0.014

Label 0.012
Alcohol 0.012

Dangerous 0.011
Abuse 0.009
Effect 0.009

Known 0.008
Pills 0.008

Topic 5

Word Probability

Red 0.202
Blue 0.099

Green 0.096
Yellow 0.073
White 0.048
Color 0.048
Bright 0.030
Colors 0.029
Orange 0.027
Brown 0.027
Pink 0.017
Look 0.017
Black 0.016
Purple 0.015
Cross 0.011

Colored 0.009

Topic 43

Word Probability

Mind 0.081
Thought 0.066

Remember 0.064
Memory 0.037
Thinking 0.030
Professor 0.028

Felt 0.025
Remembered 0.022

Thoughts 0.020
Forgotten 0.020
Moment 0.020
Think 0.019
Thing 0.016

Wonder 0.014
Forget 0.012
Recall 0.012

Topic 56

Word Probability

Doctor 0.074
Dr. 0.063

Patient 0.061
Hospital 0.049

Care 0.046
Medical 0.042
Nurse 0.031

Patients 0.029
Doctors 0.028
Health 0.025

Medicine 0.017
Nursing 0.017
Dental 0.015
Nurses 0.013

Physician 0.012
Hospitals 0.011

In the retrieval experiments, PLSI consistently performs better than LSI and
the vector space model. However, PLSI have no easy way to assign topic mixtures
to previously unseen documents [6].

2.1.4 Latent Dirichlet allocation
Blei et al. [6] improves upon the work of PLSI with latent Dirichlet allocation (LDA)
in 2003. The authors of LDA posits that PLSI is incomplete because it does not
provide a generative model at the level of documents. PLSI captures the notion
that each document is generated from a mixture of topics but have the deficiency to
only learn the topic mixtures for documents in the training data. PLSI is thereby
prone to overfitting which LDA overcomes by treating the topic mixtures as a latent
random variable. LDA can because of this, unlike PLSI, assign topic mixtures to
previously unseen documents.

LDA assumes a generative process where the topics are decided before any doc-
uments are generated, the words in the corpus are generated as follows [6, 19, 20]:

1. For each document:

1. Choose a distribution over topics.
2. For each word position in the document:

1. Choose a topic from the distribution over topics.
2. Choose a word from the topic.

6



2.1. THE ORIGIN OF PROBABILISTIC TOPIC MODELING

This generative process includes the bag-of-words assumption and also assumes
that documents are exchangeable; the order of the documents does not matter [6].
Furthermore, every document in the corpus features topics with different propor-
tions. This topic proportion is what decides the document content, as in what words
from the vocabulary will most likely be featured in that document [19].

Consider Table 2.1, if a distribution over topics with equal probability to topic
247 (drug use) and topic 5 (colors) is chosen, a document about a man taking a
drug overdose which affects his color perceptron could be generated. In the same
way, a document could be generated about a person experiencing memory loss with
equal probability to topic 43 (memory and the mind) and topic 56 (doctor visits).

The topics, distribution over topics and the topic mixtures can be considered
to be a latent topic structure in the corpus. The only thing that can be observed
are words, and the generative process can be “reversed” if the model is assumed
to have generated this corpus. LDA will from the observations attempt to infer
the latent topic structure, as in finding the best set of latent variables from the
observed variables that could have generated the corpus. This process is called
statistical inference [20, 19].

Formal notation

With an intuition for the generative process that LDA assumes, a formal notation
used by Blei et al. is now introduced [21].

Let V denote the number of words in the vocabulary, K denote the number
of topics and D denote the number of documents in the corpus such that k ∈
{1, . . . ,K} are topics and d ∈ {1, . . . , D} are documents. Furthermore, let N denote
the number of words in a document. K topics are chosen from a symmetric Dirichlet
before any documents are generated, βk ∼ DirV (η). A distribution over topics is
chosen for each document in the corpus, θd ∼ DirK(α). For each word in each
document a topic assignment is chosen from the distribution over topics, zd,n ∼
Mult(θd). Finally, a word is chosen from the chosen topic, wd,n ∼ Mult(βzd,n

).
Plate notation is a convenient way to visualize this generative process as can be

seen in Figure 2.1.

α θd
zd,n wd,n βk η

N

D

K

Figure 2.1. Graphical model representation of latent Dirichlet allocation. The
shaded node denotes observed variable while the unshaded nodes denotes latent vari-
ables. The plates denotes replication and the edges indicate dependencies between
random variables. [6]
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Hyperparameters α and η

LDA depends on the two hyperparameters α and η for the symmetric Dirichlet
distributions, and even though both are latent parameters they are still assumed to
be specified [6].

The topic proportion θd depends on the hyperparameter α as can be seen in
Figure 2.1, and can be thought of as the “proportions parameter” [20]. Samples
with a low value on α gives documents with a sparse topic proportion, while a high
value gives documents with almost equal topic proportions.

Much like the relationship between θd and the hyperparameter α, a topic βk

depends on the hyperparameter η as can be seen in Figure 2.1. Instead of affecting
the sparsity of a topic proportion it affects the sparsity of a distribution over words
and can be thought of as the “topic parameter” [6, 20].

Research on LDA

There have been several improvements of LDA in various ways since its introduction.
For example, the computational speed of LDA have been improved with Online
Learning for LDA. It can easily handle huge document collections and streaming
document collections in a fraction of the time of the original LDA [22].

LDA is also modular and can easily be extended [6], and there are numerous
different extensions to improve some of its deficiencies. LDA cannot capture corre-
lation between topics even if there are topics that are recurrently discussed together.
The Pachinko Allocation extension succeeds to capture this correlation with a di-
rected acyclic graph [23]. Another deficiency of LDA is that it allows for any word
to appear in any topic even though the word transistor in the topic animals is not
very likely. The spherical topic model extension can model word absence or pres-
ence and also assign negative weights to words in a topic to diminish the effect of
unlikely words [24].

Another interesting aspect of LDA is that it can be used on any discrete corpora
e.g. in computer vision, images can be used instead of documents [19]. The intuition
is that images can feature a combination of visual patterns that can be found in a
number of different images in the image collection.

2.2 The origin of distributed representations of words
A language model (LM) is a statistical model of word sequences and captures the
probability distribution of word sequences in natural languages. LM can be used to
predict the next most likely word given one or more foregoing words [15].

LM is limited by the curse of dimensionality when learning the joint probability
function of word sequences because the vocabularies of natural languages can be
huge in size. For reliable statistical results there must exist enough data, but as the
complexity of the model grows e.g. the number of words used in word sequences,
the required amount of data grows exponentially. Another deficiency with LM is

8
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the lack of generalization to new unseen word sequences that did not occur in the
training data [25].

In 2001, the authors of A Neural Probabilistic Language Model attempts to solve
these two problems with a neural probabilistic language model (NPLM) that learns
distributed representations of words with a artificial neural network [25].

2.2.1 Neural probabilistic language model

NPLM represents each word in the vocabulary with a distributed word feature vector
in Rm where m is chosen arbitrarily to a size smaller than the size of the vocabulary,
making the model more robust against the curse of dimensionality [25]. Each word
is thereby associated with a point in a vector space much like the semantic space
in LSI, but with the difference that NPLM learns compact representations of the
probability distribution of word sequences rather than the probability of words to
co-occur in the same documents.

NPLM trains an almost standard feed-forward neural network to predict the
next most likely word in a word sequence [25]. The non-standard aspect is how
the input matrix of word features from the foregoing words must first be projected
down to a projection layer in the neural network. However, the input matrix allows
for any composition of word features and is what enable NPLM to generalize to
previously unseen word sequences.

2.2.2 Word2Vec

In 2013, Mikolov et al. [26] presents two architectures based on NPLM to learn dis-
tributed representations of words named Continuous Bag-of-Words Model (CBOW)
and Continuous Skip-gram Model (Skip-gram). The authors released a computer
program along with the article named Word2Vec, and the work of the authors is
because of this program commonly referred to as Word2Vec. Word2Vec Parame-
ter Learning Explained by Rong [27] provides an introduction to artificial neural
networks and a more in-depth explanation of Word2Vec.

CBOW share the same idea of NPLM, but is a simpler model and removes some
of the computational complexity of NPLM [26, 27]. CBOW learns from a context
of words rather than word sequences (bag-of-word assumption). Consider a word
context of one word with one word target, the CBOW artificial neural network is a
standard feed-forward neural network, or more specifically an “encoder” that com-
press the input as can be seen in Figure 2.2. However, the CBOW implementation
by Mikolov et al. also features hierarchical softmax for performance, but that does
not change the topology of the network. The input and the output layer has the
same size as the number of words in the vocabulary, and the size of the hidden layer
is specified after desired number of dimensions in the feature vectors.

For a vocabulary of size V and with N number of dimensions in the feature
vectors, the weights between the input layer and the hidden layer can be represented
as a V × N matrix W. Every row in this matrix will thereby represent a feature

9
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...

...

...

Input layer Hidden layer Output layer

x1 y1

x2 y2

x3 y3

x4 y4

xV yV

h1

h2

hN

Figure 2.2. CBOW toplogy with a word context of one word and one word target.
V is the number of words in the vocabulary and N is the number of dimensions in
the word feature vectors.

vector for a word in the vocabulary. The input vector x is a binary vector in which
all positions are set to zero except one which indicate the selected word in the word
context. For this simple case, the projection is as follows:

h = xT W

which will copy the row indicated by a one in x to the hidden layer. The transfor-
mation function between the input layer and the hidden layer is thereby linear.

For C number of words in the word context, the topology of the network changes
as can be seen in Figure 2.3. However, the weights between the input layer and the
hidden layer is still represented by a V × N matrix W. Intuitively, every word in
the word context will select its corresponding row from W indicated by an input
vector x. In the same way as with a single word context, the binary input vector x
has all position set to zero except the one which indicate the selected word in the
word context. The projection of feature vectors to the hidden layer is as follows:

h = 1
C

W · (x1 + x2 + . . .+ xC)

which will copy the average of the feature vectors to the hidden layer. This sur-
prisingly simple procedure is analogue for the Skip-gram model, but with some
extra considerations regarding the computation of the error. The Skip-gram model
is similar to CBOW but reversed [26]. It trains its neural network with a single
word as input and a word context as target whereas CBOW trains on a word con-
text as input with a single word as a target. Both models computes distributed
representation of words, but Skip-gram model is more suitable to large corpora.
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Input layer

...

...

...

...

x1

x1

x1

xv

xv

xv

Hidden layer

...

h1

h2

hn

Output layer

...

y1

y2

y3

y4

yv

x1

x2

xC

Figure 2.3. CBOW toplogy with a word context of C words and one word target.
V is the number of words in the vocabulary and N is the number of dimensions in
the word feature vectors. Each vector x indicates a word in the word context.

The model captures word synonyms and word syntax with state-of-the-art per-
formance and the distributed representation of words can also be used in algebraic
operations e.g. v(King)− v(Man) + v(Woman) is close to v(Queen) [26, 28].

2.3 Topic modeling on short and messy text

There have been extensive work in topic modeling on various texts, but this thesis
emphasis work on short and messy (see Chapter 1) text written in English. Most
of the articles use LDA in some way, but articles using distributed representation
of words appears more frequently as the years move towards 2016.

First aspect to look at is how text is written in tweets (Twitter entries), as in
what characterize the text in tweets. In 2011, Han et al. [10] explores this in Lexical
Normalisation of Short Text Messages: Makn Sens a #twitter. The authors defines
ill-formed words in tweets to be typos, ad hoc abbreviations, phonetic substitutions,
unconventional spellings and other causes of lexical deviation such as ungrammat-
ical structures or emoticons. From analyzing 449 tweets, the authors found that
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most ill-formed words are based on morphophonemic variations (missing or super-
fluous letters). In particular, most ill-formed words have superfluous letters such as
Gooood, which can refer to Good or God depending on the context. Furthermore,
the tweets can range from high quality text to meaningless strings.

2.3.1 Using LDA on short and messy text

Starting in 2010, Ramage et al. [8] argues in Characterizing Microblogs with Topic
Models that Twitter pose a unique challenge since tweets are 140 characters or less
and commonly written as informal text. The authors present Labeled LDA which is
another extension of LDA that incorporate supervision where available. The tweets
may include hashtags, user mentions and URL’s. A hashtag is useful to describe
the gist of a tweet and could be seen as a form of classification of the content by the
twitterer (Twitter user), but most of the tweets do not include any hashtags [29].
A user mention is a link to the profile of another twitterer. The authors treat each
hashtag as a label and attempt to uncover which words are best associated with
each hashtag in their corpus. They conclude that Labeled LDA provides a promising
approach over LDA but that better representations of tweets are needed.

Weng et al. [30] introduce TwitterRank, an extension of the PageRank algorithm
in an attempt to find influential twitterers (users of Twitter). TwitterRank depends
on finding topics that twitterers are interested in, and the authors argues that
hashtags would be ideal but infeasible since hashtags are rarely used in their corpus.
Instead, the authors use LDA to uncover latent topics but never addressed the
problem with using LDA on short and messy text.

Following up on how text is written in tweets, worth investigating is also what
is written i.e. content analysis. Zhao et al. [31] finds in Comparing Twitter and
Traditional Media using Topic Models that Twitter and traditional news media
cover similar range of topic categories but with different distributions. Furthermore,
twitterers tend to retweet tweets about world events rather than to write about it.
A retweet is a tweet that have been forwarded by one or more twitterers to emphasis
that the tweet is worth reading for some reason. The authors mentions the problem
with using LDA on Twitter and the previous work with aggregating tweets, but
claims that tweets generally only features a single topic. Instead, they purpose
Twitter-LDA which assumes that all documents can only feature a single topic and
posit that this works better than LDA on Twitter based on subjective scores by
human judges.

BTM is another extension of LDA that attempts to improve performance of
LDA on short text and was introduced in 2014 by Cheng et al. [11]. The authors
highlights that LDA suffers from the sparsity of word co-occurrence patterns in
short texts. BTM attempts to solve this by directly model the word co-occurrences
with biterms i.e. word pairs chosen from the same topic. The authors posits that
BTM can discover more prominent and coherent topics than LDA on short text
collections based on their results. The results are based on measuring pointwise
mutual information (PMI) of the most probable words in a topic, but estimated
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from the English Wikipedia rather than from Twitter. The authors argues without
going into details that using an external dataset is more fair for all topic models
since it is model-independent.

2.3.2 Aggregating short text

Another approach is to change the input rather than LDA itself, more specifically
to handle short text but not necessarily messy text. In 2010, Hong et al. [9] address
the problem of using standard topic models on Twitter in Empirical Study of Topic
Modeling in Twitter. They demonstrate that the performance of topic models de-
pends much on the length of the documents and aggregating short messages into
longer messages can increase performance.

Mehrotra et al. [7] continues in 2013 with the approach of aggregated tweet
texts in an attempt to increase topic modeling performance of LDA on Twitter. The
authors experiment with a number of different tweet pooling schemes and posits that
Hashtag-based Pooling achieves significantly better results than LDA. However, the
authors do not address the problem that most tweets do not feature any hashtags,
and what action should be taken for tweets without hashtags.

The authors describe an evaluation approach of LDA by having topics repre-
sent clusters to which tweets are assigned based on their topic mixture. A tweet
is assigned only to the most probable topic cluster even though a topic mixture
can indicate that the tweet was generated from multiple topics. The ground truth
labels are based on queries e.g. a query for music is assumed to retrieve tweets
that can be placed in a music category. The ground truth labels and topic clus-
ters are enough to build a confusion matrix that can be evaluated with different
cluster-based metrics (see Section 2.4). This particular article used Purity to mea-
sure cluster reconstruction and Normalized Mutual Information (NMI) to measure
clustering quality.

Chen et al. [12] presents RO-LDA in 2015 the as a new approach of aggregating
text from short text collections with better performance than BTM. The authors
also consider the sparsity of word co-occurrence of tweets but instead attempts to
expand the corpus with co-occurring words. New “virtual documents” are created
for every word in the vocabulary to which co-occurring words are added from the
whole corpus based on a normalized pointwise mutual information (NPMI) score.
The authors evaluate the models by only considering the tweets that have one or
more hashtags from the top 50 most frequent hashtags in the corpus, and use the
hashtags as ground truth label. Tweets are assigned to topic clusters based on the
highest value in its topic mixture. The cluster-based metrics used are Purity, NMI
and Rand Index (RI) where RI is more of a classification metric that penalize both
correct and incorrect cluster assignments of tweets.
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2.3.3 Using distributed representation of words
In 2015, the usage of distributed representation of words starts to appear frequently.
Topic2Vec is an approach to combine LDA with Word2Vec by Niu et al. [32] such
that the model learns topic representations in the same feature space as words.
However, experiments are not carried out on short and messy text, but results
suggests that Topic2Vec uncovers more distinguished topic representations than
LDA e.g. “smartphone” over “technology”.

Sridhar [13] demonstrates in 2015 how GMM can find soft clusters in distributed
representations of words trained by Word2Vec. The intuition of topic mixtures
are captured since tweets can belong to more than one cluster, and each cluster
represents a topic. The result suggest that this approach outperforms LDA and
BTM by both a subjective score on topic usefulness and an objective score by
measuring topic coherence with coherence score. The coherence score measures
frequencies of co-occurrences between the most probable words in a topic, and a
high score indicates a good topic clustering.

2.4 Evaluation of topic models
This section will describe cluster metrics used in the evaluation of topic models, see
Section 3.5 for an explanation of the evaluation process.

A confusion matrix is a way to structure results of either a supervised or un-
supervised learning algorithm. It gives a better overview and a more easy way to
implement a variety of performance measurements. For the problem at hand, the
rows will represent topic clusters and columns will represent topic categories. Intu-
itively, a good clustering result would be one topic cluster per topic category, and
a bad clustering result would be if every topic cluster would be evenly distributed
over all topic categories. However, it is not necessary to have an equal number of
topic clusters and topic categories.

Section 2.3 mentioned purity, MI and NMI. Purity evaluates a single cluster,
while MI and NMI evaluates the entire clustering [33, 16].

Let N denote the number of documents, Φ = {w1, w2, . . . , wK} denote the set
of clusters and Ψ = {c1, c2, . . . , cJ} denote the set of categories. Purity is defined
as follows [16]:

purity(Φ,Ψ) = 1
N

∑
k

max
j
|wk ∩ cj |

For the entire clustering, MI is defined as follows [16]:

MI(Φ,Ψ) =
∑

k

∑
j

P (wk ∩ cj) log P (wk ∩ cj)
P (wk)P (cj) =

∑
k

∑
j

|wk ∩ cj |
N

log N |wk ∩ cj |
|wk||cj |
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where P (cj) is the probability of a document being in category cj and P (wk ∩ cj)
the probability of a document in cluster wk being in category cj . Furthermore, NMI
is defined as follows [16]:

NMI(Φ,Ψ) = MI(Φ,Ψ)
[H(Φ) + H(Ψ)]/2 (2.1)

A NMI score of 1.0 indicates a perfect cluster result and 0.0 indicates a bad cluster
result.
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Chapter 3

Method

3.1 Neural probabilistic topic modeling

NPTM is based on the intuition that LDA finds latent topics based on assumptions
for how words co-occur in a corpus, but that short text pose a problem with the
sparsity of word co-occurrence patterns. The problem is potentially reduced with
distributed representation of words which posits a more effective way to find word
co-occurrence patterns in short and messy text [26].

There is one aspect that both RO-LDA and GMM failed to argue about and
that is learning or extending useless words. One approach is to use a “whitelist”
that contains words that are “accepted”, all other words are removed. This could be
a English dictionary, but another approach is to exploit Word2Vec and all English
pages of Wikipedia to learn a vocabulary. The benefit from this approach is that
Wikipedia and tweets use the same lemmatization process, and that Wikipedia
may also contain common slang words and names of people, places and objects. All
methods are evaluated with and without a whitelist.

The virtual documents in RO-LDA are in a sense a unique synonym list for
every word in the vocabulary, and arguably changes the concept of tweets that write
about the same topic. That is, the order of words and documents does not matter
for LDA, but re-occurring words in multiple documents does however affect the
results of LDA. NPTM attempts to preserve the document structure by extending
the tweet itself rather than for each word in the vocabulary. Since LDA is based on
the bag-of-words assumption, the order in which new similar words are added with
NPTM does not matter.

NPTM also use Word2Vec for learning word feature vectors instead of NPMI.
New words are added only if their cosine similarity score are above a specified
threshold, and there are two ways in which NPTM can find new similar words. The
first way is to add similar words for every word in the tweet, and the second way
is to add similar words for the entire tweet by taking advantage of the algebraic
operations that was discussed in Section 2.2.2. One validation dataset is used for
finding a good cosine similarity threshold, and the most effective way to add new
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words. NPTM should thereby give more and longer tweets than RO-LDA while
preserving document structure since there are no virtual documents.

sweden volvo ikea switzerland clock cheese

Target

Word context
Figure 3.1. Two separate documents about two different subjects. The word
“switzerland” is the target with a window size of two. The word context would
consist of words from both documents if the original version of word2vec is used, but
with the modified version of word2vec, the words pointed to by the dashed arrows
would not be added to the word context.

The input to Word2Vec is one line of words separated by a space because it
allows for a simple implementation of the “window” that selects a word context
to “slide” over this line. However, this window overlaps tweets such that a word
context is shared between two or more tweets depending on the window size. This
could affect results in a negative way since it would train on words that may not
generally occur in the same word context as can be seen in Figure 3.1. In this
example, when NPTM adds new words for switzerland it could also add ikea and
volvo which would arguably not be correct. For long documents it is most likely
not a problem, but it could be a problem for short texts with just a few words on
average. NPTM is evaluated using both the unmodified version of Word2Vec, and
the modified version of Word2Vec that only allows a word context from the same
tweet.

Training with Word2Vec on tweets could still not provide enough information to
capture a rich contextual information of the words. Another experiment is to train
on a large external dataset that consist of a variety of different text sources, and
then use that as a source to find new similar words for tweets. Corney et al. [34]
provides a dataset named The Signal Media One-Million News Articles Dataset
with 265,512 blog articles and 734,488 news articles collected from a variety of news
sources between 2015-09-01 and 2015-09-30 that is used for this experiment. After
removing the blog articles and using the same lemmatization process as the tweets,
the output from Word2Vec gives about 300,000 words in the vocabulary.

3.2 Modification to GMM
GMM has the ability to generate topics just like LDA, but unlike LDA, GMM
clusters words and not documents. This is a problem for the purpose of exploring
tweets with topics since it is not known which tweet belong to which topic. This
can also be observed by the choice of evaluation method which only requires the
topics, but this evaluation method is arguably too “local” since it only considers
the words in the topics. The author appears to argue in the article that GMM with
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distributed representation of words have the ability to infer topic distribution for
each tweet, but does not give any details on how this should be done.

For the purpose of this experiment, GMM is trained to find topic clusters for
words. Every tweet takes advantage of the algebraic operations of Word2Vec and
transform words in a tweet to a single feature vector. This allows GMM to infer topic
distributions per tweet rather than only per word without modifying the process of
finding topics.

3.3 Data collection

Chapter 1 established that Twitter is the platform of choice for conducting the
experiments. Most of the articles discussed in Section 2.3 use Tweets2011 collected
by TREC with 16 million tweets sampled between January 23rd and February 8th,
2011. However, Twitter recently changed its policy on re-distribution of tweets and
only the tweet ID may be re-distributed, but not the actual text and metadata. A
corpus of tweet ID’s must therefore be downloaded from Twitter, but the corpus
could change over time since tweets may be deleted from Twitter. Furthermore,
unnecessary detailed personal information must be submitted with the request to
use Tweets2011 corpus.

Instead, a corpus collected by FOI with the Twitter Streaming API [35] is used
in the experiments. This particular corpus is limited by a search for Ukraine. The
available data is 144 GB in size and consist of about 35 million tweets between
three distinct time periods between 2014-10-03 and 2015-03-31. Every time period
is considered to be a separate dataset, the 2015-03-20 to 2015-03-31 dataset is used
for tuning parameters and the other two are used for evaluation. Table 3.1 presents
the stats for each available dataset.

Table 3.1. The three available datasets of tweets.

Dataset Tweets Unique Tweets Tweets w/ one hashtag

2014-10-03 to 2014-10-15 10,100,491 3,137,143 306,615
2015-03-01 to 2015-03-19 14,788,577 4,378,438 424,387
2015-03-20 to 2015-03-31 9,791,963 2,822,036 267,716

3.4 Pre-processing

Twitter includes metadata information with every downloaded tweet that contains
information of what hashtags, user mentions and URL’s that exist in the text and
at what positions in the text they exist. It would arguably be a mistake to attempt
to capture this information with a regular expression since there exist rules that
can easily be overlooked e.g. #123 is not captured by Twitter as a hashtag since it
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only contains numbers, but there exist more similar rules. Hashtags, user mentions
and URL’s are therefore removed according to the information in the metadata.

Hashtags, user mentions and URL’s are removed from the tweets as a pre-
processing step since this pseudo-text could easily “clutter” topics and is also a
common pre-processing step in previous work [30, 29, 12].

The tweet content is converted to an array of lemmas using Stanford CoreNLP [36].
Names that consist of more than one word such as “New York” are added as
“new_york” instead of two separate lemmas “new” and “york” when recognized.
A lemma is only accepted if it only contains letters, underscores or dashes, because
early experiment show that digits and special unicode symbols can easily clutter
topics.

Another aspect that can clutter topics are stop words, and a lemma is removed
if it appears in a stop list. The stop words are common words that can be used
in any context e.g. the, is and of. There exist many stop lists and usually for a
different purpose. The stop list used in this thesis is based on the default stop list
in Mallet [37] and Apache Spark [38] with some additional added words that was
observed during the experiments such as “lol” and “haha”.

Tweets that have a different ID but with the same lemmas i.e. duplicates are
removed such that only one of the duplicates remains. This pre-processing step was
never used in previous work, but after investigating the corpus it is very common
with duplicates, either as spam or as retweets (see Table 3.1). This step could also
be motivated by the usage of LDA on news article corpora which do not feature
any duplicates.

3.5 Evaluation

There exists no corpora that can be used to compare results against other articles
due to the Twitter policy of distributing corpora of tweets. Therefore a more general
approach is presented here that is inspired by previous work [7, 12]. This evaluation
approach take advantage of domain specific information available on Twitter, but
rests on the assumption that hashtags describes topics.

The goal is to construct a confusion matrix in which rows are clusters and
columns are categories. A cluster is represented by a topic and a category is repre-
sented by a hashtag.

The first step is to find the k most frequent hashtags in a corpus of tweets to
represent the ground truth labels. The number of hashtags depends on the size
of the corpus, but also on the frequency of the hashtags. Once this is complete,
the tweets that do not contain any of the k most frequent hashtags are removed.
Finding a good value for k is somewhat arbitrarily, previous work argued that by
using k = 50 there would exist few hashtags that would dominate the dataset in
size and therefore be more challenging to cluster [12]. This thesis follows previous
work and also use k = 50.

In the case of LDA, it trains on the selected tweets and infer a topic distribution
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on every tweet. The topic distribution can be used to assign a tweet to a topic
cluster. Hard clusters can be created by assigning a tweet to a topic cluster indicated
by the highest value in the topic distribution, and soft clusters can be created by
assigning each value in the topic distribution to each topic cluster. The soft clusters
have much more noise than the hard clusters and thereby result in lower values for
all cluster metrics. A tweet is also allowed to have multiple hashtags which is now
assumed to represent topics, such tweets adds their topic distribution to multiple
categories indicated by the hashtags. Previous work [7, 12] that takes advantage
of topic distributions prefer hard clusters over soft clusters without explaining why,
but one assumption is the temptation of higher cluster metric values. Another
assumption could be that the cluster metric values could be very close to zero if not
enough data or categories are provided which makes it difficult to compare reliably.

Another change from previous work [7, 12] is to only allow tweets with exactly
one hashtag instead of tweets with multiple hashtags. Consider the case with news
articles, they can be categorized into broad topics such as economics, sports etc.
However, a news article listed under economics can still have more specific topics
within economics as if it was generated from a mixture of topics. The intuition here
is that one hashtag would mimic a broad topic such as economics, sports etc. that
the tweet text belongs to.

The evaluation process therefore use hard clusters with tweets that have exactly
one hashtag since it have a stronger motivation. NMI (see Equation 2.1) is used as
a cluster metrics since it evaluates the clustering as a whole.

The very same approach can also be used with GMM since GMM allows for soft
clusters and thereby can also infer topic distributions.

Since there are millions of tweets available, even after pre-processing in which
duplicates are removed. The subset of tweets selected for evaluation is less than
a million tweets, but it still takes a considerable amount of time to test different
parameters on multiple datasets with a personal computer. Instead, n tweets are
sampled randomly from the selected tweets such that the sample reflects the entire
collection as close as possible. The choice for n is 50,000 which based on the number
of tweets previous articles evaluated on. This sample size should be large enough
to estimate the entire dataset.

3.6 Testing environment
All experiments are conducted on the same desktop computer that features 12 CPU
cores and 32 GB of memory. Most of the code is written in Java and Scala with
Apache Spark [38] utilized when possible to easily run on all CPU cores or on a
cluster.

Apache Spark features an implementation of both LDA and Word2Vec, but only
the LDA implementation is used. For Word2Vec, the C-implementation by Mikolov
et al. is instead used. This is because the C-implementation is more feature rich
and arguably easier to modify than the Apache Spark implementation.
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Remove pseudo-text, lemmatize, re-
move stop words and duplicate tweets

Select tweets that only have one hashtag
and exist in the k most frequent hashtags

Sample n tweets from the selected tweets Remodel tweets with RO-LDA and NPTM

Run GMM Run LDA

Evaluate result

Figure 3.2. The flowchart shows all possible ways from input to measurable result.
However, after the first step the workflow must be run twice, one time without the
whitelist and one time with the whitelist.

Figure 3.2 shows a flowchart of the workflow described in this chapter. Every
step can be saved and loaded from disk which makes it possible to continue on
multiple different branches without starting from the beginning.
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Chapter 4

Results

The settings for LDA were not found by an objective score, but rather by looking at
what settings were used in previous work [20, 31, 12, 13]. Most frequent parameters
used are k = 100, α = 0.01 and η = 0.01, and thereby used for all models in this
evaluation process to limit the number of parameters to tune.

4.1 Threshold tuning
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Figure 4.1. The results of seeking a reasonable cosine similarity threshold for
NPTM on the validation dataset. NPTM#1 use the modified version of Word2Vec
and NPTM#2 use the original version of Word2Vec. The TF label denotes that the
model adds new similar words for each word in every tweet, the FT label denotes
that the model adds new similar words for the combined words in every tweet, and
the TT label denotes that the model adds new similar words according to both TF
and FT.

Figures 4.2 and 4.1 present results of seeking reasonable values for the thresholds
in RO-LDA and NPTM, respectively. Both models use the validation dataset from
the time period 2015-03-20 to 2015-03-31. Figure 4.1 have multiple of different

22



4.1. THRESHOLD TUNING

0 0.1 0.2 0.3 0.4

0.05

0.1

0.15

0.2

0.25

NPMI threshold

N
M
I

LDA
RO-LDA

Figure 4.2. The results of seeking a reasonable NPMI threshold for RO-LDA on
the validation dataset.

version of NPTM as described in Section 3.1. NPTM#1 use the modified version
of Word2Vec, and NPTM#2 use the original version of Word2Vec. The TF label
denotes that the model adds new similar words for each word in every tweet, the
FT label denotes that the model adds new similar words for the combined words
in every tweet, and the TT label denotes that the model adds new similar words
according to both TF and FT.

Table 4.1. Statistical properties of the threshold tuning from Figures 4.2 and 4.1.

Model Mean Standard deviation

RO-LDA 0.0864 0.0261
NPTM#1 TT 0.198 0.00711
NPTM#1 TF 0.192 0.00501
NPTM#1 FT 0.205 0.00771
NPTM#2 TT 0.201 0.00551
NPTM#2 TF 0.194 0.0116
NPTM#2 FT 0.209 0.00760

From the statistical properties in Table 4.1, the versions of NPTM performs
similar with a slightly higher NMI score for NPTM#2 FT which could just be
a random effect. This random effect could have been diminished with a different
threshold tuning strategy such as k-fold cross-validation. It was ultimately discarded
due to being computational expensive and not reasonable for current running times
of all models. With this random effect in mind, NPTM#2 FT have the tendencies
to be the stronger model of all versions of NPTM with a slightly higher mean and
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maximum NMI peak, but with a similar standard deviation as the other models.
An explanation to this could be that similar tweets add similar words, which in
effect brings tweets closer together and forms stronger clusters.

The same can be argued for RO-LDA, the peak at 0.1 could be a random effect.
What strengthen this number and diminish the random effect is the fact that the
authors of RO-LDA ends up with a parameter close to this with 0.125 [12].

There are no results for GMM because the implementation as described by
Sridhar [13] could not produce any meaningful results. The problem is that GMM
could only find a single cluster in the feature vectors regardless of the number of
topics used. This means that every word in the vocabulary would belong to the
same topic. It appears that the problem is with the feature vectors, it could be that
they are placed too closely together such that they appear as a single cluster.

4.2 Evaluation

Table 4.2 present results for running RO-LDA and NPTM with settings argued for
in Section 4.1 on the two test datasets from time period 2014-10-03 to 2014-10-15
and 2015-03-01 to 2015-03-19. The table also include results labeled (Whitelist)
which indicate that all words in the dataset that did not exist in the whitelist
trained on all English pages of Wikipedia were removed.

Table 4.2. The NMI scores of LDA, RO-LDA and NPTM on the test datasets.

2014-10-03 to 2014-10-15

Model NMI NMI (Whitelist)

LDA 0.176 0.176
RO-LDA 0.118 0.119
NPTM 0.202 0.217

2015-03-01 to 2015-03-19

Model NMI NMI (Whitelist)

LDA 0.175 0.168
RO-LDA 0.110 0.102
NPTM 0.206 0.210

Surprisingly, the results in Table 4.2 show tendencies that RO-LDA struggles
with outperforming LDA. NPTM show tendencies to be the strongest model in
Table 4.2. One interesting aspect in this table is how the whitelist only appears to
benefit NPTM. This could just be a random effect, but it could also indicate that
extending ill-formed words is a problem. At the very least, the whitelist prevents
ill-formed words to clutter topics without showing tendencies to reduce the NMI
score.

Table 4.3 present results for running NPTM again, but with Word2Vec trained
on the external dataset The Signal Media One-Million News Articles Dataset in-
stead of on the tweets themselves. The NPTM TF label denotes that the model
adds new similar words for each word in every tweet, while the NPTM FT label
denotes that the model adds new similar words for the combined words in every
tweet.

24



4.2. EVALUATION

Table 4.3. The NMI scores of NPTM with Word2Vec trained on the external dataset
The Signal Media One-Million News Articles Dataset instead of on the tweets them-
selves. The NPTM TF label denotes that the model adds new similar words for each
word in every tweet, while the NPTM FT label denotes that the model adds new
similar words for the combined words in every tweet.

2014-10-03 to 2014-10-15

Model NMI NMI (Whitelist)

NPTM TF 0.183 0.199
NPTM FT 0.151 0.140

2015-03-01 to 2015-03-19

Model NMI NMI (Whitelist)

NPTM TF 0.173 0.172
NPTM FT 0.185 0.149

The results in Table 4.3 have a tendency to fluctuate more than the results in
Table 4.2. It is not immediately clear which of NPTM TF or NPTM FT that have
the tendency to be the stronger model. It was first expected that NPTM TF should
have a more clear tendency to perform better than NPTM FT since the usage of an
external dataset could help NPTM to learn better contextual information of words.
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Discussion

The results for NPTM show tendencies for a better NMI score by training on the
tweets themselves rather than using an external dataset. The reasons for this could
be the time period in which the external dataset covers, since the content of the
majority of tweets could be about current events that depends more on names of
people, places and objects.

One deficiency of NPTM is the number of parameters to tune, most which have
been left at their default values for a more reasonable time frame to conduct the
experiments. This is because the running time is a serious problem with NPTM,
and is more obvious when using an external dataset with a large vocabulary. Even if
there were more samples to test for statistical significance to which model performs
the best, NPTM still cannot be used for the problem at hand, which is to explore
datasets with millions of tweets when it already struggles at 50,000 tweets. There
are suggested optimizations of NPTM in Section 5.1 that could be enough. What
could also help scaling up NPTM is deploying it on a more powerful cluster since
it can easily run in parallel on all available cores.

The most positive aspect was the usage of a whitelist which appears to remove
clutter from topics, but without showing a tendency to reduce its cluster perfor-
mance.

The results presented by Chen et al. [12] for RO-LDA are most likely overly opti-
mistic for the claims made since they lack a statistical test such as a null hypothesis,
and could also be an explanation to why the tendencies of the results in this thesis
are different to theirs. There are also differences such as different datasets, different
pre-processing and slightly different evaluation method which could indicate that
RO-LDA is not robust to such changes. The authors of RO-LDA argues that if a
virtual document has lower than four words it should be removed, but this thresh-
old is most likely too high and too many virtual documents are discarded. It is
arguably sensitive to pre-processing methods that are more strict on what words to
include.
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5.1. OPTIMIZATION

5.1 Optimization

The root of the long running times with NPTM is arguably the need to traverse
the entire vocabulary for every word in a dataset in order to find sorted lists of
cosine similarities. One possible optimization strategy is to pre-compute the cosine
similarity scores for all word combinations in a sparse matrix. Consider that every
letter in the alphabet represents a word in the vocabulary, all combinations between
a and b, c, . . . , z would have to be pre-computed. However, for b the computation
between a and b have already been computed, and the same applies for the remaining
letters in the alphabet. The time complexity to construct this matrix would then
be O(n · n

2 ) ≈ O(n2).
Once this is done, every word needs to be associated with a list of sorted cosine

similarities based on the pre-computed values in the matrix. A hash-function from
word in the vocabulary to a list index is required for fast lookups when NPTM needs
to find new similar words. Sorting the similarities for each row with QuickSort has
the time complexity of O(n · n logn), which is quadratic. Currently there seem to
be no way around the quadratic time complexity, but since this is only required
to perform once and with arguably better cache locality, it has the potential to
significantly speed up the current implementation.

Note that this optimization does nothing when looking for new similar words
for a combination of words in a tweet, because every tweet behaves like a new word
and cannot be pre-computed. One potential here was to cluster the feature vectors
and use the mean of the clusters for finding similar words faster, but this is exactly
what GMM had problem of performing.

Another approach would be to use an approximation algorithm such as An-
noy [39] instead of looking for an exact solution. This particular library can approx-
imate nearest neighbors for a point and is currently the most promising approach.

5.2 Pre-processing

The pre-processing step directly affects the results in two different ways. For exam-
ple, removing stop words appears to give topics that are less cluttered with common
words, but at the cost of a lower NMI score. There are more such pre-processing
steps, but they all points towards a lower NMI score (except when using a whitelist
with NPTM).

From inspection, it appears that the dataset follows what was concluded from
the content analysis [31]. Words with superfluous letters are common e.g. omgggggg.
This particular example appears more than five times in a corpus of 50,000 tweets
which implies that removing rare words from a corpus would still feature meaningless
strings. This would be even more prominent when using the full dataset with
millions of tweets. Currently, using a whitelist with a good source appears to be the
only way to remove such words, or a regular expression for the case with superfluous
letters. The stop list does not seem to be enough, or at least another one is needed
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for this particular domain.
The lemmatization process gave unexpected results with its problem to separate

words reliably e.g. the string foo!bar would not be separated into foo and bar, or
foo/bar/zot would not be separated into foo, bar and zot. However, if the special
character is followed by a space, then the words would be separated as expected,
but most likely there are more such subtle problems that were not discovered.

5.3 Limitations
Twitterers are more likely to retweet than to write about world events [31]. De-
pending on what the user looks for, one pre-processing step could be to only include
tweets that have been retweeted at least once or some other arbitrary number. This
could lead to topics more specific to world events. Another assumption is that
spam or other low quality text is removed since such tweets are most likely never
retweeted. However, this was not explored further since it is too domain specific
and this thesis is limited to a more general approach. There are also more domain
specific information associated with every tweet such as the number of followers and
for how long the author has been a member, and could be used as a measurement
for the text quality of the tweet.

5.4 Sustainable development and ethics
It has become more apparent with the long running times that data analysis requires
large amount of energy to complete as datasets continues to grow. Energy efficiency
is arguably more easy to achieve when an appliance is in idle e.g. power off a storage
drive that currently is not in use. The introduction mentioned an increasing need
for data centers primarily acting as storage facilities, but the need for data centers
primarily for data analysis will most likely also increase in the future.

There are also ethical considerations with user generated data. It should be
less transparent of what data is analyzed and how, but more importantly why it
is analyzed. Twitter arguably thrives on publicly available data and twitterers are
most likely aware that their tweets are public. This is not always obvious on other
services. Users may believe their conversations are private, but in reality it could
be sold to third parties or extensively analyzed for targeted ads. Third parties that
request this data could be foreign authorities which could be dangerous to political
activists residing in that country.

It was also most likely an ethical decision rather than a business decision by
Twitter to prohibit re-distribution of tweets. There is no clear limit for how long
user generated data will be stored. Users may regret posting a tweet and delete
it, but it will not truly be deleted if the tweet was collected and re-distributed by
researchers. The deleted tweets that are continuously re-distributed could cause
problem later in life for users in various ways.
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Chapter 6

Conclusion

In the light of reported results and given the limited data sample it can only be
concluded that NPTM have the tendency to achieve better topics on short and messy
text than LDA and RO-LDA. What parameters that are best suited for NPTM is
inconclusive since more samples are needed, but also since there are parameters
that were set to their default values. The results points towards a positive outcome
for using a whitelist with NPTM, and to train on the tweets themselves rather
than using an external dataset with the original version of Word2Vec. However, the
long running time of NPTM also suggests that NPTM cannot be used to explore
dataset with millions of tweets as alluded in the previous chapter. The current
most promising approach to solve the long running time is to use an approximation
algorithm.

For future work, the main suggestion is to explore the pre-processing step more
in depth since it arguably affects the results with changes to the NMI score, but
also with the amount of clutter that will appear in the topics. This could save
considerable amount of time for future work and also give articles more similar
results since they all use the same pre-processing step.

More future work is also needed on the evaluation process since twitterers tend
to write useful information in hashtags e.g. “#SummerInSweden feels great”. The
information “Summer In Sweden” would be lost since hashtags are used as ground
truth labels in the evaluation process and removed at the pre-processing step. A
more domain specific approach to topic modeling on short and messy text is most
likely a first step towards this.

The outcome for RO-LDA and GMM, and with their overly optimistic claims
without a statistical test suggests that BTM should not be discarded in future works.
NPTM should also not be discarded in future works until attempts of improvements
of its running time have been made.
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