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Abstract
Complex computer systems are often prone to anomalous
or erroneous behavior, which can lead to costly downtime
as the systems are diagnosed and repaired. One source
of information for diagnosing the errors and anomalies are
log files, which are often generated in vast and diverse
amounts. However, the log files’ size and semi-structured
nature makes manual analysis of log files generally infeasi-
ble. Some automation is desirable to sift through the log
files to find the source of the anomalies or errors. This
project aimed to develop a generic algorithm that could
cluster diverse log files in accordance to domain expertise.
The results show that the developed algorithm performs
well in accordance to manual clustering even under more
relaxed data assumptions.



Referat

Klustring av generiska loggfiler under
begränsade antaganden
Komplexa datorsystem är ofta benägna att uppvisa anor-
malt eller felaktigt beteende, vilket kan leda till kostsam-
ma driftstopp under tiden som systemen diagnosticeras och
repareras. En informationskälla till feldiagnosticeringen är
loggfiler, vilka ofta genereras i stora mängder och av oli-
ka typer. Givet loggfilernas storlek och semistrukturerade
utseende så blir en manuell analys orimlig att genomföra.
Viss automatisering är önsvkärd för att sovra bland loggfi-
lerna så att källan till felen och anormaliteterna blir enklare
att upptäcka. Det här projektet syftade till att utveckla en
generell algoritm som kan klustra olikartade loggfiler i en-
lighet med domänexpertis. Resultaten visar att algoritmen
presterar väl i enlighet med manuell klustring även med
färre antaganden om datan.



Contents

1 Introduction 1
1.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.3 Ethical aspects . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.4 Delimitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2 Related work 5
2.1 Log file analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Clustering . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.3 Log file analysis tools utilizing clustering . . . . . . . . . . . . . . . . 10

3 Methodology 13
3.1 Clustering algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

3.1.1 Similarity measure . . . . . . . . . . . . . . . . . . . . . . . . 13
3.1.2 Tokenization . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
3.1.3 Merge function . . . . . . . . . . . . . . . . . . . . . . . . . . 15
3.1.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3.2 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
3.2.1 Test data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
3.2.2 External validation . . . . . . . . . . . . . . . . . . . . . . . . 18
3.2.3 Internal validation . . . . . . . . . . . . . . . . . . . . . . . . 20
3.2.4 Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4 Results 23
4.1 External validation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
4.2 Internal validation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
4.3 Clustering properties . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

5 Discussion 31
5.1 Test implications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
5.2 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
5.3 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

Bibliography 37



Appendices 40

A Raw data results 41
A.1 Adjusted Rand index . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
A.2 Adjusted mutual information index . . . . . . . . . . . . . . . . . . . 43
A.3 Silhouette coefficient . . . . . . . . . . . . . . . . . . . . . . . . . . . 46



Chapter 1

Introduction

This chapter briefly explains the background of this report, such as the problem it
studies, the motivation behind the chosen topic, project delimitations, as well as
the overall goal this project has.

1.1 Background
As computer systems become increasingly complex, they also become prone to
anomalies, unexpected behavior and errors with interconnected or non-trivial sources.
While testing can catch many such events, it is unrealistic to expect testing to be
sufficient to guard against all possible faults. As these anomalies eventually occur,
log files generated from the complex systems often contain useful information for
finding the source of the anomaly. An example of log entries from different log files
can be seen in figure 1.1.

2016-03-11 18:48:27.743 snmptrapd[14032]: Interrupting snmptrapd due to b_size = 255
20160117 22:05:52 8 rsyslogd/riak: Error: <1.243.0> riak_pipe_fit had undefined child
Jan 13 13:34:43 ac-pri pollen: Session stopped (Failure: timeout from device)

Figure 1.1. Examples of log entries from different software systems.

However, analyzing log files in large and complex computer systems is not a trivial
task. The sheer amount of log files, their diverse appearance and semi-structured
nature poses a great challenge for any attempt to find anomalies or errors in them.
From the examples in figure 1.1, we see that they contain tokens that are likely
to exist in all entries, such as timestamps, but also highly specific tokens that do
not exist in all of them. To complicate matters further, not all anomalies originate
from explicit errors. In large, distributed systems where hardware and even physical
locations can differ greatly, some anomalies will occur simply through unexpected
or temporary fluctuations that are out of reach for support personnel. The need
for efficient tools for analyzing log files generated from these complex systems is
therefore apparent. Aptilo Networks, a company specialized in producing software
systems to manage fixed as well as mobile data services to its customers, is looking
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CHAPTER 1. INTRODUCTION

for such a support tool to analyze diverse log data from complex and distributed
systems.

One interesting approach to this problem is the use of machine learning tech-
niques, specifically the area of clustering log entries by similarity. By grouping log
entries with similarities, one can more easily sift through the information, allowing
domain experts to detect anomalies and errors more easily than by manually scan-
ning raw log files. The advantages with such a method are several. For one, the
tool will require relatively little explicit domain knowledge in order to be imple-
mented, since it is merely clustering data that is presented to it. Secondly it does
not require substantial amounts of correctly labeled training data, which in the case
of log files might be difficult to gather. Thirdly, clustering is relatively robust to
underlying changes in the systems such as the structure of log files, which makes
any tool relying on it easier to maintain over time. Lastly, clustering is quite flexible
in so far as offering many different algorithms with varying goals and approaches
to grouping log files. This opens for a multitude of options for implementation and
customization.

1.2 Problem Statement

The question this degree project attempts to answer is: Can an algorithm based on
clustering with limited application of assumptions group contents of a log file in a
manner similar to manual grouping performed by domain experts?

For this project, the aim is therefore to develop an algorithm that can be used
to analyze a wide array of log files from large and complex computer systems that
are behaving anomalously or incorrectly, grouping patterns and outliers within log
files in accordance to how domain experts would when manually diagnosing these
systems.

1.3 Ethical aspects

While the stated goal of this project is to develop an algorithm to cluster generic log
file data, the generic approach opens up for misuse of the algorithm. Since it aims
to relax the underlying assumptions made on the input data, it can theoretically
be used on data other than log files. For example, it can likely be adapted and
leveraged to cluster sensitive information such as bank transactions. This clustered
data can then in turn be used for purposes other than the intended. Nonetheless,
any such modification of the algorithm will likely require substantial efforts, and
our algorithm will still be bound by some data assumptions as will be discussed.
Furthermore, access and availability of any sensitive data is the key ethical issue,
rather than an algorithm which can use or misuse data. It is therefore ethical to
conduct and execute this project.

2



1.4. DELIMITATIONS

1.4 Delimitations
While we will investigate the viability of relying on as few and general assumptions
about the log files as possible, we must still make some assumptions to conduct this
project. We will assume that log entries within log files are always contained on
a single line, never spanning multiple lines. Furthermore, we will assume that log
entries can be tokenized in a meaningful manner, where these tokens for example
can be used to measure similarity between log entries. Though we aim to design an
algorithm that can be used in practice, computational performance and scalability
is not a main concern of this project.
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Chapter 2

Related work

The purpose of this chapter is to explain key research that has been conducted in
areas relevant to this project, as well as implementations that have been presented
previously. At first the general strategies and approaches to log file analysis will be
explored, followed by a more specific explanation of the state-of-the-art of log file
analysis.

2.1 Log file analysis

As was touched on in the introduction, large, distributed and complex systems are
difficult to maintain and test for errors. Schroeder et al., showed in a survey of more
than 20 large and complex computer systems that many exhibit failures several times
per year, sometimes even thousands of times [20]. Another similar failure analysis
survey in a cloud computing setting by Garraghan et al. showed that repair time,
while highly dependent on system specifics, can exceed several days [9]. These
errors and anomalies naturally lead to loss of productivity when the systems have
to be diagnosed for errors and finally fixed [16]. Often, system domain experts must
manually sift through the log files and iteratively filter out and group log entries to
determine the root cause of an anomaly or error. Some of the cost of this downtime
can therefore be reduced through more efficient diagnostic algorithms, and many
approaches have been examined in the area of computer systems diagnostics [12].
One such approach is the analysis of log files, which this report aims to explore.
Log files are often readily available in vast amounts, frequently with very diverse
appearance depending on the system at hand.

The subject of analyzing anomalous behavior within complex systems through
the use of log files has been the subject of much research. One focus area has been
that of applying system domain knowledge to design algorithms and tools to parse,
summarize or find errors in log files. By utilizing domain knowledge or assumptions
about a system, whether to construct a rule-set for finding anomalies, filtering
technique or parsing strategy to summarize log files, one can simplify the task of
detecting anomalies significantly. Several previous studies have used such specific
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knowledge or assumptions about systems to either analyze or at least pre-process
log files [19], [24], [30] [32]. Some studies have utilized other system properties and
resources as well, such as runtime status like CPU, disk and memory usage [13].
Even software source code has been utilized to better analyze log files of a system
exhibiting anomalous behavior [29].

Another area of log file analysis where domain knowledge has been utilized is
in the adaptation of computer security algorithms, more precisely that of so called
intrusion detection algorithms, where log files are scanned for out-of-the-ordinary
entries that can indicate an attack or other unwanted activity. A similar approach
has been employed in log file analysis for system diagnostics, where logs of an
anomalous or erroneous system are compared to historical logs. For example, Frei
and Rennhard implemented a visualization tool that compared network activity
in a system with historical log data, showing discrepancies that could hint at the
problem [6]. This type of approach has also been expanded with the aim to predict
errors before they occur, shown by Gainaru et al. [7]. By analyzing and determining
a system’s normal state, the authors continually monitored the log files of a system,
warning when the log files started to differ significantly from a defined normal state.
However, both of these solutions rely on the fact that historical data is available,
and furthermore that the system shows a relatively stable normal behavior against
which anomalies will be identifiable. Neither of these assumptions are necessarily
true, since it can both be quite costly to maintain historical logs of system behavior,
and the predefined “normal” behavior can fluctuate over time, making this approach
somewhat difficult to apply in practice.

Furthermore, by utilizing domain knowledge explicitly as the previously men-
tioned studies have, the developed tools and algorithms suffer from varying degrees
of a lack of general applicability. Since they are geared to handle log files from a
specific system or of a certain type, they are not easily applied to systems or log
files of new or unknown type. Furthermore, as was argued by Oliner et al., “log
analysis is a moving target” [17]. This means that we cannot expect software, hard-
ware and system configurations to stay the same over a computer system’s lifetime.
Any algorithm or tool that relies on system specifics will likely require continuous
modification or even redesign as the underlying system changes. Applying domain
knowledge directly is therefore not solely advantageous, and any log file features
used or assumptions made must be carefully considered to maintain robustness to
changes.

To reduce the dependency on domain knowledge, machine learning techniques can
be a viable solution to the problem. For example, Sipos et al. has reported positive
results by applying machine learning techniques on log files [22]. However, the
authors’ solution is still somewhat reliant on domain knowledge, since it extracts
specific features from the log files, rendering it less applicable to log files that may
lack one or more of these features. Thus the choice of machine learning technique
must be considered with care. Apart from some reliance on domain knowledge for
feature extraction, traditional supervised machine learning also relies on sufficient
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and well classified training data. In the case of log files, it is often difficult to obtain
such data. First of all, it is not trivial to classify log entries to certain anomalies or
errors, since they may have multiple connected causes or even be indeterminate [17].
Secondly, it would likely require a substantial manual effort from domain experts
to read through log files of any given complex system, labeling log entries to certain
anomalies or errors. Especially for large and diverse systems this manual labeling of
log files can be prohibitively expensive. Even worse, the data may become obsolete
by system changes and upgrades.

Tangentially, there has been efforts made to counter this particular problem by
way of semi-supervised machine learning. Hommes et al. used a small number
of labeled log entries to infer labels on the remaining entries by measuring entry
similarities [10]. By doing this, the authors aimed to reduce the need for complete
manual classification of log files. Even so, anomalies or errors that are not seen in
the manually labeled subset run the risk of not being labeled correctly if they are
not similar to other errors that were labeled. We would therefore like to turn to
other methods to reduce the reliance on explicit domain knowledge, assumptions
and training data.

2.2 Clustering

Unsupervised learning might offer a viable approach to the problem of log file analy-
sis. Specifically, clustering is an interesting area of unsupervised learning. In broad
terms, unsupervised learning in the form of clustering attempts to group data to-
gether by some similarity measure, while simultaneously being dissimilar to data
found in other clusters. Many features common to clustering are desirable for this
problem domain [1]. For one, an implementation of a clustering algorithm requires
no training data separate from the data which is to be examined, eliminating the
need for well-defined and classified log files with anomalies or errors. Using clus-
tering can also potentially make any implementation more robust to changes in
the complex systems, since it does not need explicit modifications to accommodate
new log file types, configuration changes or software upgrades. It is also not nec-
essarily dependent on domain knowledge or system specific properties, making an
implementation flexible for use in diverse systems.

Nonetheless, clustering techniques also faces challenges in the context of log file
analysis. One key issue is that of similarity measures. In the case of categorical
data, which large parts of a log entry consists of, we cannot objectively order the
entries and their content. For example, different colors are an example of categorical
data. There is no inherent hierarchy among different colors. We cannot rank or
order them to an objective standard. Instead any such ordering must be decided
based on some more or less arbitrary decision.

Since categorical data has no easily identifiable inherent structure or ordering,
we cannot extract objectively meaningful values like mean or median values [18].
In one study, Boriah et al. compared a number of common similarity measures for
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categorical data in outlier detection, and found that no single measure significantly
outperformed the others under the tested conditions [4]. Even in the case of con-
tinuous numerical data, we are often left with heuristic approaches to measuring
similarity. In a report by Shirkhorshidi et al. a number of similarity measures for
clustering sets of numerical data with varying degrees of dimensionality was com-
pared [21]. The authors concluded that dimensionality is an important factor to
consider when deciding on similarity measures. They showed that some measures
can perform well over low-dimensional data and poorly in high, and vice versa. This
again shows the problem of developing an optimal similarity measure for clustering
algorithms, there does not exist an objectively correct solution.

The similarity measure is therefore often heuristically decided based on domain
knowledge about the data, which we have identified previously as a detriment to
the general applicability of any proposed algorithm. Even so, the semi-structured
nature of log files give some room for assumptions and conditions that can be useful
for similarity measures. Santos et al. compared a number of similarity measures
for categorical data from 15 different databases, and recommended the use of the
so called Gower index for comparing similarity [5]. Though other measures also
showed some promise, the authors deemed the Gower index to be the most stable
across the conducted tests. The Gower index is a relatively simple measure, where
in the case of log entries the similarity between two entries is measured as the num-
ber of tokens in common per position, multiplied by some weight and divided by
the number of tokens.

Tied to the lack of an optimal and general similarity measure is another problem,
that of evaluation and validation of a clustering algorithm. As we can see in figure
2.1, what constitutes an optimal clustering or similarity measure is highly dependent
on problem setting and goal. The first and second entry share very few similarities,
but the third is similar to the first two, in different ways. What this example shows is
that the “correct” clustering of these three log entries cannot be objectively decided
in advance, and instead depends on the particular case and context. For certain
systems, knowing which node is producing many log entries may be interesting, for
others it is more important to group according to severity across the whole system.
In other cases some other attribute may be of higher importance. This makes the
evaluation of any clustering algorithm difficult, or as Zimek and Vreeken puts it:
“[...] there is no gold standard by which we can compare results.” [31]. What the
correct clustering behavior is in one setting may be wrong in another.

timestamp node pid severity message
20160129 09:07:08 1 16132 Error Undefined attribute <t_len>, update aborted
20160130 14:51:14 2 10650 Info System update finished, polling resumed
20160218 19:20:40 1 20650 Info System attribute reloaded, update resumed

Figure 2.1. A problem in clustering. There is no objective answer to how the log
entries should be compared for similarity and consequently clustered.

Evaluation through user studies is one approach, and has been applied in the field of
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alarm triage [2]. However, user studies are not very feasible for log file analysis in a
system diagnostics setting. Any user study, unless sufficiently large in scope, might
suffer from both low internal validity and low external validity. Low internal validity
can arise from the fact that there are a huge number of confounding variables present
in the problem setting that may affect the results of any user study. One example is
the fact that the test subjects, be that system experts, support personnel or others
may have very different experience with different systems and problems within in
these systems. Some may have seen a particular problem or set of problems many
times previously, while others have not.

Low external validity can on the other hand stem from the fact that there simply
are too many varied and different computer systems. Each of these systems then
have their own set of unique problems and anomalies. Each of these anomalies and
problems can in turn have many solutions or be diagnosed differently. From this
we can conclude that comparing or generalizing results between these system and
settings may be problematic.

Moreover, there are many practical issues that must be considered. Specific
problems can take anywhere from minutes to days to diagnose. Given that there is
no objective ground truth when utilizing clustering, it is likely that a user study will
require a substantial amount of participants to show reliable results. A user study
would require a large investment in time and resources to be made comprehensive
and thorough enough to yield interesting and interpretable results.

Still, there are ways to evaluate an algorithm based on clustering. Broadly
speaking, clustering algorithms can be evaluated through internal and external val-
idation criteria [1]. Internal validation concerns properties of the clustering instances
themselves, without requiring ground truth. They are often measuring the cluster-
ing according to a model or some desired clustering property or criteria. External
validation is instead concerned with ground truth data, and compares clustering
instances with these.

There are a number of internal validation criteria in existence, one of which is
the silhouette coefficient. These can be used to measure how separated and cohesive
a clustering is, given a distance or similarity measure. That is, it is generally consid-
ered desirable that a cluster’s members are similar to each other, and dissimilar to
members of other clusters. The advantage of this metric is that it does not require
external ground truth, it simply evaluates the clustering instance based on its own
similarity measures. On the other hand, these internal validation criteria are seldom
enough on their own. As shown by Arbelaitz et al. internal validation criteria are
often dependent on the context and goal of the clustering [3]. Therefore metrics like
the silhouette coefficient may serve as indicators of a solution’s performance, but
are seldom enough to determine the overall quality of a clustering instance.

Consequently, it may be prudent to also evaluate any developed algorithm
through external validation as well. Vinh et al. examined a collection of perfor-
mance indices, including the mutual information index and the Rand index, which
have seen some use [28]. However, some form of ground truth is required to use
these indices. Jiang et al. developed an algorithm for abstracting log files, and their
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evaluation relied on a random sampling of the log data, which was then manually
labeled [11]. This allowed them to benchmark their algorithm against other sim-
ilar algorithms, given that they knew the “correct” clustering for each sample. A
similar approach was used by Oliner and Stearley, where log files were manually
labeled by domain experts to determine the occurrence of system alerts [17]. By
doing this, clustering instances can be compared directly to a gold standard, giving
more concrete results in cases where ground truth is available.

2.3 Log file analysis tools utilizing clustering

A number of log file analysis tools and algorithms based on clustering has been
developed over the years. Of particular relevance to this project is the work of
Gainaru et al., Makanju et al., Taerat et al, and Vaarandi [8], [14], [23], [27].

Vaarandi provided one of the early tools to cluster log files according to message
type, called Simple Log Clustering Tool (SLCT) [25]. It has since been frequently
used as a benchmark for other developed tools and algorithms. Vaarandi has also
continued expanding and improving on his work in later studies. Notably in 2008 he
compared SLCT and a newer algorithm called LogHound [26], and in 2015, Vaarandi
and Pihelgas presented another algorithm called LogCluster [27]. Vaarandi’s origi-
nal SLCT algorithm, which both later tools bear similarities to, generates clusters
based on frequent words found in the log entries. By detecting which tokens are
frequent and not in entries with respect to token position, the algorithm can gener-
ate log entry templates based on these frequent and infrequent tokens. By doing so
it summarizes the log files by detecting patterns that log entries follow, which can
aid in diagnosing anomalous systems.

Makanju et al. identified the need for a generally applicable algorithm to aid in
the diagnostication of computer systems [15]. Makanju et al. proposed an algorithm
called Iterative Partitioning Log Mining (IPLoM) [14]. The algorithm attempts to
generate clusters, or line patterns, from log files in four distinct steps. The log file
is at first considered as one cluster, where each log entry is a member. The first
step splits the initial cluster based on each log entry’s token count. That is, log
entries with the same number of tokens are grouped together in separate clusters.
In the next step, the clusters are split further by finding the line token with the
least amount of unique values. By doing this, the authors aim to find the constant
segments of a log entry and ensure that clusters contain log entries with as many
common constant tokens as possible. In the final step, the algorithm finds bijections
between tokens. In simple terms, it attempts to uncover relationships between
tokens that occur together in a pattern, to group log entries with similar structure
and token order. In the final step, a line pattern is constructed by observing the
number of unique line tokens in each cluster. If each entry in the cluster has identical
tokens on a given position, that token is considered a constant. If not, that token
position is considered a variable.

Another algorithm relevant to this project is the work by Gainaru et al. [8].
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Their proposed algorithm, Hierarchical Event Log Organizer (HELO), initially groups
all log entries together. From there it recursively splits the group(s) as long as they
do not achieve a certain cluster goodness threshold. The goodness measure is the
ratio of common words between entries over average entry length. A split of a
group is made by finding the token position with the highest amount of counts for
every unique value, as well as some weighting done by observing the semantics of
a token, such as if it is a numeric or belongs to a predefined set of English words.
Numerical data is given low weights, since they are heuristically considered likely
to be variables, while purely alphabetic tokens are given a higher priority. Once
the splitting is completed, the algorithm analyzes the generated clusters against
each other, to consolidate and merge any clusters that achieve a similarity above a
certain threshold. Finally, the algorithm generates a line pattern for each cluster.

Similarly to Gainaru’s work, Taerat et al. designed an algorithm that relied on
an initial parsing and tokenization of the input log file [23]. Each entry was con-
verted to a set of symbolic tokens that represented the entry. These tokens could be
one of a number of different types, such as numerical, alpha-numerical and English
words (matched according to a predefined dictionary of English words). These sets
of tokens would then represent clusters, where entries with identical sets of tokens
were grouped together. In a last step, the authors also performed a merge of clusters
that achieve a certain similarity according to the Levenshtein distance between the
sets of tokens (i.e. the minimum required amount of tokens in a set that needs to
be changed, removed or added to match the other set). These generated token sets
were then used to construct line patterns for each cluster.

What we see from these studies is that many current clustering algorithms focus
on detecting patterns within log files. While these patterns may be useful to detect
anomalies or errors, the algorithms are often to some extent dependent on domain
knowledge of the system at hand. Both Taerat et al. and Gainaru et al. utilize
a predefined dictionary of strings to distinguish for example what is considered
English words and what is not. Such a list may not always be compatible between
diverse types of log files, and may also require continuous updates and checks to
stay current with any changes in the underlying systems. IPLoM is sensitive to
variable length messages, since it assumes that log entries should be clustered by
amount of tokens in one step of the algorithm. Vaarandi and Pihelgas’ algorithm
LogCluster arguably requires the least amount of foreknowledge of the log file, since
we only need to specify a support threshold which is used to find frequent words in
the log file.

To summarize, it is apparent that any contribution to the problem of log file
analysis for system diagnostics will face many challenges, with contradicting solu-
tions. On the one hand domain knowledge of or assumptions made regarding the
system is a resource that could be utilized to aid the diagnostics of anomalies, but
too heavy reliance on it will make it unsuitable for diverse or changing systems.
Investigating whether a relaxation of the reliance on assumptions is a worthwhile
task.
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Chapter 3

Methodology

This chapter details the approach used to reach our stated objective. The chapter
contains an outline of what we have done to solve the problem. It presents the
framework of an algorithm that was developed during this project, as well as key
details and reasoning behind why particular design decisions were made. The chap-
ter also describes the data and evaluation measures used to validate our algorithm
with regards to our stated objective.

3.1 Clustering algorithm

We have seen in chapter 2 that many current clustering algorithms rely to vary-
ing extent on domain knowledge or data assumptions. An interesting angle to this
problem is to examine if an algorithm based on fewer or more generalized assump-
tions about the underlying data can still perform adequately and cluster log files in
a manner that is similar to how system domain experts would. We have therefore
developed an algorithm to explore this question.

In broad terms, the developed algorithm operates under an iterative bottom-up
approach, where a log file is read line by line. Each line is treated as a distinct log
entry. These log entries are then compared to existing clusters, if any exists, and
if the similarity between a cluster and a new entry surpasses a given threshold, the
entry is added to the cluster. If no clusters exist or all return a similarity score
below the threshold, a new cluster is created and the log entry is added to it. In
a final step, clusters are compared to each other, where clusters which surpasses a
given similarity threshold are merged into one. The following subsections explain
the algorithm’s distinct steps in greater detail.

3.1.1 Similarity measure

A crucial element of the algorithm is naturally the similarity measure. How we
compare the similarity of our log entries will be the major determining factor on
how they are clustered. But how this similarity measure is used is also of high
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importance. Given that a log file may contain millions of log entries, it is too com-
putationally expensive to compare every entry to every other previously clustered
entry for similarity. Instead, as an entry is tested for similarity with a cluster, a
“representative” of the cluster is used. The representative is simply the first mem-
ber that was assigned to the cluster. This heuristic allows for a quicker calculation
of the similarity measure, with an assumed minor loss of accuracy, since the other
members of the cluster are at least as similar to the representative as the defined
threshold value. While computational performance is not this project’s focus, it is
still desirable for the algorithm to be able to work in practice.

The similarity measure we used in our algorithm was the Gower index, briefly
discussed in section 2.2. Given two tokenized entries ā = (a1, ..., an) and b̄ =
(b1, ..., bn) each with n tokens, the similarity between the entries can be calculated
as the number of weighted tokens common to both entries with respect to position,
divided by the amount of tokens n. A formal definition of the similarity measure
can be found in equation 3.1. The Gower index also contains a weight variable wi,
which can be used to rank the importance of a match. This can make individual
matches more or less important to the overall similarity score. The weights were also
utilized in our algorithm, where a weight for individual tokens could be specified
when the appearance of a log entry is known in advance. If left unspecified, the
weights are all assumed to be 1, giving equal importance to all potential matches.

Gower(ā, b̄) =
n∑

i=1

wiT (ai, bi)
n

T (a, b) =
{

1, if a = b

0, if a 6= b

(3.1)

The Gower Index was chosen as our similarity measure due to its shown stability and
since it utilizes the semi-structured nature of log files. It builds on an assumption
that entries from the same or similar sources share several tokens at the same
position. The example shown in figure 3.1 highlights this property in log files. In
the example, we can see that the two entries are relatively similar, differing mostly
in timestamps and numerical values. With the Gower index, the two entries have
a similarity of 5/10 = 0.5 with default weighting. Furthermore, as the weights in
the Gower index can be customized, a domain expert can define weights in a way
where certain tokens of the log entries are made more or less important to the overall
similarity score. Likewise, if the domain expert knows that log entries typically have
many variable parts, a low similarity threshold may give better results. Conversely,
log entries with few variable parts can be clustered with a higher similarity measure.
This allows our algorithm to stay in line with our stated goal of limited and general
assumptions about the log files, while still allowing experts to apply some degree of
domain knowledge to the problem at hand.
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3.1. CLUSTERING ALGORITHM

Entries
20160129 09:07:08 1 7613 Error: Node 5 timed out (120.11.11.1)
20160130 10:11:43 1 1254 Error: Node 9 timed out (120.11.12.6)

Tokens
20160129 09:07:10 1 7613 Error: Node 5 timed out (120.11.11.1)
20160130 10:11:43 1 1254 Error: Node 9 timed out (120.11.12.6)

Similarities
x x x x x

Figure 3.1. Two log entries are tokenized and compared according to token content
and token position.

3.1.2 Tokenization
The tokenization of the log entries is another important aspect of the algorithm
and its similarity measure. The algorithm will by default use whitespace as a
delimiter when tokenizing log entries, as seen in figure 3.1. Since log entries are
supposed to be human readable, this is likely a mild assumption to make. However,
in this particular example we can see that the first two tokens are date and time,
information which should arguably be treated as a single timestamp token. Another
example, which shows a perhaps more serious issue, is that the delimiter between
tokens is not necessarily a whitespace character. Consider the log entries in figure
3.2. The values in the brackets are process IDs, while the connected text is the
program being run by the process. These two distinct tokens will in our algorithm
be considered a single token, which may drastically decrease the amount of matches
between log entries like these. Furthermore, depending on the context either or
both of these distinct tokens can be very important for diagnostics.

20160329 15:36:11 1 ruby/WebConfig[27310]: Trace: Processing Device: SessionsController
20160329 15:36:14 1 ruby/WebConfig[30513]: Trace: Completed 250 OK in 13.2ms

Figure 3.2. Example of log entries where the delimiter between distinct parts of the
entry is not always a whitespace character.

With this in mind, the algorithm was designed to allow customized tokenization,
where a log file with a known and well-defined semi-structured appearance can be
tokenized according to a regular expression pattern. This is also what allows for
weighting to work in the algorithm, since weighting only makes sense when we know
the general structure of the log file. As with the similarity measure, this allows our
algorithm to stay in line with our stated goal of making few and general assumptions
about the log files. The algorithm can be customized to utilize domain knowledge,
but it does not rely on it by default.

3.1.3 Merge function
This tokenization strategy and similarity measure does however encounter another
issue: Entries with variable length, but otherwise similar content. Consider the
example in figure 3.3. The entries are clearly quite similar, and both entries likely
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stem from the same error source which can create variable length error messages.
However, their similarity score is only 2/10 = 0.2 according to our measures, since
the extra variable token disrupts the order of the subsequent tokens. To solve this
problem, the algorithm will attempt to merge clusters as a final step.

Given the clusters it has created, the merge function will first compare the rep-
resentatives by calculating the Levenshtein distance between the representatives’
tokens, and through this information insert empty tokens in the shorter represen-
tative where it would maximize a later similarity comparison. From the example
in figure 3.3, our merge function would insert a blank token after the Node or 11
token in the shorter entry.

Next the merge function will take these two representatives and compare them
to each other according to the standard similarity measure. If their similarity score
surpasses a given threshold, the two clusters are merged to one, where the repre-
sentative of the longer entry is the new representative. In this way, log entries with
variable length such as the ones in figure 3.3 will achieve a higher similarity score,
since the last three tokens will now match in addition to the previous 2 matches
seen in the example. Thus for this particular example, the similarity score would
be 5/11 ≈ 0.45 when it is tested against the threshold for merging clusters.

Entries
20160204 13:57:11 8 1492 Error: Node 5, 6 update timed out
20160208 14:03:00 9 4519 Error: Node 11 update timed out

Tokens
20160204 13:57:11 8 1492 Error: Node 5, 6 update timed out
20160208 14:03:00 9 4519 Error: Node 11 update timed out

Similarities
x x

Figure 3.3. Two log entries with similar appearance but variable length are tokenized
and compared according to token content and token position.

3.1.4 Summary
With all of these steps performed on a log file, the algorithm will have generated
a number of clusters. Each of the log entries in the log file will be a member of
one of the generated clusters, where the cluster assignments depend on the user
defined values of similarity and merge thresholds. These clusters are then available
for inspection, and perhaps further clustering. An implementation in Python can
be found online on GitHub1.

Previously developed algorithms, as discussed in section 2.3, have to some degree
made assumptions that we have tried to avoid or relax. We do not rely on a
dictionary of words like Taerat et al. and Gainaru et al. [23] [8], neither do we
assume that log entries must be of equal length [14]. Furthermore, we have adopted
a recently recommended similarity measure for categorical data. On the whole,
our algorithm was developed with the aim to relax the explicit use of assumptions

1https://github.com/Tripp-Trap/LogClu
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3.2. EVALUATION

about the underlying data, to maintain a high degree of general applicability across
systems and log file types.

3.2 Evaluation
To evaluate the algorithm developed in this project against our stated objective, a
number of experiments were conducted. The experiments were made according to
both external and internal validation strategies for clustering, which will be detailed
in this section.

3.2.1 Test data
The data used for evaluating our algorithm was obtained from Aptilo Networks,
a company specialized in supplying and maintaining large scale network services
to its customers. Their customers’ systems, with high levels of diversity regarding
software, hardware and other requirements offer a rich set of data which we can use
for testing our algorithm.

The data came from a single functioning system for handling Wifi access au-
thentication, where we during a 24 hour period simulated traffic, and provoked an
error at some point for roughly 30-60 minutes. Functioning systems often produce
limited output to log files during normal operation, while the rate of output during
an erroneous period can be orders of magnitude higher. We therefore chose this
long period of regular functionality interrupted by a shorter interval of erroneous
or anomalous behaviour to represent how a log file that needed to be analysed for
errors or anomalies could typically look like. Since these log files all came from the
same static system, they will function as a fixed experiment where only the errors
introduced in the system are different for each log file.

Since there is no objective ground truth when clustering log files, the entries of
each log file in our dataset were manually clustered by a system domain expert. To
do this, the expert was instructed to group the log entries as the domain expert
saw fit. That is, the expert was given in turn the log files of the set and asked
to construct regular expressions that would match entries in each log file until
every entry was matched to some regular expression. By doing this, each regular
expression could be considered as a cluster, and every entry in the log file belonged
to at least one of them. This approach allowed the domain expert to individually
define what a good clustering would look like, as opposed to some predefined or
presumed clustering criteria. It also mirrors a commonly used method to analyze
log files manually, where a log file is scanned iteratively by removing more and more
entries of a certain type that the analyst does not deem as important during the
diagnostics.

A summary of the log files of our dataset, as well as the manual clustering that
the domain expert performed, can be found in table 3.1. We see from this table
that the log files from this system are somewhat similar in structure, as is their
manual clustering. With regards to amount of clusters as well as mean and median
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amount of entries in the clustes, they are generally similar. This dataset represents
a fundamental case that our algorithm should achieve an acceptable performance
for if our stated goals are to be met. Since it came from a single system, under a
fixed period of time and clustered manually by one expert, the performance on this
dataset will inform us if the algorithm is robust to at least one system diagnostic
setting. Though the log files are taken from a single system, our algorithm was not
designed specifically for this system. Our measurements will therefore inform us
how well an algorithm with limited underlying assumptions performs.

File no. Entries |C| |Cmax| |Cmin| Mean Median
File 1 3079 12 1441 1 257 12
File 2 8942 31 4896 1 288 12
File 3 8658 30 4930 1 288 12
File 4 7898 33 3651 1 239 12
File 5 8827 45 2568 1 196 10
File 6 3457 29 1442 1 119 12
File 7 3473 30 1442 1 116 8
File 8 7996 30 2426 1 267 12

Table 3.1. Description of the log files in our dataset, as well as information about
their manual clustering, performed by a system domain expert. Entries is the number
of log entries in the file, delimited by a newline character. |C| represents the number
of clusters defined by the domain expert. |Cmax| and |Cmin| is the number of entries
found in the largest and smallest clusters respectively. Mean and median represents
the mean and median number of entries found among all clusters.

In summary, the data we used in our experiments will help us reveal how well our
algorithm can cluster log files in a manner that domain experts deem useful. Heuris-
tically, an algorithm that could cluster log files in a similar fashion would therefore
be performing well, minimizing the need for time consuming manual searches in the
raw log files, while also being generalized so that it is applicable across different
systems.

3.2.2 External validation

Given the ground truth clustering of our given log files, we would like our algorithm
to produce identical or at least similar clustering instances. This would showcase
the algorithm’s ability to cluster log files in accordance to how domain experts
would consider and group log entries when diagnosing system errors and anomalies.
To estimate this property, we will measure our algorithm with the adjusted Rand
index (ARI) and the adjusted mutual information index (AMI). We will give a
brief explanation of these indices in the following subsections, but a more in-depth
discussion and explanation can be found in the study by Vinh et al. [28]. Concrete
examples are given in section 3.2.4
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Adjusted Rand Index

The adjusted Rand index (ARI) is based on the standard Rand index (RI) The
Rand index can intuitively be described as a way to measure the level of agreement
between two clustering instances. The RI considers the clustered log entries as pairs,
and counts the pairs where both clustering instances agree on respective cluster
memberships. Agreement between the clustering instances occur if an arbitrary
pairing of entries are members of the same cluster in both clustering instances or if
they are in different clusters in both instances. This clustering agreement is then
divided by the the total possible numbers of pairings, which gives us the RI. The
RI is therefore bounded by 0 and 1, where 0 implies a complete disagreement in
clustering similarity, and 1 implies a perfect match.

However, the RI is susceptible to the underlying data’s properties. The amount
of clusters, as well as the distribution of entries among them can greatly influence
the score. For example, grouping all log entries into a single cluster can be viewed
as a very simple and naive approach to clustering log entries. It is in effect not a
clustering at all, since it merely mirrors the log file itself. But if the underlying
data is highly unbalanced and one cluster contains the majority of all log entries,
then the RI would give even this naive clustering a very high score. There would
be almost complete agreement between the two clustering instances, since most log
entries can be considered successfully clustered. The ARI compensates for this fact
by calculating an expected index value based on the distribution of entries between
clusters, which is then used to adjust the regular RI [28]. The expected index value
is the level of agreement that would occur if all entries were assigned to clusters
according to their relative sizes. In this way, random or naively generated clustering
instances will give an ARI score around 0, while the ideal clustering still gives 1 like
the standard RI.

Adjusted Mutual Information Index

The mutual information index (MI) is a measure of dependence between two data
sets, or in our setting, two clustering instances. It is based on concepts found
in probability theory and information theory. The index is an indicator on how
dependent two sets of data is, and consequently also how information about one
clustering can inform us about the other. Highly dependent clustering instances are
optimal in our setting, since we have then successfully clustered the given data in
accordance to the domain experts’ clustering.

Much like the RI, the MI can be vulnerable to the underlying data. Therefore,
we will again use an adjusted form of the MI, called the adjusted mutual information
index (AMI) [28]. The adjustment made to the MI is again an adjustment to chance,
where we have subtracted the expected information index given that the data was
clustered purely through randomness. This offsets some imbalances in the data,
giving AMI scores close to 0 when the clustering instance is as good as random,
negative when it is worse than random, or 1 when it achieves an optimal dependence.
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3.2.3 Internal validation

Our algorithm was also measured through an internal validation criteria, the silhou-
ette coefficient (SC) [3]. Given a clustering instance K where n log entries e1...en

from an arbitrary log file have been clustered, the SC can be calculated according
to equation 3.2.

SC(K) = 1
n

n∑
i=1

b(ei)− a(ei)
max((a(ei)b(ei))

a(e) =
{

1− 1
d−1

∑d
i=1 Gower(e, fi), if d > 1

0, if d = 1
where e, fi ∈ C, e 6= fi and d = |C|

b(e) = 1− 1
d

d∑
i=1

Gower(e, fi)

where fi ∈ C, e /∈ C, d = |C| and C is the cluster with
the lowest average dissimilarity to e where e /∈ C

(3.2)

What we calculate in equation 3.2 is the average dissimilarity of an entry to the
entries of the next closest cluster, subtracted by the entry’s average dissimilarity to
other entries in its designated cluster. This is then divided by the maximum value of
the previous two dissimilarities. Given that the dissimilarity between entries range
from 0 to 1, we know that −1 ≤ SC(K) ≤ 1. A result close to 1 indicates a good
clustering, whereas a result close to −1 indicates a poor clustering. Intuitively, a
good clustering assumes that entries are similar to entries in its own cluster, while
they are as dissimilar as possible to entries of other clusters. As has been discussed,
this measure relies on the evaluated algorithm’s own similarity measure, which of
course makes it biased by the assumptions made by that algorithm.

3.2.4 Examples

To illustrate the measures we utilized to evaluate our algorithm, we will go through
an example. In table 3.2 we see 5 solutions to the clustering problem seen in figure
3.4. Solution Sbad represents a poor clustering, where the elements of each known
cluster is scattered across the found ones. Sall and Sind represent naive solutions,
where we have simply put all entries into one cluster, or where we have given each
entry an individual cluster. Stry represents the “Found” case seen in figure 3.4. The
final solution, Sopt, is the optimal solution and mirrors the true clustering.

20



3.2. EVALUATION

True

Found

abc

321
a-1

abc
bca

321

a-1

acb

acb

bca

bac

cab

bac
cab

b-3

c-0

231

b-3

c-0
231

A B C

D E F G

Figure 3.4. Visualisation of clustering. A total of 10 entries are known to belong to
3 distinct clusters (labeled A, B, and C), where the correct clustering can be found
in the “True” row. The “Found” row shows an example of how it could be clustered
by an estimating algorithm (clusters are labeled (D, E, F, and G).

Entry True Sbad Sall Sind Stry Sopt

abc 0 0 0 0 0 0
acb 0 2 0 1 0 0
bca 0 2 0 2 1 0
bac 0 1 0 3 1 0
cab 0 0 0 4 1 0
321 1 0 0 5 2 1
231 1 2 0 6 3 1
a-1 2 0 0 7 3 2
b-3 2 1 0 8 3 2
c-0 2 2 0 9 3 2

ARI -0.289 ~0.0 ~0.0 0.460 1.0
AMI -0.216 ~0.0 ~0.0 0.438 1.0
SC -0.367 * 0.0 0.04 0.571

Table 3.2. Example of log entries, with a given True clustering, and examples
of how a few solutions S would cluster the entries and be scored according to the
measures we will use in our experiments. The numbers are merely convenient labels
for the clusters, and are independent of each other.

From this small example we see that the external validation strategies seem to give
adequate measurements on how well clustering instances compare to the ground
truth. The bad solution Sbad gave a negative score, which is expected since it has
little resemblance to the true clustering. The naive clustering methods of assigning
entries to one cluster or give each entry an individual cluster overall give roughly the
expected score of 0, whereas the example case from figure 3.4 achieves a generally
higher score. The optimal clustering of course achieves the maximum score. This
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form of validation will therefore give us an indication of how well the developed
algorithm performs in accordance to the domain experts’ manual clustering.

For the internal validation, we have assumed that the dissimilarity between
entries of the same true cluster is 0.3, while the dissimilarity to entries belonging
to another true cluster is 0.7. This is of course highly simplified, and will for real
scenarios naturally depend on the similarity measure employed. In this report we
will utilize the unweighted Gower Index. But for this small example this will suffice,
since we only wish to highlight how different solutions and strategies score in the
different measures. It is important to also note that not even the optimal solution
achieves a full score for the internal validation, simply because there in this case
is some similarity between entries of different true clusters and some dissimilarity
to entries within in the same true cluster. Only in cases where entries have no
intra-cluster dissimilarity, and no inter-cluster similarity will an optimal clustering
achieve a SC of 1. Also note that clustering instances with fewer than 2 clusters,
such as Sall, have undefined silhouette coefficients.
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Results

This chapter will detail key results gathered from the data and performance indices
detailed in section 3.2. We will also compare the generated clustering properties
from our algorithm’s generated clusters to that of the domain expert’s.

4.1 External validation

The highest mean scores for all log files in our dataset are achieved with a similarity
threshold of 0.4 and a merge threshold of 0.7. For these settings, our ARI and AMI
scores of the different log files can be found in table 4.1. We present the results
stemming from these threshold settings as our main results since they achieved
the highest harmonic mean for the ARI and the AMI. However, these threshold
settings were discovered heuristically by automatically running the algorithm on our
data with different threshold settings. It is therefore possible that more extensive
threshold testing can reveal higher scores.

ARI AMI
File 1 0.998 0.965
File 2 0.517 0.617
File 3 0.468 0.531
File 4 0.608 0.685
File 5 0.656 0.702
File 6 0.991 0.934
File 7 0.988 0.925
File 8 0.712 0.731
Mean 0.717 0.745

Standard deviation 0.219 0.158
Table 4.1. Individual and mean scores measured for the log files in our dataset. The
algorithm used the default tokenization and weighting, and was set to use a similarity
threshold of 0.4, and a merge threshold of 0.7
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We see in table 4.1 that our algorithm scores significantly better than a hypothetical
randomized clustering algorithm. As explained in section 3.2.2, such solutions by
definition achieve both an ARI and an AMI score close to 0, which our algorithm
exceeds in our tests. Still, our algorithm’s performance varies extensively across
different log files, as evidenced by the relatively high standard deviation calculated
from the combined scores.

In figures 4.1 and 4.2 we have compared different threshold settings for our default
algorithm against a configured version of our algorithm. The configured version
has utilized the algorithm’s configurable settings detailed in section 3.1 to better
reflect the domain expert’s clustering strategy. That is, we constructed a regular
expression that was known to split the individual log entries into more correct
tokens, which further allowed us to utilize the Gower index’ ability to weight tokens
differently. But as with the default settings, we have not exhaustively explored
all different possible settings, but merely adapted them to how the domain expert
verbally expressed the importance of the different tokens of the log entries. These
charts show us that configuring the algorithm can give a boost in performance,
and especially seems to create a more stable lower bound of minimum performance,
whereas the default algorithm do not show this stability across the tested thresholds.
Raw results from all tested threshold settings for each log file summarized in figures
4.1 and 4.2 can be found in appendices A.1 and A.2 respectively.
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ARI scores

Figure 4.1. ARI scores for the default algorithm as well as a configured version that
utilizes the configurable aspects of our algorithm.
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AMI scores

Figure 4.2. AMI scores for the default algorithm as well as a configured version
that utilizes the configurable aspects of our algorithm.
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The differences between using the configured algorithm and the default is statisti-
cally significant for both the ARI and the AMI scores. Considering a null hypothesis
which states that there is no difference in the ARI and the AMI scores respectively
between the default algorithm and the configured one, we performed a two-tailed
sign-test under a 95% confidence level. Since the configured algorithm scored higher
in both the ARI and the AMI scores for all 8 log files tested, we observe p = 0.0078.
We can therefore reject the null hypothesis that the difference in the ARI or the AMI
scoring between using this configured version and the default version is 0 in this
dataset. This was true even in the case when we fixed the threshold settings for both
algorithm versions to the heuristically optimal settings for the default algorithm.
That is, a similarity threshold of 0.4 and a merge threshold of 0.7.

4.2 Internal validation
The highest SC scores achieved for different threshold settings do not tend to align
with the optimal settings found for the external validation. The highest SC scores
achieved from our tested settings are detailed in table 4.2. These values come from
the default settings at a similarity threshold of 0.4 and merge threshold of 0.3,
and for a similarity threshold of 0.7 and merge threshold of 0.4 for the configured
version.

Default Configured
File 1 0.435 0.438
File 2 0.401 0.423
File 3 0.351 0.385
File 4 0.409 0.468
File 5 0.308 0.407
File 6 0.442 0.446
File 7 0.418 0.416
File 8 0.468 0.478
Mean 0.404 0.432

Standard deviation 0.049 0.034
Table 4.2. Individual and mean SC scores measured for the log files in our dataset.
The default algorithm used a similarity threshold of 0.4 and a merge threshold of 0.3.
The configured algorithm used a similarity threshold of 0.4 and a merge threshold of
0.6.

Overall, the SC measurements do not reveal substantial differences between using
a configured version of the algorithm or the default. Figure 4.3 seems to indicate
slightly better results for the configured algorithm compared to the default. How-
ever, the difference is not statistically significant for a two-tailed sign-test at a 95%
level of confidence. Raw results from all tested threshold settings for each log file
summarized in table 4.2 and figure 4.3 can be found in appendix A.3.
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SC scores

Figure 4.3. SC scores for the default algorithm as well as a configured version that
utilizes the configurable aspects of our algorithm.
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4.3 Clustering properties

We can contrast the properties of our default and configured algorithm version’s
clustering instances against each other, as well as the clustering instances manually
constructed by the domain expert. Tables 4.3 and 4.4 lists the same properties
found in table 3.1, except the values here are extracted from the clustering instances
generated by our default and configured algorithm respectively. The settings are,
as with the main results, taken from the threshold settings where we achieved the
highest mean of the ARI and the AMI. For the default algorithm, the similarity
threshold was 0.4 and the merge threshold 0.7. For the configured algorithm we
used a similarity threshold of 0.5 and a merge threshold of 0.7.

On a surface level, both the default and configured versions of the algorithm
appear to generate clustering instances with similar structure. In particular the
largest clusters are the same in all log files for both versions of the algorithm.
The largest differences can instead be found in the amount of clusters generated,
as well as the mean and median number of entries found in each cluster. The
default algorithm seems to concentrate entries into fewer, larger clusters, whereas
the configured appears to do the opposite, leading to a slightly lower mean and
median value overall.

Neither of the two algorithm versions generate clustering instances that seem
to match the domain expert’s manual clustering in the properties listed in tables
4.3 and 4.4. We can note that both the default and configured versions of our
algorithm have a higher number of clusters for all tested log files when compared to
the manual clustering instances. This also corresponds to the generally lower mean
and median amount of entries found in our algortihm’s clustering instances, and in
particular the sizes of the largest clusters differ by a large margin.

File no. Entries |C| |Cmax| |Cmin| Mean Median
File 1 3079 14 1441 1 219 12
File 2 8942 67 2696 1 133 8
File 3 8658 75 2669 1 115 8
File 4 7898 68 2030 1 116 7
File 5 8827 85 1440 1 85 5
File 6 3457 46 1448 1 75 5
File 7 3473 49 1450 1 70 5
File 8 7996 65 1442 1 123 8

Table 4.3. Meta information extracted from the default algorithm’s outputted clus-
tering instances. The algorithm used a similarity threshold of 0.4 and a merge thresh-
old of 0.7. Entries is the number of log entries in the file, delimited by a newline
character. |C| represents the number of clusters by the algorithm. |Cmax| and |Cmin|
is the number of entries found in the largest and smallest clusters respectively. Mean
and median represents the mean and median number of entries found among all
clusters.
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File no. Entries |C| |Cmax| |Cmin| Mean Median
File 1 3079 14 1441 1 219 12
File 2 8942 70 2696 1 127 8
File 3 8658 75 2669 1 115 7
File 4 7898 71 2030 1 111 7
File 5 8827 116 1440 1 76 4
File 6 3457 50 1448 1 69 4
File 7 3473 53 1450 1 65 4
File 8 7996 67 1442 1 119 8

Table 4.4. Meta information extracted from the configured algorithm’s outputted
clustering instances. The algorithm used a similarity threshold of 0.5 and a merge
threshold of 0.7. Entries is the number of log entries in the file, delimited by a
newline character. |C| represents the number of clusters generated by the algorithm.
|Cmax| and |Cmin| is the number of entries found in the largest and smallest clusters
respectively. Mean and median represents the mean and median number of entries
found among all clusters.
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Discussion

This chapter will review the results from chapter 4, discussing how they can be
interpreted and put into context of the overall goal of the project. Limitations
of this project and future work is also touched upon, as well as some concluding
remarks.

5.1 Test implications

From our results we have seen that there is some promise for limiting the use of
assumptions and explicit domain knowledge when analyzing log files. Our algo-
rithm outperforms hypothetical naive approaches in our experiments, since these
by definition achieve scores close to 0 for our performance measures. This can be
regarded as a minimum of viable performance. We have seen results that clearly
outperform naive approaches for all tested log files, and also show agreement with
manual clustering performed by domain experts. This therefore indicates that our
clustering approach is potentially a good approximation and automatization of how
domain experts would cluster log files manually.

Yet the variance in scoring evident from our results is quite high for both the
ARI and the AMI. This high variance stems mostly from log files where we achieve
an unusually high score. For example, two of our tested log files achieved a close
to optimal clustering according to both the ARI and the AMI, while the others
seemed to lie between 0.5 and 0.7. The results themselves are encouraging, but a
more consistent and stable scoring would be better evidence of a well-functioning
algorithm. Since we wish it to function well across all types of systems, the fact that
it achieves such a varied scoring for log files that we know only exhibit differences
in encountered anomalies and errors might be problematic, and requires further
investigation. Finding a stable lower and upper bound would be beneficial in this
regard, though such a lower and upper bound of performance is likely difficult to
establish in this problem setting, since the underlying data and even the ground
truth varies to a large extent.

The tested settings of our algorithm also revealed a rather sharp performance
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cliff for both the similarity and merge thresholds. At a certain point, the amount
of clusters generated in our clustering instances would increase dramatically. In our
dataset, this threshold point seemed to lie above 0.7. With a higher merge thresh-
old, our developed algorithm would form a very large amount of clusters, each
containing very few entries and thus achieving a poor score. This is likely caused
by an upper bound that our similarity measure encounters. Since our algorithm
assumes that a certain ratio of the tokens in the log entries are fixed and the others
variable, these sharp increases in the amount of clusters likely come from the upper
limit of the fixed ratio of tokens within log entries. An ideal value for the thresh-
old settings might therefore lie somewhere beneath this upper bound, though the
value is unlikely to be the same across the different log entries since they are often
of varying length. Higher threshold settings are at least very unlikely to produce
useful clustering results, and would tend to assign each log entry to an individual
cluster.

Another result of our experiments showed that there is a statistical difference be-
tween using the default clustering and one which utilizes the configurable aspects
of our algorithm. This is in line with previous work where we have seen successful
utilization of domain knowledge to analyze log files. While we had hoped that our
default algorithm would perform as well as a configured algorithm, the assumptions
and domain knowledge that is utilized in our configured algorithm is only optional,
and can thus easily be changed or omitted in different problem settings.

Moreover, the highest scores achieved for external validation was achieved at a
relatively low similarity threshold around 0.4-0.5 for both the configured and de-
fault version of the algorithm. Similarly, the merge threshold showed an agreement
between the configured and default versions of the algorithm. For the external val-
idation, a relatively high merge threshold of 0.7 yielded the highest external score.
Since a high merge threshold ensures fewer cluster merges, it is possible that the
amount of variable length log entries of the same type are relatively few in our
tested log files. If few or no such entries exist, the cluster merge function merely
risks merging clusters that only share uninformative similarities.

Despite the statistical difference between the two algorithms, it was difficult to
see the difference in broad terms, as evident in section 4.3. Both the default and
the configured version of the algorithm generated similar amounts of clusters, which
in turn seemed to have similar structure. There were also considerable differences
between the domain expert’s manual clustering of the log files to those generated by
our algorithm. In general, our algorithm created too many clusters. This suggests
that the algorithm might benefit from a less strict division of clusters. However,
we already know that merely lowering the similarity or merge thresholds did not
improve our scoring, as seen in appendices A.1 and A.2. A more advanced form of
merging generated clusters might therefore be necessary.

From cursory studies of the domain expert’s clustering, some of the larger clus-
ters are comprised of paired or related entries. For example, in all of the log files
tested, the entries generated from a user logging in to a system and later closing the
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connection was grouped into one by the domain expert. Several log entries in our
tested log files appeared related in this or similar ways, for example because they
were caused by the same error introduced in the system, due to causal relations or
because they were regularly generated by the system at fixed time intervals. The
cluster sizes themselves might therefore be an interesting aspect to consider when
merging clusters.

While we saw differences in performance in the external validation, from the per-
spective of our internal validation criteria there is interestingly no statistically sig-
nificant difference between using the default algorithm and a configured one. The
fact that our internal and external validation criteria disagree is another interesting
result of our tests. This shows that our model of approaching the clustering problem
might not be entirely in line with how the domain experts in our tests would rank
a clustering. If our approach and especially similarity measure fully matched the
domain experts, the two validation criteria might have aligned better when scoring
the clustering instances. From this divergence we are further strengthened in the
conclusion that the algorithm contains room for improvements.

Bearing in mind the difficulty in obtaining and constructing useful data for
external validation, an internal validation method that aligns better with the limited
external data available could also be beneficial as a cornerstone for improving our
algorithm. Since the internal validation is much easier to conduct compared to the
external validation, a better alignment might preclude or at least lessen the need
for ground truth data.

Although the external validation should likely be a main guide when designing
and evaluating clustering algorithms, we must also keep in mind that domain experts
are not faultless. What they may deem as important clustering criteria may not
actually benefit them or others when diagnosing anomalously behaving systems.
Given the complex nature of modern computer systems it is unlikely that any one
domain expert can discern in advance what log entries should be considered similar,
let alone how they rank by importance or relate to each other.

Furthermore, since there is an exploratory element to log file analysis, given that
every log file is unique, it is likely impossible and even undesirable that an algorithm
adheres to a strict set of rules. As we saw in chapter 2, systems change over time
and any generally applicable algorithm must to some capacity be flexible enough
to reflect and adapt to changes, which would also likely entail a less than optimal
overall performance. A well-performing algorithm may therefore not necessarily be
one that imitates the domain experts, but rather one that presents the information
in a new way or from a different perspective.

With all this said, the conclusions drawn from our results must also be regarded with
some moderation. Considering the limited scope of these experiments, we cannot
conclusively claim that our algorithm will perform similarly across a majority of
untested systems. These tests have been conducted with a rather small set of log
files. Given the vast and diverse setting of log analysis, our results are mainly
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expressing the possibility that clustering algorithms for log analysis tools can be
designed with more generalized assumptions that still achieve an acceptable result
with regards to domain experts’ knowledge of the system at hand. It is clear that
further experiments are needed to strengthen the claim that algorithms with a
goal of general applicability across different systems are possible and worthwhile to
design and use.

5.2 Future work

This project has revealed several avenues to expand upon the work presented in this
report.Our algorithm is currently subject to a number of limitations, which can be
relaxed in future improvements.

One issue is that of multiline log entries. Many systems can output log files
where log entries are not necessarily contained within one line in the log file, as
assumed in this project. The presence of these multiline log entries will likely create
a number of clusters that make little sense on their own, since information that
should be concentrated is spread among several clusters. Our developed algorithm
could theoretically deal with this issue already, provided that the multiline entries
of a given log file can be assumed to always matched against one or more regular
expressions. It is however unlikely that all or even most log files can be assumed to
meet this criteria. A more advanced parsing strategy, where the log files are scanned
for log entries spanning multiple lines might be necessary to remedy this situation.
Yet such a refinement might in turn reduce the algorithm’s ability to function well
across different systems since these multiline entries are likely to be system specific.
The difficult balancing act between maintaining general applicability across different
systems while also achieving a high precision is especially apparent in this particular
issue.

The similarity measure is also a key area where improvements can be made.
Since there exists a plethora of different measures, it would be interesting to im-
plement more of these. Implementing interchangeable similarity measures would
not only aid in the algorithm’s ability to function well across systems and situ-
ations, but would perhaps also cater better to different preferences and purposes
of clustering a log file. Since different similarity measures have different goals and
properties, clustering a log file through several similarity measures would likely yield
more interesting results when diagnosing log files.

One could also imagine that any used similarity measure could be customized
further with more advanced similarity calculations. While the Gower index cal-
culates a match between tokens with binary results of either matching or non-
matching, with an optional weighting, more advanced scoring is certainly conceiv-
able. For example, log entries almost always contain time stamps, which will seldom
if ever match, making them essentially useless in our algorithm. One could instead
utilize a scaling similarity measure in this case, increasing the similarity score when
entries are close in time, and lowered when they are temporally far apart. The same
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can be said for other token types, such as IP addresses, where addresses in different
subnetworks might score higher similarity than those from other subnetworks.

As we have seen, a more advanced merge function might also lead to improved
results. We saw that our algorithm generally produced larger numbers of clusters
when compared to the domain expert’s clustering. Our algorithm could therefore
certainly be improved to better merge these superfluous clusters into others. Since
many log entries are related, for example because they are generated due to the
same anomaly, due to causal relations or because they are generated at fixed time
intervals, the cluster sizes might be an interesting aspect to consider.

The cluster representatives used in this project is also a heuristic that most
likely had an adverse effect on the scoring. Basing similarity comparisons on a
single entry in a cluster can clearly cause issues if most other cluster members are
different. While all members of a cluster are at least as similar to their cluster
representative as the predefined similarity threshold, they can still differ in different
parts against one another. This can in certain cases yield highly muddled clusters
were members overall share few tokens. Two immediately obvious solutions exist
for this problem. One simple solution would be to enforce a finer grained similarity
comparison. That is, either comparing an entry to all or at least more entries in
the cluster, rather than a single representative. This would however as discussed
probably lead to unacceptable computational expenses. A second approach would
be to find a better representative of clusters. A representative could for example be
constructed iteratively as entries are added to the cluster, where it would represent
some sort of “average” entry. This might produce a more accurate clustering, and
could perhaps be implemented to be less computationally expensive. Still, given
that many parts of a log entry are categorical, even defining a useful “average” rep-
resentative is a daunting task, and iteratively changing this “average” representative
might retroactively invalidate entries that were previously added.

Another area which might be expanded upon is to introduce learning in some
form. Provided that a domain expert correctly identifies a key cluster that is as-
sociated with a specific error or anomaly, a learning algorithm could be leveraged
to ensure that future scans of other log files highlights any presence of previously
identified important clusters. This could automate certain aspects of system diag-
nostics, and would potentially help identify many frequent or common errors. It
would also not require much manual effort, except for the initial identification of
the problem or anomaly.

A final important avenue to explore is the feasibility of using the algorithm for a
real world application. This would require several additional components and sub-
stantial work. For one, the clustering instance generated by the algorithm would
have to be presented visually in some form to potential users, which is neither en-
tirely intuitive nor trivial to design. Secondly, the algorithm’s runtime performance
and scalability would need to be investigated thoroughly. Lastly it might require
several comprehensive user studies, which as has been discussed would require con-
siderable effort to be made useful.
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5.3 Conclusion
In summary, we have seen indications that an algorithm with more limited or general
assumptions about the underlying log file data has applicability for log file analysis in
accordance to the views of system domain experts. However, further investigation
and development is needed to strengthen our findings. We have also seen that
domain knowledge can improve results, and that any log analysis tool that utilizes
an algorithm such as the one presented in this project should strive for general
applicability across systems by allowing, but not relying on, the utilization of domain
knowledge and system specific information.
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Appendix A

Raw data results

A.1 Adjusted Rand index

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.1 0.1 0.1310 0.3616 0.0074 0.1710 0.3486 0.1471 0.1472 0.2539
0.1 0.2 0.1680 0.3577 0.5416 0.2366 0.1839 0.3767 0.3363 0.2720
0.1 0.3 0.1799 0.4182 0.5614 0.4991 0.3374 0.3493 0.3493 0.3671
0.1 0.4 0.1799 0.4241 0.4512 0.4596 0.4077 0.3486 0.5585 0.4415
0.1 0.5 0.1799 0.4122 0.4088 0.4604 0.4084 0.3886 0.3500 0.3765
0.1 0.6 0.1799 0.4183 0.3931 0.4648 0.4097 0.3493 0.3493 0.3762
0.1 0.7 0.9876 0.5260 0.3237 0.5346 0.5671 0.9747 0.9715 0.4844
0.2 0.1 0.1064 0.4014 -0.0463 0.1080 0.1082 0.1592 0.1598 0.3075
0.2 0.2 0.1484 0.3116 0.3124 0.1506 0.2298 0.3311 0.2332 0.4821
0.2 0.3 0.1841 0.2792 0.2693 0.3612 0.3351 0.3560 0.3552 0.4461
0.2 0.4 0.1842 0.2671 0.3301 0.3533 0.3937 0.3463 0.3551 0.4397
0.2 0.5 0.1839 0.2601 0.2935 0.3536 0.3944 0.3558 0.3032 0.4397
0.2 0.6 0.1839 0.2637 0.3242 0.3633 0.3935 0.3558 0.3550 0.4397
0.2 0.7 0.9907 0.3696 0.3274 0.5010 0.5544 0.9813 0.9771 0.5418
0.3 0.1 0.1084 0.4382 0.0243 0.4936 0.1841 0.2291 0.1819 0.2683
0.3 0.2 0.1964 0.5676 0.6829 0.6621 0.5430 0.3311 0.3308 0.6744
0.3 0.3 0.1965 0.4724 0.4390 0.4844 0.5486 0.3680 0.3692 0.5528
0.3 0.4 0.1962 0.5334 0.5290 0.5542 0.5670 0.3678 0.3692 0.5906
0.3 0.5 0.1962 0.4186 0.4484 0.4552 0.5175 0.3679 0.3689 0.5336
0.3 0.6 0.1962 0.4096 0.4343 0.4599 0.5025 0.3677 0.3691 0.5332
0.3 0.7 0.9983 0.5169 0.4484 0.5570 0.6558 0.9910 0.9884 0.6735
0.4 0.1 0.1084 0.8021 0.0049 0.5041 0.1748 0.1462 0.1506 0.3037
0.4 0.2 0.1964 0.5277 0.6056 0.3811 0.5821 0.3310 0.3308 0.6443
0.4 0.3 0.1965 0.4458 0.4094 0.4787 0.5725 0.3682 0.3694 0.5518
0.4 0.4 0.1962 0.5400 0.3943 0.5612 0.5518 0.3679 0.3691 0.6039
0.4 0.5 0.1962 0.4116 0.4810 0.4554 0.5193 0.3678 0.3688 0.5474
0.4 0.6 0.1960 0.4108 0.4810 0.4599 0.5079 0.3678 0.3690 0.5471
0.4 0.7 0.9983 0.5174 0.4680 0.6078 0.6564 0.9911 0.9883 0.7116
0.5 0.1 0.0895 0.5660 0.3543 0.5113 0.2513 0.2326 0.2466 0.3005
0.5 0.2 0.1484 0.5343 0.6280 0.5836 0.5905 0.3308 0.3307 0.7174
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S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.5 0.3 0.1962 0.5131 0.4287 0.5356 0.5323 0.3680 0.3693 0.5991
0.5 0.4 0.1960 0.5307 0.4994 0.5526 0.5328 0.3676 0.3688 0.6188
0.5 0.5 0.1962 0.4139 0.4796 0.4589 0.5199 0.3677 0.3689 0.5482
0.5 0.6 0.1962 0.4140 0.4766 0.4635 0.5084 0.3678 0.3689 0.5479
0.5 0.7 0.9986 0.5149 0.4725 0.6047 0.6593 0.9913 0.9886 0.7093
0.6 0.1 0.0763 0.4090 0.1448 0.3281 0.2336 0.2129 0.1495 0.2621
0.6 0.2 0.1956 0.4204 0.4182 0.4965 0.4981 0.3311 0.3539 0.5913
0.6 0.3 0.1964 0.3449 0.4195 0.4825 0.4759 0.3549 0.3691 0.5728
0.6 0.4 0.1962 0.4963 0.4525 0.5249 0.5262 0.3706 0.3744 0.5815
0.6 0.5 0.1964 0.4060 0.4887 0.4550 0.4752 0.3707 0.9886 0.5380
0.6 0.6 0.1963 0.2545 0.2244 0.3324 0.4207 0.3549 0.3745 0.4490
0.6 0.7 0.9986 0.3646 0.2936 0.4748 0.5700 0.9933 0.7968 0.6286
0.7 0.1 0.0763 0.4902 0.1260 0.3560 0.1933 0.1921 0.2060 0.3387
0.7 0.2 0.1484 0.4102 0.2342 0.5059 0.3263 0.3310 0.3466 0.5870
0.7 0.3 0.1964 0.3451 0.3603 0.5090 0.5074 0.3678 0.3690 0.5579
0.7 0.4 0.1961 0.4681 0.2467 0.5161 0.5267 0.3705 0.3744 0.5661
0.7 0.5 0.1964 0.4146 0.3970 0.4598 0.6340 0.3706 0.3746 0.5405
0.7 0.6 0.1963 0.2652 0.3358 0.3331 0.4250 0.3705 0.3745 0.6424
0.7 0.7 0.9986 0.3627 0.2601 0.4739 0.5611 0.9970 0.9971 0.6022

Figure A.1. Raw ARI scores for the default algorithm using various similarity and
threshold settings. C is an identifier for the setting, S is the similarity threshold, M
is the merge threshold.

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.1 0.1 0.1367 0.5494 0.3918 0.4603 0.5612 0.2535 0.2534 0.4283
0.1 0.2 0.1842 0.4513 0.4042 0.4807 0.5066 0.3509 0.3505 0.4748
0.1 0.3 0.1840 0.4469 0.3967 0.4831 0.4787 0.3515 0.3508 0.4205
0.1 0.4 0.1840 0.4459 0.5179 0.4819 0.5074 0.3510 0.3504 0.4189
0.1 0.5 0.1840 0.4424 0.5261 0.4816 0.5160 0.3509 0.3503 0.4197
0.1 0.6 0.1839 0.4424 0.5261 0.4861 0.5110 0.3510 0.3503 0.4185
0.1 0.7 0.9906 0.5518 0.5292 0.6345 0.6765 0.9780 0.9738 0.6337
0.2 0.1 0.1367 0.5588 0.3907 0.4557 0.5232 0.2536 0.2534 0.6094
0.2 0.2 0.1964 0.4499 0.4228 0.4858 0.4879 0.3653 0.3645 0.6446
0.2 0.3 0.1962 0.4518 0.4007 0.4876 0.5136 0.3656 0.3648 0.5934
0.2 0.4 0.1962 0.4506 0.5211 0.4863 0.5168 0.3652 0.3643 0.5618
0.2 0.5 0.1960 0.4470 0.5290 0.4860 0.5224 0.3649 0.3641 0.5612
0.2 0.6 0.1959 0.4470 0.5290 0.4905 0.5237 0.3649 0.3641 0.5478
0.2 0.7 0.9980 0.5544 0.5315 0.6370 0.6804 0.9885 0.9844 0.7259
0.3 0.1 0.1367 0.5510 0.6731 0.7230 0.5633 0.2536 0.2534 0.4336
0.3 0.2 0.1964 0.7125 0.6913 0.6986 0.7057 0.3650 0.3741 0.7979
0.3 0.3 0.1964 0.5756 0.6626 0.5376 0.5961 0.3695 0.3699 0.6147
0.3 0.4 0.1964 0.5676 0.6533 0.5837 0.5988 0.3681 0.3693 0.6256
0.3 0.5 0.1962 0.5635 0.6525 0.5334 0.5904 0.3721 0.3698 0.6203
0.3 0.6 0.1961 0.4452 0.5308 0.4916 0.5362 0.3679 0.3691 0.5507
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S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.3 0.7 0.9984 0.5523 0.5307 0.6334 0.6875 0.9917 0.9925 0.7308
0.4 0.1 0.1367 0.5569 0.5363 0.6801 0.5788 0.2536 0.2534 0.4374
0.4 0.2 0.1964 0.7119 0.6915 0.9637 0.6876 0.3646 0.3638 0.7987
0.4 0.3 0.1962 0.5766 0.6569 0.5391 0.6017 0.3686 0.3697 0.6148
0.4 0.4 0.1966 0.5675 0.6540 0.5847 0.5993 0.3684 0.3696 0.6262
0.4 0.5 0.1964 0.5639 0.6531 0.5841 0.6012 0.3681 0.3693 0.6209
0.4 0.6 0.1963 0.4447 0.5305 0.4918 0.5362 0.3681 0.3692 0.5508
0.4 0.7 0.9985 0.5523 0.5228 0.6394 0.6840 0.9912 0.9885 0.7310
0.5 0.1 0.1367 0.5539 0.6736 0.6801 0.6610 0.2536 0.2534 0.4343
0.5 0.2 0.1964 0.7091 0.6929 0.6980 0.7094 0.3646 0.3638 0.7983
0.5 0.3 0.1962 0.5777 0.5478 0.5391 0.5988 0.3685 0.3697 0.5815
0.5 0.4 0.1966 0.5706 0.6569 0.7357 0.6006 0.3711 0.3750 0.6277
0.5 0.5 0.1964 0.5714 0.5448 0.5867 0.6000 0.3709 0.3748 0.6089
0.5 0.6 0.1963 0.4488 0.4194 0.4927 0.5360 0.3709 0.3748 0.5513
0.5 0.7 0.9985 0.5563 0.5319 0.6401 0.6874 0.9934 0.9928 0.7308
0.6 0.1 0.1367 0.5535 0.4531 0.6828 0.6013 0.2542 0.2541 0.4295
0.6 0.2 0.1964 0.6328 0.7243 0.6742 0.6163 0.3641 0.3640 0.7600
0.6 0.3 0.1963 0.4191 0.5323 0.5068 0.5603 0.3686 0.3698 0.6032
0.6 0.4 0.1966 0.5720 0.6584 0.5883 0.5728 0.3711 0.3750 0.6209
0.6 0.5 0.1963 0.6780 0.5416 0.5212 0.5622 0.3707 0.3746 0.6155
0.6 0.6 0.1962 0.4244 0.3948 0.4725 0.4856 0.3761 0.3807 0.5362
0.6 0.7 0.9984 0.5315 0.5067 0.6191 0.6469 0.9976 0.9976 0.7153
0.7 0.1 0.1367 0.5169 0.7201 0.4834 0.5985 0.2537 0.2549 0.5652
0.7 0.2 0.1964 0.5546 0.6851 0.5784 0.7508 0.3646 0.3638 0.6872
0.7 0.3 0.1964 0.5456 0.5223 0.4898 0.5589 0.3688 0.3810 0.6046
0.7 0.4 0.1966 0.5720 0.6574 0.5883 0.6014 0.3711 0.3750 0.6209
0.7 0.5 0.1964 0.5346 0.5048 0.5573 0.5488 0.3708 0.3803 0.5550
0.7 0.6 0.1963 0.4496 0.4204 0.4935 0.5180 0.3762 0.3807 0.5479
0.7 0.7 0.9994 0.5171 0.4906 0.6072 0.6385 0.9984 0.9984 0.6921

Figure A.2. Raw AMI scores for the configured algorithm using various similarity
and threshold settings. C is an identifier for the setting, S is the similarity threshold,
M is the merge threshold.

A.2 Adjusted mutual information index

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.1 0.1 0.1645 0.4902 0.1688 0.2189 0.3427 0.1732 0.1732 0.3385
0.1 0.2 0.2353 0.5434 0.5803 0.4106 0.2795 0.5180 0.4201 0.3852
0.1 0.3 0.2549 0.5471 0.6116 0.6366 0.4312 0.4446 0.4442 0.5525
0.1 0.4 0.2549 0.5480 0.5746 0.6427 0.5382 0.4444 0.6284 0.6119
0.1 0.5 0.2549 0.5485 0.5362 0.6472 0.5405 0.5563 0.4460 0.5721
0.1 0.6 0.2549 0.5633 0.5189 0.6606 0.5415 0.4454 0.4449 0.5720
0.1 0.7 0.9135 0.6140 0.4750 0.6398 0.6634 0.8495 0.8434 0.6392

43



APPENDIX A. RAW DATA RESULTS

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.2 0.1 0.1473 0.5065 0.2836 0.3058 0.1739 0.1828 0.1963 0.4102
0.2 0.2 0.2309 0.5311 0.5200 0.4017 0.3921 0.4379 0.4628 0.6672
0.2 0.3 0.2855 0.5120 0.4691 0.6025 0.5294 0.4933 0.4894 0.6567
0.2 0.4 0.2843 0.4973 0.4909 0.5823 0.6113 0.4971 0.4903 0.6430
0.2 0.5 0.2851 0.4794 0.4548 0.5817 0.6116 0.4938 0.5894 0.6417
0.2 0.6 0.2851 0.4850 0.4809 0.5943 0.6107 0.4938 0.4902 0.6374
0.2 0.7 0.9444 0.5379 0.4851 0.6379 0.6509 0.9011 0.8908 0.6443
0.3 0.1 0.1527 0.4793 0.2437 0.4586 0.3030 0.2648 0.2388 0.3368
0.3 0.2 0.3083 0.7285 0.6576 0.6747 0.7213 0.4521 0.4551 0.8124
0.3 0.3 0.3151 0.6492 0.5442 0.6489 0.7361 0.5327 0.5329 0.7437
0.3 0.4 0.3097 0.6482 0.5514 0.7040 0.7324 0.5376 0.5347 0.7429
0.3 0.5 0.3143 0.5812 0.5344 0.6123 0.6908 0.5338 0.5388 0.7081
0.3 0.6 0.3143 0.5743 0.5113 0.6487 0.6788 0.5372 0.5346 0.7061
0.3 0.7 0.9645 0.6175 0.5336 0.6522 0.7043 0.9342 0.9299 0.7112
0.4 0.1 0.1527 0.6366 0.1572 0.4947 0.3141 0.1889 0.1930 0.3732
0.4 0.2 0.3073 0.6586 0.6516 0.6179 0.7495 0.4515 0.4555 0.7921
0.4 0.3 0.3151 0.6287 0.5587 0.6800 0.7498 0.5366 0.5390 0.7407
0.4 0.4 0.3097 0.6530 0.5004 0.7058 0.7231 0.5417 0.5441 0.7593
0.4 0.5 0.3143 0.5784 0.5564 0.6386 0.6944 0.5414 0.5396 0.7215
0.4 0.6 0.3093 0.5766 0.5559 0.6465 0.6841 0.5414 0.5438 0.7195
0.4 0.7 0.9645 0.6167 0.5305 0.6847 0.7020 0.9343 0.9245 0.7306
0.5 0.1 0.1210 0.6826 0.4466 0.5057 0.3546 0.2837 0.2739 0.3687
0.5 0.2 0.2314 0.6507 0.7000 0.6807 0.7142 0.4428 0.4507 0.8178
0.5 0.3 0.3095 0.6954 0.5971 0.7351 0.7399 0.5341 0.5358 0.7997
0.5 0.4 0.3106 0.6415 0.5988 0.6992 0.7186 0.5387 0.5405 0.7815
0.5 0.5 0.3202 0.5819 0.5553 0.6414 0.6905 0.5445 0.5479 0.7188
0.5 0.6 0.3224 0.5826 0.5526 0.6498 0.6828 0.5476 0.5478 0.7179
0.5 0.7 0.9420 0.6116 0.5410 0.6753 0.7022 0.9154 0.9081 0.7208
0.6 0.1 0.0964 0.6110 0.3531 0.5096 0.3354 0.2278 0.1838 0.3931
0.6 0.2 0.2894 0.6430 0.5483 0.6792 0.7135 0.4500 0.4896 0.7958
0.6 0.3 0.3148 0.5814 0.5669 0.6848 0.6868 0.5498 0.5354 0.7623
0.6 0.4 0.3143 0.5983 0.5627 0.6733 0.6978 0.5449 0.5515 0.7338
0.6 0.5 0.3275 0.5544 0.5692 0.6314 0.6366 0.5530 0.9183 0.7005
0.6 0.6 0.3358 0.4762 0.4117 0.5594 0.5850 0.5727 0.5639 0.6279
0.6 0.7 0.9154 0.5314 0.4527 0.6009 0.6079 0.8989 0.7609 0.6635
0.7 0.1 0.0964 0.6287 0.3922 0.5319 0.2983 0.2143 0.2323 0.4349
0.7 0.2 0.2314 0.6234 0.4484 0.6968 0.5458 0.4479 0.4755 0.7958
0.7 0.3 0.3148 0.5829 0.5342 0.6821 0.7185 0.5329 0.5346 0.7455
0.7 0.4 0.3124 0.6012 0.4756 0.6869 0.6883 0.5454 0.5515 0.7200
0.7 0.5 0.3256 0.5801 0.5341 0.6415 0.6689 0.5534 0.5614 0.7063
0.7 0.6 0.3358 0.4967 0.4798 0.5606 0.5932 0.5582 0.5639 0.6819
0.7 0.7 0.9154 0.5233 0.4260 0.5938 0.5734 0.8812 0.8842 0.5845

Figure A.3. Raw AMI scores for the default algorithm using various similarity and
threshold settings. C is an identifier for the setting, S is the similarity threshold, M
is the merge threshold.
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A.2. ADJUSTED MUTUAL INFORMATION INDEX

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.1 0.1 0.2101 0.6512 0.5946 0.6509 0.6490 0.3220 0.3209 0.5847
0.1 0.2 0.2840 0.6534 0.6012 0.7025 0.6447 0.4819 0.4910 0.6814
0.1 0.3 0.2836 0.6426 0.5866 0.7048 0.7103 0.4982 0.4970 0.6903
0.1 0.4 0.2836 0.6303 0.6279 0.6902 0.7047 0.4992 0.4999 0.6907
0.1 0.5 0.2836 0.6117 0.6247 0.6820 0.7106 0.5010 0.4991 0.6914
0.1 0.6 0.2831 0.6106 0.6244 0.6893 0.6953 0.5054 0.5049 0.6924
0.1 0.7 0.9422 0.6545 0.6254 0.7273 0.7318 0.9083 0.9016 0.7354
0.2 0.1 0.2101 0.6754 0.5942 0.6435 0.6062 0.3234 0.3223 0.7381
0.2 0.2 0.3096 0.6523 0.6085 0.7134 0.6476 0.5206 0.5203 0.7987
0.2 0.3 0.3095 0.6517 0.5914 0.7123 0.7221 0.5268 0.5263 0.8037
0.2 0.4 0.3095 0.6389 0.6350 0.6975 0.7215 0.5298 0.5292 0.7579
0.2 0.5 0.3090 0.6188 0.6320 0.6875 0.7141 0.5288 0.5282 0.7503
0.2 0.6 0.3086 0.6170 0.6315 0.6937 0.7105 0.5345 0.5336 0.7283
0.2 0.7 0.9657 0.6592 0.6309 0.7304 0.7348 0.9368 0.9296 0.7561
0.3 0.1 0.2101 0.6554 0.6716 0.6655 0.6332 0.3240 0.3228 0.5884
0.3 0.2 0.3096 0.8068 0.7775 0.7760 0.7530 0.5114 0.5350 0.8383
0.3 0.3 0.3140 0.7483 0.7516 0.7499 0.7796 0.5427 0.5414 0.8305
0.3 0.4 0.3140 0.7150 0.7155 0.7656 0.7895 0.5422 0.5441 0.8121
0.3 0.5 0.3136 0.6858 0.7020 0.7117 0.7544 0.5506 0.5459 0.7910
0.3 0.6 0.3132 0.6173 0.6316 0.6928 0.7304 0.5465 0.5480 0.7311
0.3 0.7 0.9647 0.6558 0.6295 0.7125 0.7422 0.9351 0.9347 0.7566
0.4 0.1 0.2101 0.6749 0.6972 0.7002 0.6570 0.3240 0.3228 0.6085
0.4 0.2 0.3096 0.7937 0.7775 0.9259 0.7579 0.5202 0.5212 0.8400
0.4 0.3 0.3095 0.7504 0.7380 0.7679 0.8276 0.5394 0.5389 0.8309
0.4 0.4 0.3214 0.7165 0.7166 0.7652 0.7908 0.5476 0.5492 0.8124
0.4 0.5 0.3210 0.6870 0.7007 0.7499 0.7759 0.5463 0.5479 0.7914
0.4 0.6 0.3206 0.6177 0.6305 0.6926 0.7295 0.5515 0.5530 0.7324
0.4 0.7 0.9738 0.6557 0.6120 0.7263 0.7348 0.9411 0.9380 0.7578
0.5 0.1 0.2101 0.6626 0.6716 0.7002 0.6485 0.3240 0.3228 0.5907
0.5 0.2 0.3096 0.7990 0.7864 0.7745 0.7695 0.5202 0.5200 0.8430
0.5 0.3 0.3095 0.7467 0.7022 0.7679 0.7881 0.5371 0.5389 0.7963
0.5 0.4 0.3214 0.7163 0.7165 0.7970 0.7833 0.5509 0.5577 0.8129
0.5 0.5 0.3210 0.7017 0.6628 0.7507 0.7665 0.5530 0.5586 0.7702
0.5 0.6 0.3206 0.6279 0.5884 0.6933 0.7235 0.5583 0.5636 0.7314
0.5 0.7 0.9738 0.6654 0.6313 0.7270 0.7353 0.9415 0.9387 0.7552
0.6 0.1 0.2101 0.6654 0.6364 0.7020 0.6847 0.3238 0.3227 0.5892
0.6 0.2 0.3096 0.7456 0.7567 0.7836 0.8145 0.4980 0.5249 0.8527
0.6 0.3 0.3123 0.6228 0.6819 0.7272 0.7802 0.5384 0.5403 0.8122
0.6 0.4 0.3214 0.7186 0.7188 0.7662 0.7549 0.5506 0.5574 0.7995
0.6 0.5 0.3206 0.7328 0.6580 0.7002 0.7346 0.5520 0.5576 0.7734
0.6 0.6 0.3200 0.5970 0.5583 0.6632 0.6563 0.5800 0.5862 0.7036
0.6 0.7 0.9661 0.6355 0.6018 0.6986 0.6786 0.9330 0.9305 0.7307
0.7 0.1 0.2101 0.6594 0.6811 0.6594 0.6845 0.3266 0.3282 0.6493
0.7 0.2 0.3096 0.6847 0.7670 0.7590 0.8292 0.5194 0.5191 0.8447
0.7 0.3 0.3140 0.7010 0.6711 0.7218 0.7783 0.5421 0.5615 0.8134
0.7 0.4 0.3214 0.7193 0.7163 0.7673 0.7834 0.5520 0.5576 0.7995
0.7 0.5 0.3210 0.6709 0.6304 0.7209 0.7265 0.5526 0.5687 0.7283
0.7 0.6 0.3203 0.6273 0.5880 0.6915 0.7023 0.5802 0.5864 0.7176
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APPENDIX A. RAW DATA RESULTS

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.7 0.7 0.9633 0.6161 0.5787 0.6818 0.6585 0.9296 0.9269 0.6956

Figure A.4. Raw AMI scores for the configured algorithm using various similarity
and threshold settings. C is an identifier for the setting, S is the similarity threshold,
M is the merge threshold.

A.3 Silhouette coefficient

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.1 0.1 -0.0489 0.1227 0.2904 0.1408 0.2251 -0.0486 -0.0278 0.1045
0.1 0.2 0.4352 0.2365 0.2526 0.1615 0.1653 0.1547 0.2317 0.1373
0.1 0.3 0.4208 0.1702 0.2240 0.1966 0.1389 0.1434 0.1250 0.2247
0.1 0.4 0.4208 0.1287 0.2380 0.1902 0.1021 0.1939 0.0161 0.0782
0.1 0.5 0.4208 0.0634 0.2103 0.1909 0.0939 0.0667 0.1209 0.1954
0.1 0.6 0.4208 0.1704 0.1800 0.1995 0.0910 0.1522 0.1351 0.1798
0.1 0.7 0.3890 0.2038 0.1076 0.1483 0.0796 0.2137 0.1796 0.1408
0.2 0.1 -0.0036 0.2413 0.1779 0.1589 0.1212 0.1427 -0.0096 0.1167
0.2 0.2 0.5029 0.2301 0.2251 0.3024 0.1798 0.2535 0.1507 0.3901
0.2 0.3 0.4384 0.3144 0.3054 0.3151 0.3022 0.3355 0.3154 0.3863
0.2 0.4 0.4022 0.2764 0.3010 0.3323 0.2761 0.3083 0.3140 0.3388
0.2 0.5 0.4328 0.2297 0.2153 0.3402 0.2719 0.3353 0.2759 0.3444
0.2 0.6 0.4328 0.2686 0.2284 0.3147 0.2754 0.3353 0.3194 0.3260
0.2 0.7 0.4123 0.2897 0.2448 0.3407 0.2685 0.3600 0.3438 0.3309
0.3 0.1 -0.0229 0.2056 0.2460 0.2776 0.1366 0.0818 0.0597 0.0056
0.3 0.2 0.3561 0.2542 0.2849 0.3145 0.0998 0.2290 0.2487 0.3136
0.3 0.3 0.4354 0.3916 0.3487 0.3797 0.3320 0.4444 0.4159 0.4665
0.3 0.4 0.4215 0.4001 0.3418 0.4328 0.3499 0.3712 0.3340 0.4317
0.3 0.5 0.4206 0.3678 0.3084 0.3690 0.3271 0.3583 0.3575 0.4443
0.3 0.6 0.4206 0.3788 0.2846 0.4217 0.3050 0.3736 0.3284 0.4232
0.3 0.7 0.4048 0.3954 0.3063 0.3749 0.3219 0.3864 0.3502 0.4001
0.4 0.1 -0.0229 0.1909 0.2050 0.1018 0.1364 0.1069 0.0973 0.1071
0.4 0.2 0.3993 0.3271 0.2522 0.2398 0.0889 0.2547 0.2701 0.4236
0.4 0.3 0.4354 0.4007 0.3507 0.4090 0.3077 0.4423 0.4178 0.4678
0.4 0.4 0.4215 0.3902 0.3677 0.4247 0.3530 0.3946 0.3761 0.4590
0.4 0.5 0.4206 0.3648 0.3501 0.4198 0.3382 0.4050 0.3864 0.4752
0.4 0.6 0.4126 0.3898 0.3450 0.4230 0.3172 0.4050 0.3733 0.4530
0.4 0.7 0.4048 0.3887 0.3167 0.4029 0.3239 0.4210 0.3878 0.4411
0.5 0.1 0.0227 0.2804 0.2001 0.0870 0.1307 0.2627 0.0441 0.1069
0.5 0.2 0.4369 0.2908 0.3101 0.3001 0.1110 0.2406 0.2673 0.3706
0.5 0.3 0.4517 0.3652 0.3296 0.4133 0.3161 0.4327 0.4091 0.4655
0.5 0.4 0.4185 0.3804 0.3737 0.4551 0.3634 0.3801 0.3626 0.4399
0.5 0.5 0.4019 0.3775 0.3475 0.4359 0.3503 0.4036 0.3844 0.4317
0.5 0.6 0.3844 0.3853 0.3338 0.4399 0.3438 0.4032 0.3716 0.4081
0.5 0.7 0.3943 0.3929 0.3117 0.4374 0.3415 0.3984 0.3490 0.3955
0.6 0.1 0.0384 0.2749 0.1979 0.1141 0.1195 0.0795 0.1479 0.3401
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A.3. SILHOUETTE COEFFICIENT

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.6 0.2 0.3533 0.2820 0.2278 0.2763 0.1298 0.2406 0.2706 0.3692
0.6 0.3 0.3909 0.3620 0.3861 0.4098 0.2780 0.3896 0.4025 0.4573
0.6 0.4 0.4063 0.3763 0.3708 0.4513 0.3566 0.4055 0.3842 0.4522
0.6 0.5 0.4073 0.3807 0.3366 0.4360 0.3328 0.4128 0.3811 0.4585
0.6 0.6 0.2026 0.3295 0.2696 0.3668 0.2976 0.2918 0.2888 0.3742
0.6 0.7 0.2025 0.3358 0.2723 0.3621 0.2844 0.3034 0.2768 0.3676
0.7 0.1 0.0548 0.2357 0.2614 0.1906 0.1222 0.1603 0.1506 0.1684
0.7 0.2 0.4369 0.3465 0.2688 0.2675 0.2243 0.2715 0.3385 0.3568
0.7 0.3 0.3909 0.3509 0.3194 0.3963 0.2898 0.4270 0.4029 0.4597
0.7 0.4 0.3961 0.3822 0.3576 0.4307 0.3443 0.3984 0.3842 0.4229
0.7 0.5 0.4098 0.3844 0.3159 0.4198 0.3085 0.4084 0.3912 0.4304
0.7 0.6 0.2026 0.3355 0.2680 0.3680 0.2917 0.3030 0.2888 0.3575
0.7 0.7 0.2025 0.2750 0.2464 0.3014 0.1974 0.2636 0.2532 0.1045

Figure A.5. Raw SC scores for the default algorithm using various similarity and
threshold settings. S is the similarity threshold, M is the merge threshold.

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.1 0.1 0.3704 0.2406 0.2491 0.2000 0.0763 0.1228 0.1017 0.2324
0.1 0.2 0.4643 0.2637 0.3052 0.2031 0.2317 0.4178 0.4606 0.3503
0.1 0.3 0.4649 0.2621 0.3316 0.3011 0.1343 0.4397 0.4396 0.4020
0.1 0.4 0.4649 0.3208 0.3541 0.3565 0.1883 0.4221 0.3932 0.4396
0.1 0.5 0.4649 0.3377 0.3502 0.3821 0.2025 0.4073 0.3877 0.4019
0.1 0.6 0.4615 0.3444 0.3374 0.3972 0.1890 0.4205 0.3730 0.4006
0.1 0.7 0.4412 0.3410 0.3101 0.3824 0.2240 0.4145 0.3687 0.3784
0.2 0.1 0.3704 0.3113 0.1895 0.1634 0.1139 0.2111 0.1816 0.2254
0.2 0.2 0.5347 0.2800 0.3169 0.2913 0.2138 0.4043 0.4132 0.4179
0.2 0.3 0.4734 0.3255 0.3774 0.4033 0.2364 0.4439 0.4074 0.4473
0.2 0.4 0.4734 0.3641 0.3944 0.4458 0.3025 0.4634 0.4356 0.5037
0.2 0.5 0.4680 0.3607 0.3638 0.4367 0.2738 0.4417 0.4202 0.4595
0.2 0.6 0.4572 0.3648 0.3656 0.4360 0.2818 0.4330 0.3971 0.4289
0.2 0.7 0.4419 0.3624 0.3338 0.4325 0.3156 0.4284 0.3936 0.4231
0.3 0.1 0.3704 0.2158 0.2524 0.2940 0.1511 0.2113 0.1818 0.2724
0.3 0.2 0.5054 0.3620 0.3434 0.3319 0.2666 0.4027 0.3834 0.4696
0.3 0.3 0.4560 0.4299 0.3691 0.4154 0.3229 0.4303 0.4135 0.5028
0.3 0.4 0.4560 0.4236 0.4113 0.4638 0.3885 0.4664 0.4318 0.5350
0.3 0.5 0.4525 0.4260 0.3904 0.4436 0.3666 0.4170 0.4169 0.4911
0.3 0.6 0.4438 0.4021 0.3763 0.4718 0.3968 0.4363 0.4052 0.4760
0.3 0.7 0.4065 0.3991 0.3738 0.4328 0.3883 0.3947 0.3594 0.4379
0.4 0.1 0.3704 0.3445 0.2941 0.2137 0.1617 0.2113 0.1818 0.2846
0.4 0.2 0.5058 0.3237 0.3260 0.3136 0.2332 0.4052 0.3860 0.4435
0.4 0.3 0.4734 0.4476 0.4064 0.4148 0.3235 0.4503 0.4117 0.4749
0.4 0.4 0.4494 0.4514 0.4347 0.4590 0.4103 0.4796 0.4556 0.5206
0.4 0.5 0.4464 0.4336 0.4050 0.4689 0.3900 0.4668 0.4473 0.4861
0.4 0.6 0.4382 0.4230 0.3852 0.4677 0.4073 0.4462 0.4157 0.4781
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APPENDIX A. RAW DATA RESULTS

S M File 1 File 2 File 3 File 4 File 5 File 6 File 7 File 8
0.4 0.7 0.4253 0.4061 0.3694 0.4547 0.3979 0.4182 0.3906 0.4421
0.5 0.1 0.3704 0.2194 0.2523 0.2137 0.1574 0.2113 0.1818 0.2671
0.5 0.2 0.5058 0.3157 0.3461 0.3142 0.2281 0.4052 0.4140 0.4343
0.5 0.3 0.4734 0.4523 0.4205 0.4148 0.3170 0.4465 0.4117 0.4893
0.5 0.4 0.4494 0.4482 0.4297 0.4261 0.4052 0.4706 0.4702 0.5185
0.5 0.5 0.4464 0.4587 0.3937 0.4527 0.3324 0.4725 0.4537 0.4682
0.5 0.6 0.4382 0.4496 0.3855 0.4522 0.3560 0.4522 0.4227 0.4748
0.5 0.7 0.4253 0.4320 0.3753 0.4405 0.3599 0.4251 0.3981 0.4325
0.6 0.1 0.3704 0.2116 0.2744 0.2021 0.0957 0.2112 0.1818 0.2691
0.6 0.2 0.5047 0.2603 0.3073 0.2566 0.1827 0.4080 0.4239 0.4064
0.6 0.3 0.4587 0.4203 0.4104 0.4094 0.2915 0.4602 0.4257 0.4736
0.6 0.4 0.4494 0.4517 0.4271 0.4441 0.4091 0.4812 0.4435 0.5219
0.6 0.5 0.4245 0.4316 0.3659 0.4564 0.3345 0.4599 0.4428 0.4801
0.6 0.6 0.4065 0.4336 0.3738 0.4664 0.3117 0.4653 0.4382 0.4808
0.6 0.7 0.3972 0.4191 0.3669 0.4562 0.3139 0.4410 0.4168 0.4393
0.7 0.1 0.3104 0.0791 0.2597 0.1846 0.0928 0.2215 0.2014 0.3069
0.7 0.2 0.5058 0.2239 0.3114 0.2765 0.1929 0.4061 0.4149 0.4267
0.7 0.3 0.4560 0.4162 0.4011 0.4118 0.2889 0.4315 0.3488 0.4678
0.7 0.4 0.4494 0.4538 0.4187 0.4593 0.4046 0.4982 0.4759 0.5219
0.7 0.5 0.4434 0.4577 0.3759 0.4685 0.3329 0.4767 0.4587 0.4797
0.7 0.6 0.4123 0.4418 0.3799 0.4671 0.3285 0.4678 0.4400 0.4688
0.7 0.7 0.3432 0.3854 0.3586 0.3978 0.2753 0.3632 0.3432 0.3398

Figure A.6. Raw SC scores for the configured algorithm using various similarity
and threshold settings. S is the similarity threshold, M is the merge threshold.
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