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Abstract
Machine learning methods provide an opportunity to improve the classification of skin
lesions and the early diagnosis of melanoma by providing decision support for general
practitioners. So far most studies have been looking at the creation of features that best
indicate melanoma. Representation learning methods such as neural networks have
outperformed hand-crafted features in many areas. This work aims to evaluate the
performance of convolutional neural networks in relation to earlier machine learning
algorithms and expert diagnosis.
In this work, convolutional neural networks were trained on datasets of dermoscopy
images using weights initialized from a random distribution, a network trained on the
ImageNet dataset and a network trained on Dermnet, a skin disease atlas.
The ensemble sum prediction of the networks achieved an accuracy of 89.3% with a
sensitivity of 77.1% and a specificity of 93.0% when based on the weights learned from
the ImageNet dataset and the Dermnet skin disease atlas and trained on non-polarized
light dermoscopy images.
The results from the different networks trained on little or no prior data confirms the idea
that certain features are transferable between different data. Similar classification
accuracies to that of the highest scoring network are achieved by expert dermatologists
and slightly higher results are achieved by referenced hand-crafted classifiers.
The trained networks are found to be comparable to practicing dermatologists and
state-of-the-art machine learning methods in binary classification accuracy, benign –
melanoma, with only little pre-processing and tuning.
Keywords: Clinical Decision Support, Convolutional Neural Networks, Deep Learning,
Dermoscopy, Machine Learning, Melanoma
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Sammanfattning
Maskininlärningsmetoder skapar en möjlighet för förbättring av klassificering och tidig
diagnos av melanom genom att erbjuda beslutsstöd för allmänläkare. Så här långt har de
flesta studier tittar på utformningen av särdrag som bäst indikerar melanom.
Representationsinlärningsmetoder som neurala nätverk har visat på bättre resultat än
handgjorda särdrag inom många områden. Det här arbetets syfte är att utvärdera
prestandan av faltade (convolutional) neurala nätverk i relation till tidigare
maskininlärningsalgoritmer och expertdiagnoser.
I det här arbetet tränades faltade neurala nätverk på data byggd på dermoskopibilder med
vikter initiliserade ifrån en slumpad fördelning, ett nätverk tränat på ImageNet databasen
och ett nätverk tränat på Dermnet en hudsjukdomsdatabas.
Nätverkens summerade förutsägelse uppnår en noggrannhet på 89,3 % med en
känslighet på 77,1 % och en specificitet på 93,0 % när de baseras på vikterna lärt sig från
ImageNet dataset och hudsjukdomsatlas Dermnet och utbildad på icke-polariserat ljus
dermoscopy bilder.
Resultaten från de olika nätverken som tränades på lite eller ingen tidigare data styrker
tanken att vissa särdrag är överförbara mellan nätverk tränade på olika data. Det mest
noggranna nätverket uppnådde en noggrannhet liknande den av dermatologer och
aningen lägre än handgjorda klassificeringar.
De tränade nätverken har visat sig vara jämförbara med praktiserande dermatologer och
toppmoderna maskininlärningsmetoder i binär klassificeringsnoggrannhet, godartad –
melanom, med endast lite förbehandling och inställning.
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Glossary
BVLC

Berkley Vision and Learning Center

CUDA

A framework for interacting with NVIDIA GPUs

cuDNN

A library for processing Deep Neural Networks with GPUs

GPU

Graphics Processing Unit

GB

Giga Byte

ILSVRC

ImageNet Large Scale Visual Recognition Challenge

PAD

Patho-Anatomical Diagnosis
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1 Introduction
Malignant melanoma is the most aggressive type of skin cancer. Melanoma is also one of
the fastest increasing cancers in terms of incidence worldwide, especially in the younger
part of the population [1]. Early detection has shown to greatly increase 5-year life
expectancy of sufferers [2] [3]. Early detection calls for efficient screening methods.
Clinical diagnosis of skin lesions is commonly performed through visual observation, at
times in conjunction with a dermatoscope and consensus from several dermatologists [4].
Several algorithms and check-lists of features, or patterns, to look for have been described
in dermatology literature (see Appendix A Ch. 1). While the golden standard for skin
malignancy is histopathological examination of the excised lesion [5].
A problem with the current standard of care is that general practitioners who perform the
primary diagnosis and, or, referral are less accurate than specialists potentially missing
malignant lesions and creating a source of false positives [6]. Computer aided diagnosis of
skin lesions has been suggested to improve the accuracy of diagnosis [7]. Computer vision
is featured in Appendix A Ch. 2.
Up to this point most work in the field of melanoma classification has been focused on
finding relevant hand-crafted features which can be used to classify skin lesions. Several
features such as border irregularity measures, color, shape and local vs global features
have been suggested together with several different machine learning methods [7] [8] [9].
Recent advances in computational power have made representation learning through
deep neural networks more feasible alternatives to hand-crafted features. Convolutional
neural networks have shown to outperform hand-crafted features in several areas [10].
The theory of neural networks is explained in greater detail in Appendix A Ch. 3.
The aim of this work is to evaluate the performance of convolutional neural networks in
learning relevant models for the diagnosis of skin lesions. This effort will be split into two
parts, firstly evaluating the gain of training networks on similar datasets and secondly to
evaluate how accurately a network may recognize a subset of the skin lesion patterns
defined in revised pattern analysis defined in [11].
The data used in these experiments comes from the Dermicus platform [12], and have
been collected over three years at several dermatology clinics around the greater
Stockholm area.

1

2

2 Method
This work used a convolutional neural network architecture in order to learn relevant
features for classification of skin lesions. First the network learned relevant features from
similar datasets, after which the network was fine-tuned on datasets of dermoscopy
images.

2.1 Data
Three sources of data were used in this work. The first being the Dermicus database, a
database of clinical images of skin lesions; a web-based skin diseases atlas called Dermnet
and lastly a dermoscopy benchmark data-set called 𝑃𝐻 2.
Dermicus
Dermicus is a platform for skin lesion tele-dermoscopy. It is made up out of several patient
cases comprised of four images and often a diagnostic statement. The images are
comprised of: one overview image of the body part where the skin lesion is situated, a
close-up image of the skin lesion and two dermoscopy images of the skin lesion one with
polarized light and one without as can be seen in Figure 1.

Figure 1 A sample case from the Dermicus dataset with (a) an overview, (b) a
close-up (c) a dermoscopy image and (d) a dermoscopy image with polarized
light.
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In this work the data retrieved from Dermicus was the complete case listing over the years
2013-2015 containing roughly 4000 cases. Out of all cases around 500 contained a
histopathological diagnosis. The cases with Patho-Anatomical Diagnosis (PAD) ground
truth were divided into two sets Melanoma and Atypical. The first set, Melanoma,
including verified malignant melanoma, lentigo maligna, melanoma in situ and Kossard
nevus. And the other, Atypical, including all cases that were diagnosed as probable
melanoma by a specialist dermoscopy examination but were in fact normal lesions (false
positives). These two sets with histopathological diagnoses were combined with a set of
cases where the dermoscopic diagnoses indicated no sign of malignancy.
PH 2
The 𝑃𝐻 2 -dataset [13] was created as a bench-mark dataset of dermoscopy images by the
Universidade do Porto, Técnico Lisboa together with the Dermatology service of Hospital
Pedro Hispano. The 200 images are separated into three classes, benign, atypical and
melanoma, by expert dermatologists listed in Table 1. Furthermore the dataset contains
ground truth lesion segmentation masks and a feature vector listing the patterns that exist
in each of the images, this information however was not used in this work.
Table 1 A listing of the classes in the
PH2 dataset and the corresponding
number of images.

Class

# of images

Benign

80

Atypical

80

Melanoma

40

Dermnet
Dermnet is an online dermatology education website and skin disease atlas [14]. The atlas
contains over 23K images of dermatological diseases separated into 23 classes. The classes
are outlined together with the learning label and the number of images per class in Table
2.
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Table 2 Description of the 23 classes which the Dermnet images are separated into, together
with the label used in training and the number of images belonging to each label.

Label

Name

# of images

0

Acne and Rosacea

1072

1

Actinic Keratosis, Basal Cell Carcinoma and other Malignant Lesions

1576

2

Atopic Dermatitis

669

3

Bullous Disease

2626

4

Cellulitis, Impetigo and other Bacterial Infections

561

5

Eczema

406

6

Exanthems and Drug Eruptions

1965

7

Hair Loss, Alopecia and other Hair Diseases

504

8

Herpes, HPV and other Sexually Transmitted Diseases

1845

9

Light Diseases and Disorders of Pigmentation

238

10

Lupus and other Connective Tissue diseases

839

11

Melanoma, Nevi, and Moles

392

12

Nail Fungus and other Nail Disease

525

13

Poison Ivy Photos and other Contact Dermatitis

710

14

Psoriasis pictures, Lichen Planus and related diseases

1278

15

Scabies, Lyme Disease and other Infestations and Bites

677

16

Seborrheic Keratoses and other Benign Tumors

384

17

Systemic Disease

2258

18

Tinea, Candidiasis, and other Fungal Infections

619

19

Urticaria

824

20

Vascular Tumors

603

21

Vasculitis

568

22

Warts and other Viral Infections

1278

The data from the Dermicus database was used together with the PH2 dataset in order to
create the five datasets outlined in Table 3.
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Table 3 A list of the first five datasets that were constructed from the Dermicus data with contents
and number of images.

Name

Contains

# of images

Dermicus A

All dermoscopy images from cases with PAD

650

Dermicus B

All normal light images from cases with PAD

325

Dermicus C

All polarized light images from cases with
PAD

325

Dermicus D

All dermoscopy images from cases with PAD
and the PH2 dataset

850

Dermicus E

All normal light dermoscopy images from
cases with PAD and the PH2 dataset

525

A subset of 1225 of the Dermicus cases included a list of the patterns identified by the
dermatologist. A second dataset was constructed from this data using this list to build a
feature vector for each image. This feature vector consists of 13 features listed in Table 4.
Table 4 A list of the features represented by the feature vector in the pattern analysis dataset with the
corresponding number of images containing the feature.

Type of feature

Pattern

Clue to melanoma

Feature

# of images

Reticular lines

448

Circles

72

Clods

400

Dots

167

Pseudopods

8

Structureless

476

Asymmetry

280

Black dots

31

Peripheral clods

33

Polymorphous vessels

14

Segmental lines

26

Gray or Blue Structures

222

White lines

35
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2.2 Training and validation sets
All the datasets were further divided into training and validation sets. For the
Dermicus A-E datasets 20% of the images in each class were randomly selected to create
a validation set representative of the distribution of the training set.
Since the pattern analysis dataset does not have a specified number of classes but instead
a feature vector connected to each image 20% of all the images were randomly selected to
make up a validation set.
For the Dermnet dataset 100 images were randomly selected from each of the 23 classes
to create a validation set. This set-up was used the earlier project [15] which was
replicated.
The remainder of all images conform the training set.

2.3 Tools
The framework that was used for creating the neural networks and training the models
was CAFFE (v. 1.0.0-rc3) [16], developed by Berkley Vision and Learning Center (BVLC).
CAFFE implements many of the most common elements of neural networks and integrates
with CUDA and cuDNN for improved speed. The framework is written in C++ with Python
bindings which were used in this work.
The framework was installed and run on an Amazon cloud computing instance. The
instance specification includes an Intel Xeon E5-2670 and a NVIDIA GPU with 4 GB of
memory (g2.2xlarge).
ImageMagick is a software suite that enables a simple way to edit a batch of images. This
suite was used in this work for the pre-processing step.

2.4 Neural Network architecture
There are several architectures proposed for convolutional neural networks. The most
commonly used architectures are those that have performed well on benchmark
challenges such as the ILSVRC. Among the most common networks for image classification
are AlexNet [17], VGGNet [18] and GoogLeNet [19].
The architecture chosen for this work is CaffeNet which is an implementation of the
AlexNet network described in [17] (outlined in Appendix A Ch. 3) with two adjustments.
Firstly the change in ordering of pooling and normalization layers so that pooling is
performed before normalization at all instances. Secondly, the AlexNet uses a kind of
relightning data augmentation which is not implemented in CaffeNet. The architecture
was selected due to ease of use and reproducibility.
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2.5 Pre-processing
One of the advantages with convolutional neural networks is the low amount of preprocessing necessary. In this work the images were first converted to JPEG format, if they
were not already, for consistent formatting and since most images already were in this
format. The network architecture requires the images to be square, and under the
assumption that the most important parts of the image is in the center the largest possible
centered square was cropped from each. These cropped images were subsequently
resized to 256x256 pixels as required by CaffeNet.

2.6 Experiments
The experiments conducted in this work are split into three parts. The first part is
concerned with training a network on a larger set of skin diseases in order to learn
relevant features that may transfer to skin lesions, making up for the small set of skin
lesion images available. The second part is a set of experiments of training networks with
subsequently more similar data in order to achieve greater accuracy. The third and final
part of the experiment is aimed at identifying the patterns in the skin lesion that are
usually regarded as relevant in revised pattern analysis.

Figure 2 A diagram showing the inputs, outputs and weights of the
network from each of the three experiments.

2.6.1 Experiment 1 – Train on skin diseases
Due to the relatively small number of images of skin lesions available in the datasets at the
disposal of this work the use of pre-trained weights from a network trained on a larger set

8

of similar images could provide better learning results. The underlying assumption being
that many of the filters in the network are similar regardless of object.
The aim of this experiment was to train a network on the Dermnet dataset following the
method outlined in [15]. Similarly to this cited study, since the Dermnet dataset contain a
relatively small number of images, the weights from a network trained on the ImageNet
dataset was used as a basis to fine-tune the network. However, in this work a CaffeNet
network was used rather than VGGNet. The pre-trained CaffeNet model used was provided
by the BVLC as a reference [20]. The model was trained until convergence and later used
in the subsequent experiments.

2.6.2 Experiment 2 – Train on skin lesions
The aim of this second experiment was to evaluate different plausible methods of
achieving a higher accuracy in the classification of skin lesions. Each step of the experiment
is explained below. All of the steps were performed on each of the Dermicus datasets A-E.
Training from scratch
Three neural networks were trained with all the weights, w, initialized from a distribution
according to a variant of the Xavier algorithm from [21]. The equation used to calculate
the distribution from which the weights were selected is expressed in (1). Where 𝑛𝑖𝑛 is the
number of input neurons in each layer.
𝑉𝑎𝑟(𝑤) =

1
𝑛𝑖𝑛

(1)

Training with ImageNet pre-trained weights
The second step was to train three new networks using the weights from a pre-trained
network. In this case the BVLC reference CaffeNet [20] trained on the ImageNet database.
The only difference between the reference CaffeNet and the one trained in this step is the
final layer. The final fully connected layer of 1000 neurons was replaced with a fully
connected layer of three neurons corresponding to the three classes in the datasets.
Training with Dermnet pre-trained weights
Using the pre-trained weights from the network that was the result of Experiment 1, three
more networks were trained. Similarly to the BVLC reference network the final layer was
replaced with a fully connected layer of three neurons, instead of 23 for the Dermnet
network.
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Extended datasets
In order to increase the accuracy of the training, earlier research has shown that
augmentation or extension of the datasets have enabled learning more accurate models
[22]. In this step all of the Dermicus datasets have been extended to include rotations,
re-sizing and mirroring, creating a total of 10 images per original image. The exact
transforms are listed in Table 5.
Table 5 A listing of the transforms performed in order to extend the datasets.

Transform

Explanation

Original Image

The original image from the dataset

Mirrored Vertical

The image has been mirrored along the
specified axis

Mirrored Horizontal
Rotated 30 degrees
Rotated 60 degrees
Rotated 90 degrees
Rotated 120 degrees

The image has been rotated the specified
number of degrees and cropped to retain
square size

Rotated 150 degrees
Enlarged 28 pixels
Enlarged 56 pixels

The image is enlarged by the specified
number of pixels after which a subset is
cropped out

Ensemble prediction
In an attempt to reduce the error of the trained models the three models that were trained
in each step for each dataset were combined in the prediction. In the first step, the outputs
from the final layer were summed per neuron and the largest output of a combine neuron
was chosen as the prediction. In the second step, each network got a vote for the highest
performing neuron.
Weighting the outputs
In this step a weighting of the outputs was tested in order to increase sensitivity at the cost
of some specificity, since it is more preferable to have a high sensitivity for a screening
method. The outputs from the final layer were first normalized using the softmax function
(see Appendix A Ch. 3.6). After which the output representing melanoma was multiplied
by a factor (x = 10). The largest output was then selected as the prediction.
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2.6.3 Experiment 3 - Regression
The aim of the third experiment was to identify the underlying patterns related to each of
the skin lesions via regression using a feature vector.
The pattern analysis dataset detailed in 2.1 was used in this experiment along with the
weights received from the skin disease classification in Experiment 1 and a modified
CaffeNet network. The network was modified by replacing the final layer of 1000 neurons
with a 13-neuron layer. The data layer was also changed to allow for a vector of labels. The
labels are defined in Table 4.
The network was trained on the pattern analysis dataset until convergence of the loss
function.
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3 Results
The results are split into three sections, each corresponding to one of the three
experiments. Each of which will be detailed separately in this chapter.

3.1 Experiment 1 – Training on skin diseases
The accuracy of the network trained on the Dermnet dataset started out with an accuracy
around 10% and training was terminated around 400 iterations as the accuracy had
converged to 55%, the learning is plotted in Figure 4. The predictions from the resulting
model on the validation set are displayed as a confusion matrix in Figure 3.

Figure 3 Confusion matrix of the classification
of the validation set of the Dermnet dataset.

Figure 4 Graph of the classification accuracy (Top-1) of the
network on the validation set over each iteration of loss
calculation.

Both top-1, where the correct class is the highest scoring, and top-3, where the correct
class is among the three highest scoring classes, accuracy for the model was tested and the
percentages and confidence intervals are presented in Table 6.
Table 6 Accuracy of the trained model on the Dermnet validation set. Both for when the correct label was in the
top-1 and top-3 scored labels, with confidence intervals (CI).

Prediction

Accuracy

95% CI

Top–1

55.0%

(53.0 – 57.1%)

Top–3

75.2%

(73.5 – 77.0% )
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3.2 Experiment 2 – Training on skin lesions
Firstly the validation accuracies along with sensitivity and specificity and agreement will
be presented for each of the four training steps: from scratch, pre-trained from ImageNet,
pre-trained from Dermnet and using extended datasets. Secondly the results from the
ensemble prediction and weighting will be presented.
In all of the results in this section the evaluative measures have been based around the
binary classification of melanoma or benign lesion. All of the atypical cases, which have a
PAD diagnosis of a benign lesion, are counted as benign lesions. This means that atypical
lesions classified as benign are also counted as correct classifications.
Since each step of the experiment was repeated to create three models the mean of the
results from each step is included in the tables.
Table 7 lists the evaluation metrics of the models that were trained from scratch. The
highest average accuracy was achieved on the C dataset with an accuracy of 79.77%. The
highest average agreement value .339 is also achieved on the C dataset.
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Table 7 Accuracy, sensitivity and specificity and agreement for the binary classification of benign lesions
(including atypical samples) vs. melanoma of the networks trained on the specified dataset from scratch.

Dataset
Dermicus A
Mean

Dermicus B
Mean

Dermicus C
Mean

Dermicus D
Mean

Dermicus E
Mean

Accuracy
(95% CI)

Sensitivity
(95% CI)

Specificity
(95% CI)

Cohen’s
Kappa

73.3% (66.3-80.3%)

55.9% (41.2-70.6%)

78.5% (70.6-86.3%)

.311

74.3% (69.4-79.3%)

35.3% (22.9-47.7%)

85.8% (81.4-90.2%)

.224

74.9% (70.9-78.9%)

36.3% (26.1-46.5%)

86.2% (82.7-89.7%)

.239

74,17%

42,50%

83,50%

.258

79.3% (72.9-85.8%)

42.9% (23.8-61.9%)

90.4% (85.3-95.6%)

.366

74.3% (69.4-79.3%)

45.7% (34.1-57.3%)

83.4% (78.2-87.9%)

.286

73.3% (69.3-77.4%)

41.9% (32.4-51.4%)

82.9% (78.9-86.7%)

.250

75,63%

43,50%

85,57%

.301

79.3% (72.9-85.8%)

39.4% (19.9-58.9%)

90.6% (85.5-95.7%)

.333

79.6% (75.1-84.2%)

36.4% (22.0-50.7%)

91.9% (88.5-95.2%)

.323

80.4% (76.8-84.1%)

40.4% (28.8-52.0%)

91.7% (89.0-94.5%)

.360

79,77%

38,73%

91,40%

.339

64.0% (54.6-73.4%)

61.1% (46.0-76.2%)

64.6% (52.5-76.7%)

.174

69.0% (62.6-75.4%)

55.6% (43.6-67.5%)

72.0% (64.3-79.6%)

.208

70.3% (65.2-75.5%)

53.7% (43.6-63.8%)

74.0% (68.0-80.0%)

.216

67,77%

56,80%

70,20%

.119

79.3% (72.9-85.8%)

40.6% (21.4-59.9%)

89.8% (84.5-95.1%)

.331

79.0% (74.4-83.6%)

35.9% (21.9-50.0%)

90.7% (87.1-94.2%)

.298

79.1% (75.4-82.9%)

34.4% (22.7-46.0%)

91.2% (88.4-94.1%)

.292

79,13%

36,97%

90,57%

.307
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In Table 8 the results for the evaluative metrics of the models that were fine-tuned from
the ImageNet weights are shown. The highest average metrics in all categories but
specificity were all recorded for the same model trained on the B dataset. The highest
average specificity was trained from the A dataset.
Table 8 Accuracy, sensitivity and specificity and agreement for the binary classification of benign lesions
(including atypical samples) vs. melanoma of the networks finetuned on the specified dataset from Imagenet

Dataset
Dermicus A
Mean

Dermicus B
Mean

Dermicus C
Mean

Dermicus D
Mean

Dermicus E
Mean

Accuracy
(95% CI)

Sensitivity
(95% CI)

Specificity
(95% CI)

Cohen’s
Kappa

83.3% (77.4-89.3%)

50.0% (30.4-69.6%)

93.1% (88.7-97.5%)

.476

83.7% (79.5-87.8%)

55.9% (43.0-68.8%)

91.8% (88.4-95.3%)

.506

83.6% (80.1-87.0%)

53.9% (43.1-64.7%)

92.2% (89.5-95.0%)

.496

83.53%

53.27%

92.37%

.493

84.0% (78.1-89.9%)

57.1% (39.1-75.2%)

92.2% (87.4-97.0%)

.524

85.7% (81.7-89.6%)

64.3% (52.5-76.1%)

92.2% (88.8-95.6%)

.585

84.0% (80.6-87.4%)

66.7% (57.7-75.6%)

89.3% (86.0-92.6%)

.556

84.57%

62.70%

91.23%

.555

76.0% (69.2-82.8%)

54.5% (38.9-70.2%)

82.1% (74.9-89.2%)

.344

76.3% (71.5-81.1%)

54.5% (43.4-65.7%)

82.5% (77.5-87.5%)

.349

76.4% (72.5-80.4%)

52.5% (43.2-61.8%)

83.2% (79.2-87.2%)

.342

76.23%

53.83%

82.60%

.345

83.2% (78.2-88.1%)

52.1% (36.4-67.8%)

91.9% (87.9-95.8%)

.471

82.7% (79.2-86.3%)

52.1% (41.1-63.0%)

91.3% (88.4-94.2%)

.461

82.9% (80.0-85.8%)

52.1% (43.1-61.1%)

91.5% (89.1-93.8%)

.465

82.93%

52.10%

91.57%

.466

84.0% (78.1-89.9%)

62.5% (45.7-79.3%)

89.8% (84.4-95.3%)

.523

83.3% (79.1-87.6%)

57.8% (45.3-70.3%)

90.3% (86.5-94.0%)

.492

84.7% (81.3-88.0%)

60.4% (50.3-70.6%)

91.2% (88.3-94.2%)

.531

84.00%

60.23%

90.43%

.515
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The results for the evaluative metrics of the models fine-tuned from the Dermnet weights
created in Experiment 1 are listed in Table 9. Like in the previous case the highest score in
all but one category is again trained on the B dataset. The highest accuracy is significantly
higher than the highest in the case with weights from ImageNet.
Table 9 Accuracy, sensitivity and specificity and agreement for the binary classification of benign lesions
(including atypical samples) vs. melanoma of the networks finetuned on the specified dataset from Dermnet

Dataset
Dermicus A
Mean

Dermicus B
Mean

Dermicus C
Mean

Dermicus D
Mean

Dermicus E
Mean

Accuracy
(95% CI)

Sensitivity
(95% CI)

Specificity
(95% CI)

Cohen’s
Kappa

81.3% (75.1-87.6%)

59.4% (42.9-75.9%)

87.3% (81.2-93.4%)

.456

80.7% (74.3-87.0%)

46.9% (28.1-65.7%)

89.8% (84.5-95.2%)

.389

84.0% (78.1-89.9%)

68.8% (53.6-83.9%)

88.1% (82.2-94.1%)

.544

82.00%

58.37%

88.40%

.463

84.0% (78.1-89.9%)

62.9% (46.4-79.3%)

90.4% (85.1-95.8%)

.544

86.0% (80.4-91.6%)

54.3% (34.4-74.2%)

95.7% (92.1-99.2%)

.561

92.7% (88.5-96.8%)

85.7% (74.3-97.1%)

94.8% (90.7-98.9%)

.797

87.57%

67.63%

93.63%

.634

74.7% (67.7-81.6%)

55.6% (40.5-70.6%)

80.7% (73.3-88.1%)

.343

75.3% (68.4-82.2%)

55.6% (40.3-70.8%)

81.6% (74.3-88.9%)

.355

79.3% (72.9-85.8%)

69.4% (56.0-82.9%)

82.5% (75.2-89.7%)

.478

76.43%

60.20%

81.60%

.392

82.0% (75.9-88.1%)

57.6% (40.5-74.7%)

88.9% (83.2-94.6%)

.470

80.0% (73.6-86.4%)

54.5% (37.6-71.5%)

87.2% (81.1-93.2%)

.417

80.7% (74.3-87.0%)

51.5% (33.6-69.4%)

88.9% (83.3-94.5%)

.418

80.90%

54.53%

88.33%

.435

83.3% (77.4-89.3%)

68.6% (53.8-83.3%)

87.8% (81.8-93.9%)

.548

86.0% (80.4-91.6%)

71.4% (56.7-86.2%)

90.4% (85.0-95.8%)

.613

83.3% (77.4-89.3%)

65.7% (50.2-81.2%)

88.7% (82.9-94.5%)

.539

84.20%

68.57%

88.97%

.567
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In Table 10 the evaluative metrics for the extended datasets is presented. It should be
noted that the agreement is much lower for the B dataset than for the model that was
trained from scratch.
Table 10 Accuracy, sensitivity and specificity and agreement for the binary classification of benign lesions
(including atypical samples) vs. melanoma of the networks finetuned on the specified extended dataset from
Dermnet.

Dataset
Dermicus A
Mean

Dermicus B
Mean

Dermicus C
Mean

Dermicus D
Mean

Dermicus E
Mean

Accuracy
(95% CI)

Sensitivity
(95% CI)

Specificity
(95% CI)

Cohen’s
Kappa

79.3% (72.9-85.8%)

58.1% (41.9-74.2%)

84.9% (78.3-91.5%)

.405

81.0% (76.6-85.4%)

50.0% (37.0-63.0%)

89.1% (85.2-93.0%)

.403

80.9% (77.3-84.5%)

52.7% (42.4-62.9%)

88.2% (84.9-91.6%)

.413

80.40%

53.60%

87.40%

.407

72.0% (64.8-79.2%)

20.0% (1.5-38.5%)

90.9% (86.0-95.8%)

.132

73.3% (68.3-78.3%)

28.7% (15.7-41.8%)

89.5% (85.8-93.3%)

.212

73.6% (69.5-77.6%)

27.5% (16.6-38.4%)

90.3% (87.3-93.3%)

.208

72.97%

25.40%

90.23%

.184

80.0% (73.6-86.4%)

57.9% (41.8-74.0%)

87.5% (81.4-93.6%)

.462

81.0% (76.6-85.4%)

56.6% (44.7-68.4%)

89.3% (85.3-93.3%)

.477

78.9% (75.1-82.7%)

56.1% (46.8-65.5%)

86.6% (83.0-90.2%)

.434

79.97%

56.87%

87.80%

.458

79.3% (72.9-85.8%)

46.9% (28.7-65.0%)

88.1% (82.4-93.9%)

.363

80.0% (75.5-84.5%)

46.9% (33.8-59.9%)

89.0% (85.1-92.9%)

.376

80.4% (76.8-84.1%)

51.0% (40.7-61.4%)

88.4% (85.1-91.7%)

.404

79.90%

48.27%

88.50%

.381

74.7% (67.7-81.6%)

40.0% (22.5-57.5%)

87.3% (81.3-93.2%)

.296

76.0% (71.2-80.8%)

40.0% (27.2-52.8%)

89.1% (85.2-93.0%)

.322

75.1% (71.1-79.1%)

39.2% (28.9-49.5%)

88.2% (84.9-91.5%)

.301

75.27%

39.73%

88.20%

.306
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Table 11 features the evaluative metrics of the ensemble sum prediction for each of the
datasets. The best result was achieved on the Dermicus B dataset. The numbers in fat
represent values that are better than the average.
Table 11 Ensemble sum evaluative metrics from the models pre-trained on the Dermnet dataset, for a binary
classification of melanoma or benign. Fat numbers are higher than the corresponding mean value.

Accuracy
(95% CI)

Sensitivity
(95% CI)

Specificity
(95% CI)

Cohen’s
Kappa

Dermicus A

82.0% (75.9-88.1%)

59.4% (42.6-76.1%)

88.1% (82.3-94.0%)

.470

Dermicus B

89.3% (84.4-94.3%)

77.1% (63.2-91.1%)

93.0% (88.4-97.7%)

.702

Dermicus C

76.7% (69.9-83.4%)

55.6% (40.0-71.2%)

83.3% (76.4-90.3%)

.378

Dermicus D

83.3% (77.4-89.3%)

57.6% (39.9-75.3%)

90.6% (85.4-95.8%)

.498

Dermicus E

84.0% (78.1-89.9%)

74.3% (60.9-87.7%)

87.0% (80.6-93.3%)

.578

Dataset

In Table 12 the evaluative metrics of the ensemble vote are listed. The highest values for
each metric was achieved on the B dataset. The ensemble vote yields higher statistical
measures for the datasets A, B and D.
Table 12 Ensemble vote evaluative metrics from the models pre-trained on the Dermnet dataset, for a binary
classification of melanoma or benign. Fat numbers are higher than the corresponding mean value.

Accuracy
(95% CI)

Sensitivity
(95% CI)

Specificity
(95% CI)

Cohen’s
Kappa

Dermicus A

83.3% (77.4-89.3%)

59.4% (42.1-76.7%)

89.8% (84.4-95.3%)

.498

Dermicus B

90.0% (85.2-94.8%)

68.6% (51.4-85.8%)

96.5% (93.3-99.8%)

.700

Dermicus C

74.7% (67.7-81.6%)

55.6% (40.5-70.6%)

80.7% (73.3-88.1%)

.343

Dermicus D

82.7% (76.6-88.7%)

57.6% (40.2-75.0%)

89.7% (84.3-95.2%)

.484

Dermicus E

84.0% (78.1-89.9%)

68.6% (53.6-83.5%)

88.7% (82.9-94.5%)

.562

Dataset

Table 13 contains the results from the weighting of the ensemble sum outputs. The best
accuracy, specificity and agreement was achieved on the E dataset. While the best
sensitivity was achieved on the C dataset with the D dataset not far behind. The sensitivity
was higher than with any single unweighted model.
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Table 13 Weighted ensemble sum evaluative metrics from the models pre-trained on the Dermnet dataset, for a
binary classification of melanoma or benign.

Accuracy
(95% CI)

Sensitivity
(95% CI)

Specificity
(95% CI)

Cohen’s
Kappa

Dermicus A

55.3% (47.4-63.3%)

84.4% (76.8-91.9%)

47.5% (34.9-60.0%)

.193

Dermicus B

70.0% (62.7-77.3%)

91.4% (85.1-97.8%)

63.5% (52.7-74.3%)

.396

Dermicus C

54.7% (46.7-62.6%)

91.7% (86.2-97.1%)

43.0% (29.5-56.4%)

.218

Dermicus D

64.0% (56.3-71.7%)

87.9% (80.7-95.1%)

57.3% (45.8-68.8%)

.301

Dermicus E

76.7% (69.9-83.4%)

85.7% (76.9-94.6%)

73.9% (64.8-83.0%)

.478

Dataset

3.3 Experiment 3 – Regression
The results of the third experiment are presented first with statistical measures in Table
14. And later with eight sample images together with the corresponding ground truth and
prediction in Table 15.
The accuracy is barely, but significantly, higher than the baseline accuracy after training
for 1000 iterations. The baseline accuracy corresponds to a feature vector equivalent of
the zero vector. The remaining statistical metrics were calculated over all features.
Table 14 Statistical measures of the accuracy of pattern prediction.

Metric

Value

95% CI

Accuracy

88.9%

(88.7-89.1%)

Baseline Accuracy

87.2%

-

Sensitivity

61%

(42 - 78%)

Specificity

90%

(85 – 94%)

Positive Likelihood Ratio

6.35

(3.73 – 10.80)

Negative Likelihood Ratio

0.43

(0.27 – 0.67)

Positive Predictive Value

53%

(36 – 70%)

Negative Predictive Value

93.0%

(88 – 96%)
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Eight samples were randomly selected to create Table 15. The predictions are connected
to the ground truth to give a qualitative representation of the model.
Table 15 Eight random samples from the pattern analysis dataset with the provided ground truth (GT) and
model prediction (P). Correct predictions are presented in bold.

Reticular lines

Clods,
Structureless

Circles,
Clues: Structures

Reticular lines,
Dots,
Structureless,
Clues: black dots

P

Reticular lines,
Structureless

Reticular lines,
Clods,
Structureless,
Clues: structures

Clues: structures

Reticular lines,
clods,
asymmetric

GT

Clues: structures

Dots

Clods

Reticular lines,
Clods,
Clues: Structures

P

Clods,
Asymmetric,
Clues: structures

Circles,
Dots

Clods,
Asymmetric,
Clues: structures

Reticular lines,
Clues: structures

GT
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4 Discussion
Convolutional neural networks applied to learning relevant models for the classification
between benign skin lesions and melanoma perform comparably to other methods such
as hand crafted bag-of-features approaches and hands-on diagnosis performed by
dermatologists. While many contemporary studies have focused on crafting features, this
result suggests that the use of representation learning convolutional neural networks may
be an alternative.
The network prediction on the dataset with normal light images (Dermicus B) achieved
the highest validation accuracy, and agreement value (see Table 11). The result is
comparable in sensitivity and specificity to that of expert dermatologists [23], achieving a
lower sensitivity and a higher specificity. The ensemble sum prediction is selected over
best-in-class and averaging in order to reduce random fluctuations in learning and to
increase robustness.
With these results an opportunity arises as a decision support for less experienced
physicians, who are less accurate [6]. Furthermore, other recent computer vision based
approaches using hand-crafted features such as [24] and [25] achieve slightly higher
sensitivity, but lower specificity. Thus, the simple neural network trained in this work is
comparable but not competing off the shelf with the more highly tuned machine learning
models for melanoma classification. An overview of this comparison is shown in Table 16.
Table 16 Comparison of accuracy of expert dermatologists, manually crafted features and deep neural networks
(this work).

Method

Sensitivity

Specificity

Expert using ABCD [23]

82.6%

70%

Expert using Pattern Analysis [23]

83.7%

83.4%

Convolutional Neural Networks
[This work]

77.1%

93.0%

Premaladha & Ravichandran [24]

95%

90%

Barata et al. [25]

92%

85%

In the second experiment all pre-trained neural networks, with the exception of the
networks trained on the C dataset, outperformed the networks that had been trained from
scratch using random weight initialization (see Table 7 and Table 8). This suggests that
some of the filters learned from the ImageNet data may be transferable to dermoscopy
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images. This concept of transferability is supported by several studies [26] [27].
Additionally the Dermnet dataset was used in order to test whether more similar data
would increase the transferability. The average performance of the networks B, C and E
achieve higher accuracies (see Table 8 and Table 9) compared to the networks pre-trained
on ImageNet. Thus, higher accuracies can be achieved with the use of weights from more
similar data. The improvement is not as clear as in the difference between randomly
initialized weights and ImageNet pre-trained. Since the datasets contain images of widely
different objects from ImageNet to Dermnet and finally to Dermicus and skin lesions, the
assumption has been made that there are some underlying features from general objects
via skin diseases on to skin lesions learned through training. Further, the assumption is
made that each subsequent dataset fine-tunes the network towards learning these
features rather than to limit the future idea of what skin lesions are. The stepped
improvement of the normal light images suggests that these assumptions may hold.
The first experiment, aimed at learning the classification of 23 classes of skin diseases, was
a recreation of an earlier study [15] in which several neural networks were trained on the
Dermnet skin disease atlas in order to correctly identify skin disease classes. The results
were reproduced achieving accuracies with .4 and 2% difference for the Top-1 and Top-3
respectively as can be seen in Table 17. The findings are not significantly different and
should be interpreted as reinforcing the result.
Table 17 A comparison between the accuracy achieved on the Dermnet dataset between studies.

Study

Accuracy [Top-1]

Accuracy [Top-3]

Esteva & Kuprel [15]

55.4%

77.2%

This study

55.0%

75.2%

The ensemble classifications that were performed on each of the datasets achieved a
higher than average accuracy in most batches. Since the ensemble sum and vote more
closely reflect the outputs of the network these methods should more closely reflect the
true predictive power of the network. There have been examples of ensemble
classification improving the results beyond that of the best separate model such as [15].
However, in relation to [15] the networks in each batch all had the same architecture, the
same initialized weights, and the number of images was smaller effectively making the
networks more similar. If each of the networks in each batch instead would have used the
weights from a separately trained network, the ensemble results may have improved.
Further studies may investigate the usefulness of ensemble classification and similarity of
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networks. No significant difference was noted between using the sum or vote method
which suggests that they can be used interchangeably.
In the weighting that was performed on the outputs from an ensemble sum, the sensitivity
was increased. More melanomas were classified, at the cost of both accuracy, specificity
and agreement. Two networks, trained on the B and C datasets, achieved >90% sensitivity,
with the network trained on the B dataset still retaining >60% specificity. Weighting of the
outputs from the neural network may therefore be a way to increase the sensitivity of the
network, at a cost of specificity.
The third experiment based on regression achieved an accuracy that did not differ much
from the baseline accuracy since the feature dataset is mostly sparse, averaging 1.7
features per image. Thus, the initial guess of no features achieves a high accuracy. The
small increase in accuracy over training may be the result of the network making roughly
one correct and one wrong prediction per image, having a sensitivity of 61%, reducing the
effective increase in accuracy. The small increase in sensitivity may also be a result of the
feature distribution as seen in Table 4.
The dataset made up out of normal light dermoscopy images outperformed the networks
trained on all other datasets, except for the dataset made up of polarized light images when
the networks were trained from scratch. Since the polarized and non-polarized light
images performed better in separate datasets (B, C) than together (A) they might be
different enough to require separate filters. Since this is consistent with the findings that
polarized and non-polarized light are complementary [28] further research combining
two networks, trained on polarized and non-polarized images respectively, could present
an opportunity for improved results.
The results of the training on the extended datasets did not improve the accuracy in
relation to the datasets that were not extended. One reason for this lack of increase of
accuracy in the face of related studies that show the opposite [22] [17] may be because a
different data augmentation method was already in place in the definition of the CaffeNet.
It was concluded after the experiments that the CaffeNet architecture used provides some
data augmentation that was in effect during the experiments. Therefore all of the results
are based on extended versions of the datasets. This data augmentation can explain why
no improvement was observable when the datasets were further extended with mirrored
and rotated images.
Another source of error are the small datasets used in the experiments. The datasets are
built up out of less than 1000 images and might not represent the true distribution of skin
lesions. Additionally in the split into validation and training sets the randomly selected
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validation set might not have been normally distributed thus causing the validation
accuracy to be biased. The lack of data may have had a greater impact on the pattern
analysis dataset that only had a few images containing several of the features. Future work
should focus on building larger reliable databases of skin lesions.
Due to the nature of this work as a first attempt in utilizing convolutional neural networks
in skin lesion classification replicability was focused. Therefore, minimal pre-processing
together with the use off-the-shelf software and pre-trained models were chosen in order
to increase the ease of implementation. Additionally in the first experiment where a
network was trained on a larger skin disease atlas, the method used was the replication of
another study [15]. All these efforts enable the method from this work to be replicated for
example as a quick baseline classification in future skin lesion classification work.
The results from this work show that convolutional neural networks can achieve
accuracies comparable to that of practicing dermatologists and only slightly lower than
other fine-tuned machine learning methods. Thus implying that such network
architectures have the ability to compete with the specialized hand-crafted features in the
search for melanoma. Furthermore, since the general practitioners that usually perform
the first hand diagnosis lack the accuracy of specialists a network like the one proposed in
this work may further reduce the number of Type-1 and Type-2 errors reducing workload
of dermatologists and correctly classifying skin lesions earlier.
Following the earlier discussion several future studies are suggested. Firstly the
combination of the information in both polarized and non-polarized dermoscopy images
could improve the accuracy of the classification. Secondly, a study focusing more on the
training of a network to perform pattern analysis and in turn use them for classification is
suggested, using a dataset with more evenly spread features. Thirdly, the only
modification made on the CaffeNet architecture was the replacement of the output layer.
However, it has been suggested that the transferability decreases with higher layers [26].
It might therefore be fruitful to study whether larger cuts in the weights may improve the
results. Further, since this work was performed with a small number of dermoscopy
images future studies applying this method on a larger dataset would be required in order
to confirm the results.
All of the images in the Dermicus dataset were captured using dermoscopes attached to
mobile phones. Together with the network created in this study it is fully possible for skin
lesions to be examined without a specialist present either, with images sent over the
Internet, or in future – in the mobile phones themselves. Such a solution may increase the
spatial coverage of specialists since they do not need to be physically present and reduce
their workload by adding an automatic second opinion of the lesion.
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5 Conclusion
The performance of convolutional neural networks is found to be comparable to practicing
dermatologists and state of the art machine learning methods in binary classification
accuracy, benign – melanoma, with only little pre-processing and tuning. These results
were achieved using networks pre-trained on other datasets with more or less related
data. Convolutional neural networks present an opportunity for decision support in skin
lesion screening.
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1 Melanoma
Melanoma is one type of skin cancer that arises from melanocytes, cells which develop
melanin pigment [1]. Melanoma is the most aggressive of all types of skin cancer [2],
yielding around 55 000 deaths per year (world-wide as of 2012) [3].
Incidence of Melanoma has increased over the last half-century. Much of this increase has
been in young adults, where female incidence has increased more than double the amount
of male incidence [4]. As of 2012 there are approximately 232000 incidences of melanoma
per year around the world [3]. Populations with the lightest skin-tone (white) are
dominating the incidence rate at 25 incidences per 100 000, compared to populations with
the darkest skin-tone (black) with a rate of 4 per 100 000 [5] making this a problem that
in first hand affect the northern America and Europe.
The 5-year survival rate is above 90% in case of early detection and local limitation, but
decreases to under 20% for distant metastases [5], [6]. Therefore much can be gained from
early detection.

1.1 Dermatoscopy
A common tool in the diagnose of skin lesions is dermatoscopy, also called epiluminescence microscopy, is the use of a tool often referred to as a dermatoscope which is
a microscope with built in light for examining skin lesions. Often gel or alcohol is placed
between the dermatoscope and the skin in order to reduce the refractive index difference
between air and skin, many recent scopes use polarized light instead. [7]

1.2 ABCD
ABCD is an acronym for Asymmetry, Border, Color and Dermoscopic structure [15]. It was
developed with lay people in mind, without the equipment of dermatoscopes and it is only
defined for lesions larger than 6 mm [7, pp. 11-12]. The rule is described in Table 1. A
suspicious lesion is motivated by a score of 4.74–5.45, and anything higher than 5.45
suggests melanoma [15].
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Table 1 The ABCD rule. Each feature is regarded on a separate scale
(in brackets) and multiplied by the weight factor to yield a total score.

Dermoscopic criterion

Weight factor

Asymmetry (0-2)

1.3

Border (0-8)

0.1

Colour (1-6)

0.5

Dermoscopic structure (1-5)

0.5

Total dermoscopy score

1.0 – 8.9

1.3 7-point checklist
First version of the 7-point checklist was developed at the University of Glasgow intended
for patients and general practitioners with no experience of dermatology. Each check of
the list is worth 1 point and anything with a score ≥ 3 is regarded as suspicious. [16] The
checklist was updated to contain weights in 1989, described in Table 2 [17].
Table 2 Improved 7-point checklist with weights, each feature
is added together after multiplying by the weight and
evaluated against ≥ 3 which suggests excision.

Features

Weights

Change in size of lesion
Irregular pigmentation

2

Irregular border
Inflammation
Itch or altered sensation
Larger than other lesions
(diameter >7mm)

1

Oozing/crusting of lesion
The 7-point checklist has been used with success in primary care in the UK [18].
Furthermore, a new 7-point checklist, based on pattern analysis, was proposed by
Argenziano et al in 1998 [19].
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1.4 Menzies method
This method separates the symmetrical lesions with only one color from the rest and gives
9 positive features that suggest that the lesion is melanoma [20]. The method is described
in Table 3.
Table 3 Menzies method, any lesion that has one or more of the
features in the Melanoma category are diagnosed as Melanoma.

Benign
Symmetry of pattern
One color
Melanoma
Asymmetry of pattern
More than 1 color
One to 9 positive features
Positive features
Blue-white veil
Multiple brown dots
Pseudopods
Radial streaming
Scarlike depigmentation
Peripheral black dots /
globules
Multiple colors (5 or 6)
Multiple blue / gray dots
Broad pigment network

1.5 Pattern analysis
Pattern analysis is the method of diagnosis which is preferred by specialist dermatologists
[11]. Pattern analysis is based on the analysis of the features that are present in the lesion
[21].
The original pattern analysis has received criticism for low reproducibility and ambiguity
of terms, resulting in the revised pattern analysis presented by Kittler et al. [7]. Revised
pattern analysis defines five basic elements from which all dermatoscopic patterns are
derived. The five elements are depicted in Figure 1.
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Figure 1 The five main patterns to look for in a skin lesion: (A) lines,
(B) pseudopods, (C) circles, (D) clods and (E) dots.

All of these elements can be divided further into more precise terms for example curved,
rectilinear and thick for lines [7].

1.6 Accuracy of dermatoscopy
The accuracy of dermatoscopy-aided analysis of melanocytic lesions depends on the
amount of training of the dermatologist performing the analysis [8], and untrained
dermatologists may even perform worse with a dermatoscope [7]. However, with
sufficient experience, and consensus diagnosis dermatoscopy performs well compared to
other methods [9]. Furthermore, the accuracy of the analytic methods varies between
experts, who have higher accuracy with pattern analysis, and non-experts, who perform
better with Menzies method, as can be seen in Table 4. The method of choice among the
two groups varies accordingly and suggests that pattern analysis is the better method even
though it requires more training [10], [11].
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Table 4 Comparison of accuracy between expert dermatologists and other clinicians.

Method

Non-Experts [10]

Experts [11]

Sensitivity

Specificity

Sensitivity

Specificity

ABCD rule

77.5%

80.4%

82.6%

70%

7-point
checklist

81.4%

73%

83.6%

71.5%

Menzies
method

84.6%

77.7%

85.7%

71.1%

Pattern
analysis

68.4%

85.3%

83.7%

83.4%

1.7 Other diagnostic tools
There are several diagnostic tools available for detection of melanoma other than
dermatoscopy [12].
Multispectral image analysis is a method where several illuminations with subsequently
longer wavelength are applied to a lesion. Shorter wavelengths penetrate further into the
skin and thus features which are not visible to the naked eye can be analyzed. Products
based on this approach have been shown to achieve a sensitivity of 98.2% and a specificity
of 9.5% [13].
A microscopic method known as confocal microscopy wherein a mirror is used to scan the
lesion images of high resolution can be created enabling higher accuracy than dermoscopy
[14].
B-mode ultrasound has been used to estimate the thickness of skin lesions, as well as
discrimination between different types of lesions [12].
By measuring electrical impedance in skin lesions malignant melanoma can be
discriminated from benign lesions due to the differences in cell shape and structure that
affect the impedance. Bio-impedance has achieved accuracies of over 92% sensitivity and
67% specificity [19].

1.8 Therapy
When a lesion raises suspicion of malignancy the standard of care is to excise the complete
lesion from the skin with a marginal of 2-4 mm [22]. If a lesion is diagnosed as malignant
melanoma the recommended therapy is to surgically excise the lesion with a margin of up
to 3 cm [1].
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2 Computer vision
Computer vision is the scientific discipline that aims at replicating human vision and our
inherent understanding of the connection between an image, what we see, and the
underlying phenomena, the objects or events in the images [23].
In the effort of creating vision for computers the problem has been reduced to smaller
subparts, which will be explained shortly hereafter.
Restoration
Computer vision often deals with restoration of images. This is often made possible by
transforming, filtering or processing the image in some way in order to restore the original
features of the imaged entity by reducing noise or removing degradations in the imaging
function [24].
Reconstruction
The second common use of computer vision is as a means of reconstruction of original
geometry. This can usually be performed in medical contexts by computed tomography
using ionizing radiation or nuclear magnetic resonance imaging [25].
Recognition
Humans are good at recognizing visual input, we recognize objects like letters even when
the most part of them are occluded, see Figure 2. All of these features have been replicated
in computer vision. Recognition of letters in the form of optical character recognition,
which have been extensively used in banking for reading checks in an automated fashion,
or in postal services for automatic reading and categorization of letters and packages.

Figure 2 Image of partial text, human readers may easily identify the words
“Measuring” at the top and “Computer Vision” at the bottom.

Recognition is the most relevant field of computer vision to this thesis. A dermatologist
has the ability of recognizing patterns that give clues to the correct diagnose, the aim is to
transfer this recognition to a computer.
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Recognition in computer vision is often closely linked to machine learning. In the current
state of the art there are two approaches to machine learning, both having a set of defined
classes representing characters in text or identity to faces, or type of object e.g. cat or car.
The first approach is trying to find relevant features in the images such as corners and
colors [26] and then training a model to correctly differentiate between classes. The
second approach is to train a model completely without developed features and to learn
itself what features are relevant for the classes. The first case requires a human to create
the relevant features consuming many hours of work while the other case requires enough
data for the model to be able to generalize well to any image. Thus the trade-off between
these approaches is speed vs. amount of data [27].

2.1 Machine learning
Machine learning is the scientific and technical area of creating computers that learn
functions from data and it is separated into two areas, namely supervised and
unsupervised learning [28]. The distinction depends on whether the training is supervised
by an agent that knows the ground truth for each operation. For example in a classification
between cats and dogs, supervised learning labels each image with the “ground truth” or
actual class and then compares the outcome to this reference. Unsupervised learning on
the other hand does not rely on a reference “ground truth” in the evaluation. Unsupervised
learning, thus utilizes different tactics, trying to cluster images into sets that are similar or
which are more probably. Unsupervised learning usually tries to cluster the data into a
number of clusters which have similar features, by inferring some function, while the
supervised learning creates classification rules that are improved until they perform with
low enough error compared to the truth [28].
Neural networks are commonly used for supervised learning, and will be explained in
greater detail in the coming chapter.
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3 Neural networks
Artificial neural networks, or multi-layer perceptrons, are common approaches to
machine learning. The core of learning neural nets are the neurons. A neuron is an entity
with one to many weighted inputs and a bias, illustrated in Figure 3. Equation (1) and (2)
defines the activation, or output, of a neuron as a function of its inputs in vector form:
𝑧(𝒙) = 𝒘 ⊙ 𝒙 + 𝑏

(1)

𝑦(𝒙) = 𝛼(𝒛(𝒙))

(2)

where 𝛼 is an activation function and 𝑏 is the bias of the neuron, 𝒘 is a vector of all the
weights and 𝒙 the vector of inputs to the neuron and the ⊙ operator represents the
Hadamard product or elementwise multiplication of matrices.

Figure 3 A graphical representation of a neuron with signals x, weights w and bias b generating an output y.

There are several different activation functions, the three most common being the logistic
function, tanh and Rectified Linear Unit [27]. The first two are sigmoids, having S-shapes.
The logistic function is defined by (3).
𝜎(𝑧) =

1
1 + 𝑒 −𝑧

(3)

The rectified linear unit is defined by (4).
𝑅𝑒𝐿𝑈(𝑧) = max(0, 𝑧)
The 𝑡𝑎𝑛ℎ function is defined by (5).
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(4)

𝑡𝑎𝑛ℎ(𝑧) =

sin(𝑧) 𝑒 𝑧 − 𝑒 −𝑧
=
cos(𝑧) 𝑒 𝑧 + 𝑒 −𝑧

c)

b)

a)

(5)

Figure 4 The shapes of the three most common activation functions a) logistic function, b) Recified Linear
Unit, c) tanh.

3.1 Deep learning
In a deep neural network several neurons are placed in layers and combined by connecting
the outputs to the inputs in the next layer, see Figure 5 [27]. The first layer is commonly
known as the input layer. Neurons in the input layer do not have inputs themselves and
instead propagate a set value from the input to the network for example a pixel in an image.
Similarly the last layer is called output layer, and any layers in between are referred to as
hidden.

Figure 5 A neural network with four inputs and three outputs.

It has been shown that neural networks such as these have the ability of approximating
any function arbitrarily well [29], [30]. Furthermore it has been shown that adding more
layers improve the performance of the network faster than all other improvements [31].
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When modeling a certain function a common heuristic is the measure of how well this
model approximates the function. This heuristic is often called cost- or loss function. Two
common cost functions are mean squared error (MSE) and cross-entropy [27].
Mean squared error (MSE)
MSE is a measure of the quality of a predictor or estimator. It is the average squared
distance between the predicted values and the true values, as described by (6).
𝑁

1
MSE = ∑(𝑦̂𝑖 − 𝑦𝑖 )2
𝑁

(6)

𝑖

In the case of neural networks the predicted values 𝑦̂𝑖 are the outputs of the final layer and
the true values 𝑦𝑖 the output of the modeled function, N being the number of training
samples.
Cross Entropy
The notion of entropy can also be useful as a cost function in classification problems,
producing faster learning results than MSE [27]. The cross-entropy equation is also known
as a negative log-likelihood [31]. Using the same notation as in MSE, the cross-entropy cost
can be calculated by (7).
𝑁

1
𝐶𝑟𝑜𝑠𝑠-𝑒𝑛𝑡𝑟𝑜𝑝𝑦 = − ∑[𝑦 ln 𝑦̂ + (1 − 𝑦) ln 1 − 𝑦̂]
𝑁

(7)

𝑖

3.2 Gradient descent
Neural networks are often named gradient-based learning due to their use of gradients of
the cost function for learning [31]. As is common practice in all areas of machine learning
neural networks also try to reduce the cost function, but due to the non-linearity of neural
networks most cost functions become non-convex and more fruitful results have been
gained from moving in the negative direction of the gradient [31].
Given the cost function 𝐶 as a function of the weights 𝑤 and biases 𝑏 of the neural network,
the gradient of C can be utilized in order to change the weights and biases to go fastest
toward minimizing the cost function [27]. By introducing a scalar 𝜂, called learning-rate,
the weights and biases may be modified iteratively according to (8).
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𝑏′ = 𝑏 − 𝜂

∂C(w, b)
∂b

𝜕𝐶(𝑤, 𝑏)
𝑤′ = 𝑤 − 𝜂
𝜕𝑤

(8)

Since the data volumes used for the training and testing of neural networks often are large
it might not be possible to calculate an average change for the entire data set. Another
method known as stochastic gradient descent may be applied. The stochastic method is
based upon selecting a batch, or a subset, of the data and calculating the average change
for that batch. This batch may be chosen to include any number of data points with the
trade-off between noisy fluctuations and computation time and memory [27].

3.3 Backpropagation
The gradient of change in bias and weights in relation the cost function is straightforward
in the output layer following the reasoning in the section above. However, there exist
weights and biases throughout the network at points where the calculation of the gradient
is not elementary. The most common solution to calculating all of the gradients at each
neuron in the network was first realized by Rumelhart et al [32], and is known as the
backpropagation algorithm.

Figure 6 The notation used in this paper to
denote the jth neuron of the lth layer.

Borrowing notation from [27] each neuron can be identified using two numbers, l and j as
seen in Figure 6. If we define the error 𝛿 in each neuron as the difference between the
output 𝑦𝑗𝑙 related to the cost function 𝐶 of the network and the desired output, defined by
in (9).
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𝛿𝑗𝑙 =

𝜕𝐶
𝜕𝑦𝑗𝑙

(9)

To find the error in each of the neurons we start with the error of the neurons in the output
layer, defined by (10).
𝛿𝑗𝐿 =

𝜕𝐶
𝛼′(𝑧𝑗𝐿 )
𝜕𝑦𝑗𝐿

(10)

The error can then be propagated backwards through the network by expressing the error
of one layer in terms of the error in the next layer following (11).
𝛿 𝑙 = (𝒘𝑙+1 )𝑇 × 𝛿 𝑙+1 ⊙ 𝛼′(𝒛′ )

(11)

When the error of the individual neuron is found the corresponding weights and bias can
be derived using equations and respectively; a proof can be found in [27].
𝜕𝐶
= 𝑦𝑘𝑙−1 𝛿𝑗𝑙
𝜕𝑤𝑗𝑙 𝑘

(12)

𝜕𝐶
= 𝛿𝑗𝑙
𝜕𝑏𝑗𝑙

(13)

The implementation of the backpropagation algorithm is not straightforward, mostly due
to the large amount of neurons, limitations on processing speed and memory space.
Several different algorithms have been proposed in solution to the problem [31].

3.4 Overfitting
A common issue in machine learning and especially in deep learning is the problem of
overfitting [27]. Overfitting is when the model more closely describe the noise in the
function than the underlying function, a detailed view is included in Figure 7.
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Figure 7 Images of different polynomial functions fitted to data (blue points). (Left) An under-fitted function
that does not represent the variation of the data. (Middle) A fit that represents the major points that generalize
well (Right) A function that resembles the data and the error too closely.

Overfitting is reduced with a smaller network and a larger training set. It can also be
reduced by regularization [31].

3.5 Regularization
Regularization is a method for solving inverse problems and to avoid overfitting to data.
One major type of regularization, known as weight decay, puts bounds on the complexity
of the model [31]. For example by using the 𝐿2 -norm, commonly known as the Euclidean
distance. Weight decay can be added as a separate component to the cost function, C, see
(14).
𝐶 = 𝐶0 +

𝜆
∑ 𝑤2
2𝑛

(14)

𝑤

Regularization keeps the size of the weights in the equation of minimizing the cost function.
Therefore the weights will be kept small. This change to the definition of C changes the
partial derivatives in the stochastic gradient descent according to (15) and (16).
𝜕𝐶 𝜕𝐶0 𝜆
=
+ 𝑤
𝜕𝑤 𝜕𝑤 𝑛

(15)

𝜕𝐶 𝜕𝐶0
=
𝜕𝑏
𝜕𝑏

(16)

Another method to address regularization is called drop-out. Where parts of the neural
network is left out on each training epoch, requiring the network to learn independently
of the complete network [33].
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3.6 Softmax
Sometimes an output layer called softmax is used in neural networks. The softmax layer
sums the activations of all the output neurons and divides it by the sum, effectively
creating an output of percentage likelihoods of the data point belonging to a class given
the model [27]. The softmax function is detailed in (17)
𝜎(𝒛)𝑗 =

𝑒 𝑧𝑗
𝑓𝑜𝑟 𝑗 = 1, … , 𝐾
𝑧𝑘
∑𝐾
𝑘=1 𝑒

(17)

3.7 Convolutional neural networks
The first neural network architectures known as a convolutional network was presented
in 1989 [34]. The solution was to organize neurons into units with inputs from a local
neighborhood in the image, resulting in a feature map, or filter, see Figure 8. This operation
is very much similar to the common mathematical concept of a convolution, hence the
name.

Figure 8 Visual representation of a convolutional neural network
subsequently creating two feature maps, first with kernel size 5
and then 3.

The input unit shares weights among all the positions in the creation of the feature map,
and in order to recognize multiple features in the same spots in the image multiple
feature maps with different weights are created [35].

3.7.1 LeNet
LeNet is an influential architecture developed in order to recognize handwritten digits
described in [35], the neural net is constructed of 7 layers. 2 convolutional layers, 2
subsampling layers and 3 fully connected layers.
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The two convolutional layers are placed first after the image input in the architecture, each
followed by a subsampling layer. Each convolutional layer is made up out of a 5x5 input
field generating six and four feature maps respectively.
The subsampling layers are placed following each of the convolutional layers in order to
reduce the resolution of the exact position of the features. The subsampling is performed
by adding the values in a non-overlapping input 2x2 field and a single neuron with a
trained weight and bias.
Up to the point of the second subsampling layer the architecture focus on extraction
relevant features, the latter three fully connected layers aim at classifying the images given
the features trained.

3.7.2 AlexNet
AlexNet is described in a paper by Alex Krizhevsky et al. [33]. The network features a
convolutional layer with a different stride, namely the number of pixels that the sliding
window is moved to the right after each operation on the input image. The stride length
used is 4.
Rather than the subsampling layers utilized in LeNet, AlexNet uses so called maximum
pooling layers which sum up the values from a 3x3 area. These areas are also moved with
a stride that is shorter than the window size, i.e. 2, creating an overlap.
Similarly to LeNet the final layers are fully connected layers that classify the features that
are extracted from the earlier layers.
Drop-out was featured in order to address regularization and the architecture is built
around using two different graphical processing units and separating the load between
them into two pipelines in order to increase the size of the network.
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4 Computer vision and Melanoma classification
Convolutional networks are still a relatively new tool in computer vision and much of the
earlier work in developing machine learning algorithms have been focused at finding
relevant features for classification.
Recent studies have compared colour features to texture features and local features to
global features, and found that local and colour features may be better for classification,
achieving sensitivity of 100% and specificity 75% [26].
In this literature study few studies have been found which evaluate the performance of
convolutional networks on the classification of skin lesions, possibly due to the large
number of labelled images that are required. One relevant study used hand-crafted
features which were subsequently classified using a neural network, achieving 99%
sensitivity and 72.5% specificity [36].
Another study using complete convolutional networks [37] used big image databases such
as DermNet and DermWeb to train several neural net classifiers. The trained networks in
ensemble then achieved an accuracy of 60%. The data was re-labelled into a binary cancer
and non-cancer classification achieving an accuracy of 90%.
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5 Evaluation metrics
When evaluating clinical tests in medicine there are four common evaluative metrics
namely, sensitivity, specificity, positive predictive value (PPV) and negative predictive
value (NPV). Another evaluative measure commonly used in machine learning is Cohen’s
Kappa (described below) [38]. The terminology for binary classification is outlined in
Table 5.
Table 5 Binary classification table

Classified as
Ground truth

Positive

Negative

True

True
Positive

False
Negative

False

False
Positive

True
Negative

5.1 Sensitivity & Specificity
Sensitivity are two metrics commonly used to evaluate clinical tests, because it is
important for a test to find all patients with a certain disease and also to not give treatment
to healthy patients [39]. Sensitivity and specificity are calculated according to (18) and
(19) respectively.
𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 =

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒

(18)

𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 =

𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒
𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

(19)

That the maximization of these metrics is often a trade-off which can easily be realized
since a “stupid” classifier which classifies everything as Positive will have a Sensitivity of
100%, and similarly a “stupid” classifier classifying everything as Negative will have a
Specificity of 100%. Due also to the high rates of classifiers such as these sensitivity and
specificity is often accompanied by a predictive value.
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5.2 Positive- and negative predictive value
While the sensitivity and specificity evaluates the confusion matrix (Table 5) horizontally,
the predictive values evaluates the matrix vertically. We get a measure for how much the
Positive or Negative outcome of the test can be trusted [39]. PPV and NPV are defined in
(20) and (21) respectively.

𝑃𝑃𝑉 =

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

(20)

𝑁𝑃𝑉 =

𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒
𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

(21)

5.3 Cohen’s Kappa
Cohen’s Kappa is a coefficient that is intended to reflect the agreement of two classifiers
and was first suggested by Jacob Cohen [40]. The coefficient is calculated according to (22).
𝜅=

𝑝0 − 𝑝𝑒
1 − 𝑃𝑒

(22)

Where 𝑝0 is the fraction of True Positive and True Negative values, the cases where both
classifications agree. Furthermore 𝑝𝑒 is an error measure that reflects the probability of
random agreement between the two classifiers.
The resulting coefficient is a value 𝜅 ∈ [0, 1]. There is no universal threshold for accepting
the kappa measure, but rough guidelines exist in literature [41].
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6 Clinical decision-support
While the definition of a clinical decision support (CDS) system is not rigorously defined
it is generally used to indicate a system of some sort that processes medical data in order
to suggest treatment or diagnosis [42]. Common implementations of CDS include handling
larger sets of information, more complex calculations than what can routinely be kept in
the head of the healthcare practitioner and suggestions of where to focus attention
(alarms) [43].
CDS has been suggested as a solution to several issues in healthcare such as the major
problem of complexity by structuring workflows and offer new ways of communication
[44]. Furthermore, CDS has also been shown to improve the quality of care [45].
None-withstanding the benefits suggested introduction of CDS in healthcare has
historically met with resistance from healthcare providers [46] and many issues still pave
the landscape toward broad adaption [43]. There is still very little research on the subject
of making the introduction of CDS easier [43].
Still, there are CDS systems that have been successful, these are often systems in which the
healthcare provider does not have to manually input information, such as in
electro-cardiography, or that require any attention at all [43].
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