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Abstract
Perception is a crucial part of an autonomous robotic sys-
tem, as it processes sensory input and extracts useful infor-
mation for action planning and execution such as recogniz-
ing objects in the environment where the robot is to act.
Although object recognition has been studied extensively
and much progress have been made, current systems often
face challenges in dealing with ambiguities and uncertain-
ties in the raw sensory data. These ambiguities has been
shown to be reduced when using contextual information.
However, many different types of context measures exist
and it is not always clear which type is the most effective
for classification purposes.

In this thesis we study how and to what extent Markov
Logic Networks (MLN) can be used to increase robustness
in object classification by making use of context. MLNs
consist of a combination of first-order logic and Markov
Random fields, allowing for a solid framework for defining
soft- and hard rules that can be used efficiently in classi-
fication. Structure learning methods for MLNs allow for
automatic improvement of the structure as well as flexibil-
ity when expanding the classification space. Therefore, it
was of particular interest to study how the learning of the
structure of an MLN performed against a manually con-
structed counterpart. We propose spatial relations, e.g.,
’isRightTo’, ’isLeftTo’ and ’isAbove’, as a measure of
context in order to reduce classification errors of items in
various household scenes.

Our experimental evaluations start with a comparison
with a commonly used probabilistic classifier, the Naive
Bayes classifier. Furthermore, we use a publicly available
data set to compare structure learning with a state-of-the-
art system which uses MLNs with a manually designed
structure. In addition, we test our approach with and with-
out spatial relations on this data set. Overall, the results
show that MLNs outperform conventional classification al-
gorithms and that spatial relations and structure learning
increase the classification accuracy.



Att förbättra objektigenkänning med hjälp av
kontextuell information genom användning av

Markov Logic Networks
Förmågan att uppfatta och hantera data från omgivnin-
gen är en viktig del av autonoma system. Detta eftersom
omgivningen innefattar information som är mycket viktig
för t.ex. identifiering av föremål. Processen att identifiera
föremål har sett omfattande forskning, och har haft stor
framgång, dock så har dessa processer fortfarande problem
med osäker data samt föremål med tvetydiga signalement.
Dessa problem kan underlättas med hjälp av att ta hän-
syn till en scens sammanhang, dock så finns det många
olika sätt att mäta sammanhang och det är inte alltid klart
vilket som är bäst.

I detta examensarbete studerar vi hur Markov Logiska
Nätverk (MLN) kan användas för att öka robustheten hos
en klassifieringsprocess i olika sammanhang. Ett MLN består
av en kombination av första ordningens logik samt Marko-
vianska Nätverk. Denna kombination skapar en stark grund
för att definiera mjuka- och strikta logiska regler vilka kan
användas effektivt i diverse klassifieringsprocesser. Inlärn-
ing av ett sådant nätverks struktur möjliggör automatisk
förbättring av strukturen samt en flexibilitet i modellen när
man vill utöka den. Därigenom är det av intresse att stud-
era hur den automatiska inlärningen av strukturen klarar
sig om man jämför med en struktur som är manuellt ska-
pad av experter. Vi föreslår rumspredikaten ’isRightTo’,
’isLeftTo’ och ’isAbove’, som mått på sammanhang för att
minska klassifieringsfelet för hushållsföremål i olika sam-
manhang.

Vår metod jämfördes med en vanligt förekommande
klassifieringsalgoritm, där resultatet visar en tydlig förbät-
tring av prestandan. Inlärningsmetoden var i sin tur jäm-
förd med ett modernt system som använde sig av en manuellt
skapad struktur. För att utvärdera rumspredikatens rim-
lighet uppgraderades även den manuella strukturen med de
föreslagna predikaten. Denna uppgradering visade en ty-
dlig förbättring av klassifieringen som helhet.

Följakligen visar detta att MLN utgör en förbättring
av vanligt förekommande klassifieringsalgoritmer och att
de föreslagna predikaten kan användas med goda resultat.
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Chapter 1

Introduction

Perception is the gateway to effective interaction with the environment to extract
useful information from sensory data (e.g., RGB images) for a variety of tasks, such
as action planning. Therefore, it is an important part of robotics and autonomous
systems. However, there are challenges for achieving robust and reliable perception
systems, e.g., sensory data is uncertain, incomplete and noisy, with varying levels
of clutter and different lighting conditions.

Traditionally the perception module singles out an object and attempts to clas-
sify it with regards to its inherent properties (shape, size, color etc.). Intuitively, it
could be assumed that such properties are all we need in order to correctly classify
objects, and that a scene is simply the sum of the objects in it. However, objects in
a scene covary which provides valuable information that can be acquired and used
for classification, for example consider the arrangement of tableware or a computer
setup at a work desk where a keyboard is often in front of a screen. Accordingly,
recent studies [1] show that context plays an important role in scene understanding.

Context provides useful information and reduces the time needed for subjects
to correctly classify objects in a scene. This can be taken into consideration when
designing a vision system to increase robustness to failures and recognition accu-
racy. Especially ambiguous objects, which might be confused with each other due to
different reasons, e.g., obstruction by other objects or when a reflective surface pre-
vents a complete view of the object, can be disambiguated based on this contextual
information.

For this purpose, it is relevant to investigate what object relationships that
humans use when observing a scene. For instance, in the case of a kitchen table, it
is proper etiquette in most societies to lay the table in a specific manner. Therefore,
it is feasible for a classifier to make use of this information. As such, we want to
encode information about where an object is in relation to another object next to
it (if it is to the right, left or above an object). From here on these relations will be
called spatial relations.

Markov Logic Networks (MLN) [2], exhibit great promise for the problem of
context based object recognition. First of all, being probabilistic, they can be used
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CHAPTER 1. INTRODUCTION

efficiently to deal with uncertain sensory data. Secondly, as an MLN is a collection
of logical statements, it can be used to incorporate semantic knowledge in terms
of different contexts. The importance of these statements is signified by weights
which are learned from data. This way, MLNs provide a principled framework
for defining rules (hard and soft) that are relevant when identifying items, scenes
or other quantities. Besides, first-order logic, coupled with the importance weight
introduced by the MLN makes the MLN scheme easy to extend to include additional
information, such as contextual features. There are several measures of context
available for use in object recognition, as described in detail by Galleguillos and
Belongie [3]. Different forms of spatial context measures have been shown to reduce
error rates from ambiguity and to improve accuracy for individual objects.

Markov Logic has successfully been implemented in several classification prob-
lems, [4]. However, most studies limit the learning of MLN to weight learning [5] and
define the structure manually [4]. The structure learning of Markov Logic Networks
enables continuous improvement of the classifier as more data becomes available.
Furthermore, it allows for extension of the structure efficiently, for example when
extending the number of predicates or objects. In addition, the structure is shaped
based on the data revealing important relations represented by weight coefficients,
which may be missed in terms of manual construction.

In this thesis, we study how to include contextual information in the form of
different types of spatial relation rules to improve classification performance. Spa-
tial relation can help alleviate the problem of ambiguous items, which may not be
correctly classified due to imperfect vision sensing e.g., of reflective surfaces, such
as metallic parts of forks or spoons. Previous studies [4] have shown that it is
possible to detect several different objects in a complex scene with 100% accuracy
by using MLNs. However, these approaches have significantly lower accuracy for
certain classes, such as cutlery which cannot be disambiguated based on extracted
visual features alone. These issues can be solved with additional contextual in-
formation that can further support extracted features to construct distinguishable
representations.

In this project we investigate the following:

1. The strengths and advantages of structure learning for MLNs in comparison
to manual construction of structures,

2. how spatial relation as a measure of context can affect different structures.

The former is studied in order to investigate whether or not the structure learn-
ing can improve system performance in terms of accuracy and having less human
involvement. Furthermore, with the spatial relation included the goal is to reduce
error from ambiguous items such as kitchen utensils (knives, spoons and forks), by
adding rules that are commonly accepted e.g., when setting a table a fork is to the
left of a plate, a knife is to the right and a spoon is above the plate. The study
by Nyga et al. [4], showed that certain items such as utensils were most difficult to
discern with their implementation of MLNs which did not include spatial relation
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between objects. In this thesis we investigate if we can resolve such ambiguities by
using spatial relations as a measure of context.

Overall, in this thesis we present a framework that can process an image of
a given scene by extracting spatial relations between detected objects segmented
out from background and perform classification with probabilistic outputs based on
those relations using a trained MLN as illustrated in Figure 1.1. We evaluate the
approach on two different data sets and present an extensive analysis as detailed in
chapter 5. In summary our contributions can be listed as follows:

• We use spatial relations as a measure of context with MLNs, and

• we study structure learning of Markov Logic Networks for object recognition
to improve accuracy.

The rest of the thesis report is organized as follows. In Chapter 2 we describe
the work done previously in this field. The outline of our system is described in
detail in Chapter 3 and in Chapter 4 we describe the background theory of MLNs
and the methods necessary to construct them as well as to perform inference. The
experiments and results are described and discussed in Chapter 5. Finally, the
conclusions and future work are presented in Chapter 6.

Figure 1.1. Figure providing a brief overview of the system. The leftmost image is
the scene that is analyzed. a) The predicates identified from the segmentation- and
spatial module. b) The resulting classification where the number is the probability
p ∈ [0, 1].

1.1 Sustainability and Ethical Impact
The system described in this report was developed as a standalone version. However,
the overall goal is to integrate it with a robotic system that can interact with its
environment. The ethical impact of robotics on the society has been discussed
extensively, both in media and in academics [6][7][8]. However, the sustainable
development of robotics might seem to be less obvious, and there have been disputes
whether or not robotics are part of the problem or the solution [9].

The focus of this project has been on computer vision with the intended appli-
cation being a robot that can achieve tasks in the human environments. Computer
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vision is a field with a number of different ethical aspects that have yet to be solved
completely, chiefly privacy and data storage. Any application which employs cam-
eras of some kind, faces a privacy problem. This problem is even bigger if the system
exists in an environment where people spend a large amount of their everyday life
(such as a workplace or at home). One important question when designing such a
system is, should the data be stored? If so in what form, and how long? Who shall
have access to it? In this application the data does not need to be stored, except as a
means to keep data that could be used for possible system improvement (retraining
of the MLN). This means that in the case of a sensitive environment (e.g., at home),
it would be possible to minimize any privacy problems by not storing any data from
the camera. In the case where the robot is applied to a less sensitive environment
(e.g., a public place, such as a café), it would be acceptable to store some data that
can be used to improve the performance of the Markov Logic Network. Since this
data need not contain any private information (since it pertains to the structure of a
public space). The strength of our approach is that the only information necessary
for the retraining the system, is the shapes in the environment and their relation to
each other. As such no sensitive information will be stored.

Most people tend to think of pollution and global warming when the subject
of sustainable development is brought up. The obvious strength of robotics in this
aspect is the increasing efficiency of manufacturing with the development of indus-
trial robots. However, sustainable development can also be described as develop-
ment that allows current generations to satisfy basic needs without depriving future
generations of the same [10]. With this in mind we believe that education can gain
much from the use of Markov Logic Networks. Poverty is a big problem in the devel-
oping world, sadly poverty and limited access to education seem to go hand-in-hand
[11]. Note that the application of MLNs is not limited to computer vision, other
fields of note are: natural language processing (NLP), event recognition and Simul-
taneous Localization And Mapping (SLAM). For educational purposes MLNs and
NLP can be used to great effect. The lack of communication skills (such as English
or other world languages) can be a great hurdle for continued education. Learning
the proper pronunciation or grammar can be difficult if there is a lack of teachers
or exposure to the language. NLP can be used to analyze pronunciation/grammar
and correct any errors from the student [12].
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Chapter 2

Related Work

In this chapter we briefly summarize previous work with Markov Logic Networks
(MLNs) and give more details on our approach and setup, also highlighting differ-
ences. Markov Logic Networks have been used in a wide variety of fields, action and
event recognition [13, 14, 15, 16, 5], context based recognition [4, 17], simultaneous
localization and mapping, natural language processing and object classification.

2.1 Markov Logic Networks

MLNs were first introduced in 2005 by Richardson and Domingos [2]. The purpose of
MLNS was to combine the efficient handling of uncertainty in probabilistic graphical
models and compact knowledge description present in first-order logic. Structure-
and weight learning as well as inference were also discussed in this paper. Several
alternative methods of learning was introduced, such as discriminative learning [18]
(as opposed to the generative approach described by Domingos et al. [19][2]) which
used the conditional likelihood rather than the approximate pseudo-log-likelihood.
The original learning method TDSL as proposed by Domingos et al. employed a
greedy search method, which can be susceptible to local maxima. A new learning
method, bottom-up structure learning (BUSL) [20], was introduced to solve this
problem. This new approach constructed template networks in order to optimize
the structure learning. These templates were used to limit the possible clauses to
be evaluated during the construction of the MLN.

As MLNs were implemented as a new classification method, many studies evalu-
ated its performance in comparison to other methods [21]. The study by Crane et al.
showed that MLNs did not outperform the best classification algorithms available,
but it did show significant promise in data with complex relationships.

2.1.1 Action- and Event Recognition with MLNs

MLNs makes it possible to build a reliable network that can perform binary classifi-
cation. Therefore, it is not surprising that it has many implementations in research

5



CHAPTER 2. RELATED WORK

which pertains to alarm systems. Examples of such system is military [5] and pri-
vate surveillance [22] or health-care [16]. The strength of the Markov Logic Network
is that it is possible to join many simple predicates to give a measurement of how
likely a situation is. This strength makes the MLN valuable for these kinds of sys-
tems. More advanced action recognition tasks can be solved by describing complex
events in terms of simpler ones and create a hierarchical structure in which MLNs
are valuable tools [14]. For example, the action of making tea can be split into sev-
eral simpler tasks such as BoilingWater and usePot. However, these tasks can also
be used for other tasks such as cooking rice. In this case MLNs can provide a solid
framework to correctly classify the action given the lower level action. Multi-agent
systems can also benefit from the use of MLNs, since many processes that involves
cooperation includes rules which can be efficiently defined by MLNs. This is shown
by the study by Morariu and Davis [23] or Chakraborty et al. [24]. The system
developed by Morariu and Davis uses MLNs to classify multi-agent events, in this
case sports, and how the rules of the sport can be used to classify these events. The
second multi-agent system, by Chakraborty et al. is used to classify sequences of
medical procedures based on higher level features , such as patient pose and the
doctors motions.

2.1.2 Simultaneous Localization and Mapping with MLNs

Simultaneous Localization and Mapping (SLAM) is a hot topic in many autonomous
systems, especially robotics. The main types of mappings currently employed are
topological- and grid maps. The use of statistical relational learning (SRL) methods,
such as MLN, introduces a new type of mapping: semantic mapping. Contrary to
metric mapping, which aims to store coordinates and similar features in order to
describe the environment, semantic mapping extracts semantic features from the
environment [25]. This method works similarly to how humans interact with the
environment, an office is recognized from potential work desks and computers, rather
than the coordinates of obstacles. There have been a number of different studies
on semantic mapping, the majority of them focuses on semantic labeling of the
environment so that each region has a label, such as: office or corridor [26][27][28].
One such application which uses MLNs for the semantic labeling is [25], where grid
maps are used to describe the environments, which are then in turn segmented into
regions with semantic labels. The strength of this approach is that the topological
map can be inferred directly from the grid map. The performance of the system
designed is shown in Figure 2.1, we can see from Figure d) that the semantic map
provides a highly accurate description of the environment while at the same time
describing the more abstract information pertaining to the environments topology.

2.1.3 Natural Language Processing with MLNs

Markov Logic Networks have recently been applied successfully in various different
language processing fields [29], such as unsupervised Coreference resolution[30], In-
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Figure 2.1. Figure from [25] illustrating the performance of the semantic labeling
system. a) is an occupancy grid b) is the same map with classified areas (black occu-
pied, white free and gray unknown) c) the resulting semantic map with connections
depicted as red lines d) is the comparison between the map in b) and the map in c).

formation extraction [31], and natural language understanding (both written and
spoken) [32][33]. Coreference is when different sections of text refer to the same
object or person. For example, Mark and he. MLN can be used in this problem
to make the unsupervised coreference resolution rival the corresponding supervised
one [34]. The flexibility of Markov Logic Networks makes it possible to effectively
define the grammatical structure of the text. It is this efficiency that makes it pos-
sible to implement an unsupervised information extraction system that makes use
of the structure of the text as well as the content of it, which can be used to improve
language understanding systems as well.

2.1.4 Object Classification with MLNs
For object classification, various feature or appearance based classification methods
have been developed and are readily available. In the general case, descriptive
features of a specific object are extracted in order to match it with some knowledge
base. This problem can be transformed into the MLN and with good results, as
can be seen in [4], by Nyga et al. In this study, MLN predicates such as shape,
color and label are used classify objects. The pipeline of this paper is described in
Figure 2.2. The pipeline shows the various features of the system and how they
connect to each other, as well as examples of the data used for inference. The
performance of Nyga et al.’s system is strong when identifying unique objects, such
as bowls or cups. However, it struggles with ambiguous objects such as cutlery.
Cutlery are very similar and as such require a high level of detail (which might be
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Figure 2.2. Figure from [4] depicting Nyga et al.’s pipeline used to classify objects.

difficult to obtain) in order to be able to differentiate between the different types.
Furthermore, they are often made out of reflective material which causes further
problems for extracting viable features. Therefore, these items are ambiguous since
it is not always clear from the extracted features alone, what type we perceive.
Consider the case were we are only able to classify what item it is from the handle,
we do not know from this information alone whether or not it is a knife or a fork.
This result would suggest that, with a little more information, the MLN will be able
to infer ambiguous objects as well. A viable carrier of this information would be
spatial relation between objects. It is this difference that we focus on in this thesis,
the overall system layout is similar to that of Nyga et al.. However, we aim to
investigate how structure learning and spatial relations can be used to improve that
classification scheme. Other studies that have employed MLNs for object recognition
and classification are for example [35] [36], these works investigate how event and
action recognition can be used to classify objects in an environment, for example
you can classify an item as a sofa by knowing that someone is sitting on it.

2.2 Our Approach
Our aim is to equip a robotic system with an advanced perception where the robot
can identify objects in a given scene successfully making use of contextual informa-
tion and with little supervision. We propose a system that employs spatial relation
between objects to signify context and improve the accuracy of perception. We
make use of spatial relations to alleviate the problem of ambiguous items in case of
imperfect vision, such as cutlery.

The process to extract relations from images can be described in four parts,
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the first three pertaining to extraction of information from a scene and the final is
classification:

1. Segmentation: In this step the purpose is to separate images in segments,
where each item belongs to a separate segment.

2. Spatial Relation Extraction: This step includes identifying spatial relations
from the segments similarly to the method proposed in [13].

3. Basic Shape fitting: In the final step we fit basic shapes (spheres, planes,
cylinders etc.) onto the segments separated in step 1. With the set of shapes
identified these are sent into an MLN which contains predicates of the form
hasCylinder(set), and nextTo(a,b) in order to identify what type of object it
is. The reason for this approach was because semantic relations for objects are
easy to define with shapes as opposed to more high level features. This can
be seen in the following example. Consider a spoon, which can be described
with a combination of hasCylinder ∧ hasSphere ∧ nextTo(item, bowl).

4. Classification: With the data extracted and parsed to a suitable format, infer-
ence is performed with either MAP or Markov Chain Monte Carlo (MCMC)
methods.

Figure 2.3 summarizes these steps whilst also displaying the input-output relation-
ship between them. The final output of the system is a list of possible predicates
and the probability of them being true.

Figure 2.3. Diagram displaying the layout of the proposed system.
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2.2.1 Resources
We study images obtained from an RGB-D sensor which is placed in such a way as to
mimic how the robot might look at a scene during standard operating performance.
The segmentation system in Figure 2.3 uses the depth map, whereas the Shape
Detector system uses the point cloud data.

In this project, both the Kinect [37] and Primesense [38] sensors were used.
Kinect is a device developed by Microsoft in the purpose of providing motion sensing
for their gaming platforms. The Kinect quickly became popular in robotics research.
It and its cheaper counterpart Primesense consist of a RGB camera and IR-sensor.
The Kinect uses structured light in combination with depth from focus (DFF) and
depth from stereo (DFS) in order to construct the depth map. Structured light is a
method where a known pattern is projected onto the scene and depth information
can be from the deformation of that pattern. DFF uses the fact that object that are
farther away are generally blurrier than objects close up. DFS uses the difference
in apparent position (parallax) by projecting the pattern from one position and
measuring the displacement from another position.

The shape detection was implemented with the PCL library [39], which is an
open source library used for 2D and 3D point cloud processing. It includes several
types of data processing tools; such as filtering, clustering and model fitting. The
image segmentation part of the spatial relation system was designed by Mårten
Björkman et al. [40].

The system was built with the ROS (Robot Operating System) framework [41].
The ROS framework is a large-scale open source library, which is has seen extensive
use when designing robotic platforms. The framework is based on a collection Nodes
(in Figure 2.3 each box roughly translates to one node) which communicates with
topics (or messages e.g., the predicate list that in received by the Parser node 2.3).
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Figure 2.4. The segmentation process for two different scenes. In the first image
we can see a weakness in this approach. The setup affects the relation identification
process, as we can seen in the first scene. Here the we only find one spatial relation
out of the two since the first item blocks the second one, isolating it from the plate.
Also note that due to the pot being segmented into two different objects, we will get
some noise in the data that might cause misclassification.
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System Outline

Here we present the system, briefly described in the previous section. In Figure
3.1 we see the extended outline of Figure 2.3, including an example scene and the
different outputs of the system. It can be separated into three main subsystems: (1)
Spatial Predicate identification, (2) Shape Predicate identification and (3) Classifi-
cation. The system was used on different scenes and scene dependent items, such
as table, study and kitchen. Below we describe the system on which our spatial
relation approach was based on, and later how this was modified in order to achieve
the desired contextual relationships. Finally we describe the remaining parts of the
system and how the data was organized.

3.1 Spatial Relations In Images

The process to infer spatial relations between objects was inspired by the procedure
by Aksoy et al. [13]. This procedure has three distinct steps, which are described
below:

Segment Sequence Listing

The Segment sequence listing is performed in the following way: first the pixels
in the image are iterated through, horizontally and vertically. The corresponding
sequence of segments that occur in each line is counted. The number of times a
specific sequence occurs is stored in a list L. Figure 3.2 shows how the sequence
listing would be performed in a scene consisting of simple shapes.

Spatial Relations Between Segment Pairs

When all segments have been listed and counted, the spatial relations are calcu-
lated. There are four distinct relations described by Aksoy et al., ’Touching’ ,
’Overlapping’, ’No Connection’ and ’Absence’. The two first relations are de-
scribed below.
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Figure 3.1. Extended outline of the system, where each component corresponds to
a node in the ROS framework.
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Figure 3.2. Image displaying the end result of the sequence listing.

• ’Touching’: Segments that follow one right after the other are touching. e.g.,
in the sequence (1,2,3), (1,2) and (2,3) are touching, but not (1,3).

• ’Overlapping’ : If a segment occurs twice in a sequence then all segments in
between are overlapping with it. However, the inner segments do not overlap
with each other. For example, in the sequence (1,2,3,1) segment 1 overlaps
with both 2 and 3, but there is no overlapping between (2,3).

Counters for each segment pair are used, in order to have a measure of the spatial
relation.

1. C̄t
i,j 7→ nt : Number of times i, j are touching

2. C̄o
i,j 7→ nt : Number of times i, j are overlapping

Each time a touching relation has been inferred for the sequence, S, the counter
C̄t

i,j is incremented by L(S). In the case of overlapping segments, the counter is
incremented in a similar fashion. However, in this case the counter for the inner
segments are reduced in order to indicate that they do not overlap. Furthermore,
the inner elements of the sequence are removed to ensure that overlapping only
occurs between neighboring segments.

Post-processing

The final step is post-processing of the resulting segments. This is done in order
to reduce error rates from noisy data as well as to simplify calculations. There
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are two steps in this stage, normalization and thresholding of the counters. The
normalization is performed as described in Eq. 3.1.

C̄t
i,j :=

Ct
i,j

min(Ni, Nj) (3.1)

Where Ni,Nj are lists that store the pixel size of the corresponding segment.
The thresholding is performed such that unless the final spatial relation measure

exceed some predefined threshold, the relation between the objects are classified as
No Connection.

3.2 Spatial Predicate Identification
The first subsystem in our approach is the system that extracts the spatial relations
’isLeftTo’, ’isRightTo’ and ’isAbove’. The spatial predicate identification is
in turn separated into two parts, segmentation which employs depth in order to
construct a mask signifying separate item instances on a supporting plane [40].
Spatial relation which, with the aid of the mask, identifies relations between the
objects in the scene. The mask is constructed by firstly identifying the background.
The background is defined as the bounding plane that limits the scene, this could
be walls, supporting planes or tabletop surfaces. Once the background is found
we divide the remaining points (defined as the foreground) into separate layers of
depth. Each layer is symbolized by a binary mask, and is blurred by a 2D Gaussian
kernel. To identify segments we find the cluster centers with a high density. As is
stated by Björkman et al. this has the affect of having a bias towards close parts,
since these points are more densely distributed.

We modified the spatial relation method in [13], described in Section 3.1 as
follows. The method was remodelled to include the relations ’LeftTo’, ’RightTo’
and ’Above’, and a second threshold was introduced to minimize the confusion be-
tween the different relations. This relation describes the required distance between
objects before a relation is noted. In this way it is possible to find a spatial relation
between objects, even though they do not touch directly. Figure 3.3 illustrates how
the modified system handles a potential scene. From the new sequences it is possible
to infer whether or not an object is to the right or to the left of another object.

3.2.1 Spatial Relation Extraction

In this section we describe the modified sequence listing and spatial relation extrac-
tion methods. Figure 3.3 displays how sequences are handled in the new modified
version.

In this implementation it was important that spaces (areas which correspond to
background) are handled in an appropriate way. Otherwise objects would have to
be touching each other before a relation could be extracted, which is not feasible
in a real life scene. Furthermore, we wanted to extend the touching relation to
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sequence_listing_advanced.pdf

Figure 3.3. The modified sequence listing method.

also include the directional relation between the two objects. The way this was
done was to record not only what sequence the objects came in, but also which
one is came first. For example, the sequence {1, 3, 2} would in the framework
described in Section 3.1 result in the touching relation for {1, 3} and {3, 2}. In
the modified framework the resulting relations would be isLeftTo {1, 3}, {3, 2} and
isRightTo {3, 1}, {2, 3}. However, in this new method, we also take whether or not
the sequence was extracted vertically or horizontally, in order to differentiate isAbove
and isRightTo/isLeftTo. Since the horizontal relations are each others inverses (if
object one is to the left of object two, then the same relation could be described
by stating that object two is to the right of object one), we added an additional
filter in the parser node. This filter only considers relations where an object is to
next to another object which has a shape predicate already defined. This method
ensures that spatial predicates are concentrated to objects that are too small to
have a shape of their own (e.g., the knife, fork and spoon classes).
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Figure 3.4. The two stages of spatial relation identification for different scenes.
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3.3 Shape Predicate Identification

In the shape identification subsystem, random sample consensus (RANSAC) is used
to annotate the point cloud and identify various basic shapes in the scene, such as
’Sphere’, ’Cylinder’ and ’Rectangle’ [42]. The simplest form of RANSAC is
the fitting of a line on data with many outliers (data points that are far from other
observations in the data set). The way RANSAC is performed is to randomly sample
a subset of the data points and fit the model of interest on them (line, circle, plane
etc.). This model is then tested against the entire data set, the points that fit the
model well are stored and used to reestimate the model. This process is repeated
and the new model is compared to the previous one. The model is replaced with
the new one if the new model encompasses a larger number of inliers.

The entire process is repeated n times, and in each iteration the model is either
improved or unchanged.

3.4 Classification

All the information extracted from the scene is compiled and used to make a pre-
diction regarding what object(s) exists in the scene. In this thesis we learn the
structure of MLNs and use it to classify item instances in various household scenes.
The task consists of inferring class belonging of an item from the combination of
shape and spatial predicates that the system has extracted. For example, if we have
trained the structure on the semantic relationship that plates are round, then if we
find the shape predicate hasCircle we can infer that the item is most likely a plate.

Both of the subsystems (spatial and shape) return potential predicates and
cluster locations. The next step is to compare the cluster locations and keeping
only the clusters that match, thus removing clusters deriving from noisy data. The
final step is to classify the clusters discovered in the first part. We used MCMC
inference (described in Section 4.3.2). Figure 3.1 gives an example of a simple scene
containing a plate, a fork and a knife. This scene is then processed by the system
and we receive three relations that we use for classification. The result from the
classification is stored as a list where the probability of each combination (predicate
+ variable) is printed to the right of said combination (as is illustrated in Figure
3.1).

3.5 Data

We work with two different data sets. The first one is our own data set, and the
second one is a data set constructed by Nyga et al. [4]. This data set consisted
of a list of predicates for each scene describing its layout, but did not include any
images of the scenes in question. Figure 3.5 provides an example of how one such
scene looks. The predicates used in both of these databases are listed in Table 3.1
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Figure 3.5. Concept image from Nyga et al. [4] describing the classification problem,
with a sample scene.

Table 3.1. MLN predicates for the different data sets.

//Predicates for Nyga et al.’s data
color(cluster,Color)
goggles(cluster,Product)
goggles_Logo(cluster,Company)
goggles_Product(cluster,Product)
goggles_Text(cluster,Text)
object(cluster,Object)
scene(cluster,Scene)
shape(cluster,Shape)
linemod(cluster,script)
(isLeftTo(cluster,cluster))
(isRightTo(cluster,cluster))
(isAbove(cluster,cluster))

//Predicates for the recorded data
hasCylinder(item))
hasCircle(item)
hasSphere(item)
hasPlane(item)
isKnife(item)
isBowl(item)
isPen(item)
isPot(item)
isSpatula(item)
isSpoon(item)
isFork(item)
isBowl(item)
isCup(item)
isPlate(item)
isLeftTo(item,item)
isRightTo(item,item)
isAbove(item,item)

The system described in the previous sections was used to classify objects in 40
scenes. The scenes varied in complexity, from 1 to 6 items in each, and the type
of item differed depending on the context. In addition to the data constructed by
the pipeline in Section 3, the second data set was used to verify the validity of
the spatial context predicate. This data set was provided by Nyga et al. and was
constructed from the system in [4]. This data set consists of 50 scenes and four
contexts: breakfast, drawer, cooking and fridge.

In order to evaluate the effects of the spatial predicates, we added the spatial
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predicates employed in our system to the data from Nyga et al. We also allowed
for some error in the spatial predicates introduced in Nyga’s data, by not including
it in every possible instance where it might have been relevant. The reason for
this is that we wanted to investigate whether or not the spatial relations could be
used decrease classification errors even when the added predicates were missing.
Table 3.2 illustrates the various objects used in both the data sets, as well as which
scene(s) they belonged to.

Each data set is divided into scenes, where each scene consists of a combination
of predicates describing the objects in that particular scene. The specific predicates
for each scene is listed in Table 3.1. Examples of how a database is structured can
be found in the appendix. One difference is that the types of predicates present
in both the structures. Our predicates consists of descriptions of shape (predicates
beginning with has) and predicates defining spatial relations (predicates beginning
with is). Nyga’s predicate consists of predicates defining inherent properties (the
shape and color predicate) and predicates providing the results from Google goggles
(e.g., text relevant to the product and logo). This difference gives Nyga’s structure
a higher degree of freedom when classifying items, such as juice- and milk cartons.
This additional freedom can be seen in Table 3.2, where the number of different
items are greater than in our data.
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Table 3.2. Objects in the two data sets.

Pipeline Nyga et al.
Object Scene Object Scene
Fork Table Bowl Breakfast
Knife Table Cereal Breakfast
Plate Table Chips Breakfast
Bowl Table Coffee Breakfast, Cooking
Pot Kitchen Cup Breakfast, Cooking
Pen Study Fork Breakfast, Cooking, Drawer
Cup Table Juice Breakfast, Fridge
Book Study Ketchup Breakfast, Fridge

Spatula Kitchen Knife Breakfast, Cooking, Drawer
Spoon Table Milk Breakfast,Fridge

- - Mondamin Cooking, Fridge
- - Oil Cooking
- - Pancake Maker Cooking
- - Pitcher Breakfast, Cooking
- - Plate Breakfast, Cooking, Drawer
- - Popcorn Cooking
- - Pot Cooking
- - Salt Cooking
- - Spoon Breakfast, Cooking, Drawer
- - Spatula Cooking, Drawer
- - Toaster Cooking

As mentioned previously, our data consists of predicate describing shape and
relation to other items. An example of how shape predicates can be viewed is the
predicate hasCylinder(item2). In this case we learn that the item, item2, has
been identified as having a cylindrical shape. Similarly for the spatial relations,
isLeftTo(item1, item2), can be read as "item1 is to the left of item2". The remain-
ing predicates are defined in the same way.

Figures 3.6-3.8 list some example scenes from the different contexts that we
studied. In total there was 40 scenes. As can be seen in the images, the degree of
cluttering varied from scene to scene and environment.

kitchen.pdf

Figure 3.6. Sample of images used in the data set for the Table environment.
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Figure 3.7. Sample of images used in the data set for the kitchen environment.

Figure 3.8. Sample of images used in the data set for the study environment.
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Chapter 4

Learning Markov Logic networks for
Context Based Recognition

In this section we briefly describe the background to Markov Logic Networks.

4.1 First-Order Logic
The language used in Markov Logic Networks is the first-order logic. Compared to
propositional logic, which describes the world in the terms of facts that do or do
not hold, first order logic consists of objects and their relation to each other. This
means that in comparison to propositional logic, first order logic employs predicates
and quantifiers in order to describe the world. In this way first-order logic is more
expressive and can represent a majority of knowledge bases [29].

As an example, the sentence “Mia is a cat” would be expressed in first order
logic as: isACat(a) where a is instantiated as “Mia”. This could then be extended
to more complex sentences, such as isACat(a)⇔!isADog(a), and could be used to
describe the full set A|a ∈ A. The complete syntax employed by first order logic is
displayed in Table 4.1.

This Table describes how a statement is constructed using first-order logic. First
of all a sentence is constructed either of a combination of sentences or an atomic
sentence. An atomic sentence is a statement which can not be broken down into
several simpler sentences. Therefore a sentence can be described as an atomic
sentence or a combination of several atomic sentences. Secondly, a sentence can be
constructed in several different ways, as is shown in the Table. The simplest form
of an atomic sentence is a single term, which can be either a variable, constant or
a function. The second form of an atomic sentence is a fundamental concept of
first-order logic, namely a predicate. A predicate is a function that when called
(with or without inputs) returns a Boolean value. This is different from a logical
function which returns a value (e.g., x→ x2).

23



CHAPTER 4. LEARNING MARKOV LOGIC NETWORKS FOR CONTEXT BASED
RECOGNITION

Table 4.1. The Syntax of First-Order Logic.

Sentence→ AtomicSentence|ComplexSentence
AtomicSentence→
Predicate|Predicate(Term, ...)|Term = Term
ComplexSentence→ (Sentence)|[Sentence]

|¬Sentence
|Sentence ∧ Sentence
|Sentence ∨ Sentence
|Sentence⇒ Sentence
|Sentence⇔ Sentence

|Quantifier V ariable, ..., Sentence
Term→ Function(Term, ...)

|Constant
|V ariable

Quantifier → ∀|∃
Constant→ A|X1|John|...
V ariable→ a|x|s|...
P redicate→ True|False|After|Loves|Raining|...
Function→Mother|LeftLeg
Operator Precedence : ¬,=,∧,∨,⇒,⇔

4.2 Markov Network
A Markov network, or Markov random field, is a graphical model similar to a
Bayesian network but is undirected and can be cyclic. In a graph, G, each variable
has a node and each clique, k, has a corresponding potential function φk. The joint
distribution of such a graph is described as

P (X = x) = 1
Z

∏
k

φk(x{k}) (4.1)

Where, x{k}, is the state of the clique, k. The partition function, Z, is given by:
Z =

∑
x∈X

∏
k φk(x{k}). This model is often extended to a weighted exponential

sum of the clique, which enables the model to be represented as a log-linear model.
Hence, the model in Eq. 4.1 is described by

P (X = x) = 1
Z
e
∑

i
wifi(x) (4.2)

The function f(x) can be any real-value function describing the state of the
clique. However, in the first-order logic case it is a binary valued function.

4.3 Markov Logic Network
Markov Logic Networks combine Markov Networks with first-order logic. They
were developed to improve the expressive power of first-order logic, by making it
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less rigid to violations of the knowledge base (KB). For example, in the scenario
where a decision is based on several formulas, first-order logic would classify an
event as impossible if one formula was breached. MLN on the other hand would
state that the event was less likely depending on the weight corresponding to that
formula. Making the event still possible put less probable. Note that, in the case
of infinite weights the MLN would perform the same as first-order logic.

Definition 1. A Markov Logic Network is a set of pairs (Fi, wi), where Fi is a
formula in first-order logic and wi is a real number. Together with a finite set of
constants C = {c1, c2, ..., c|C|}, it defines a Markov Network ML,C (as described in
Section 4.2) as follows[29]:

1. ML,C contains one binary node for each possible grounding of each predicate,
appearing in L. The value of the node is 1, if the ground predicate is true, and
0 otherwise.

2. ML,C contains one feature for each possible grounding of each formula Fi in L.
The value of this feature is 1, if the ground formula is true, and 0 otherwise.
The weight of the feature is the wi associated with Fi in L.

A Markov Logic Network (MLN) can be seen as a template for Markov Networks.
Different sets of constants produce different networks. The probability distribution
of an MLN, ML,C , is defined as:

P (X = x) = 1
Z (

∑
iwini(x)) =

{
φi(x{i}) = ewi

}
=

= 1
Z

∏
i φi(x{i})ni(x)

(4.3)

Where ni(x) is number of true Fi, and x{i}is the state of the predicates in the
world, x (i.e. truth values of the predicates) [2]. An example of a MLN can be
seen in Figure 4.1. The network consists of five nodes, each node corresponds to
a grounded atomic formula. The edges correspond to the logical operators that
connect the atomic formulas. In this context grounded means that a constant has
been applied to an atomic formula. For example, the atomic formula isACat(a) is
not grounded but isACat("Mia") is. The network in Figure 4.1 can be seen as a
generalization of the full network, if we consider each node as ungrounded. In this
way a MLN can be seen as a template for a MN, since each node corresponds to a
grounded atomic formula and each clique corresponds to a formula in the structure.
Note that the network grows with each additional constant and atomic formula
added.

4.3.1 Learning Structure of Markov Logic Networks
Learning the structure, means constructing the formulas, F, and optimizing the
weights, w, that define the individual MLN. There are two main approaches to
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Figure 4.1. A sample MLN consisting of five nodes. Note that in comparison with
a Bayesian Network this graph is cyclic and undirected.

the structure learning, Top-Down Structure Learning (TDSL)[19] and Bottom-Up
Structure Learning (BUSL)[20]. In this thesis the Markov Logic Network is built
using the TDSL method implemented in Alchemy [43].

These approaches try to find the structure with the best classification perfor-
mance for all predicates in the structure. This means that the resulting structure
can lack focus, depending on the initial MLN and the data. In order to circumvent
this we initialize the unit clauses as: evidence_predicate ∧ query_predicate. This
approach focuses the structure learning algorithm on the query predicate which we
found to improve the accuracy of the final MLN.

TDSL employs a beam search strategy to find the best possible structure from all
the unit predicates. Meaning that it expands the most promising node as described
below and in Figure 4.2.

The structure learning algorithm used in the Alchemy system was first intro-
duced by Stanley Stanley Kok and Pedro Domingos in 2005. Earlier attempts had
used an off-the-shelf ILP system called CLAUDIEN [44]. The down side with this
system was that it had not been designed to optimize clausal discovery, which lim-
ited the performance of the learned structure. To rectify this, Kok and Domingos
created an algorithm which optimized the weighted pseudo-log-likelihood (WPLL)

log Pw(X = x) =
∑
r∈R

cr

gr∑
k=1

log Pw(Xr,k = xr,k|MBx(Xr,k)) (4.4)

where R is the set the first-order predicates in the initial MLN, gr is the num-
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ber of groundings of first-order predicate r, and xr,k is the binary truth value of
the kth. There are two different cases where structure learning can be interest-
ing, learning a structure from scratch and refining an existing one. In both these
cases the algorithm takes the existing unit clauses and supplied clauses and adds
all possible predicates, in turn, to them. The process is illustrated in Figure 4.2.
Consider the case where we want to infer the probability that a person has can-
cer given his social network and smoking habits. In this case we begin with the
unit clauses Friends(x, x), Smokes(x) and Friends(x, y). In the first iteration we
add all possible predicates and the legal variable combinations (i.e. the different
groundings) possible. The addition with the highest score in the WPLL is kept.
The full pseudo-code for the process described above is listed in Algorithm 4.2 and
4.3. As can be seen from the pseudo-code, the first thing that is done is to see if we
can achieve a higher WPLL by negating the formulas that we currently have, after
this we learn the weights for all the clauses and calculate the WPLL. The iterative
procedure begins after this, we continue to find clauses and adding them to the KB
and keeping those that improve the WPLL.

Table 4.2. Pseudo-code for the structure learning algorithm described by Kok and
Domingos.

function StructLearn(R,MLN,DB)
inputs: R, a set of predicates
MLN, a clausal Markov Logic Network
DB, a relational database as described in table 6.2

Output: New MLN
Add all unit clauses from R to MLN
for each non-unit clause c in MLN (optionally)
Try all combinations of sign flips of literals in c, and keep the one that

gives the highest WPLL(MLN,DB)
Clauses0 ← all clauses in MLN
LearnWeights(MLN,DB)
Score← WPLL(MLN,DB)
repeat
Clauses←FindBestClauses(R,MLN,Score,Clauses0,DB)
if Clauses 6= ∅
Add Clauses to MLN
LearnWeights(MLN,DB)
Score← WPLL(MLN,DB)

until Clauses = ∅
for each non-unit clause c in MLN
Prune c from MLN unless this decreases WPLL(MLN, DB)

return MLN
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Figure 4.2. Diagram displaying the structure learning process on the MLN described
in the Appendix. The filled boxes indicates the chosen predicates in each iteration.
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Table 4.3. Pseudo-code for the FindBestClauses function.

functionFindBestClauses(R,MLN„Score,Clauses0,DB)
inputs: R, a set of predicates
MLN, a clausal Markov Logic Network
Score, WPLL of MLN
Clauses0, a set of clauses
DB, a relational database

outputs: BestClause, a clause to be added to MLN
BestClause← ∅
BestGain← 0
Beam← Clauses0
Save the weights of the clauses in MLN
repeat
Candidates← CreateCandidateClauses(Beam,R)
for each clause c ∈ Candidates
Add c to MLN
LearnWeights(MLN,DB)
Gain(c)←WPLL(MLN,DB)− Score
Remove c from MLN
Restore the weights of the clauses in MLN

Beam← { The b clauses c ∈ Candidates with highest Gain(c) > 0 and
with Weight(c) > ε > 0}

if Gain(Best clause c∗ in Beam)> BestGain
BestClause← c∗
BestGain← Gain(c∗)

until Beam = ∅ or BestGain has not changed in two iterations
return BestClause

4.3.2 Inference by Markov Logic Networks

Since a Markov Logic Network is essentially a template for a Markov Network, the
same methods can be used for inference in MLN as in MN. There are two methods
employed for inference in Markov Logic Networks, MAP/MPE [45] and Markov
chain Monte Carlo (MCMC) [46] [47]. The alchemy system supports three methods
for MCMC [43], here we use Gibbs sampling. In this project we primarily work
with Gibbs sampling. Gibbs is an approximative method of calculating probability
distributions by sampling from the conditional probability given the other variables
in the state space. It is described in detail in [48]. For example, you can calculate the
probability, P (x), of it being sunny by continuously sampling from the conditional
probability of the weather given the weather the day before. In this case you start
with today’s weather to calculate the weather tomorrow, this can then be used to
calculate the weather in two days, and so on. If you continue long enough you will
notice that on the (n+ 1)th day the conditional probability of it being sunny/rainy
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will be the same as on the nth day. The algorithm has then converged, and for
some general conditions it converges to P (x).

MAP/MPE Inference

The first type of inference is performed by maximizing the conditional probability
P (y|x), where y is the world state and x is the given evidence. The formal expression
of this conditional probability in the case of MLNs is given below

arg max
y

P (y|x) = arg max
y

1
Zx
e
∑

i
wini(x,y) = arg max

y

∑
i

wini(x, y) (4.5)

The normalization constant Zx is based on the possible world states given the evi-
dence x. This maximization problem reduces to finding the weights that maximizes
the above equation. In alchemy (and most other MLN applications) this is done
using the MaxWalkSAT weighted satisfiability solver [49]. The pseudo-code for the
MaxWalkSAT [29] algorithm can be found in Algorithm 4.4. The way the algorithm
works is by first initializing the algorithm by assigning a truth value for each vari-
able. If this assignment solves the problem, the algorithm terminates. Otherwise
we chose a clause from the set which results in minimizing the number of unsatis-
fied clauses and flips it. Or it chooses a random clause and flips it. After that the
algorithm repeats until a solution is found. The randomness provided by the value
p ensures that the algorithm does not get stuck on local minima.

MCMC Inference

The second inference method aims to calculate the conditional probability that a
certain predicate is true, given the evidence. Exact inference with MLNs is com-
putationally intractable [50], therefore it is done approximately using an MCMC
algorithm. This approximation is done by only considering the Markov Blanket of
each query atom, this way we can simplify the inference by only considering a subset
of the atoms in the network. This sub-network is constructed using the network
construction algorithm described in Algorithm 4.5. The algorithm returns the min-
imal subset M necessary to compute the conditional probability. This new network
can then be used for inference with some MN algorithm, such as Gibbs sampling or
simulated tempering.
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Table 4.4. Pseudo-code for the MaxWalkSAT algorithm.

function MaxWalkSAT (L,mt,mf , target, p)
inputs: L, a set of weighted clauses
mt, the maximum number of tries
mf , the maximum number of flips
target, target solution cost
p, probability of taking a random step

output: soln, best variable assignment found
call DeltaCost(v) The resulting change in the sum of weights in the

unsatisfied clauses, when flipping the variable v
Uniform(0, 1) returns a random number in the range [0, 1] sampled from

a uniform distribution
vars← variables in L
for i← 1 to mt

soln← a random truth assignment to vars
cost← sum of weights of unsatisfied clauses in soln
for i← 1 to mf

if cost ≤ target
return soln

c← a random chosen unsatisfied clause
if Uniform(0,1)< p
vf ← a randomly chosen variable from c

else
for each variable v in c
compute DeltaCost(v)

vf ← v with lowest DeltaCost(v)
soln← soln with vf flipped
cost← cost + DeltaCost(vf )

return best soln found
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Table 4.5. Pseudo-code for the network construction algorithm for inference.

function ConstructNetwork(F1, F2, L, C)
inputs: F1, a set of ground predicates with unknown truth values (i.e.

query predicates)
F2, a set of ground predicates with known truth values (evidence

predicates)
L, the MLN in question
C, set of constants

output: M , a ground Markov network
call MB(q), the Markov Blanket of q in ML,C

G← F1
while F1 6= ∅
for all q ∈ F1
if q /∈ F2
F1 ← F1 ∪ (MB(q)\G)
G← G ∪MB(q)

F1 ← F1\{q}
return M , the ground Markov Network composed of all nodes in G, all arcs
between them in ML,C , and the features and weights on the corresponding
cliques.
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Experimental Evaluation

In this section we evaluate our approach with MLNs for context based object recog-
nition. In particular, we study if:

1. Markov Logic Networks outperform more conventional inference methods,

2. structure learning works as well as or better than manual construction of
structures, giving more efficiency and flexibility when constructing an MLN,

3. spatial relations is a strong alternative when measuring context, and can be
used to increase accuracy for ambiguous items that might otherwise be hard
to classify.

Three experimental setups were constructed. Firstly, classification with MLN
was compared with a standard probabilistic classification method, in this case a
Naive Bayes Classifier with multi-class capability. In this setup we used the pipeline
described in Section 3. Secondly, the structure learning process was compared with
a state-of-the-art classification method [4], in which the MLN structure had been
constructed by hand. Finally, the performance of this setup was compared with and
without spatial relation predicates, as measure of context.

Two sets of data was used, the data from the study by Nyga et al. [4] and
data extracted using our own Kinect sensor, both described in Section 3.5. The two
data sets differed in terms of complexity, but both contained data from 50 scenes
with various common household objects. The exact predicate configuration can
be seen in Table 3.1. There is a key difference between these two setups. Which
is: the way the classes are encoded, as a term or as a predicate. For example,
if the classes are encoded as "isClass1" or "class(Class1)". It makes no difference
in terms of classification accuracy. The structure learning algorithm (see Section
4.3.1), can learn weights both by-constant and by-predicate. However, in terms of
flexibility the first method is preferred. The reason for this is that it reduces the
set of predicates in the database and allows for new unknown items to be added
into the structure, without having to restructure the predicates. In the case where
few classes are needed the by-predicate description can be preferred, since it gives
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a more general and smaller set of formulas that describes the structure. This gives
easier insight into relations between the different predicates.

5.1 Comparison with Naive Bayes

Several different classifiers have been used in previous studies as a comparison to
MLN based evaluations. Some of them include Bayesian Networks [18], Naive Bayes
[51] , Support Vector Machine (SVM) [52] and Logistic regression [53]. In this study
we have chosen to use the Naive Bayes as a reference, due to its ability to handle
several classes without any extensions (e.g., compared to SVM which requires the
construction of several models and a voting procedure in order to extend into the
multi-class domain). Furthermore, it was of interest to compare the MLN with a
method that had a similar probabilistic framework but without the first-order logic.
This left us with either the Bayesian Network or the Naive Bayes classifier. The
Naive Bayes Classifier was better suited in this case, since the it can be seen as a
special case of the Bayesian Network where the features are considered conditionally
independent (in our case, this means that the predicates are conditionally indepen-
dent, which is a reasonable assumption). In this case we have used a Gaussian Naive
Bayes classifier with 8 features, one for each predicate. The first 7 features are sim-
ple true/false features, the final one corresponds to which scene (table, kitchen,
study), the object exists in.

The pipeline which was explained in Section 3 was designed to be as straight-
forward and efficient to implement as possible, while at the same time to provide
enough information in order to reach accurate classification results. Two main
systems were used to provide this information, spatial segmentation and shape seg-
mentation. A problem with these two subsystems was that they achieved optimal
performance with different setups, which means that they effectively worked against
each other when setting up the scenes. The spatial segmentation needed to have
higher resolution in depth in order to be able to identify the relations between the
smaller items. The shape system on the other hand performed better on longer

Table 5.1. Features (left column) and the corresponding values (right column) for
each.

Class Values
hasCylinder 0,1
hasCircle 0,1
hasSphere 0,1
hasPlane 0,1
isAbove 0,1
isRightTo 0,1
isLeftTo 0,1
scene 1,2,3
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5.1. COMPARISON WITH NAIVE BAYES

range (~1 m), at which point the spatial system was unable to find the relation
between small items. This had a detrimental effect of the overall performance of
the system, since it affected the quality of the predicate being fed to the MLN. The
confusion matrix for the pipeline can be seen in Figure 5.1. We can see that all
classes have a high accuracy overall, however, the class cup is often misclassified
with bowl. The reason for this is the sub-optimal operation range of the shape
system, resulting in several shape predicates that match both bowl and cup being
found.

10-fold cross validation was performed and Table 5.2, display the class specific
error measures for both the MLN classification process and the Naive Bayes clas-
sifier. On average, the MLN has a higher score on all measures. Of particular
interest is the classes which correspond to a different scene, i.e. Book, Pot and
Spatula. These classes have a lower accuracy than the average. From this it is pos-
sible to infer that the MLN is better at handling contextual information than the
conventional Naive Bayes classifier. Conversely, the Naive Bayes classifier is better
at handling noisy data, which can be seen from the high accuracy in the Bowl and
Cup classes.

Figure 5.2 illustrates how the size of the training set affects the overall accuracy
of the MLN for classification. It can be seen that acceptable accuracy can be
achieved with as little as 40% of the entire data set. However, a bigger training set
increases the robustness of the classifier, since it ensures that a bigger portion of
the predicate combinations has been considered.

These results show that, in a system where context is a relevant measure (e.g.,
robotics in health-care or automotive applications), MLNs are a strong alternative
to increase the overall predication accuracy. Furthermore, an acceptable MLN can
be trained with a relatively small data set.
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CHAPTER 5. EXPERIMENTAL EVALUATION

Figure 5.1. The resulting confusion matrix for our data using basic shapes and
spatial relation to classify items. With MLN and MCMC-inference as classification
method. The horizontal axis correspond to the true class and the vertical axis to the
predicted class.
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5.1. COMPARISON WITH NAIVE BAYES

Figure 5.2. Accuracy of the structure learning with different size of the training set.
The accuracy being the average accuracy achieved from 10-fold cross validation.
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Table 5.2. Class specific error measures for the Naive Bayes classifier and MLN on
our data.

Object Accuracy Precision Recall F1-score
- NB MLN NB MLN NB MLN NB MLN

Bowl 0.87 0.71 0.57 0.75 0.87 0.71 0.69 0.73
Book 0.64 1.00 1.00 1.00 0.64 1.00 0.78 1.00
Cup 0.83 0.25 0.71 0.5 0.83 0.25 0.77 0.33
Fork 0.94 1.00 1.00 1.00 0.94 1.00 0.97 1.00
Knife 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00
Pen 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00
Plate 0.80 0.93 0.80 0.68 0.80 0.93 0.80 0.76
Pot 0.25 1.00 1.00 1.00 0.25 1.00 0.40 1.00

Spatula 0.75 1.00 1.00 1.00 0.75 1.00 0.86 1.00
Spoon 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

Average 0.81 0.89 0.91 0.89 0.81 0.89 0.83 0.88
std. dev. 0.05 0.05 0.02 0.03 0.05 0.05 0.03 0.04
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5.2. EVALUATION OF STRUCTURE LEARNING

5.2 Evaluation of Structure Learning

In order to see if using spatial relation improves the classification performance we
ran 10-fold cross validation experiments on the data from Nyga et al. These results
are compared with the work by Nyga et al. We also ran Monte Carlo cross validation
to investigate how well the structure learning algorithm performs on biased data
(that might arise from the randomly selected folds in Monte Carlo cross validation).

Figures 5.3 and 5.4 illustrates the confusion matrices from the Monte Carlo
cross validation. Figures 5.5 and 5.6 illustrates the corresponding matrices in the
10-fold cross validation case. These were all classified using MCMC-inference with
Gibbs sampling. Furthermore, Table 5.3 lists the class specific error measures for
the 10-fold cross validation case, with and without spatial relations.

We see from the matrices and Tables that the overall classification accuracy
is much lower without the spatial relation. Even in the cases where we would
assume that spatial relation has very little or no impact (e.g., pancake-maker, which
does not have an intuitive rule about its placement in a scene in the same way
as a knife or even cup has). From this we can infer that by adding the spatial
relation to the structure, we increase the robustness of the overall structure. A
larger permutation of available descriptions for each classification, decreases the
uncertainty of all objects which share some common predicates. This extends to
all objects in the structure and not just those directly affected by spatial context.
However, this can be true for any added predicate, and does not speak specifically for
the use of spatial context, although the spatial predicates are an intuitive addition
to this specific classifier. For example, by adding another predicate pertaining to
an inherent property of the item (texture, size etc.) we might increase the overall
accuracy because there is a larger number of ways to describe a class. With the
new predicates a spoon could be classified with size(small), whereas a plate could
have size(medium). Thus increasing the accuracy for all the items, the same way
that we can see that the introduction of spatial predicates increase the accuracy of
the classification.

From the original structure we can infer that the manually designed structure,
without any spatial predicates, performs well on the majority of the items which use
the abstract predicates (e.g., text on packages and similar descriptors). However, it
has low accuracy towards the ambiguous cutlery classes. We intended to alleviate
this problem by adding additional contextual information to the structure, in this
case spatial relations. We can see from the error measures described in Table 5.3,
for the classes knife,fork and spoon we achieve an increase in accuracy and precision
after the introduction of the new predicates to the structure. This is strong evidence
that spatial relation play a vital role in image classification, and one that can sig-
nificantly improve existing classifiers. There still exists some misclassification of the
ambiguous classes, some of which relate to the fact that the data is incomplete (as
described in Section 3.5). This means that the system might be sensitive to noisy
(when an item is described with several, and in some cases conflicting, predicates
of the same type) or incomplete data (data where items are described with fewer
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predicates than what the MLN was trained on). Furthermore, in the case where
spatial relations might not be relevant or to location specific to be practical (for
example in the drawer environment), the spatial relation predicates might actually
reduce the accuracy of the classifier. To illustrate this point, in a kitchen drawer,
each type of cutlery might have a specific place (e.g., fork to the top left, knife in the
top right etc.). However, this organization varies between households and it would
not be viable to use this as a rule of thumb when classifying in a drawer environ-
ment. Therefore, these environments will lack any spatial relations, and a structure
that has been designed with such descriptors in mind will perform worse than one
which focuses more on inherent attributes of the items. This is where the structure
learning is essential, a manual structure might take too much time to develop in
order for these predicates to be viable. However, the structure learning enables the
system to adapt to a specific layout in such situations, provided it receives feedback
in the form of labeled data.
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5.2. EVALUATION OF STRUCTURE LEARNING

Figure 5.3. Monte Carlo cross validation on Nyga et al.’s data without spatial
relations.

Figure 5.4. Monte Carlo cross validation on Nyga et al.’s data with spatial relations.
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Figure 5.5. Confusion matrix for 10-fold cross validation on Nyga et al.’s data
without spatial predicates.

Figure 5.6. Confusion matrix for 10-fold cross validation on Nyga et al.’s with
spatial predicates.

42



5.2.
EVA

LU
AT

IO
N

O
F
ST

R
U
C
T
U
R
E

LEA
R
N
IN

G
Table 5.3. Class specific error measures for 10-fold cross validation on Nyga et al.’s
data.

Object Accuracy Precision Recall F1-score
- No Sp. Spatial No Sp. Spatial No Sp. Spatial No Sp. Spatial

Bowl 0.50 0.9 0.83 0.9 0.55 0.9 0.52 0.9
Cereal 0.60 1.00 0.21 0.63 0.60 0.91 0.31 0.74
Chips 0.57 0.29 0.40 1.00 0.57 0.29 0.47 0.45
Coffee 0.17 0.58 1.00 0.88 0.18 0.64 0.31 0.74
Cup 0.45 1.00 0.47 0.69 0.53 1.00 0.50 0.82
Fork 0.47 0.80 0.28 0.80 0.5 0.86 0.36 0.83
Juice 0.82 1.00 0.74 0.81 0.78 0.81 0.76 0.81

Ketchup 0.38 0.54 0.33 1.00 0.83 1.00 0.47 1.00
Knife 0 0.63 0 0.80 0 0.86 0 0.83
Milk 0.13 0.73 0.33 0.85 0.16 0.69 0.11 0.76

Mondamin 0.43 0.71 0.38 1.00 0.5 0.83 0.43 0.9
Oil 0.27 0.82 0.75 0.64 0.3 0.82 0.43 0.72

Pancake maker 0.33 0.83 0.67 1.00 0.5 1.00 0.57 1.00
Pitcher 0.33 1.00 0.5 1.00 0.33 1.00 0.38 1.00
Plate 0.18 0.46 0.26 0.76 0.24 0.46 0.25 0.58

Popcorn 0.17 1.00 0.33 0.75 0.20 1.00 0.25 0.86
Pot 0.83 1.00 0.83 1.00 0.83 1.00 0.83 1.00
Salt 0 0.25 0 0.5 0 0.25 0 0.33

Spoon 0.25 0.81 0.25 0.57 0.36 0.87 0.3 0.69
Spatula 0.14 0.32 0.6 0.70 0.19 0.54 0.29 0.61
Toaster 0 0.25 0 0.5 0 0.2 0 0.29
Average 0.33 0.71 0.44 0.80 0.39 0.76 0.36 0.76
std. dev. 0.06 0.07 0.09 0.03 0.07 0.07 0.05 0.04
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Chapter 6

Conclusions and Future Work

In this thesis we have investigated how Markov Logic Networks can be used to im-
prove the robustness of classification in computer vision by making use of context.
We showed that MLNs are a strong alternative for context based object classifica-
tion by comparing with a commonly used probabilistic method, namely the Naive
Bayes (NB) classifier. We investigated structure learning of Markov Logic Networks
and how this can be used with spatial relation to improve the performance of object
recognition in different contexts. Markov Logic Networks have been used previ-
ously in object recognition, but in these cases the structure is often constructed
completely or partially by experts. Spatial relations have not previously been used
in combination with MLNs. Our approach puts an emphasis on such relations as
means to reduce misclassification resulting from ambiguous objects.

The results show that spatial relations can be used successfully to improve the
performance of a classifier. Furthermore, it improves the accuracy overall for the
classifier and not only for the ambiguous classes. An acceptable MLN can be
achieved with as little as 40% of the total available data. This shows that MLNs
can be valuable when limitations on the number of data points prevent the use of
other more widespread methods.

We have shown that MLNs are a promising alternative when dealing with sys-
tems that handle contextual information, and that structure learning can be used
to find the relations in such a system. However, we have also noted that MLNs
can be sensitive to discrepancies in the data, that is to say descriptions of items in
the testing data that differ from the training data. To deal with this, an impor-
tant extension is to improve the feature extraction system described in Section 3.
Potential ways to do this is to try different means of shape fitting, such as tem-
plate matching or VFH features. Another possibility is that we can increase the
robustness of the MLN by employing a larger number of data point, enabling it to
learn a larger number of description of items. By having more possible descriptions
of objects we can increase the flexibility of the structure, since we can classify an
item from different combinations of features. However, it might also be possible to
alleviate this problem by implementing a procedure to store data and retrain the
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structure with it. Thus allowing the system to adapt to new environments, since it
is retrained with these new environments in mind.

Another venue of interest is the difference in the performance of the structure
learning with and without spatial relations. In this case we saw that the structure
learning algorithm struggled when not having enough predicates to describe the
structure (e.g., when many items share the same descriptor). The opposite is also
true, when a descriptor was too unique and therefore lacked the appropriate number
of examples in the training set. The first case might be solved by implementing
an alternative method of structure learning. The TDSL method is prone to local
minima, as such it is not guaranteed to find the optimal structure. However, there
are other structure learning algorithms available such as BUSL, that might alleviate
this problem. The second case has a straightforward solution, namely including
more data. To investigate this further it would be prudent to include additional
data, similar to Nyga et al.’s data, to our structure learning process.

The structure learning algorithm improved significantly with the introduction
of additional predicates (in this case spatial predicates). In other words, the TDSL
algorithm did not find the optimal structure from the data without additional infor-
mation. It would be of interest to investigate how the BUSL algorithm improves the
accuracy in that situation. Furthermore, the speed of the TDSL algorithm poses a
problem with larger data sets, since it considers a large number of candidate clauses
during training. Therefore, the TDSL might not be feasible for more complex data
sets. The BUSL algorithm displayed a significant reduction of the training time
[20], as such it would be of prudent to use BUSL in order to reduce necessary
computations. This would be important when considering larger databases.

We showed that the spatial relation predicates might actually reduce the accu-
racy of the classifier in the case where these descriptors are not relevant (we used
the drawer environment as an example). The most straightforward way to solve
this would be to add predicates that might alleviate this problem. However, at
some point this is not feasible since the structure becomes too large to handle ef-
ficiently. In this case an adaptive strategy can be implemented, where the most
efficient descriptors are chosen for each context. In this way we can limit the size
of the structure, while at the same time improving the accuracy for all contexts.

45



Bibliography

[1] A. Oliva and A. Torralba, “The role of context in object recognition,” Trends
in cognitive sciences, vol. 11, no. 12, pp. 520–527, 2007.

[2] M. Richardson and P. Domingos, “Markov logic networks,” Machine learning,
vol. 62, no. 1-2, pp. 107–136, 2006.

[3] C. Galleguillos and S. Belongie, “Context based object categorization: A crit-
ical survey,” Computer Vision and Image Understanding, vol. 114, no. 6, pp.
712–722, 2010.

[4] D. Nyga, F. Balint-Benczedi, and M. Beetz, “Pr2 looking at things-ensemble
learning for unstructured information processing with markov logic networks,”
in Robotics and Automation (ICRA), 2014 IEEE International Conference on.
IEEE, 2014, pp. 3916–3923.

[5] L. Snidaro, I. Visentini, K. Bryan, and G. L. Foresti, “Markov logic networks
for context integration and situation assessment in maritime domain,” in In-
formation Fusion (FUSION), 2012 15th International Conference on. IEEE,
2012, pp. 1534–1539.

[6] P. W. Singer, “Military robotics and ethics: a world of killer apps,” Nature,
vol. 477, no. 7365, pp. 399–401, 2011.

[7] P. Lin, K. Abney, and G. A. Bekey, Robot ethics: the ethical and social impli-
cations of robotics. MIT press, 2011.

[8] R. Capurro, M. Nagenborg, R. Capurro, and M. Nagenborg, Ethics and
robotics. IOS Press, 2009.

[9] G. Bugmann, M. Siegel, and R. Burcin, “A role for robotics in sustainable
development?” in Proceedings of the IEEE Africon, 2011, pp. 13–15.

[10] M. B. Dias, G. A. Mills-Tettey, and T. Nanayakkara, “Robotics, education,
and sustainable development,” in Robotics and Automation, 2005. ICRA 2005.
Proceedings of the 2005 IEEE International Conference on. IEEE, 2005, pp.
4248–4253.

46



BIBLIOGRAPHY

[11] P. H. Brown and A. Park, “Education and poverty in rural china,” Economics
of Education Review, vol. 21, no. 6, pp. 523–541, 2002.

[12] C. Leacock, M. Chodorow, M. Gamon, and J. Tetreault, “Automated gram-
matical error detection for language learners,” Synthesis lectures on human
language technologies, vol. 3, no. 1, pp. 1–134, 2010.

[13] E. E. Aksoy, A. Abramov, J. Dörr, K. Ning, B. Dellen, and F. Wörgötter,
“Learning the semantics of object–action relations by observation,” The Inter-
national Journal of Robotics Research, p. 0278364911410459, 2011.

[14] Y. C. Song, H. Kautz, J. Allen, M. Swift, Y. Li, J. Luo, and C. Zhang, “A
markov logic framework for recognizing complex events from multimodal data,”
in Proceedings of the 15th ACM on International conference on multimodal
interaction. ACM, 2013, pp. 141–148.

[15] D. Windridge, J. Kittler, T. de Campos, F. Yan, W. Christmas, and A. Khan,
“A novel markov logic rule induction strategy for characterizing sports video
footage,” MultiMedia, IEEE, vol. 22, no. 2, pp. 24–35, 2015.

[16] K. Gayathri, S. Elias, and B. Ravindran, “Hierarchical activity recognition for
dementia care using markov logic network,” Personal and Ubiquitous Comput-
ing, vol. 19, no. 2, pp. 271–285, 2015.

[17] P. Espinace, T. Kollar, N. Roy, and A. Soto, “Indoor scene recognition by a
mobile robot through adaptive object detection,” Robotics and Autonomous
Systems, vol. 61, no. 9, pp. 932–947, 2013.

[18] P. Singla and P. Domingos, “Discriminative training of markov logic networks,”
in AAAI, vol. 5, 2005, pp. 868–873.

[19] S. Kok and P. Domingos, “Learning the structure of markov logic networks,” in
Proceedings of the 22nd international conference on Machine learning. ACM,
2005, pp. 441–448.

[20] L. Mihalkova and R. J. Mooney, “Bottom-up learning of markov logic net-
work structure,” in Proceedings of the 24th international conference on Machine
learning. ACM, 2007, pp. 625–632.

[21] R. Crane and L. K. McDowell, “Evaluating markov logic networks for collec-
tive classification,” in Proceedings of the 9th MLG Workshop at the 17th ACM
SIGKDD Conference on Knowledge Discovery and Data Mining, vol. 114, 2011,
pp. 519–528.

[22] S. D. Tran and L. S. Davis, “Event modeling and recognition using markov logic
networks,” in Computer Vision–ECCV 2008. Springer, 2008, pp. 610–623.

47



BIBLIOGRAPHY

[23] V. I. Morariu and L. S. Davis, “Multi-agent event recognition in structured
scenarios,” in Computer Vision and Pattern Recognition (CVPR), 2011 IEEE
Conference on. IEEE, 2011, pp. 3289–3296.

[24] I. Chakraborty, A. Elgammal, and R. S. Burd, “Video based activity recog-
nition in trauma resuscitation,” in Automatic Face and Gesture Recognition
(FG), 2013 10th IEEE International Conference and Workshops on. IEEE,
2013, pp. 1–8.

[25] Z. Liu and G. von Wichert, “A generalizable knowledge framework for semantic
indoor mapping based on markov logic networks and data driven mcmc,” Future
Generation Computer Systems, vol. 36, pp. 42–56, 2014.

[26] ——, “Extracting semantic indoor maps from occupancy grids,” Robotics and
Autonomous Systems, vol. 62, no. 5, pp. 663–674, 2014.

[27] A. Nüchter and J. Hertzberg, “Towards semantic maps for mobile robots,”
Robotics and Autonomous Systems, vol. 56, no. 11, pp. 915–926, 2008.

[28] I. Jebari, S. Bazeille, E. Battesti, H. Tekaya, M. Klein, A. Tapus, D. Filliat,
C. Meyer, S.-H. Ieng, R. Benosman et al., “Multi-sensor semantic mapping
and exploration of indoor environments,” in Technologies for Practical Robot
Applications (TePRA), 2011 IEEE Conference on. IEEE, 2011, pp. 151–156.

[29] P. Domingos and D. Lowd, “Markov logic: An interface layer for artificial in-
telligence,” Synthesis Lectures on Artificial Intelligence and Machine Learning,
vol. 3, no. 1, pp. 1–155, 2009.

[30] F. Chen, “Coreference resolution with markov logic,” Association for the Ad-
vancement of Artificial Intelligence, 2009.

[31] S. Satpal, S. Bhadra, S. Sellamanickam, R. Rastogi, and P. Sen, “Web informa-
tion extraction using markov logic networks,” in Proceedings of the 17th ACM
SIGKDD international conference on Knowledge discovery and data mining.
ACM, 2011, pp. 1406–1414.

[32] S. Kok and P. Domingos, “Extracting semantic networks from text via rela-
tional clustering,” inMachine Learning and Knowledge Discovery in Databases.
Springer, 2008, pp. 624–639.

[33] C. Kennington and D. Schlangen, “Situated incremental natural language
understanding using markov logic networks,” Computer Speech & Language,
vol. 28, no. 1, pp. 240–255, 2014.

[34] H. Poon and P. Domingos, “Joint unsupervised coreference resolution with
markov logic,” in Proceedings of the conference on empirical methods in natural
language processing. Association for Computational Linguistics, 2008, pp.
650–659.

48



BIBLIOGRAPHY

[35] C. Wu and H. Aghajan, “Using context with statistical relational models: ob-
ject recognition from observing user activity in home environment,” in Proceed-
ings of the Workshop on Use of Context in Vision Processing. ACM, 2009,
p. 5.

[36] ——, “User-centric environment discovery with camera networks in smart
homes,” Systems, Man and Cybernetics, Part A: Systems and Humans, IEEE
Transactions on, vol. 41, no. 2, pp. 375–383, 2011.

[37] Microsoft, “Kinect for windows sensor components and specifications,” Online,
2016, url: https://msdn.microsoft.com/en-us/library/jj131033.aspx.

[38] Primesense, “Primesense 3d sensors,” Online, 2016, url:
http://www.i3du.gr/pdf/primesense.pdf.

[39] A. Aldoma, Z.-C. Marton, F. Tombari, W. Wohlkinger, C. Potthast, B. Zeisl,
R. B. Rusu, S. Gedikli, and M. Vincze, “Point cloud library,” IEEE Robotics
& Automation Magazine, vol. 1070, no. 9932/12, 2012.

[40] M. Björkman, N. Bergström, and D. Kragic, “Detecting, segmenting and track-
ing unknown objects using multi-label mrf inference,” Computer Vision and
Image Understanding, vol. 118, pp. 111–127, 2014.

[41] M. Quigley, B. Gerkey, K. Conley, J. Faust, T. Foote, J. Leibs, E. Berger,
R. Wheeler, and A. Ng, “Ros: an open-source robot operating system,” in
ICRA workshop on open source software, ser. 3.2, vol. 3, 2009.

[42] PCL, “Pcl-module sample_consensus,” Online, 2015, url:
http://docs.pointclouds.org/trunk/group__sample__consensus.html.

[43] S. K. P. S. M. Richardson, P. Domingos, and M. S. H. Poon, The Alchemy
System for Statistical Relational AI: User Manual. Citeseer, 2007, url:
http://alchemy.cs.washington.edu/user-manual/manual.html.

[44] L. Dehaspe, L. De Raedt, andW. Laer, “Claudien: The clausal discovery engine
user’s guide-version 3.0,” Katholieke Universiteit Leuven, Dept of Computer
Science, 1996.

[45] W. Obbens, “Inference in markov networks,” Ph.D. dissertation, Leiden Uni-
versity, 2014.

[46] W. R. Gilks, S. Richardson, and D. J. Spiegelhalter, Markov chain Monte Carlo
in practice. London:Chapman & Hall, 1996.

[47] R. M. Neal, “Probabilistic inference using markov chain monte carlo methods,”
1993.

[48] P. Resnik and E. Hardisty, “Gibbs sampling for the uninitiated,” DTIC Docu-
ment, Tech. Rep., 2010.

49



BIBLIOGRAPHY

[49] H. Kautz, B. Selman, and Y. Jiang, “A general stochastic approach to solving
problems with hard and soft constraints,” The Satisfiability Problem: Theory
and Applications, vol. 17, pp. 573–586, 1997.

[50] D. Roth, “On the hardness of approximate reasoning,” Artificial Intelligence,
vol. 82, no. 1, pp. 273–302, 1996.

[51] R. Crane and L. McDowell, “Investigating markov logic networks for collective
classification.” in ICAART (1), 2012, pp. 5–15.

[52] C. Brouard, C. Vrain, J. Dubois, D. Castel, M.-A. Debily, and F. d’Alché
Buc, “Learning a markov logic network for supervised gene regulatory network
inference,” BMC bioinformatics, vol. 14, no. 1, p. 273, 2013.

[53] T. Dierkes, M. Bichler, and R. Krishnan, “Estimating the effect of word of
mouth on churn and cross-buying in the mobile phone market with markov
logic networks,” Decision Support Systems, vol. 51, no. 3, pp. 361–371, 2011.

50



Appendix

The Alchemy System

The Alchemy system [43] is a software package containing several algorithms to aid
in statistical relational learning (SRL) and inference. It is built around the Markov
Logic framework as described in Section 4.3. This section aims to provide the reader
with some insight in how to use the alchemy system when performing training and
inference on MLNs.

Input Files

The MLN is defined in the file format .mln, an example of how this is done can
be found in Table 6.1. This example defines a simple MLN in which relationships
between people, predicate friends, can be used to determine smoking habits and the
risk of developing cancer. In this case, the structure of the MLN has been manually
described and what remains to be done is to learn weights for each predicate. To
perform the training and testing, data in the form of evidence needs to be specified.
This evidence is stored in the file format .db and an example of a training set can
be seen in Table 6.2

Inference

Inference in the Alchemy system requires 3 basic input files, and supports several
different inference methods and constraints on them. The three required input files
are listed in Table 6.3. The command for executing inference is in its most basic
form:

ALCHDIR/bin/infer − i smoking.mln − e smoking.db
−r smoking.results − q Smokes
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Table 6.1. smoking.mln, an example MLN describing relation between people’s
smoking habits and cancer.

// MLN for social networks section in tutorial
// Evidence
Friends(person, person)
// Some evidence, some query
Smokes(person)
// Query
Cancer(person)
// Rules
// If you smoke, you get cancer
Smokes(x) => Cancer(x)
// People with friends who smoke, also smoke
// and those with friends who don’t smoke,
don’t smoke
Friends(x, y) => (Smokes(x) <=> Smokes(y))

Table 6.2. smoking-train.db, the database containing evidence clauses.

Friends(Anna, Bob)
Friends(Bob, Anna)
Friends(Anna, Edward)
Friends(Edward, Anna)
Friends(Bob, Chris)
Friends(Chris, Bob)
Friends(Chris, Daniel)
Friends(Daniel, Chris)
Smokes(Anna)
Smokes(Bob)
Smokes(Edward)
Cancer(Anna)
Cancer(Edward)

Table 6.3. Input files for inference.

Flag Function Notes
-i File containing the MLN as Table 6.1
-e .db file that contains the test

data
as Table 6.2

-r Name of the file that will
contain the results

-q list of query predicates e.g., Smokes or
"Smokes(Anna)"
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Alchemy can perform two types of inference, calculating conditional probabil-
ities (using MCMC), and calculating the most probable world state (MAP/MPE,
flag -m or -a). In the former case, three methods are available to calculate the
conditional probabilities: Gibbs sampling (flag -p), MC-SAT (flag -ms) and simu-
lated tempering (flag -simtp). In this study we primarily relied on calculation of
conditional probabilities using Gibbs sampling.

Weight Learning
Weight learning is used when a structure is known but the relative importance of
each formula is not. The syntax for performing weight learning is:

ALCHDIR/bin/learnwts − i smoking.mln − o smokingwts.mln
−t smoking.db

Table 6.4. Input files for Weight Learning.

Flag Function Notes
-i File containing the MLN as table 6.1
-o Output .mln file
-t .db file containing training

data

Structure Learning
Structure learning is what has been used extensively in this project and is described
in Section 4.3. The syntax for structure learning is similar to that of weight learning.

ALCHDIR/bin/learnstruct − i smoking.mln − o smokingstruct.mln
−t smoking.db

Table 6.5. Input files for Structure Learning.

Flag Function Notes
-i File containing the MLN as Table 6.1, but

instead of formula, add
all unit predicates to
initiate the beam
search properly

-o Output .mln file
-t .db file containing training

data
can be several comma

separated files
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