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Abstract

This degree project evaluates combinations of well-known
state-of-the-art keypoint detectors and descriptors, as well
as keypoint matching and robust outlier rejection meth-
ods for the purpose of estimating a homography between
images produced by two fundamentally different cameras.
The evaluation is perfomed on both computational effi-
ciency and matching accuracy of each combination after
a series of image deformations have been applied.

The results show best performance using Brute Force
search with the Hamming distance on keypoint descriptors
generated by running the BRISK/BRISK combination and
RANSAC for finding the subset to be used in the final ho-
mography estimation. If necessary for extra time sensitive
applications, using ORB/ORB for keypoint detection and
description has been shown to produce largely comparable
results at a higher computational efficiency.



Referat
Automatisk matchning av multimodulära

bilder i direktsändningar av golf

Det här arbetet evaluerar kombinationer av välkända
detektorer och deskriptorer, samt metoder för att matcha
dessa och välja ut de bästa för att estimera en homografi
mellan tv̊a fundamentalt olika kameror. Evalueringen ba-
seras b̊ade p̊a tids̊atg̊ang och slutgiltig matchningskvalitet
efter en rad bilddeformationer har applicerats.

Resultaten visar bäst resultat när en totalsökning med
Hammingnormen körs p̊a ett set av punkter funna med
hjälp av kombinationen BRISK/BRISK och sedan RAN-
SAC för att hitta det bästa subsetet av dessa för att es-
timera homografin. Om nödvändigt för extra tidskänsliga
applikationer har kombinationen ORB/ORB visat sig pre-
stera i stort sett lika bra och med en ökad effektivitet.
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Chapter 1

Introduction

Image matching is the process of bringing two images geometrically into
agreement so that corresponding pixels in the two images correspond to
the same physical region of the scene being imaged

Dai and Lu [1]

In sport broadcasts, the visual aspects are important for a wide range of rea-
sons. As most of the viewership is not on site, the TV production assumes the
responsibility of portraying what is happening back to the viewers. Exactly ’what
is happening’ is subjective to each sport. Sports such as basketball, soccer, and
ice hockey are all non-stop live action in a small area for a short amount of time,
whereas a round of golf takes several hours and the action is spread out on a much
larger area and many more players. Furthermore, whereas the game object (ball,

Figure 1.1. A typical image from a soccer TV broadcast. Notice how well the
relatively large soccer ball is distinguishable against the green background.

puck, etc.) is easily distinguishable against the background in soccer, basketball,
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CHAPTER 1. INTRODUCTION

Figure 1.2. A typical image from a golf TV broadcast. The ball is in the center of
the red circle.

and ice hockey, it is much smaller1 and often displayed against a very bright back-
ground in golf and is thus much harder to distinguish, illustrated in Figures 1.1 -
1.2.

This introduces questions to the golf audience. Where is the ball headed? What
does the trajectory look like? Recent introductions of optical tracking technology
to golf broadcasts have helped answering these questions, as shown in Figure 1.3.
However, TV broadcast cameras are optimized for viewing purposes rather than
tracking, introducing the need for another, more sensitive camera to distinguish the
small and white golf ball against the bright sky. This introduces the need for Image
Matching, as illustrated in Figures 1.4-1.5, to provide a transformation between the
coordinate systems of the two cameras through a homography.

In this thesis, several keypoint detectors and descriptors are discussed and tested,
and a method for quickly and efficiently estimating a robust homography between
two images, specifically for use in live TV broadcasts of golf, is proposed. The two
images are from a standard TV broadcast camera and a CMOS tracking camera,
respectively.

1The rules of golf specify a minimum diameter of 42.67 mm [2]. Larger sizes are allowed, but
are rare due to aerodynamics.
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1.1. PROBLEM DESCRIPTION

Figure 1.3. The trajectory of a golf ball as shown in a live TV broadcas.

1.1 Problem Description

Illustrated in Figures 1.4 - 1.5 is a manual match between images produced by
the two cameras mentioned. Although a close fit, some discrepancies can be seen,
especially around the edges of the smaller image. These are primarily the result
of the two cameras being on two different planes and simply superimposed on one
another, but also due to the lens distortions of the two cameras. As neither of the
cameras are calibrated, estimating a homography between the two images partially
solves this problem as the images are as a result displayed on the same plane.
The lack of calibration is also the reason for homography as the method for Image
Matching as the fundamental matrix between two cameras requires calibration.

Two images can be related through a homography if they share a camera center
or are of planar surfaces. Although the images used in this paper are taken with
two cameras placed very near each other, they do not share a camera center. Fur-
thermore, although golf environments usually include planar surfaces (the ground
usually takes up a signifficant amount of space in the image), one still cannot claim
the criterion above is fulfilled. This implies that, mathematically speaking, the im-
ages will not share a homography, but one can still be estimated in order to try
to find a close enough approximation. The caveat to assuming homography in this
case can thus give rise to situations where either no homography can be estimated,
or an erroneous estimation is found.

As such, the assignment entails researching how different feature recognition,
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CHAPTER 1. INTRODUCTION

matching, and outlier detection algorithms perform together with and compared to
one another with the end goal of estimating a homography. In general, the method
can be summarized into four steps:

1. Detect keypoints2

2. Construct descriptors3 of keypoints

3. Match keypoints based on their descriptors.

4. Estimate homography based on matches found.

(a) (b)

Figure 1.4. TV broadcast (a) and tracking camera (b) images of the same scene.

Although several algorithms to detect keypoints in an image and to construct
descriptors of these exist, most try to identify and describe their keypoints through
different methods, all of which may not be suitable for the nature environments
in golf. Furthermore, the two images are taken with different cameras. One being
black-and-white while the other is in color (illustrated in Figure 1.4), and one camera
sensor being sensitive to light ranging from ultraviolet to infrared while the other is
only sensitive to visible light, illustrated in Figure 1.6. This means many keypoints
identified in one image may not be identified as such in the other. The images may
also differ in the camera rotation around the optical axes, which may strain the
homography estimation even further. The live TV aspect to the problem also puts
a limit on time.

1.2 Contributions of this Work

The identified contributions of this work include:

2Also known as feature points; notable points in an image identified via certain criteria.
3Data structure containing information about the keypoint.
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1.2. CONTRIBUTIONS OF THIS WORK

Figure 1.5. The two images in Figure 1.4 manually matched.

Figure 1.6. The two camera sensor light spectrum ranges.

• Comparative evaluation with computational efficiency in mind of keypoint
detector and descriptor combinations using several different techniques in de-
tecting and describing keypoints.

• Comparative performance evaluation of keypoint detectors and descriptors on
images with substantially different physical properties.

• Comparative evaluation of different keypoint matching and outlier rejection
methods on different kinds of keypoint descriptors with both computational
efficiency and matching performance in mind.

• A basis for homography estimations where no valid homography exists.

Even though the data used in this work is from golf environments, the expecta-
tion is that the results can be extended to other areas, not only live sports.

5



CHAPTER 1. INTRODUCTION

1.3 Discussion on Ethical Aspects
This work may raise some questions on ethics, albeit not particularly ground-
breaking. In particular, the data used in this work and the method it proposes
is from live Golf broadcasts where both the players themselves and the audience
may be visible. The issue is as such one of personal integrity. However, the images
used by the method are not saved for more than the duration of the matching and
final display, after which only the homography matrix is retained. Furthermore,
once entering the grounds of an ongoing live Golf broadcast, audience members and
players alike implicitly agree to images of them being used for the broadcast. By
extension this includes this work if used at a broadcast. This information is usually
available for members of the audience on the back of their tickets to the event.

1.4 Thesis Outline
The rest of the thesis is outlined as follows. In Chapter 2, other work related to this
thesis are described to provide an overview of the current state-of-the-art. Chapter
3 then provides the relevant background theory on which the algorithms evaluated
build upon as well as a thorough explanation of the key concepts of each keypoint
detection and description algorithm. The method used to estimate a homography
and the experimental setup are then thoroughly explained in Chapter 4 before
Chapter 5 presents the experiments performed. Chapter 6 presents the conclusions
of this project and lays the foundation for possible future work.

6



Chapter 2

Related Work

This section will cover some previous work related to the thesis. As a part of the
thesis is to evaluate the performance of different feature detectors and descriptors in
terms of speed, matching, repeatability, etc, some previous work on this topic will
be covered. Additionally, some applications of image matching and homography
used in sports will also be covered.

2.1 Feature Detection and Description

Some work on comparing feature detection and descriptor algorithms already exists,
albeit on a selected few. Mikolajczyk and Schmid [3] conducted a performance
evaluation of some descriptors, using the SIFT descriptor as baseline. In addition,
they constructed a robust framework for evaluating the performance of descriptors.
The result of this comparison was a new descriptor based on SIFT, GLOH (Gradient
Location and Orientation Histogram), which they show outperform its predecessor
and the other descriptors used [3].

Moreels and Perona [4], evaluated detectors and descriptors from a three-dimensional
perspective. Their goal was to find the detector/descriptor pair out of the many
available that would be able to match 3D objects through a wide range of differ-
ences in viewpoint, scale, and illumination, not necessarily focusing on speed but
on general robustness. According to their findings, a Hessian based detector with
a SIFT descriptor gave maximal robustness to rotation, scale, and illumination of
the combinations tested [4].

An extensive survey on local invariant feature detectors by Tuytelaars and Miko-
lajczyk [5] showed that in practice, no general detector can be shown to be ”best”,
but that this instead can vary greatly depending on the requirements in terms of
speed or robustness. By listing the respective strength and weaknesses of detectors
such as DoG (SIFT), SURF, and other mainly Hessian based detectors, they pro-
vided a substantial framework for future improvement in terms of repeatability and
general robustness of these algorithms, and also on the topic of automatic selection
of the best detector for the current scene [5].

7



CHAPTER 2. RELATED WORK

As feature detection and description is a fast-paced topic of research, many new
detectors and descriptors have surfaced the past decade. Miksik and Mikolajczyk [6]
built on the latter’s previous work when they compared new ideas and technologies
to old ones, such as SURF and SIFT, with especially speed in mind. Perhaps
the greatest contribution from their evaluation in relation to this paper was the
conclusion that faster algorithms, such as ORB and BRISK, may not necessarily
mean worse performance [6].

Heinly et. al. [7] carried out yet another detector and descriptor evaluation, fo-
cusing on the strengths and weaknesses of different binary descriptors versus SIFT
and SURF. While evaluating, they found that mixing different detector/descriptor
pairs often lead to better performance, contrary to the original authors’ recom-
mendations. They drew the conclusion that which detector/descriptor pair is best
depends on the properties of the input data. They also found that although arguably
being outdated, SIFT still performed well and was even the better detector on the
data sets used as input. However, a tradeoff between speed gain and matching
performance should be considered depending on the use case and hardware [7].

2.2 Homography in Live Sports Images

Hayet et al. [8] managed to construct a homography between a broadcast camera
and a soccer field only using features in the camera image. The stability of the
prominent lines on the soccer field are used and feature points extracted from the
image using a corner detector. RANSAC is then applied to these points to detect
and reject outliers which otherwise could have a negative impact on the homography.
From these points and the visible lines in the frames, a homography is repeatedly
calculated while matching points between different frames to provide robustness
throughout the video sequence. The result is a homography from images in the

Figure 2.1. (a) A frame in the video sequence, (b) the resulting homography [8].

broadcast camera to the plane of the soccer field which, for example, can be used
to superimpose graphics on the field [8].

Lu et al. [9] created a robust player tracking and identification system for
broadcast sports. Features such as jersey color and player facial structure, jersey
number, and body type retrieved from input images are used to learn a classification

8



2.2. HOMOGRAPHY IN LIVE SPORTS IMAGES

Figure 2.2. Automatic player detection (left) and team classification (right) [9].

which in most cases can distinguish even occluded players and identify which team
they play for, illustrated in Figure 2.2. Once players have been identified, they can
successfully be tracked between frames of the broadcast. Furthermore, the system
proposed also estimates a homography between the camera image and the court
in order to estimate player coordinates. These coordinates can be used for player
statistics, showing play strategies, etc. To achieve this, the system utilizes the very
well-defined edges usually present on a court together with a court model based on
the standardized dimensions of the sport [9]. The approach is illustrated in Figure
2.3.

Figure 2.3. The estimation of homography using lines extracted from the court and
fitting to a model. (a) raw input data, (b) edges identified, (c) player and spectators
located and edges removed, (d) original model of the court, (e) model augmented
with stable points identified as having a consistent homography with the court plane,
(d) final homography estimation [9].

A similar approach was proposed by Gupta et al. [10] who proposed a method
of using a standardized geometric model and observed features together with line
and ellipsis features to estimate a homography between a sequence of images from
a broadcast camera and a hockey rink. The approach is illustrated in Figure 2.4
and the resulting homography can, just like the one proposed by Lu et. al. above,
be generalized for other sports as long as a geometric model can be obtained, and

9



CHAPTER 2. RELATED WORK

Figure 2.4. The geometric model (a) imposed on an image from a broadcast camera
using a homography (b) found with lines and ellipses in the image [10].

player statistics can be retrieved from the image data [10]. A detector based on
SIFT is used to find feature points in the TV frames and an initial homography is
estimated using identified point correspondences. The homography is then carried
over between frames in the video sequence by identifying overlapping feature points
in the different frames and adapting the homography to these, using a geometric
error minimization for convergence [10].

10



Chapter 3

Background

3.1 Relevant Theory

This chapter covers the basic background theory behind the homography estimation
methods the thesis is evaluating. As it is assumed the reader is familiar with
basic image processing and computer vision concepts such as convolution, Gaussian
kernels, keypoints, descriptors, and edge detection, no weight will be put on these
topics. Gonzales & Woods [11], Szlieski [12], and Davies [13] provide excellent
introductions for these concepts if needed.

The purpose of this thesis is to first identify keypoints in two images, find which
of these match, and finally use the matching keypoints to estimate a homography
between the two images. As relative rotation and scale between the two images
are unknown, the method needs to be invariant to both rotation and scale. One
well-known method of achieving this is through a Laplacian of Gaussian (LoG),
another is to utilize a Hessian matrix, and yet a third is to use nonlinear diffusion
filtering. All three concepts will be introduced.

3.1.1 Scale-space feature detection

The idea behind scale-space theory is the fact that the level of detail a scene should
be interpreted as, also known as its scale, cannot be known in advance. With this
fact follows that a robust image representation needs to take all possible image
scales into account. This is performed in practice by blurring an image with higher
and higher variances, in effect making certain objects more distinct in the image
while blurring others. Which objects are blurred and which are distinct depends
on the scale of the image. These distinct objects will then appear as peaks in the
scale-space representation and will be identified as keypoints [14, 15, 16].

To build up a scale-space representation of an image, Lindeberg [15] defines

L(x, y; t) =

∫
(ξ,η)∈R2

f(x− ξ, y − η)g(ξ, η; t)dξdη (3.1)

11



CHAPTER 3. BACKGROUND

where g is a Gaussian smoothing kernel,

g(x, y; t) =
1

2πt
e−

x2+y2

2t (3.2)

and t = σ2 (the variance squared) is the scale parameter. This is equivalent to
convolving an image I = f(x, y) with a gaussian smoothing kernel [17], giving

L(x, y; t) = f(x, y) ∗ g(x, y; t) (3.3)

As such, a scale-space representation of an image is equivalent to a set of im-
age convolutions with a Gaussian kernel over different scale levels t. According to
Lindeberg [18], Lowe [19] and Bay et al. [20], the Gaussian kernel is the only scale-
space kernel and as such it is necessary for creating a scale-space representation of
an image.

Adding what is called scale-space derivatives can then distingiush features in
the image. These derivatives are calculated by taking the image convolved with
a Gaussian at a certain scale level L(x, y; t) and convolving it with a derivative,
generating the set of first and second order derivatives [15]:

(Lx, Ly, Lxx, Lxy, Lyy) (3.4)

This set of derivatives make up the foundation for scale-space feature detection,
such as edge detection using the direction of the image gradient ∇L = (Lx, Ly)

T ,
and blob detection via looking for maxima/minima through either the Laplacian:

∇2L = Lxx + Lyy (3.5)

or the Hessian matrix :

HL =

[
Lxx Lyx
Lxy Lyy

]
(3.6)

of the image, all of which are invariant to local rotation [15].

3.1.2 Laplacian of Gaussian
The Laplacian of Gaussian is a well-known keypoint detector which provides high
accuracy but with a high computational cost. It builds on the fact that outstanding
keypoints often have very well defined gradients in the image. These gradients can
be found using the second derivatives of the image, also known as the Laplacian
operator shown in Equation 3.7 [13, p.171].

∇2 = δ2/δ2x+ δ2/δ2y (3.7)

Applying this operator to a smoothed image then gives Equation 3.5 [15].
The name Laplacian of Gaussian stems from the albegraic properties of convo-

lution. To illustrate what this means, consider equation 3.5, which using equation
3.3 can be rewritten as:

∇2L(x, y; t) = ∇2[f(x, y) ∗ g(x, y; t)] (3.8)

12



3.1. RELEVANT THEORY

Szlieski [12, p.118] says that first smoothing an image with a Gaussian and then
applying the Laplacian operator is equivalent to directly convolving the Laplacian
of Gaussian operator with the image, which means that the equation is equivalent
to:

[∇2g(x, y; t)] ∗ f(x, y) = LoG ∗ f(x, y) (3.9)

We can now describe the LoG operator as follows:

LoG = ∇2g(x, y; t) =
(x2 − t)e−

x2+y2

2t

2πt3
+

(y2 − t)e−
x2+y2

2t

2πt3
(3.10)

which can be simplified to our final equation for the LoG operator:

LoG =
x2 + y2 − t

t2
g(x, y; t) (3.11)

The result is a keypoint detector which is invariant to translation, rotation,
and scale, which makes the LoG operator a suitable keypoint detector for images
[12, p.171]. If we are only interested in sharp features in an image, the value of t
can be selected through properties in the image. Applying a scale-space approach
with different levels of t (so-called coarse-to-fine) can instead find features visible at
different resolutions of the image [12, p.242]. Now, feature points will be found at
positive maximas and negative minimas in the scale-space representation. Bright
blobs will be found at minimas and dark blobs at maximas [15]. According to
Lindeberg [15], the most common way to automatically find t is through the scale
normalized Laplacian:

∇2
normL = t(Lxx + Lyy) (3.12)

The scale-space normalization is important for scale-space blob detection as other-
wise most of the higher peaks will be on lower levels of invariance. Normalizing the
Laplacian, however, detects blobs where the scale represents the size of the blob [15].

3.1.3 Determinant of Hessian
The Determinant of the Hessian matrix (DoH) of a smoothed image shown in equa-
tion 3.6 is another well-known detector and serves as the basis for several keypoint
detection algorithms. As it is a 2× 2 matrix, its determinant is calculated as

detHL = LxxLyy − L2
xy (3.13)

According to Lindeberg [21, 15] and Davies [13] the DoH is an affine covariant
detector which also responds to saddle points, and similar the LoG in the sense
that the blob detection is based on minimas and maximas. The points in the image
where the DoH is positive and the Hessian matrix is positive can be classified as
dark blobs, and conversely the points where the Hessian matrix is negative are
bright. If the DoH is negative, the Hessian matrix is indefinite and the point is
what Lindeberg calls a saddle-like point [21].

13



CHAPTER 3. BACKGROUND

detHL > 0, HL positive definite→ dark blob
detHL > 0, HL negative definite→ bright blob

detHL < 0 → saddle-like point

Figure 3.1. The three different classifications from DoH

Figure 3.2. Lindeberg’s comparison between LoG (∇2L) and DoH (detHL) [21]

.

Lindeberg [21] also further discusses the detection recognition properties of the
DoH, shown in Figure 3.2. First, he compares DoH to LoG and determines that DoH
is a more restrictive detector than LoG as it looks for significant variations along any
two orthogonal directions in the local image patterns it is applied to. Furthermore,
DoH does not give any blobs along one-dimensional structures whereas LoG gives
plenty, but rather focuses on corners as implied by its recognition of saddle-like
points [13, 21], making DoH a robust blob detector.

3.1.4 Nonlinear Diffusion Filtering

As an alternative to linear diffusion using Gaussians, nonlinear alternatives have
emerged. These approaches describe how the luminance of an image evolves over
varying levels of scale through a flow function [22, 23]. Equation 3.14 shows this

14



3.1. RELEVANT THEORY

Figure 3.3. Comparison between nonlinear diffusion and Gaussian blurring, both
using the scale parameter t [23]

. The conductivity function g3 is used.

formulation as the divergence of the dot product between a conductivity function c
and the gradient of an image L

δL

δt
= div(c(x, y, t)∇L) (3.14)

where t is the usual scale parameter. The idea behind this is that the function c
depends on the local image differential structure and is thus adaptive to the image
L and can be either scalar or tensor [23]. Perona and Malik proposed to make
c dependent the gradient magnitude of an image smoothed with a Gaussian with
variance σ in their 1990 paper [22], described in Equation 3.15. This encourages
smoothing within a region instead of across borders as it reduces the diffusion of
edges, giving a sense of edge enchancement instead as shown in Figure 3.3.

c(x, y, t)) = g(|∇Lσ(x, y, t)|) (3.15)

The function g here is called a conductivity function and is selected based on
the image properties in order to make c dependent on these. Perona and Malik
proposed Equations 3.16 and 3.17 where 3.16 promotes high-constrast edges and
3.17 promotes wide regions over smaller ones [22, 23]. Weickert [24] later proposed
an alternative conductivity function, denoted g3, which is used for rapidly decreasing
diffusivities, as smoothing on both sides of an edge (intraregional smoothing) is
stronger than across an edge (interregional blurring). All three equations use a
parameter λ, which is called the constrast parameter and determines which edges
should be enhanced and which should be cancelled. This factor can either be selected
by hand or be automatically decided by estimating the image gradient [22].

g1 = e−
|∇Lσ |2

λ2 (3.16)
g2 =

1

1 + |∇Lσ |2
λ2

(3.17)

g3 =

{
1 |∇Lσ|2 = 0

1− e−
3.315

(|∇Lσ |/λ)8 |∇Lσ|2 > 0
(3.18)
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The nonlinear diffusion approach gives results as illustrated in Figure 3.3 where
larger areas are blurred while edges are generally left alone. This results in a scale-
space approach where structures are kept intact over scale levels [22].

3.1.5 Homography
Homography is about finding a way to transform an image K = f(x, y) to an
image I = f(x, y), given that the two images share an image center or depict
planar surfaces. More formally, given a set of points (x, y) in an image K and a
corresponding set of (x′, y′) in an image I, it is a computation of the perspective
transformation matrix H that translates each point (x, y) to (x′, y′) [25, p.87] such
that

Hx = x′ (3.19)

where x and x′ are points in the two images. In order to achieve this, one first needs
to look at how many points are needed for H to be found. Consider the points x
and x′ expressed in homogenous coordinates with a scale-factor s, x = (xs, ys, s)
and x′ = (x′s, y′s, s). Usually s is set to 1 in order to eliminate this factor [26, 25].
From this, it is clear that H must be a 3 × 3 matrix, meaning a lower bound can
be set at nine points. However, H is only defined up to scale, so a closer bound is
eight considering the eight degrees of freedom of H [26, 25, p.88]. Similarly, given
the two degrees of freedom in x and x′ (the x and y values of the two points as the
scale is arbitrary), four point correspondences are necessary to fully constrain H.
This is called the minimal solution of H and can be found with the so-called DLT
algorithm described by Hartley and Zisserman [25].

Furthermore, if more than four points correspondences are used to find H, sev-
eral solutions will exist and a way of determining the best solution will be necessary.
This is more than likely the case, as the points correspondence measurements are
measured inexactly as a result of noise [25, p.88]. The best solution is generally
found by using some sort of cost function. One such cost function is the back-
projection error [27]

∑
i

[(
x′i −

h11xi + h12yi + h13
h31xi + h32yi + h33

)2

+

(
y′i −

h21xi + h22yi + h23
h31xi + h32yi + h33

)2]
(3.20)

where h11 . . . h33 are the elements in H, which sums the error between the actual
coordinates (x′i, y

′
i) with the estimated. Other cost functions include algebraic

error, which minimizes a residual vector ε, and geometric error, which minimizes
the distances between Hx and x′ as well as H−1x′ and x [25, pp. 93-97].

Although the approach above does find a homographyH, there is one important
aspect that it fails to cover. Currently, it is regarding error in measurement as
the only source of error in the point correspondences found. In reality, the point
correspondences will not be perfectly selected and some will plainly be wrong [25,
pp.116-117]. These wrongful matches are called outliers need to be eliminated
somehow as they may severely interfer with the results of the computation of H. In
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other words, we want a set of point correspondences only containing inliers. Two
different methods of outlier rejection are widely used and will be introduced [26, 25,
pp. 117-122]:

1. RANSAC, RANdom Sample Consensus, is an iterative algorithm which given
a set of data S and an error threshold t tests the data in S towards a specific
model and rejects outliers. The model is iteratively improved as outliers are
found and the result is a data set of only inliers. For RANSAC to work, t
needs to be found and the number of iterations must also be predetermined.

2. LMS, Least Median of Squares, scores models based on the median of the
distances to all the points in the data set and the model with the least median
is selected. One advantage of LMS is that no error threshold needs to be set,
but if more than 50% of the data set consists of outliers it fails as the selected
median model will be based on distances to outliers instead of inliers.

Although homography is a well-established method for image matching, it does
come with some caveats. For a homography to be valid and mathematically correct,
it requires one of two things [28]:

1. The images share a camera center, or

2. The images are of the same planar scenes.

However, it does not require calibration between the two cameras, something the
fundamental matrix, another transformation between two images, requires.

3.2 Feature Detection and Description
As a part of the project is to investigate how different feature detectors and descrip-
tors perform, some algorithms will be briefly introduced with relevant background
theory about how they work. Many of these algorithms base their ideas on the
work of Lowe and SIFT [19], whereas they may sacrifice accuracy for speed, for
example FAST [29]. Other algorithms, such as KAZE and AKAZE [23, 30], have
a completely different approach. Of the detectors described below, SIFT, SURF
and KAZE utilize a floating-point vector as descriptor, whereas ORB, BRISK, and
AKAZE utilize a binary vector, as does the FREAK descriptor. FAST is simply a
detector and does not have a built-in descriptor.

3.2.1 Blob Based Detectors
SIFT

Scale-Invariant Feature Transform, or SIFT, was originally conceived by David G.
Lowe in 1999 [19] and has been further expanded in his 2004 paper [31]. In short,
the idea is to utilize functionality of the Laplacian of Gaussian operator described
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Figure 3.4. Illustration of the DoG pyramid approach with s = 1 and k = 2 [31]

in Section 3.1.2 in a scale-space approach as described in Section 3.1.1 to find
features at different scale levels. According to Lowe, this approach is similar to how
neurons in the inferior temporal cortex of the human brain work [19]. As the LoG
operator is computationally heavy, Lowe [19, 31] utilized a way to approximate it
using a process called Difference of Gaussians (DoG). It builds on differentiating
the Gaussian kernel G(x, y, σ) on σ,

δG

δσ
=
x2 + y2 − 2σ2

σ3
G(x, y, σ) = σLoG (3.21)

leading to the possibility to approximate LoG as

LoG ≈ G(x, y, σ′)−G(x, y, σ)

σ(σ′ − σ)
=
G(x, y, kσ)−G(x, yσ)

(k − 1)σ2
(3.22)

where the constant k is a scale factor, which carries the possibility of scale normal-
ization between scales [31, 13, p.174]. This is then done in a pyramidic procedure
by using a constant k and building up what Lowe describes as octaves, levels of the
variance kσ and down-sampling with a factor of two. Each octave then includes a
set number of intervals s, from which k is described as k = 21/s. Each interval then
contains s+ 3 images in its stack so the detection of DoG extremas is over an entire
octave [31].

SURF

SURF, Speeded Up Robust Features, by Bay et al. [20] builds on ideas introduced
in SIFT by Lowe [19] but utilizes the Determinant of Hessian (DoH) operator as
described in Section 3.1.3 for keypoint detection. Just like SIFT, SURF utilizes an
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Figure 3.5. Second order partial derivative approximations in (a) x, (b) y, and (c)
xy directions as described by Bay et al. [20].

Figure 3.6. Gaussian second order derivatives and approximations in y and xy
directions using box filters. Gray regions are equal to zero. [20]

approximation in order to speed up computation, dubbed ’Fast Hessian Detector’ by
Bay et al. This approximation was based on the claim that Gaussians are overrated
for scale-space analysis and that approximations of them (such as the DoG) suffice
[20]. Recall the Hessian matrix described in Section 3.1.1 and how it is based on
second-order partial derivatives in x, y and xy directions. The Fast Hessian detector
approximates these derivatives as described in Figure 3.5.

Applying this results in box filters which are illustrated together with their
Gaussian counterparts in y and xy directions in Figure 3.6. To add to this is the
use of integral images in SURF, which is the sum of pixel intensities over an image
computed over a single scan of the image, shown in Equation (3.23)

I∑(x, y) =
∑
i

∑
j

I(x, y) (3.23)

which can speed up computation of the box filters significantly, even up to near-
constant time [32, 13, p.175].

This leads to an approximation of the DoH operator,

detHapprox = DxxDyy − (0.9Dxy)
2 (3.24)

where Dxx, Dyy, and Dxy are the approximations of the second-order partial deriva-
tives. The constant 0.9 stems from weighing these approximations [20]. As SURF
uses integral images, the computation of these box filters can be performed in near-
constant time [32]. SURF then applies a scale-space approach, but instead of down-
sampling the image as in SIFT, the filter size is instead up-scaled and the variance
(σ) is multiplied with a constant to produce the scale s = kσ, k = 1, 2, 3, . . .. Interest
points can then be found looking for maxima of the DoH over a 3x3x3 neighborhood
using a scale-space interpolation, something Bay et al. claim is especially important
in SURF as the difference in scale between the first layers of each octave is quite
large [20].
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3.2.2 Corner Detectors

FAST

Features from Accelerated Segment Test (FAST), is a corner detection algorithm
using a machine-learning approach to find its interest points. It is one of the fastest
feature detection algorithms available, but come at a cost of lost accuracy [29].

FAST uses a circle if sixteen pixels around a corner candidate p to decide whether
p is a corner or not. It then looks at the pixel intensities of the pixels in the circle
together with a threshold t to see if pixels are brighter than Ip + t or darker than
Ip − t. If n such pixels are found and they are all brighter or darker, p is a corner.
To speed this process up, FAST first tests if three of four pixels around p fulfill the
above criteria. The four fixels tested are pixels 1, 5, 9, and 13 in Figure 3.7. This
preliminary test eliminates a large number of non-corners and the resulting set of
candidates can then be tested on the full segment criterion [29].

Figure 3.7. The segment test using the 16 pixel circle around a candidate p [29].

Although according to Rosten and Drummond [29], this approach in itself ex-
hibits high performance, it has some shortcomings. For example, it does not gener-
alise well for n < 12, leading to some performance penalties. Furthermore, multiple
adjacent features are detected instead of the ”better”. To solve these shortcomings
and improve performance overall, Rosten and Drummon applies decision trees to
efficiently find features. This approach is split into two stages:

1. Detect corners from a set of images using the segment test outlined above for
given n and t.

2. Create a decision tree to classify corners.

Stage 1 tests all 16 pixels on the circle around the each corner candidate p,
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assigning each of them one of three states:

Sp→x =


d, Ip→x ≤ Ip − t(darker)
s, Ip < Ip→x < Ip + t(similar)

b, Ip + t ≤ Ip→x(brighter)

(3.25)

where x ∈ {1 . . . 16} and p→ x is the location of x relative to p [29]. Then one x is
selected and for all p ∈ P (the set of pixels in the training set) Sp→x is calculated,
which divides P into three subsets:

1. Pd = {p ∈ P : Sp→x = d}

2. Ps = {p ∈ P : Sp→x = s}

3. Pb = {p ∈ P : Sp→x = b}

Stage 2 uses entropy to select the x which yields the most information about
whether p is a corner or not. Let Kp be a boolean variable evaluating to true if p is
a corner and false otherwise. The entropy of K for the set P is then:

H(P ) = (c+ ĉ)log2(c+ ĉ)− clog2c− ĉlog2ĉ (3.26)

where c is the number of corners and ĉ is the number of non-corners in P . From
this, the information gain, denoted as Hgain, is

Hgain = H(P )−H(Pd)−H(Ps)−H(Pb) (3.27)

The process is then applied recursively on each subset, in each step selecting the
value of x which maximizes the information gain and partitioning the subsets Pd,
Pb, and Ps further. When the entropy of a subset is 0, meaning all p in the subset
are either corners or non-corners (same value of Kp), the process is terminated. The
result is a decision tree which can be used to classify all corners in the training set,
however this detector is not the same as the segment test described earlier, but a
heuristic thereof [29].

To note is that the process above still does not account for the detection of
multiple adjacent corners. To solve this, FAST utilizes a score function V and then
simply selects the corners with the highest scores. V is computed as

V = max

( ∑
x∈Sbright

|Ip→x − Ip| − t, x ∈ Sdark|Ip→x − Ip| − t

)
(3.28)

meaning the darkest or brightest corners are used [29].
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ORB

Oriented FAST and Rotated BRIEF (ORB) is a feature detection algorithm based
on the FAST corner detector, adding an orientation component to this. First, it runs
FAST in a pyramidal structure, similar to SIFT, to retrieve scale-space features.
Then, it looks at the intensity centroid as described by Rosin [33] to assign an
orientation to the FAST features. The intensity centroid assumes that the intensity
of a corner is offset from its center, which creates a vector from which one can
deduce an orientation. The moments of image intensities of a patch is defined as

mpq =
∑
x,y

xpyqI(x, y) (3.29)

where I(x, y) is the image. The centroid is then determined as (with p and q
assuming values of 0 and 1):

C = (
m10

m00
,
m01

m00
) (3.30)

from which the orientation of the corner can be retrieved as [29, 33]

θ = atan2(m01,m10) (3.31)

where atan2 is the quadrant-aware version of arctan. This modified version of
FAST was dubbed oFAST. ORB does not take into account whether the corner is
dark or bright, as Rosin does [33], as the angle measures are consistent regardless.
Rublee et al. further improves on the rotational invariance of ORB by computing
the coordinates x and y above using a circular region of a radius r, which is also
the patch size for the moment above [34].

BRISK

Binary Robust Invariant Scalable Keypoints approaches the feature detection prob-
lem by building a scale-space representation of the image and applying FAST to
find its feature points. The scale-space pyramid consists of n octaves and n intra-
octaves located between the full octaves. The pyramid is constructed by using the
original image as the first octave c0 and then constructing the first intra-octave d0
by downsampling c0 by a factor of 1.5. The rest of the octave and intra-octave
layers are then constructed by successive downsampling by a factor 2 from c0 and
d0, respectively [35].

For each octave and intra-octave, FAST is then applied to find interest points.
Each interest point is then subjected to non-maxima suppression: first using its
neighboring pixels in the octave or intra-octave it was found, and then in the layers
above and below. Unlike other feature detection algorithms, BRISK estimates the
true scale of the features using interpolation between its discretized scale levels to
find a more accurate description of each maxima [35].
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3.2.3 Nonlinear Diffusion Detectors
KAZE

KAZE is a feature detection algorithm developed by Alcantarilla et al. [23] which
builds on the ideas of Perona and Malik [22] and Wieckert [24] in using the non-
linear diffusion approach described in Section 3.1.4 instead of the usual Gaussian
used by SIFT and SURF. As no analytical solutions for the partial differential
equations (PDE) used in the nonlinear diffusion approach exists, they instead use
a numerical method to approximate them. This method is called additive operator
splitting scheme, or AOS scheme for short, described by Weickert [24]. Consider the
discretization of Equation 3.14 as

Li+1 − Li

τ
=

m∑
l=1

Al(L
i)Li (3.32)

where τ is the step size in the discretization, Li and Li+1 two consecutive levels
in scale-space, and Al is a matrix that encodes the image conductivities for each
dimension. From this, Li+1 can be solved directly (the so-called explicit scheme).
However, the step size τ needs to be very small, which implies a large number of
iterations. Instead, the semi-implicit scheme can be used to solve for Li+1:

Li+1 =

(
I − τ

m∑
l=1

Al(Li)

)−1
Li (3.33)

which is a tridiagonal linear system of equations and fully stable for any step size
τ . This system can be solved efficiently using Thomas algorithm, a variation of the
Gaussian elimination algorithm for tridiagonal systems [23, 24].

Backed up by the AOS, KAZE discretizes the scale space in logarithmic steps
with O octaves of S sub-levels, which is similar to SIFT, but without any down-
sampling. The scale σ corresponds to octave and sub-level indices through a base
scale level σ0 and the equation

σ(o, s) = σ02
o+s/S , o ∈ [0, . . . , O − 1], s ∈ [0, . . . , S], i ∈ [0, . . . , N ] (3.34)

where N is the total number of filtered images [23].
Given this structure, the input image is first convolved with a Gaussian ker-

nel with variation σ0 to remove noise. After the convolution, an image gradient
histogram is computed from which the contrast parameter λ, described in Section
3.1.4, is obtained. Now, features are detected in the image searching for maxima
in scale and spatial location using Determinant of Hessian operator approximated
with Scharr filters at different levels of scale

AKAZE

AKAZE, or Accelerated KAZE, is an improvement of the KAZE feature detector
using Fast Explicit Diffusion (FED) to solve the PEDs described in Section 3.1.4.
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Using Fast Explicit Diffusion, according to Alcantarilla et al. [30], both more accu-
rate and faster than using AOS schemes as in KAZE. FED schemes are composed of
box filters of the explicit schemes, as shown in Section 3.2.3, and perform a number
of cycles of diffusion steps with varying step sizes τj [30]. This step size is obtained
by the equation

τj =
τmax

2 cos2
(
π 2j+1
4n+2

) (3.35)

where j is the current step, n is the number of diffusion steps in the cycle, and τmax
is the maximal step size possible to maintain stability. Each cycle is terminated
after a time θn, which is given by

θn =

n−1∑
j=0

τj = τmax
n2 + n

3
(3.36)

Although some step sizes given by Equation 3.35 may cause the scheme to be
unstable, the similarities between FED and box filters guarantee that the end of
each FED cycle results in a stable scheme thanks to the stability of box filters [30].
Provided this, consider again the explicit scheme in Equation 3.32 and solve directly
for Li+1:

Li+1 = (I + τA(Li)Li) (3.37)

We can now obtain a FED cycle with n variable step sizes τj with a starting estimate
Li+1,0 = Li:

Li+1,j+1 = (I + τjA(Li))Li+1,j (3.38)

Alcantarilla et al. [30] note that the nonlinearities from matrix A(Li) are kept
constant throughout a FED cycle and is only recalculated once a cycle has ended.

The FED scheme is then used in a pyramidal strategy for fast construction for
a nonlinear scale space that is suitable for robust feature detection. This strategy
is similar to the one used in KAZE with the same way of construction octaves and
sub-levels, but with the exception that the image is downsampled with a factor two
and a new constrast parameter λ is calculated between each octave, providing a
pyramidal shape. After the pyramidal shape has been built, features are found and
orientations are assigned using the same techniques as KAZE [30].

3.2.4 Floating-point Descriptors
SIFT

The SIFT descriptor described keypoints using orientation to achieve invariance
to image rotation. This orientation is found through the peak in a histogram of
local image gradient orientations, which is found using pixel differences between the
pixels of the keypoint [19]. Furthermore, the gradient magnitudes are thresholded
to try to achieve some invariance to changes in illumination direction. This is
because changes in illumination direction may have a substantial impact to gradient
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Figure 3.8. A typical Haar wavelet

magnitude, but not gradient orientation. In total, 16 bins are created which contain
8 gradient magnitudes, each in a diferent direction. These are then ordered based
on the global orientation of the feature in a vector with 128 elements [19].

SURF

The SURF descriptor is fairly similar to SIFT. Again, an orientation is calculated
for each keypoint in order to achieve invariance to image rotation through dividing
the keypoint into 16 bins. Each bin will consist of a four-dimensional vector, leading
a descriptor with 64 elements in total.

SURF applies Haar wavelets to the image to calculate the orientation. A Haar
wavelet typically consists of blocks of equal values and is shown in Figure 3.8. These
Haar wavelets are applied both in x and y directions in a circular neighborhood of
6s around the interest points, where s is the scale at which the interest points
were detected. As s increases, so does the size of the wavelet. To maintain speed,
SURF again utilizes the ideas of integral images, which means the Haar wavelet
responses can be reduced to only six operations [20]. To calculate the orientation, a
sliding window covering a specific angle is used around the interest points, yielding
horizontal and vertical responses which are summed into orientation vectors. The
longest such vector then describes the orientation of the interest point [20].

KAZE

KAZE utilizes a version of the SURF descriptor, M-SURF, as its descriptor, further
adapted to fit the nonlinear framework. Rotation invariance is achieved by finding
the dominant orientation in a circular area of 6s around the keypoint, with s being
the current scale level. In this circular region, the first-orded derivatives in x- and y-
direction, Lx and Ly are weighted with a Gaussian kernel centered at the keypoint.
These derivative responses are represented as floating-points in vector-space. The
dominant orientation vector can then be found by summing the vector values in a
circle-segment approach with a sliding window size of π/3 and selecting the longest
such vector. Finally, the 64-element descriptor vector is then normalized to achieve
invariance to image contrast [23].
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3.2.5 Binary Descriptors
ORB

ORB uses a modified version of BRIEF as its descriptor which takes orientation in
to account by using the θ value from oFAST. BRIEF, or Binary Robust Independent
Elementary Features, is a bit string descriptor of a feature point [36]. This descriptor
is constructed from a set of intensity tests run on a smoothed image patch p

τ(p;x, y) =

{
1, p(x) < p(y)

0, p(x) ≥ p(y)
(3.39)

where p(x) is the intensity of p at a point x. This is assembled into a vector of n
binary tests [36]:

fn(p) =
n∑
i=1

2i−1τ(p;xi, yi) (3.40)

Using θ to steer the BRIEF, Rublee et al. first construct a 2 × n matrix for the
feature set of n binary tests at location (xi, yi):

S =

[
x1 . . . xn
y1 . . . xn

]
(3.41)

and then a rotation matrix Rθ, giving a ”steered” version S:

Sθ = RθS (3.42)

This leads to the steered BRIEF operator:

gn(p, θ) = fn(p), (xi, yi) ∈ Sθ (3.43)

Introducing the rotational invariance to BRIEF does however have a drawback.
One important property of BRIEF is that each bit feature has a large variance
and a mean near 0.5, which makes a feature more discriminative. Introducing an
orientation to BRIEF removes this feature as BRIEF relies on random orientation
of its feature points and makes the distinction between inliers and outliers less
apparent. ORB solves this discrepancy by greedily searching over all possible binary
tests to find the ones with a high variance and a mean near 0.5. The result of this
is called ”rotated BRIEF”, or rBRIEF for short [34].

BRISK

Like ORB [34], Leutenegger et al. base the BRISK feature descriptor on ideas
introduced by BRIEF [36] but also introduce an orientation for each feature found
to achieve invariance to rotation. Especially important in the construction of the
BRISK descriptor is its sampling pattern on the neighborhood around a feature
point, illustrated in Figure 3.9. In this pattern, N locations spaced in a circular
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Figure 3.9. The BRISK sampling pattern with 60 sampling points in a circle around
a feature point. Blue circles are the sampling points and the red dashed illustrate the
standard deviation σ of the Gaussian smoothing. [35]

pattern around a feature point are sampled. Gaussian smoothing with a standard
deviation σ proportional to the distance between the sampling points and the feature
point is applied to avoid aliasing effects on the image intensity. Then, the gradient
for point k is calculated using its sampling points. The local gradients for the
sampling points are calculated as

g(pi,pj) = (pj − pi)−
I(pj , σj)− I(pi, σi)

|pj − pi|2
(3.44)

where (pi,pj) is a sampling point pair around k. Using all sampling point pairs
around k, a set A is constructed which in turn is split up into two subsets:

S = {(pi,pj) ∈ A : |pj − pi| < δmax} ⊆ A (3.45)

D = {(pi,pj) ∈ A : |pj − pi| > δmin} ⊆ A (3.46)

where δmin and δmax are two threshold values dependent on t, the scale parameter
of k. Using the long-distance subset D, the overall orientation of k based on the
gradients of its sampling points is calculated as (with |D| being the cardinaly of the
set D)

g =

(
gx
gy

)
=

1

|D|
∑

(pi,pj)∈D

g(pi,pj) (3.47)

from which the orientation angle θ is calculated as θ = atan2(gy, gx) where atan2 is
the quadrant-aware version of arctan. The short subset is the subsequently used to
calculate the bit-vector descriptor as in BRIEF, shortly introduced in Section 3.2.5
[35].
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AKAZE

AKAZE introduced a new descriptor based on the LDB descriptor introduced by
Yang and Cheng [37], adapted to nonlinear scale space and dubbed M-LDB. This
descriptor is similar to BRIEF (and by extension ORB and BRISK) in the sense
that it also bases the descriptor on binary tests, but applies these on averages
of entire areas instead of individual pixels to increase robustness. In addition to
image intensities for the binary tests, it also looks at the mean of the first-order
derivatives in x- and y-directions, meaning 3 bits used per comparison. Invariance
to orientation is achieved using the same orientation estimation as in KAZE and
the final descriptor can be of either 64, 256, or 486 bits in size. Experiments show
486 bits result in the best results while maintaining speed [30].

FREAK

Fast Retina Keypoint offers a binary keypoint descriptor inspired by the human
retina, from which it derives its name [38]. This inspiration stems from the claim
that the human retina is using Diffence of Gaussians as described in Section 3.2.1 to
extract details from images and the similarities in structure is illustrated in Figure
3.10.

Figure 3.10. The similarities between the human retina and the structure of the
FREAK algorithm [38].

Similarly to BRISK, FREAK uses a circular sampling grid with different stan-
dard deviations of a Gaussian kernel around detected feature points. It differs,
however, in that FREAK overlaps its sampling fields and exponentially increases
the size of the standard deviation used as illustrated in Figures 3.11 - 3.12. This
approach mimics how the retina works as the density of ganglion cells is distributed
over the retina in a similar way. Redundancy is also added through the overlapping
sampling fields, increasing distinctiveness and allows the use of fewer receptive fields
which in turn increases performance [38].
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Figure 3.11. The distribution of ganglion cells over the retina and the areas of the
retina [38].

Figure 3.12. The FREAK sampling pattern illustrated with retina fields. Each
circle is a sampling area smoothed with a Gaussian kernel, similar to BRISK [38].

The binary keypoint descriptor is then constructed using image intensities, sim-
ilar to BRISK and BRIEF, using Difference of Gaussians. However, as many thou-
sands of sampling point pairs may be used to construct the descriptor, many of
these being highly correlative and not discriminant, a sieving process is necessary
to only select the best pairs. With a similar approach to ORB, only selecting the
pairs with high variance and a mean of 0.5, FREAK can select the best pairs from
training data [38].

To assign an orientation to the feature points described by FREAK, an approach
similar to BRISK is used, but with a fewer amount of sampling pairs, again leading
to better speed performance. This is allowed as the sampling fields of FREAK are
larger than the ones in BRISK, allowing more error in the orientation estimation
[38].
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Chapter 4

Method

This chapter will describe the implementation of the homography estimation and
the evaluation method of the thesis, before results are presented in Chapter 5.

4.1 Implementation
In this section, the implementation of the homography estimation is introduced in
Algorithm 1 and then each step is explained in detail starting with the input data.

Algorithm 1: Estimation of the homography between two images.

Data: Tracking camera image I and TV camera image R
Result: Estimated homography matrix H
grayscale(R);
for I, R do

detect keypoints;
compute descriptors;

end
match descriptors;
eliminate bad matches;
estimate homography using robust outlier rejection method;

4.1.1 Input Data
The data selected was retrieved from a series of golf tournaments on the PGA tour
during spring 2016, more specifically the Shell Houston Open and the Dell Match
Play. The TV camera images were of size 1920 × 1080 pixels and the tracking
camera images were of size 1040 × 1040 pixels, both in the NTSC format and
captured from live cameras running at 29.97fps.

The input data is as previously mentioned two images from two different cam-
eras. These cameras differ in color, position, focal length, distortion, pan, and
even in sensor light spectrum ranges, as shown in Figure 1.6. The latter difference
introduces a multimodality to the images that cannot be ignored. Consider the
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(a) (b)

Figure 4.1. TV broadcast (a) and tracking camera (b) images of the same scene.

following two images: Instantly, some differences are noticable. In particular, ev-
erything green in the TV image seems to be much brighter in the tracking camera
image. The reason for this is the so-called Wood-effect in which the chlorofyll in
plants reflects near-infrared light, making these appear brighter in infrared photog-
raphy [39]. As the tracking camera sensor is sensitive to near-infrared light, the
Wood effect is also apparent in these images.

Notable in the two images is also the appearance of planar surfaces in them,
namely the ground. This, together with the fact that the two cameras are placed
very close to one another, makes the use of homography motivated for estimating a
transformation between the two images. However, it is important to point out that
the two criteria introduced in Section 3.1.5 are still not fulfilled and any homography
found between the two images will not be valid in the mathematical sense and is
merely an estimation which may contain substantial errors. The underlying reason
for this are the facts that usually the images do not only consist of planar surfaces
and do not share a camera center, although they are close.

4.1.2 Grayscale Conversion

As one of the images is in grayscale while the other in color, a conversion from
color space to grayscale needs to occur. The method of conversion may affect how
features appear in the image and may thus affect matching performance [40]. In
this paper, the standard NTSC method for grayscale convertion is used [41]:

Yi,j = 0.299Ri,j + 0.587Gi,j + 0.144Bi,j (4.1)

which is a weighted sum of the RGB values for each pixel in the image and accounts
for the fact that the human eye is most sensitive to green, then red, and finally
blue [41]. Kanan and Cottrell [40] recognized that this method is well-suited for
feature detection in textured images, making this method an even better choice for
the evaluation.
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SIFT SURF ORB BRISK KAZE AKAZE FREAK

SIFT X X - X - - X
SURF X X X X - - X
ORB X X X X - - X

BRISK X X X X - - X
KAZE X X X X X - X

AKAZE X X X X - X X
FAST X X X X - - X

Table 4.1. The evaluated Detector/Descriptor pairs. Detectors vertically; descrip-
tors horizontally.

4.1.3 Feature Detectors and Descriptors

The chosen detectors and descriptors have been based on creating a set of three
components:

1. Well-tested

2. Fast

3. New

For example, SIFT and SURF were chosen as they are arguably the most well-
tested keypoint detection and description algorithms. They have been the basis
for numerous evaluations in the past [3, 42, 6] and still serve as the baseline when
new detectors and descriptors are proposed [29, 23, 30, 34, 35]. FAST, ORB, and
BRISK were chosen based on their proven speed [6] and generally ground-breaking
advances. KAZE and AKAZE were chosen based on being relatively new and
interesting as they introduce a new method of detecting features, as well as their
lack of comparative evaluation in relation to other algorithms. Similarly, the fairly
newly-introduced FREAK was selected based on the interesting idea behind the
algorithm; it tries to describe feature points based on the biology behind the human
eye.

Pairwise, the detectors and descriptors evaluated are shown in Table 4.1.3. The
selection of detector/descriptor pairs was based on their implementation limitations;
some descriptors require a certain type of detector. For example, the KAZE and
AKAZE descriptor require their respective detector in order to function in their
default implementations.

4.1.4 Keypoint Descriptor Matching

For matching, two different methods of matching were used to solve 2-nearest neigh-
bor1 for the keypoints:

12-NN, special case of k-NN with k = 2
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1. Brute Force,

2. FLANN.

The brute force matching performs an exhaustive search over the entire set
of keypoints to find their two nearest neighbors. As it is an exhaustive search
algorithm, it is guaranteed to find the correct solution, but is computationally slow.
To find the distance between keypoints, the Euclidean distance is used for floating-
point descriptors, e.g. SIFT, and the Hamming distance for binary descriptors,
e.g. BRISK. Thus, the brute force search is faster for binary descriptors than
for floating-point as the distance between two binary descriptors is reduced to the
number of ones in a simple exclusive-or (XOR) between the two descriptors. To
account for the computational complexity of exhaustive search, the FLANN (Fast
Library for Approximating Nearest Neighbors) library [43] was also used. The
library contains algorithms for performing fast nearest-neighbor approximations for
large datasets and was developed by Muja and Lowe[44, 45, 46]. It supports both
floating-point descriptors and binary descriptors and allows for k-nearest-neighbor
searches for different values of k. For binary descriptors, an algorithm based on
locality sensitivity hashing (LSH) described in [47], shown to be both fast and
space efficient, was used. For floating-point, a kd-tree2 based algorithm was used,
using a set of randomized trees running in parallell, described in [44, 46].

4.1.5 Elimination of Bad Matches

As many of the keypoints in the images will not have any correct matches, they
should also be eliminated before finding a homography as they otherwise may affect
the quality. These are mainly outside the region of interest (ROI) of the smaller
of the two images, but may also simply be background clutter [31]. To account for
these, Lowe proposed a metric using the two nearest neighbors to a keypoint (hence
k being two in the matching step; we select the two top candidates). Dubbed the
distance ratio, it is the ratio of distance from the nearest neighbor to the distance
of the second nearest. If the ratio is greater than some threshold, the match is
discarded. In this work, the ratio threshold was set to 0.8 as recommended by
Lowe, which eliminates 90% of the incorrect matches while discarding only 5% of
the correct [31].

4.1.6 Choice of Robust Method

The two robust methods compared in this thesis are:

1. RANSAC,

2. LMEDS

2k-dimensional tree
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which are both introduced in Section 3.1.5. These two will be compared in computa-
tional efficiency, the restrictiveness of the models created, and quality of matching.
As mentioned earlier in this thesis, RANSAC requires a threshold parameter to be
set in order to be used, something LMEDS does not. However, LMEDS requires
more than 50% of the keypoints are inliers in order to maintain robustness. Since
the described elimination of bad matches should take care of this, LMEDS looks
promising. Should, however, the 10% of incorrect matches not eliminated be in
greater number than the 95% of retained correct matches, LMEDS will fail.

4.1.7 Homography Estimation

As in many cases the number of keypoints to use for homography estimation will be
greater than four (the number required for finding a homography), the solution will
be over-determined. The implementation uses the back-projection error described
in Section 3.1.5 to find the best solution as an initial estimation for the homography
matrix. It is then run through the Levenberg-Marquadt [48] method to further refine
it. This method is a standardized algorithm used when the solution to a nonlinear
least-squares problem may not be correct, helping it converge towards the correct
solution [49].

4.2 Evaluation Method
As the two images will not have a homography between them in a mathematical
sense, the evaluation framework used in [3, 42], although widely respected as the
go-to evaluation framework for detectors and descriptors, is unfortunately not ap-
plicable. It builds on the premise of a ground-truth homography between the two
images in calculating its different metrics, which is not possible under the circum-
stances of this thesis. Instead, the metrics will focus on the requirements specified
in Section 4.2.1. When it comes to keypoint detection and description, the focus
will be laid on the Speed and Computational Efficiency requirements as Accuracy
and Robustness will be evaluated through performance measures on the estimated
homography between the images. First, a set of requirements are provided which
need to be fulfilled. Then, each step in the evaluation is presented in its own section
followed by analyses of both the test data and environment.

4.2.1 Requirements

The outlined requirements for the image matching method are in terms of:

• Accuracy

• Robustness

• Computational Efficiency
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All of these will be weighted against one another to find some middle-ground. For
example, an accurate method may not be fast or computationally efficient and vice
versa.

Accuracy

As a homography between the two images is not possible in a mathematical sense
(as explained in Section 4.1.1), the homography found is merely an estimate and
its accuracy (final match quality) needs to be evaluated. As the images also have
different properties, the accuracy measure needs to take this into account.

Robustness

The matching needs to be performed on many different use cases and scenes. Often
this means different levels of zoom on the broadcast camera image, internal rotation
between the two cameras, and illumination between the two images. The method
needs to be robust enough to handle a wide range of use cases efficiently.

Computational Efficiency

As the goal of the finished project is an image matching method to be used in live
TV broadcasts, it needs to be at a satisfactory speed. It does not, however, need
to be fast enough to run at full framerate3. In addition to computational speed, it
should also not require extensive amounts of memory.

4.2.2 Performance Measures
The performance measures mentioned below will serve as basis for the quantitative
evaluation of the image matching quality. In all cases, the calculations are performed
only on the matched parts of the two images. In the case of the back-projection
error, this is ensured by using the matches used in the estimation of the homography.
The SCV values are calculated using the final matched image with a mask to single
out the ROI created by the matching, as shown below in Figure 4.2 and the initial
broadcast camera image. The mask ensures only the values within the ROI are
being used to calculate the measures.

Back-projection Error

The back-projection error, as introduced in Equation 3.20, is a measurement on
how well a homography is estimated. It is the sum of differences between actual
coordinates and esimated ones after the homography is applied and is measured
between the matched keypoints used in estimating the homography. This metric
can then be used to see how well-fitting the solution is. If the error is low, the
matching quality should be high. It does, however, have a downside in that it is

325/50 (PAL) and 29.97/59.94 (NTSC) frames per second.
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(a) (b)

(c)

Figure 4.2. TV broadcast (a) and matched tracking camera (b) images with mask
(c) applied. Images are cropped for space purposes. Only non-interesting black areas
have been omitted.

calculated on the matches used for the homography as outliers are rejected. Thus,
if the matcher considers matches to be good even though they are not, this error
can be very low, but the overall matching quality can be low as well.

Sum of Conditional Variance

Although different metrics, such as the Normalized Cross Correlation (NCC), exist
and can handle differences in illumination well, they can only handle linear differ-
ences. This poses a problem with the two different sensors in the two cameras as
the tracking camera sensor is sensitive to light ranging from UV to near-IR. This
nonlinearity is apparent in Figure 4.1 and calls for the need of a more robust metric.
One such metric is the Sum of Conditional Variance (SCV), described by Pickering
et al. [50]. Given two images, I and R, where I is the so-called reference image and
R is the template image, it constructs n disjoint bins G of image intensities from
n intensity regions in I. Then, it sums up the variances of these bins after placing
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the pixel intensities of R in their respective bin as [50, 51]:

SSCV =
∑
j

E[(R(xi)− E(R(xi)|I(xi) ∈ Gj))2|I(xi) ∈ Gj ] (4.2)

where E( ) is the expectation operator and I(xi), R(xi) the pixel intensity of pixel
xi. The number of bins, n, is usually selected based on the problem specifics, but is
usually set at n = 32 or n = 64. Smaller n lead to larger intervals, which speeds up
computation and leads to more resilience to noise, whereas larger n mean smaller
intervals and more accurate precision [51]. For this thesis, n = 64.

SCV does not give a result on a standardized scale, but smaller SCV values
imply a better match as the internal variance in the bins are low. Furthermore,
where NCC assumes the value -1 when R is I inverted, meaning I and R are a
complete mismatch, SCV assumes the same value as when R and I are equivalent,
as the variances in each bin are equal.

4.3 Test Data Analysis
Often when keypoint detectors and descriptors are evaluated, such as in [3, 42],
the data set used is discussed in terms of structured and textured images. Struc-
tured images contain homogenous regions with distinct boundaries, and textured
are repeated textures of various forms [42]. What is special about images from golf
broadcasts, however, is that they are often both structured and textured. Take,
for example, Figure 4.1 again. The grassy ground is clearly a structured region;
it contains clear boundaries in the length of the grass, shape of the golf hole, and
even in which direction the grass was cut. On the other hand, the tree line consists
of textured regions with much more randomness. This means the test data cannot
be divided into structured and textured images as in many other evaluations, but
these images must be evaluated as-is.

4.3.1 Data Sets

With the above in mind and drawing from the data set structure in [3, 42], the test
data was divided into a number of subsets, each containing reference images, or the
images in their original form. The deformations described below are illustrated in
Figure 4.3.

Pan

The pan group consists of images where the internal rotation around the vertical
axis between the TV and tracking cameras is iteratively increased. The pan was
achieved by rotating the physical TV camera while the tracking camera frame re-
mains constant. It is supposed to represent the use cases where the tracking area
may not be in the center of the TV camera frame.
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a) b) c)

d) e) f)

g) h) i)

j) k) l)

m) n) o)

Figure 4.3. The different deformations on images. Top row: Illumination difference
in broadcast camera with a) reference, b) -75, and c) +75. Second row: Illumination
difference in tracking camera with d) reference, e) -75, and f) +75. Third row:
Rotation of tracking camera with g) reference, h) 45 deg, and i) mask to single out
ROI. Fourth row: Panning the broadcast camera with j) reference, k) pan left, l) pan
right. Bottom row: Scale differences with m) reference, n) and o) iterative difference
in scale.
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Rotation

Rotated images are created by rotating the tracking camera images around their
optical axis iteratively in the range 15◦ and 45◦ by 15◦ increments. Only the tracking
camera images are rotated as the TV images are supposed to maintain a level horizon
line. This group represent use cases where the tracking camera is not level in respect
to the TV camera.

Scale

The focal length of the tracking camera is a fixed value, but it may change on the
TV camera. This poses the need for evaluation when the respective scale between
the two images is gradually increased and is achieved by using the optical zoom on
the TV camera.

Illumination

As the two cameras are substantially different, the effect of illumination on the
images needs to be evaluated. This is achieved by increasing the intensity value of
each pixel by a constant factor between 25 and 100 at intervals of 25 while main-
taining a maximum pixel intensity value of 255, as well as decreasing the intensity
by a constant factor of 25 or 50 with a minimum intensity value of 0. Changes of
illumination in both cameras will be evaluated.

Control set

The control set consists of general scenes with only illumination and rotation changes
applied. It is supposed to represent the general use case of the system.

Basic set

This set is only used for the evaluation of the matching and robust methods. It
shares a few images with the control group and adds a few more. No transformations
are applied to this group.

4.4 Implementation Details and Parameter Selection
The test environment is set up on a Windows 7 machine running a 3.40 GHz Intel
Core i7 processor with 8GB DDR3 RAM. The implementation was written in 64-bit
Python 2.7.11 using OpenCV [52] version 3.1.0 bindings with the extra xfeatures2d
module, which includes SIFT, SURF, and FREAK. All keypoint detection and de-
scription algorithms used were in their default implementations in OpenCV using
default parameters, the only exception being a bugfix4 for the FLANN-based binary

4https://github.com/Itseez/opencv/pull/6009
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descriptor matcher released on February 2, 2016, and ORB which by default only se-
lects 500 keypoints. This parameter was instead set to 15000 to increase robustness
without substantially affecting its inherent speed advantage. For floating-point de-
scriptor matching, the kd tree algorithm runs by default with 4 trees and 50 checks.
The trees parameter is the number of trees to check simultaneously and the checks
parameter is the number of times the trees are recursively traversed in the knn
search.
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Evaluation Results

The results from the evaluation described in Chapter 4 will be presented in this
chapter. First, the evaluation of the two methods for matching is presented in
Section 5.1, followed by the robust method in Section 5.2, and finally the results
from the detector/descriptor combinations are presented in Section 5.3.

5.1 Selecting the Matching Method

In order to select which of the Brute Force and FLANN matchers described in Sec-
tion 4.1.4 to be used in the detector/descriptor keypoint evaluation, the two were
evaluated on a set of nine pairs of images. Each of these pairs differed in scene,
illumination, scale, and amount of details in the images, thus posing different chal-
lenges for the descriptor matchers. Each matcher was tested with each descriptor,
all of which using their respective original detector, except in the case of FREAK
which is only a keypoint descriptor. The BRISK detector was chosen with to their
descriptive similarities in mind. Only a subset of the results will be shown here in
graph form to save space, the rest will be shown in Appendix A. The result from one
floating-point descriptor, SIFT, will be shown together with one binary descriptor,
ORB.

In Figures 5.1-5.2, the ”Good Matches” graph shows the amount of matches
which passed Lowe’s criterion explained in Section 4.1.5; ”Total Matching Time”
shows the amount of time required to perform the matching of all keypoints iden-
tified by the detector; ”Time Per Keypoint” shows this time divided by the total
amount of keypoints found; Tables 5.1-5.2 show the total number of keypoints in
the broadcast and tracking camera images, i.e. the input data to the matchers.

As the Brute Force search performs an exhaustive search to always find the N
nearest neighbors of each keypoint, the corresponding line in the ”Good Matches”
graph can be seen as the ground truth for the match. The FLANN line should be
as close as possible, optimally an exact replica. For each of the descriptors, the two
lines generally agreed and the difference between the two was small.

Timewise, FLANN proved to be significantly better than the Brute Force for
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Figure 5.1. Comparison between FLANN and Brute Force matching for the SIFT
descriptor.

Pair 0 1 2 3 4 5 6 7 8

Broadcast 39096 9174 17850 27806 20114 29058 10939 20751 9661
Tracking 17025 6511 7354 9974 8525 12072 10944 8288 1552

Table 5.1. Number of keypoints detected and described with SIFT for each image
pair.

Pair 0 1 2 3 4 5 6 7 8

Broadcast 15000 15000 15000 15000 15000 15000 14863 14695 13241
Tracking 15000 14726 14612 14804 13512 14885 14756 14807 7955

Table 5.2. Number of keypoints detected and described with ORB for each image
pair.

floating-point descriptors as the expensive calculation of Euclidean distance was
eliminated. The kd tree algorithm even seemed to reduce the time per keypoint to
a near-constant factor. For binary descriptors, however, Brute Force was, except in
a few cases, faster than FLANN.
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Figure 5.2. Comparison between FLANN and Brute Force matching for the ORB
descriptor.

5.2 Selecting the Robust Method for Homography
Estimation

In addition to the matching method above, a comparison between RANSAC and
LMEDS, described in section 3.1.5, for finding a homography was performed. Each
robust method was tested with each detector/descriptor combination on the same
dataset as in Section 5.1. For space-saving purposes, only a subset of the results will
be presented here in graph form, namely one floating-point detector/descriptor pair
(KAZE/KAZE) and one binary (BRISK/BRISK). The entire evaluation is available
in Appendix B.

In Figures 5.3-5.4, ”Number of Matches Used” displays the number of matches
the method used for the homography estimation; ”Matches Used / Good Matches”
illustrates the number of matches used over the total number of good matches;
”Average Error” shows the back-projection error described in Section 3.1.5 over
the number of matches used in the homography estimation; ”Time to Compute”
displays the time it took to estimate a homography. Tables 5.3-5.4 display the
number of good matches for each image pair, i.e. the input data to the robust
methods for homography estimation. The matches were found using the FLANN
based matched for floating-point descriptors and Brute Force for binary.

Looking at the top rows of plots for both floating-point and binary descriptors
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Pair 0 1 2 3 4 5 6 7 8

Good Matches 170 1298 818 198 438 408 792 317 458

Table 5.3. Number of good matches using the FLANN matcher and KAZE as both
detector and descriptor.

Figure 5.3. Comparison between LMEDS and RANSAC for keypoints generated by
the KAZE detector and KAZE descriptor.

shows RANSAC being the more restrictive of the two methods, consistently hav-
ing selected fewer matches for its homography estimation than LMEDS. The two
methods did, however, generally follow the same rough pattern in the number of
matches used. Often, RANSAC also picked a far smaller quota of the good matches
identified.

Timewise, there was no large difference between the two, with LMEDS being the
slightly faster method. RANSAC was more often slower than LMEDS for floating-
point descriptors than it was for binary.

However, the average error for the two methods shows that RANSAC was far
more robust in the homography estimation than LMEDS.
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Figure 5.4. Comparison between LMEDS and RANSAC for keypoints generated
the BRISK detector and BRISK descriptor.

Pair 0 1 2 3 4 5 6 7 8

Good Matches 444 1013 758 328 253 366 678 232 142

Table 5.4. Number of good matches using the Brute Force matcher and ORB as
both detector and descriptor.

5.3 Keypoint Detector and Descriptor Evaluation
This section will present the results of the evaluation of the keypoint detector/descriptor
combinations. For viewing purposes, the graphs will be divided into six groups: cor-
ner/binary, corner/floating-point, blob/binary, blob/floating-point, nonlinear/binary,
and nonlinear/floating-point. First, the computational efficiency of each detec-
tor/descriptor combination will be presented in Section 5.3.1 before the final results
are presented in Section 5.3.2

5.3.1 Computational Efficiency

Throughout the evaluations, the computational efficiency of each detector/descriptor
combination was measured. The results of these measurements are shown below in
table form. All values are average values retained throughout the evaluations over
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Detector
Keypoints

Broadcast Image
Keypoints

Tracking Image
Detection time
µs/keypoint

SIFT 22164 10448 38

SURF 16306 10926 18

KAZE 9093 5839 253

BRISK 32470 24443 14

ORB 13749 13288 3

AKAZE 10940 6811 79

FAST 58819 31628 0.3

Table 5.5. Number of keypoints in images and detection time per keypoint of each
detector.

Descriptor Memory size
Description time
µs/keypoint

Matching Time
µs/keypoint

SIFT 128 bytes 286 16

SURF 64 bytes 26 11

KAZE 64 bytes 176 10

BRISK 512 bits 10 69

ORB 256 bits 2 63

AKAZE 486 bits 44 160

FREAK 512 bits 11 116

Table 5.6. Memory size of each descriptor [31, 20, 23, 35, 34, 30, 38], average
description time per keypoint, and average matching time per keypoint.

all data sets and are rounded to an integer according to the half up rule, except in
cases when the value is less than one.

Detectors

Displayed in Table 5.5 is the average number of keypoints detected in the images and
detection time per keypoint with the top three performers in each column in bold
font. For the broadcast image, SIFT, BRISK, and FAST found the most keypoints
in the broadcast image while KAZE and AKAZE found the least. In the tracking
image, FAST and BRISK were once again superior in finding keypoints with ORB
following third. Again, KAZE and AKAZE found the least. Speed-wise, the binary
detectors were in general substantially faster than the vector-based, although SURF
followed closely and AKAZE being slower than both SURF and SIFT.

Descriptors

Table 5.6 displays both the average description time required for keypoint descrip-
tion and matching using the FLANN matcher for vector-based and Brute Force
binary keypoints, as well as the memory requirement for each descriptor. The top
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three performers in each column are displayed in bold. The memory column is
displayed in bytes or bits to point out floating-point versus binary. Memory-wise,
ORB outperforms the others by a margin, with AKAZE second and every other
descriptor except SIFT at 64 bytes, or 512 bits. For description, the floating-point
descriptors outperform the vector-base. SURF is very fast for both description and
matching, narrowly missing top three in one of the categories and only one micro
second from the top in the other. BRISK and ORB maintain their superiority
among the binary descriptors.

Combinations

As each detector was paired with each descriptor, as long as their respective imple-
mentations allowed, their total detection and description time were measured. The
results are displayed in Table 5.3.1 divided in six separate tables to show the result
in each subgroup of combinations.

In the group with corner based detectors combined with binary descriptors, the
combinations using FAST as the detector was generally the fastest. The combina-
tions with ORB as detector was not far behind. Except for FAST/ORB, ORB/ORB
was the fastest combination.

When the corner based detectors were combined with floating-point descrip-
tors, FAST was again the fastest, although the difference between the top two,
FAST/SURF and BRISK/SURF, was substantially less than the difference down to
third place, FAST/SIFT. In general, the SIFT descriptor was substantially slower
than SURF.

In the group with blob based detectors combined with binary descriptors, the
combinations using SURF outperformed SIFT. Again, the ORB descriptor was the
fastest.

For blob based detectors combined with floating-point descriptors, the fastest
combination was SIFT/SURF, with SURF/SURF not far behind and SIFT/SIFT
third. The SURF/SIFT combination was the slowest by far, which is surprising
considering the speed of the SIFT/SURF combination.

Combining nonlinear descriptors with binary and floating-point descriptors showed
the superiority AKAZE has over KAZE, the former being substantially faster than
the latter. In the case of AKAZE, combining the detector with any other binary de-
scriptor proved to be faster by a margin. In fact, the only combination slower than
AKAZE/AKAZE was AKAZE/SIFT. The same pattern can be seen for KAZE,
with KAZE/KAZE being the slowest combination.
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Detector/
Descriptor

Total time
µs/keypoint

ORB/ORB 3

ORB/BRISK 7

ORB/FREAK 8

BRISK/ORB 8

BRISK/BRISK 11

BRISK/FREAK 12

FAST/ORB 0.4

FAST/BRISK 5

FAST/FREAK 5

a)

Detector/
Descriptor

Total time
µs/keypoint

ORB/SIFT 291

ORB/SURF 50

BRISK/SIFT 102

BRISK/SURF 15

FAST/SIFT 42

FAST/SURF 4

b)
Detector/
Descriptor

Total time
µs/keypoint

SIFT/BRISK 24

SIFT/FREAK 24

SURF/ORB 10

SURF/BRISK 15

SURF/FREAK 17

c)

Detector/
Descriptor

Total time
µs/keypoint

SIFT/SIFT 52

SIFT/SURF 22

SURF/SIFT 397

SURF/SURF 26

d)
Detector/
Descriptor

Total time
µs/keypoint

AKAZE/ORB 41

AKAZE/BRISK 44

AKAZE/FREAK 45

AKAZE/AKAZE 61

KAZE/ORB 131

KAZE/BRISK 128

KAZE/FREAK 136

e)

Detector/
Descriptor

Total time
µs/keypoint

AKAZE/SIFT 79

AKAZE/SURF 44

KAZE/SIFT 181

KAZE/SURF 123

KAZE/KAZE 208

f)

Table 5.7. Description time per keypoint of each detector/descriptor combination.
a) corner/binary, b) corner/floating-point, c) blob/binary, d) blob/floating-pont, e)
nonlinear/binary, and f) nonlinear/floating-point.
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5.3.2 Matching Accuracy and Robustness
The matching accuracy and robustness was measured using the Sum of Conditional
Variance (SCV) metric described in Section 4.2.2. The SCV results from the Rota-
tion, Illumination, Pan and Scale sets are presented as averages on the image with
all the deformations together with the standard deviation along with one example
of an image set from Figure 4.3, whereas for the Control set, they are presented as
the actual SCV values on that particular case. The Pan and Scale sets were also
evaluated with some rotation added and the results of one such case is presented in
their respective sections, with the averages and standard deviations presented later
in appendices.

Control Set - The general case

As can be seen in Figure 5.5, certain detector/descriptor combinations did not work
well together. For the corner detectors with binary descriptors, the combinations
using FAST fared the worst while the most consistently good results were obtained
by using ORB or BRISK as detector, performing in the top tier regardless of de-
scriptor.

Combining the corner detectors with floating-point descriptors produced scat-
tered results. No detector/descriptor combination proved particularly consistent
enough, although BRISK/SIFT performed the best of these. BRISK/SURF and
FAST/SURF were the worst performers.

Combining blob-based detectors with binary descriptors showed good combina-
tions in SURF/BRISK and SURF/FREAK. SIFT/FREAK and SURF/ORB did
not perform well while SIFT/BRISK was inconcistent.

SURF/SURF and SIFT/SIFT proved, as expected, to be good combinations
with the latter performing slightly better. SURF/SIFT proved inconsistent, but
generally good, while conversely SIFT/SURF was not a good combination.

Further scattered results were achieved by combining nonlinear detectors with
binary and floating-point descriptors. The top performers were KAZE/BRISK and
KAZE/SIFT with AKAZE/AKAZE, AKAZE/BRISK and AKAZE/SIFT close be-
hind. KAZE/KAZE generally performed well but was outperformed by the top.
AKAZE/SURF and KAZE/SURF performed the worst. Neither worked well with
ORB or FREAK.
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a) b)

c) d)

e) f)

Figure 5.5. Sum of Conditional Variance for matches performed on the Control
set for a) corner/binary, b) corner/floating-point, c) blob/binary, d) blob/floating-
point, e) nonlinear/binary, and f) nonlinear/floating-point detector and descriptor
combinations.
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Illumination - Broadcast

This section presents the results from the evaluation of illumination change of the
broadcast camera. First, the results from changing the illumination of the image
in the top row of Figure 4.3 are shown in Figure 5.6 to show SCV value changes
over the different deformations. Then, the averages and standard deviations of the
entire data set is shown in FIgures 5.7-5.8.

Studying the results show superior performance from the ORB descriptor re-
gardless of binary descriptor, with BRISK/BRISK being almost equivalently good.
In each image pair of the data set, these scored among the best SCV scores while
having low standard deviations. Again, FAST showed inconsistency regardless of
descriptor. FREAK also showed generally good results, albeit inconsistent.

Among the blob based detectors combined with binary, the best performers were
SURF/BRISK and SURF/FREAK, scoring both low SCV scores and having fairly
low standard deviations. The rest of the combinations either scored high SCV scores
or were inconsistent.

As easily interpreted are the results from the nonlinear detectors combined
with binary descriptors. By far, the best performers were AKAZE/BRISK and
KAZE/BRISK, with AKAZE/AKAZE also scoring fairly well. However, their stan-
dard deviations were intermittently high, meaning they did not handle the changes
in illumination well.

Combining corner based detectors with floating-point descriptors did not pro-
duce any meaningful results. No combination consistently scored low SCV scores
and their standard deviations were also inconsistent.

SIFT/SIFT proved to be superior among the blob detectors paired with floating-
point descriptors, scoring among the lowest SCV scores and standard deviations of
all combinations. Surprisingly, SURF/SURF scored inconsistenly and with high
standard deviations.

The nonlinear detectors combined with floating-point descriptors produced good
results in AKAZE/SIFT and KAZE/SIFT. KAZE/KAZE also performed well, but
with slightly higher standard deviations than the top performers.

51



CHAPTER 5. EVALUATION RESULTS

a) b)

c) d)

e) f)

Figure 5.6. Sum of Conditional Variance for matches performed on the image
from the top row of Figure 4.3 for a) corner/binary, b) corner/floating-point, c)
blob//binary, d) blob/floating/point, e) nonlinear/binary, and f) nonlinear/floating-
point detector and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.7. Sum of Conditional Variance averages and standard deviation for
matches performed on the Illumination set for broadcast camera images with a) and
b) corner/binary, c) and d) blob/binary, e) and f) nonlinear/binary and descriptor
combinations.

53



CHAPTER 5. EVALUATION RESULTS

a) b)

c) d)

e) f)

Figure 5.8. Sum of Conditional Variance averages and standard deviation for
matches performed on the Illumination set for broadcast camera images with a) and
b) corner/floating-point, c) and d) blob/floating-point, e) and f) nonlinear/floating-
point and descriptor combinations.
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Illumination - Tracking

This section presents the results from the evaluation of illumination change of the
tracking camera. First, the results from changing the illumination of the image in
the second row of Figure 4.3 are shown in Figure 5.6 to show SCV value changes
over the different deformations. Then, the averages and standard deviations of the
entire data set is shown in FIgures 5.10-5.11.

Changing the illumination of the tracking camera produced similar results as
with the broadcast camera for the corner detectors paired with binary descriptors.
Again, the top performers were ORB/ORB, ORB/BRISK and BRISK/BRISK,
which were also joined by BRISK/ORB. The worst performance was repeated by
FAST regardless of descriptor.

SURF/FREAK and SURF/BRISK again scored the best among blob based
detectors combined with binary descriptors. The worst of these were SIFT/FREAK
and SIFT/BRISK.

The nonlinear detectors combined with binary descriptors did not work well with
the changes in the tracking camera. The top performer of these was KAZE/BRISK,
albeit with high standard deviation in one of the test cases.

Just as when changing the broadcast illumination, combining corner based de-
tectors with floating-point descriptors did not produce any meaningful results. No
combination consistently scored low SCV scores and their standard deviations were
also inconsistent.

SIFT/SIFT was the only blob based detector which performed well with floating-
point descriptors on this image set. Again, SURF/SURF proved not being able to
handle the illumination changes very well. The two combined with each other did
perform well together, scoring very high SCV scores and standard deviations.

AKAZE/SIFT and KAZE/SIFT repeated their superiority in the group with
nonlinear detectors and floating-point descriptors. KAZE/KAZE proved not to
perform as well with illumination changes in the tracking camera as it did with
the broadcast camera, scoring very high standard deviations towards the end of the
data set.

55



CHAPTER 5. EVALUATION RESULTS

a) b)

c) d)

e) f)

Figure 5.9. Sum of Conditional Variance for matches performed on the image
from the second row of Figure 4.3 for a) corner/binary, b) corner/floating-point, c)
blob//binary, d) blob/floating/point, e) nonlinear/binary, and f) nonlinear/floating-
point detector and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.10. Sum of Conditional Variance averages and standard deviation for
matches performed on the Illumination set for tracking camera images with a) and
b) corner/binary, c) and d) blob/binary, e) and f) nonlinear/binary and descriptor
combinations.
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a) b)

c) d)

e) f)

Figure 5.11. Sum of Conditional Variance averages and standard deviation for
matches performed on the Illumination set for tracking camera image with a) and b)
corner/floating-point, c) and d) blob/floating-point, e) and f) nonlinear/floating-point
and descriptor combinations.
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Illumination - Summary

In summary, the results of the broadcast illumination set were largely repeated in
the tracking illumination set. The corner-based detectors scored very well with bi-
nary descriptors, but not as well with floating-point. SURF as detector was best
when paired with binary descriptors, but perform well when paired with floating
point. Not even the standard SURF/SURF performed well. SIFT/SIFT proved to
be one of the combinations most invariant to illumination changes in both cameras.
AKAZE/AKAZE and KAZE/KAZE scored well with broadcast camera illumina-
tion changes, but not very well with changes in the tracking camera illumination.
Among the nonlinear combinations, the best were AKAZE/SIFT and KAZE/SIFT,
as well as AKAZE/BRISK and KAZE/BRISK. FAST proved to not be well-suited
for illumination changes and FREAK scored well with corner detectors, but not
with blob based or nonlinear. ORB/ORB and BRISK/BRISK were also among the
top performers.

Rotation

This section will present the results from rotating the tracking camera image along
its optical axis by 15◦ increments before performing the matching in order to evalu-
ate the rotational invariance of each combination. The graphs in FIgure 5.12 show
how well the different combinations performed when the tracking camera image in
the third row of Figure 4.3 was rotated along its optical axis by 15◦ increments.
The SCV averages and standard deviations of each combinations are then shown in
Figures 5.13-5.14.

Interesting results were found when rotating the tracking camera and matching
the two images. Certain combinations performed just as well regardless of rotation,
whereas some could perform both worse and better under different conditions.

Looking at the averages and standard deviation for each combination and each
image in the Rotation set shows which combinations are the most invariant to
rotation and therefore the most stable. Looking at the averages for the corner
detectors and binary descriptors show good scores from both ORB/FREAK and
BRISK/FREAK, however intermittently with higher standard deviations than the
top performers. ORB/ORB and BRISK/BRISK scored the best while the FAST
detector continued to show instability.

SURF/BRISK and SURF/FREAK also handled rotation well, with the latter
being slightly more invariant to rotation than the former. AKAZE/BRISK was the
only nonlinear detector and binary descriptor being somewhat invariant to rotation,
albeit with higher standard deviation than other combinations. AKAZE/AKAZE
did not perform well with rotation.

The top performer among the corner detectors paired with floating-point descrip-
tors was SIFT/BRISK, although its standard deviation was too high to consider it
good.

One of the best performances was SIFT/SIFT which had low SCV scores and the
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a) b)

c) d)

e) f)

Figure 5.12. Sum of Conditional Variance for matches performed on the image
from the third row of Figure 4.3 for a) corner/binary, b) corner/floating-point, c)
blob//binary, d) blob/floating/point, e) nonlinear/binary, and f) nonlinear/floating-
point detector and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.13. Sum of Conditional Variance averages and standard deviation for
matches performed on the Rotation set for a) and b) corner/binary, c) and d)
blob/binary, e) and f) nonlinear/binary and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.14. Sum of Conditional Variance averages and standard deviation for
matches performed on the Rotation set for a) and b) corner/floating-point, c) and d)
blob/floating-point, e) and f) nonlinear/floating-point and descriptor combinations.

lowest standard deviation. The rest of the blob based detectors with floating-point
descriptors proved not to handle the tracking camera rotation well.

KAZE/KAZE was the only nonlinear detector/floating-point descriptor combi-
nations performing well. Its standard deviation was, however, slightly higher than
SIFT/SIFT and other combinations.

In summary, the best performers were SIFT/SIFT, ORB/ORB, and BRISK/BRISK.
These proved to have both low average SCV scores and standard deviations close
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to zero. Again, SURF/SURF, AKAZE/AKAZE, and KAZE/KAZE showed low
performance in comparison to other combinations.

Pan

This section presents the result from iteratively rotating the broadcast camera along
its vertical axis while maintaining the same viewpoint in the tracking camera. First,
the SCV scores from the image set in the fourth row if Figure 4.3 are shown in
Figure 5.15 before the averages and standard deviations are shown in Figures 5.16-
5.17. Then, results from adding rotation along the optical camera axis for the same
image set are shown in Figure 5.18. The SCV averages and standard deviations for
adding the rotation in Appendix C.

Studying the Figures 5.16-5.17 shows the best performance among the corner de-
tectors/binary descriptors in BRISK/BRISK and BRISK/FREAK, scoring almost
equivalent SCV. BRISK/BRISK prevailed among the two with a sligthly lower stan-
dard deviation. ORB/ORB was close behind, also with a low standard deviation.
ORB/FREAK scored very similar. Not far behind the top was BRISK/ORB with a
slightly higher standard deviation. The combinations using FAST as detector again
did not score well.

Among the blob detectors paired with binary descriptors, SURF/BRISK and
SURF/FREAK scored low SCV scores and had low standard deviations. AKAZE/AKAZE
and AKAZE/BRISK were the best nonlinear detector/binary descriptor combina-
tions. AKAZE/FREAK, KAZE/FREAK and KAZE/BRISK also performed com-
parably, but with higher standard deviations.

BRISK/SIFT and ORB/SURF were the two best corner detector/floating-point
descriptor combinations with the former scoring slightly better than the latter.
Worst performance was seen in FAST/SURF.

SIFT/SIFT and SURF/SIFT scored almost equivalently among the blob detector/floating-
point descriptor combinations while SURF/SURF continued to struggle. Finally,
AKAZE/SIFT and KAZE/SIFT were the two best nonlinear detector/floating-point
descriptor combinations. Again, KAZE/KAZE performed worse than expected.

Adding rotation produced similar results. Again, among the corner detec-
tors/binary descriptors the best performers were BRISK/BRISK and BRISK/FREAK
with BRISK/BRISK having slightly lower standard deviation. The two were closely
followed by ORB/ORB, ORB/BRISK, and ORB/FREAK. BRISK/ORB performed
worse than without the rotation.

SURF/FREAK and SURF/BRISK continued to perform well, even almost equiv-
alent as to without the rotation. AKAZE/AKAZE, AKAZE/BRISK, and KAZE/ORB
performed slightly worse with the added rotation, but still well.

Paired with floating-point descriptors, BRISK/SIFT and ORB/SURF scored
the best out of the corner detectors. Only SURF/SIFT of the previous two top
performers among the blob based detectors performed well. SIFT/SIFT had in one
of the image sets a comparatively high standard deviation. Neither of the nonlinear
detectors worked well with the added rotation, scoring both high SCV and standard
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a) b)

c) d)

e) f)

Figure 5.15. Sum of Conditional Variance for matches performed on the image
set in the fourth row in Figure 4.3 for a) corner/binary, b) corner/floating-point, c)
blob/binary, d) blob/floating-point, e) nonlinear/binary, and f) nonlinear/floating-
point detector and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.16. Sum of Conditional Variance averages and standard deviation for
matches performed on the Pan set for a) and b) corner/binary, c) and d) blob/binary,
e) and f) nonlinear/binary and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.17. Sum of Conditional Variance averages and standard deviation for
matches performed on the Pan set for a) and b) corner/floating-point, c) and d)
blob/floating-point, e) and f) nonlinear/floating-point and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.18. Sum of Conditional Variance for matches performed on the image set in
the fourth row in Figure 4.3 with tracking camera rotation added for a) corner/binary,
b) corner/floating-point, c) blob/binary, d) blob/floating-point, e) nonlinear/binary,
and f) nonlinear/floating-point detector and descriptor combinations.

deviations.

Scale

This section presents the results from changing the scale of the broadcast camera
image by using the optical zoom on the camera lens. First, the individual results
from the image set in the bottom row in Figure 4.3 is displayed in Figure 5.19

67



CHAPTER 5. EVALUATION RESULTS

before the SCV averages and standard deviations are presented in Figures 5.20-
5.21. Lastly, the individual results from also adding rotation to the tracking camera
to the image set in Figure 5.19 are displayed. The SCV averages and standard
deviations for adding the rotation are displayed in Appendix D.

Among the corner detector/binary descriptor combinations, BRISK/BRISK main-
tained low SCV and standard deviations in comparison with the rest. The rest of
the combinations did not perform as well, with BRISK/FREAK and ORB/ORB
scoring relatively high SCV and standard deviation alike.

SURF/BRISK performed the best of the blob detector/binary descriptor combi-
nations, scoring comparably with BRISK/BRISK albeit sligthly worse. SURF/FREAK
had among the lower SCV values of these combinations, but had high standard de-
viation.

KAZE/BRISK was the nonlinear detector/binary descriptor combination that
performed the best, but with a high standard deviation. AKAZE/AKAZE did not
perform particularly well.

Combining corner detectors with floating-point descriptors also produced scat-
tered results. BRISK/SIFT generally scored well but had an instance towards the
end where it did not. Overall, the SCV and standard deviations were high for all
combinations.

SIFT/SIFT once again excelled among the blob based detector/floating-point
descriptor combinations, maintaining both comparatively low SCV and standard
deviations. SURF/SURF was the only other combination which scored relatively
close to SIFT/SIFT, but suffered from a high standard deviation.

The only nonlinear detector/floating-point descriptor combination performing
well proved to be AKAZE/SIFT, scoring even the best among all combinations on
the Pan set. KAZE/KAZE had both high SCV and high standard deviation.

Adding rotation to the Scale produced some interesting results. BRISK/BRISK
remained the top performer out of the corner detector/binary descriptor combina-
tions while ORB/ORB had a high standard deviation. BRISK/FREAK remained
the second-best performer out of these combinations but suffered from high standard
deviation.

Remarkably, SURF/FREAK performed better when the rotation was added, al-
though maintained high standard deviations. Looking at the SCV values, SURF/BRISK
performed well, but it suffered from a high standard deviation.

The nonlinear detectors again suffered from the added rotation, performing in-
consistently when paired with binary descriptors

Similarly, the corner detector/floating-point descriptor combinations continued
to not perform well. BRISK/SIFT was generally the best performer, but continued
to be inconsistent.

SIFT/SIFT had the generally lowest SCV, but had a much higher standard
deviation than before with the added rotation in one of the image sets.

KAZE/KAZE performed substantially better with the added rotation than with-
out, having among the lowest SCV and standard deviations of all combinations.
AKAZE/SIFT did not maintain its performance with the added rotation, although
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a) b)

c) d)

e) f)

Figure 5.19. Sum of Conditional Variance for matches performed on the image
set in the bottom row in Figure 4.3 for a) corner/binary, b) corner/floating-point, c)
blob/binary, d) blob/floating-point, e) nonlinear/binary, and f) nonlinear/floating-
point detector and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.20. Sum of Conditional Variance averages and standard deviation for
matches performed on the Scale set for a) and b) corner/binary, c) and d) blob/binary,
e) and f) nonlinear/binary and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.21. Sum of Conditional Variance averages and standard deviation for
matches performed on the Scale set for a) and b) corner/floating-point, c) and d)
blob/floating-point, e) and f) nonlinear/floating-point and descriptor combinations.
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a) b)

c) d)

e) f)

Figure 5.22. Sum of Conditional Variance for matches performed on the image
set in the bottom row in Figure 4.3 with tracking camera rotation added for a) cor-
ner/binary, b) corner/floating-point, c) blob/binary, d) blob/floating-point, e) non-
linear/binary, and f) nonlinear/floating-point detector and descriptor combinations.

it scored consistent SCV throughout the data set.
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Chapter 6

Conclusions

This chapter presents the general conclusions based on the performed evaluations.
At the end of the chapter a few possible extensions to the work are presented.

The objective of this work was to find the most suitable method for estimating a
homography between two images from live Golf events, one being a wide-angle color
image captured using only visible light, the other a grayscale image captured using
light ranging from ultraviolet to near-infrared. This method was to be found by
evaluating state-of-the-art keypoint detectors and descriptors, as well as keypoint
matching and robust homography estimation techniques. The detectors were tested
against a number of image deformations: scale, rotation, pan, and illumination
changes. All steps in the method proposed were also benchmarked as time was a
crucial factor.

6.1 Keypoint Matching

For the keypoint matching, time proved to be the most important difference between
the FLANN based matchers and Brute Force. For floating-point descriptors, the
kd-tree algorithm used by FLANN proved to improve matching speed substantially
over Brute Force using Euclidean distance. However, Brute Force using Hamming
distance proved to sometimes be much faster than the LSH algorithm used by
FLANN for matching binary descriptors.

6.2 Robust Method for Homography Estimation

For homography estimation, RANSAC prevailed over LMEDS despite eliminating
bad matches according to Lowe’s [31] criterion. LMEDS was in most cases slightly
faster, but the back-projection error calculated after performing the match was the
deciding factor between the two as LMEDS proved to be much more inconsistent.
The reason for this is most likely the fact that LMEDS requires at least 50% inliers in
the data it runs on and the data most likely still contained bad matches. RANSAC
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Speed Memory Accuracy Robustness

ORB/ORB 1 1 2 5
BRISK/BRISK 2 2 1 1
SURF/BRISK 3 2 4 3
SURF/FREAK 4 2 4 3

SIFT/SIFT 5 5 2 1

Table 6.1. The five best combinations and their respective placements amongst
themselves.

does not have this requirement and also consistently chose a smaller amount of
matches for its inliers.

6.3 Keypoint Detection and Description

Shown in Table 6.1 are the five best combinations throughout the evaluation.
Through all image data sets and deformations, the combinations that performed
the best were BRISK/BRISK and SIFT/SIFT, both being in the top throughout
the evaluation. SURF/BRISK and SURF/FREAK, performed well throughout the
evaluation except on the Scale set. Also generally being in the top except in the
evaluation of the Scale set was ORB/ORB. Of these five, ORB/ORB was the fastest,
followed by BRISK/BRISK. SURF/BRISK and SURF/FREAK were about as fast
and just slightly slower than BRISK/BRISK. SIFT/SIFT was the slowest of the
five by a substantial margin. Memory-wise, using the ORB descriptor would take
up the least space, then BRISK and FREAK, and finally SIFT with again a fairly
substantial margin.

Also noticable in the results is the fact that more often than not, the author-
recommended descriptor worked substantially better than custom combinations.
The only exception to this was the SURF detector which performed better under
the circumstances in this thesis using either BRISK or FREAK as descriptor than
the SURF descriptor. This was surprising, considering the widely regarded robust-
ness of SURF as both detector and descriptor. Furthermore, using FAST as the
detector did not produce any meaningful results, regardless of descriptor. This was,
however, expected due to the fact that FAST is not invariant to rotation and bases
its detection to the illumination differences of the pixels around a corner candidate
pixel. The conclusion to draw from this is that the physical differences, and es-
pecially the different spectra, between the two cameras proved too challenging for
FAST.

Another conclusion to be drawn from the results stems from the lackluster per-
formance of the two nonlinear diffusion based detectors, KAZE and AKAZE, re-
gardless of descriptor. The circumstances in this thesis proved to be unfavorable for
the nonlinear scale-space frameworks of the two algorithms, most likely again due
to the physical differences of the two cameras. However, further research would be
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necessary in order to explain exactly why the circumstances were too challenging.

6.4 Method Proposed
With the above in mind, in applications that are not very time sensitive and a more
reliable result is instead desirable, using BRISK/BRISK, matching with Brute Force
Hamming distance, and estimating a final homography with RANSAC is recom-
mended. However, should the application be more time sensitive, using ORB/ORB
can in most cases provide similar results.

6.5 Future Work
One possible extension to the work is to evaluate whether increasing the number
of features retrieved by the ORB detector would increase its performance while
retaining its speed. In this work, this number was set to 15000 in order to increase
robustness. However, evaluating and optimizing this parameter could mean better
performance when compared to other combinations.

Another extension is to examine whether the ECC image alignment algorithm
can further improve the results. This algorithm can, given a start guess on a trans-
formation and certain convergence criteria align two images. Should the given start
guess be the homography estimated in this work, the match between the two images
might be enhanced, albeit slower.

Lastly, the result could be further enhanced if the lens distortion in the two
images were handled somehow. In this work, the lens distortion was not accounted
for when matching keypoints and estimating a homography. However, estimating
the respective distortions could help increase performance further.
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