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Abstract

In automatically categorizing massive corpora of text, various topic
models have been applied with good success. Much work has been done
on applying machine learning and NLP methods on Internet media,
such as Twitter, to survey online discussion. However, less focus has
been placed on studying how geographical locations discussed in on-
line fora evolve over time, and even less on associating such location
trends with topics. Can online discussions be geographically tracked
over time? This thesis attempts to answer this question by evaluating a
geo-aware Streaming Latent Dirichlet Allocation (SLDA) implementa-
tion which can recognize location terms in text. We show how the model
can predict time-dependent locations of the 2016 American primaries by
automatic discovery of election topics in various Twitter corpora, and
deduce locations over time.



Referat
Följning av online-trender och deras lokalisering med

en geo-medveten ämnesmodell

För att automatiskt kategorisera massiva textkorpusar har olika äm-
nesmodeller applicerats framgångsrikt. Mycket arbete har lagts på att
använda maskininlärnings- och NLP-metoder på internetmedia, såsom
Twitter, för att överblicka diskussion på nätet. Dock har mindre fokus
lagts på studier av hur geografiska platser som diskuteras i nätets fora
evolverar med tiden, och mindre då på associering av sådana platstren-
der med ämnen eller teman. Kan diskussioner på nätet spåras geogra-
fiskt över tiden? Denna uppsats försöker svara på denna fråga genom
att evaluera en geo-medveten Strömmande Latent Dirichlet Allokering
(SLDA)-implementation som kan identifiera platsnamn i text. Vi visar
hur modellen kan förutspå tidsberoende valplatser i det amerikanska
primärvalet år 2016 genom att automatiskt upptäcka valrelaterade äm-
nen i olika Twitterkorpusar, och härleda platser över tiden.
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Chapter 1

Introduction

The rapid growth of social media has enabled millions of people to express them-
selves and reach wide audiences. As the quantity of openly available text on the
Internet is increasing ever faster, so is the interest in categorizing such data and
capturing overviews of ongoing discussions. Such summaries of public opinion have
broad uses in industry, commerce and security. For example, disaster relief supplies
can be better distributed using knowledge compiled by systems that analyze Twit-
ter trends for areas of concern. Online ads can be better proportioned in real time
by tracking Internet forum discussions. However, such summaries can be infeasible
to discover by hand. In view of this accelerating development, many researchers
have turned to machine learning methods, which can offer automated processes
that discover what texts are about.

Topic modeling is an emerging field in machine learning that aims to arrange
large corpora of text into representative topics. These topics describe thematic
patterns and relations between texts. Most topic models offer unsupervised learning;
they discover topical structures by statistical methods and do not require manual
per-document annotations of the “correct” classification. They are typically trained
on a training corpus before being applied to new and unexplored documents, but
the training itself can also reveal interesting morphologies of the corpus.

The use of topic models on social media is still ongoing research, and many of
their applications are yet unknown. Topic models that can track trends in a real-
time, online fashion have recently been proposed and evaluated on popular social
media platforms, such as Twitter. The term trend is defined here to mean distinct
temporal changes that a topic experiences. It does not necessarily indicate popu-
larity, but rather topic evolution. Trend detection and tracking is a very valuable
capacity to decision-makers, because it can suggest how to best allocate limited
resources.

A key feature of online trends is that many have distinctly evolving geographical
locations. For example, touring musicians visit different cities over the duration of
their tour, which tends to be temporally reflected in relevant online discussions.
However, automatic extraction of locations from such discussions is difficult. Some
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CHAPTER 1. INTRODUCTION

media let users report their location, called geo-tagging, but such data is very often
unavailable. To solve this, some previous work has focused on making topic models
geo-aware, as in Figure 1.1. The term geo-aware is defined here to mean that a
model recognizes that text content may include explicit or implicit geographical
locations. Previous work explores mostly if the location of a document’s author
can be identified. Less work has been done to identify how geographical locations
correlate with topics, and even less on how topical locations change over time.
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Figure 1.1. A simple word-frequency visualization of a geographical trend. The
proportions of the countries Russia, UK and US are shown over time in a news
corpus filtered by the keyword “Syria.” While such visualizations are helpful, they
are limited in that they are unaware to the topical context, they are chosen manually,
and it is unclear how to classify unseen documents with this prior knowledge.

This thesis will address this latter problem. We seek not only a compounded
model of topics and locations, but a more integrated solution. It should not only
correlate topics with locations, but also recognize that topics and locations might not
be independently associable. Some topics, like international relations, are inherently
geographical while others, like mathematics, are not. We need a model that is
sensitive to such knowledge and incorporates it in a sophisticated way as it detects
emerging geographical trends.

1.1 Problem Statement
Geographical locations are ambiguous and therefore inherently contextual. Many
places share names with common English words and also amongst themselves. It
is believed that IBM’s computer Jeopardy! player Watson lost a game at its final
challenge, because it confounded the major city Toronto in Canada with a minor
city also called Toronto in Illinois. Context is very difficult to model because texts
can have complex semantics. The challenge is therefore not only to recognize places,
but also disambiguate them whilst in the presence of words related to a complex
configuration of topics.
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Chapter 2

Background

This chapter covers the history behind the commission of this thesis, the history of
the scientific fields involved as well as their related work. It provides an important
context to why this thesis is relevant.

2.1 Thesis Client

The Swedish Defence Research Agency (FOI) is this paper’s thesis client. FOI is a
leading assignment-based agency that researches defense and security solutions. It
was created in 2001 through a merge of the Swedish Defence Research Establishment
(FOA) with the Swedish Institute for Aeronautic Research (FFA). FOI provides its
clients from the defense sector with advanced research and systems development,
which are designed to aid decision-makers, assess various types of threats, analyze
and manage crises, and study various other fields. FOI cooperates internationally
and many of its assignments are sourced from foreign authorities, particularly within
the EU. It is an authority based on the Swedish Ministry of Defense, but most of
its activities are commenced on behalf of various clients, particularly the Swedish
Armed Forces [2].

2.1.1 EUROSKY

FOI is a major partner in an EU project called EUROSKY, whose objective is to
improve air cargo security. The project is part of an international initiative to secure
air freight supply chains. EUROSKY is particularly interested in systemic solutions
that can assist detection of illegal and dangerous cargo. FOI commissioned this
thesis as part of its role in this project, by providing research and development of
information systems capable of aiding decision-making in the allocation of security
resources. This thesis expresses this interest. It provides insights into how social
media can be used to track trends and their locations, with the intent to be useful
in indicating where dangerous goods, such as drugs, are currently trending [1].
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CHAPTER 2. BACKGROUND

2.1.2 Interest in Social Media

The rapid growth of social media and openly available texts on the Internet has
sparked considerable interest in recent years. Various sectors are now inquiring
whether data mining on these massive texts is useful for gaining overviews of public
discussion. To this end, FOI maintains a department that researches decision sup-
port systems and information fusion. Part of this department focuses on automated
analysis of social media to reveal patterns in online discussions. Using these meth-
ods, FOI has thus far had significant success in creating crisis management systems,
performing sentiment analysis and detecting attempts to spread misinformation.

In 2014, FOI published results suggesting that machine learning algorithms, such
as Support Vector Machines (SVMs), Naïve Bayes and k-nearest Neighbors are use-
ful in classifying social media posts [33]. Twitter posts related to the punk rock
group Pussy Riot were classified and evaluated using manual annotation. In 2013,
Brynielsson et al. demonstrated using similar methodology that machine learning
algorithms outperformed rule-based algorithms significantly when performing sen-
timent analysis on tweets relevant to the Sandy hurricane disaster [10]. FOI is
profoundly aware of how effective machine learning and analysis of social media can
be to gain an overview of public discussions.

Recently, FOI has shown considerable interest in developing methodologies to de-
tect attempts at mass deception through social media. In 2015, two separate papers
examined algorithms to detect social media bots (automated users) and sockpuppets
(apparently distinct accounts controlled by the same user) respectively [27] [20]. In
2014 Franke et al. proposed components that a deception detection system ought
to take into account to detect fraud [15]. Ultimately, it comes as no surprise that
FOI has continued its research towards analyzing social media, with the origin of
this thesis being no exception.

2.2 History of Topic Modeling
Topic modeling is a relatively young machine learning field (∼ 15 years) and due to
its underinvestigated nature, FOI is particularly interested in researching its appli-
cations. Historically, it is a slight misnomer, because many methods do not assume
that the data they model is textual. “Topics” furthermore need not accurately rep-
resent concepts but are often simply statistical statements. Indeed, topic modeling
has been applied to non-textual data with great success, such as in bioinformat-
ics [25].

Originally, the main motivation for researching topic models was in the interest
of automatically annotating documents with summarizing information. As more
models were evaluated, however, interests in other applications emerged. Sentiment
analysis, detection of emerging trends, opinion classification, and applications on
massive corpora (big data analysis) are now all of relevant interest [22].

Early work focused mostly on exact inference of co-occurrent words, with less
emphasis on machine learning and more on applications to indexing and natural
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language processing. In 2003 David Blei’s paper on Latent Dirichlet Allocation
(LDA) was a major junction in the field and greatly influenced the direction of
study. Researchers quickly realized that the method was a landmark example of
success in using Bayesian networks to model text corpora. Hence, much subsequent
work focused on extending LDA by making its Bayesian network more intricate and
better at recognizing text features.

2.3 Related Work

Although the approaches to and applications of topic modeling are still ongoing,
much work has already been done in the field and also in the processing of ge-
ographical information from written text. A few previous papers examine topic
models and regional variations, others examine extraction of geographical locations
from social media. However, it is still unclear if topic models can become strongly
geo-aware in ways useful to trend analysis, which this thesis studies. To support
this study, this section covers previous related work.

An early topic model, probabilistic latent semantic indexing (PLSI) was de-
scribed in 1999 by Thomas Hofmann [18]. Here, each document has a simple mixture
model that explains word co-occurrence and reduces dimensionality in a straight-
forward way. This model is limited in that it was not a proper generative model.
The mixing parameters per document has no probabilistic generative origin, which
means that the model grows (and overfits) as the corpus grows, and that it is unclear
how to infer topics for a document outside the training set.

Blei et al. addressed these problems in their 2003 paper on Latent Dirichlet
Allocation [9]. Here, each document is assumed to be produced from a proper
generative probabilistic model, which uses Dirichlet distributions to sample topic
and word mixtures. Documents feature a mixture of latent topics, which in turn
feature a mixture of words. Hence, LDA allows a flexible specification of prior beliefs
about a corpus, and inferring the latent topical structure is natural. It is also clear
how new documents can be analyzed to discover which topics they feature. LDA
is readily extensible and much related work in topic modeling has been focused on
modifying LDA to recognize either more general or more specific text features.

In 2006, Teh et al. analyzed an LDA generalization called Hierarchical Dirichlet
Processes (HDP) which does not require a prior topic count belief, but would instead
infer the number of topics in a document [26]. An online (streaming) version that
could handle growing corpora was developed byWang et al. in 2011 [30]. In practice,
however, it is often more convenient to, with different topic counts, estimate with
LDA and then semantically analyze (or use ML methods on) the results.

Chemudugunta et al. studied the bisection of topical knowledge into general and
specific aspects in 2007 [13]. Their model is a direct extension to LDA that could
recognize when word co-occurence was special and when it was general. They eval-
uated their model on news, publication and patent history and demonstrated signif-
icant success. It was expected that their findings would be useful in understanding
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whether a similar bisection was possible between arbitrary topics and geographical
information.

This thesis has a notable interest in trends, and so four papers were studied
that considered online topic models that evolve through time. AlSumait et al.
studied a time discretized online LDA extension (OLDA) in 2008 [7]. It uses results
from earlier models as prior knowledge for current models. Their work showed that
the model could be built incrementally and was efficiently scaleable. The model
can further detect emerging topics in real time. Matthew Hoffman, Francis Bach
and David Blei developed an online variational Bayes method in 2010 that was
shown to be faster than online algorithms using sampling [17]. Lau et al. further
developed the OLDA model to maintain a dynamic vocabulary, and introduced a
damping factor to the propagation of learned priors [21]. Their model is explained
in Section 3.1.4 as it is of great interest to this thesis. Wang et al. studied a
trend topic model called Topics Over Time (TOT) in 2006 [31]. This model is
able to disambiguate terms that are unrelated except during specific time spans in
better ways than time discretized LDA models can. However, because it assumes
a generative process involving timestamps, it is unclear how it can be made online
and in real time, which are desirable properties in this thesis.

Four papers studying geographical information and location extraction from
social media were also studied. Zhang et al. studied in 2014 how geographical
terms appearing in Twitter messages can be disambiguated through a preference
learning method [35]. As a study of geographical Named Entity Recognition (NER),
this research was deemed important to this thesis in understanding disambiguation
problems. They achieved better precision than state-of-the-art competitors, but
did not study any topical correlation. Hong et al. developed an LDA extension
in 2012 which is aware of regional differences in language [19]. Its focus is more,
however, on correlating user location and topical words, than on topic location.
Budak et al. developed GeoScope in 2013 that comes close to this thesis’ intent,
by analyzing correlations between topics and geographical locations [11]. However,
their implementation is frequency-based and does not use LDA; furthermore, their
results only consider locations extracted from Twitter post location fields (i.e., where
the tweet is from) rather than locations extracted from the tweet content. Sayten
Abrol’s dissertation from 2013 studies location mining in social networks [6]. It does
not study topical correlation and is more interested in discovering the location of
persons by analysis of the person’s social network.

Deep learning algorithms have become popular in the field, and so papers on
topic modeling with neural algorithms were studied [12]. The work by Xie et al. in
2015 demonstrates how word correlation knowledge can be integrated into LDA [34].
Although not itself neural, the paper suggests that the well-known neural word2vec
tool to find word correlations can be used to support their MRF-LDA model that
increases word coherence in topics. It was of interest to see results where word2vec
is trained on geographical corpora. Cao et al. and Wan et al. both develop neu-
ral topic models to create low-dimensional embeddings of corpora [29] [12]. How-
ever, these models were deemed too complex and differently focused than what this
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project intended to focus on.
A few articles of peripheral relevance were studied. Liang et al. studied senti-

ment classification using an LDA extension in 2014 [22]. In relation to this thesis,
it demonstrates how LDA can be used to extract special topical features. Wang
et al. gave a methodology to discover phrases and n-grams in 2007, deemed useful
for performing Named Entity Recognition [32]. AlSumait et al. gave a ranking
model to LDA-based topics in 2009 to better visualize what topics represent more
conveniently [8]. Finally, Porteous et al. derived a fast collapsed Gibbs sampling
procedure for LDA in 2008, to increase its inference speed [24].
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Chapter 3

Theory

In this chapter, the mathematical framework that expresses and supports the re-
quired models is defined. This description is necessary because it specifies central
assumptions about topics, trends and locations, and because it provides a mathe-
matical procedure to support an implementation.

3.1 Topic Models

Topic models assume that the content of documents is governed by abstract top-
ics. These topics are hidden (or latent) and collectively decide the observed text.
Usually, topic models assume that each document is a bag of words (lexical units)
and that the order of words is unimportant. Most models also assume that each
document is assigned a number of topics and that documents are otherwise in-
dependent. These assumptions are justified by the expectation that they deprive
high-order generalizations of negligible information.

Topics are unseen and need to be discovered through inference. It is this in-
ference that enables a topic model to survey and categorize a corpus. In practice,
many topic models rely on statistical inference and often require no semantical in-
formation about words – they simply identify which words tend to co-occur. This
statistical approach seems surprisingly sufficient. Despite not knowing what the
words mean, topic models can not only infer what topics a document seems to be
discussing (or which words a topic tends to use), but also how to best distribute
words to topics, and topics to documents. This partitioning effectively enables topic
models to cluster words and texts, so that general conclusions about the structure
of a corpus can be drawn.

3.1.1 Introduction to Latent Dirichlet Allocation (LDA)

Latent Dirichlet Allocation (LDA) was first described by Blei et al. in 2003 [9].
LDA assumes that a fictive and stochastic generative process is producing each
document. Informally, assume Alice wishes to write a document. She already has a
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3.1. TOPIC MODELS

table prepared with probabilities to select a word, given some topic. She begins by
throwing a die for each topic. The result for each die tells her how much she should
focus on that topic. Next, she wishes to write the first word and throws another die
to select the topic of the word, having higher probability to select topics with high
focus. She then looks into her table, finds the topic’s column and throws another
die to select a word from this column, which she writes. She continues to write each
word this way and stops when there are “enough” words for us to infer her recipe.

The goal of assuming this process is to invert it, and go from observed documents
to die rolls and tables using Bayesian inference. In other words, one wishes to
obtain the topic structure that best explains the corpus. Consider the example
in Table 3.1. Each subtable in this table represents a topic, and the ten most
frequent words are written in each row, together with their probability to be selected.
These words and topics have been inferred from a set of 2,250 Associated Press
news articles (with common words removed), by assuming they come from an LDA
process parameterized with 100 topics. Note that only a selected subset of the topics
is displayed.

Topic no. 9
Word Probability [%]
court 3.80
ruling 1.16
state 1.01
case 0.97

supreme 0.88
federal 0.82
appeals 0.78
decision 0.72
rights 0.64

law 0.63

Topic no. 15
Word Probability [%]

students 5.49
school 5.22

student 2.05
schools 1.41

education 1.34
teachers 1.19

university 1.15
board 1.03

teacher 0.63
high 0.57

Topic no. 57
Word Probability [%]

hospital 4.08
doctors 2.36
medical 2.02
children 1.31
health 1.29
surgery 1.21

condition 1.04
mother 0.97
suffered 0.88
doctor 0.83

Topic no. 62
Word Probability [%]
aids 1.96

disease 1.11
blood 1.10
drug 1.06
virus 1.01

patients 0.85
fda 0.83

health 0.76
infected 0.72
cancer 0.62

Table 3.1. Most frequent words from four topics chosen from 100 inferred by LDA
from a corpus of 2,250 Associated Press news articles.

Words in these topics are clearly coherent and seem to indeed relate to a single
subject. However, note that no topic has a title. This is because LDA is semanti-
cally blind; it infers word co-occurrence and cannot deduce the meaning of a topic,
so topics must be interpreted in a second step. For example, topic 15 could be in-
terpreted as being about education. Further note that topics 57 and 62 share some
words, such as the word “health.” LDA does not cluster mutually exclusive word
lists, but rather finds a stochastic configuration that maximizes the likelihood of
the corpus appearing as it does. To this end, it further expects a fixed vocabulary
that must be decided with the corpus in mind.

Each document may feature a mixture of topics. This gives LDA an advantage
over topic models that assume that each document is about a single topic. LDA can
thus learn not only how words co-occur but also how topics co-occur. Care must
however be taken to parameterize LDA judiciously. LDA is granular and allows for
several explanations with similar likelihoods of a corpus, many of which result in
poor categorization. On one extreme, documents are assumed to be about too many
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topics (dense), resulting in LDA separating words that should co-occur. On the
other extreme, documents have too few topics (sparse), resulting in LDA conflating
unrelated words. Selecting a good number of topics over the whole corpus is also
important, with similar sparsity problems. Hence, while LDA is an unsupervised
machine learning method, it must be parameterized with presumed values to be
practicable.

3.1.2 LDA’s Generative Process

Formally, a topic φ in LDA is defined as a categorical probability distribution (CPD)
over words in a fixed vocabulary. φ represents words that a topic tends to fea-
ture. Similarly, to generate a document, a CPD θ over topics is used to express the
proportions of featured topics. Figure 3.1 illustrates examples of θ and φ. How-
ever, these distributions are actually random variables themselves; they are in turn
sampled from Dirichlet distributions, parameterized by hyperparameters. These
joint distributions are sometimes called Dirichlet-multinomial distributions. Dirich-
let distributions offer several advantages. Firstly, as generalizations of the beta
distribution, they are flexible and can assume many probability density shapes de-
pending on their vector parameter. Secondly, they simplify inference by exploiting
Dirichlet’s conjugacy property [9].
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Figure 3.1. Examples of categorical distributions θ over 12 topics and φ over words.
θ represents a document and the topics it features. φ represents a topic and the words
it features. In this example, θ shows its distribution over all 12 topics, but φ only
shows a subset of its word proportions to save space.

LDA uses four central parameters: K, the number of topics; V the size of
the vocabulary; and the vector sparsity parameters α = (α1, α2, ..., αK) and β =
(β1, β2, ..., βV ). α and β (sometimes called Dirichlet priors) parameterize the Dirich-
let distributions DirK(α) and DirV (β) from which in turn θ over topics and φ over
words can be sampled. Ultimately, the problem is to compute (infer) the conditional
(sometimes called posterior) distributions φ and θ, given the observed words as well
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as DirK(α) and DirV (β). Only the words are observed, so even though α and β are
latent, they must be presumed (initialized) to perform this inference.

Formally, a Dirichlet distribution is characterized by the probability density
function

p(x1, x2, ..., xK ;α) ∝
K∏
i=1

xαi−1
i . (3.1)

defined on the K-dimensional simplex, where x1, x2, ..., xK is a CPD (such as
θ). At a glance, θ and φ become more sparse if their respective priors α and β
are smaller. It is helpful, however, to consider an intuitive (albeit mathematically
imprecise) visualization of how hyperparameters influence the Dirichlet distribution.

Take θ ∼ DirK(α) as an example. Bozo the clown wants to cut a birthday
cake for K children, representing topics. The slice a child receives represents the
proportion of the corresponding topic, and so the whole cut represents θ.1 Each
child xi has a value αi from α printed on their shirt. Bozo first arranges the children
randomly into a line. Then, as children arrive, he notes their αi and cuts them a
piece of the remaining cake based on this value. Although his cut is random, it
is greatly biased by αi; lower αi encourage him to cut unfairly large pieces, while
higher αi encourage him to cut more fair pieces of the remaining cake.
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Figure 3.2. Example categorical distributions drawn from a symmetric Dirichlet dis-
tribution with K = 8 illustrated with the cake analogy. Bozo cuts counter-clockwise
from the right. Notice the children xi (representing topics) arrive and receive pieces
(representing proportions or probability) in a random order.

1The parallel example for words is simply V children receiving slices representing φ.
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Figure 3.2 illustrates some distributions (or cuts) sampled from Dir8(α). Here,
all children have symmetric α (α1 = ... = α8), although the analogy loosely works
with dissimilar α too. Note that symmetric α do not necessarily result in a fair cut.
If α1 = ... = αK is a low value, Bozo will cut unfairly large pieces of the remaining
cake for all children, meaning the first few children receive unfairly large pieces of the
whole cake. Nevertheless, the children’s random order in each cut means each child
still has a good chance of being one of the lucky first. This is consistent with how α
influences sparsity. Each child will also receive at least a small slice. This property
is important because smoothing will not be required when calculating likelihoods.
These remarks are all illustrative of the Dirichlet distribution’s properties.

Table 3.2 summarizes the variables and notation used in the LDA model. Note
that θ and φ are matrices with each row being a sampled CPD. In other words, for
documents d, θd ∼ DirK(α), and for topics k, φk ∼ DirV (β).

Variable Dimension & Type Description
K Integer Number of topics
V Integer Number of words in vocabulary
D Integer Number of documents in corpus
Nd Integer Number of words in document no. d
θ D ×K probabilities CPDs over topics per document
φ K × V probabilities CPDs over words per topic
z “D ×Nd” probabilities Topic assignments to document words
v “D ×Nd” words Observed document words
α K-length vector Hyperparameter (Dir. prior) for DirK
β V -length vector Hyperparameter (Dir. prior) for DirV

Table 3.2. Necessary variables to describe the LDA generative process.

Formally, LDA’s algorithmic generative process is then as follows:

u Presume model: Initialize K, D, α, β and the vocabulary and its size V .

u Generate topics’ word proportions: For each topic k = 1, ...,K:

• Sample φk ∼ DirV (β).

u Generate documents: For each document d = 1, ..., D:

• Sample θd ∼ DirK(α).
• Reveal words: ChooseNd (preferably large), repeat n = 1, ..., Nd times:

– Sample a topic assignment zdn ∼ Mult(θd).
– Sample a vocubulary word vdn ∼ Mult(φzdn) and write it out.2

2Strictly speaking, θ and φ are not CPDs but vector parameters to CPDs; hence the “Mult”
(for multinomial), which for a single trial (n = 1) is a CPD. This thesis and previous literature
conflate the meanings since it is clear from context that θ implies a distribution.
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3.1. TOPIC MODELS

Note that no formal expectations are made of Nd. Blei et al. sample Nd from a
Poisson distribution, but since Nd is observed and only infers the Poisson parameter,
it is largely uninteresting. Each document is hoped to have enough observed words
to infer the posterior distributions “sufficiently well.”

The generative process above can also be succinctly expressed using a Bayesian
network graphical model in plate notation. Figure 3.3 illustrates this model. Shaded
circles indicate observed variables and transparent ones indicate latent variables.
Arrows indicate a random variable dependence or that a sampling is taking place.
Arrows that cross a rectangular plate indicate that the dependence is replicated as
many times as indicated by the plate.

α θd zdn

φkβ

vdn

Nd

K

D

Figure 3.3. Plate notation for LDA’s generative process.

The problem of computing the posteriors θ and φ can be approached in many
ways, which is covered in the next section.

3.1.3 Inference with LDA
The generative process described in Section 3.1.2 defines the joint probability dis-
tribution

p(θ, φ, z, v) =
(

K∏
k=1

p(φk|β)
)

D∏
d=1

p(θd|α)
Nd∏
n=1

p(zdn|θd)p(vdn|φ, zdn)

.
This distribution simply expresses the probability of observing corpora through

different generative routes. For given θ, φ, z, v it is easy to calculate; p(φk|β) and
p(θd|α) are given by Equation 3.1 and the remaining expressions are trivial. What
is of primary interest, however, is inferring the posterior distribution p(θ, φ, z|v),
which by simple Bayesian conditional probability is given by

p(θ, φ, z|v) = p(θ, φ, z, v)
p(v) .

Were this posterior distribution given, lots of interesting analysis and inference
would be possible. For example, computing the expected value E[p(θ, φ, z|v)] would
estimate the latent θ, φ (and z) that “best” explain v, which is exactly what we want
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(this is often called expectation maximization, EM). Unfortunately, computing the
posterior exactly is intractable. This is mainly because of the denominator p(v): the
probability that a corpus is generated by any topical route. There are exponentially
many θ and φ that can generate the corpus, and all such configurations contribute
to p(v).

Instead, approximate inference is typically used. Blei et al. suggested and
implemented variational inference (VI) that considers an alternate distribution to
iteratively find better θ and φ [9]. VI belongs to a class of optimization algorithms,
but sampling algorithms are often more practicable. The next section describes one
such algorithm.

Collapsed Gibbs sampling

Suppose we could approximately infer z. Then φ could be approximated by counting
the words z assigns to each topic. Similarly θ can be approximated by counting the
topics z assigns to documents. If we could approximate p(z|v), we could infer z.
This is the idea behind collapsed Gibbs sampling. We iteratively sample new topic
assignments zdn for words by considering existing topic assignments z and deriving
an expression for a CPD to sample from, with θ and φ integrated out. Griffiths et
al. demonstrated that this CPD is given by the expression

P (zdn = k|α, β, z, v) ∝ Θz(d, k) + α
K∑
k′=1

Θz(d, k′)︸ ︷︷ ︸
Nd−1

+Kα
× Φz(k, vdn) + β

V∑
v′=1

Φz(k, v′) + V β

. (3.2)

for symmetric α and β and “counting” functions Θz and Φz [16]. Θz(d, k) counts
how many times z assigns the topic k to document d. Φz(k,w) counts how many
times z assigns the word w to topic k. Note that, in Equation 3.2 (and here only),
these count functions exclude the current assignment zdn. Formally,

Θz(d, k) =
Nd∑
n′=1

(zdn′ = k) and

Φz(k,w) =
D∑
d′=1

Nd∑
n′=1

(vd′n′ = w ∧ zd′n′ = k).

By iteratively updating topic assignments z for all the words in the corpus using
Equation 3.2, z will approximately converge towards its expectation, discovering
the topical structure. φ and θ can then be easily computed:

θdk = Θz(d, k) + α∑K
k′=1 Θz(d, k′) +Kα

φkvdn = Φz(k, vdn) + β∑V
v′=1 Φz(k, v′) + V β

(3.3)
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3.1.4 Online LDA
LDA’s readily extensible nature lends naturally to modeling temporal events and
trends. AlSumait et al. introduced mathematics for creating an online LDA
(OLDA) model in 2008 which uses time discretization and sliding windows to up-
date the model as documents arrive in temporal batches [7]. Lau et al. progressed
this idea to use a dynamic vocabulary and to update the priors α and β using the
new documents [21]. This model, which is denoted streaming LDA (SLDA) in this
thesis, provides useful methods to detect emerging trends.

Consider a growing corpus D1, D2, D3, ... where each Di is a subcorpus of docu-
ments within a time frame (time slice) of fixed length, such as a day. Di+1 is newer
than Di and follows directly after Di in time. Define for τ > 0 a sliding window
Wτ = Dτ ∪ ... ∪ Dτ+L−1 of length L, and denote by Vτ its vocabulary. Define
W0 = V0 = ∅. Now, assume zτdn, τ ≥ 0 is a Gibbs sampled topic assignment of the
n:th word vτdn in document d inWτ , as in Section 3.1.3. Further suppose α0 and β0
are symmetric “default” Dirichlet priors, and c is a contribution factor (0 ≤ c ≤ 1).
Lau et al. then suggest the following algorithm for approximating zτ+1, τ ≥ 0:

u Regenerate vocabulary: Create a new vocabulary Vτ+1 from documents in
Wτ+1 using any method

u Calculate matrix prior α:

• For each document d ∈Wτ+1 and topic k = 1, ...,K:
– If d 6∈Wτ , then set αdk = α0.

– If d ∈Wτ , then set αdk = α0|Wτ |K ×
Θzτ (d, k)∑
d∈Wτ

Nd

.

u Calculate matrix prior β:

• For each topic k = 1, ...,K and word w ∈ Vτ+1:
– If w 6∈ Vτ , then set βkw = β0.

– If w ∈ Vτ , then set βkw = β0(1− c) + β0|Vτ |Kc×
Φzτ (k,w)∑
d∈Wτ

Nd

.

u Gibbs iteration: Resample zτ+1 according to the Gibbs sampling equation
in Section 3.1.3, but with α and β correspondingly replaced with αdk and βkw.

θ and φ are calculated directly from z by Equation 3.3, and Θzn and Φzdn are the
same as before. In fact, the equations above for α and β roughly correspond to those
for θ and φ, effectively making the previous model’s θ and φ serve as α and β priors
for the current model. This is sensible, because these hyperparameters roughly
correspond to expected mean from a Dirichlet. In other words, the approximate
Gibbs sampling inference in the current model assumes its LDA process is very
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similar to the previous model. This is a justified assumption, as changes to the
semantical structure of a streaming corpus are expected to be gradual.

This extension to LDA has several advantages. SLDA’s time complexity is
independent of the number of time slices, whereas LDA grows linearly for the whole
corpus and thus quadratically overall. SLDA is sensitive to emerging trends whereas
LDA converges due to a growing corpus. Finally, SLDA has a dynamic vocabulary
allowing detection of trendy words and a more accessible interaction with Named
Entity Recognition (NER) models.

3.2 Geographic Location Extraction
Texts can be tied to many geographical locations: the location of the author, the
location of the language and its style (dialect), and the locations the text is about.
In this thesis, the latter is of primary interest. However, such locations are usually
directly observable (non-latent); while texts may use location synonyms that require
disambiguation (for example, Central Park), locations are rarely inferred rather
than observed. The problem is hence reduced to recognize which words feature a
location in a text, a problem in the domain of Named Entity Recognition (NER).

Many NER methods aim to provide structured prediction, where probabilistic
models are used to predict words’ entity class membership. The conditional random
field (CRF) model, a graphical discriminant model, has been used in many state-of-
the-art classification solutions [14]. One defines a set of feature functions, f1, ..., fm :
{(s, li)} → R mapping sentences s and the current label (class) li of the i : th word
to a real-valued “score” (typically 0 or 1). For example, one feature function might
assign a high score to labeling Kazakhstan with location based on its suffix -stan
and if it was preceded with the words comes from. One also defines weights λj for
each feature function. Then, the total score of a labeling is

m∑
j=1

n∑
i=1

λjfj(s, li),

or, expressed as a probability to be maximized,

p(l, s) =
exp∑m

j=1
∑n
i=1 λjfj(s, li)∑

l′ exp∑m
j=1

∑n
i=1 λjfj(s, l′i)

.

By using logistic regression methods, such as gradient ascent, it is possible to
learn the weights λ1, ..., λm that maximizes the likelihood for the labels of a pre-
labeled corpus. Gibbs sampling is also common. The goal is then to maximize p(l, s).
The complexity of the inputs to the feature functions provides a tradeoff between
the accuracy of the labels and the model’s tractability. Linear chain Markov models
are common, allowing dynamic programming solutions like the Viterbi algorithm
to label an unseen sentence. CRFs have the distinct advantage of a much greater
precision and recall than more naïve methods, such as gazeteer lookups.
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Chapter 4

Method

This chapter covers the utilized methodology (primarily code, libraries, interfaces
and frameworks), needed in order to answer the thesis question.

4.1 Overview
The main workflow used Twitter as a data set source, but Twitter could handily be
replaced by other streamable (or time-ordered offline) sources. This workflow was
divided into four distinct phases, illustrated in Figure 4.1. Each phase is detailed
in a section below.

Twitter
API

Trump recants his Iowa concession
and unleashes a furious Twitter
tantrum against Ted Cruz
https://t.co/ZEpidrCCTW

ok i’ll do it @maxcarrot now or?

@slone: If you think lying, cheating
& deceit = conservative values JUST
WOW! But to most American they’re
ONLY #CruzValues https://t.co...

1. Tweet collection

trump/PERSON recant
iowa/LOCATION concession
unleash furious twitter tantrum
ted_cruz/PERSON

lie cheating deceit conservative
wow american

lie cheating deceit conservative
wow american cruz/PERSON
values #cruzvalues

×

2. Preprocessing

SLDA
Java/Apache Spark

3. SLDA.

θt

φt
• location prediction
• time prediction
• ...

4. Evaluation.

Figure 4.1. Flowchart of the methodology workflow. Different data sets and different
parameters were used as input to SLDA, indicated by the dashed line.
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4.2 Tweet Collection
Twitter provides access to its documents (tweets) by means of the Twitter API [28].
Apache Flume, which uses this API, was used to collect certain sets of tweets.
It could readily stream large amounts of tweets and store these onto an Apache
Hadoop-compliant distributed resilient storage. Flume was run on a cluster of
five worker nodes, each with 2 × Intel E5-2620v2 2,1 GHz 6-core CPUs and 32
GB of RAM. Twitter4j was also used in a Java implementation to directly access
the Twitter API and download tweets from specific users. The following sets was
compiled:

• USTwiNews. The last 3,200 tweets from large news networks’ Twitter han-
dles were collected on April 27th, 2016 using Twitter4j. Wikipedia’s pages on
Television News in the United States, List of Newspapers in the United States,
News magazine and Streamy Awards were consulted to find the most popu-
lar news companies for television, newspapers, news magazines and Internet
news, specifically. This resulted in a list of 31 handles such as @abc, @abcnews,
@cbsnews, @nytimes, @TheYoungTurks and so on.

• USE2016. Between February 1st and May 1st 2016, approximately 144,000,000
tweets were collected using common United States 2016 primary election
hashtags and keywords, such as #election2016, #2016election, #trump,
#bernie, #hillary, #bush etc.

Table 4.1 summarizes some statistics for this set.

USTwiNews USE2016
Theme US/World News US election keywords
Size 277 MB 650 GB
No. of documents 138,000 144,000,000
Retweet/tweet ratio N/A ∼ 3/1
Time period 27 Jan – 27 Apr 2016 03 Feb – 02 May 2016

Table 4.1. Statistics for compiled data sets.

4.3 Preprocessing
Before each corpus of tweets could be meaningfully submitted to SLDA for topic
discovery, they had to be preprocessed into a coherent bag-of-words structure. In
addition, before this step, a possible subselection and/or sampling of the set was
done. For example, data sets tended to have very large amounts of retweets, and
so subselections were made where retweets were either eliminated completely, or
heavily reduced. These subselections are detailed below:
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• Retweets were either eliminated completely, or reduced in count to
√
N of the

number of retweets N of the original tweet.

• Tweets either had their hashtags removed or kept. If kept, hashtags were
copied to the end of the tweet and split in place. For example, Monday’s
#TedCruz campaign would become Monday’s Ted Cruz campaign #TedCruz.

• To keep the document count tractable, sampled selections of tweets could be
taken from tweet sets; for example, randomly choosing 10% of documents.

The sets of tweets were accessed using a Java program developed to use Apache
Spark. Spark is a distributed/cluster computing solution with very useful features
for resilience, fault-tolerance, integration with Hadoop and inherent parallelism.
This program allowed preprocessing to take place in parallel, with documents split
amongst worker nodes (processors), and hence work much faster.

After preprocessing the documents with Spark as above, remaining preprocess-
ing was mainly done (still with Spark in parallel) using Stanford NLP’s package
for natural language processing. This package includes very useful tools such as to-
kenization, sentence splitting, lemmatization, stemming, classification, annotation
and more. Figure 4.2 shows an example. First, tweet metadata was used to remove
uninteresting entities from the text, specifically URL links, user mentions, multi-
media and possibly hashtags, as above. Then, the remaining text was stripped
of uninteresting symbols (such as currency signs, Unicode emoticons, etc) while
keeping sentence delimitation symbols (comma, period, etc).

Opinion polls have given her a lead over Mr Sanders,
who has won seven out of the last eight state votes.
“We are not taking anything for granted,” Mrs Clin-
ton said. “Tell your friends and your family, every-
one, to please vote tomorrow [Tuesday].” Mr Sanders
hopes a victory in New York will keep his candi-
dacy alive, as there are 291 delegates at stake. The
Democratic campaign has turned increasingly nega-
tive, with both candidates trading barbs about their
qualifications. The Clinton campaign has warned her
rival that he risks damaging the party’s eventual nom-
inee if he keeps up his harsh criticism. But on the eve
of the primary, Mr Sanders accused Hillary Clinton of
campaign finance violations, an allegation her team
denied.

⇒

qualification trade eventual allegation
sanders/PERSON harsh accuse campaign
delegate tuesday grant friend criticism

democratic primary candidate turn nominee
victory deny barb sanders/PERSON poll warn

team rival clinton/PERSON 291
sanders/PERSON eve party win family

negative campaign mrs_clinton/PERSON
stake lead finance increasingly candidacy

tomorrow campaign state
hillary_clinton/PERSON vote damage

violation new_york/LOCATION alive risk
vote opinion hope

Figure 4.2. An excerpt from a BBC news article showing preprocessing into a bag-
of-words representation. Words highlighted in blue are removed as they belong to an
uninteresting word class, such as prepositions. Words in red are stop words and are
also removed. Words in green are a recognized named entity. Underlined letters are
modified due to lemmatization reducing words to base form. Final word order does
not matter.

This text was then put through Stanford NLP’s conditional random field clas-
sifier (CRFClassifier), trained on the CoNLL 2003 training data with 3 classes:
LOCATION, PERSON and ORGANIZATION. The phrases annotated by these classes were
stored separately, and fed through an NLP pipeline performing tokenization, sen-
tence splitting and lemmatization. This produces a list of lowercase words where
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each word has been reduced to its base form (for example, lying becomes lie) and
where each word has been annotated with a tag describing the type of word (for
example, noun, verb, or cardinal number).

Only certain words were kept (for example, prepositions were discarded), and,
in addition, a list of 682 very common words (“stop words”) was used to filter out
less interesting words [5]. Finally, this list was amended with the classification done
earlier, so that classified phrases (such as san francisco) become “words” (tokens)
themselves (san_francisco/LOCATION ). These preprocessed bag-of-words were then
stored on distributed storage in a simple text format, with only the tweet ID and
the tweet’s timestamp as metadata.

4.4 SLDA
An SLDA implementation called Yukon, as described Section 3.1.4, was developed
in Java, again utilizing Apache Spark. First, a streaming source of tweets is speci-
fied, which may either be an offline set of possibly preprocessed tweets stored with
Hadoop, or a live stream of tweets (in which case preprocessing happens live). SLDA
parameters (α, β, K, window width, etc.) are also specified here. Table 4.2 show
typical parameters used in SLDA.

Then, in a streaming fashion, Yukon creates a vocabulary for each window of
preprocessed tweets. Spark frames each window as a resilient distributed dataset
(RDD), on which distributed data operations are possible. In effect, each worker
node manages a partition of the current window of documents. Words are counted in
parallel using the RDD operations flatMapToPair: words -> {(word, count)},
reduceByKey: (count1, count2) -> count1 + count2 and top(V), selecting the
V most common words. The vocabulary then provides means of converting between
an actual word (a string) and an index 0 ≤ v < V .

K α β Gibbs iter. Vkeep top Time slice Window width c

30 0.02 0.01 1,000 15,000 24 hours 4 0.5

Table 4.2. Typical SLDA parameters for data sets. They are constant over a stream.

At this point, the SLDA model has its priors α and β initialized as in Sec-
tion 3.1.4. Special initialization thus happens if a previous model exists (for all but
the first window). This is done partly in parallel using Spark’s leftOuterJoin to
copy over previous Θ and z for initialization of α. Previously seen documents keep
their old z assignment. β is initialized serially. β is then copied to all worker nodes
by means of Spark’s Broadcast.

Then, the Gibbs iterations start, resampling z in parallel for each document
by using Θ and Φ. However, here a very important assumption needs to be made.
Gibbs sampling is an inherently serial process, because changing z changes Φ, which
in turn influences P (z = k). Hence, Φ must then be synchronized on every time z
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changes. Reading Φ and writing z must be mutually excluded, leading to virtually
no parallel speedup.1 Newman et al. reason, however, that this interdependence is
weak, because the number of worker nodes P is often much smaller than the number
of documents D (D � P ) [23]. In effect, instead of sampling asymptotically from
the true posterior, one samples from an approximation of the posterior. Hence, they
assume that synchronizing less often on Φ creates an insignificant error and that a
useful model can still be learned.

apple apple kiwi

volvo volvo ford

kiwi kiwi grape

ford ford audi

apple apple kiwi

volvo volvo ford

kiwi kiwi grape

ford ford audi

Processor 1 Processor 2

apple apple kiwi

volvo volvo ford

kiwi kiwi grape

ford ford audi

serial (tends to)

parallel (tends to)

Figure 4.3. z interdependence problems when D ∼ P with low α, 4 documents,
2 topics (red and blue) and 6 words. The topics start out fully confounded. Serial
sampling tends to separate the topics while parallel sampling tends to confound the
topics. This is because the resampled topic of kiwi in Processor 1’s document is
unavailable to Processor 2. As such, it doesn’t know to bias the coloring of kiwi
to that of Processor 1’s. In this example, serial Gibbs in one iteration correctly
resamples 14% of the time, while in parallel only 3% of the time. Conversely, serial
confounds (as above) only 9% of the time while parallel confounds 28% of the time.
Nevertheless, the problem is greatly mitigated when D � P .

Yukon admits this assumption. In each iteration, the correct, corpus-wide
(global) Φ is copied to all worker nodes. z is then resampled locally, updating
Φ on each node as if all other nodes were idle. At the end of the iteration, when
all nodes have resampled the topic assignment z of each word in each document,
Yukon uses a reduce operation to add upp all nodes’ separate counts and compute
the correct global Φ again. Then the next iteration starts. These iterations are
repeated according to the Gibbs iteration parameter, allowing z to “converge.”

At the end, φ and θ for the window in time t are computed as in Section 3.1.4
and output to file annotated with the window’s date. θ is saved via Hadoop, much
like the tweets are stored. Each vocabulary is also saved to file. The model (defined
by z) is not immediately discarded afterwards; it is used to calculate the prior of
the next model. Ultimately, these θt and φt can then be used to discover trends,
topics and perform an evaluation of the model’s performance.

1Θ does not have this problem, because it is local to the documents and the worker nodes.
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4.5 Evaluation
Perplexity and two other comparative evaluations of the model were performed to
measure different aspects of the model’s performance, which are detailed in the
sections below. In each case, a simple keyword-based model was used as a control
(baseline). All these methods were tested versus “known” geo-trends, in particular
the peak dates for the various states’ primary elections in the US. Tweets near these
dates (within half a week) that feature election topics were assumed to express the
associated US state relatively often.

4.5.1 Perplexity
A typical evaluation of LDA-like models uses perplexity to compare models’ and
their parameters’ performance. Perplexity, on an unseen test document set D∗, is

perplexity(D∗) = exp
(
− L(D∗)∑D∗

d=1Nd

)
= exp

(
−
∑D∗
d=1 log p(vdn|φ, α)∑D∗

d=1Nd

)

where L is the log-likelihood of the corpus [9]. In other words, perplexity mea-
sures how likely it is that the test corpus was generated by the model – how good
the model explains the test corpus. Lower perplexity is better (more accurate).

Perplexity evaluates the model objectively, and thus does not allow easy com-
parison with non-LDA models. It is of limited use, because it can correlate poorly
with human-perceived cohesiveness of topics. Nevertheless, it is useful to compare
against different LDA models with different parameters. In this thesis, perplexity
is calculated via approximation (sampling) for all models in a time interval from
which a median is derived and plotted versus topic count K for some data set. The
unseen test set is simply a small bisection (about 100 – 1000 tweets per window) of
the corpus.

4.5.2 Evaluation Types
Evaluations were either implicit or explicit. For implicit evaluations, the SLDA and
keyword models estimated location prevalence by comparing tweets in a sample set
to tweets in the training set. The sample set was created by manually writing tweets
about the election, and selecting tweets about the election from an unseen training
set. All location words were erased from these sample tweets.

For explicit evaluations, a human evaluator (the author) helped guide the esti-
mation. For the SLDA model, the evaluator inspected the topics’ top words (with
locations excluded so as to blind the evaluator from bias) and for each time window,
selected the topic best corresponding to the election.2 For the keyword model, the

2Sometimes, SLDA captures a very small facet of a larger trend as a topic, and its φ may
mislead a human evaluator. To protect against this sparsity, the evaluator was aided by ranking
topics after

∑
θ, i.e. topic prevalence in each time window.
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evaluator wrote about 20 keywords (such as primary, candidate, etc.) to be about
the election.

Location Prediction

When SLDA completes, θ is inferred for each tweet in the training set. The assump-
tion θ ∼ DirK(α) can then be used to infer topic proportions for any tweet, allowing
the model to make testable predictions. For implicit evaluation, θ is inferred for
tweets in the sample set. The model, for some window, then used θ · φ to predict
the most likely location word in the tweet. If the predicted location matches the
election location at some time, that prediction is marked as correct. The procedure
is similar for explicit evaluation, except that θ is 1 for the human-chosen topic and 0
elsewhere. The confidences of these predictions, normalized over the 10 most likely
locations, were also recorded.

Similarly, the baseline keyword model, for implicit evaluation, searched for
tweets in the training corpus that maximized the number of matched words with
a sample tweet. Location words were then ranked after prevalence and match suc-
cess in these tweets, from which the model can calculate confidence and make a
prediction, as before. For explicit evaluation, the search tries to match the human-
provided keywords instead.

Time Prediction

The procedure above was also repeated over all time windows to find, for each
location, the point in time when that location was most prevalent for some trend.
For both models, implicitly and explicitly, the peak (maximum) date of prevalence
for every location was found. This predicted date was then compared to the assumed
peak location date for the election. If the predicted date was less than half a week
(3.5 days) away from the assumed date, it was marked as correct. Statistics about
the predicted dates’ deviations from the assumed date were also recorded.

As a side-effect, the procedure above was also used to plot location prevalence for
the election over time. Since there are thousands of location mentions, a selection
had to be made. In the first type of plot, called a manual plot, locations were
selected from the assumed election locations within the whole time span. In the
second type of plot, called an automatic plot, the model automatically selects the
15 most prevalent locations.
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Results

This chapter presents the results from the evaluation as explained in Section 4.5.

5.1 Illustrations

This section presents visualizations of SLDA’s output for various corpora and pa-
rameters. Tables 5.1, 5.2 and 5.3 present a selection of topics in the form of their
most frequent words, as discovered by SLDA on the USTwiNews corpus with
K = 20, low α, β and 4-day time windows. The topics are shown at three different
points in time as indicated, illustrating their evolution over time. Words in bold
are recognized as locations, italics as persons and underline as organizations.

14 – 18 Mar 2016
Topic no. 2

Word Prob. [%]
police 2.94

kill 2.37
attack 2.29
man 2.13
die 1.64

officer 1.64
suspect 1.64

brussels 1.23
shooting 1.23
report 1.15
charge 1.15

raid 1.15

⇒

17 – 21 Mar 2016
Topic no. 2

Word Prob. [%]
suspect 5.52
paris 5.32
attack 4.18

salah abdeslam 3.10
police 2.32

capture 2.32
raid 2.06

terror 1.75
belgian 1.60
arrest 1.55
report 1.45

belgium 1.39

⇒

20 – 24 Mar 2016
Topic no. 2

Word Prob. [%]
brussels 6.38

attack 6.23
#Brussels 4.11

suspect 3.85
airport 3.31
police 2.59
paris 1.98

bomber 1.80
belgian 1.62
suicide 1.30
brussels 1.22
terror 1.08

Table 5.1. Most frequent words from topic no. 2 as it evolves during six days. Note
that brussels during 14 – 18 Mar 2016 refers to the manhunt taking place there, not
the Brussels attacks which happened on March 22nd.
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14 – 18 Mar 2016
Topic no. 1

Word Prob. [%]
primary 7.71

win 3.64
day 3.00

#PrimaryDay 2.71
ohio 2.57

florida 2.02
2016 1.73

watch 1.47
tuesday 1.44

donald trump 1.44
campaign 1.44

gop 1.41

⇒

17 – 21 Mar 2016
Topic no. 1

Word Prob. [%]
race 3.15

convention 2.40
win 1.51

donald trump 1.39
presidential 1.39
candidate 1.39

voter 1.39
gop 1.26

nomination 1.14
bernie sanders 1.14
hillary clinton 1.14

latest 1.01

⇒

20 – 24 Mar 2016
Topic no. 1

Word Prob. [%]
tuesday 1.75
tytlive 1.70

western 1.51
2016 1.46
vote 1.46

#FinalFive 1.36
final 1.31
win 1.26

tonight 1.26
clinton 1.26

race 1.26
trump 1.22

Table 5.2. Most frequent words from topic no. 1 as it evolves during six days. Note
the relative stability of the topic subject. #FinalFive refers to the remaining five
presidential candidates.

14 – 18 Mar 2016
Topic no. 11

Word Prob. [%]
north korea 4.15

missile 2.35
test 2.08

sentence 1.80
student 1.66

15 1.66
#DemTownHall 1.66

year 1.52
us 1.38
dog 1.38

ballistic 1.38
nuclear 1.38

⇒

17 – 21 Mar 2016
Topic no. 11

Word Prob. [%]
student 2.75
missile 2.75

north korea 2.14
crash 1.99
bus 1.99

sentence 1.68
ballistic 1.53

fire 1.38
launch 1.38

kill 1.22
14 1.22

nuclear 1.22

⇒

20 – 24 Mar 2016
Topic no. 11

Word Prob. [%]
brussels 5.39
#Brussels 3.51

attack 3.25
airport 2.79

explosion 2.66
people 1.69

american 1.62
witness 1.62
security 1.56
describe 1.43

blast 1.30
kill 1.23

Table 5.3. Most frequent words from topic no. 11 as it evolves during six days.
SLDA may capture different aspects of an emerging trend as different topics, and re-
place fading topics: compare the Brussels attack words here with topic 2 in Table 5.1.

Figure 5.1 correspondingly shows the most commonly featured topics in the
news corpus over the time period above, that is, topics k with the highest∑D

d=1 θdk.
Note that the topic titles have been written by a human after inspection and inter-
pretation of the topics’ top words – they would otherwise be difficult to present in
this type of chart.

As a first glance on location recognition, consider Figure 5.2. Here, an explicit
evaluation of the USTwiNews corpus with K = 20, low α, β and 4-day time
windows is shown. The human-identified topic concerning the American election
over time is presented, with the prevalence of location words plotted over time.
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The prevalence is shown as accumulative proportions, and the locations have been
selected automatically; that is, the 12 locations with the tallest peak prevalences
are selected.

14 – 18 Mar 2016 17 – 21 Mar 2016 20 – 24 Mar 2016
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16.0%

Merrick
Garland
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Brussels
raid
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Other
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Figure 5.1. Proportions of featured topics in news documents for a 6-day time
interval, i.e.,

∑
θ, with the most frequent shown first. Note that the topic titles are

human-interpreted after inspection of the topics.
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Figure 5.2. The 12 words identified as locations with the highest peak prevalences,
as expressed by the human-identified election topic for each window. Compare with
the known election location and times shown with the markers. Note that locations
are not filtered by state; hence des moines (Iowa capital) and dem town hall appear.
The number of documents in each window is drawn as a dashed line. Note that the
anti-correlation between the peak heights and number of documents is likely due to
φ becoming smoother as more location words appear.
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Figure 5.3. An illustration of geographic prevalence using a world map. Red cir-
cles are placed at coordinates given by the Google Maps API from words identified
as locations. The illustrated topic is New Jersey gov. Chris Christie’s comments
on Syria’s ceasefire during February 24-28, 2016; larger circles means higher preva-
lence in the topic. The curious prevalence of Tasmania is due to Google Maps API
misinterpreting “east coast” (actually US east coast) as the east coast of Tasmania.

Finally, consider the geographic visualization in Figure 5.3 of topic no. 1 during
February 24 – 28 in 2016 of the same SLDA parameters as above. After manual
inspection, this topic appeared to be about the American presidential candidate
Chris Christie commenting on the ceasefire in Syria. Red circles are drawn at
coordinates of locations retrieved using the Google Maps API. The area of each
circle is proportional to its prevalence in the topic. Chris Christie, who was governor
of New Jersey, had earlier made remarks on Iran’s threat compared to Syria [3]. As
can be seen, Syria, Iran, North Korea, Russia, Libya (all central to US foreign
interests and Chris Christie’s comments), as well as New Jersey are all prevalent on
this map.

27



CHAPTER 5. RESULTS

5.2 Perplexity
Figure 5.4 shows perplexity as a function of the topic count K for various corpora
and SLDA parameters. The perplexity shown is the median of perplexities for each
window and calculated versus an unseen test set of withheld tweets. Figure 5.5 is
a box plot set showing how distributed the perplexities are as taken over time, for
the USTwiNews corpus (α = 0.001, β = 0.0001).
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Figure 5.4. Perplexity as a function of topic count K. All plots have SLDA param-
eters c = 0.5, window size L = 4, time slice 24 hours, 1000 Gibbs iterations and a
vocabulary of the top 15,000 words.
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Figure 5.5. Box plots of perplexities for (USTwiNews, α = 0.001, β = 0.0001) show-
ing the distribution of perplexity samples (each sample is the perplexity measured on
a particular time window).
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5.3 Location Prediction
This section presents the keyword model’s location prediction performance matched
versus the SLDA model’s performance, as explained in Section 4.5.

Keyword Model

The baseline keyword model location prediction performance for the USTwiNews
corpus (hashtags retained) is presented in Table 5.4 with evaluation types and mea-
surement as in Section 4.5.2. Note that a keyword evaluation of the USE2016 corpus
is omitted, because, as part of the selection of the “better” corpus, it was judged to
be comparatively unecessary.

evaluation type correct predictions confidence

implicit (writing) 466/1515 (30,8%)
0 0.2 0.4 0.6 0.8 1

implicit (selecting) 332/750 (44,3%)
0 0.2 0.4 0.6 0.8 1

explicit 9/15 (60,0%)
0 0.2 0.4 0.6 0.8 1

Table 5.4. Keyword model location prediction accuracy and confidence after the
evaluation types as in Section 4.5.2 on the USTwiNews corpus.

SLDA

An SLDA model location prediction performance for the USTwiNews corpus is pre-
sented in Table 5.5 with evaluation types and measurement as in Section 4.5.2. The
table shows performance for various values of K, with the other SLDA parameters
being fixed at α = 0.001, β = 0.0001, c = 0.5, window size L = 4, time slice 24
hours, 1000 Gibbs iterations and a vocabulary of the top 15,000 words. Hashtags
are retained and split as in Section 4.3.

Another parametrization of the same corpus is shown in Table 5.6. The other
SLDA parameters are fixed at α = 0.05, β = 0.001, c = 0.5, window size L = 4,
time slice 24 hours, 1000 Gibbs iterations and a vocabulary of the top 15,000 words.
Hashtags are retained and split as in Section 4.3.

The first parametrization was repeated for the USTwiNews corpus but with
hashtags removed (and not split). The results for this parametrization are shown
in Table 5.7.

Finally, the location prediction performance for the USE2016 corpus is presented
in Table 5.8. Hashtags are retained and split. The parameters are identical with
above, with α = 0.001, β = 0.0001.
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K evaluation type correct predictions confidence
2 implicit (writing) 4393/15140 (29,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

implicit (selecting) 2539/7500 (33,9%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 6/15 (40,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

5 implicit (writing) 5510/15140 (36,4%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 3160/7500 (42,1%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

8 implicit (writing) 4593/15140 (30,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 3076/7500 (41,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

10 implicit (writing) 4937/15140 (32,6%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2965/7500 (39,5%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

15 implicit (writing) 4243/15140 (28,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2541/7500 (33,9%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 6/15 (40,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

20 implicit (writing) 4297/15140 (28,4%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2897/7500 (38,6%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 8/15 (53,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

25 implicit (writing) 4053/15140 (26,8%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2743/7500 (36,6%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 8/15 (53,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

30 implicit (writing) 3405/15140 (22,5%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2310/7500 (30,8%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 6/15 (40,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

40 implicit (writing) 3331/15140 (22,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2397/7500 (32,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

50 implicit (writing) 3605/15140 (23,8%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2385/7500 (31,8%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 8/15 (53,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

Table 5.5. SLDA location prediction accuracy and confidence as a function of topic
count K and the evaluation types as in Section 4.5.2 on the USTwiNews corpus –
with hashtags retained. The SLDA parameters are α = 0.001, β = 0.0001, c = 0.5,
window size L = 4, time slice 24 hours, 1000 Gibbs iterations and a vocabulary of
the top 15,000 words. The highlighted row marks the result with highest accuracy.
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K evaluation type correct predictions confidence
2 implicit (writing) 4288/15140 (28,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

implicit (selecting) 2416/7500 (32,2%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 5/15 (33,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

5 implicit (writing) 5066/15140 (33,5%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 3150/7500 (42,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

8 implicit (writing) 4666/15140 (30,8%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2931/7500 (39,1%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

10 implicit (writing) 4638/15140 (30,6%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 3068/7500 (40,9%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

15 implicit (writing) 4080/15140 (26,9%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2621/7500 (34,9%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

20 implicit (writing) 3714/15140 (24,5%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2416/7500 (32,2%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

25 implicit (writing) 4187/15140 (27,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2425/7500 (32,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 6/15 (40,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

30 implicit (writing) 3719/15140 (24,6%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2575/7500 (34,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 9/15 (60,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

40 implicit (writing) 3672/15140 (24,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2330/7500 (31,1%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 6/15 (40,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

50 implicit (writing) 3611/15140 (23,9%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2358/7500 (31,4%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 5/15 (33,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

Table 5.6. SLDA location prediction accuracy and confidence as a function of topic
count K and the evaluation types as in Section 4.5.2 on the USTwiNews corpus –
with hashtags retained. The SLDA parameters are α = 0.05, β = 0.001, c = 0.5,
window size L = 4, time slice 24 hours, 1000 Gibbs iterations and a vocabulary of
the top 15,000 words. The highlighted row marks the result with highest accuracy.
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K evaluation type correct predictions confidence
2 implicit (writing) 5981/15130 (39,5%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

implicit (selecting) 3253/7500 (43,4%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

5 implicit (writing) 5535/15130 (36,6%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 3450/7500 (46,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 8/15 (53,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

8 implicit (writing) 5591/15130 (37,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 3105/7500 (41,4%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

10 implicit (writing) 5675/15130 (37,5%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 3225/7500 (43,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 8/15 (53,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

15 implicit (writing) 5013/15130 (33,1%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 3286/7500 (43,8%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 8/15 (53,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

20 implicit (writing) 4951/15130 (32,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 3186/7500 (42,5%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 9/15 (60,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

25 implicit (writing) 4215/15130 (27,9%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2945/7500 (39,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 8/15 (53,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

30 implicit (writing) 4262/15130 (28,2%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2800/7500 (37,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 7/15 (46,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

40 implicit (writing) 3661/15130 (24,2%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2659/7500 (35,5%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 8/15 (53,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

50 implicit (writing) 3761/15130 (24,9%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 2278/7500 (30,4%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 6/15 (40,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

Table 5.7. SLDA location prediction accuracy and confidence as a function of topic
count K and the evaluation types as in Section 4.5.2 on the USTwiNews corpus –
with hashtags removed. The SLDA parameters are α = 0.001, β = 0.0001, c = 0.5,
window size L = 4, time slice 24 hours, 1000 Gibbs iterations and a vocabulary of
the top 15,000 words. The highlighted row marks the result with highest accuracy.

32



5.3. LOCATION PREDICTION

K evaluation type correct predictions confidence
2 implicit (writing) 1/11110 (00,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

implicit (selecting) 2/5500 (00,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 0/11 (00,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

3 implicit (writing) 0/11110 (00,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 0/5500 (00,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 0/11 (00,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

4 implicit (writing) 544/11110 (04,9%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 253/5500 (04,6%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 1/11 (09,1%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

5 implicit (writing) 173/11110 (01,6%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 57/5500 (01,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 0/11 (00,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

10 implicit (writing) 1072/11110 (09,6%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 678/5500 (12,3%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 0/11 (00,0%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

30 implicit (writing) 1304/11110 (11,7%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
implicit (selecting) 945/5500 (17,2%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
explicit 1/11 (09,1%) 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

Table 5.8. SLDA location prediction accuracy and confidence as a function of topic
count K and the evaluation types as in Section 4.5.2 on the USE2016 corpus – with
hashtags retained. The SLDA parameters are α = 0.001, β = 0.0001, c = 0.5,
window size L = 4, time slice 24 hours, 1000 Gibbs iterations and a vocabulary of
the top 15,000 words. The highlighted row marks the result with highest accuracy.
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CHAPTER 5. RESULTS

5.4 Time Prediction
This section presents the keyword model’s time prediction performance matched
versus the SLDA model’s performance, as explained in Section 4.5.

Keyword Model

The baseline keyword model time prediction performance for the USTwiNews corpus
is presented in Table 5.9 with evaluation types and measurement as in Section 4.5.2.
Note that a keyword evaluation of the USE2016 corpus is omitted, because, as part
of the selection of the “better” corpus, it was judged to be comparatively unecessary.

evaluation type correct predictions deviation in days

implicit (writing) 662/1515 (43,7%)
0 20 40 60

implicit (selecting) 443/750 (59,1%)
0 20 40 60

explicit 12/15 (80,0%)
0 5 10 15

Table 5.9. Keyword model time prediction accuracy and deviation in days after the
evaluation types as in Section 4.5.2 on the USTwiNews corpus.

Figure 5.6 plots the explicitly evaluated keyword model and the reference lo-
cations over time as accumulative prevalences (word probabilities). The markers
indicate these reference locations and their dates; some locations are summarized
by nicknames for those dates, as there are too many to display in one label.

SLDA

In this subsection, only the SLDA parametrization with the best time prediction
accuracy is presented, which was found, for both corpora, to be with the SLDA
parameters α = 0.001, β = 0.0001, c = 0.5, window size L = 4, time slice 24
hours, 1000 Gibbs iterations and a vocabulary of the top 15,000 words. These are
presented as a function of K and evaluation type in Table 5.10 for USTwiNews and
in Table 5.11 for USE2016.

Figure 5.7 plots the human-chosen topic (explicit evaluation) and the reference
locations over time as accumulative prevalences (word probabilities). The SLDA
parameters are K = 15, α = 0.001, β = 0.0001, c = 0.5, window size L = 4, time
slice 24 hours, 1000 Gibbs iterations and a vocabulary of the top 15,000 words.
The markers indicate these reference locations and their dates; some locations are
summarized by nicknames for those dates, as there are too many to display in one
label. Similarly, Figure 5.8 plots exactly as above, but for the USE2016 corpus.
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CHAPTER 5. RESULTS

K evaluation type correct predictions deviation in days
2 implicit (writing) 12013/15150 (79,3%) 0 10 20 30 40 50 60 70 80 90

implicit (selecting) 6168/7500 (82,2%) 0 5 10 15 20 25 30 35 40 45
explicit 12/15 (80,0%) 0 1 2 3 4 5 6 7

5 implicit (writing) 12905/15150 (85,2%) 0 10 20 30 40 50 60 70 80 90
implicit (selecting) 6728/7500 (89,7%) 0 10 20 30 40 50 60
explicit 14/15 (93,3%) 0 1 2 3 4 5 6 7

8 implicit (writing) 12209/15150 (80,6%) 0 10 20 30 40 50 60 70 80
implicit (selecting) 6567/7500 (87,6%) 0 10 20 30 40 50 60
explicit 13/15 (86,7%) 0 5 10 15 20 25 30

10 implicit (writing) 12058/15150 (79,6%) 0 10 20 30 40 50 60 70 80 90
implicit (selecting) 6412/7500 (85,5%) 0 10 20 30 40
explicit 13/15 (86,7%) 0 5 10 15 20 25 30

15 implicit (writing) 12383/15150 (81,7%) 0 10 20 30 40 50 60 70 80 90
implicit (selecting) 6696/7500 (89,3%) 0 10 20 30 40 50
explicit 14/15 (93,3%) 0 2 4 6 8 10

20 implicit (writing) 10579/15150 (69,8%) 0 10 20 30 40 50 60 70 80 90
implicit (selecting) 6078/7500 (81,0%) 0 10 20 30 40 50 60 70 80
explicit 13/15 (86,7%) 0 2 4 6 8 10 12 14 16 18 20 22

25 implicit (writing) 10639/15150 (70,2%) 0 10 20 30 40 50 60 70 80 90
implicit (selecting) 6121/7500 (81,6%) 0 10 20 30 40 50 60
explicit 13/15 (86,7%) 0 5 10 15 20 25 30 35 40 45

30 implicit (writing) 9543/15150 (63,0%) 0 10 20 30 40 50 60 70 80 90
implicit (selecting) 5952/7500 (79,4%) 0 10 20 30 40 50 60 70 80 90
explicit 12/15 (80,0%) 0 2 4 6 8 10

40 implicit (writing) 9850/15150 (65,0%) 0 10 20 30 40 50 60 70 80 90
implicit (selecting) 5757/7500 (76,8%) 0 10 20 30 40 50 60 70 80 90
explicit 10/15 (66,7%) 0 5 10 15 20 25 30 35 40 45

50 implicit (writing) 9489/15150 (62,6%) 0 10 20 30 40 50 60 70 80 90
implicit (selecting) 5798/7500 (77,3%) 0 10 20 30 40 50 60 70 80 90
explicit 12/15 (80,0%) 0 5 10 15 20 25 30

Table 5.10. SLDA time prediction accuracy and confidence as a function of topic
count K and the evaluation types as in Section 4.5.2 on the USTwiNews corpus. The
SLDA parameters are α = 0.001, β = 0.0001, c = 0.5, window size L = 4, time
slice 24 hours, 1000 Gibbs iterations and a vocabulary of the top 15,000 words. The
highlighted row marks the result with highest accuracy.
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CHAPTER 5. RESULTS

K evaluation type correct predictions deviation in days
2 implicit (writing) 5581/11110 (50,2%) 0 5 10 15 20 25 30 35 40

implicit (selecting) 2756/5500 (50,1%) 0 5 10 15 20 25 30 35 40
explicit 6/11 (54,5%) 0 1 2 3 4 5 6

3 implicit (writing) 5997/11110 (54,0%) 0 5 10 15 20 25 30 35 40
implicit (selecting) 2984/5500 (54,3%) 0 5 10 15 20 25 30 35 40
explicit 6/11 (54,5%) 0 1 2 3 4 5 6

4 implicit (writing) 6976/11110 (62,8%) 0 10 20 30 40 50
implicit (selecting) 3345/5500 (60,8%) 0 10 20 30 40 50
explicit 7/11 (63,6%) 0 5 10 15 20 25 30 35 40

5 implicit (writing) 6687/11110 (60,2%) 0 10 20 30 40 50
implicit (selecting) 3181/5500 (57,8%) 0 10 20 30 40 50
explicit 4/11 (36,4%) 0 5 10 15 20 25 30 35 40 45

10 implicit (writing) 6258/11110 (56,3%) 0 10 20 30 40 50
implicit (selecting) 3130/5500 (56,9%) 0 10 20 30 40 50
explicit 8/11 (72,7%) 0 5 10 15 20 25 30 35 40 45

30 implicit (writing) 6036/11110 (54,3%) 0 10 20 30 40 50 60
implicit (selecting) 3344/5500 (60,8%) 0 10 20 30 40 50
explicit 5/11 (45,5%) 0 5 10 15 20 25 30 35 40

Table 5.11. SLDA time prediction accuracy and confidence as a function of topic
count K and the evaluation types as in Section 4.5.2 on the USE2016 corpus. The
SLDA parameters are α = 0.001, β = 0.0001, c = 0.5, window size L = 4, time
slice 24 hours, 1000 Gibbs iterations and a vocabulary of the top 15,000 words. The
highlighted row marks the result with highest accuracy.
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Chapter 6

Discussion

This chapter discusses the results from the previous chapter.

6.1 Qualitative Results
Corpora

The shortness of tweets limits their ability to convey news to approximately headline
level. This is a barrier to unsupervised co-occurrence learning, because the same
news may be conveyed using slightly different words and synonyms. This reduces
the number of common words between equitopical documents. Fortunately, this
can be somewhat compensated for by processing corpora with more documents,
but remains a significant obstacle.

In general, the USE2016 corpus was found to perform much worse in both types
of prediction than the USTwiNews corpus. The USE2016 corpus was created first,
and after these poor results, it was judged that another corpus was necessary for
a proper comparison. As such, keyword model performance is missing from this
model.

The USTwiNews corpus was significantly more well-written and coherent than
the USE2016 corpus. There are two obvious reasons for this. The first is that
the USTwiNews tweets are written by professional news companies, and so employ
both succinct and non-noisy language. Each such tweet has much higher average
text quality than tweets written by the public, which helps learning. Secondly, the
USTwiNews is consistent and nearly only about news, while the USE2016 corpus
was created by capturing keywords. These often capture tweets with wildly varying
content. For example, the keyword “vote” captured particularly many noisy and
uninteresting tweets.

Preprocessing

The preprocessor exceeded expectations upon examination of its bag-of-words out-
put. The Stanford NLP lemmatizer and named entity recognizer were both very
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6.1. QUALITATIVE RESULTS

accurate and rarely made mistakes. Rarely, the NER would incorrectly classify
words. For example, the word zika in zika virus was often classified as a person
(it is a forest) and rarely long chains of words would be annotated as something
congruent when they should be separate. Even more rarely, the lemmatizer would
make mistakes, such as not lemmatizing verbs whose noun form is confoundable
with the present participle (for example, “a timing issue”).

SLDA

As the illustrative results indicate, the SLDA model is very capable of automati-
cally (unsupervisedly) capturing and categorizing tweets into coherent topics. Both
estimation of φ and inference with θ shows that the model not only manages to
understand the overall discussed subject during some time period, but also under-
stand what subjects are being discussed in a given tweet. The USTwiNews data set
seems best expressed with K between 15 and 20 topics.

In addition, the SLDAmodel as defined by Lau et al. works very well in updating
the current categorization as new documents arrive [21]. For example, consider
topic no. 2 in the previous chapter. At first, it is about the police raid in Brussels
to capture Salah Abdeslam. Then, as the Brussels attacks took place, the topic
changed to be about the police investigation aspect of the attacks. This example
illustrates how the model is good at migrating current topics to fit new information,
and replace topics that are fading in current trends.

Figure 5.2 clearly shows that the model is able to not only deduce the trending
locations, but also match these fairly accurately to reference locations and dates. It
should be noted, however, that prevalence (i.e., word probability) is a relative unit
and says little about the popularity of a location without further interpretation.
Indeed, although Figure 5.3 shows that although map illustrations are very helpful,
they can make mistakes (as with Tasmania) and the circle sizes offer a limited clue
to how popular the topical location actually is.

Nevertheless, the SLDA model can overcome these problems by letting a user
search for documents with high proportion of some chosen topic. As such, a user
can then inspect the documents and perhaps better understand how the locations
are being referred to. Indeed, this was done in captioning Figure 5.3 to understand
how the location terms were related. Such search capabilities makes SLDA very
capable at tracking geographical trends.

An intrinsic shortcoming of the SLDA model is its inability to keep similar clus-
ters assigned to the same topic label on larger time scales. Topics can swap locations
and change meaning radically over time, as they become forced to represent the cur-
rent subcorpus. In addition, the fixed K can become problematic if the corpus has
strong structural changes over time. The former problem can possibly be overcome
by augmenting the SLDA model with “supertopics” – predefined distributions over
words which can be compared to deduced φ and labeled in an extra step. This is
left as an open research question, and will be discussed further in Section 7.1.
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CHAPTER 6. DISCUSSION

6.2 Quantitative Results
Preprocessing

Curiously, preprocessing the hashtags did not appear to reduce the model’s perplex-
ity. This may be due to that words not in the model’s vocabulary do not contribute
to the perplexity, and so there is little effective difference. Manual inspection of
the topics, however, reveals that preprocessing did make the topics more cohesive.
This is likely because many tweets write an easily recognized phrase, for example
#BrusselAttacks, as a hashtag. Deleting all hashtags removes vital information,
both in the form of the hashtag itself and its possible text elements. As such,
splitting hashtags and treating the result as words was deemed valuable.

Further inspection also revealed that persons are often referred in tweets by
their twitter handle (for example, “I like @realDonaldTrump more”). Mentions
were deleted in the preprocessing step entirely, losing information. On the other
hand, correctly parsing such mentions can be a difficult NLP problem and is left as
an open question.

Perplexity

SLDA yields decreasing perplexity with growing topic count K which is very ex-
pected and well-known in the literature [9]. There is often a global minimum but
one cannot be seen here. The decreasing perplexity is obviously due to that SLDA
becomes armed with more topics to choose from when inferring a document. This
naturally leads to a higher likelihood and thus a lower perplexity. Further, higher
α and β give lower perplexity which is also expected. This yields less sparse distri-
butions and empowers SLDA with much easier ways to “explain” odd words out,
hence increasing likelihood.

SLDA prediction performance

When compared with the baseline keyword model, an optimal configuration of pa-
rameters of SLDA was found to have quite similar prediction accuracy. Further,
explicit evaluation readily returns much better precision for both, which is both
fair and expected. If a human can guide the models to calculate location propor-
tions from explicit indications (keywords and topics respectively) instead of inferred
ones, better precision is very natural. Moreover, human guidance is very natural
for the case of LDA, as topics are usually inspected by humans anyway in most
applications.

SLDA (α = 0.05, β = 0.001) had a similar location prediction accuracy (but
lower confidence) and a higher time prediction accuracy. The latter may be, as
can be seen in Figure 5.6, due to the additional peaks of Super Tuesday states.
They have similar day deviance, however. Nevertheless, SLDA does not manage to
greatly outperform the keyword-based model in precision which may have several
explanations. One is that keywords are more “crisp” than topics, as φ does tend
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to be rather smooth. As such, SLDA is inherently less confident because of its less
sparse probabilities. However, this may be an unfair judgment of LDA, because
it manages to capture topics automatically and has no need to be “seeded” with
keywords. It could perhaps then not be expected to perform as well because of its
unsupervised nature.

Secondly, the corpora, as noted earlier, consists of tweets of short length and
their bag-of-words representations may not be strong enough. This may also explain
the relatively low (∼ 50−60% in ideal conditions) precision of trends in both cases.
It may be necessary to develop the model with advanced NLP to understand how
the locations are being used in the text. However, not only is this a very difficult
problem, it is also not obvious how to integrate this with typical formulations of
LDA.

Lastly, strong assumptions are made about the correlation between trend peaks
and discussions with topical locations in the corpus and actual reference dates and
locations. In other words, prevalence is only expected to be high at the reference
locations, while in reality, prevalence is only weakly correlated with this expecta-
tion. This may also explain the low precisions and confidences. As can be seen in
Figures 5.6 and 5.7, the reference locations match the peaks very well, but this does
not mean that one can confidently deduce a reference location from a peak. This
problem is analogous to a necessary versus sufficient condition.

Both models have good precision and median deviance when it comes to predict-
ing the time a location was most prevalent, however (with SLDA slightly better).
This is also obvious from glancing at the plots. This higher accuracy further sug-
gests that the argument in the previous paragraph is strong. Many locations are
prevalent in the election topic: for example, USA, east coast, midwest and so on,
inflating the number of predictable locations. One could argue, however, that the
real goal is to understand what location a topic is about at some time, not the other
way around. Nevertheless, this result shows that the models are clearly resource-
ful and may simply suffer from limited understanding of the context that location
words are placed in, due to the bag-of-words representation.

However, it should be stressed that LDA is a much better model for discovering
topics than keyword-based models are, as the past literature has also discovered [9].
It is also more flexible and natural to perform searches, inferences and estimations
with it, which are not obviously straightforward to do well with keyword models.
From this the conclusion can be drawn that SLDA is a strong candidate for tracking
geographical trends in streaming media, and is useful to gain oversights of topics
and their most prevalent locations.

6.3 Implementation Discussion

Using Spark greatly aided creating a robust parallel implementation of SLDA.
Spark’s ability to interface easily with distributed file storage and streaming of
tweets was also helpful, especially in the preprocessing step. Further, Spark’s high-
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level functions were very helpful in relieving the need to create barriers and complex
synchronization mechanisms.

However, Spark did have a few drawbacks in creating the SLDA implementation.
Because of the iterative steps of Gibbs sampling, Spark’s fault tolerance mechanism
created a significant N2 slowdown and ultimately had to be effectively disabled by
truncating the data set history [4]. Ironically, Spark is also sensitive to suddenly
terminating on conditions unknown to the developer and requires extensive config-
uration to circumvent. These aspects possibly make Spark more suited to a web
application of “big data” where reliability is more important.
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Chapter 7

Conclusion

SLDA has conclusively been evaluated to be an effective model for tracking geo-
graphical trends and topical locations. The research on topic models is still ongo-
ing, and parallel research to its application to location correlation and discovery is
relevant. There are many questions left open as to possible improvements, espe-
cially concerning creating a deeper understanding of the context that location words
appear in.

The problem of geographical disambiguation as stated in the introduction has
been explored in this thesis. CRFs were found to be a partial solution, whereby
good precision was obtained in recognition of ambiguous location terms, such as
washington, by evaluation of their textual context. However, disambiguation of
different places with the same name remains, through which this thesis provides an
angle of attack; using the topical context φ a location term appears in to resolve
ambiguities. Whether this is possible to fully automate remains to answer, but
prospects thus far appear good.

This thesis has provided a prototypical tool with which the topics and trending
locations of streaming media can be automatically discovered. It provides key abil-
ities to users to gain an overview of online discussions and features to search, rank,
estimate and infer documents and topics. The evaluation of this tool has granted a
meaningful measure of its capability and illustration of its action.

Social media is a growing target for study. As both the capability and ubiquity
of social media are expanding, so are our capacities to study it and extract useful
information. As the ability to survey massive amounts of information becomes
increasingly unmanageable, software is becoming an indispensable tool. Ultimately,
this thesis hopes to be a small part in what is expected to become a crucial capability
for future decision-makers.
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CHAPTER 7. CONCLUSION

7.1 Future Work
A number of questions have been left open in this work. One central problem in
SLDA’s qualitative results is its inability to guarantee topic consistency over larger
time spans. As shown, the best results come from a human evaluator inspecting
each window for the φ best suited to the subject of interest. It is not obvious
how to circumvent this problem by modifying LDA, because LDA is inherently
unsupervised. An open question is therefore whether labeling by “supertopics” –
topics perhaps discovered by training on a large encyclopedic corpus – could be used
as an extra layer to categorize the streaming φ themselves.

Disambiguation of a recognized place term from different places with the same
name remains an interesting problem to study, by which topical context evaluation
may be successful. Whenever a location ranks high in φ, its other words could
perhaps be used to disambiguate. For example, if washington appears often in
a topic that commonly features words like white house and politics, it could in
principle be disambiguated as the city of Washington, D.C., and not the State of
Washington (which might feature words like seattle and wine). Training could be
done on encyclopedic articles about the locations. Because LDA can infer topics
based on subtle co-occurrences of words, it may in principle perform better than
simply disambiguating by certain keywords. This is left as an interesting research
question.
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Appendix A

Corpus Information

The USTwiNews corpus was created by downloading the last 3,200 tweets on April
27th from the following accounts:

• @ABC

• @abcnews

• @abcnewslive

• @abcnewsradio

• @cbsnews

• @cbsradionews

• @cbstopnews

• @nbcnews

• @NBCNewsWorld

• @cnn

• @cnnbrk

• @msnbc

• @foxnews

• @foxnewslive

• @foxheadlines

• @newshour

• @bbcworld
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APPENDIX A. CORPUS INFORMATION

• @wsj

• @nytimes

• @usatoday

• @latimes

• @nydailynews

• @nypost

• @washingtonpost

• @theeconomist

• @newyorker

• @newsmax

• @newsweek

• @TIME

• @TheYoungTurks

• @sourcefed

The USE2016 corpus was created by using a Flume streamed parameterized
with the following hashtags:

• #election2016

• #2016election

• #trump

• #bernie

• #hillary

• #bush

• #berniesanders

• #donaldtrump

• #hillaryclinton

• #clinton

• #tedcruz
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• #cruz

• #jeb

• #jebbush

• #bern

• #bernie2016

• #hillary2016

• #trump2016

• #tedcruz2016

• #election

• #carson

• #votebernie

• #votehillary

• #votetrump

• #iowacaucus

• #iacaucus

• #president

• #usa

• #america

• #freedom

• #immigration

• #vote

• #notmeus

• #gop

• #dems

• #gopdebate

• #demdebate

• #demtownhall
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• #feelthebern

• #cantstumpthetrump

• #makeamericagreatagain

• #potus

• #endorsments

• #takeamericaback

• #jebcanfixit

• #tntvote

• #veterans

• #blacklivesmatter

• #campaignzero

• #guncontrol

• #stopgunviolence

• #hillaryemails

• #istandwithpp

• #stumpthetrump

• #berniestrong

• #dumptrump

• #itsallpolitics

• #leadership

• #campaign

• #republicans

• #democrats

• #primary

• #votingmatters

• #votingmattersusa

• #voteblue
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• #votered

• #everyvotecounts
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