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Abstract
User behavior analysis in web applications is currently mainly
performed by analysis of statistical measurements based on
user interactions or by creation of personas to better un-
derstand users. Both of these methods give great insights
in how the users utilize a web site, but do not give any
additional information about what they are actually doing.

This thesis attempts to use eye tracking data for analy-
sis of user activities in web applications. Eye tracking data
has been recorded, labeled and analyzed for 25 test partic-
ipants. No data source except eye tracking data has been
used and two different approaches are attempted where the
first relies on a gaze map representation of the data and the
second relies on sequences of features.

The results indicate that it is possible to distinguish
user activities in web applications, but only at a high error-
rate. Improvement are possible by implementing a less sub-
jective labeling process and by including features from other
data sources.

Referat
Undersöka användarbeteende via analys av

blickdata
I nuläget utförs analys av användarbeteende i webbapplika-
tioner primärt med hjälp av statistiska mått över använda-
res beteenden på hemsidor tillsammans med personas förö-
kad förståelse av olika typer av användare. Dessa metoder
ger stor insikt i hur användare använder hemsidor men ger
ingen information om vilka typer av aktiviteter användare
har utfört på hemsidan.

Denna rapport försöker skapa metoder för analys av
användaraktiviter på hemsidor endast baserat på blickda-
ta fångade med eye trackers. Blick data från 25 personer
har samlats in under tiden de utför olika uppgifter på oli-
ka hemsidor. Två olika tekniker har utvärderats där den
ena analyserar blick kartor som fångat ögonens rörelser un-
der 10 sekunder och den andra tekniken använder sig av
sekvenser av händelser för att klassificera aktiviteter.

Resultaten indikerar att det går att urskilja olika ty-
per av vanligt förekommande användaraktiviteter genom
analys av blick data. Resultatet visar också att det är stor
osäkerhet i prediktionerna och ytterligare arbete är nöd-
vändigt för att finna användbara modeller.
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Chapter 1

Introduction

Understanding how users interact with web applications is a growing research area.
Internet has become a natural part of people’s everyday life as they rely on it both
in their professional and personal lives. Internet has also removed barriers for inter-
national companies to reach new customer groups in other countries. Competition
for users and customers is high as competitors is only a few clicks away. It is there-
fore important for companies to get an understanding of how their users interacts
with their web application and also why the users behave the way they do.

Analysis of user behavior in web applications are currently performed by creat-
ing personas and analysis of statistical measurements of user activities. Personas
are imaginary but probable users that are likely to use a specific web application.
Personas are given background stories and are then used to evaluate web applica-
tions by trying to understand specific user type’s needs and desires by trying to
simulate how that user type would interact with the web application.

Statistical tools make use of information transferred between the web browser
and the web applications server to analyze user behavior. Measurements include
time spent on the web application, number of mouse clicks and navigational flow
of an user. Statistical tools provides companies with user statistics, but can only
identify user activities implicitly. For example, statistical tools can capture that a
user has spent 16 seconds on a product page, but cannot determine if the user was
looking at products or trying to navigate to another page. It can only record what
the user clicked on next and therefore implicitly identify the most probable user
activity.

One way to identify user activities in web applications is analysis of eye-tracking
data. Eye-trackers records where a user is looking on the screen at a specific time.
Gaze data consists of three different kinds of eye movements, fixations, saccades and
blinks. Fixations occur when a user is fixated on a point on the screen, and saccades
when the user is moving between fixations. Eye movement differs depending on the
activity. For example, a user that is reading is moving from left to right with small
changes in height. A user that is watching a video is fixated in the center of the
video clip and then moves to areas of interest. These two eye movement patterns
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2 CHAPTER 1. INTRODUCTION

differs significantly and can be identified from eye tracking data by data analysis
methods.

The goal of this master thesis is to develop methods for analysis of user behav-
ior in web applications based on gaze data. The analysis should return a list of
recognized user activities and could be used as a compliment to other user behavior
analytic methods that are unable to identify what kind of activity a user has been
performing.

Two different approaches for identification of user activities have been tested.
The first approach relies on a analysis of gaze maps containing information on eye
movements under a short period of time. The second approach relies on sequences
of gaze data features to predict activities.

The results shows that some of the activities defined in Section 3 are recognizable
by both approaches tested in this thesis. However, further specification of each
activity and data from other sources would probably enhance the performance of
the models.



Chapter 2

Background

This section covers theoretical background for eye tracking and related machine
learning methodology. Eye tracking is introduced in Section 2.1 together with ex-
planations of eye tracking methods and its applications. It also includes theoretical
background on eye movements associated with various activities. Basic machine
learning are presented in Section 2.2. Finally, research combining machine learning
and eye tracking is presented in Section 2.3.

2.1 Introduction to eye tracking

Eye tracking can refer to either tracking the point of gaze or tracking the motion
of the eye relative to the head. In this thesis eye tracking refers to tracking the
point of gaze, which is also referred to as gaze tracking. Eye tracking research has
uncovered several types of eye movements. In this thesis, two eye movements are of
specific interest; so-called saccades and fixations [22].

2.1.1 Methods

There are currently four different methods for tracking the motions of the eye.
Three of the systems are intrusive systems that requires attachment of devices on
the person whose eyes should be tracked. The fourth system is a remote approach
that does not require any attached devices. The first intrusive system depends on
contact lenses with magnetic search coils. The person wearing the lenses is put
inside an magnetic field, and by measuring the voltage in the coils, the movement
of the eye can be traced [26, 14]. The second intrusive system is electro-oculogram
(EOG) based eye trackers that relies on using electrodes to measure skin potentials
around the eye. Eye movements creates shifts in the skin potentials which can be
used to calculate the point of gaze [13]. The third intrusive system makes use of
measurements of reflected infra-red light for tracking the eyes movement. A pair of
glasses with infra-red lights and sensors are used to illuminate the eye and measure
how the light is reflected. This method is called binocular infrared oculography [16].
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The non-intrusive method for tracking the movement of the eyes is using cameras
and near infra-red light. Near infra-red lights are used to create reflections on the
eye ball that are captured by the cameras. Measurements of the distance between
the pupil and these reflections are then used to calculate the point of gaze [19].

2.1.2 Applications

Traditionally, eye tracking have been used in several types of diagnostic studies
but has recently become a part of interactive systems. Examples of research fields
with applications of eye tracking are neuroscience, psychology, computer science,
industrial engineering and marketing [5]. Examples of applications of eye tracking
are drowsiness detection, diagnosis of various clinical conditions, iris recognition,
eye typing for physically disabled, cognitive and behavioral therapy, visual search,
marketing/advertising and user interface evaluation [2].

2.1.3 Eye movements during activities

Diagnostic studies with eye tracking has discovered that there is a connection be-
tween the eyes movement and different types of activities such as reading or search-
ing [5]. There are numerous studies of eye movement during reading. Research
indicates that there exist typical eye movements connected to reading. However,
the eye movements differ between different texts and even depending on how a
person reads. Different texts have different fonts, line lengths and other visual vari-
ations at the same time as they differ in difficulty. Difficult texts result in longer
fixation times and shorter saccades as more focus points are required to understand
the text. How a person reads also influences the movements of the eyes. The mean
fixation length is for example longer when reading aloud or while listening to a voice
reading the same text compared to reading silently [24].

Studies of visual search have also concluded that eye movements differs depend-
ing on in which context the search is being performed. Research on visual search
has been performed by studying subjects searching in text or text-like material, im-
ages, within complex arrays such as X-ray and within random arrays of characters
or objects. There are considerable variations in fixation time and saccade length
depending on what content is being searched [24].

2.2 Introduction to machine learning
Machine learning is a sub-field within computer science that focuses on pattern
recognition in large data sets [1]. Patterns are learned by supplying a model with
training data that is used to tune the parameters of a model so that it fits the
training data as close as possible. Given new data the model should then be able
to perform predictions of probable outputs. Predicting a discrete output is called
classification problems and problems where a machine learning model predicts real
valued outputs are called regression problems [1].
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Machine learning models can roughly be categorized in two major categories
called supervised and unsupervised machine learning models. Supervised machine
learning models relies on knowing the correct answer for each input in the training
data. Unsupervised machine learning models does not rely on knowing the correct
answer, but identifies similarities in the data to learn patterns [1].

2.2.1 Evaluation of machine learning models
It is important to evaluate a trained model. This is done by letting the model
predict probable outputs on a test data set. In a classification problem evaluation
is often done by measurements on how often the correct label is predicted. In a
multi-class setting with more than two labels one can use either a confusion matrix
or the F1-score.

A confusion matrix C is a square matrix with n rows and columns where n
equals the number of classes in the data. Each row corresponds to the true class of
an observation and each column to the class predicted by the model. Each element
cij represents the number of times the model has classified an i observation as class
j where j can be equal to i. Correct classifications occur when i equals j [11].

Another common measurement is the F1-score which ranges from 0 to 1 in
value where 1 is best. The F1-score is a weighted average of the precision and
recall of the model. Precision is defined as the number of true positives divided
by the number of true positives and false positives. True positive is the number of
positive samples classified as positive samples, whereas false positives corresponds
to the number of negative samples classified as positive. In the same fashion, true
negatives are negative samples classified as negative and false negative are positive
samples classified as negative [25].

Recall is defined as the number of true positives divided by the number of true
positives and false negatives. Recall can be thought of as the models capability
of finding all positive samples in the data. In a multi-class setting the F1-score
corresponds to the weighted average F1-score of each class. Metrics are calculated
for each class, and the average score weighted by the number of true instances for
each class is used as the model score [25].

Precision = True Positive
True Positive + False Positive , (2.1a)

Recall = True Positive
True Positive + False Negatives , (2.1b)

F1-score = 2 · Precision · RecallPrecision + Recall , (2.1c)

Another useful evaluation method is leave-one-out cross-validation (LOOCV),
which is a method for estimating the general performance of a model [11]. LOOCV
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uses one observation in the data as test data and remaining observations as training
data. This is repeated for every observation in the data set so that each observation
will be used as test data once. The mean F1-score and the standard deviation over
all iterations is used as a measurement of the general performance of the model.

2.3 Eye tracking and machine learning

Recent eye tracking research often includes machine learning models for analysis
of collected data. Modern high frequency eye trackers are accurate and able to
record the gaze point at a rate of at least 300 Hz. High frequency recordings of
eye movements provide gaze point information at a millisecond scale, which makes
it possible to distinguish rapid eye movements that previously were undetectable.
The high sample rate generates large amounts of data that enables the usage of
machine learning for data analysis [5].

Studies involving machine learning and eye tracking often rely on various eye
movement features. These features often builds upon knowledge from eye tracking
studies and features such as mean fixation time and saccade length are common.
Choosing relevant features is key for a machine learning model to be able to properly
learn relevant patterns in the data. Features are selected either manually or by
utilizing feature learning methods. Manual selection of features can either be based
on expert knowledge of the data or by trial-and-error [1, 11].

Section 2.1 highlighted that eye movements differ between various activities.
This was tested in an eye tracking study [7] where participants performed four dif-
ferent tasks corresponding to scene search, scene memorization, reading and pseudo-
reading. Twelve participants were observed performing each task one at a time. The
data was pre-processed to remove fixations longer than 1,500 ms and saccades pre-
ceding blinks was also removed. Various types of features were extracted from the
recordings. These features were selected on basis of previous knowledge within the
eye tracking community; mean and standard deviation of fixation durations, mean
and standard deviation of saccade amplitude and number of fixations per trial. The
parameters µ, σ, τ were used to define the shape of an Gaussian distribution rep-
resenting the fixation duration. They finally used a Naïve Bayes classifier together
with leave-one-out cross-validation and achieved an accuracy of 68 to 80 % which
can be compared to the 25 % baseline [7].

Correct manual selection of features requires a deep understanding of the data.
However, there has recently been promising results within unsupervised feature
learning where features are learned from the data by various machine learning algo-
rithms. These algorithms does not require any previous knowledge about the data
but instead infer it directly from the data [3].

Unsupervised feature learning algorithms are provided with training data that
is used for finding key features in the data, which can be used to transform the data
into a new representation that can be feed to a machine learning algorithm. Feature
learning methods have generated promising results within fields such as speech
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recognition, computer vision and gesture recognition with higher performance than
complex state-of-the-art methods based on manual feature selection. One study
[3] presents a comparison of different unsupervised feature learning methods on two
benchmark data sets. It shows that simple unsupervised feature learning algorithms
are able to find new data representations. This in combination with a classification
algorithm is then able to achieve state-of-the-art performance, indicating that expert
knowledge of the data set is not always necessary to successfully develop machine
learning algorithms.

Unsupervised feature learning models have also been applied within eye tracking
research. One study applied unsupervised feature learning models on recordings of
eight participants using a web application. Eye tracking data was transformed
into so called heat maps that represented how fixations moved over the screen
during a period of thirty seconds. Each fixation was marked with a circle and
the color of the circle varied depending on when the fixation occurred during the
thirty second segment. Early fixations was colored white and later ones was colored
black [27]. The heat maps was feed into a restricted Boltzmann machine (RBM)
that learned a new representation of the data. The data was transformed into
the new representation and feed to a K-means clustering algorithm [27]. Manual
inspection of each cluster showed that similar behaviors were clustered together.
The twelve biggest clusters were labeled and could then be used to label a recording
to find similar user behavior. Comparisons of the labeled recordings gave insights
on common and outlier user behavior.

Another way to classify eye movements is to represent the data as time-data.
Models for sequential classification take into account the temporal factor in the data
and assumes that the value of an observation depends on the previous observations.
One of the most prevalent models for sequential learning are hidden Markov models
(HMM). These models are the core component in many state-of-the-art solutions for
classification of sequential data within research fields such as speech recognition[4],
handwriting recognition[21] and gesture recognition[18].

Each of these fields uses various feature representations that capture key factors
of the sequential data. A common feature used in handwriting recognition is the
slope and curvature of a pen stroke instead of actual coordinates of the movement
of the pen. These kinds of pre-processing of the data often yield good results as the
HMM model can focus on finding patterns within key features of the data.

HMMs has also been applied within eye tracking research. One study [6] aimed
to classify eye movements as belonging to either reading or something else. Record-
ings of eye movement during reading were converted into observation sequences
of saccades where each observation was represented as incremental changes. The
HMM was compared to an artificial neural network (ANN) with a F1-score of 95%
and 90%, respectively.





Chapter 3

Method

This chapter presents the details of the two approaches implemented in this thesis.
Details of the data set are presented in Section 3.1. The first approach for classifica-
tion of user activities in web applications is based on unsupervised feature learning
and is presented in Section 3.2. A second supervised approach which relies on a
sequential representation of the data is presented in Section 3.3.

Both approaches for user activity classification were selected based on the find-
ings of the literature study presented in Section 2.3. The unsupervised feature
learning approach was selected for various reasons. The main reason was to in-
vestigate what kind of user activities an unsupervised approach would find in the
data and if those user activities would correspond to activities of interest, such as
reading or information search. The supervised approach was selected as a more
traditional method for classifying sequential data that could be used in comparison
to the unsupervised approach.

3.1 Data set

A single data set was used that consisted of video recordings of a browser window
that captured the behavior along with their eye movement. The temporal eye
tracking data contains information of gaze position along with a classification of
which type of eye movement the observation corresponds to.

The data set contains video recordings of 36 participants reading instructional
text and searching for information at bank websites. The average recording time is 8
minutes. Recordings with weighted sampling rates below 70% are removed from the
data sets as correct labeling became infeasible, resulting in 25 remaining recordings.
Videos from the data set are inspected and a set of user activities defined and used
for labeling of the data set. A list of defined user activities and a description of
their meaning is presented in table 3.1.

The labeling of the data set is based on subjective opinions of what the partic-
ipants are doing in the videos. To decrease the level of subjectivity in the labeling
process one could let several persons label the data and evaluate the results. Due
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10 CHAPTER 3. METHOD

Label Description

Input The user is doing some sort of input. This could for
example be inserting address information or selecting
sizes and colors on product pages. This also includes
entering URLs and searching on Google.

Navigate The user is navigating menus of different styles.

Other Other types of behavior that is not covered by the
other labels. For example waiting for a page to load.

Read The user is reading some kind of text. Instructional
text occurs a number of times in the recordings.

Search The user is searching for information on the website.
This activity often consists of both skimming text and
jumping around the web page.

Table 3.1. List of set of possible activities identified by looking through a random
selection of 3 videos.

to lack of time, the labeling of the videos was only performed by one person and a
further discussion of the effects of this can be found in Section 5.

3.2 Unsupervised feature-learning approach
This approach aims to investigate the performance of an unsupervised feature learn-
ing model presented in Section 2.3. An functional unsupervised approach would
simplify the process of finding user activities in eye tracking data due to the fact
that an unsupervised model does not need labeled data to learn patterns. Ide-
ally, this would mean that interesting user activities could be found by the model
automatically.

The method involves creation of a visual representation of gaze data that is
then feed to an RBM. The RBM learns significant features and transforms the
observations into a new representation based on the features that the RBM believes
to be the most important. These representations are there after clustered based on
their similarity. Further details of the method follow below.

3.2.1 Data representation - Gaze maps

One way to represent the recordings in the data sets is gaze maps that represent the
gaze pattern during a period of t seconds. To transform the recorded eye movements
into gaze maps each recording was split into t second segments. The segments were
made to overlap to ensure that a user activity was not split up by the segmentation.
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Starting position

t1 t2 t3 t4 t5 t6 t7 t8 t9 t10 t11 t12 ...

Window slides

t1 t2 t3 t4 t5 t6 t7 t8 t9 t10 t11 t12 ...

Final position

... tn−10tn−11 tn−1tn−2tn−3tn−4tn−5tn−6tn−7tn−8tn−9 tn

Figure 3.1. The sliding window algorithm with a segment size of 10 seconds. The
first gaze map is created from the first 10 seconds of data. The next is created from
the second to the eleventh second. This procedure is repeated until the final second
is captured in a window.

A sliding window approach was used which is illustrated in figure 3.1. The size of
the window was determined from manual inspection of the video recordings and
beliefs on the length of a web application activity. Two different segment sizes of 5
seconds and 10 seconds were created to enable comparison of the impact of segment
size selection.

A gaze map was then created for each segment. A gaze map displays the fixations
for a segment as colored circles. The size of the circle represents the duration of the
fixation and the color captures when the fixation occurred in the segment. Early
fixations were colored white, late fixations were colored black. Fixation length was
represented by the size of the marker. Each gaze map was stored as a 28x28 pixel
plot and converted to an array where each index corresponds to the color of each
pixel. All color values were transformed into a value between 0 and 1 as required by
the RBM. The gaze maps were split up into a training and test set with the ratio
60/40. The gaze maps in the training set were then shuffled before given as input
to the RBM.

3.2.2 Feature learning - Restricted Boltzmann machine

An RBM is a two-layer stochastic ANN consisting of one input layer and one hid-
den layer [8]. The RBM can also be used as a generative model that allows for
reconstructions of the original input given the activations of the hidden layer. Each
layer consists of a number of hidden and visible units where in this case the number
of visible units correspond to the pixels of an image. An RBM have no intra-layer
connections, units are only connected with units of the other layer as illustrated in
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Figure 3.2. Map prototype from a 10 second long sequence of gaze. Early events in
this graph are white and as time progresses they fades towards black.

Segment size Learning rate Iterations Hidden units Mini batch size Score

5 0.1 100 1250 25 -13.89
10 0.1 100 1000 25 -19.62

Table 3.2. Best scoring parameter settings for segment sizes 5 and 10 seconds found
by a grid search algorithm. Score is calculated as the mean log likelihood for the gaze
maps in the training data.

figure 3.3. So it is a bipartite graph [8].
The model parameters learning rate, number of iterations, number of hidden

units and the size of each mini-batch are determined by performing a grid search over
possible parameter settings. Each parameter was given a range of possible values
and then a search tested every parameter combination. The parameter combinations
with the best score for each segment size are presented in table 3.2.

An initial grid search was performed with large step sizes to get an initial indi-
cation of relevant parameter choices. Batch sizes were limited to a maximum of 100
according in accordance with [9]. Ranges and step sizes for each parameter were
then shrunken to promising parameter settings identified by inspecting the results
of the previous grid search. The interested reader is referred to appendix A.1 for
the 20 best parameter settings for each segment size together with the tested values
for each parameter.

An RBM uses an energy function (3.1) to calculate the probability of every
possible combination of visible and hidden units. The energy function uses the
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v1

v2

v3

v4

h1

h2

h3

h4

h5

h6

Figure 3.3. Illustration of an RBM with 4 visible and 6 hidden nodes. Notice that
there is no connections between nodes in the same layer.

binary states of the hidden unit j and visible unit i, their corresponding biases ai,
bj and the weights wij between them [8].

E(v, h) = −
∑

i∈visible
aivi −

∑
j∈hidden

bjhj −
∑
ij

vihjwij (3.1)

An RBM is trained by contrastive divergence (CD) and is based on a gradient
descent procedure to adjust the weights and biases of the network [9]. Firstly, the
states of the visible units is set to a training vector that corresponds to a binary
image. The binary states of the hidden units are then calculated as

p(hj = 1|v) = σ

(
bj +

∑
i

viwij

)
(3.2)

where σ is the logistic sigmoid function 1/(1 + exp−x). The visible units are then
reconstructed by

p(vi = 1|h) = σ

ai +
∑

j

hjwij

 . (3.3)

The weights and biases of the RBM are then adjusted by
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4wij = ε ((vihj)data − (vihj)reconstruction) (3.4a)

4ai = ε ((vi)data − (vi)reconstruction) (3.4b)

4bj = ε ((hj)data − (hj)reconstruction) (3.4c)

where ε represents the learning rate of the RBM [8].
RBM models for each segment size were created with 784 visible units cor-

responding to each pixel in the gaze maps. Each RBM was initialized with the
corresponding hyper parameter settings presented in table 3.2 and trained with 60
% of the training data. The remaining 40 % were used as test data sets that were
transformed by the trained RBM models and given as input to K-means clustering
models created for each segment size.

3.2.3 Classification - K-means clustering
One way of identifying user activities in web applications is to cluster gaze patterns
based on their similarity. If the clustering is successful, there should be clusters
that correspond to specific user activities.

K-means [11] is a clustering algorithm that creates k distinct non-overlapping
clusters. The algorithm clusters observations to each cluster by calculating the dis-
tance between the observation and the centroid of a cluster. The observation is then
assigned to the cluster to which it is closest. The K-means algorithm implemented
in this thesis strives to partition the observations into k clusters such that the to-
tal within-cluster-variation, summed over all k clusters is as small as possible [11].
Hence, the objective is given by

minimize
c1,...,ck

{
K∑

k=1

1
|Ck|

∑
i,i′∈Ck

Hamming(xi, xi′)
}

(3.5)

The k centroids can either be predefined manually or initialized randomly by
selecting k observations as centroids. K-means cannot infer the number of clusters
from the data, and k must therefore be selected manually. In this case, the correct
number of user activities is unknown. Selection of k will therefore be based on
beliefs of the number of user activities in the data and an analysis of the total
clustering distance. The total clustering distance is the sum of distances between
observations and the centroid within each cluster [11].

Analysis of the total clustering distance was performed by visually inspecting
a scree plot for an elbow point. The total clustering distance was calculated for a
range of possible values of k and then plotted. As k increases, the total clustering
distance will diminish rapidly and then taper off. We then select the last k for
which a significant improvement can be identified. Selecting that specific k ensures
that most gaze patterns can be explained by k clusters [11]. The K-means clustering
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Figure 3.4. Graphs presenting the results of the elbow method for both segment
sizes. The elbow method is used for selecting the number of clusters k for the K-
Means clustering algorithm. The y-axis represents the total clustering distance for
all k clusters and the x-axis represents the number of clusters. The left and right
graphs shows the result for the elbow method with segments sizes 5 and 10 seconds,
respectively.

algorithm was performed on the whole data set with k ranging from 10 to 70 clusters
with 5 step intervals. Five trials were performed for every value of k to test the
impact of different initial values for the centroids. The results of the elbow method
is presented in figure 3.4. 30 cluster were created for segment size 5 and 35 clusters
for segment size 10.

Two separate K-means models was created after k had been selected for each
segment size. Gaze maps in the test data sets was then feed into their corresponding
clusters and assigned to the cluster to which it was closest and an activity sequence
could then be created from the labels found in each cluster.

3.3 Sequence approach

This approach aims to classify different kinds of user activities by analysis of tem-
poral data. The approach was selected due to the fact that HMMs has proven to be
powerful classifiers of sequential data and is commonly applied on similar problems
both within eye tracking research and in other related fields. The features that
were used was inspired by reading classification in previous eye tracking studies and
other fields such as handwriting recognition.

3.3.1 Data representation

A selection of five features were used to train the HMMs. These features were
selected based on prevalence in earlier eye tracking studies as well as other related
research in other fields. The features used for training the model were incremental
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changes in x and y coordinates between sequences of fixations, the fixation time,
and the direction of the saccade represented as the sine and cosine [10] defined as

cosα(t) = 4x(t)
4s(t) sinα(t) = 4y(t)

4s(t) , (3.6a)

4s(t) =
√
4x2(t) +4y2(t). (3.6b)

Each recording was split up into 5 and 10 second segments using the sliding
window approach illustrated in figure 3.1. Segments that consisted of one user
activity were stored and used as training data in the classification step.

3.3.2 Classification - Hidden Markov Model
The HMM is a sequence classifier that can map a sequence of observations to a
sequence of labels. A first-order HMM relies on the first-order Markov assumption
which states that the probability of a particular state only depends on the previ-
ous state [23]. HMMs have been the model of choice for classification of temporal
sequential data for some time, prevalent within research fields such as speech recog-
nition [12], natural language modeling [17], on-line handwriting recognition [20] and
for analysis of biological sequences such as proteins and DNA [15].

A HMM model denoted λ = (A,B, π) consists of three major components; a
transition matrix A, an emission matrix B and an initial state distribution π. A
HMM maps a sequence of observations O = {O1, O2, ..., Ot} to a sequence of hidden
states S = {S1, S2, ..., St}. Observations in this case refer to features that can
be observed in the recorded eye movement data such as the mean fixation time
or saccade length. The hidden states cannot be observed themselves, hence their
name, but instead generates a visible observation sequence which can be used to
estimate the underlying hidden state sequence [23].

A trained model can be used to quantify how probable an observation sequence
is given the model P (O|λ), or present the most probable hidden state sequence given
an observation sequence. HMMs are therefore useful in classification problems as
various models can be trained to recognize various behavior. One can then use a
maximum likelihood approach to classify a new observation sequence by feeding the
sequence to each model and then select the one with the highest probability.

Constructing a HMM involves solving three different problems. Rabiner [23]
defines these three problems as follows.

Problem 1 Given the observation sequence O = {O1, O2, ..., Ot} and a model
λ = (A,B, π), how do we efficiently compute P (O|λ), the probability of the
observation sequence given the model?

Problem 2 Given the observation sequence O = {O1, O2, ..., Ot} and the model λ,
how do we choose a corresponding state sequence S = {s1, s2, ..., st} which is
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optimal. Given the model λ = (A,B, π) and an observation sequence O, find
an optimal S in some meaningful sense?

Problem 3 How do we adjust the model parameters λ = (A,B, π) to maximize
P (O|λ)?

These three problems are solved using the forward backward procedure, the
Viterbi algorithm and the Baum-Welch algorithm, respectively. However, there
exists other implementation issues when practically implementing HMMs. Firstly,
long observation sequences often results in calculations involving small probabilities
which cause underflows. One solution to mitigate this problem is using a scaling
factor denoted c [23]. Small probabilities can also create problems when calculating
the probability of a sequence or when re-estimating the A and B matrices in the
Baum-Welch algorithm. The probability of a sequence is therefore represented as a
log-probability which mitigates underflow problems.

Another problem is the initialization of the model parameters A, B and π. The
most problematic is B which greatly contributes to the successful training of a
HMM. It was therefore estimated by utilizing the Viterbi algorithm and recursion.
This procedure is presented in [23] and interested readers are referred to this tutorial
for further details [23].

The forward backward procedure

The forward backward procedure solves Problem 1. This enables evaluation of the
likelihood of an observation sequences given a model. The measurement that often
is represented as a log-likelihood can be seen as a score that enables comparison of
the likelihood of a observation sequence given some models.

The procedure introduces a new variable called the forward variable αt(i) which
can be interpreted as the likelihood for a sequence of observations up to time t. We
define this variable as

αt(i) = P (O = {O1, . . . , Ot}, qt = Si|λ). (3.7)

Here, α is initialized by calculating the cross-product of the initial state distribution
and the column in the observation matrix that corresponds to the first observation
symbol given by

α1(i) = πibi(O1), 1 ≤ i ≤ N. (3.8)

Then, αt(i) is calculated by multiplying αt−1(i) with the transition matrix A and
then multiplying it with the column of the observation matrix that corresponds to
the observation symbol at time t+ 1., i.e.,

αt(i) =
[

N∑
i=1

αt(i)aij

]
bj(Ot+1), 1 ≤ t ≤ T − 1, 1 ≤ j ≤ N (3.9)
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Every calculation of αt(i) is scaled with the scaling factor ct defined as 1 over αt.
The scaling factor is used to calculate α̂t(i) which is the scaled equivalent to αt(i),
i.e.,

ct =
[

N∑
i=1

αt(i)
]−1

, α̂t(i) = ct · αt(i). (3.10)

After the computation of all α-values up until time T one can calculate the proba-
bility for observing the observation sequence given the model, i.e.,

P (O|λ) =
[

T∏
t=1

ct

]−1

, log [P (O|λ)] = −
T∑

t=1
log ct. (3.11)

Calculations of the forward variable αt(i) are often combined with calculations of the
backward variable βt(i) which is defined as the probability of the partial observation
sequence from t+ 1 to the end, given the states Si at time t and the model λ,

βt(i) = P (O = {Ot+1, . . . , OT }|qt = Si, λ). (3.12)

βT (i) is initialised with the value 1 for each state. Previous time steps are then
computed by multiplying the transition matrix A with the column in the observation
matrix B that corresponds to the observation symbol Ot+1 and then multiplying
the values with βt+1(j), i.e.,

βt(i) =
N∑

j=1
aijbj(Ot+1)βt+1(j), t = {T − 1, T − 2, . . . , 1}, 1 ≤ i ≤ N. (3.13)

Scaling of βt(i) is performed in the same fashion as for the forward variable. Both
the forward and backward variables are necessary for solving both problems 2 and
3.

Viterbi algorithm

The Viterbi algorithm solves Problem 2. The algorithm uncovers the hidden part of
the model by finding a optimal state sequence S = {s1, s2, . . . , sT } that could have
produced the observation sequence O = {O1, O2, . . . , OT }. The best score along a
single path at time t denoted δy(i) accounts for the first t observations and ends in
state Si, i.e.,

δt(i) = max
q1,q2,...,qt−1

P (Q = i, O|λ) (3.14)

Note that δt(i) is calculated in a similar fashion as the forward variable and it is
initialized exactly as the forward variable (3.8). The main difference is that instead
of summing over all states only the most probable state is saved. The value of the



3.3. SEQUENCE APPROACH 19

most probable state is stored in δt(i) and the actual state is stored in ψt(i) which
is initialized as 0. Those two quantities are computed by

δt(j) = max
1≤i≤N

[
δt−1(i)aij

]
, 2 ≤ t ≤ T, 1 ≤ j ≤ N, (3.15)

ψt(j) = argmax
1≤i≤N

[
δt−1(i)aij

]
bj(Ot), 2 ≤ t ≤ T, 1 ≤ j ≤ N. (3.16)

The optimal state sequence is then created by storing the most probable end
state q∗T and then backtracking to the beginning.

q∗t = ψt+1(q∗t+1), t = {T − 1, T − 2, . . . , 1}. (3.17)

Baum-Welch algorithm

The Baum-Welch algorithm can be used to solve Problem 3. This step is often re-
ferred to as a training algorithm as the model learns how to best capture observation
sequences.

The Baum-Welch algorithm is generally trained by using one observation se-
quence. As all recordings have been labeled and segmented into observation se-
quences with their corresponding label, the Baum-Welch algorithm needs to be
altered so that it can train the model with several observation sequences.

Given k observation sequences the Baum-Welch algorithm calculates the prob-
ability for that sequence given the current model and uses PK to cancel out the
scaling factor for each observation sequence where Pk is defined as

P (O|λ) =
K∏

k=1
P (Ok|λ) =

K∏
k=1

Pk, log [P (O|λ)] = −
K∑

k=1
logPk. (3.18)

The Baum-Welch algorithm adjusts the transition matrix A and the observation
matrix B with the help of the forward and backward variables created by the proce-
dure in section 3.3.2. The re-estimation formula for A is presented in (3.19). Each
element of A is calculated by counting the expected number of transitions between
state Si to state Sj and then dividing the sum with the total number of expected
transitions from state Si, i.e,

āij =

K∑
k=1

1
Pk

Tk−1∑
t=1

α̂k
t (i)aijbj(Ok

t+1)β̂k
t+1(j)

K∑
k=1

1
Pk

Tk−1∑
t=1

α̂k
t (i)β̂k

t+1(j)
. (3.19)

The observation matrix B is re-estimated by calculating the expected number
of times in state j and observing the observation symbol vk divided by the expected
number of times in state j i.e,.
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b̄j(k) =

K∑
k=1

1
Pk

Tk−1∑
t=1

s.t.Ot=vk

α̂k
t (i)β̂k

t+1(j)

K∑
k=1

1
Pk

Tk−1∑
t=1

α̂k
t (i).β̂k

t+1(j)
(3.20)

Finally the third parameter of the model π is re-estimated with the value 1 for
each state.

Implementation

Five HMMs corresponding to the user activities reading, information search, nav-
igating menus, inputting information and other were created. All created HMMs
were ergodic, meaning that the transition matrix allowed transitions between every
state in the model, and had for hidden units. Each hidden unit can be thought of
as representing one of the saccade directions up, down, left and right. All emission
matrices was constructed with one multivariate Gaussian distribution for each state.

An LOOCV approach was used for evaluating the general performance of the
model. One recording at the time was used as the test data set and the rest were used
for training the models. Each recording is split up into observation sequences where
each observation consists of the features defined in Section 3.3.1. The number of
observations per observation sequence differed depending on the segment length, 5 or
10 seconds, and the gaze pattern of each participant. Recordings in the training data
set with observation sequences consisting solely of observations corresponding to one
user activity were used to train the models. For example, an observation sequence
with observations labeled as reading was used to train the HMM corresponding to
the user activity reading.

The recording in the test data set was then split up into observation sequences.
Each observation sequence was feed to each one of the five HMMs. Each HMM then
calculated the probability of the observation sequence with the forward backward
procedure. The user activity of the HMM with the highest score is then used as a
prediction for the observation sequence.



Chapter 4

Results

This chapter presents the results of the two approaches presented in the previous
chapter 3, methodology. Firstly, the labeled activity sequences for all recordings
are presented in Section 4.1. Next, the results of the unsupervised feature learning
approach is presented in Section 4.2. Finally the results of the supervised feature
sequence approach is presented in Section 4.3.

4.1 Labelled activity sequences
The true activity sequences for each recording according to the labels are presented
in figure 4.1. A majority of the recordings starts with the reading activity before
proceeding with the search activity. Occurrences of the other three activities are
rarer and the input activity is not present in every recording. A clear majority
of each recording is belonging to either the reading or information search activity
which indicates a tilted distribution of activities in the data set.

4.2 Unsupervised feature learning approach
This approach was presented in section 3.2 and relies on three major steps, creation
of gaze maps, feature extraction with RBM and finally clustering of activities with
the K-means clustering algorithm.

4.2.1 Classification - K-means clustering
5 second segments

The number of clusters, k, was set to 30 in accordance to the elbow method scree plot
displayed in figure 3.4. The F1-score for the 10 second segment size was calculated to
48.6 %. The mean F1-score can be compared to a baseline of only guessing the most
frequent activity information search which have a F1-score of 35 %. The results of
the clustering is presented in detail in appendix A.4 and a graphical illustration of
the result can be seen in figure 4.2. Each bar in the figure corresponds to a cluster

21
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Figure 4.1. Graphical illustration of the sequences of activities for all recordings in
the bank data set. Each line corresponds to one recording and each color corresponds
to a user activity. Dark blue fields corresponds to reading, light blue fields corresponds
to information search, orange fields corresponds to navigation, sand fields corresponds
to input activities and finally green fields corresponds to other types of activities. For
example, all recordings start with the reading activity before switching to either
information search or the other activity.
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with the cluster’s number presented to the left of the bar, and the size of the cluster
to the right of the bar. Each bar is colored to illustrate the percentage of user
activity labels within the cluster. The user activity distribution for each cluster is
also listed in percentage form in appendix A.2.

The method is successful in finding clusters with a majority of read, information
search and other activities. Clusters 7, 9, 14 and 16 have a majorities of the reading
activity in them and clusters 4 and 12 have majorities of the other activity. All
other clusters consists of a majority of gaze maps corresponding to the information
search activity.

All except two of the clusters consists of a mixture of two or more user activities.
Clusters 21 and 28 consists solely of the information search activity and a total of
24 clusters have a majority of gaze maps corresponding to the information search
activity in them. The two activities navigating menus and imputing data never
reach a majority in any cluster though these activities should easily be captured by
the segment size. Inspection of a predicted label and the true activity is presented
in figure 4.4. Each observation in the training data is assigned to a cluster and then
classified as the most frequent activity within that cluster. The observation will
either be classified as either reading, information search or other as these are the
user activities which have majority in each cluster.

Again, an RBM is also a generative model which means that it can recreate the
most probable input given the states of the hidden units. A gaze map representation
of each centroid could thereby be created by feeding the centroid for each cluster
to the RBM and plotting the output. The result is illustrated in figure 4.3. Visual
inspection of the centroid gaze maps shows that each cluster seems to handle a small
portion of the screen area.

10 second segments

The number of clusters, k, was set to 35 in accordance to the elbow method scree plot
displayed in figure 3.4. The F1-score for the 10 second segment size was calculated
to 50.3 %. The F1-score can again be compared to a baseline of only guessing the
most frequent activity information search which have a F1-score of 35 %. The results
of the clustering is presented in detail in appendix A.5 and a graphical illustration
of the result can be seen in figure 4.6.

The method is successful in finding clusters with a majority of the activities
read, information search, navigating menus and other. Similar to the result of the
5 second segment, a majority of the clusters contains several activities and two
clusters consists solely of information search. Cluster 3 is the only cluster that
contains a majority of gaze maps corresponding to the navigating menus activity.
Cluster 2 and 9 contains a majority of reading gaze maps and cluster 5 contains
a majority of gaze maps corresponding to the other activity. The two clusters 33
and 35 are empty indicating that the centroids for these clusters are capture some
kind of outlier behavior. The remaining 29 clusters consists of a majority of the
information search activity.
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Figure 4.2. Segment size 5 : Illustration of the results of the K-means clustering
algorithm on gaze maps with segment size 5 seconds. Each bar in the figure corre-
sponds to a cluster with the cluster’s number presented to the left of the bar, and the
size of the cluster to the right of the bar. Each bar is colored to illustrate the per-
centage of user activity labels within the cluster. The ratio of labels for each cluster
is represented with a color for each activity. Dark blue fields corresponds to reading,
light blue fields corresponds to information search, orange fields corresponds to navi-
gation, sand fields corresponds to input activities and finally green fields corresponds
to other types of activities.
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Figure 4.3. Segment size 5 : Gaze maps corresponding to the most probable input
for each cluster. Each gaze map is generated from the hidden unit activations in each
centroid.

A comparison between the true activity and the majority activity of each as-
signed cluster is displayed in figure 4.8. Each gaze map in the test data set was
assigned to a cluster and then labeled with the most frequent class within that clus-
ter. This method can predicts four different activities as only inputting information
fails to reach a majority in any cluster.

Gaze maps for each centroid was created and are illustrated in figure 4.7. Com-
pared to the gaze maps corresponding to the 5 second segment, these gaze maps
seems to cover larger portion of the screen as more time has elapsed. Most plots
however seems to be focused on a portion of the screen with only a few centroids
covering the majority of the screen.

4.3 Sequence approach

This section presents the results of the feature sequence approach introduced in
section 3.3. This approach is based on a set of five HMMs corresponding to the
activities reading, information search, navigating menus, inputing data and other
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Figure 4.4. Segment size 5 : Comparison between K-means predicted label and
true label of sequences in the test data set for a segment size of 5 seconds. Each
prediction is based on the most probable label within each cluster, given the closest
cluster the most frequent label was selected. Blank fields indicate that no fixations
occurred during that time interval and therefore no gaze map was created. The fourth
comparison is missing about fifty percent of it’s data points, the reason is that half
of them belongs to the training data set.
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kinds of activity. Each model is trained with sequences of features corresponding
to their activity.

4.3.1 Classification - Hidden Markov Model
5 second segments

The general performance of the HMM model was evaluated by LOOCV and the
mean F1-score and its standard deviation is 66 % and 0.16 %, respectively. The
mean F1-score can be compared to a baseline of only guessing the most frequent
activity information search which have a F1-score of 35 %. The models confusion
matrix (4.10) contains the predictions made by the model. Each row corresponds
to the true activity in a segment and each column represents the prediction of the
model.

The read, information search and navigating menu activities all have a majority
of correct predictions. The input and other activity are correctly predicted in a
minority of the cases. The navigation and information search activity seems to be
closely related as information often is incorrect predicted as navigating menus and
vice versa.

The LOOCV tested each recordings labels against the predictions of the HMM
and the result is illustrated in figure 4.11. Some sequences does not consist of
one label and the true label for that segment has therefore been set to the most
common activity label in that 5 second segment. Predictions for the reading activity
are performing well. The model often incorrectly predicts information search as a
navigation activity which also can be seen in the confusion matrix.

10 second segments

The mean F1-score and its standard deviation for 10 second segments is 70 % and
0.10 %, respectively. The baseline F1-score for this segment size is 36 %. Both the
read and information search activities have a majority of correct predictions. The
navigating menus, input and other activity are correctly predicted in a minority
of the cases. The confusion matrix 4.12 also indicates that the navigation and
information search activity seems to be closely related as they often are missclassified
as each other. The other activity is often classified as information search.

The LOOCV tested each recordings labels against the predictions of the HMM
and the result is illustrated in figure 4.13. Some sequences does not consist of one
label and the true label for that segment has therefore been set to the most com-
mon activity label in that 10 second segment. Predictions for the reading activity
is performing well. The model often incorrectly predicts information search as a
navigation activity which also can be seen in the confusion matrix.
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Figure 4.5. Segment size 5 : Confusion matrix for the K-means model trained on
5 second sequences of features. Each row corresponds to the correct label for a data
point and each column corresponds to the prediction.
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Figure 4.6. Segment size 10 : Illustration of the results of the K-means clustering
algorithm on gaze maps with segment size 10 seconds. Each bar in the figure corre-
sponds to a cluster with the cluster’s number presented to the left of the bar, and the
size of the cluster to the right of the bar. Each bar is colored to illustrate the percent-
age of user activity labels within the cluster. Dark blue fields corresponds to reading,
light blue fields corresponds to information search, orange fields corresponds to navi-
gation, sand fields corresponds to input activities and finally green fields corresponds
to other types of activities.
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Figure 4.7. Segment size 10 : Gaze maps corresponding to the most probable input
for each cluster. Each gaze map is generated from the hidden unit activations in each
centroid. The centroids seems to cover more area compared to the 5 second segment
centroids.
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Figure 4.8. Segment size 10 : Comparison between K-means predicted label and
true label of sequences in the test data set for a segment size of 10 seconds. Each
prediction is based on the most probable label within each cluster, given the closest
cluster the most frequent label was selected. Blank fields indicate that no fixations
occurred during that time interval and therefore no gaze map was created. The fourth
comparison is missing about fifty percent of it’s data points, the reason is that half
of them belongs to the training data set.
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Figure 4.9. Segment size 10 : Confusion matrix for the K-means model trained on
10 second sequences of features. Each row corresponds to the correct label for a data
point and each column corresponds to the prediction.



4.3. SEQUENCE APPROACH 33

Figure 4.10. Segment size 5 : Confusion matrix for the HMM model trained on 5
second sequences of features. Each row corresponds to the correct label for a data
point and each column corresponds to the HMMs prediction.
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Figure 4.11. Segment size 5 : Illustration of the HMM predicted label and the true
label in all recordings. The true label for each 5 second segment is the most occuring
activity label in the segment. Blank fields indicate that no fixations occurred during
that time interval and therefore no segment was created.
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Figure 4.12. Segment size 10 : Confusion matrix for the HMM model trained on 10
second sequences of features. Each row corresponds to the correct label for a data
point and each column corresponds to the HMMs prediction.
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Figure 4.13. Segment size 10 : Illustration of the HMM predicted label and the true
label in all recordings. The true label for each 10 second segment is the most occuring
activity label in the segment. Blank fields indicate that no fixations occurred during
that time interval and therefore no segment was created.
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Discussion

This thesis aimed to introduce methods for identifying user activities in web appli-
cations based solely on eye tracking data. The two methods that were implemented
in were both evaluated with a labeled data set. As mentioned in Section 3, the data
set are labeled by only one person and is therefore highly subjective. The results
of this paper should therefore not be seen as absolute truths, but as indications of
the implemented methods strengths and weaknesses.

5.1 Unsupervised feature learning approach

The unsupervised feature-learning approach used in this paper gave some interesting
results. After applying it with labeled data one could see that the RBM did find
clusters with a clear majority of the reading, information search, navigating menus
and other activities. The larger segment size of 10 seconds performed best with an
F1-score of 50.3 %. However, no cluster had a majority of the inputting information
activity. Evaluation of the clustering is also problematic as most of the larger
clusters contains a combination of different activities for both segment sizes.

Inspection of the gaze map representations of the cluster centroids shows that
the clusters corresponds to different areas of the screen. So the clusters seems to
correspond more to areas of the screen than to specific kinds of activities. One
example is cluster 9 in the 10 second segment implementation that consists of 54.8
% reading activity and corresponds to a horizontal scan on the top half of the screen
as illustrated in figure 4.7. All recordings contained instructional text as previously
mentioned in Section 3.1 and cluster 9 consists of segments of reading these instruc-
tions, this has also been confirmed by manual inspection of the recordings. These
results indicates that the method is sensitive to particular types of layouts and will
probably not perform well as a generic classifier of user activities.

The confusion matrices corresponding to each segment size reveals that the
method predicts the information search activity correctly about 75 % of the times.
The remaining four user activities are constantly incorrectly predicted as informa-
tion search a majority of the times.

37
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With this in mind, using this method for classifying user activity will not provide
good results. Using the majority label of each cluster as a prediction will limit
the possibility of the model to make predictions of all activities. The 5 second
segment size yielded clusters with a majority of the reading, information search
and other activity while the 10 second segment size also had a cluster containing a
majority of the navigating menu activity. The gaze map representation shows that
the navigating menu activity corresponds to scanning the right hand side of the
screen in this case. Inputting information into forms is not recognized by either of
the segment sizes.

RBMs is also sensitive to unbalanced training data. Visual inspection of figure
4.1 shows that each recording contains a majority of read and search activities
which skews the RBM towards recognizing these two activities. If one is interested
in finding less frequent activities one would need to balance the training data set
before training the RBM. This approach was not tested as the aim was to evaluate
the feasibility of a totally unsupervised training process.

5.2 Sequence approach

The feature sequence approach was able to classify the information search and
reading patterns in the data. However, this approach also struggles to find the
less occurring activities in the data such as navigating menus, input and other.
The confusion matrices show that the search and navigation activities are hard to
separate which indicates that they are similar in regards to the selected features.
The same is true for the activity other and information search where a majority of
segments labeled as other is incorrectly classified as search for both segment sizes.

The performance of the sequence approach can be compared to previous studies
classifying activities in controlled environments. Previous studies that classified
activities based on gaze data have accuracies between 68 % and 95 % depending
on the implementation. In comparison, the sequence approach implemented in
this thesis had a F1-score of 70 % for the 10 second segment size. This result
seems reasonable in this setting as not all segments that the HMM has classified do
belong to a single activity, but instead consists of various activities. As there are no
transition or combination activities defined in this thesis, the correct label for each
segment was determined by a majority vote instead of being specified as a transition
or combination activity. This will surely lead to faulty predictions which will lower
the score of the method. One way to handle this issue would be to implement a
probability limit for allowing predictions. Probabilities lower than the limit would
result in an unknown activity classification and predictions higher then the limit
would be predicted according to the highest scoring HMM. Another approach would
be to create combination activities that hopefully would catch segments with more
than one activity.

The sequence approach performed better than the unsupervised feature learning
approach. The drawback of the sequence approach is however the need for labeled
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data for training. Currently, labeled data is a necessity for proper evaluation of
both approaches as looking through the clusters is time consuming and probably
not applicable in a real world situation.

5.3 Segment sizes
Both the unsupervised feature learning approach and the feature sequence approach
were tested with two different segment sizes of 5 and 10 seconds. Inspection of the
results shows that a segment size of 10 seconds seems to provide better stability to
both approaches. Further optimization of segment size could possibly improve the
accuracy of both models and should be investigated further.

5.4 Definitions of the user activities
The results of both methods indicate that the activity definitions used in this thesis
needs to be reworked. It seems that there is a need for either more training examples
for each activity, or possibly more precise labeling, such as vertical and horizontal
navigation. The activity other is used in recordings where the browser are loading
a page or the users gaze constantly leaves the screen. This pattern is hard to
recognize according to both models and could perhaps benefit from a narrower
definition as well. The input activity is for similar reasons barely recognizable.
There are great differences between individuals inputting information into forms
regarding gaze focus. Some of the participants focused on the input field and some
switched between looking down, probably on the keyboard, and looking at the form.
These differences seems too be to much to handle for both approaches.

5.5 Critique
The unsupervised feature learning approach implemented in this thesis proved to
be unsuitable for classifying user activities in web applications. The gaze map data
representation combined with the RBM are not able to find sequential information
in the gaze maps. Inspection of the gaze maps corresponding to the cluster centroids
shows that there are only fields of white fixations indicating that the RBM focuses
on early fixations. Therefore, the RBM is not able to correctly learn the sequence
of the fixations which is important for distinguishing different activities but instead
focuses on areas of the screen. Variations of gaze maps were created where different
marker sizes were tested but without any improvement. The data representation
clearly needs to be reworked to better capture the sequential information.

Prediction of user activities is also problematic for the unsupervised feature
approach. By choosing to predict the classification label based on the majority
activity for each cluster, the model was limited to predicting either the reading,
information searching, navigating menu or other activity. This means that the
model can never achieve high prediction rates as one of the five activities will never
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be predicted by the model. The purpose of this approach was however to investigate
if the approach would be able to cluster together activities by itself which it sadly
did not do correctly. The few clusters that consisted of a majority of the other or
navigating menu activity were small and seems to be to specific.

The data set itself is also subject to critique. Besides the manual labeling of the
data the recordings also contained instruction screens that covered the whole display.
These screens were displayed before and between tasks. The texts were centered
and had a fixed width. Reading these instructional screens is most likely easier to
identify compared to short reading periods in a continuous web flow. Another data
set should therefore be used to evaluate how certain these methods can predict the
reading activity in the recordings.

5.6 Ethical aspects

This thesis has shown that it is possible to predict user activities with high accuracy
based solely on gaze data. The two approaches created in this thesis are aimed for
analysis of user behavior and are in their current state a bit unreliable and in need
of further development. However, future methods might be able to predict user
activities with high accuracy and could then be used for other purposes such as
surveillance. Methods that also incorporates the mind set or feelings of a user
could possibly be developed as some recordings showed clear signs of frustrated or
confused users.

Therefore there are concerns of personal integrity connected to the technology
developed in this thesis. Using gaze data in surveillance methods can possibly
give plenty of insight into a persons mindset. This kind of information is private
and regulations on how eye tracking data is distributed should therefore be defined
to hinder the information from spreading. Eye trackers for commercial use are
currently being produced and will surely increase in popularity as web designers
and game developers are incorporating eye tracking into their systems. The side
effect is that eye tracking data will become abundant.

Hopefully this technology will only be applied on gaze data recorded with the
formal consent of the person being monitored.

5.7 Future work

The results from this thesis show that there seems to exist eye movements corre-
sponding to some of the key activities of interest. The first approach with unsuper-
vised feature learning could possibly benefit from deeper neural networks such as
the deep belief network (DBN) which is basically a number of nested RBMs. DBNs
are able to learn more complex pattern and might provide features that better mod-
els the data. The gaze map could also be further optimized regarding the sizes of
fixation markings and possibly capture saccades.
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The HMM method could possibly be replaced by a recurrent neural network
(RNN) which is sequence classifier based on neural networks. RNNs have recently
provided promising results within speech recognition and could be applied to this
problem. Another extension would be to create a real-time classifier based on either
an HMM or RNN.

As this thesis aimed to test the accuracy user behavior classification solely based
on gaze data, a natural extension would be to introduce information from the web
browser. One possible extension would be to include the position of the mouse
and what element it is hovering over. This would greatly benefit the navigation
and input activities as the patterns seems to be hard to separate by themselves.
Incorporating browser information with eye tracking analysis would therefore be a
natural next step to improve the accuracy of the predictions.

5.8 Conclusion
This paper has evaluated two different approaches for classifying user activities in
web applications. The first approach was based on unsupervised feature learning of
gaze maps containing sequences of fixations. The method was successful in finding
frequent activities such as reading and information searching, but was unable to
identify less frequent activities such as inputting data into forms or navigating
menus. The second approach which used sequences of features performs well in
classifying the activities information search and reading, but struggles with the
activities navigating menus, inputting data and other. Comparison of different
segment sizes shows that a segment size of 10 seconds produces better results and
seems to be more stable than the shorter segment size of 5 seconds. Though there
are clear indications that some activities can be classified with gaze data, combining
information from web browsers would be a promising extension that would most
definitely help with predictions of less frequent activities in a web session.
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Appendix A

Appendix

A.1 RBM - Grid search results

Parameter Values

Learning rate 0.01, 0.05, 0.1, 0.5, 1
No. components 250, 500, 750, 1000, 1250
No. iterations 10, 50, 100
Batch size 10, 25, 50, 75, 100

Table A.1. Value ranges for each parameter in the RBM parameter grid search.
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Learning rate Components Iterations Batch size Score

0.1 1250 100 25 -13.90
0.05 1250 100 25 -18.50
0.1 1000 100 50 -19.75
0.05 750 100 25 -20.31
0.1 500 100 50 -21.85
0.1 1000 100 25 -22.16
0.1 750 100 50 -22.72
0.05 1000 100 25 -22.90
0.05 500 100 10 -23.20
0.05 500 50 10 -24.04
0.05 500 100 25 -24.18
0.05 1250 50 10 -24.19
0.05 1000 50 10 -24.27
0.1 1250 100 50 -24.51
0.1 1250 50 10 -24.53
0.1 1000 50 25 -25.12
0.1 750 100 25 -25.20
0.1 1250 100 75 -25.93
0.1 1000 100 75 -26.04
0.05 1000 100 10 -26.30

Table A.2. Segment size 5 : The 20 best scoring parameter settings for segment size
of 5 seconds found by a grid search algorithm. Score is calculated as the mean log
likelihood for the gaze maps in the training data.
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Learning rate Components Iterations Batch size Score

0.1 1000 100 25 -19.62
0.1 1000 100 50 -22.21
0.1 750 100 50 -22.94
0.05 1000 100 25 -23.59
0.05 750 100 25 -25.10
0.1 1000 100 75 -25.11
0.1 1250 100 75 -25.38
0.1 750 100 25 -26.50
0.1 1250 100 50 -26.61
0.1 500 100 25 -26.71
0.05 1250 100 25 -26.81
0.1 750 100 75 -27.38
0.05 1000 100 10 -27.38
0.05 1250 50 10 -27.97
0.05 500 100 10 -28.18
0.05 500 50 10 -28.23
0.1 1250 100 25 -28.28
0.1 1250 50 25 -28.62
0.05 500 100 25 -29.17
0.1 500 100 75 -29.97

Table A.3. Segment size 10 : The 20 best scoring parameter settings for segment
size of 10 seconds found by a grid search algorithm. Score is calculated as the mean
log likelihood for the gaze maps in the training data.
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A.2 K-means - Cluster statistics

Cluster Size Distance Read (%) Search (%) Navigate (%) Input (%) Other (%)

1 324 142 35.90 51.99 6.15 0.67 5.28
2 26 160 21.87 61.68 5.50 0.00 10.94
3 13 134 4.68 75.65 2.92 3.18 13.57
4 6 142 8.58 36.47 9.74 0.00 45.21
5 8 177 17.58 57.19 7.34 0.00 17.89
6 6 194 0.00 68.02 29.53 0.00 2.44
7 198 160 47.74 37.92 7.49 0.75 6.12
8 4 202 0.00 64.96 24.50 0.00 10.54
9 218 131 42.55 42.08 5.01 1.03 9.32
10 151 181 34.16 47.64 8.03 2.92 7.25
11 9 195 20.92 66.54 0.92 0.00 11.63
12 2 183 30.53 0.00 0.00 0.00 69.47
13 98 62 21.09 69.10 2.54 0.00 7.27
14 63 147 48.28 44.86 1.50 1.48 3.89
15 297 157 18.19 69.34 4.73 1.09 6.65
16 357 137 45.48 44.66 5.10 0.24 4.51
17 12 152 31.52 50.26 9.55 0.00 8.67
18 38 163 4.33 80.85 7.20 4.94 2.68
19 14 170 11.25 72.74 0.00 0.00 16.01
20 23 150 6.92 55.41 5.11 0.00 32.56
21 2 158 0.00 100.00 0.00 0.00 0.00
22 8 167 3.65 82.80 7.30 0.00 6.24
23 5 166 13.75 68.57 0.00 8.64 9.04
24 429 150 26.15 54.17 8.94 1.16 9.58
25 132 133 32.90 55.90 7.35 1.03 2.82
26 43 110 39.94 50.16 5.01 0.62 4.27
27 69 132 32.14 46.28 13.21 0.76 7.61
28 5 145 0.00 100.00 0.00 0.00 0.00
29 98 121 22.96 58.27 11.92 1.39 5.46
30 68 140 24.33 57.89 13.53 1.21 3.03

Table A.4. Segment size 5 : Each cluster has a specific number and a specific size
corresponding to the number of 5 seconds sequences that is assigned to that cluster.
Clustering distance refers to the sum of distances between the cluster centroid and the
cluster observations. The remaining columns corresponds to the fraction of activity
labels within the cluster.
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Cluster Size Distance Read (%) Search (%) Navigate (%) Input (%) Other (%)

1 503 133 45.55 40.29 6.22 1.27 6.67
2 124 136 40.70 38.76 12.80 1.82 5.92
3 7 183 4.86 40.50 45.88 0.00 8.76
4 5 205 19.20 67.03 0.00 10.22 3.56
5 1 202 0.00 0.00 18.75 0.00 81.25
6 5 209 39.11 60.03 0.00 0.00 0.86
7 9 186 10.72 70.67 0.00 0.00 18.61
8 3 197 0.00 100.00 0.00 0.00 0.00
9 289 130 54.81 35.34 4.55 0.12 5.18
10 113 135 12.23 77.50 8.82 0.47 0.98
11 1 240 0.00 100.00 0.00 0.00 0.00
12 10 209 9.19 37.51 23.48 0.00 29.82
13 6 180 0.00 68.40 24.80 0.00 6.80
14 390 142 15.74 68.18 6.39 0.74 8.95
15 23 166 37.55 44.86 0.00 0.00 17.59
16 2 151 19.52 44.76 30.95 0.00 4.76
17 1 236 12.40 78.51 0.00 0.00 9.09
18 17 162 18.03 65.62 6.31 0.00 10.04
19 60 138 27.84 64.39 2.89 2.68 2.21
20 343 143 19.70 62.00 9.88 1.20 7.22
21 3 213 6.01 80.60 0.00 0.00 13.39
22 11 181 21.20 73.42 1.10 0.00 4.28
23 29 155 22.66 55.91 9.53 2.33 9.57
24 85 244 19.96 66.87 3.28 1.07 8.81
25 82 155 22.00 63.11 9.90 1.59 3.39
26 220 147 35.65 47.48 4.22 2.25 10.40
27 9 183 36.20 55.15 3.13 0.00 5.52
28 25 113 19.32 70.50 6.46 0.00 3.72
29 8 193 3.56 76.50 0.00 8.86 11.08
30 13 170 14.78 75.68 0.00 4.57 4.97
31 120 131 32.83 50.83 10.14 0.21 5.98
32 24 181 18.07 67.02 8.89 0.00 6.02
33 0 0 0 0 0 0 0
34 90 142 39.64 50.23 1.38 0.00 8.75
35 0 0 0 0 0 0 0

Table A.5. Segment size 10 : Each cluster has a specific number and a specific size
corresponding to the number of 10 seconds sequences that is assigned to that cluster.
Clustering distance refers to the sum of distances between the cluster centroid and the
cluster observations. The remaining columns corresponds to the fraction of activity
labels within the cluster.
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