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Abstract 
With an increasing number of people currently living in urban areas, many cities 
around the globe are faced with issues such as increased pollution and traffic 
congestion. In an effort to tackle such challenges, governments and city councils 
are formulating new and innovative strategies. The integration of ICT with these 
strategies creates the concept of smart cities. 

The Internet of Things (IoT) is a key driver for smart city initiatives, making it 
necessary to have an IT infrastructure that can take advantage of the many 
benefits that IoT can provide. The Cloudlet is a new infrastructure model that 
offers cloud-computing capabilities at the edge of the mobile network. This 
environment is characterized by low latency and high bandwidth, constituting a 
novel ecosystem where network operators can open their network edge to third 
parties, allowing them to flexibly and rapidly deploy innovative applications and 
services towards mobile subscribers.  

In this thesis, we present a cloudlet architecture that leverages edge computing 
to provide a platform for IoT devices on top of which many smart city applications 
can be deployed. We first provide an overview of existing challenges and 
requirements in IoT systems development. Next, we analyse existing cloudlet 
solutions. Finally, we present our cloudlet architecture for IoT, including design 
and a prototype solution. For our cloudlet prototype, we focused on a micro-scale 
emission model to calculate the CO2 emissions per individual trip of a vehicle, and 
implemented the functionality that allows us to read CO2 data from CO2 sensors. 
The location data is obtained from an Android smartphone and is processed in 
the cloudlet. Finally, we conclude with a performance evaluation. 

 
 
 
 
 
 
 
 
 
 
 
 
 
Keywords: Internet of Things (IoT), Cloud Computing, Mobile Edge Computing 
(MEC), Cloudlet.   
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Sammanfattning 
Med en befolkning som ökar i urbana områden, står många av världens städer 
inför utmaningar som ökande avgaser och trafikstockning. I ett försök att tackla 
sådana utmaningar, formulerar regeringar och stadsfullmäktige nya och 
innovativa strategier. Integrationen av ICT med dessa strategier bildar konceptet 
smart cities.     

Internet of Things (IoT) är en drivande faktor för smart city initiativ, vilket gör 
det nödvändigt för en IT infrastruktur som kan ta till vara på de många fördelar 
som IoT bidrar med. Cloudlet är en ny infrastrukturell modell som erbjuder 
datormolnskompetens i mobilnätverkets edge. Denna miljö karakteriseras av låg 
latens och hög bandbredd, utgörande ett nytt ekosystem där nätverksoperatörer 
kan hålla deras nätverks-edge öppet för utomstående, vilket tillåter att flexibelt 
och snabbt utveckla innovativa applikationer och tjänster för mobila 
subskribenter. 

I denna avhandling presenterar vi en cloudlet-arkitektur som framhäver edge 
computing, för att förse en plattform för IoT utrustning där många smart city 
applikationer kan utvecklas. Vi förser er först med en överblick av existerande 
utmaningar och krav i IoT systemutveckling. Sedan analyserar vi existerande 
cloudlet lösningar. Slutligen presenteras vår cloudlet arkitektur för IoT, inklusive 
design och en prototyplösning. För vår cloudlet-prototyp har vi fokuserat på en 
modell av mikroskala för att räkna ut CO2 emissioner per enskild resa med fordon, 
och implementerat en funktion som tillåter oss att läsa CO2 data från CO2 
sensorer. Platsdata är inhämtad med hjälp av en Android smartphone och 
behandlas i cloudlet. Det hela sammanfattas med en prestandaevaluering.     

Keywords: Internet of Things (IoT), Cloud Computing, Mobile Edge Computing 
(MEC), Cloudlet.  
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Terminology and definitions 
Here, we introduce the concepts necessary to follow this document.  

Cloudlet. A cloudlet is a decentralized computing infrastructure located at the 
edge of the Internet onto which mobile devices can offload computations. 
Essentially, a cloudlet can be seen as a local cloud that can bring distant cloud 
services closer to the mobile user. 



 vii 

Latency. We define latency as the time interval between the user request and the 
system response. This includes bottlenecks in the network, optical fibre delay, 
hardware and operating system latency, etc. 
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1 Introduction 
Mobile devices have become ubiquitous and mobile communication is no longer 
exclusive to smartphones and tablets; almost any portable device can now be 
outfitted with electronics, software, network connectivity, and sensors, allowing 
it to provide pervasive services, i.e. communicate and share data with other 
devices. These new capabilities constitute one of the most innovative and 
disruptive technological scenarios of today, the Internet of Things (IoT).  

The Internet of Things is becoming more and more widespread, and its potential 
for improving our overall quality of life is exceptional. Unfortunately, it inherits 
all of the many limitations that are intrinsic to mobility, regardless of the 
technology that is being used. Reduced computational resources, limited storage, 
and low battery life are, for example, particularly critical for resource-rich 
applications [1]. One very popular contemporary solution towards overcoming 
these impediments is to rely on cloud computing services. Finding an efficient 
strategy to leverage the cloud in mobile devices has been a recurrent topic across 
various research efforts, including the design of lightweight runtime environments, 
application partitioning, application offloading, and bringing the cloud closer to 
mobile devices [2]. 

1.1 Problem background 
The widespread adoption of IoT systems that incorporate sensors and other forms 
of remote instrumentation faces many implementation challenges [3] [4] [5] [6]. 
First, IoT sensors have hardware and software limitations that come with 
mobility and, therefore, cannot provide advanced functionalities by themselves. 
Second, typical integration approaches are based on standards that require tight 
coupling between sending and receiving elements, making programming 
requirements very strict. Third, IoT sensors generate massive amounts of data, 
which is difficult to process and store in current centralized architectures, and 
can also create network performance problems since the internet bandwidth can 
be saturated with data traffic from IoT devices. Fourth, in many use cases 
temporary outages cannot be accepted, hence availability, flexibility, and 
robustness of the system architecture are important requirements. Finally, IoT-
based applications also require mobility support and geo-distribution. 

IoT system optimization using cloud computing appears to be a reasonable 
solution that could alleviate the resource poverty of IoT devices, as well as solve 
some of the implementation challenges we have described. In such a context, 
however, network latency remains an obstacle for many applications, even in the 
presence of good bandwidth [1].  
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This leads to issues with scalability and reliability [7] as there will probably not 
be enough capacity to transfer and process sensor data to distant cloud servers. 
We believe that, instead, the computing resources need to be brought closer to 
the edge, where the devices themselves are.  

Enter the cloudlet – a new middle-tier architectural element located between 
cloud providers and mobile devices that reduces end-to end latency and brings 
cloud computing services closer to the edge.  

A cloudlet can be defined as a set of decentralized computing resources that are 
well-connected to the Internet and are available for use by nearby mobile devices. 
These resources are installed on discoverable, localized, stateless servers. During 
the execution of the application, the mobile device will act as a client that offloads 
significant computations to the nearest cloudlet. Thereby, real-time response can 
be met by one-hop, low-latency, wireless access to the cloudlet instead of a 
connection to a remote cloud provider. If necessary, mobile devices can still rely 
on a distant cloud provider or use their own resources in the case that no cloudlets 
are available [8].  

Cloudlet systems have been attracting interest from the ICT industry as well as 
from diverse research institutions around the globe. The main research topics 
related to cloudlets include cloudlet configuration and architecture [8] [9] [10] [11], 
application offloading optimization [2] [12] and inter-cloudlet communication [13] 
[14] [15]. Furthermore, most of cloudlet systems that have been deployed are 
focused on audio and image offload processing (e.g. speech recognition, video 
processing, etc.) using virtual machines and smartphones or other mobile devices 
that have considerable more resources than IoT sensors. In this project we propose 
the implementation of a cloudlet architecture focused on IoT sensors. 

1.2 Problem statement 
The specific problems that we are addressing are scalability, data management, 
and resiliency. First, IoT systems deal with heterogeneous data that come from 
an increasing number of devices, making scalability a fundamental requirement. 
Existing cloudlet solutions present certain issues regarding scalability. They make 
use of point-to-point communication protocols like HTTP, which has no built-in 
distribution features. Therefore, developers would have to create their own 
distribution mechanisms, making the process of sending and receiving sensor data 
more complex. Moreover, existing cloudlet architectures are intended to serve a 
small number of devices that run interactive applications. They use VMs as form 
of virtualization and they often have to run demanding algorithms used to power 
up technologies like augmented reality and speech recognition. In the case of a 
Cloudlet for IoT, a faster and lighter form of deployment that is able to serve a 
considerably bigger number of devices is required. 
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Second, IoT sensors generate massive amounts of data that has to be processed 
and stored somewhere. Unfortunately, existing cloudlet solutions are stateless, 
therefore all the data would still have to be send to the cloud after processing, 
which can saturate the network with traffic coming from IoT devices.  
Finally, applications that rely on data produced from real time environment 
monitoring using IoT sensors, temporary outages or increased response times 
cannot be accepted. Available solutions use centralized cloud services that are off 
premises and out of the user control. This complete dependence on the cloud can 
deteriorate the response time or even make the system more susceptible to failures 
and attacks that intend to interrupt or suspend the services.  

The use case of the project consists in the development of a cloudlet infrastructure 
that provides computing resources for smartphones and an IoT sensor system 
(Figure 1). 

 
Figure 1. Cloudlet for IoT 

The proposed architecture addresses the previously described challenges as 
follows: 

Scalable communication and deployment. The cloudlet deployment is done 
using containers since they use less resources in comparison with the VM-
based cloudlets that we analysed. A publish-subscribe messaging pattern 
using MQTT is also implemented. With this approach, the cloudlet can 
consume sensor data in parallel. Moreover, the MQTT protocol is design 
to work even in unreliable networks. 

Data management support. The proposed architecture performs the data 
management directly on the edge, including both processing and caching. 
This approach reduces the system throughput to avoid saturating the 
internet bandwidth with traffic coming from IoT devices, since only historic 
data already processed and aggregated is stored in the cloud. 
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System Resiliency. we provide a decentralized system to process data on 
the edge, which is able to reduce end-to-end user perceived latency and 
increase the system resiliency1 by providing data redundancy, high 
availability, and a loosely coupled architecture. 

The development of such a system leads to the following question: 
 

What are the main requirements for a cloudlet to support the use case, and 
which strategies can we use to improve scalability and reliability, and 
reduce throughput?  

1.3 Performance evaluation  
The performance evaluation is based on measuring the response time of the 
system, from the moment the device agent is created and the client data is sent 
and processed, until the device agent is removed.  

We start by creating a testing workbench – a fixed development environment 
that is reproducible and portable. This environment allows us to measure the 
performance of the cloudlet. One measuring cycle consists of measuring the 
response time given a pre-determined number of clients (sensor and smartphone 
clients) sending data We start off the measuring process with a ten-client cycle, 
and then gradually increase the number of clients for each further cycle. At the 
end of each cycle, we collect the desired measurements. After having performed 
all of the cycles, we will analyse the obtained data and the performance of our 
implemented cloudlet prototype. 

 

 
Figure 2. Performance evaluation diagram 

                                     
1 Resiliency, in the context of this proyect, is the characteristic of being able to adapt under stress 
or faults in order to avoid failure. 
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1.4 Purpose 
The purpose of this project is to create a cloudlet platform that would tackle the 
resource poverty of the Internet-of-Things and alleviate the general dependency 
on large data transmissions towards distant cloud providers.  

1.5 Goal 
Our goal is to provide a reference on how to develop a cloudlet system that makes 
use of an integrated framework of IoT sensors and smartphones, leveraging on 
the pervasiveness in IoT and ubiquitous property of cloud computing technology. 

1.5.1 Benefits, Ethics and Sustainability 

The context of this project is the Swedish Vinnova Green IoT initiative, which 
intends to establish an IoT platform of open data from sensors to power up 
services focused on making cities more environment-friendly by providing services 
that help reduce energy consumption, air pollution, and traffic congestion [16]. 

The use of a cloudlet infrastructure for IoT can lead to a number of benefits, 
including latency reduction and bandwidth saving, thanks to local caching and 
processing; reliable connectivity, thanks to overlay networking; as well as path 
diversity, battery saving in mobile devices, and denial-of-service (DoS) protection 
[17].   

1.6 Methodology 
In order to obtain a complete overview of the research area of the project we 
started by performing analytical research in order to evaluate the various 
solutions that exist to leverage cloud services from mobile devices and IoT sensors, 
as well as to identify the requirements that a cloudlet system needs to fulfil in 
order to support multiple sensors data processing. The following research methods 
were used: Literature survey, feasibility study, and comparative study. 

The second part of the project consisted in a case study research with the 
following tasks:  

• Specify the requirements that a Cloudlet for IoT needs to fulfil 
• Identify a possible cloudlet architecture and investigate the design choices 

involved.  
• Design and implement a prototype platform 
• Deploy the application use-case scenario on the prototype 
• Evaluate the architecture through experimental analysis of the prototype 

application with respect to scalability and response time. 
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1.7 Delimitations  
The prototype is focused on a cloudlet that provides a data processing system 
where sensor data can be cached, processed, and aggregated before being ready 
to be stored in a cloud storage service (Figure 3). Given the time frame of this 
thesis project, integration with cloud services, inter-cloudlet communication, and 
multiple cloudlet integration have not been addressed. Additionally, the sensors 
involved are assumed to have sufficient communication capabilities to function 
without a gateway.  

 
Figure 3. Prototype delimitation 

The client is a smartphone that sends sensor data to the cloudlet. The proposed 
cloudlet architecture includes a message broker that implements a 
publish/subscribe messaging model that facilitates one-to-many communication 
(Figure 4). This enables the development of loosely coupled applications, where 
components can be modified and replaced with alternative implementations 
without interfering with other elements of the system. At the same time, the 
client applications (IoT devices) are less constrained to be same developed on the 
same programming language, operating system, or any environment. 
 

 
Figure 4. Prototype design 
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2 Theoretical Background 
Mobile devices are ubiquitous and in constant evolution. Size, weight, and 
autonomy are a priority for technology manufacturers. As far as the final user is 
concerned, a mobile device can never be too light, too small, or have enough 
battery life. Unfortunately, these characteristics severely reduce the resources of 
mobile devices in comparison with static hardware. Reduced computational 
power, limited storage, and low battery life are limitations that are especially 
critical for resource-rich applications. These limitations are not temporary; they 
are intrinsic to mobility. Computation on mobile devices will always be a 
compromise [1]. 

Leveraging cloud computing resources has proven to be a popular solution to 
overcome resource poverty in mobile devices, particularly in applications that 
require substantial processing power, such as augmented reality and speech 
recognition.   

2.1 Mobile Cloud Computing 
Mobile Cloud Computing (MCC) is a distributed computing model that combines 
cloud computing and wireless networks to alleviate the resource poverty in mobile 
devices. MCC reduces the cost of the development and execution of mobile 
applications, and enables mobile users to obtain new technology on demand [2]. 

Mobile users can take advantage of MCC in at least three different ways [8]: 

Authoritative sourcing of data. The cloud can be seen as the main 
source of data, even though local copies can be generated to increase 
reliability or performance. The definitive versions of all data that is shared 
are in the cloud.  

Overcoming resource limitations. Mobile applications have become 
more demanding. This particularly holds for resource-rich applications that 
need to run complex computations, e.g. the speech recognition algorithm 
that Siri, the “intelligent assistant” from Apple uses. These applications not 
only outstrip the resources available in mobile devices, they also generate 
latency in the execution, hurting the overall user experience. Speeding up 
execution and increasing the computational resources can be achieved by 
offloading computations to the cloud. 

Synchronizing multi-user collaboration. The cloud represents a 
collaborative hub where the participation of the users is asynchronous, and 
where by using a variety of workflow-related software, their actions can be 
sequenced accurately.  
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2.1.1 Application optimization in MCC 

Resource-intensive and delay-inducing systems can easily affect mobile user 
experience. Therefore, it is necessary to develop strategies to optimize the 
execution of mobile applications. In this case, the term ‘optimal execution’ refers 
to an enhanced performance of an application executed in the cloud, when 
compared to its local execution.  

Applications in MCC can be optimized with respect to three different aspects [2]:  

Application Design can be optimized through minimizing data exchange 
by reducing component dependency, using light migration frameworks that 
reduce runtime overhead or shift non-interactive features to the cloud side, 
or by reducing the number of method calls by implementing similar 
operations in a single method. 

Deployment can be optimized through reducing the distance to the 
available resources, lowering bandwidth utilization, and diminishing 
runtime cost in the execution environment. 

Execution can be enhanced by caching data for subsequent access and 
using parallel execution to reduce overall execution time in the cloud. 

2.1.2 Application partitioning and application offloading 

MCC applications can run either locally or in the cloud, and they usually consist 
of two types of components: transferable and non-transferable ones. The 
transferable components do not interact with the hardware of the mobile device, 
and they generally are computationally or memory-access intensive. The non-
transferable components handle special functionalities such as interaction, 
hardware access, and security-related tasks [18].  

The process of splitting the application components into transferable and non-
transferable ones is called partitioning. Generally, there exist three ways in which 
one could perform the partitioning: statically, dynamically, and semi-dynamically. 
When a mobile application is executed in the cloud, partitioning is performed at 
various levels of granularity, and application components are then migrated 
(offloaded) to the cloud.  

Many mobile application execution frameworks are focused on optimization 
strategies for application partitioning and component offloading in order to 
leverage the resources available in the cloud.  

MAUI. Cuervo et al. [18] propose a system that enables fine-grained and 
energy-aware offloading of mobile applications, using methods such as the 
remote execution unit. It is required of the programmer to annotate the 
methods that are allowed to be offloaded as ‘remotable’, and by using these 
annotations, the system automatically performs the migration. 
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CloneCloud. Chun et al. [19] present a system that provides application 
partitioning and execution runtime capabilities. The system partitions the 
application using static analysis and creates a clone of the mobile device in 
a virtual machine (VM). In this scenario, the remote execution units are 
threads. Selected threads are migrated and executed in a clone of the 
device. 

Odessa. Ra et al. [20] introduce a lightweight runtime that creates a data-
flow graph to offload mobile applications and exploit parallelism 
automatically. 

ThinkAir. Kosta et al. [21] developed a framework to migrate mobile 
applications to the cloud, following the same approach of CloneCloud. 
ThinkAir creates VMs of complete smartphone systems. The main 
differences are that they use methods as remote execution units and can 
exploit parallel executions.  

2.1.3 Problems concerning offloading applications to the Cloud 

Leveraging the cloud seems to be an evident solution to solve the scarcity of 
resources in mobile devices. Nevertheless, latency is an obstacle that is yet to be 
resolved. While it might not affect loosely-coupled applications such as email 
clients, its negative impact will be strongly felt when it comes to real-time and 
immersive applications. Furthermore, cloud dependence can cause problems when 
service outages occur [22].   

Unfortunately, the main targets of network development are bandwidth, energy 
efficiency, manageability, and security. Generally, the techniques employed for 
these improvements could introduce latency. For example, overlay networks and 
firewalls increase the software path length traversed by packets to achieve their 
goals. Even if bandwidth is improving over time, the latency perceived by the 
User is not likely to improve [1]. 

2.2 Mobile Edge Computing Technologies 
Mobile Edge Computing (MEC) is the concept of enabling cloud computing 
solutions at the edge of the network. The basic idea behind it is that by 
performing computations and running applications near the mobile user, one can 
reduce network congestion and get a better performance out of mobile 
applications. During the past few years, several terms to describe the benefits of 
using cloud computing at the edge of the network have been coined, such as 
Cloudlet, Fog, and Mist. The main reason for having many different definitions 
relies on the fact that the edge of the network is not clearly defined [23]. Authors 
have been defining it as a LAN network, or as a proximate LTE base station, or 
as a mobile network operators’ core network, etc. 
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2.2.1 MEC Market drivers 

MEC technologies, like cloudlet, provide low latency, better flexibility, agility, 
context awareness, and they can provide the opportunity to increase the Quality 
of Experience of end users. Therefore, a tight collaboration between content 
providers and network operators is essential to deploy applications and content 
at the edge of the network.  

The European Telecommunications Standards Institute (ETSI) defines the 
growth of mobile traffic and pressure on costs as the main market drivers for 
MEC [24]. There is highlighted an increasing need to implement several changes 
to maintain quality of service, improve user experience, generate revenue, and 
optimize resource utilization and network operations. Additionally, The Internet 
of Things is particularly stressing the network congestion, making is necessary for 
network operators to implement tools that perform local analysis. 

Companies aim at deploying their services in more secure and low latency 
environments, challenging application and content providers to reduce the delay 
introduced by using cloud services. This is particularly important for companies 
offering interactive services, where the user perceived latency is critical, such as 
Augmented Reality. A business transformation, based on collaboration with 
network operators and different players in the value chain, can bring benefits to 
facing these challenges. The market drivers of MEC include business 
transformation, technology integration and industry collaboration [24].  

2.2.2 Key players in MEC 

MEC offers an IT service environment at a location that is considered to be a 
lucrative point, the mobile network edge, allowing services from network 
operators and content providers to be integrated across MEC platforms. 
Applications can be accessed faster if they are located at the edge; they will be 
more responsive and more interactive, improving the user experience. Moreover, 
one does not need to exclusively rely on cloud services anymore; pertinent content 
can now be delivered at the connection point of the user. The key players in MEC 
are the following [24]: 

Infrastructure and Device Manufacturers. These players provide the 
infrastructure for telecoms, clouds, and mobile devices. For them, MEC solutions, 
like cloudlets provide a new opportunity to differentiate and become innovation 
leaders in an otherwise fully commoditized market.  

Software providers and application developers. Always aiming to expand the 
support offered by their software stacks. For them, the edge cloud provides an 
excellent expansion prospect, under the proviso that the MEC becomes an integral 
part of mobile application development. 
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Telecoms and Network Operators. Owners of the network edge, under 
considerable price pressure, searching for new revenue streams. For these players, 
providing MEC-based services is a natural extension, as most cellular network 
operators are already in the process of transition towards a cloud-based solution 
for their components. Here, key technologies include Software Defined Networking 
(SDN) and Network Functions Virtualisation (NFV) [25].  

2.2.3 Business Opportunities  

Several business opportunities for MEC solutions are arising, ETSI has defined 
numerous use cases were edge computing is of great value: [26]. 

Edge Analytics and the Internet of Things. The Internet of Things produces 
additional messages on telecom networks. Many of this devices require real time 
processing capabilities, and often they are located in groups, like sensor networks. 
Most of this devices are resource constrained, therefore there is a need to 
aggregate the messages from multiple devices and at the same time provide 
analytics processing capabilities and a low response time. This can be achieved 
using MEC, which will also reduce the ingress bandwidth into the cloud from 
data coming from IoT. 

Automotive environments. Several benefits of MEC, namely those related to 
latency and bandwidth, can be exploited by the automotive industry. One 
applicable entertainment scenario is that of providing support for multi-player 
games for the passengers of a single vehicle, where the automobile’s cloudlet would 
serve as host. In another, somewhat more useful scenario, cloudlets associated 
with cell towers could allow drivers to share information on road hazards and 
could provide any relevant information to vehicles entering its coverage area. 
Also, the cloudlet would allow for any anomalies in the running parameters of the 
vehicle to be reported to the vehicle manufacturer for further analysis. 

Augmented Reality (AR). The combination of real-world environments with 
additional layers of computer-generated content and information is what we know 
as AR. Illustratively, the experience of a visitor to a museum could be enhanced 
by means of an application that, when the user is pointing a mobile device towards 
a particular point of interest, displays information related to that point of interest. 
This augmentation is performed in real-time and in semantic context with 
environmental elements. The application needs to know the user position, 
direction of movement, and at the same time it has to process images and generate 
the graphics that have to be embedded on them. Leveraging cloud computing 
using a MEC platform can help improve the response time of the application and 
reduce the battery consumption of the mobile device and address their limited 
computing capabilities. 
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2.3 Cloudlet: bringing cloud technologies closer to the edge 
Many research efforts have focused on designing models to benefit from cloud 
computing without being limited by WAN latencies. Rather than depending on 
distant cloud services to alleviate the constrains of mobile computing, a nearby 
resource-rich infrastructure can be used. A possible solution is Cloudlet, a new 
architectural element in MEC that reduces end-to-end latency from applications 
that are CPU and/or battery intensive [8]. 

The term cloudlet was coined by Satyanarayanan et al. [1], A cloudlet is a 
decentralized and widely-dispersed computing infrastructure well-connected to 
the Internet and available for use by nearby mobile devices. These computing 
resources are installed on discoverable, localized, stateless servers on which mobile 
devices can offload computations. Essentially, a cloudlet can be seen as a local 
cloud that can bring distant cloud services closer to the mobile user. Table 1 
shows the main differences between a distant cloud and a cloudlet. 

Table 1. Key Differences: Cloudlet vs. Cloud [1] 

 Cloudlet Cloud 
State Soft state Hard and soft state 

Management Self-managed  Administered by the 
provider 

Environment “Datacenter in a box” at 
business premises. 

Located in purpose-
specific areas at the 
provider’s premises  

Ownership Owned by local business Centralized ownership 
Network LAN latency/bandwidth Internet 

latency/bandwidth 
 

Real-time response can be met by one-hop, low-latency, wireless access to the 
cloudlet instead of remote cloud providers. Application execution, however, will 
be similar; the mobile device application will act as a thin client that offloads 
significant computations to the nearest cloudlet. The cloudlet is completely 
transparent to the users, and in the case that no cloudlet is available, the mobile 
device adapts to either rely on a distant cloud provider or attempt to use its own 
resources. 

The main research topics related to cloudlets are cloudlet configuration and 
architecture [8] [9] [10] [11]. Additionally, topics like Application offloading [2] 
[12], and inter-cloudlet communication [13] [14] [15] have also been considered. 
Most cloudlet systems that have already been deployed are focused on audio and 
image processing (e.g. speech recognition, augmented reality) 
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2.3.1 Cloudlet benefits  

A cloudlet is a new architectural 
element that represents the middle 
layer of a 3-tier hierarchy (Figure 5). 
The original motivation for this 
architecture is to reduce the latency of 
MCC applications by using a single-
hop network and also potentially lower 
battery consumption by avoiding the 
use of broadband wireless networks, 
which normally consume more energy. 
The characteristics of cloudlets bring 
additional benefits [8]: 

 

Easy deployment. The fact that 
cloudlet servers are stateless simplifies 
management; adding or replacing a 
cloudlet only requires a moderate 
setup and configuration effort. 

Security improvement. The proximity of the cloudlet to mobile devices can make 
the architecture more resilient against DoS attacks2. It can also reduce 
information leakage due to traffic analysis, since restricting the range of end-to-
end communication prevents distant snoopers from accessing traffic information. 

Resilience. A cloudlet collection can offer reliable cloud computing services even 
with a fragile connectivity to a distant cloud provider. 

2.4 Cloudlet architectures 
During the past few years, several cloudlet architectures have been proposed, 
many of which are based in VMs deployed in elastic cloud computing platforms, 
such as OpenStack. There exist other designs that distinguish between elastic 
cloudlets and ad-hoc cloudlets with fixed resources, and between centralized and 
decentralized cloudlet management.    

                                     
2 If the cloud is located near the mobile device (ideally one wireless hop away) and ultra-short-
range wireless technology is used, then a very high work factor is needed for a successful DoS 
attack (3). 

Figure 5. Cloudlet Hierarchy 
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2.4.1 VM-based cloudlet architecture 

Satyanarayanan et al. [1] [8] [9] [10] have developed a cloudlet reference 
architecture based in VM overlay application offloading. The cloudlet system 
consists in two type of elements, the cloudlet host and the mobile client (Figure 
6). Mobile devices can offload computations to a single mirrored device clone in 
the form of a VM or to a set of VM that handle specific computations. 

The cloudlet host manages a discovery service that broadcasts the cloudlet IP 
address and port, a storage system for the base VM images, a cloudlet server that 
handles application overlays for code offloading and the life cycle of the VMs, and 
it also contains a VM manager that hosts all guest VM instances corresponding 
to each mobile app.  

The mobile client hosts a client app that can discover cloudlets available nearby 
and upload application overlays from cloudlet-ready applications. The mobile 
device stores an application overlay per cloudlet-ready application. 

 
Figure 6. VM-based cloudlet architecture [10] 

2.4.2 Ad hoc cloudlet vs elastic cloudlet 

Instead of managing VMs for the deployment of a cloudlet system, Verbelen et 
al. [11] propose a finer-grained cloudlet concept that offloads applications on the 
component level, without the need of sending a VM overlay. They also suggest 
that Cloudlets can be formed dynamically with any device in the LAN network 
that has available computing resources. Their architecture consists of three layers 
(Figure 7): the cloudlet level, the node level, and the component level.  
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Figure 7. Dynamic cloudlet [11]  

A component is the unit of deployment managed by an Execution Environment 
(EE). To support distributed execution, the components on different EEs can 
communicate using remote procedure calls (RPCs). The EE and the OS together 
form a node that is managed by a Node Agent (NA). The cloudlet is managed by 
a Cloudlet Agent (CA), that communicates with all underlying Node Agents. CA 
of different cloudlets can also communicate with each other.  

They propose two types of cloudlets: ad-hoc and elastic. The ad-hoc cloudlet 
consists of commodity hardware, like personal computers in the LAN network. 
These nodes run a NA that can provide a single EE to deploy components. The 
elastic cloudlet runs on top of a virtualized infrastructure, like OpenStack, where 
nodes are allocated dynamically depending on the needs of the system.  

Abolfazli et al [13] also propose a dynamic cloudlet architecture consisting only 
of ad hoc cloudlet nodes, all of which are administered by a central service 
governor, a replicated supervisory entity that monitors and supervises computing 
augmentation entities (Figure 8). 

 
Figure 8. Centralized cloudlet [13] 
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2.5 Cloud computing and IoT 
The IoT market is growing steadily, and the number of devices connected to the 
Internet will exceed 20 billion by the year 2020 [27]. A great part of this growth 
is happening in industrial space, since many devices can now be integrated with 
computing hardware to communicate with each other. These new capabilities 
have led to the development of a myriad of applications. We can distinguish three 
different categories of enterprise applications that use IoT [4]: big data and 
business analytics, information sharing and collaboration, and monitoring and 
control. Major domains identified in IoT are [4]: Energy, Smart City, 
Transportation, Smart Home, Environment, Supply Chain, and Health Care.   

It is very common for these applications to be based on cloud architectures, where 
the applications and storage are centralized in server centers. Unfortunately they 
are beginning to break down now that real-time requirements, the high volume 
of data, and limited network bandwidth are beginning to play more important 
roles in the deployment of new services [27]. These new limitations increase the 
need for decentralized processing.  

2.5.1 IoT-related technologies 

We will now describe the most important technologies related to the deployment 
of IoT-based services [5] [28]: Radio frequency identification (RFID), wireless 
sensor networks (WSN), middleware, cloud computing, and IoT application 
software. 

RFID permits automatic data capture and identification using radio waves.  

A WSN comprises a potentially high number of spatially distributed 
sensor-equipped devices that monitor physical or environmental conditions. 
They can cooperate with RFID systems to better track the status of mobile 
devices acquiring information about position, movement, temperature, etc. 

Middleware is a software layer whose main purpose is the generalization of 
the communication capabilities and functionality of the devices. A 
distributed IoT infrastructure deals with heterogeneous devices, making 
the development of applications more complicated. Therefore, appropriate 
middleware is required to simplify the development of new services. 

Cloud computing is used to provide IoT applications with the required 
data storage and processing power. 

IoT applications are required to enable device-to-device and human-to-
device interactions. 
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2.5.2 Challenges and Requirements in IoT systems development 

There have been many research efforts trying to identify the main challenges 
regarding the development of IoT systems [4] [5], with the most important ones 
being the following:  

Data management and Data mining. Mobile devices are generating huge 
amounts of data that has to be processed and stored, whereas current data 
center architectures are not prepared to handle the nature and such a 
volume of IoT data. Furthermore, as more data is available, its analysis 
becomes more difficult since more and more computational power is 
required. 

Security and Privacy. IoT devices can be subject to a number of privacy 
and security concerns, since they generate sensitive data like users’ health 
condition, location, purchases, etc. Therefore, unique identification, data 
integrity, and encryption are considered core challenges for IoT. 

Semantic and Technological Interoperability. Interoperability is a very 
challenging task in IoT, due to the increasing number of devices that differ 
in their technological capabilities. In the semantic aspect of 
interoperability, it is necessary that devices interpret the shared 
information correctly. 

Resilience and Reliability. In many IoT systems, especially real-time 
applications, outages are not acceptable. Hence, reliability and resilience 
issues in IoT need to be addressed from an integral view that comprises 
aspects like availability, robustness, and flexibility of the communication 
and hardware to changing environmental conditions. 

Table 2 summarizes the general requirements that an IoT system needs to fulfil 
[6], the most important ones being scalability and heterogeneity. 

Table 2. IoT general requirements [6] 

Requirement Description  
Heterogeneity Managing the variety of devices/technologies/services/environments 

Scalability Avoiding the explosion of resources/exchanged data/operations 
Cost minimization Optimization of development/maintenance costs and energy consumption 

Self sufficient Self-configuration, self-organization, self-adaptation, self-reaction to 
events, self-discovering of entities and services, self-processing of Big 
Data 

Flexibility LAN latency/bandwidth 
QoS Dynamic management/reprogramming of devices or group of devices 

Secure environment Robustness to communication attacks, authentication, data transfer 
confidentiality, data/device integrity, privacy, trusted secure 
environment 
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2.5.3 Drawbacks from IoT systems based in the cloud 

An IoT sensors system needs to collect, process, store, and share data from a 
variety of sources (20). This data is being generated at a very high frequency. 
Therefore, the system requires access to unlimited, low-cost, and on-demand 
storage and computing resources. Unfortunately, the cloud does not seem to be 
the most convenient solution to deal with data produced by IoT [7] [28]. 

Besides the latency issues that we have already discussed, cloud computing for 
IoT has other important drawbacks [7].  

Privacy and security. Sensors embedded in our surroundings can collect 
sensitive information and this represent an opportunity to violate privacy, 
as the cloud is a centralized resource that in many cases is outside the 
control of the user. 

Scalability. Many estimations predict that the number of IoT devices 
would soon be in the order of billions, thus the scalability in IoT systems 
connected to the cloud will be more demanding than previous web-scale or 
Internet-scale applications. 

Bandwidth. Generally, broadband networks have lower upstream 
bandwidth than downstream bandwidth. Unfortunately, all the data 
generated by IoT sensors that has to be uploaded to the cloud can easily 
saturate the upstream links of the network.  

2.6 Related work 
The cloudlet architecture has proven to be a good solution to bypass characteristic 
bottleneck problems related to cloud technologies. However, most of this 
architectures have been developed having in mind applications like computer 
vision and speech recognition. In this kind of applications, even though intensive 
computations are offloaded, there is a substantial part of the application that is 
still being processed in the mobile device and that is mostly related to the 
interaction with the end-user. The case of many IoT devices differs: IoT normally 
works on the basis of Machine-to-Machine (M2M) communication, thus they are 
only intended to share the data they are sensing. Data processing is only being 
performed after collecting information from multiple devices at the same time. 

One of the first architectures that attempts to bring computing resources for the 
IoT closer to the edge is Fog Computing, a term coined by Stolfo et al [29]. Fog 
computing can be seen as an intermediate layer between the cloud and the IoT 
devices [27], exactly in the same way as the cloudlet layer we have already 
explained. A Fog architecture can also be formed by local computing resources 
that are well connected to the Internet. The defining characteristics of fog 
computing are a dense geographical distribution and support for mobility.  
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The main difference between cloudlet and fog computing is that fog computing is 
intended to provide storage and networking capabilities [3]. 

The development of cloudlet systems is a recurrent topic in mobile computing 
research, we only focus on examples of systems whose aim is to use cloudlets with 
IoT frameworks. 

First, Quwaider & Jararweh [30] developed a wireless body area network (WBAN) 
system which includes sensor nodes implanted on wearable items that monitor 
different vital body parameters. The huge amount of data collected by the WBAN 
nodes is processed by a cloudlet-based data collection model. The goal is to have 
a scalable storage of WBAN data to be available in a reliable way, while reducing 
packet-to-cloud energy consumption and minimizing end-to-end packet delay. 

Nkenyereye & Jang [31] propose a model that allows in-car external applications 
based on smartphones, VM based cloudlets, sensors, and private cloud computing 
services from the car’s manufacturer. This software as a service model aims to 
deliver vehicle performance and diagnostics information. 

Diaz et al [32] proposed a cloud solution for WSN that provides multi-cloud and 
device multi-tenancy functionality. Their system relies on the actor model, a 
mathematical model of concurrent large scale computation. Actors are the 
universal primitives of computation, and they consist of a thread and a mailbox 
where they can receive messages. 

Mohammad & Eui-Nam [33] present the architecture of a Smart Gateway that in 
collaboration with Fog Computing can preprocess and trim sensor data before is 
being send to the cloud. The Smart Gateway performs collection, preprocessing, 
and filtering of data, uploading only the necessary data to the cloud. It is also 
used for monitoring IoT objects and sensors. 

Hong et al [34] developed Mobile Fog, a programming model for Internet 
applications that are latency-sensitive and geospatially distributed. An 
application consists of distributed processes that are mapped onto the cloud, as 
well as various edge devices.  

C. Fox et al [35], presented a cloud messaging system and API named IoTCloud, 
which enables the development of IoT- and sensor-centric applications. The 
system supports two types of sensors, a GPS sensor that produces data at a fixed 
rate, and a video camera producing a data stream at a very high rate.  

Finally, Ali et al [36] designed a cloudlet-based video surveillance system that 
makes use of an integrated framework IoT and cloud computing. The main 
obstacle that they try to overcome is WAN latency. Their proposed architecture 
is centralized in a single master cloudlet that is connected to all the other cloudlets 
in the system. 
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3 Cloudlet for IoT 
IoT applications in general, and sensor and crowd-sensing based applications in 
particular, have to be able to deal with a large amount of highly dynamic data 
coming from the real world. To support this scenario, it is necessary to combine 
computational resources at the edge with cloud computing services. 

Cloudlets (As described by Satyanarayanan et. al [37]) were originally ideated to 
reduce end-to-end latency in interactive applications while addressing other 
concerns, such as limited processing capability and limited battery capacity of 
mobile devices. One example of such interactive systems is Gabriel [38], a 
wearable cognitive assistant for users in cognitive decline. It combines the image 
capture and sensing capabilities of Google Glass devices with cloudlet processing 
to perform real-time scene interpretation. This system is layered on top of an 
OpenStack extension for use in cloudlet environments.  

As we can see in Figure 9, this system includes an ensemble of VMs, each 
encapsulating a different cognitive task. A single control VM is responsible for all 
interactions with the mobile device, and a Pub/Sub mechanism distributes sensor 
streams to cognitive VMs. This kind of architecture is intended to be used in an 
environment were only a handful of devices are expected to be operating at the 
same time. 

 
Figure 9. Cognitive Assistant Architecture [38] 

 

A VM-Based cloudlet architecture for offloading computations faces several 
drawbacks if it is intended to be used for IoT. First, higher synchronization efforts 
are necessary to preserve a consistent state between the mobile device and the 
VMs that handle the computations that are being offloaded [23]. Second, as the 
number of devices that leverage the cloudlet increases (as in the case of sensor 
networks) problems related to scalability become evident, and the deployment of 
numerous heavyweight virtual machine images grows unpractical. 
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In the case of a cloudlet serving sensors and IoT devices, very little 
synchronization between the mobile device and the cloudlet is required. This is 
mainly because the data coming from each device is meant to be processed and 
then used by other high level applications (e.g. Analytics) rather than by the 
device itself.  Our cloudlet for IoT design proposes a platform where numerous 
applications can leverage on multiple mobile devices and sensors in real-time 
(Figure 10). 

 
Figure 10. Cloudlet applications for IoT 

3.1 Cloudlet design and architecture overview 
We assume that various devices such as small servers, personal computers, or on-
premises small data centers, are available to run cloudlet instances. These devices 
are physically spread throughout a geographic area and are close to the network 
infrastructure (Figure 11). 

 
Figure 11. Geographical distribution of Cloudlets 
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The cloudlet architecture that we propose consists of four main components 
(Figure 12): the Cloudlet server, Device Agents, Message Broker, and Client 
Application. The interaction between a mobile device and the cloudlet starts when 
the client application requests the deployment of a device agent to the cloudlet 
server. Each agent serves an individual device and performs specific tasks such as 
collecting and processing sensor data. The device agent and the client application 
can communicate using the message broker. A distributed application in our 
cloudlet model consists of a set of device agents distributed across one or various 
cloudlets.  

 
Figure 12. Cloudlet for IoT main components 

3.1.1 Cloudlet communication 

Our cloudlet architecture uses a combination of two approaches to communicate, 
synchronous HTTP requests and asynchronous messaging.  

Representational State Transfer (REST) is used to enable the communication 
between the client application and the cloudlet server to manage the lifecycle of 
the device agents. REST uses a request/response messaging model; if the desired 
response is not available, the application needs to execute the call again. Generally 
speaking, REST is a powerful messaging exchange pattern, but the clients always 
need to know the host and port of the server to which they want to communicate.  

Originally, we had considered two main options for enabling the interaction 
between the client applications and the device agents.  First, we considered to 
implement the communication over Hypertext Transfer Protocol (HTTP). 
However, due to the nature of our use case, an asynchronous publish/subscribe 
messaging communication was understood to be more suitable. 

With synchronous applications like REST, both the client and server must be 
simultaneously available. Instead, an asynchronous mechanism uses a message 
broker, which decouples the message consumer (in this case the device agent) 
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from the producer (client application). The message broker buffers messages until 
the consumer is able to process them. The publish/subscribe style of asynchronous 
messaging is flexible because it enables multiple receivers to subscribe to the 
stream of messages, allowing more agents to be easily added to the application.  

MQTT is a lightweight protocol that implements a publish/subscribe 
architecture, minimizing network bandwidth and device resource requirements. It 
is open-source and a single MQTT server is capable of supporting thousands of 
remote clients. These characteristics are particularly well suited for an IoT 
environment [39]. furthermore, there exists several implementations and client 
libraries on the majority of programming languages, Thereby, MQTT was chosen 
as the communication protocol between clients and device agents. The MQTT 
protocol includes the following benefits [39]: 

• It can easily be adapted to a wide variety of operating systems, devices, 
and platforms. 

• It is very well suited for constrained networks that deal with high latency, 
low bandwidth, and fragile connections. 

• It is designed specifically for devices with little memory or processing 
power. 

• It enables massive scalability of deployment. 
• It implements a publish/subscribe messaging model that facilitates one-to-

many distribution 
• The sender applications or devices do not need to know anything about 

the receiver, not even their address. 
• It delivers relevant data to any component that can use it. 

In order to have a better understanding of the differences between the two 
protocols that we are using, we present a comparison between MQTT and HTTP 
in Table 3. 

Table 3. MQTT vs. http [39] 

 MQTT HTTP 
Design orientation Data-centric Document-centric 

Pattern Publish/subscribe Request/response 
Complexity Simple More complex 

Message size Small Large 
Service levels Three quality of service settings All messages get the same level of service 

Extra libraries Less than 100 KB Typically not small 
Data distribution Supports 1 to zero, 1 to 1, and 

1 to n. 
1 to 1 only 
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3.1.2 Cloudlet: VM vs Containers 

The use of an intermediate software layer to provide virtual resources on top of 
an underlying system is known as resource virtualization. In general, the 
virtualized resources can be seen as isolated execution contexts, most commonly 
virtual machines (VM). Instead of using VMs as a method of virtualization, we 
opted for a container-based virtualization alternative for our cloudlet development 
(Figure 13).  

In the case of hypervisor-based virtualization, each VM has its own operating 
system, allowing a single host to execute multiple operating systems. 
Alternatively, in container-based virtualization all virtual instances share a single 
operating system kernel. However, from the point of view of the users, each 
container looks and executes like a stand-alone OS. This makes containers a 
lightweight virtualization option [40]. Furthermore, the use of Linux containers 
results in equal or better performance than VMs when evaluating benchmarks 
that stress different aspects such as computation, memory bandwidth, memory 
latency, network bandwidth, and I/O bandwidth [41].  

 
Figure 13. Containers vs. VMs 

Docker is a widely adopted platform for deploying containerized applications. 
Linux Containers and LXC (a user-space control package for Linux Containers) 
constitute the core of Docker. LXC ensures that the container's root user does 
not have root privileges on the host. Furthermore, Docker can limit the resources 
being consumed by a container, such as memory, disk space and I/O. In addition, 
Docker uses a file system for containers. that allows Docker to use a single image 
as the basis for many different containers, which results in savings of storage and 
memory, as well as their faster deployment. All this characteristics, including the 
fact that is open-source, motivated our decision to implement our architecture 
using Docker. 
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3.2 Cloudlet prototype development 
The transportation sector is a one of the main sources of CO2 emissions, and a 
major contributor to environmental pollution [42] [43]. In order to have an 
efficient strategy to reduce pollution produced by vehicles, it is necessary to have 
a model that can estimate the CO2 emissions accurately. The use case of our 
cloudlet prototype consists of the development of a distributed application to 
calculate CO2 emissions from vehicles using mobile devices, and also monitor and 
process data from CO2 sensors. 

The most common models used for calculating greenhouse gas emissions like CO2 
are known as macro-scale models. In these models, the estimation is done through 
area-wide driving cycles. They use emission factors (EFs) and vehicle kilometers 
traveled (VKT) per average speed of different vehicle types for calculating the 
amount of emission per link unit. The advantage of this model is its capability of 
calculating the amount of emission per average speed of the total traffic volume 
within the given link, but the use of the average speed as the calculation basis 
has a drawback in that it cannot reflect driver behaviours and road characteristics 
[43] [44] [45]. 

The kind of models that consider the characteristics of individual real-world 
driving, which includes episodes like acceleration, cruising, and breaking, are 
known as micro-scale emission models. Recent studies have shown that the 
driver's driving style can greatly affect CO2 emissions; e.g. there exists a 
fundamental difference between a calm and an aggressive driving styles [42] [45] 
[46].  

For our cloudlet prototype, we focused on a micro-scale emission model to 
calculate the CO2 emissions per individual trip of a vehicle. The location data is 
obtained from an Android smartphone and is processed in the cloudlet. We also 
added a functionality that allows us to read CO2 data from CO2 sensors (Figure 
14). 

 
Figure 14. Use case: CO2 monitoring 
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3.3 Client application 
We have developed two kinds of client applications, one for Android smartphones 
and one for CO2 sensors. Both clients make use of the cloudlet server REST API 
(Figure 15) to request computing resources to the cloudlet in the form of docker 
containers (device agents). Once the container is ready, the mobile client starts 
publishing data via a message broker that implements the MQTT protocol 
(Figure 16). The client application needs to send a POST request a specific 
cloudlet URI that handles the desired type of device to create a device agent.  

POST http://<cloudletserver>:<port>/<device type>/ JSON 

POST http//localhost:3000/smartphone/ {deviceId: "0001", type: "smartphone"} 

Similarly, the PUT method is used to stop and start the container. Additionally, 
once the client application has completed the data transfer, the device agent can 
be removed by sending a DELETE request. 

PUT/DELETE http://<cloudletserver>:<port>/<device type>/<device ID>/ JSON 

PUT/DELETE http//localhost:3000/smartphone/0001/ {deviceId: "0001", stop: true} 

 
Figure 15. Client – Cloudlet communication 

The communication between client applications and device agents is done via 
MQTT message topics. There are four different topics that are used: one for the 
data that is being send from the client, one to send a notification to the agent to 
save the data, one to send messages on behalf of the client in case that it has 
being disconnected, and one to publish the results of the processing that is being 
done by the device agent. 
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Figure 16. Client – device agent communication 

3.3.1 Smartphone client application 

The smartphone client application was designed for Android devices. The first 
step in using the application consists of typing the address of the cloudlet server 
and requesting the creation of a device agent for the smartphone (Figure 17a).  
After the agent is created, we will see the option to start the GPS data transfer 
(Figure 17b). Finally, the device agent starts the calculation of CO2 production 
as a function of speed and acceleration of the vehicle (Figure 17c). For testing 
purposes, a speed simulator is also included. The application was developed using 
Android Studio; for the asynchronous message communication, we used a client 
implementation of MQTT provided by the Eclipse Paho3 project which consists 
of various open-source MQTT clients for many programming languages. 

 
Figure 17. Smartphone client 

                                     
3 “Eclipse Paho project,” https://eclipse.org/paho/, (May 15, 2016) 
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The device used to test the client was a Samsung Galaxy S5 Mini, Table 4 
presents the main characteristics of this device4. 

Table 4. Smartphone specifications 

Galaxy S5 mini specifications  
Processor  CPU: Quad-Core 1.4GHz 

Display  Size: 4.5" (113.4mm) 720 x 1280 (HD) 
Camera  Main Camera: 8.0 MP, Front Camera: 2.1 MP 
Memory  RAM Size: 1.5 GB, ROM Size: 16 GB 

Network/Bearer  3G, 4G  
Connectivity  GPS, Glonass, Wi-Fi 802.11 a/b/g/n 2.4+5GHz, Bluetooth v4.0 

Sensors Accelerometer, Fingerprint Sensor, Gyro Sensor, Geomagnetic 
Sensor, Light Sensor, Proximity Sensor 

Physical specification  Dimension (mm) 131.1 x 64.8 x 9.1, Weight (g) 120 

3.3.2 Sensor client application 

The sensor client application is responsible for the publication of the sensor data 
in the cloudlet. It consists of a Java application that includes a MQTT client that 
sends the data from the CO2 sensor to the message broker, and a HTTP client 
to handle the device agent. 

Figure 18 shows the user interface of the application. First, we need to input the 
details of the port where the sensor is connected and the address were the MQTT 
server and the Cloudlet server are hosted (Figure 18 a & b). Afterwards, we can 
start and stop the readings from the CO2 sensor (Figure 18 c & d). Finally, we 
start the MQTT client to initiate communication with the device agent (Figure 
18 e & f). 

 
Figure 18. CO2 sensor client 

                                     
4 “Galaxy S5 Mini,” http://www.samsung.com/uk/consumer/mobile-
devices/smartphones/galaxy-s/SM-G800FZKABTU, (May 15, 2016) 
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The sensor used for the prototype was a CO2 Engine K30 sensor produced by 
SenseAir, with Table 5 showing its main specifications5. 

Table 5. CO2 Sensor specifications 

CO2 Engine K30 sensor specifications   
Operating Principle Non-dispersive infrared  

 

Measured gas Carbon dioxide (CO2) 
Measurement range CO2 0 to 5000 ppm / 0 to 

3%vol  
Accuracy ±30 ppm ±3% of reading 

Dimensions 57 mm x 51 mm x 14 
mm 

Maintenance Maintenance-free* 
Life Expectancy > 15 years 

Operation temperature 
range 

0 to 50 °C 

Operation humidity range 0 to 95%  
Power supply 4.5 to 14.0 V DC 

Response time(T1/e) 20 sec diffusion time 
Warm-up time 1 min 

Communication Uart ( Modbus) 

3.4 Cloudlet Server 
The cloudlet server is the main element of the architecture. It implements a REST 
API to handle requests from client applications, binds all the requests related to 
the device agent lifecycle to the Docker engine, and provides a user interface to 
monitor all connected devices in real time. 

 
Figure 19. Cloudlet server UI 

                                     
5 “CO2 Engine K30,” http://www.senseair.com/products/oem-modules/k30/, (May 15, 2016) 
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The cloudlet server was implemented using Node.js, an open source back-end 
JavaScript environment that supports long-running server processes and is 
focused on low memory consumption. Node.js is based on Google’s V8, a 
JavaScript runtime implementation. Unlike server-side environments like Java, 
that rely on multithreading to support the concurrent execution of business logic, 
Node implements a non-blocking asynchronous I/O event-driven model (Figure 
20). The primary method of any Node application is the event loop, which farms 
out all I/O intensive operations to worker threads which call back the event loop 
once they complete their task. Event-driven programming offers a more efficient 
alternative that provides more control over switching between application 
activities, allowing us to build scalable network applications that are capable of 
handling a great number of simultaneous connections. [47] [48].  

 
Figure 20. Node.js process model 

3.5 Message Broker 
The Message Broker is an intermediary module that mediates the communication 
between different entities within the cloudlet architecture. Its main purpose is to 
implement decoupling, i.e. to make sure that applications are mutually aware of 
each other only to the minimal extent necessary for them to be able to exchange 
messages. 
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As our message broker, we decided to use Mosquitto6, a lightweight MQTT server 
implementation. In order to run on machines of low capacity, Mosquitto is written 
in C. The current implementation consumes around 3MB RAM with 1000 clients 
and it has been successfully tested with up to 100,000 connected clients7. In order 
to offer scalability, Mosquitto has bridge capabilities that allow it to connect to 
other MQTT servers and not only Mosquitto instances, which, in turn, allows for 
the constructions of MQTT server networks, passing MQTT messages from any 
location in the network to any other. It also provides Websocket support so that 
one can implement MQTT clients directly on top of the web browser. 

3.6 Device Agents 
The data produced by the mobile devices and sensors is processed by the device 
agents. They are subscribed to specific topics via the Mosquitto message broker 
and are intended to be very flexible. Any agent can listen on one or more topics, 
or even publish the data they process so that other agents can subscribe to it, or 
save their results to a database. The agents are containerized and can be combined 
in many ways. The main tasks they can fulfil are data aggregation, data 
processing, and database access.  

There are two different types of device agents: smartphone agents and sensor 
agents. Both types of agents are based on the Iron microcontainer image for 
Node.js, instead of using the official Docker Image repository for Node.js. This is 
mainly because the size of the official Node image is ∼600 MB, which is 
exceptionally demanding, considering the amount of agents that we need to 
deploy.  

Iron microcontainers are much smaller, they only include the application itself 
and the OS libraries and language dependencies required to run it. In the case of 
the Iron Node image, the size is ∼20 MB. The main benefits8 of using 
microcontainers are: easier distribution (since the image is much smaller, different 
cloudlets can be distributed much quicker) and improved security (since less code 
is allocated in the container, we have a smaller attack surface). 

  

                                     
6 “Mosquitto An Open Source MQTT Broker,” http://mosquitto.org/, (May 16, 2016) 
7 “Mosquitto Overview,” http://projects.eclipse.org/projects/technology.mosquitto, (May 16, 
2016) 
8 “Microcontainers – Tiny, Portable Docker Containers”, https://www.iron.io/microcontainers-
tiny-portable-containers/, (May 17, 2016) 
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The sensor agent collects CO2 data from a sensor and when the client sends a 
save request, it creates a JSON object that includes the mean value of the CO2 
readings, the device Id, and a timestamp. This object can be saved on a database 
or published on a different topic to be used by another agent. The smartphone 
agent collects the location data and speed from the mobile device and uses it to 
calculate the CO2 production (grams per second) as a function of speed and 
acceleration [49]. When the agent receives a save request, it returns a JSON object 
containing the total CO2 produced during the whole trip, including the duration 
of the trip and the coordinates of the start and end.  

 
Figure 21. Device Agents output 
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4 Performance evaluation 
The performance evaluation is based on measuring the response time of the 
system, from the moment the device agent is created and the client data is sent 
and processed, until the device agent is removed. We start by creating a testing 
workbench, which is a fixed development environment that is reproducible and 
portable. This environment allows us to measure the performance on the cloudlet. 
One measuring cycle consists of measuring the response time given a pre-
determined number of sensor and smartphone clients that are sending data. We 
start off the measuring process with a N-client cycle, and then gradually increase 
the number of clients for each further cycle. At the end of each cycle, we collect 
the desired measurements. After having performed all of the cycles, we analyze 
the obtained data and assess the performance of our implemented cloudlet 
prototype.  The experiments were performed simulating a fixed number of mobile 
devices (both Smartphones and CO2 Sensors) from 10 to 200 devices. These 
simulated devices sent http requests randomly within a fixed period of ten 
seconds. The cloudlet prototype and the testing workbench were performed using 
an Apple MacBook Pro, whose hardware and software specifications are provided 
in Table 6.  

Table 6. Computer Hardware 

MacBook Pro  
Processor  Intel Core i5 2.6 GHz 
Memory  8 GB 

SSD  120 GB 
System Version  OS X 10.11.5 (15F34) 
Kernel Version Darwin 15.5.0 

4.1 Testing workbench 
Because the Docker daemon uses Linux-specific features, is not possible to run 
Docker natively in OS X or Windows machines. Therefore, is necessary to use a 
Linux VM that can host Docker. In a Linux installation, the Docker daemon, 
Docker client, and any container run directly on the physical machine. In the case 
of our OS X installation, we used Docker Machine to install and run Docker inside 
a lightweight Linux VM made specifically for the running of the Docker daemon 
on Mac OS X (Table 7).  

Table 7. VM specifications 

Linux VM for Docker on OS X 
Cores  1 

Memory  2 GB 
Disk size  20 GB 

Docker version 1.10.3, build 20f81dd 
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In OS X, the Docker host address is the 
address of the Linux VM. When we start a 
device agent (container), the ports map to 
ports on the VM, which means that the user 
can address ports on a device agent using the 
VM addressing.  

The Docker Machine is currently the only way 
to run Docker on Mac OS X or Windows. It 
can also be used for provisioning and 
management of multiple remote Docker hosts, 
as well as provision of Swarm clusters. 

 

4.1.1 Device Agent Simulators 

The device agent simulator is a Java-based application that uses threads to 
simulate multiple mobile devices that send http requests to create, stop, and 
remove device agents. When we type in the number of devices and press create, 
each of these devices will send a create request at a random time that ranges from 
zero to ten seconds. Then we can choose to either start sending data or to stop 
and remove the agent. If we decide to start a data simulation, we can introduce 
the duration in seconds. In the case of the sensor simulator, each simulated device 
sends a set of messages containing a JSON object with a randomly generated CO2 
sensor reading. The smartphone simulator sends instead a speed value and a set 
of coordinates. 

 

 
Figure 23. Device agent simulator 

  

Figure 22. Docker OS X Installation 
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4.2 Hard disk and memory usage  
Figure 24 presents a comparison of the size between different Docker images. The 
largest images that we compared were the official Node.js image and the official 
Java language image, both of which are over 500 MB in size.  

Then, we have the CentOS and the Ubuntu images that are around 200 MB each. 
It is important to note that none of these images have any functionality 
implemented, they simply constitute the base on top of which the required files 
and applications have to be installed.  

Our device agent images for both sensor and smartphone devices, which include 
all the required files and software ready to be used, fits in only 34.7 MB of space. 
With respect to memory usage, each agent requires ∼18 MB of RAM and ∼0.30% 
of CPU utilization to run and process the data from the mobile client. 

 
Figure 24. Docker images comparison  

Figure 25 presents the disk usage per number of device agents processing data in 
the cloudlet. For this test each device simulator sends data for 60 seconds before 
sending a save request, after which the calculations are performed and the data 
that was cached is erased. Due to the VM specifications, the ideal number of 
agents that can be up and running in the cloudlet is between 100 and 120 devices. 
For this number of agents ∼15 MB of disk space is required.  
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In the case of smartphone agents, we can see that after increasing the number of 
devices above 125, the disk usage is increasing at a lower rate, which is due to 
the fact that many of the smartphone agents that were deployed started to fail 
because of the lack of available resources in the VM and, therefore, they were 
unable to process and cache any data. 

 
Figure 25. Hard disk usage  

Figure 26 presents the memory usage evaluation. After exceeding 125 devices, the 
memory usage remained to be around 1.7 GB, which was the real maximum 
amount that could be used, since the remaining 0.3 GB is used by other activities 
of the operating system.  

 
Figure 26. Memory usage 
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4.3 Cloudlet response time  
The Cloudlet response time evaluation consisted of a set of REST requests to 
deploy, stop, and remove a number of device agents during a fixed period of time. 
For this purpose, we measured the time between the client requests coming into 
the Cloudlet server and when the response headers are written, in milliseconds. 
Figure 27 and Figure 28 show the response time from Post and Put requests 
respectively. We observe that in both cases, after having more than 75 devices 
sending requests in parallel the response time increases dramatically.  

 
Figure 27.  Post response time 

 
Figure 28. Put response time 
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On the contrary, the response time from Delete requests remained between 10 to 
15 milliseconds, regardless of the number of parallel requests that were sent. 

 
Figure 29. Delete response time 
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5 Conclusions and Future work 
We are still in an early stage of the development of mobile edge computing 
solutions, and there are still numerous efforts focused on the standardization of 
these technologies. This is of paramount importance, as otherwise there will exist 
multiple and not necessarily compatible solutions; this can lead to a fragmented 
marketplace that would fail to grow. It is also important that key industry 
players, such as network providers understand what are the benefits of opening 
their infrastructure to allow third parties to provide new services at the edge. 

Cloudlets constitute a disruptive approach in edge computing. Their ability to 
provide low latency access to highly distributed computing resources facilitates 
innovative service scenarios: like data processing and analytics in the case of IoT 
devices, smart city applications, and enhanced personal experiences as in the case 
of augmented reality. The potential marketplace for these services and their 
infrastructure is enormous and far-reaching.  

In the specific case of our cloudlet architecture, its ability of operating on any 
commodity hardware is a very attractive feature, allowing mobile developers to 
deploy highly scalable applications in a secure and highly customizable 
environment. 

During the deployment of our cloudlet prototype we understood the main 
differences between existing cloudlet solutions and the requirements that they 
have to fulfil when they are intended to be used for IoT devices and Wireless 
Sensor Networks (WSN). The most important requirement is that the cloudlet 
has to deal with data that come from an increasing number of devices. Existing 
cloudlet solutions present certain issues regarding scalability when they are 
intended to be used with a big number of devices. Therefore, we proposed the 
implementation of lightweight Docker containers, instead of VMs.	

The communication between clients and the cloudlet is also a very important, we 
explored the differences between one-to-one request/response and N-to-one 
publish/subscribe communications. We can conclude that using a combination of 
both communication patterns is the best option for our cloudlet architecture. A 
REST API is used in the case of requesting computing resources to the cloudlet, 
for data transfer we implemented the MQTT protocol, which makes our 
architecture loosely coupled and easy to extend.  

Finally, the user case itself is a very interesting tool that can be helpful to 
understand how the driving styles can affect the CO2 emissions from vehicles. 
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5.1 Future Work 
In this work we focused on the development of a single cloudlet that can provide 
computing resources in the form of lightweight containers, this also includes the 
selection of a communication protocol that facilitates the decoupling of every 
element involved. The next step on this work is to investigate the different 
strategies that can be followed to develop a system composed by multiple 
cloudlets.  

 
Figure 30. Multi cloudlet architecture 

5.1.1 Docker Orchestration 

Software systems evolve over time, and as the applications that are developed in 
the cloudlet grow, the need for an orchestration system is necessary. This is 
especially important in environments where multiple highly distributed 
computational resources are available. Hence, investigating and testing the 
different methods for orchestrating Docker that are available could be a very 
interesting topic for future work. 

It is clear that various orchestrating solutions exists, most of them focused on 
creating clusters, start containers on appropriate hosts and connect them 
together, and even provide methods of scaling and automatic failover [50]. Two 
of the most important are Kubernetes, and Swarm: 

Kubernetes is a system that coordinates Docker across multiple hosts and provides 
it with enhanced capabilities. Kubernetes can monitor the health of a container 
and restart it when it fails. Additionally, if a host fails, the management system 
can automatically reschedule work onto a different host.  
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Swarm is the native clustering tool for Docker. It can turn a pool of hosts running 
Docker into a single, virtual Docker host. Swarm uses the standard Docker API, 
meaning containers can be launched using regular Docker commands. 

5.1.2 Load balancing 

Using multiple cloudlet servers with load balancing instead of a single one can 
increase reliability and availability through redundancy. The idea is to implement 
a load balancer to distribute traffic to several cloudlet serves.  

Load balancing across multiple cloudlet instances can be a useful technique for 
ensuring fault-tolerant configurations, as well as optimizing resource utilization, 
reducing latency, and maximizing throughput. There are many load balancing 
mechanisms that can be used, such as round-robin, where the servers address 
requests in a round-robin fashion. 

5.1.3 Bridging Message brokers  

Bridges are a way for one MQTT broker to connect to another MQTT broker. In 
the case of Mosquitto, multiple connections to other brokers (bridges) can be 
configured. It has many configuration options for setting up bridges, including 
authentication, and SSL/TLS support. We can define a topic pattern to be shared 
between brokers. Any topics matching the pattern are shared.  

In this context, it would be important to define what kind of configuration would 
work better in order to scale up the MQTT Broker in a single cloudlet and also 
to allow having bridges in multiple cloudlets. 
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