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Abstract 

Möller, N., 2006. Safety and Decision-making. Theses in Philosophy from the Royal Institute of Technology 

n 12. 92 + viii pp. Stockholm ISBN 91-7178-272-9. 

 

Safety is an important topic for a wide range of disciplines, such as engineering, economics, 

sociology, psychology, political science and philosophy, and plays a central role in risk analysis and 

risk management. The aim of this thesis is to develop a concept of safety that is relevant for 

decision-making, and to elucidate its consequences for risk and safety research and practices.  

Essay I provides a conceptual analysis of safety in the context of societal decision-making, 

focusing on some fundamental distinctions and aspects, and argues for a more complex notion than 

what is commonly given. This concept of safety explicitly includes epistemic uncertainty, the degree 

to which we are uncertain of our knowledge of the situation at hand. It is discussed the extent to 

which such a concept may be considered an objective concept, and concluded that it is better seen 

as an intersubjective concept. Some formal versions of a comparative safety concept are also 

proposed. 

Essay II explores some consequences of epistemic uncertainty. It is commonly claimed that 

the public is irrational in its acceptance of risks. An underlying presumption in such a claim is that 

the public should follow the experts’ advice in recommending an activity whenever the experts have 

better knowledge of the risk involved. This position is criticised based on considerations from 

epistemic uncertainty and the goal of safety. Furthermore, it is shown that the scope of the 

objection covers the entire field of risk research, risk assessment as well as risk management. 

Essay III analyses the role of epistemic uncertainty for principles of achieving safety in an 

engineering context. The aim is to show that to account for common engineering principles we 

need the understanding of safety that has been argued for in Essays I-II. Several important principles 

in engineering safety are analysed, and it is argued that we cannot fully account for them on a 

narrow interpretation of safety as the reduction of risk (understanding risk as the combination of 

probability and severity of harm). An adequate concept of safety must include not only the 

reduction of risk but also the reduction of uncertainty. 
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Introduction 

Safety considerations are important in a wide range of disciplines. Risk 

assessment, risk management, risk perception and risk communication 

directly revolve around questions of safety. There is also a wide range of 

other disciplines where safety concerns are important: engineering, 

economics, sociology, psychology, political science and philosophy. It 

should therefore not come as a surprise that there are many different 

conceptions of safety. This is as it should be, since different aspects are 

more or less important depending on what our goals are. Depending on 

whether we are interested in how non-experts think about (“perceive”) risk 

and safety, or what role such concepts have in forming governmental 

policies, or how we should construct a bridge, we might expect quite 

different – yet hopefully related – conceptualisations of safety. 

That does not mean that all conceptualisations are equally good. Quite 

the opposite, since an understanding of a concept in one field often has a 

bearing on another, related field. This is especially true in such an 

interdisciplinary field as risk and safety research. Here, influences from 

many different disciplines come together, and it is of the outmost 

importance that the concepts we use are clear and adequate. When we set 

safety as a goal for our systems and processes, or claim that one type of 

technology is safer than another, we must ensure that the concepts that we 

use are the ones we should use. Otherwise we are not addressing the right 

question, and then the answer does not have the right significance. This is 

not only a logical possibility. In this thesis I claim that common conceptions 

of safety used in risk research and risk practice are deficient, and I develop a 

more adequate concept. Also, I point out some of the consequences of a 

better understanding of safety for risk and safety research and practices. 
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Aim and scope of the thesis 

The aim of this thesis is to develop a concept of safety that is relevant for 

decision-making, and to elucidate its consequences for risk and safety 

research and practices. Arguably, the concept of safety is important in 

decision-making, since concern about safety is a significant factor in many 

decision processes. 

The concerns on which I focus are primarily normative. In developing 

and defending a concept of safety, I argue for a certain understanding of 

how we should look at safety as opposed to “simply” how we do look at it. 

The conceptual analysis of safety is closely related to the use of this concept 

in decision-making. There are two basic approaches to this relation. 

According to one of them, safety is a factual concept much like length or 

mass. Whether something is more or less safe is analogous to whether one 

person is taller than the other: with careful measurement we can find the 

answer that is there. On such an understanding of safety, safety concerns 

can be treated as a factual input in the overall decision process. Risk and 

safety assessment can then be successfully isolated from the normative 

dimension of decision-making.1 According to the other approach to the 

relation between safety and decision-making, safety cannot be separated 

from the normative aspects of decision-making, since there are essential 

normative aspects already in the safety assessment. I argue for this second 

way of looking at the relation between safety and decision-making.2 

Decision theoretical background 

Several philosophical subdisciplines are relevant for questions regarding 

safety and decision-making. Since many questions about safety concern 

technological systems, hazardous substances etc, they involve scientific 

 
1 Cf. e.g. Ruckelshaus (1983) and the treatment in Mayo (1991), 252. 
2 Mainly in Essay II.  
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knowledge and are therefore of interest for philosophy of science.3 Moral 

philosophy deals with the “narrow” question of how to act, viz. how to act 

morally right. The growing sub-field of practical reasoning deals with how we 

should reason about what to do in more general terms (not exclusively 

dealing with the moral question).4 However, decision-making has most 

systematically been studied in decision theory. Several decision theoretical 

themes and concepts are highly relevant for the essays in the thesis, notably 

the conceptualisation of probability, epistemic uncertainty, and utility, as 

well as decision rules such as Maximising Expected Utility. In this section I 

will give a short introduction of these topics. 

Decision theory is an interdisciplinary field of inquiry of interest for 

mathematics, statistics, economics, philosophy and psychology. It covers a 

broad spectrum of questions involving decision-making, from experimental 

studies and theories of how we do in fact make decisions (descriptive decision 

theory) to theories about how we should make them (normative decision theory).5 

Even though the foundations were laid in the seventeenth and eighteenth 

centuries by authors such as Pascal, Bernoulli and Condorcet, modern 

decision theory dates to the twentieth century and gained in influence in the 

1950s and onwards.6 

A fundamental concern in decision theory is information on which 

decisions are made. Classical decision theory divides decision problem into 

different categories. One category is called decision under certainty. This is when 

we know what the outcome will be when we choose an alternative. Many 

decisions that we make are – or can at least be approximated as – decisions 

under certainty. If I have the desire for a mango and contemplate whether 

 
3 Even though most philosophers of science have been mainly interested in basic sciences 
such as physics – e.g. Kuhn ([1962] 1970), Lakatos and Musgrave (1970) – in the last 
decades there has been an interest in more applied areas as well. See for example Mayo 
and Hollander (1991). 
4 For a recent anthology, c.f. Millgram (2001). 
5 Cf. Resnik (1987) for an introduction to the field, and Gärdenfors and Sahlin (1988) for 
a comprehensive anthology focusing on Bayesian decision theory. 
6 Pascal (1670); Bernoulli (1738); Condorcet ([1793] 1847). 
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to go to my local supermarket to buy one, the decision may not be 

characterised as a decision under certainty, since the store is sometimes out 

of mangos. If I, on the other hand, call my friend that works there and get a 

positive answer that the store is full of them, I know the outcomes of my 

alternatives: a walk to the store, less money and a mango if I decide to go, 

and no walk, more money but no mango if I do not. 

There are many ways of categorising situations with less than certainty 

about the outcome. The modern point of departure here is the seminal work 

from 1921 by the economist Frank Knight.7 He made a distinction between 

on the one hand “measurable uncertainty” and on the other “something 

distinctly not of this character”.8 For the first kind he reserved the term 

“risk”. This kind, he claims, “is so far different from an unmeasurable one that 

it is not in effect an uncertainty at all”.9 For the other, “unmeasurable” kind, 

he reserved the term “uncertainty”. The entities referred to as measurable or 

unmeasurable are the probabilities of the different outcomes.10 

In effect, this categorisation remains the basic distinction still used. In 

their classical textbook, Duncan Luce and Howard Raiffa defines decision-

making under risk as when “each action leads to one set of possible 

outcomes, each outcome occurring with a known probability” and decision-

making under uncertainty “if either action or both has as its consequence a set 

of possible specific outcomes, but where the probabilities of these outcomes 

are completely unknown or not even meaningful”.11 

Decision under certainty, risk and uncertainty are the three basic categories 

in classical decision theory. As they have been described by Luce and Raiffa 

above, however, they are not exclusive. Our knowledge of the probability 

can be partially known. We may, for example, know that the probability that 

a chess game between Gary Kasparov and Viswanathan Anand will end by a 
 

7 Knight ([1921] 1957). 
8 Ibid, 20. 
9 Ibid. 
10 Ibid, ch. VII. 
11 Luce and Raiffa (1957). 
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tie or a win for Kasparov when he is holding the white pieces is, say, 60-70 

percent, without pretending that we know what they are exactly.12 Then we 

are not at all completely ignorant of the probabilities, but they are not 

known with total precision, either. Some textbooks, like David Resnik’s 

Choices, reserve the third category for when the probability of the outcomes 

is unknown or only partly known.13 I will use the concept decision under 

uncertainty in this latter construal, including partial as well as no knowledge of 

the probabilities.  

This distinction between decision under risk and decision under 

uncertainty is fundamental in classical decision theory, where the probability 

referred to is thought to be an objective concept, a property of the world 

itself.14 An alternative is to construe probability as a subjective concept. In 

Bayesian decision theory, probability is conceived of as a measure of the degree 

of belief that an agent has in a proposition or a state of affairs (such as, say, 

“it will rain tomorrow”). This is combined with a notion of utility into a 

sophisticated decision system. Frank Ramsey was the first to show that it is 

possible to represent the beliefs of an agent by a unique probability measure 

based on some rationality assumptions and assumptions on ordering of 

utilities.15 Authors such as de Finetti, von Neumann and Morgenstern, and 

Leonard Savage have suggested alternative axiomatisations and 

developments of Ramsey’s work.16 

On a Bayesian construal, all (rational) decisions are decisions under risk 

(known probabilities), since the rational decision-maker always, at least 

 
12 How to understand these types of statements is highly controversial in decision theory. 
Part IV of Gärdenfors and Sahlin (1988) deals with some suggestions as to conceptualise 
“unreliable probabilities”. 
13 Resnik (1987), 13-14. However, he somewhat confusingly calls this category for 
“decision under ignorance” and expression that is more commonly used to mark out the 
case when there is not even partial knowledge of the probability. I will stick to the more 
common term “uncertainty”. 
14 Relative frequencies or logical (”a priori”) probability. E.g. Knight ([1921] 1957), 214-
216, 223-224. 
15 Ramsey (1931). 
16 de Finetti (1937), von Neumann and Morgenstern (1944), and Savage ([1954] 1972). 
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implicitly, assigns a probability value to an outcome. Faced with new 

information, the agent may change her probability assessment (in 

accordance with Bayes’ theorem), but she always assigns determinable 

probabilities to all states of affairs. Critics, internal as well as external to the 

Baysian framework, have challenged the plausibility of this view. Daniel 

Ellsberg, Henry Kyburg, Isaac Levi, Gärdenfors and Sahlin and others have 

pointed out that there seems to be a significant difference between some 

decision situations that should be given the same probability distribution 

according to classical Bayesianism.17 The amount of knowledge may vary 

with the situation at hand, and this seems to be relevant for decision-

making. Judging situations such as coin-tossing and the likelihood of picking 

a red ball from an urn with a known configuration seems very different 

from judging whether a bridge will hold or what the weather will be like in 

Rome a month from now. Thus, there seems to be a difference in how 

certain we can be of the likelihood of an outcome depending on the 

information and situation at hand, i.e. there is an epistemic uncertainty that it 

may not be reasonable to reduce to a unique probability value. 

With the inclusion of epistemic uncertainty into the Bayesian framework 

the gap between classical decision theory and its Bayesian counterpart is 

considerably narrowed. One common problem is how to specify this 

epistemic uncertainty, the entity Knight described as “unmeasurable”. There 

has been a significant amount of work on trying to specify the notion in the 

literature, and in Section 4 of Essay I we provide a short overview. 

A central tenet in Bayesian decision theory, dominating also in classical 

decision theory, is the notion of Maximising Expected Utility. The common 

idea is that each outcome can be assigned a numerical value signifying the 

goodness of the outcome (the “utility”) as well as a probability value, and 

that the decision-maker should pick the alternative that has the largest sum 

 
17 Ellsberg (1961), Kyburg (1968), Levi (1974). Gärdenfors and Sahlin (1982). These 
articles and others dealing with ”unreliable probabilities” are collected in Gärdenfors and 
Sahlin (1988). 
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of the products of the utilities and the probabilities of outcomes. With the 

inclusion of epistemic uncertainty into the framework, this decision criterion 

has been questioned and others have been proposed.18 There is however a 

fundamental problem with utility ascriptions, namely the strong assumptions 

that must be in place in order for any criterion even remotely similar to the 

principle of maximising utility to be meaningful. It is quite easily shown that 

the utility numbers that are assigned to an outcome must conform to a 

cardinal scale. This means that we should not only be able to rank an 

outcome as better than another, but also tell how much better, viz. the 

magnitude of distances between them. This is an assumption that has 

received a great deal of criticism.19 

Most problems where safety is an issue should be considered as decision 

under various degrees of uncertainty. The possibility of a harmful event 

taking place is at the heart of the safety consideration. Therefore, it should 

not come as a surprise that probability as well as the comparison of utility 

(severity of harm) is important in risk and safety analysis. 

Preview of Essays I-III 

Essay I. The first essay of this thesis is written in collaboration with Sven 

Ove Hansson and Martin Peterson. It provides a conceptual analysis of 

safety in the context of societal decision-making, focusing on some 

fundamental distinctions and aspects, and argues for a more complex notion 

than what is commonly given. Although safety is a fundamental concept in 

societal decision-making, it is heavily under-theorised, seldom given any 

explicit definition or clear characterisation in the literature. When it is 

defined, however, it is often as the antonym of risk, an analysis we deem 

unsatisfactory. We propose an understanding of safety that explicitly 
 

18 Cf. Gärdenfors and Sahlin (1982) for an example as well as comparisons with earlier 
attempts. 
19 Apart from criticism regarding the possibility for one agent of comparing outcomes, 
there is the question of how to compare utilities among different agents. This is known as 
the problem of interpersonal comparisons. Cf. Harsanyi (1976), Sen (1970) and Weirich 
(1984) for some influential views on the subject. 
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includes epistemic uncertainty, the degree to which we are uncertain of our 

knowledge of the situation at hand. We also discuss the extent to which 

such a concept may be considered an objective concept, and conclude that it 

is better seen as an intersubjective concept. We end by proposing some 

formal versions of a comparative safety concept. 

By discussing the distinctions between absolute and relative safety and 

that between objective and subjective safety, an initial clarification of the 

concept is reached. All combinations of these have their usage and our 

conclusion is rather that it is more important to keep them apart than to use 

only one of them. In most societal applications, however, reference seems to 

be made to the objective safety concept (often in its relative form, allowing 

safety to be a matter of degree). 

We then analyse safety in terms of another important concept, risk. 

Safety is often characterised as the antonym of risk, such that if the risk is 

low then the safety is high and vice versa, where risk is construed as the 

combination of probability of a harmful event and the severity of its 

consequences.20 We criticise this understanding of safety by pointing to the 

importance of epistemic uncertainty for safety – which is construed broadly, as 

an uncertainty of the probabilities as well as the uncertainty of the severity 

of the harmful events – concluding that a concept of safety relevant for 

decision-making should acknowledge this aspect and thus include it in the 

characterisation of safety. We also give an overview of the discussion of 

uncertainty about probability ascription. 

Our characterisation of safety thus includes three aspects: harm, 

probability and epistemic uncertainty. Another potential component of the 

safety concept is then considered, viz. control. There is a connection between 

the degree to which the agent is able to control an outcome and her 

perceived safety. However, emphasis on the objective safety concept for 

societal decision-making reveals that there is no general connection between 

 
20 Normally as the product of the probability and the severity of the harmful event. 
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control and safety in the relevant interpretations of the concept: sometimes 

less control enhances safety, sometimes the opposite is true. Control is thus 

only an apparent aspect of safety. 

A strictly subjective notion of safety cannot be very useful in societal 

decision-making, but on the other hand an objective safety concept is not 

easy to construe. Particularly regarding the aspect of harm, with an essential 

value-ladenness, but also regarding probability and epistemic uncertainty, it 

is hard if not impossible to reach an objective standard. What we can argue 

for is instead an intersubjective concept, with an independence from pure 

agent-subjectivity, relying on intersubjective values (in the case of harm) and 

the best available expert judgements (in the case of probability and 

uncertainty). 

We end the essay with some formal definitions showing a way of 

including an interpretation of uncertainty as degrees of confidence. 

 

Essay II. The second essay of the thesis explores consequences of 

epistemic uncertainty for the areas of risk and safety. It is a common 

opinion in risk research that the public is irrational in its acceptance of risks. 

An underlying claim, implicit or explicit, is that the public should follow the 

experts’ advice in recommending an activity whenever the experts have 

better knowledge of the risk involved. (I call this the Expert Argument.) I 

criticise this claim based on considerations from epistemic uncertainty and 

the goal of safety. I also argue that many of the attitudes of the public are 

reasonable for the same reasons that make the argument invalid. 

Furthermore, I show that the scope of the objection covers the entire field 

of risk research, risk assessment as well as risk management. 

After introducing the Expert Argument, I review some of the empirical 

results from studies of risk perception, sorting out the type of beliefs and 

dispositions in public perception that signal a discrepancy from what is 

know about risks. For several findings I agree that they signal a discrepancy. 

However, from these cases it is premature to conclude that the dispositions 
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of the public in matters of risk in general are unreliable. I claim in particular 

the reasonableness of two alleged discrepancies, Consequence Dominance (the 

perceived severity of the harmful consequence is the predominant factor 

that determines whether an activity is accepted or rejected) and Value 

Asymmetry of Safety (avoiding bad outcomes is much more important than 

receiving good ones). 

To evaluate the claim of the Expert Argument, I use the common 

understanding of risk as the statistical expectation value of the severity of a 

harmful outcome. Such an interpretation depends on very strong premises. 

Here I can grant them, however, since I show that even with such strong 

premises, the Expert Argument is invalid. I argue that decisions regarding 

risks in the relevant context are decisions regarding safety, and as such 

considerations about epistemic uncertainty are vital (a main conclusion of 

Essay I). Even if the risk is judged to be small, it is not safe unless the 

epistemic uncertainty is sufficiently small as well. The vital concern is not 

whether the expert knowledge of the risk is the best one available, but 

whether that knowledge is good enough. 

I then show that the invalidity of the expert argument is more than a 

logical possibility by defending the Consequence Dominance. I argue for the 

plausibility of the Consequence Dominance trough connecting it to (and 

arguing for) what I call the Knowledge Asymmetry of Safety: 

In general, the lower the probability of a harmful event is estimated to 

be, the higher is the epistemic uncertainty about the severity of harm 

as well as its probability. However, the uncertainty regarding 

probability increases more than the corresponding uncertainty about 

the severity of harm. 

Finally, I show that the scope of the Expert Argument does not limit itself 

to risk management only but is evident also in risk assessment. The natural 

objection against this conclusion is that the Expert Argument explicitly 

mentions the recommendation of the experts and the purpose of risk 
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assessment is not to make any recommendations but merely to state the 

scientific facts of the matter. However, epistemic uncertainty is an important 

decision factor in the scientific process of risk assessment and this has a 

different relevance in risk assessment than for science in general since these 

two activities have different goals. The main goal of science is to gain 

knowledge of the world, and it may be argued that there are acknowledged 

methods of handling different grades of epistemic uncertainty, since there 

are certain epistemic values integral to the entire process of assessment in 

science. For risk assessment, however, the goal is safety. There is reason to 

consider a potential harm relevant to risk assessment, even if the “purely” 

scientific case cannot (as of yet) be made. Therefore, since there is no 

possibility of “insulating” risk assessment from epistemic uncertainty and 

thus the kind of normative aspects we recognised in risk management, the 

objections to the Expert Argument based on considerations of epistemic 

uncertainty are relevant also for risk assessment. 

 

Essay III. The final essay, written in collaboration with Sven Ove Hansson, 

analyses the role of epistemic uncertainty for principles and techniques of 

achieving safety in an engineering context. The aim of this esssay is to show 

that to account for common engineering principles we need the 

understanding of safety that has been argued for in the previous essays. On 

a narrow risk reduction interpretation of safety (understanding risk as the 

combination of probability and severity of harm) we cannot fully account 

for these principles. This is not due to deficiencies of those principles, 

however, but due to a shortcoming in the capability of the theoretical 

framework to capture the concept of safety. An adequate concept of safety 

must include not only the reduction of risk but also the reduction of 

uncertainty. 

After giving an initial theoretical background, we analyse the principles 

and methods put forward in the engineering literature (giving a list of 24 
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principles of various levels of abstraction in Appendix 1). These principles 

are divided into four categories: 

(1) Inherently safe design. Minimizing inherent dangers in the process as far as 

possible. This means that potential hazards are excluded rather than just 

enclosed or otherwise coped with. Hence, dangerous substances or 

reactions are replaced by less dangerous ones, and this is preferred to 

using the dangerous substances in an encapsulated process. 

(2) Safety reserves. Constructions should be strong enough to resist loads and 

disturbances exceeding those that are intended. A common way to obtain 

such safety reserves is to employ explicitly chosen, numerical safety 

factors. 

(3) Safe fail. The principle of safe fail means that the system should fail 

“safely”; either the internal components may fail without the system as a 

whole failing, or the system fails without causing harm. For example, fail-

silence (also called “negative feedback”) mechanisms are introduced to 

achieve self-shutdown in case of device failure or when the operator loses 

control. 

(4) Procedural safeguards. Procedures and control mechanisms for enhancing 

safety, ranging from general safety standards and quality assurance to 

training and behaviour control of the staff. One example of such 

procedural safeguards is regulation for vehicle operators to have ample 

time between actual driving in order to prevent fatigue. Frequent training 

and checkups of staff is another. Procedural safeguards are important as a 

‘soft’ supplement to ‘hard’ engineering methods. 

Focusing mainly on the first three (more technical) covering principles, it is 

concluded that the principles and methods of engineering safety are best 

understood as methods that reduce uncertainty as well as risk. This has 

important implications for the role of probabilistic risk analysis in 
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engineering contexts: it may be an important tool for safety, but it is not the 

final arbitrator since it does not deal adequately with issues of uncertainty.21 

 
21 I would like to thank Sven Ove Hansson, Martin Peterson, Rikard Levin, Lars 
Lindblom, Kalle Grill and Per Wikman-Svahn for their helpful comments on drafts of this 
introduction. 
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