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Abstract
The delay Lyapunov equation is a matrix boundary value
problem arising in the characterization of many properties
of time-delay systems, for example stability analysis. Its
numerical treatment is challenging. For the special case
of single-delay systems, a new algorithm based on a delay
free formulation has recently been proposed. Using this
formulation it is possible to obtain a linear system of equa-
tions with an equivalent solution. This linear system can
be solved with GMRES or a similar iterative method, thus
allowing to efficiently solve large-scale problems. In addi-
tion to the preconditioner proposed in the literature, on
the basis of solving a T-Sylvester equation, a new precon-
ditioner for this iterative method is derived here. It uses
the diagonals of the time-delay system’s n × n state ma-
trices to compute an approximation of the action of the
n2 × n2 matrix associated to the linear system. Computa-
tional cost and convergence of this new preconditioner are
investigated and proved. Examples for its efficiency under
certain conditions are given and it is compared to the pre-
conditioner from the literature. A pseudospectral analysis
of the corresponding operators is conducted to get a better
understanding of the convergence of both preconditioners.
Several ways to obtain pseudospectra based convergence es-
timates are presented and their descriptiveness for different
types of problems is discussed.





Referat

Iterativa metoder och konvergens för 
lyapunovekvationen för tidfördröjningssystem

Lyapunovekvationen för tidsfördröjningssystem är ett 
matrisrandvärdesproblem och är viktigt för att karakterise-
ra tidsfördröjningssystem, till exempel igenom stabilitets-
analys. Denna ekvationen är svår att lösa numeriskt. För 
specialfallet med bara en fördröjningsterm har en ny algo-
ritm baserad på en fördröjningsfri formulering föreslagits. 
Använder man denna formulering är det möjligt att få ett 
linjärt system av ekvationer med en ekvivalent lösning. Det-
ta system kan lösas med en effektiv metod för storskaliga 
problem som GMRES eller någon liknande iterativ metod. 
Förutom den förkonditionerare some föreslagits in literatu-
ren, som är baserad på att lösa en T-Sylvester ekvation, 
härleds här en ny förkonditionerare. Den använder diago-
nalerna av tidsfördröjningssystemets n × n statusmatriser 
för att beräkna en uppskattning av verkningen av n2 × n2 

matrisen associerad med det linjära systemet. Beräknings-
kostnader och konvergens av denna nya förkonditionerare 
undersöks och bevisas. Dessutom genomförs en analys som 
bygger på pseudospectra av båda förkonditionerares tillhö-
riga operatorerna för att få en bättre förståelse av deras 
konvergens. Flera sätt för att uppnå pseudospectrabaserad 
konvergensuppskattningar presenteras. En analys genom-
förs för att visa hur väl uppskattningarna beskriver konver-
gensen.
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Chapter 1

Introduction

1.1 Motivation

Growing availability of computational resources has significantly increased interest
in a whole new field of algorithms and methods. Both large-scale systems and su-
percomputers in computational centers, but also a smaller ones, such as common
desktop PCs have become much more powerful. Hence simulations and numerical
methods have become applicable with reasonable time and cost and are now popular
tools in many engineering areas. An important example from the context of sys-
tems and control is the Lyapunov equation, which is important to determine a sys-
tem’s stability. State-of-the-art algorithms, most prominently the Bartels-Steward
method [1] and Krylov methods, see for example [17], [32] and [15], provide effective
solutions for this problem on a large scale. In the case of a systems with time-delay
a similar approach is applicable for stability analysis which requires a solution for
the time-delay Lyapunov equation. This a rather intricate and computationally
complex problem for which Jarlebring and Poloni in [20] recently proposed a new
algorithm applicable for single-delay systems. Here this approach is explained and
extended by an additional preconditioner. Furthermore we characterize the result-
ing operators using a pseudospectral analysis.

1.2 Outline

This thesis is arranged in three parts. The first part contains definitions and equa-
tions from linear algebra that form the basis for the methods applied later on.
Properties of vectorization of matrices and Kronecker products are given and ma-
trix equations are introduced. Furthermore the GMRES algorithm is described in a
summarizing matter in Chapter 3 as it is the central method used in the following.

In the second part the time-delay Lyapunov equation and its meaning are intro-
duced. Subsequently a solution procedure for a special case, the linear single-delay
problem, as presented in [20] is explained. This algorithm uses a time-delay free
formulation to obtain an operator such that a solution equivalent to the one of the
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CHAPTER 1. INTRODUCTION

original Lyapunov equation can be obtained by solving a matrix equation or, after
vectorization, an ordinary linear system in standard form. Chapter 5 introduces the
preconditioner developed in [20], which is based on solving a T-Sylvester equation.
Another preconditioner, utilizing diagonal matrices, is developed in Chapter 6. A
convergence bound is proved and examples are given to illustrate its advantages and
weaknesses.

For both preconditioners the convergence bounds that are presented in part
II are not as sharp as might be desired for convergence predictions. Therefore in
the third part pseudospectral bounds are applied in an attempt to achieve sharper,
more descriptive numerical estimates. To begin with, pseudospectra are defined and
characteristics that are exploited in the following are denoted. Chapter 8 introduces
several convergence bounds for GMRES along with common approximations that
are used when applying them. In the following chapter, Chapter 9, these bounds
are then applied to selected examples of the preconditioned systems from part II.
Value and significance of the thus obtained convergence estimates are being dis-
cussed and occurring problems are highlighted. Finally Chapter 10 deals with the
implementation used to obtain the results presented in the previous section. Sev-
eral issues, such as high computational cost and restricted resolution, had to be
dealt with, which might to a certain extend have influence on the obtained results.
Therefore these practical aspects should be considered when trying to understand
the behavior shown in Chapter 9.

1.3 Scientific contributions of this thesis
Several of the theoretical and computational results presented in this thesis are to
the author’s knowledge not previously known. These include

• the diagonal-based preconditioner in Chapter 6;

• the convergence proofs of the diagonal-based preconditioner, in particular The-
orem 6.3; and

• the computational and theoretical characterization of the convergence of GM-
RES for the considered operator, particularly Lemma 8.1 which characterizes
outliers.
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Basics
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Chapter 2

Matrix operators and matrix equations

This chapter defines concepts such as Kronecker products and vectorization as well
as norms as they will be used in the following and gives an overview of important
properties. These are required in the derivation and definition of the operators
in part II and the corresponding convergence proof. Furthermore specific matrix
equations fundamental throughout this thesis are introduced.

2.1 Vectorization operator and Kronecker products
Let A be a m × n matrix. Then the vectorization operator stacks the columns of
A one under each other,

A =

a11 . . . a1n

. . .
. . . . . .

am1 . . . amn

 vec A =



a11
...

am1
a12
...

am2
...

amn


The vectorization operator is liner, it holds

vec(A + B) = vec A + vec B (2.1)
vec(αA) = α vec A (2.2)

Definition 2.1 (Kronecker product, [26])
Let A ∈ Rm×n and B ∈ Rp×q, i.e. two matrices of arbitrary size. Then the
Kronecker or tensor product of A and B is defined as

A⊗B =

a11B . . . a1nB
... . . . ...

am1B . . . amnB

 ∈ Rmp×nq (2.3)
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CHAPTER 2. MATRIX OPERATORS AND MATRIX EQUATIONS

From this definition it follows easily that the Kronecker product is bilinear and
associative, it holds [2]

(A + B)⊗C = (A⊗C) + (B⊗C) (2.4)
A⊗ (B + C) = (A⊗C) + (B⊗C) (2.5)
A⊗ (B⊗C) = (A⊗B)⊗C (2.6)

(kA)⊗B = A⊗ (kB) = kA⊗B (2.7)
(A⊗B)T = AT ⊗BT (2.8)

This last property means that if A and B are symmetric, then so is A⊗B.
Another important relation is the mixed-product property.

Theorem 2.1 (Mixed product property, [2])
Let A, B. C, D be such that the matrix products AC and BD are defined. Then
the matrix product of Kronecker products is equal to the Kronecker product of
matrix products,

(A⊗B)(C⊗D) = AC⊗BD (2.9)

This property can be used to derive the eigenvalue decomposition of A⊗B from
the eigenvalues of A and B.

Theorem 2.2 ([26])
Let λi, i = 1, ..., n be the eigenvalues of A ∈ Rn×n and µj , j = 1, ...,m the eigen-
values of B ∈ Rm×m. Then A⊗B has the mn eigenvalues

λ1µ1, ..., λ1µm, λ2µ1, ..., λ2µm, ..., λnµm

Moreover, if xk, k = 1, ..., p are linearly independent eigenvectors of A corresponding
to λk and zl, l = 1, ..., q are linearly independent eigenvectors of B corresponding
to µl, then xk ⊗ zl are linearly independent eigenvectors of A⊗B corresponding to
λkµl.

The eigenvalues of the Kronecker product A⊗B are the products of the eigen-
values of A and B, the corresponding eigenvectors are the Kronecker product of
eigenvectors of A and B. The basic idea of the proof is to use the Kronecker product
of A and B multiplied by their eigenvectors together with eq. (2.9)

(A⊗B)(xk ⊗ zl) = λkµl(xk ⊗ zl) = Axk ⊗Bzl = λkxk ⊗ µlzl = λkµl(xk ⊗ zl)

Definition 2.2 (Kronecker sum, [26])
Let A ∈ Rm×n and B ∈ Rp×q. The Kronecker sum of A and B is defined as

A⊕B = (Im ⊗A) + (B⊗ In) (2.10)

Equivalent definitions holds if A and B are complex matrices.
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Using Kronecker products, we can derive some useful identities for vectorized
expressions. For any u, v ∈ Rn we have

vec(uvT ) = v⊗ u (2.11)

Furthermore, for matrices A, X, B of combatible size, it holds [2]

vec(AXB) = (BT ⊗A) vec X (2.12)

For products of only two matrices it follows from eq. (2.12) that

vec(AB) = (I⊗A) vec B = (BT ⊗ I) vec A (2.13)

Definition 2.3 (Perfect shuffle, [39])
Let p and q be positive integers, r = pq and Ir the r × r identity matrix. Then the
r × r matrix

Sp,q =


Ir(1 : q : r, :)
Ir(2 : q : r, :)

...
Ir(q : q : r, :)


is called (p, q) perfect shuffle.

The MATLAB “colon notation”. is used here to denote submatrices. There exist
numerous connections between perfect shuffle and Kronecker product. In particular
it holds [39] that if A ∈ Rm×n and B = AT , then

vec(B) = Sm,n · vec(A) (2.14)

Effectively the shuffle operator splits vec A into the m original columns again and
then in turn takes one element from each column until the transposed matrix is
assembled.

2.2 Matrix norms
Definition 2.4 (Matrix norm, [16])
A matrix norm is a family of functions ‖ · ‖ : Km×n → R which satisfies for all
A,B ∈ Km×n and scalars α ∈ K

Positive definiteness: ‖A‖ ≥ 0 and ‖A‖ = 0⇔ A = 0
Homogeneity: ‖αA‖ = |α|‖A‖
Triangle inequality: ‖A + B‖ ≤ ‖A‖+ ‖B‖

and for matrices A, B compatible for matrix multiplication

Consistency: ‖AB‖ ≤ ‖A‖‖B‖

7



CHAPTER 2. MATRIX OPERATORS AND MATRIX EQUATIONS

In the following we will specifically use two different norms, the operator norm
induced by the two norm ‖ · ‖2 and the Frobenius norm.

Definition 2.5 (Induced matrix norm, [37])
Given a vector norm ‖ · ‖ on Kn, the corresponding induced matrix or operator
norm is defined as

‖A‖ := sup
x∈Kn,x 6=0

‖Ax‖
‖x‖

= sup
x∈Kn,‖x‖=1

‖Ax‖

In the specific case of ‖ · ‖ = ‖ · ‖2, also called spectral norm, this means

‖A‖ := sup
x∈Kn,‖x‖2=1

‖Ax‖2 = √ρmax

where ρmax is the largest eigenvalue of A∗A. In the following, ‖ · ‖ denotes the
matrix-two norm if not explicitly stated otherwise.

Definition 2.6 (Frobenius norm, [37])
Let A ∈ Km×n. Then

‖A‖F :=

√√√√ m∑
i=1

n∑
j=1
|aij |2

Specifically, this means ‖A‖F = ‖ vec A‖2.
The 2-norm and the Frobenius norm are equivalent, for A ∈ Km×n it holds [16, p.
37-5, Fact 8]

‖A‖ ≤ ‖A‖F ≤
√
n‖A‖ (2.15)

Whenever A and B are compatible for matrix multiplication, it holds [16, p. 37-5,
Fact 10]

‖AB‖F ≤ ‖A‖F ‖B‖ ‖AB‖F ≤ ‖A‖‖B‖F (2.16)

For Kronecker products, we can show

‖A⊗B‖ = ‖A‖‖B‖ (2.17)

Proof: From eq. (2.8) and eq. (2.9) it follows

(A⊗B)∗(A⊗B) = (A∗ ⊗B∗)(A⊗B) = A∗A⊗B∗B

Now we apply theorem 2.2, thus obtaining

‖A⊗B‖2 = max ρ(A∗A⊗B∗B) = max(ρ(A∗A)) ·max(ρ(B∗B)) = ‖A‖2‖B‖2

An important special case of eq. (2.17) is

‖I⊗A‖ = ‖A⊗ I‖ = ‖A‖ (2.18)
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2.3 Some important matrix equations
In contrast to linear systems in standard form, that is systems of the form

Ax = b

where A ∈ Rn×n and x,b ∈ Rn, this section covers linear matrix equations where
in general all variables are square matrices. Three specific cases of such equations
are introduced and conditions for their solvability are given.

2.3.1 Sylvester and Lyapunov equation
The linear matrix equation

AX + XB = C (2.19)
where A ∈ Rn×n,B ∈ Rm×m and C ∈ Rn×n is called a Sylvester equation. The
Lyapunov equation is a special case of the Sylvester equation, obtained by taking
B = AT , i.e.

AX + XAT = C (2.20)
These equations might be the most familiar problems in numerical linear algebra

where Kronecker products arise. Vectorizing eq. (2.19) and applying eq. (2.13) shows
that finding X according to eq. (2.19) is equivalent to solving the linear system [39]

(In ⊗A + B⊗ Im) vec(X) = (A⊕B) vec(X) = vec(C)

This representation allows to easily derive the following theorem regarding existence
and uniqueness of the solution of eq. (2.19).

Theorem 2.3 (Existence and Uniqueness of Solution, Sylvester equation, [2])
The Sylvester equation, eq. (2.19), has a unique solution if and only if A and −B
have no common eigenvalue, i.e. if σ(A) ∩ σ(−B) = ∅

For the Lyapunov equation, the condition in Theorem 2.3 is fulfilled if for all
eigenvalues λi, i = 1, ..., n of A λi 6= −λj∀j = 1, ..., n.

2.3.2 T-Sylvester equation
The so-called T-Sylvester equation is given by

AX + X∗B = C (2.21)

where A,B,C ∈ Cn×n. In contrast to eq. (2.19) we here have the (conjugate)
transposed of X in the second term.

Let ? denote either the transposed T or the conjugate transposed ∗. A set of
complex numbers {λ1, ..., λn} ⊂ C is called ?-reciprocal free if λi 6= 1/λ?j for any
1 ≤ i, j ≤ n. Note that λ? is either λTj = λj or λ∗j = λ̄j [5].
Let A,B ∈ Cn×n. The corresponding matrix pencil (A,B), i.e. the family of
matrices A− λB is called regular if det(A− λB) 6= 0 for at least one λ ∈ C [16, p.
15-10].

9



CHAPTER 2. MATRIX OPERATORS AND MATRIX EQUATIONS

Theorem 2.4 (Existence and Uniqueness of Solution, T-Sylvester equation, [25])
The T-Sylvester equation eq. (2.21) has a unique solution X for each right hand
side C if and only if the pencil A− λB? is regular and

• if ? = ∗, if the spectrum of (A,B∗) is reciprocal free

• if ? = T , if the spectrum of (A,BT )\{1} is reciprocal free and if 1 is an
eigenvalue it has algebraic multiplicity 1.

10



Chapter 3

GMRES

Let A ∈ Cn×n denote a non-singular matrix and b ∈ Cn a vector, defining a linear
system of equations

Ax = b .
The exact solution to this system is denoted by x∗ = A−1b. An efficient way
to solve such a system, assuming it is a large-scale one, is by applying a Krylov
subspace method. The k-th Krylov subspace determined by a matrix A and a
vector b is defined as Kk(A,b) = span{b,Ab, ...,Ak−1b}. The general idea of a
Krylov-subspace method is a projection of the problem onto a (lower-dimensional)
Krylov-subspace. Thus the original problem is reduced to a sequence of matrix
problems starting with dimension 1 and increasing with the number of iterations
[37]. After n iterations the original problem is solved and an exact solution is
obtained theoretically. However, in practice numerical inaccuracies might prevent
that. In many cases, though, a sufficiently accurate approximate solution is achieved
at an earlier iteration and the method is stopped. Krylov-subspace methods can be
counted among the most important algorithms of the 20th century [6].

One of the most common methods for solving non-symmetric linear systems
is the Generalized Minimal Residual method (GMRES), a special kind of Krylov-
subspace method. In step k of this algorithm an approximation vector xk ∈ Kk is
generated such that it minimizes the 2-norm of the residual rk = b−Axk,

‖rk‖2 = ‖Axk − b‖2 = min
x∈Kk(A,b)

‖Ax− b‖2 (3.1)

This minimization of the residual norm is equivalent to solving a least squares
problem for x. Using the Arnoldi-factorization (see [16, p.41-8]),

AQn = Qn+1Hn

allows for explicit solving of the minimization problem. Qk and Hk are therefore
generated via the Arnoldi method. The columns of Qk span the Krylov subspace
Kk, H is an upper Hessenberg matrix. It holds [37]

min
x∈Kk(A,b)

‖Ax− b‖2 = min
y∈Ck

‖Hky− ‖b‖e1‖2 . (3.2)

11



CHAPTER 3. GMRES

Algorithm 1 GMRES [37]
Input: matrix A (or f(x) = Ax), right-hand side b

1: Set inital q, q1 = b/‖b‖
2: for k = 1, 2, ... do
3: k-th step of Arnolid iteration to get Qk+1, Hk

4: find y that minimizes ‖rk‖ = ‖Hky− ‖b‖e1‖2
5: xk = Qky
6: end for

This means that the core of the GMRES method is the Arnoldi process, which
is applied to generate an orthonormal basis for the current subspace. Then the
approximation xk is computed by solving the minimization problem in the right-
hand side of eq. (3.2), compare algorithm 1. As the Arnoldi process uses the matrix
A only in matrix vector products, it is actually sufficient to provide a function or
operator f(x) = Ax instead of the explicit matrix A.

Another way to see GMRES is as a polynomial approximation problem in P0
n,

the space of polynomials p of degree at most n with p(0) = 1. Any vector x ∈ Kk
is a linear combination of the basis vectors of Kk, thus it holds

x = α0b + ...+ αk−1Ak−1b = q(A)b

where q(z) = q0 + ...+ qnz
n−1 is a polynomial of degree n− 1. Using this, one can

represent the residual rk ∈ Kn in terms of a matrix-polynomial of degree n, as

rk = b−Axk = r0 −Aqk(A)r0 = p(A)r0 (3.3)

with p(z) = 1 − z q(z). Minimization of the residual norm then means finding the
polynomial in P0

k that minimizes ‖p(A)r0‖

‖rk‖ = min
p∈Pk,p(0)=1

‖p(A)r0‖ (3.4)

3.1 Preconditioning
To improve the performance of iterative methods when solving linear systems of
equations one typically applies a preconditioner. That is a matrix M or corre-
sponding operator, designed in such a way that when multiplying A by the inverse
of M, the resulting matrix has better properties with respect to the iterative method
then the original matrix. Those properties are, for example, eigenvalues or singular
values.

Usually one distinguishes between left-preconditioning, which means solving the
system

M−1Ax = M−1b
and right-preconditioning, that is

AM−1y = b, Mx = y

12
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Both kinds are used in practice, sometimes even both at once [37]. Depending on the
properties of A there might be further strategies one can apply. Finding a favorable
M-matrix can in practice be rather difficult. Depending on the type of A-matrix,
there are some common algorithms for doing so. Those include for example for
sparse matrices the incomplete LU decomposition, where L and U are chosen to be
an approximate LU-factorization of A, A ≈ LU, but with more favorable sparsity
pattern, and then M = LU is used for preconditioning. Another typical methods
are the incomplete Cholesky decomposition for symmetric positive definite matrices
or multigrid preconditioning for problems arising from partial differential equations
discretized on grids [16].

In many cases, however, those general strategies are not applicable or do not
achieve the best possible results. Then it might be better to apply a method custom-
made for that specific kind of problems. To find these special preconditioners is a
topic that many researchers in more applied fields are working on. Very roughly
speaking, a suitable matrix M is close enough to A to significantly improve the
problem’s characteristics but sparse or structured enough that applying the precon-
ditioner is significantly cheaper than solving the original problem. Furthermore it
might be desirable to not have to construct M and A explicitly but to only work
with operators. This is a lot more memory efficient and in the case where the prob-
lem is defined in terms of an operator instead of an explicit matrix A saves a lot of
(computational) work.

13





Part II

The Delay-Lyapunov equation with
preconditioning
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Chapter 4

The time-delay Lyapunov equation

After a short introduction to control systems that presents the utilized terms and
notation, the concept of stability of time-delay systems is spelled out in this chapter.
In the stability analysis of these systems arises the delay-Lyapunov matrix. The
corresponding conditional equations are given as well as further application fields of
this matrix. Subsequently we turn to the specific problem that is treated in the fol-
lowing chapters, the single-delay case. The associated conditions and the obtainable
delay-free formulation thereof are addressed. It is shown that a matrix operator can
be used to obtain an equivalent solution from a linear system in standard form.

4.1 Stability of time-delay systems
In the following we advance from a general notation of control systems to time-delay
systems and introduce the associated stability concepts and ways to analyze them.

4.1.1 A short introduction to control systems

A common way of representing control systems is the use of so-called state-space
models. The dynamics of the system is described in terms of an ordinary differential
equation

ẋ = F (t, x, u) (4.1)

where u is the input vector of the system, containing the control variables u1, u2, ..., un
and x is the vector of state variables x1, x2, ..., xm. The control system Σ then is
defined by the state equation

Σ(M,U,U , F ) : ẋ = F (t, x, u), x ∈M,u ∈ U (4.2)

M = Rm is the state space, U ⊆ Rn the control set and U the set of admissible
inputs [30] .

A special case of state space models are linear time-invariant input-output mod-
els. In general both discrete and continuous forms of these models can be discussed.
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CHAPTER 4. THE TIME-DELAY LYAPUNOV EQUATION

Here we restrict ourselfs to continuous time systems, whose basic form is described
by the system of first-order matrix differential equations

ẋ(t) = Ax(t) + Bu(t) x(t0) = x0

y(t) = Cx(t) + Du(t)
(4.3)

The r-dimensional vector y(t) here represents the observed outputs of the system
[4]. Analogous to the system vectors, A ∈ Rm×m is called state matrix, B ∈ Rm×n
is the input matrix and C ∈ Rr×m the output matrix. D is the direct transmission
matrix and is assumed to be zero in most cases. As we consider time-invariant
systems, only the vectors x, u and y depend on the time, all matrices are time
independent.

Theorem 4.1 (Continuous-Time State-Space Solution, [4])
The solutions of the continuous-time dynamical equations eq. (4.3) are given by

x(t) = eA(t−t0)x0 +
∫ t

0
eA(t−s)Bu(s)ds

y(t) = CeA(t−t0)x0 +
∫ t

0
CeA(t−s)Bu(s)ds+ Du(t)

(4.4)

where eA represents the matrix exponential, generally defined as

eA =
∞∑
k=0

1
k!A

k (4.5)

If u(t) = 0, then the state at a certain point of time t ≥ t0, can be obtained from
the state at any other time, t1 ≥ t0, by multiplication by the state matrix e(t−t1)A.
This allows to assume t0 = 0 without loss of generality.

A well known simple special case of eq. (4.3), that will also be required later on,
is the uncontrolled linear dynamical system

ẋ = Ax x(0) = x0 (4.6)

The general solution to this problem is, according to eq. (4.4), given by

x(t) = eAtx0 (4.7)

4.1.2 Time-delay systems
In contrast to ordinary control systems, time-delay systems depend not only on
the current values of the state variables, but also on past ones. They are therefore
sometimes also called systems with aftereffect. To describe them precisely it is
necessary to use functional differential equations. That means that they are infinite-
dimensional, which makes their treatment more complex than the one of ordinary
differential equations. A proper state of a time delay system is a function [14]

xt : [−τ, 0]→ R : xt(θ) = x(t+ θ), θ ∈ [−τ, 0] .
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Assuming there is a maximum delay h, which is the case in many systems, one
is interested in the set of continuous functions mapping [−h, 0] to Rn, denoted by
C([−h, 0],Rn) [41]. Consider a general retarded functional differential equation,

ẋ(t) = f(t, xt) t ≥ t0 (4.8)

where f : R × C[−h, 0] → Rn is continuous in both arguments and, to guarantee
uniqueness of the solution, locally Lipschitz continuous in the second argument.
The derivative of the state variable x at a point of time t depends on t and x(ξ)
with t − h ≤ ξ ≤ t. Furthermore it is necessary to specify the initial value of x(t)
on an interval of length h,

x(t0 + θ) = Φ(θ), −h ≤ θ ≤ 0 or short: xt0 = Φ

where Φ ∈ C is given [41].
To guarantee that eq. (4.8) has a trivial solution x(t) ≡ 0 it is furthermore

assumed in the following that f(t, 0) = 0.

4.1.3 Stability

Generally speaking, stability of a control system means its ability to return to a
state of equilibrium after a perturbation caused by an external influence. As any
non-trivial solution y(t) of eq. (4.8) can be transformed to a trivial one by a change
of variable, it is sufficient to analyze the stability of the trivial solution of a system.

Definition 4.1 (Stability of a time-delay system[14], [41])
The trivial solution of eq. (4.8) is

• uniformly (in t0) stable, if for all t0 ∈ R and for all ε > 0 there exists a
δ(ε) > 0 such that

‖xt0‖C < δ(ε) ⇒ |x(t)| < ε ∀t ≥ t0 .

where ‖ · ‖C := maxθ∈[−h,0] |x(t+ θ)|.

• uniformly asymptotically stable if it is uniformly stable and there exists δa > 0
such that for any η > 0 there exists a T (δa, η), such that ‖xt0‖C < δa implies
|x(t)| < η for all t ≥ t0 + T (δa, η) and t0 ∈ R.

• globally uniformly asymptotically stable if δa can be an arbitrary large, finite
number

• globally exponentially stable, if there exists α > 0 and β > 0 such that

‖x(t)‖ ≤ β sup
−h≤θ≤0

‖x(θ)‖e−αt .
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4.1.4 Time-delay Lyapunov
A common method to determine the stability of a system without delay is the Lya-
punov method, which requires that a Lyapunov function V (t, x(t)) is constructed.
This is in a sense a measure for how much the state x(t) deviates from the trivial
solution. A similar approach exists for time-delay systems, the direct Lyapunov
method. Of this there exist two main kinds for time-delay systems, Krasovskii’s
method of Lyapunov functionals and Razumikhin’s method of Lyapunov functions
[14].

As, in contrast to a delay-free system, one now has to consider the value of xt in
the whole interval [−h, t] in a time-delay system, it is natural to apply a functional
V (t, xt) to indicate its deviation from the trivial solution. This is the approach
followed by Krasovskii: let V (t,Φ) : R × C → R be differentiable and xt(τ,Φ) be
the solution of eq. (4.8) at time t for the initial condition xτ = Φ. If the derivative
of this function is non-positive, then xt does not grow with time and the system is
stable [41]:

Theorem 4.2 (Lyapunov-Krasovskii stability theorem, [14])
Suppose f : R×C[−h, 0]→ Rn maps R× (bounded sets in C[−h, 0]) into bounded
sets of Rn and that u, v, w : R+ → R+ are continuous nondecreasing functions, u(s)
and v(s) are positive for s > 0 and u(0) = v(0) = 0. The trivial solution of eq. (4.8)
is uniformly stable if there exists a continuous functional V : R × C[−h, 0] → R+,
which is positive definite,

u(|Φ(0)|) ≤ V (t,Φ) ≤ v(‖Φ‖c)

such that its derivative along eq. (4.8) is non-positive in the sense that

V̇ (t,Φ) ≤ −w(|Φ(0)|)

If w(s) > 0 for s > 0, then the trivial solution is uniformly asymptotically stable. If
in addition lims→∞ u(s) =∞, then it is globally uniformly asymptotically stable.

As this theorem requires manipulation of functionals to ensure that the state
variable x(t) is in the interval [t − h, t] it is difficult to apply in practice. An
alternative approach, that sometimes is applicable instead, is the one of Razumikhin,
whose key idea is to use a function to represent the size of x(t):

V̄ (xt) = max
θ∈[−h,0]

V (x(t+ θ))

However, [22] shows a way to create quadratic Lyapunov-Krasovskii functionals with
time derivatives that depend on both the current and the past state of a system.
These functionals can then be used for robust stability analysis.

To construct them, it is necessary to solve a linear matrix differential-difference
equation on a finite time interval which additionally satisfies specific symmetry and
boundary conditions [24]. The solution to this problem is called delay Lyapunov
matrix.
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For a time-delay system

dx(t)
dt

= A0x(t) +
m∑
j=1

Ajx(t− hj) , (4.9)

where A0, ...,Am are constant n × n matrices and 0 < h1 < ... < hm = H are
positive, constant delays, let K(t) be the fundamental matrix, that is the matrix
satisfying

d

dt
K(t) = A0K(t) +

m∑
j=1

AjK(t− hj) t ≥ 0 ,

with initial condition K(0) = I and K(t) = 0 for t < 0. Furthermore, assume W is
a constant n× n matrix. Then the delay-Lyapunov matrix is given by

U(τ) =
∫ ∞

0
KT (t)WK(t+ τ)dt .

If the time-delay system is stable, this is well-defined for all τ ∈ R [22]. To construct
a Lyapunov-Krasovskii functional for eq. (4.9), U(τ) needs to be known for τ ∈
[−H,H]. As proved in [22], [24], for a given symmetric matrix W ∈ Rn×n, U(τ) is
a solution of the matrix delay differential equation

U′(τ) = U(τ)A0 +
m∑
k=1

U(τ − hk)Ak, τ ≥ 0 (4.10)

sometimes called dynamic condition, and has to satisfies the conditions

U(−τ) = U(τ)T (4.11a)

−W = U(0)A0 + AT
0 U(0) +

m∑
k=1

(
U(hk)TAk + AT

kU(hk)
)

(4.11b)

The latter is also called the algebraic condition and eq. (4.11a) is called symmetry
condition [29]. It specifically includes that U(0) is a symmetric matrix.

In the following the problem of computing U(τ) from the conditions eq. (4.10),
eq. (4.11) is investigated for the specific case of a one-delay system. There one ob-
tains a finite-dimensional boundary value problem, for which the solution coincides
with the delay Lyapunov matix when the system is exponentially stable [24].

4.1.5 Further applications of the time-delay Lyapunov equation
The delay-Lyapunov equation is most prominent in the context of stability analysis
of time-delay systems as described above. However, nowadays it is also important
for several other problems, analogously to applications of the Lyapunov equation
for cases with out time-delay. These include

• model order reduction to approximate dynamical systems by smaller sized
ones, for example using balanced truncation [19];
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• characterization and bounds for transient behavior [29]; and

• computation of the H2 norm [21], which for instance is important in the
performance analysis and synthesis and robust optimization.

4.2 The specific problem
We now consider linear single-delay systems, a special class of time-delay problems,
defined by

ẋ(t) = A0x(t) + A1x(t− τ) + Bu(t) (4.12a)
y(t) = Cx(t) (4.12b)

where A0 and A1 are real n × n matrices, control matrix B ∈ Rn×m and output
matrix C ∈ Rp×n. τ is a positive time-delay.

As derived in the previous section, the delay Lyapunov matrix arising for this
system, U(t) ∈ C0([−τ, τ ],Cn×n), has to satisfy dynamic, symmetric and algebraic
property. For one-delay systems eq. (4.10), eq. (4.11) reduce to

U′(t) = U(t)A0 + U(t− τ)A1, t > 0 (4.13a)
U(−t) = U(t)T (4.13b)
−W = U(0)A0 + AT

0 U(0) + U(τ)TA1 + AT
1 U(τ) (4.13c)

The matrix W = WT is a given symmetric cost matrix, it can for example be
chosen dependent on the output matrix, W = CTC, for some applications. For
further reading regarding the cost matrix W and more background of eq. (4.13) see
[23], [29].

4.2.1 Time-delay free formulation
Computing U(t) as a solution of the time delay equation eq. (4.13a) causes serious
computational issues [23]. An advantageous alternative for the considered kind of
problem is to compute U(t) by solving an auxiliary time-delay free system of matrix
equations. To obtain such a system, the problem eq. (4.13) has to be reformulated.
There are different approaches to do so. The following gives an overview of the
steps proposed in [20].

First note that, due to the symmetry condition eq. (4.13b), the left half of the
function, U([−τ, 0]) is uniquely determined by the right half. It is therefore sufficient
to consider U([0, τ ]) in the following. Next define for each t ∈ [0, τ/2] two matrix
valued functions,

Z1(t) := U(τ/2 + t) Z2(t) := U(τ/2− t)

Both of these functions coincide with U(t) up to a shift in the time coordinate, with
Z1(t) “covering” U([τ/2, τ ]) and Z2(t) representing U([0, τ/2]). These definitions
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will be used in the following to obtain a time-delay free equivalent formulation for
eq. (4.13). To do so one has to use that

Z1(t− τ) = U(t− τ/2) = U(τ/2− t)T = Z2(t)T

Z2(t− τ) = U(−t− τ/2) = U(τ/2 + t)T = Z1(t)T

U(0) = Z2(τ/2)
U(τ) = Z1(τ/2)

Considering this, from eq. (4.13a) we obtain a system of ordinary differential equa-
tions

Z′1(t) = Z1(t)A0 + Z2(t)TA1

Z′2(t) = −Z2(t)A0 − Z1(t)TA1
(4.14)

The other two conditions, eq. (4.13b) and eq. (4.13c), result in

0 = Z2(τ/2)− Z2(τ/2)T (4.15)
−W = Z2(τ/2)TA0 + AT

0 Z2(τ/2) + Z1(τ/2)TA1 + AT
1 Z1(τ/2) (4.16)

Now we consider a linear combination of the last two equations, (4.16) + c(4.15),
and define a matrix operator Lc.

Definition 4.2
Let Lc : Rn×n → Rn×n be defined by

Lc(X) := Z2(τ/2)T (A0−cI)+(AT
0 +cI)Z2(τ/2)+Z1(τ/2)TA1+AT

1 Z1(τ/2) (4.17)

where Z1,Z2 are the unique solutions to eq. (4.14) with initial condition Z1(0) =
Z2(0) = X.

Using this operator we can write the above used linear combination with X =
U(τ/2) as

Lc(X) = −W
As proved in [24], a time-delay system has to be exponentially stable to guarantee

uniqueness of U(t). Hence exponential stability of eq. (4.12) is required for the linear
system to be equivalent to the original delay Lyapunov equation.

Theorem 4.3 (Equivalence)
Suppose the system eq. (4.12) is exponentially stable and W ∈ Rn×n an arbitrary
symmetric matrix. Lc is defined by eq. (4.17) and U the solution of eq. (4.13).
Then, for any c 6= 0, X = U(τ/2) is the unique solution of the linear system

Lc(X) = −W (4.18)

More directly speaking, we obtained a matrix equation which is equivalent to
the delay Lyapunov equation eq. (4.13). For each W the linear system has a unique
solution. From this it follows that the linear operator Lc is non-singular for any
c 6= 0.
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4.2.2 Basic Procedure
In this section the initial, general steps necessary to solve the matrix equation
eq. (4.18) are presented. For an efficient computation it is crucial to additionally
apply a preconditioning strategy. This is dealt with in chapter 5 and chapter 6.

To obtain a linear system in standard form, eq. (4.18) is vectorized, resulting in

vec(Lc(vec−1 x)) = − vec W (4.19)

The operator Lc expects a matrix X ∈ Rn×n, therefore it is necessary to use vec−1 x
to map x = vec X ∈ Rn2 to Rn×n. For linear systems in standard form there exist
many iterative methods providing efficient solution, among the most popular ones
GMRES and BiCGStab. These can be used to solve eq. (4.19) for X and thus also
to obtain the solution U(τ/2) to eq. (4.13).

As stated in definition 4.2, to apply the operator Lc first Z1 and Z2 have to be
computed and then eq. (4.17) needs to be solved. This means that the evaluation
of the left-hand side of eq. (4.19), necessary in each iteration of the “surrounding”
method, consists of the steps described in algorithm 2.

Algorithm 2 Evaluation of LHS in eq. (4.19)
Input: the current approximate solution u = vec U(τ/2)
Output: vec(Lc(u))

1: Solve the vectorized initial value problem corresponding to eq. (4.14), let z1 =
vec Z1, z2 = vec Z2. Using the initial condition z1(0) = z2(0) = u a time-
stepping method is used to compute z1(τ/2), z2(τ/2).

2: Map the vectors z1(τ/2) and z2(τ/2) to matrices Z1(τ/2),Z2(τ/2).
3: Evaluate eq. (4.17), i.e. compute Lc(U(τ/2))) = Lc(X).
4: Vectorize the resulting matrix

To solve the initial value problem eq. (4.14) a non-adaptive fourth order Runge-
Kutta method is applied. Another possibility would be to use an adaptive method
which might be faster. However, in that case the operator Lc would in general
no longer be linear and thus application of an inexact Krylov method would be
necessary. Those, however, might require more steps which is not favorable for the
considered problem.
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Chapter 5

T-Sylvester preconditioning

As already explained in chapter 3, preconditioning is a crucial component when
trying to solve linear systems of equations effectively. The choice of preconditioner,
however, can be a difficult task which is inherently problem dependent. Even for
the same type of equation different preconditioners can be preferable, depending
on the matrices involved. In this chapter the preconditioning developed in [20] is
introduced. It is especially favorable in case of matrices A1 with a small norm.

5.1 Derivation
We start from eq. (4.17) and assume that A1 is the zero matrix, i.e. we assume a
system without time-delay. We obtain

L̃c(X) := Z2(τ/2)T (A0 − cI) + (AT
0 + cI)Z2(τ/2) (5.1)

Note that this operator only depends on Z2(τ/2), not on Z1. Furthermore, the
system of ODEs eq. (4.14) simplifies to

Z′1(t) = Z1(t)A0

Z′2(t) = −Z2(t)A0
(5.2)

Equivalent to the uncontrolled linear system in section 4.1.1 we can solve this ex-
plicitly and obtain

Z2(τ/2) = X exp(−τ/2A0) (5.3)
For preconditioning it is important that L̃c is efficiently invertible. With this

issue in mind, we define the operator T with a structure similar to L̃c, but directly
using the input matrix.

T (Y) = (AT
0 + cI)Y + YT (A0 − cI) (5.4)

Now we consider the problem of inverting T . This corresponds to solving eq. (5.4)
with a given value for T (Y) for Y,

T (Y) = Z T−1(Z) = Y
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Note that eq. (5.4) is a T-Sylvester equation, see section 2.3.2. As stated in theo-
rem 2.4, a real T-Sylvester equation

AX + XTB = C

has a unique solution if and only if it holds λiλ̄j 6= 1 for all pairs of eigenvalues
λi, λj of (A− µB). Here A corresponds to (AT

0 + cI) and B to (A0 − cI), i.e. one
has to consider the eigenvalues of (AT

0 + cI)− µ(A0 − cI). Choosing µ = 1, the cI
terms cancel and, as A0 and AT

0 have the same eigenvalues, we obtain the following
solvability condition:

Corollary 5.1 ([20])
Equation (5.4) has a unique solution if for all pairs of eigenvalues λi, λj of the matrix
A0 ∈ Rn×n it holds

λi + λ̄j = 0

If this is the case, one also says that A0 has no Hamiltonian eigenpairing.

For our specific problem, we consider Z2(τ/2) as defined previously as input to
T and let T (Z2(τ/2)) = B, thus obtaining

T−1(B) = T−1((AT
0 + cI)Z2(τ/2) + Z2(τ/2)T (A0 − cI)) = Z2(τ/2)

For the inverse of the operator L̃c it holds, using eq. (5.3)

L̃−1
c (B) = L̃−1

c ((AT
0 +cI)Z2(τ/2)+Z2(τ/2)T (A0−cI)) = X = Z2(τ/2) exp(τ/2A0)

Thus we have
L̃c(B)−1 = T (B)−1 exp(τ/2A0) (5.5)

This shows that L̃c is invertible if and only if T is invertible, i.e. if the conditions
as defined in corollary 5.1 are fulfilled.

The necessary steps are summarized in algorithm 3. For solving the T-Sylvester
equation

(AT
0 + cI)Z + ZT (A0 − cI) = U (5.6)

for Z an additional method is used as explained in the following.

Algorithm 3 T-Sylvester Preconditioning
Input: A0, τ and a right-hand-side vector u

1: Set c, reshape u to square matrix U
2: Solve the T-Sylvester equation ((AT

0 + cI)Z + ZT (A0 − cI) = U) for Z
3: Let X = Z exp(τ/2A0)

26



5.2. COMPUTATIONAL COST

5.2 Computational cost

Solving the ODE and the T-Sylvester equation are the two parts dominating the
computational time necessary for solving the problem. A fourth order Runge-Kutta
scheme with a fixed number of steps nt is used for the former. The computational
complexity of this numerical integration is dominated by the matrix multiplications
necessary in the evaluation of eq. (4.14) to compute the increments whose weighted
average determines the value of vec Z1, vec Z2 at the next time step. Using an
efficient method like Strassen’s algorithm for the matrix multiplication, the compu-
tational complexity of the Runge-Kutta method is thus approximately 16nt · n2.8,
with a more naive approach O(n3).

The T-Sylvester equation eq. (5.6) is solved numerically using a vectorized ver-
sion of the algorithm proposed in [5], which is of the same type as the Bartels-
Steward algorithm for the standard Sylvester equation with quasi-triangular coef-
ficients. It is based on a generalized Schur decomposition of the pair of coefficient
matrices, in our case (AT

0 + cI, (A0 − cI)T ). Using the QZ-algorithm, two unitary
matrices along with two (quasi) triangular coefficient matrices are obtained. Then
a transformed equation involving these coefficient matrices is solved. [5] shows how
to do so in 2n3 +O(n2) operations. The solution to this multiplied by the unitary
matrices gives the solution to the original T-Sylvester equation. Taking also the QZ-
algorithm into account, the cost of solving the T-Sylvester equation is 76n3 +O(n2)
theoretically.

However, if we look at fig. 5.1, the given, not especially optimized MATLAB
implementation from [20], shows a slightly worse order of complexity for solving the
T-Sylvester equation. The ideal lines in this figure show a scaling of n2.8 multiplied
by a constant derived from the last 10 Runge-Kutta times and a n3 and n3.7 scaling
multiplied by constants derived from the last 10 values of the T-Sylvester times.
As we see, the ideal line for the Runge-Kutta is a rather close match, but the
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Figure 5.1: Time for solving the T-Sylvester equation and solving the ODE with
Runge-Kutta with with increasing matrix size along with ideal lines. Axis scaling
log3(x).
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n3 line does not match well with the behavior of the measured T-Sylvester times,
an approximation with n3.7 is a closer fit. Due to this difference in the order of
complexity the T-Sylvester solution time dominates for large matrices, as reported
by [20], after an initial phase, with a duration depending on nt in which the solution
of the ODE is more expensive. Optimizing the T-Sylvester implementation such
that the theoretically possible complexity is obtained should reduce this difference,
though.

The measurements for fig. 5.1 were carried out on a laptop with a dual-core 2.0
GHz Intel i7 Ivy Bridge processor and 4 GB RAM. They are thus only useful to
examine the qualitative behavior of the methods and should not be understood in
a benchmarking sense.

5.3 Convergence bound

In this section a theoretical bound for the convergence of GMRES when solving the
preconditioned problem

vec L̃−1
c (Lc(X)) = − vec L̃−1

c W (5.7)

is derived. Let us assume we apply GMRES to solve a linear system of equations
with a system matrix A with eigenvalues contained in a disk centered at c = 1
and with radius r = max{|λi − 1||λi ∈ σ(A)}. GMRES convergence bounds are
discussed in more detail in chapter 8. From theorem 8.2 given there it follows that
the spectrum-based asymptotic convergence rate is bounded by

min
p∈Pk,
p(0)=1

max
λ∈σ(A)

|p(λ)| ≤
(
r

|c|

)k
= rk ≤ ‖A− I‖k (5.8)

where k is the iteration number. The last step ensues from eq. (7.2). If a pre-
conditioner Ã−1 is applied to the linear system, solving the resulting problem is
essentially equivalent to solving a system with matrix Ã−1A. Thus the correspond-
ing asymptotic convergence rate can be characterized by

min
p∈Pk,
p(0)=1

max
λ∈σ(Ã−1A)

|p(λ)| ≤ ‖Ã−1A− I‖k . (5.9)

Hence we require a bound for ‖Ã−1A − I‖. For our problem, eq. (5.7), we fur-
thermore have to consider the vectorization setup. The expression vec L̃−1

c (Lc(X))
corresponds to Ã−1Ax where X = vec−1 x. Using the properties of matrix norms,
see section 2.2, yields

‖Ã−1A− I‖ = sup
x∈Kn,‖x‖6=0

‖(Ã−1A− I)x‖
‖x‖ = sup

x∈Kn,‖x‖6=0

‖ vec L̃−1
c (Lc(X))− vec X‖
‖ vec X‖

28



5.3. CONVERGENCE BOUND

Thus it is equivalent to bounding ‖Ã−1A− I‖ to find a bound for

‖L̃−1
c (Lc(X))−X‖F

‖X‖F
(5.10)

To do so, we first consider only the numerator of eq. (5.10) and use eq. (5.5)

‖L̃−1
c (Lc(X))−X‖F = ‖L̃−1

c (Lc(X)−L̃c(X))‖F = ‖T−1(Lc(X)−L̃c(X)) exp(τ/2A0)‖F

Then the mixed norm inequality eq. (2.16) is applied

‖T−1(Lc(X)− L̃c(X)) exp(τ/2A0)‖F ≤ ‖T−1(Lc(X)− L̃c(X))‖F ‖ exp(τ/2A0)‖
≤ K exp(τ/2‖A0‖)‖Lc(X)− L̃c(X)‖F

(5.11)

where K is the operator norm of T−1. In a next step it is necessary to bound
‖Lc(X) − L̃c(X)‖F . Let Z1,Z2 satisfy eq. (4.14) and Z̃1, Z̃2 eq. (5.2), both with
initial value X, i.e. corresponding to the definitions of Lc(X) and L̃c(X). Then

Lc(X)− L̃c(X) =(Z2(τ/2)− Z̃2(τ/2))T (A0 − cI) + (AT
0 + cI)(Z2(τ/2)− Z̃2(τ/2))

+ Z1(τ/2)TA1 + AT
1 Z1(τ/2)

(5.12)

To bound ‖Lc(X) − L̃c(X)‖F we have to bound both (Z2(τ/2) − Z̃2(τ/2)) and
Z1(τ/2). For the latter it is used that when vectorizing eq. (4.14), and in doing so
applying eq. (2.13), one finds that[

vec Z′1
vec Z′T2

]
=
[

(AT
0 ⊗ I) (AT

1 ⊗ I)
−(I⊗AT

1 ) −(I⊗AT
0 )

] [
vec Z1
vec ZT2

]
. (5.13)

This is again a homogeneous linear system of ODEs, thus its solution is known to
be [

vec Z1
vec ZT2

]
= exp(At)

[
vec Z1(0)
vec ZT2 (0)

]
(5.14)

where A denotes the matrix from eq. (5.13). For the initial condition, it holds as
before that Z1(0) = Z2(0) = U(τ/2) = X. Now we consider the norm of eq. (5.14)
and take into account the equivalence of Frobenius norm and norm of the vectorized
matrix. This yields

‖Zi(t)‖F ≤ ‖
[

vec Z1
vec ZT2

]
‖ ≤ ‖ exp(At)‖‖

[
vec X

vec XT

]
‖ ≤ 2 exp(‖A‖t)‖X‖F (5.15)

Finally we exploit the properties of norms of Kronecker products, specifically eq. (2.18),
meaning ‖A‖ ≤ 2(‖A0‖+ ‖A1‖). Hence we obtain the estimate

‖Z1(τ/2)‖F ≤ 2 exp(‖A‖τ/2)‖X‖F ≤ 2 exp((‖A0‖+ ‖A1‖)τ)‖X‖F (5.16)
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For obtaining a bound for ∆Z2(τ/2) = (Z2(τ/2)− Z̃2(τ/2)) first consider eq. (4.14)
and eq. (5.2). From these one finds that ∆Z2 satisfies the ODE

∆Z′2(t) = −∆Z2(t)A0 − Z1(t)TA1 ∆Z2(0) = 0 (5.17)
This is an inhomogeneous ODE and can be solved using variation of parameters.
In general, if x′ = A(t)x + F(t), then

x = Φ ·
(∫

Φ−1Fdt+ C
)

where Φ is the solution to the homogeneous system x′ = A(t)x and C an integration
constant [28]. Applying this to eq. (5.17), with F(t) = −Z1(t)TA1 yields

∆Z2(t) = −
∫ t

0
Z1(s)TA1 exp((s− t)A0)ds (5.18)

Hence, regarding the norm of ∆Z2(τ/2), it follows

‖∆Z2(τ/2)‖F ≤
∫ τ/2

0
‖Z1(s)TA1 exp((s− τ/2)A0)‖Fds

≤
∫ τ/2

0
‖Z1(s)T ‖F ‖A1‖2‖ exp((s− τ/2)A0)‖2ds

Integrating and inserting the bound for Z1, eq. (5.16), results in

‖∆Z2(τ/2)‖F ≤ τ exp((‖A0‖+ ‖A1‖)τ)‖A1‖2 exp(‖A0‖2τ/2)‖X‖F (5.19)

Finally, consider the norm of eq. (5.12)

‖L̃c(X)− Lc(X)‖F = ‖∆ZT2 (A0 − cI) + (AT
0 + cI)∆Z2 + ZT1 A1 + AT

1 Z1‖F
≤ 2(‖A0‖2 + c)‖∆Z2‖F + 2‖A1‖2‖Z1‖F

(5.20)
Inserting eq. (5.16) and eq. (5.19) yields for the norm of the difference between
original and preconditioning operator
‖L̃c(X)− Lc(X)‖F
≤ 2 exp(τ(‖A0‖2 + ‖A1‖2))(τ(‖A0‖2 + c) exp(τ/2‖A0‖2) + 2)‖A1‖2‖X‖F
= C‖A1‖2‖X‖F

(5.21)
The last step here assumes sufficiently small ‖A1‖. Given that, the bound on the
convergence of GMRES applied to the preconditioned system, eq. (5.7), is linear
with respect to the norm of A1.

Theorem 5.1 (Quality of the preconditioner, [20])
Suppose eq. (4.12) is exponentially stable and A0 has no Hamiltonian eigenpairing.
Then

‖L̃−1
c (Lc(X))−X‖F

‖X‖F
= O(‖A1‖)

where Lc and L̃c are defined by eq. (4.17) and eq. (5.1).
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Chapter 6

Diagonal based preconditioning

6.1 Derivation
This method is based on considering only the diagonal values of A0 and A1. In
the following, the corresponding matrices are denoted by Ad

0 := diag(diag(A0)) and
Ad

1 := diag(diag(A1)). The preconditioning operator, based on eq. (4.17), is thus

L̃c(X) = Z2(τ/2)T (Ad
0 − cI) + (Ad

0 + cI)Z2(τ/2) + ZT1 (τ/2)Ad
1 + Ad

1Z1(τ/2) (6.1)

As shown in the following, this operator can be computed and inverted explicitly.
Applying L̃−1

c (Y) then yields the desired preconditioning. This approach is one of
the original contributions of this thesis.

6.1.1 Explicit representation of Z1, Z2

We start from the system of ordinary differential equations for diagonal matrices
Ad

0,Ad
1 ∈ Rn×n equivalent to eq. (4.14)

Z′1(t) = Z1(t)Ad
0 + Z2(t)TAd

1

Z′2(t) = −Z2(t)Ad
0 − Z1(t)TAd

1
(6.2)

with initial condition Z1(0) = Z2(0) = X. The corresponding vectorized equation,
as given in eq. (5.13). , simplifies to[

vec Z′1
vec Z′T2

]
=
[

(Ad
0 ⊗ I) (Ad

1 ⊗ I)
−(I⊗Ad

1) −(I⊗Ad
0)

] [
vec Z1
vec ZT2

]
(6.3)

Note that the kronecker product of two diagonal matrices is again a diagonal matrix.
Therefore the resulting system matrix here only has non-zero entries on its diagonal
and the diagonals of the upper right and lower left n2 × n2 block. The complete
system matrix is of size 2n2 =: 2N . Due to the structure of the system matrix, each
left-hand-side entry in eq. (6.3) depends on only two entries of the right-hand-side
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vector. More specifically, it holds[
(vec Z′1)(k−1)·n+l
(vec Z′T2 )(k−1)·n+l

]
=
[

(Ad
0)k,k (Ad

1)k,k
−(Ad

1)l,l −(Ad
0)l,l

] [
(vec Z1)(k−1)·n+l
(vec ZT2 )(k−1)·n+l

]
(6.4)

where k, l ∈ {1, ..., n}2. In general, for any matrix with the structure of the system
matrix in eq. (6.3) the relation eq. (6.4) holds for multiplication by arbitrary vectors.
Each element of the resulting vector depends on only two elements from the given
vector.

Lemma 6.1
Suppose C,D ∈ Rn2×n2 are arbitrary diagonal matrices where Dll 6= 0, the differ-
ences Ckk −Cll are distinct and

(Ck,k −Cl,l)2

4 −Ck,k ·Cl,l + Dk,k ·Dl,l 6= 0 (6.5)

for all k, l ∈ {0, ..., n}2 Then it is possible to diagonalize[
C⊗ I D⊗ I
−I⊗D −I⊗C

]
= YΛY−1 (6.6)

Here Λ = diag(λ1, ..., λ2n2), where the λi are the eigenvalues of the left-hand side
matrix in eq. (6.6). Explicitly,

λi/i+n2 = Ck,k −Cl,l

2 ±

√
(Ck,k −Cl,l)2

4 −Ck,k ·Cl,l + Dk,k ·Dl,l (6.7)

and
Y =

[
Y1
Y2

]
=
[
C⊗ I− Λ2 C⊗ I− Λ1
−I⊗D −I⊗D

]
∈ R2n2×2n2 (6.8)

where Λ1 = diag(λ1, ..., λn2) and Λ2 = diag(λn2+1, ..., λ2n2), i.e. Λ =
[
Λ1 0
0 Λ2

]
.

Proof.

1. When multiplying the left-hand side matrix in eq. (6.6) by a vector, each
resulting element depends only on two entries of that vector. Hence it fol-
lows that the eigenvalues of the matrix are the union of eigenvalues of 2 × 2
submatrices consisting of one diagonal element from each block of A,

Si =
[

Ck,k Dk,k

−Dl,l −Cl,l

]
.

Those can be computed explicitly and one obtains eq. (6.7).
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2. Let yi ∈ R2n2×1 be the eigenvector of the left-hand side matrix in eq. (6.6)
corresponding to the eigenvalue λi. Each yi has only two non-zero entries, the
ith and n2 + ith element, which are identical to the entries in the eigenvectors
of the 2×2 matrix Si corresponding to the same eigenvalue due to the relation
eq. (6.4).
Assuming Dl,l 6= 0, the eigenvectors of Si are explicitly given by

v1i =
[
Ck,k − λi+n2

−Dl,l

]
v2i =

[
Ck,k − λi
−Dl,l

]

Then the eigenvectors yi,yi+n2 ∈ R2n2 corresponding to λi, λi+n2 are

yi = [0, ..., 0︸ ︷︷ ︸
i−1

, (v1i)1, 0, ..., 0︸ ︷︷ ︸
n2

, (v1i)2, 0, ..., 0]T

yi+n2 = [0, ..., 0︸ ︷︷ ︸
i−1

, (v2i)1, 0, ..., 0︸ ︷︷ ︸
n2

, (v2i)2, 0, ..., 0]T

Combining them into a matrix yields eq. (6.8).

3. From eq. (6.7) it follows that under the required conditions the eigenvalues
λi, i = 1, ..., 2n2 are distinct. Thus the set of eigenvectors is complete and the
matrix in eq. (6.6) is diagonizable.

This Jordan form representation can now be used to express the solution to
eq. (6.3) in terms of the eigenvector basis.

Lemma 6.2
Let Ad

0,Ad
1 ∈ Rn×n be diagonal matrices fulfilling the conditions from lemma 6.1

and Λ, Y be the eigenvalue and eigenvector matrices according to the definition
there,

Λ =
[
Λ1 0
0 Λ2

]
= diag(λ1, ..., λ2n2) Y =

[
Y1
Y2

]
=
[
Ad

0 ⊗ I− Λ2 Ad
0 ⊗ I− Λ1

−I⊗Ad
1 −I⊗Ad

1

]
.

Furthermore, let a = [α1, ..., α2n2 ], where the αi are weighting coefficients. Then
the solution to eq. (6.3) is given by[

vec Z1(t)
vec ZT2 (t)

]
=
[
Y1
Y2

]
eΛta (6.9)

Proof. Replacing the system matrix in eq. (6.3) by the Jordan representation, one
obtains [

vec Z1(t)
vec ZT2 (t)

]′
= YΛY−1

[
vec Z1(t)
vec ZT2 (t)

]
(6.10)
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Multiplying this by Y−1 from the left and substituting M(t) = Y−1
[

vec Z1(t)
vec ZT2 (t)

]
yields

M(t)′ = ΛM(t) . (6.11)

The solution to this is known to be

M = eΛtM(0)

Resubstitution and multiplication by Y results in[
vec Z1(t)
vec ZT2 (t)

]
= YeΛtY−1

[
vec Z1(0)
vec ZT2 (0)

]
=: YeΛta (6.12)

Note that the Y1,Y2 matrices are n2 × 2n2 matrices. Additionally to the ex-
pressions for Z1(t), ZT2 (t) that are given by eq. (6.13), also ZT1 (t) and Z2(t) are
needed to compute the action of L̃c(X), eq. (6.1). To obtain those use the perfect
shuffle relation as defined in eq. (2.14). It holds[

vec ZT1 (t)
vec Z2(t)

]
= Sn2,n2

[
Y1
Y2

]
eΛta . (6.13)

Both Y1,Y2 and Sn2,2n2Y1,Sn2,2n2Y2 contain n2 non-zero entries, but while those
are arranged in two diagonals in the former matrices they are more scattered in the
latter due to the shuffling, see fig. 6.1. Later on this specific structure will be used
for efficiently solving the resulting system of equations.
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Figure 6.1: Sparsity structure of Y1 and Sn2,2n2Y1 with n = 4, i.e. Y1,Y2 ∈ R16×32.

To introduce a more compact notation we define matrices N1,Ns
1,N2,Ns

2 such
that

Ni = Yie
Λτ/2 Ns

i = Sn2,2n2Yie
Λτ/2

with i = 1, 2. One can then write the solutions of eq. (6.3) and their transposes at
time t = τ/2 explicitly as matrix vector products

vec Z1(τ/2) = N1a vec ZT1 (τ/2) = Ns
1a

vec Z2(τ/2) = Ns
2a vec ZT2 (τ/2) = N2a

(6.14)
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6.1.2 Linear system determining X

Using the initial condition of eq. (6.2), Z1(0) = Z2(0) = X and eq. (6.13), one can
obtain the weighting coefficient vector a via the relation

vec X = vec Z1(0) = Y1a (6.15)

Together with the explicit formulas for Z1(τ/2),ZT2 (τ/2) and their transposes as
given in eq. (6.14) we are thus able to explicitly compute

L̃c(X) = Z2(τ/2)T (Ad
0 − cI) + (Ad

0 + cI)Z2(τ/2) + ZT1 Ad
1 + Ad

1Z1 =: B (6.16)

For efficient preconditioning, though, we need a way to directly obtain the action
of the inverse operator L̃−1

c (M) for any matrix M. Given the right-hand-side B
of eq. (6.1), we are looking for L̃−1

c (B) = X or, in other words, it is necessary to
determine a without using X.

To this end we require 2n2 equations. Half of these can be obtained using the
initial condition to eq. (6.2), to find the other n2 equations we use the definition of
the operator L̃c(X). Given its right-hand side, B, eq. (6.14) enables us to express
the solutions of the initial value problem, Z1(τ/2) and Z2(τ/2), in terms of matrix
vector products. We can thus express a vectorized version of eq. (6.16),

vec B =
= ((Ad

0 − cI)⊗ I) vec ZT2 + (I⊗ (Ad
0 + cI)) vec Z2

+ (Ad
1 ⊗ I) vec ZT1 + (I⊗Ad

1) vec Z1

= [((Ad
0 − cI)⊗ I)N2 + (I⊗ (Ad

0 + cI))Ns
2 + (Ad

1 ⊗ I)Ns
1 + (I⊗Ad

1)N1] · a
=: G1 · a

(6.17)

More explicitly, we have

(G1)i,: = ((A0)k,k − c)(N2)i,: + ((A0)l,l + c)(Ns
2)i,: + (A1)k,k(Ns

1)i,: + (A1)l,l(N1)i,:

where k, l ∈ {1, ..., n}2 and i = (k − 1)n + l. Each line of G1 is a combination of
the lines of N1,N2, Ñ1 and Ñ2 multiplied by scalars determined by the diagonals
of A0 and A1. For the individual elements it then holds with j = (l − 1)n+ k

(G1)i,j = [((A0)k,k − c)(Y2)i,j + ((A0)l,l + c)(Sn2,2n2Y2)i,j
+ (A1)k,k(Sn2,2n2Y1)i,j + (A1)l,l(Y1)i,j ]eλjτ/2

(6.18)

Since G1 is a combination of the Y matrices, only multiplied by scalars or diagonal
matrices, its sparsity pattern is obtained by combing that of Y1 and Sn2,2n2Y1.
Each row contains either two or four non-zero entries. In case that i is the same as
j, which means that k = l, the corresponding G1 row contains only two non-zero
entries,

(G1)i,i = [((A0)k,k + (A0)l,l)(Y2)i,i + ((A1)k,k + (A1)l,l)(Y1)i,i]eλiτ/2

(G1)i,i+N = [((A0)k,k + (A0)l,l)(Y2)i,i+N + ((A1)k,k + (A1)l,l)(Y1)i,i+N ]eλi+N τ/2,
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otherwise the i-th row’s non-zero entries are

(G1)i,i = [((A0)k,k − c)(Y2)i,i + (A1)l,l(Y1)i,i]eλiτ/2

(G1)i,i+N = [((A0)k,k − c)(Y2)i,i+N + (A1)l,l(Y1)i,i+N ]eλi+N τ/2

(G1)i,j = [((A0)l,l + c)(Y2)j,j + (A1)k,k(Y1)j,j ]eλjτ/2

(G1)i,j+N = [((A0)l,l + c)(Y2)j,j+N + (A1)k,k(Y1)j,j+N ]eλj+N τ/2 .

Furthermore using eq. (6.8) and that k = l, which causes cancellation of many
terms, yields finally for the two non-zero entry case

(G1)i,i =− 2(A1)k,kλi+Neλiτ/2

(G1)i,i+N =− 2(A1)k,kλieλi+N τ/2
(6.19)

and for the rows with four non-zero entries, when k 6= l

(G1)i,i = [(A1)l,l(c− λi+N )]eλiτ/2 (G1)i,i+N = [(A1)l,l(c− λi)]eλi+N τ/2

(G1)i,j = [(A1)k,k(−c− λj+N )]eλjτ/2 (G1)i,j+N = [(A1)k,k(−c− λj)]eλj+N τ/2 .

(6.20)

We see that while the Y and N matrices are convenient for a compact matrix
notation, they are not actually necessary for the solution. The final matrix G1
depends only on A0 and A1 and the eigenvalues of the system matrix occurring
when solving the system of ODEs for Z1(t), ZT2 (t) as defined in lemma 6.1.

Lemma 6.3 (B represented as a matrix vector product)
Suppose A0 and A1 are diagonal matrices and Z1(τ/2), ZT2 (τ/2) can be represented
in terms of a basis built from the eigenvectors of the system matrix in eq. (6.3) as
stated in lemma 6.2.

Then there exists a matrix G1 as defined in eq. (6.17), which only depends on
A0 and A1 and the eigenvalues of the ODE system matrix as given in lemma 6.1
such that the solution B to eq. (6.1) can be expressed as a matrix vector product

vec B = G1 · a

where a = [α1, ..., α2n2 ] is the vector of scaling-factors for the basis vectors.

Given B, we thus have n2 equations for the αi. To obtain the remaining n2

equations we use the initial condition of the system of ODEs, Z1(0) = Z2(0) = X.
Thus it has to hold

vec Z1(0)− vec Z2(0) = Y1a − Sn2,2n2Y2a = 0 (6.21)

and one can define G2 := Y1 − Sn2,n2Y2 such that G2 · a = 0. Regarding the
non-zero entries of that matrix G2 we have in case of k = l

(G2)i,i = ((A0)k,k − λi+n2) + (A1)l,l (G2)i,i+n2 = ((A0)k,k − λi) + (A1)l,l (6.22)
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and otherwise

(G2)i,i = (A0)k,k − λi+n2 , (G2)i,j = (A1)k,k
(G2)i,i+n2 = (A0)k,k − λi, (G2)i,j+n2 = (A1)k,k .

(6.23)

As it was already the case for G1, G2 is also only dependent on A0, A1 and the
eigenvalues of A. Putting eq. (6.17) and eq. (6.21) together, one obtains a linear
system of 2n2 equations determining the αi.

Theorem 6.1 (Action of the inverse operator L̃−1
c )

Suppose Ad
0,Ad

1 are diagonal matrices such that Ad
1 is non-singular and the differ-

ences of diagonal elements of Ad
0 are distinct. Furthermore assume that eq. (6.5)

holds for Ad
0 and Ad

1. Let G1 be defined by eq. (6.18) and G2 be given by eq. (6.22),
eq. (6.23). Moreover, suppose [G1,G2]T is invertible and let a be defined by[

vec B
vec 0

]
=
[
G1
G2

]
a . (6.24)

Then
vec(L̃−1

c (B)) = Y1a (6.25)

Algorithm 4 Computation of the coefficients αi
Input: A0, A1, Λ, τ and right-hand-side vector q = vec B
Output: vector of coefficients a = [α1, ..., α2N ]
for k = 1:n, l = 1:k do
i = (l − 1) · n+ k; j = (k − 1) · n+ l
if i == j then [

αi
αi+N

]
=
[
G1i,i G1i,i+N
G2i,i G2i,i+N

]−1 [
qi
0

]
where G1i,i,G1i,i+N are given by eq. (6.19) and G2i,i,G2i,i+N by eq. (6.22).

else 
αi
αj
αi+N
αj+N

 =


G1i,i G1i,j G1i,i+N G1i,j+N
G1j,i G1j,j G1j,i+N G1j,j+N
G2i,i G2i,j G2i,i+N G2i,j+N
G2j,i G2j,j G2j,i+N G2j,j+N


−1 

qi
qj
0
0


with G1 elements according to eq. (6.20) and G2 elements as in eq. (6.23).

end if
end for

To solve eq. (6.24) for a in an efficient way, consider the sparsity structure of
G1 and G2. As both consist of a weighted combination of the Y matrices,they
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both have the same sparsity pattern which is obtained by combing that of Y1
and Sn2,2n2Y1 (cf. fig. 6.1). Thus in total each element of the right-hand-side of
eq. (6.24) depends on only a maximum of four αi. Instead of solving a big 2N ×2N
linear system, with N := n2, one can solve n 2 × 2 systems and (N − n)/2 4 × 4
systems to compute the αi, see algorithm 4. That considerably reduces the cost for
solving the linear system, from O(N3) with a typical direct solver to O(N).

6.1.3 Existence and Uniqueness of the solution

In eq. (6.26) and eq. (6.28) the the matrices from algorithm 4, that have to be
inverted to determine the required coefficients α, are written explicitly, using and
summarizing the derivation of matrix entries from the previous section. For a more
compact representation let ak denote (A1)k,k here and bk = (A0)k,k.

M1 =
[
−2akλi+Neλit −2akλieλi+N t

bk − λi+N + al bk − λi + al

]
. (6.26)

Furthermore, from lemma 6.1 it follows that in the case of k = l only the discrimi-
nant is non-zero,

λi =
√
−b2k + a2

k = −λi+N ,

the eigenvalues λi and λi+N are purely real or imaginary. This relation allows to
rewrite M1 in terms of λi only,

M1 =
[

2akλieλit −2akλie−λit

bk + λi + al bk − λi + al

]
. (6.27)

The determinant of M1 is

det M1 = 2ak[(ak + bk)λi(e−λit + eλit)− λ2
i (eλit − e−λit)

= 4akλi[(ak + bk) cos(µt)− λi sin(µt)]

where λi = Iµ and I denotes the imaginary unit, I2 = −1. Thus M1 is invertible
if and only if ak 6= 0, λi 6= 0 and ak+bk√

a2
k
−b2

k

6= tan(µt). Hence for the operator L̃c
as in eq. (6.1) to be non-singular, Ad

1 has to be non-singular and it has to hold
(A0)m,m 6= (A1)m,m for all m = 1, ..., n, the diagonal elements of A0 and A1 have
to be different at each position.

In case that k 6= l, the case of the 4 × 4 systems, one can summarize the
derivations of matrix element values from section 6.1.2 to

M2 =


al(c− λi+N )eλit ak(−c− λj+N )eλjt al(c− λi)eλi+N t ak(−c− λj)eλj+N t

al(−c− λi+N )eλit ak(c− λj+N )eλjt al(−c− λi)eλi+N t ak(c− λj)eλj+N t

bk − λi+N ak bk − λi ak
al bl − λj+N al bl − λj

 .
(6.28)
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For the eigenvalues it holds in this case

λi,i+N = bk − bl
2 ±

√
(bk − bl)2

4 − bkbl + akal =: d1 ±
√
d2

λj,j+N = bl − bk
2 ±

√
(bl − bk)2

4 − blbk + alak =: −d1 ±
√
d2 .

(6.29)

Using this notation, one finds that

det M2 = −4alakc
√
d2 · {2

√
d2(ake(−2td1) + ale

(2td1))

+ [alak + d2
1 + (bl − bk)d1 − blbk − d2 + (bl + bk)

√
d2]e(2t

√
d2)

− [alak + d2
1 + (bl − bk)d1 − blbk − d2 − (bl + bk)

√
d2]e(−2t

√
d2)} .

Exploiting the relation eq. (6.29) and defining µ = −I
√
d2 consistent with the M1

case yields finally

det M2 = −4alakc
√
d2 · {2

√
d2(ake−(bk−bl)t + ale

(bk−bl)t)

− (bk − bl)2

2 sin(2tµ) + (bk + bl)
√
d2 cos(2tµ)} .

(6.30)

Thus for M2 to be invertible, again A1 needs to be non-singular. Furthermore it is
required that d2 6= 0, which corresponds to

(bk − bl)2

4 − bkbl + akal 6= 0 .

Finally the term in curly braces in eq. (6.30) also has to be non-zero,

2
√
d2(ake−(bk−bl)t + ale

(bk−bl)t)− (bk − bl)2

2 sin(2tµ) + (bk + bl)
√
d2 cos(2tµ) 6= 0 .

(6.31)
Note that c 6= 0 is already required for the equivalence of the solution of the linear
system to the one of the Lyapunov equation in theorem 4.3 and thus can be seen
to be fulfilled here in all cases.

Theorem 6.2
Let A0,A1 ∈ Rn×n be diagonal matrices such that A1 is non-singular and it holds
for all k, l = 1, ..., n

((A0)k,k − (A0)l,l)2

4 − (A0)k,k(A0)l,l + (A1)k,k(A1)l,l 6= 0 ,

(A0)kk+(A1)kk√
(A1)2

kk
−(A0)2

kk

6= tan(−i
√

(A1)2
kk − (A0)2

kkt) and eq. (6.31). Then the operator L̃c
as in eq. (6.1) is non-singular and the problem L̃−1

c (Lc(X)) = −W has a unique
solution.

Changing the assumptions and definition of the eigenvectors in lemma 6.1, it is
possible to reformulate the method such that the singularity condition applies to
A0 instead of A1.
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6.2 Implementation
As mentioned before, not all steps done in the derivation of the methods are actually
required in the final implementation. Algorithm 5 thus gives a summary of all the
necessary steps. For an efficient implementation, only the eigenvalues of the ODE
system matrix, eq. (6.3), are computed. Those are, together with the diagonal
elements of the input matrices A0 and A1, sufficient to compute the coefficients αi as
stated in algorithm 4, using the matrices eq. (6.27) and eq. (6.28). The eigenvector-
basis matrix Y1, as defined in eq. (6.8), has to be multiplied by these coefficients
to obtain the desired solution X. It is, however, not necessary to explicitly create
Y1. Exploiting the structure and value of the entries of Y1, see lemma 6.1, allows
for a direct computation of the corresponding element of the solution X once a pair
of coefficients, αi, αi+N , is obtained. Specifically,

xi = αi((A0)k,k − λi+N ) + αi+N ((A0)k,k − λi)

where x = vec X, k, l = 1, ..., n and i = (k − 1)n+ l.

Algorithm 5 Diagonal Based Preconditioning
Input: A0, A1, τ and a right-hand-side vector q = vec B
Output: Solution X = L̃−1

c (B)
1: Set Ad

0, Ad
1 to the diagonals of A0, A1

2: compute the eigenvalue matrix Λ = diag[λ1, ..., λ2N ] of the system matrix of
eq. (6.3) from the submatrices of Si as stated in lemma 6.1.

3: solve eq. (6.24), [
vec B
vec 0

]
=
[
G1
G2

]
a

for a = [α1, ..., α2N ]T , exploiting the sparsity structure of G1 and G2 by decou-
pling as in algorithm 4: a = Algorithm_4(A0,A1,Λ, τ,q).

4: For each thus obtained pair of coefficients, (αi, αi+N ) ∈ a compute

xi = αi((A0)k,k − λi+N ) + αi+N ((A0)k,k − λi)

6.2.1 Computational cost

Using an implementation according to algorithm 5 the proposed preconditioning
approach does not require storing of any additional matrices. The only thing to be
stored are the 2n2 eigenvalues of the system matrix of eq. (6.3) and the solution
vector x ∈ Rn2 . This means that the method is rather memory efficient.

The computational effort is, as mentioned above, O(N) = O(n2) due to the ap-
plication of the decoupling strategy. This is also observable in fig. 6.2 which shows
the development of the time for one preconditioning step both for the diagonal based
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and the T-Sylvester preconditioning along with the time required for computation of
the action of the original, non-preconditioned operator Lc when applying a fourth
order Runge-Kutta scheme with 100 discretization points as already discussed in
section 5.2. For small matrices A0 and A1 the diagonal based preconditioning is
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ti
m

e
 [
s
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diag. prec

n
2

ODE RK4

T-Sylvester prec.

Figure 6.2: Time for one step of preconditioning with increasing matrix size together
with scaled ideal line n2. For comparisons, time for one Lc step (Runge-Kutta, dis-
cretization with 100 points) and T-Sylvester preconditioning. Axis scaling according
to log2(x), note that the axes are not zero-based.

relatively expensive. Reasons for this might be that the applied method is not es-
pecially optimized and that it is based on for-loops which, in MATLAB, are known
to give a considerably worse performance than vectorized computations. With in-
creasing matrix size, however, we see the lower order of the diagonal based approach
taking effect, the required time grows more slowly than for the other two parts. For
big matrices T-Sylvester preconditioning becomes the more expensive precondition-
ing strategy. The times for fig. 6.2 are measured with the same approach, using the
same rather old laptop as in section 5.2 and thus have to be seen in a qualitative
sense only. However, they serve to show that with sufficiently increased matrix
size the Lc-action time becomes the dominating part when applying diagonal based
preconditioning. It might therefore be favorable to use a lower order or adaptive
time stepping method for solving the ODE in certain cases. The number of time
discretization steps actually necessary has also to be taken into account with regard
to from which system size solving the ODE becomes dominant.

6.3 Convergence

To obtain a convergence estimatation for the problem

vec L̃−1
c (Lc(X)) = − vec L̃−1

c (W)

41
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using the diagonal based preconditioner we start from the quantity
‖L̃−1

c (Lc(X))−X‖F
‖X‖F

(6.32)

as derived in eq. (5.10) in the convergence estimation for the problem with T-
Sylvester preconditioning. By the same reasoning as used there, bounding this
quantity is equivalent to bounding GMRES convergence for the preconditioned
problem.

Theorem 6.3 (Quality of the preconditioner)
Suppose eq. (4.12) is exponentially stable and A0,A1 are square matrices such that
theorem 6.2 holds for their diagonals Ad

0,Ad
1. Let ∆A0,∆A1 be the difference

between the original matrices and the diagonals, ∆A0 = A0−Ad
0,∆A1 = A1−Ad

1,
then for sufficiently small ‖A0‖, ‖A1‖

‖L̃−1
c (Lc(X))−X‖F

‖X‖F
= O(‖∆A0‖2 + ‖∆A1‖2)

where Lc and L̃c are defined by eq. (4.17) and eq. (6.1). The hidden constant in
O(·) depends on τ, c and the norms of ‖Ad

0‖, ‖Ad
1‖.

Proof. Form the conditions in theorem 6.3 it follows that the operator L̃c is
invertible. Thus, considering only the numerator, we can bound
‖L̃−1

c (Lc(X))−X‖F = ‖L̃−1
c (Lc(X)− L̃c(X))‖F ≤ K‖(Lc(X)− L̃c(X))‖F (6.33)

where K is the operator norm of L̃−1
c , i.e. ‖L̃−1

c (Y)‖F ≤ K‖Y‖F . Now consider
the difference Lc(X)− L̃c(X). Let Z1,Z2 be the solutions to eq. (4.14) with t = τ/2
corresponding to the original operator Lc(X) and Z̃1, Z̃2 to the preconditioning
operator L̃c. We define ∆Z1 := Z1 − Z̃1 and ∆Z2 := Z2 − Z̃2.

Using the same notation as above, let A0A1 be the original matrices and Ad
0,Ad

1
their diagonals only. Moreover define ∆A0 := A0−Ad

0 and ∆A1 := A1−Ad
1, that

is the off-diagonals of A0 and A1. Then for the difference between original and
preconditioning operator one can write
Lc(X)− L̃c(X) =∆ZT2 (Ad

0 − cI) + ZT2 (A0 −Ad
0) + (Ad

0 + cI)∆Z2 + (AT
0 −Ad

0)Z2

+ ∆ZT1 Ad
1 + ZT1 (A1 −Ad

1) + Ad
1∆Z1 + (AT

1 −Ad
1)Z1

= ZT2 ∆A0 + ∆AT
0 Z2 + ZT1 ∆A1 + ∆AT

1 Z1

+ ∆ZT2 (Ad
0 − cI) + (Ad

0 + cI)∆Z2 + ∆ZT1 Ad
1 + Ad

1∆Z1 .

Taking the Frobenius norm of this and applying triangle and mixed norm inequality
eq. (2.16) yields
‖L̃c(X)− Lc(X)‖F ≤ ‖ZT2 ∆A0 + ∆AT

0 Z2 + ZT1 ∆A1 + ∆AT
1 Z1‖F

+ ‖∆ZT2 (Ad
0 − cI) + (Ad

0 + cI)∆Z2 + ∆ZT1 Ad
1 + Ad

1∆Z1‖F
≤ 2‖∆A0‖2‖Z2‖F + 2‖∆A1‖2‖Z1‖F
+ 2(‖Ad

0‖2 + c)‖∆Z2‖F + 2‖Ad
1‖2‖∆Z1‖F .

(6.34)
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As derived in section 5.3 it holds

‖Zi(t)‖F ≤ ‖
[

vec Z1
vec ZT2

]
‖ ≤ ‖ exp(

[
(AT

0 ⊗ I) (AT
1 ⊗ I)

−(I⊗AT
1 ) −(I⊗AT

0 )

]
t)‖‖

[
vec X

vec XT

]
‖

≤ 2 exp(2(‖A0‖2 + ‖A1‖2)t)‖X‖F ,
(6.35)

meaning we can bound ‖Z1‖F and ‖Z2‖F . Additionally we now need a bound for
the norms of the differences, ‖∆Z1‖F and ‖∆Z2‖F . From eq. (4.14) it follows that
those differences are described by the system of ODEs

∆Z′1 = Z1A0 − Z̃1Ad
0 + ZT2 A1 − Z̃T2 Ad

1

= ∆Z1Ad
0 + ∆ZT2 Ad

1 + Z1∆A0 + ZT2 ∆A1

(∆ZT2 )′ = −Z2A0 + Z̃2Ad
0 − ZT1 A1 + Z̃T1 Ad

1

= −∆Z2Ad
0 −∆ZT1 Ad

1 − Z2∆A0 − ZT1 ∆A1

with initial condition ∆Z1(0) = ∆Z2(0) = ∆X. This is equivalent to the vectorized
equation[

vec ∆Z′1
vec(∆ZT2 )′

]
=
[

Ad
0 ⊗ I Ad

1 ⊗ I
−I⊗Ad

1 −I⊗Ad
0

]
︸ ︷︷ ︸

B1

[
vec ∆Z1
vec ∆ZT2

]
+
[

∆AT
0 ⊗ I ∆AT

1 ⊗ I
−I⊗∆AT

1 −I⊗∆AT
0

]
︸ ︷︷ ︸

B2

[
vec Z1
vec ZT2

]

Applying the variation of parameters formula to this inhomogeneous system of
ODEs gives [

vec ∆Z1(t)
vec ∆ZT2 (t)

]
=
∫ t

0
B2

[
vec Z1
vec ZT2

]
exp(B1(t− s))ds .

Next we take the norm of this equation for t = τ/2 and get

‖
[

vec ∆Z1(τ/2)
vec ∆ZT2 (τ/2)

]
‖ ≤

∫ τ/2

0
‖B2

[
vec Z1
vec ZT2

]
exp(B1(τ/2− s))‖ds

≤
∫ τ/2

0
‖B2‖‖

[
vec Z1
vec ZT2

]
‖‖ exp(B1(τ/2− s))‖ds

≤ τ/2‖B2‖ exp(‖B1‖τ/2)‖
[

vec Z1
vec ZT2

]
‖

(6.36)

As before for eq. (5.15), we can bound the norms of the Kronecker block matrices
using eq. (2.18),

‖B1‖ ≤ ‖Ad
0 ⊗ I‖+ ‖Ad

1 ⊗ I‖+ ‖I⊗Ad
1‖+ ‖I⊗Ad

0‖ ≤ 2(‖Ad
0‖+ ‖Ad

1‖)
‖B2‖ ≤ ‖∆AT

0 ⊗ I‖+ ‖∆AT
1 ⊗ I‖+ ‖I⊗∆AT

1 ‖+ ‖I⊗∆AT
0 ‖ ≤ 2(‖∆A0‖+ ‖∆A1‖)

Putting this into eq. (6.36) results in

‖
[

vec ∆Z1(τ/2)
vec ∆ZT2 (τ/2)

]
‖ ≤ τ(‖∆A0‖+ ‖∆A1‖) exp((‖Ad

0‖+ ‖Ad
1‖)τ)‖

[
vec Z1
vec ZT2

]
‖
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To really obtain a bound for ‖∆Z1‖ and ‖∆Z2‖ one uses the same relation between
Frobenius norm and norm of the vectorized matrices as in the beginning of eq. (6.35)
and furthermore uses this same equation, eq. (6.35), to come from the norm of the
vectorized Z1 and Z2 matrices to ‖X‖. Then, with i = 1 or i = 2, it holds

‖∆Zi(τ/2)‖F ≤ ‖
[

vec ∆Z1(τ/2)
vec ∆ZT2 (τ/2)

]
‖

≤ τ(‖∆A0‖+ ‖∆A1‖) exp((‖Ad
0‖+ ‖Ad

1‖)τ)2 exp((‖A0‖2 + ‖A1‖2)τ)‖X‖F
(6.37)

Since the bounds in eq. (6.35) and eq. (6.37) hold both for ‖Z1‖F and ‖Z2‖F or
respectively ‖∆Z1‖F and ‖∆Z2‖F , we can instead of eq. (6.34) write more generally

‖L̃c(X)− Lc(X)‖F ≤ 2(‖∆A0‖2 + ‖∆A1‖2)‖Z‖F + 2(‖Ad
0‖2 + c+ ‖Ad

1‖2)‖∆Z‖F
≤ 4[1 + (‖Ad

0‖2 + c+ ‖Ad
1‖2)τ exp((‖Ad

0‖+ ‖Ad
1‖)τ)]

(‖∆A0‖2 + ‖∆A1‖2) exp((‖A0‖2 + ‖A1‖2)τ)‖X‖F
(6.38)

For small ‖A0‖2, ‖A1‖2 it then holds

‖L̃c(X)− Lc(X)‖F
‖X‖F

= O((‖∆A0‖2 + ‖∆A1‖2)[1 + τ(‖Ad
0‖2 + c+ ‖Ad

1‖2)])

= O(‖∆A0‖2 + ‖∆A1‖2)
(6.39)

Putting eq. (6.39) together with eq. (6.33) completes the proof.

6.4 Evaluation

To test the preconditioner and examine its behavior we consider several examples.
The main focus lies on the investigation of characteristics of the diagonal based
preconditioner and verification of the theoretical convergence result. Moreover its
performance is compared to the T-Sylvester preconditioned version and GMRES
applied directly to the problem without preconditioning.
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6.4.1 Specific example

To get an impression of the performance of this preconditioner, consider a specific
example, the random 7× 7 matrices

A∗
0 = 0.1 ·



−21 −1 4 6 −1 −16 9
−3 −16 1 −8 −10 12 7
−4 −12 −29 8 2 3 0
7 18 −17 −16 5 −4 2
8 2 −9 −1 −36 0 −6
11 −5 −6 −9 18 −15 −8
−10 10 4 9 −21 −8 −26



A∗
1 = 0.01 ·



−47 −23 0 0 −9 −18 30
2 −44 14 −7 6 18 −12
−1 4 −64 9 2 14 27
−10 27 −7 −76 −15 −18 −7
−2 −16 −4 8 −45 −3 −9
10 −10 −2 −3 −31 −67 9
6 −25 14 30 −27 3 −47


.

These matrices are created loosely based on the characteristics of the matrices in
the small example in [20] and specified here for reproducibility. Both are negative
definite, with ‖A∗0‖ ≈ 5 and ‖A∗1‖ ≈ 1 . In the following those matrices will be
scaled,

A0 = αA∗0 A1 = βA∗1 (6.40)

to get a first impression of the behavior of the preconditioner. Figure 6.3 shows
a selection of resulting convergence behaviors, represented by the scaled norm of
the residual. Obviously, high α and thus a high norm of A0 result in a long initial
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(c) α = 1, β = 0.01
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(d) α = 0.01, β = 1

Figure 6.3: GMRES residual norm vs. number of iterations for the problem
eq. (4.12) with and without diagonal based preconditioning. A0,A1 according to
eq. (6.40).

stagnation phase (see fig. 6.3a, c), that significantly reduces when α is chosen small,
i.e. α � 1, as in the other two pictures. This is the case for both the precondi-
tioned and not-preconditioned problem. β, on the other hand, seems to have very
little influence on the initial stagnation, as fig. 6.3c shows. However, a comparison
between fig. 6.3b and fig. 6.3d, where α is small, shows that β does have some
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influence on the initial behavior after all, in the sense that if β is small as well
and thus A0 stays the matrix dominating the overall behavior we still observe some
initial stagnation, even though α � 1. Figure 6.4, showing the eigenvalues of the
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Figure 6.4: Real and imaginary parts of the eigenvalues of the operator L̃−1
c (Lc)

with diagonal based preconditioning. A0,A1 according to eq. (6.40).

preconditioned operators L̃−1
c Lc corresponding to the cases in fig. 6.3, supports this

observation. Figure 6.4b can be seen as a contraction of fig. 6.4c and thus still shows
related characteristics. In the case of fig. 6.4d, however, where A1 is the dominating
matrix, one obtains a rather different pattern.

While A0 in the given setup is mostly responsible for the initial behavior, later on
the influence of β increases and finally determines the number of required iterations
up to a specific tolerance for a specific α, as for example a comparison between
fig. 6.3a and fig. 6.3c shows.

A common case of time-delay systems that is considered as an example in the
literature (e.g. [33], [34], [42]) involves a matrix A0 that only contains few and
small off-diagonal entries or even is diagonal. As furthermore theorem 6.3 suggests
that this might be a favorable case for our diagonal based preconditioner let, as a
second example

A∗0 = 0.1 ·



−32 0 0 0 0 0 0
0 −13 0 0 3 −4 0
0 0 −35 0 0 0 0
−3 0 0 −50 0 0 0
0 0 2 0 −7 0 0
0 0 0 0 0 −26 0
0 −1 4 0 0 0 −43


.

The matrix entries are created randomly and it holds ‖A∗0‖ ≈ 5 as before. A0 is
again obtained by scaling A∗0 by a parameter α, A1 stays the same as in the previous
example.

As fig. 6.5 shows, with the sparse A0 matrix the diagonal based preconditioner
performs considerably better then in the previous example for all cases but fig. 6.5d,
where A1 is dominating. In that case the behavior is very similar to fig. 6.3. The
non-preconditioned method, on the other hand, only shows a slightly better con-
vergence in cases fig. 6.5a - c in comparison to the first example. This is due to the
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(b) α = β = 0.01
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Figure 6.5: GMRES residual norm vs. number of iterations for the problem
eq. (4.12) with and without diagonal based preconditioning. Sparse A0.

fact that the sparse, diagonally dominant A0 is much better approximated by its
diagonal, thus making the preconditioner a lot more effective.
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Figure 6.6: Real and imaginary parts of the eigenvalues of the operator L̃−1
c (Lc)

with diagonal based preconditioning. A0,A1 according to eq. (6.40).

The eigenvalues of the preconditioned operator, as shown in fig. 6.6, also show
that the contribution of A0 to the operator is approximated very well now: both
cases with β = 0.01, fig. 6.6b and c, result in very similar eigenvalues that are
close to 1. That shows that the preconditioner works very well when the well-
approximated matrix A0 is the domineering matrix. The following sections provide
a more detailed investigation of this phenomenon. However, in the case of fig. 6.6d,
where A1 is domineering, the eigenvalues are almost the same as in fig. 6.4d since
A1 was not changed.

An interesting observation is that even though β = 1 in both fig. 6.6a and d,
fig. 6.6a has eigenvalues closer to 1 and shows a better convergence behavior. A0 is
the domineering matrix here, and as that is approximated well the overall approxi-
mation is better than in the case of fig. 6.6d where A0 has only little influence.

6.4.2 Influence of the off-diagonal norm

Since the foundation of the method is to only consider the diagonal elements of A0
and A1 we assume that the preconditioner should work better the more dominant
the diagonals of those matrices are, as is also suggested by theorem 6.3. If A0 and
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A1 are actually diagonal matrices we obviously get immediate convergence since
applying L̃−1

c coincides with inverting the original operator, Lc(X).
To test this, matrices A0 and A1 with controllable diagonal dominance are

created. More specifically, let A be a positive (or negative) definite, row diagonal
dominant random 10 × 10 matrix and let again d denote the diagonal and ∆ the
off-diagonal elements of a matrix. Then

A0 = Ad/‖Ad‖+ α ·∆A/‖∆A‖ (6.41)

A1 is constructed in the same way, with another random matrix and parameter β.
Hence, via the parameters α and β we have a measure for the magnitude of the
diagonal elements in comparison to the off-diagonal elements of A0 and A1. For
the right-hand side matrix, W, we use the identity matrix in the experiment and
set τ = 1 and c = 1.

Figure 6.7 shows the resulting behavior when setting α = {10−4, 10−3, 10−2, 10−1}
and β = {10−i}, i = −4,−3.75,−3.5, ...,−1, averaged over 20 runs. We see that
while ‖∆A0‖ > ‖∆A1‖, the former is the factor determining the number of itera-
tions. As ‖∆A1‖ increases it becomes dominating over ‖A0‖ which is constant for
each run. Thus the lines representing the ‖A0‖-values unite for bigger ‖A1‖. When
comparing with the lines for ideal convergence, obtained by solving

(‖∆A0‖+ ‖∆A1‖)k = TOL

for k, and taking into account that the experiment always results in a whole number
of iterations, one can observe that the ideal convergence provides an upper bound
for the actual number of iterations. The estimate from theorem 6.3 matches with
the observed behavior of the required number iterations with respect to ‖∆A0‖ +
‖∆A1‖ ≡ α+ β.

6.4.3 Influence of the norm of the diagonal
In addition to verifying the dependence on the norms of the off-diagonals it is
necessary to check that there is no dependence on other factors. To do so, another
parameter is introduced in the construction of the matrices, controlling the norm
of the diagonals of A0 and A1. Now it holds

A0 = γ ·Ad/‖Ad‖+ α ·∆A/‖∆A‖ (6.42)

and similar for A1. As fig. 6.8a shows exemplary, for fixed ‖∆A0‖ and ‖∆A1‖ the
norm of Ad

1 does not have any influence on the number of required iterations in
the experiment, neither does the norm of Ad

0 for small values of γ. Big values of
γ, in the figure that is 1 and 10, reduce the number of required iterations, as that
makes not only A0 but also the matrix corresponding to the operator Lc(X) very
diagonally dominant.

Figure 6.8b shows the same phenomenon, this time we consider several values
for the diagonal norm of A0 but ‖Ad

1‖ is fixed. Instead the norm of the off-diagonal

48



6.4. EVALUATION

10 -4 10 -3 10 -2 10 -1 10 0

|| " A
1
 ||

2.5

5

10

20

ite
ra

tio
ns

|| " A
0
 ||= 0.0001

|| " A
0
 ||= 0.001

|| " A
0
 ||= 0.01

|| " A
0
 ||= 0.1

ideal linear in || " A
1
|| + || " A

0
||

Figure 6.7: Number of GMRES iterations to solution up to a tolerance of
10−8 with A0,A1 ∈ R10×10 according to eq. (6.41), where ‖∆A0‖ = α =
{10−4, 10−3, 10−2, 10−1} and ‖∆A1‖ = β ∈ {10−4, ..., 100}, average of 20 runs.

of A1 is varied as in fig. 6.7. One can again observe that a big ‖Ad
0‖ decreases the

required number of iterations, the effect gets even stronger as the overall necessary
number increases. In general, though, it holds that the convergence is independent
of ‖Ad

0‖, ‖Ad
1‖ for sufficiently small values of those norms.

6.4.4 Problem size dependence
The examples in the previous sections all used A0,A1 ∈ R10×10. To check the
generalizability of the observations there, we compare the number of GMRES iter-
ations that are necessary to obtain a solution up to a tolerance of 10−10 for random
matrices of different size. Those n×n matrices are once again created according to
eq. (6.41). Table 6.1 shows the resulting iteration counts averaged over several runs.
As we see, the numbers stay constant or increase only slightly with growing matrix

n = 10 n = 20 n = 50 n = 100
‖∆A0‖ = ‖∆A1‖ = 0.01 5 5 5 5
‖∆A0‖ = ‖∆A1‖ = 0.1 8 8 9 9
‖∆A0‖ = 0.1, ‖∆A1‖ = 0.01 7 8 8 9
‖∆A0‖ = 0.01, ‖∆A1‖ = 0.1 6 7 7 7

Table 6.1: Development of required number of iterations to reach the solution up
to a tolerance of 10−10 with problem size.

size, they only depend on the off-diagonal norms. This is an important property of
a preconditioner as it shows that it is also effectively applicable to large systems.
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Figure 6.8: Number of GMRES iterations with A0,A1 ∈ R10×10 according to
eq. (6.42). Influence of the norms of the diagonals, ‖Ad
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1‖. average of

20 runs. Tolerance 10−8.

6.4.5 Comparison with the T-Sylvester preconditioning
Finally we want to compare the two preconditioning strategies introduced and see
in which situations one is preferable. As we know from theorem 5.1, the quality of
the T-Sylvester preconditioner depends (only) on ‖A1‖. Starting from a diagonally
dominant, non-singular matrix A we therefore now create A1 according to

A∗1 = Ad/‖Ad‖+ β ·∆A/‖∆A‖ A1 = γ ·A∗1/‖A∗1‖ , (6.43)

we control the ratio between the norms of diagonal and off-diagonal elements and
the norm of the whole matrix. A0 is again created according to eq. (6.41), with
α = 10−1, i.e. very small off-diagonal elements. In this configuration A0 has very
little influence on the convergence of the diagonal based preconditioning, as we saw
in the previous sections. The resulting developments of number of iterations are
shown in fig. 6.9.

We see that the with T-Sylvester preconditioning the ratio of diagonal to off-
diagonal elements does not have a big influence on the (qualitative) behavior of the
number of iterations. For the diagonal based preconditioning, though, we again see
that for small ‖∆A1‖ the required number of iterations is considerably lower , which
is consistent with theorem 6.3. For bigger ‖∆A1‖ both preconditioners show very
similar behaviors, for more diagonally dominant A1 matrices the diagonal based
preconditioner is more effective.

However, in the previous example A0 was chosen to be almost a diagonal matrix
and thus had very little influence on the diagonal based preconditioner. Next,
though, we consider an example where A0 is unfavorable for the diagonal based
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Figure 6.9: Number of GMRES iterations with increasing ‖A1‖ while A0 with
‖∆A0‖ = 10−4 and the ratio of ‖∆A1‖/‖Ad

1‖ stay constant. Average of 20 runs,
tolerance 10−8.

preconditioner, specifically ‖Ad
0‖ = ‖∆A0‖ = 1. Figure 6.10 shows the resulting

behavior of the number of iterations
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Figure 6.10: Number of GMRES iterations with increasing ‖A1‖ while A0 with
‖∆A0‖ = 1 and the ratio of ‖∆A1‖/‖Ad

1‖ stay constant. Average of 20 runs,
tolerance 10−8.

In this setup, the diagonal based preconditioner shows a significantly worse per-
formance, as was to be expected from the theory and previous experiments. Since
‖∆A0‖ is rather high and thus dominating, the lines corresponding to different
‖∆A1‖ all show the same behavior on a level with high number of required iter-

51



CHAPTER 6. DIAGONAL BASED PRECONDITIONING

ations. The behavior of the T-Sylvester preconditioner, on the other hand, does
not suffer considerably from the change in A0. For the cases with small ‖∆A1‖
we observe a slight increase in the necessary number of iterations, resulting in less
differences between the lines than in fig. 6.9. The characteristic behavior, though,
does not change with ‖∆A0‖.
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Pseudospectral bounds for GMRES
convergence
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Chapter 7

Pseudospectra

In this section the concept of the pseudospectrum and some important character-
istics related to it are introduced. For matters of completeness and to allow for a
clearer placement of the pseudospectra, at first a short repetition of some well-known
matrix concepts is given.

7.1 Eigenvalues and spectra
The probably most common way to investigate matrix properties is by means of
the matrix eigenvalues. Let λ ∈ C be an eigenvalue of the matrix A and v the
corresponding eigenvector, i.e.

Av = λv

The set of all eigenvalues, the spectrum of A, is denoted by σ(A). A more general
way to define the spectrum of a linear operator A defined in a Banach space is as
the set of numbers z ∈ C such that the resolvent (zI − A)−1 does not exist as a
bounded operator on the whole space [38]. The spectral radius of A is

ρ(A) = max{|λ| : λ ∈ σ(A)}

Note that it holds for λ ∈ σ(A)

‖λv‖ = ‖Av‖ ≤ ‖A‖‖v‖
|λ| ≤ ‖A‖ (7.1)

and thus

ρ(A) ≤ ‖A‖ (7.2)

A matrix A ∈ CN×N with N distinct eigenvalues is guaranteed to have a com-
plete set of eigenvectors {vj}, i.e. the vectors vj with j = 1, ..., N are linearly
independent. If this is the case then the matrix is diagonizable,

A = VΛV−1

55



CHAPTER 7. PSEUDOSPECTRA

where Λ is a diagonal matrix containing the eigenvalues λj of A and V is the N×N
matrix of the eigenvectors, i.e. the j-th column of V is vj .

In case of a normal matrix A, when there exists a complete base of orthogonal
eigenvectors, eigenvalue-based characteristics are usually sufficient. For non-normal
matrices, however, the situation is more complicated and other tools might be nec-
essary. A matrix is considered to be far from normal if the condition number of
V

κ(V) = ‖V‖‖V−1‖ (7.3)

is large [38].

7.2 Definitions of pseudospectra
There are several ways for defining the ε-pseudospectrum of a matrix, as given
in definition 7.1. Depending on the problem one considers, one specific definition
might be more easy to use than the others.

Definition 7.1 (Pseudospectrum, [38])
Let A ∈ CN×N and ε > 0 an arbitrary number. Then the ε-pseudospectrum σε(A)
is the set of z ∈ C

• such that the norm of the resolvent is large,

‖(zI−A)−1‖ > ε−1 (7.4)

• that are eigenvalues of a perturbed matrix A + E for some E ∈ CN×N with
‖E‖ < ε

z ∈ σ(A + E) (7.5)

• such that for some v ∈ CN with ‖v‖ = 1

‖(zI−A)v‖ < ε . (7.6)

These definitions are equivalent, thus it is sufficient that one of them is fulfilled.

Generalizing the last definition to ‖v‖ arbitrary, v 6= 0, z is called ε-pseudo-
eigenvalue of A with corresponding ε-pseudoeigenvector v, if ‖zI − A‖ < ε‖v‖.
Thus the ε-pseudospectrum is the set of ε-pseudoeigenvalues.

Note that using the convention that the norm of the resolvent is infinite for an
eigenvalue, it might seem intuitive that the values where it is large as defined by
eq. (7.4) are values close to the eigenvalue. However, this is only the case for normal
matrices. For matrices that are far from normal ‖(zI −A)−1‖ might still be large
far from the eigenvalue. Those are the cases where the importance of pseudospectra
arises [38].

Unlike the spectrum, pseudospectra depend on the norm. While the above
definitions hold for arbitrary matrix norms ‖ · ‖, if we specify ‖ · ‖ = ‖ · ‖2 we

56



7.3. PROPERTIES

get an additional definition based on singular values which is very useful from a
computational point of view.

Definition 7.2 (‖ · ‖2-norm pseudospectrum, [38])
For ‖ · ‖ = ‖ · ‖2, the ε-pseudospectrum σε(A) of A ∈ CN×N is the set of z ∈ C such
that

smin(zI−A) < ε (7.7)

where smin(zI−A) denotes the smallest singular value of zI−A.

This means that the pseudospectra of A are, in the complex plane, bounded
by level curves with smin(zI −A) = ε. Exploiting this, one way to compute pseu-
dospectra of a matrix A is by putting a grid in the complex plane and evaluating
smin(zI −A) at each grid point. The thus obtained data is then used to generate
contour plots, which represent the pseudospectra. This approach is rather naive
and results in very high computational costs. [36] shows several ways to improve it.
This and related issues and the resulted consequences are discussed in some more
detail in section 10.1.
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Figure 7.1: Pseudospectra of a 16× 16 GRCAR matrix to illustrate the concept.

7.3 Properties

In the following some properties of pseudospectra and pseudoeigenvalues are pre-
sented. This is not meant to be a comprehensive treatment of these properties, the
focus lies only on those characteristics that will in some sense be required later on.

For finite ε > 0, σε(A) of a n×nmatrix A is a bounded open set in C. It contains
no more then n connected components and each of the components contains at least
one eigenvalue of A [16].
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From eq. (7.4) (and respectively eq. (7.5)) it follows that pseudospectra associ-
ated with various ε are nested

σε1(A) ⊆ σε2(A) 0 < ε1 ≤ ε2 . (7.8)

Any z fulfilling eq. (7.4) for ε1 does so for ε2 as well, since ε−1
2 ≤ ε−1

1 . A more
specific definition of the relation of the pseudospectra to the spectrum of A is given
by the Bauer-Fike theorem. Let ∆r ≡ {z ∈ C|‖z| ≤ r} denote a disk of radius r in
the complex plane.

Theorem 7.1 (Bauer-Fike, [38])
Let A ∈ CN×N be diagonizable, A = VΛV−1. Then, for ε > 0 and ‖ · ‖ = ‖ · ‖2,

σ(A) + ∆ε ⊆ σε(A) ⊆ σ(A) + ∆εκ(V) (7.9)

Thus for a diagonizable matrix A, the pseudospectra are bounded by the con-
dition number κ(V) and in the limit ε→ 0 they approach the spectrum of A.

For orthogonal matrices and ‖ · ‖ = ‖ · ‖2 the condition number κ(V) is one and
thus eq. (7.9) becomes an equality,

σ(A) + ∆ε = σε(A)

Based on the fact that σ(A) ⊂ σε(A), one can show that many theorems about
eigenvalues can be seen as special cases, ε = 0, of ε-pseudospectral theorems [13].
This is for example the case for eq. (7.1).

Theorem 7.2 ([13], thm. 8)
Let λε ∈ σε(A), then it holds

|λε| ≤ ‖A‖+ ε (7.10)

Furthermore one can formulate a basic mapping theorem for linear transforma-
tion. For ε = 0 this is a subcase of the spectra mapping theorem.

Theorem 7.3 (Basic mapping theorem [13])
For α, β ∈ C

σε|β|(αI + βA) = α+ βσε(A) (7.11)

Finally, note that from eq. (7.7) it follows that pseudospectra in the ‖ · ‖2-norm
are invariant to unitary similarity transformations.

Lemma 7.1
Let A = UTU∗ where U is unitary, then

σε(A) = σε(T) (7.12)
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Chapter 8

GMRES Convergence Bounds

This chapter presents several convergence bounds known from the literature and
deals separately with the parts they consist of. Furthermore a new bound that is
favorable for problems with outliers is introduced.

8.1 Eigenvalue and pseudospectral convergence bounds
The basis for GMRES convergence bounds is the minimum residual property eq. (3.4)
as introduced in chapter 3. However, since most concepts used for investigating con-
vergence are based on matrices and not vectors, one usually starts by bounding

‖rk‖ = min
p∈Pk,
p(0)=1

‖p(A)r0‖ ≤ min
p∈Pk,
p(0)=1

‖p(A)‖‖r0‖ (8.1)

In the following, all bounds are applied to the thus resulting ideal GMRES problem,
finding a bound for

min
p∈Pk,
p(0)=1

‖p(A)‖ (8.2)

Note that the resulting bounds are worst case bounds for GMRES applied to prob-
lems with that matrix A. In specific cases the convergence for a particular initial
residual might differ drastically. Those cases, however, are thought to be rare in
practice [11]. A more common phenomenon caused by applying eq. (8.1) is the
observation that convergence bounds often do not capture a fast initial reduction
of the minimum residual [8].

8.1.1 Eigenvalue Bound

In case of a normal matrix A, when there exists a complete base of orthogonal
eigenvectors, the eigenvalues are enough to provide an accurate characterization of
the convergence behavior. For non-normal matrices, however, any eigenvalue-based
prediction about its behavior can only be valid up to a factor given by the matrix’s
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condition number as a measure for the non-normality [35]. Provided that A is
diagonizable, A = VΛV−1, it holds

min
p∈Pk,
p(0)=1

‖p(A)‖ = min
p∈Pk,
p(0)=1

‖Vp(Λ)V−1‖ ≤ κ(V) min
p∈Pk,
p(0)=1

max
λ∈σ(A)

‖p(λ)‖ (8.3)

Furthermore, the spectral mapping theorem states [38, p.248]

p(σ(A)) = σ(p(A))

From this together with eq. (7.2) it follows that

max
λ∈σ(A)

‖p(λ)‖ = max
λ∈σ(A)

‖λ(p(A))‖ = ρ(p(A)) ≤ ‖p(A)‖

Thus we can additionally provide a lower bound,

min
p∈Pk,
p(0)=1

max
λ∈σ(A)

‖p(λ)‖ ≤ min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ κ(V) min
p∈Pk,
p(0)=1

max
λ∈σ(A)

‖p(λ)‖ (8.4)

For normal matrices eq. (8.4) becomes an equality. This is consistent with
the accurate convergence estimations that are obtained by this bound then. [11]
finds that it additionally works well if all eigenvalues are uniformly non-normal.
In the general non-normal case, though, one often observes a transient phase in
the beginning. Eigenvalues do not necessarily say much about the behavior of a
matrix process in the transient phase [35]. Additionally, in cases where A is not
diagonizable this bound cannot be applied at all.

8.1.2 Pseudospectral Bound
We start by considering a general definition for a matrix function f(A) analogue to
the Cauchy integral formula.

Definition 8.1 (Dunford-Taylor integral, [18], [38])
Suppose f is a function that is analytic inside and on a closed contour or union of
contours enclosing σ(A) once counterclockwise. Then f(A) can be defined as

f(A) := 1
2iπ

∫
Γ
f(z)(zI−A)−1dz

Now we apply this definition to the ideal GMRES problem eq. (8.2), thus ob-
taining [38, p.249]

min
p∈Pk,
p(0)=1

‖p(A)‖ = min
p∈Pk,
p(0)=1

‖ 1
2iπ

∫
Γ
p(z)(zI−A)−1dz‖ ≤ min

p∈Pk,
p(0)=1

1
2π

∫
Γ
|p(z)|‖(zI−A)−1‖|dz|

Take Γε to be a union of contours enclosing σε(A). Applying eq. (7.4) yields

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ min
p∈Pk,
p(0)=1

1
2πε

∫
Γ
|p(z)||dz| ≤ min

p∈Pk,
p(0)=1

1
2πεLε max

z∈Γε

|p(z)|
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Theorem 8.1 (Pseudospectral Bound for GMRES,[38])
Let Γε be a union of contours enclosing σε(A). Then

‖rk‖
‖ro‖

≤ min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ Lε
2πε min

p∈Pk,
p(0)=1

max
z∈Γε

|p(z)| (8.5)

where Lε is the arc length of Γε.

In contrast to the eigenvalue bound eq. (8.3), the pseudospectral bound is also
applicable for defective and non-diagonizable matrices. Another major advantage
is that by using convergence rates based on different pseudospectral sets, different
phases of convergence can be described accurately [11]. Transient initial phases,
for example, can thus often be captured. Furthermore, a big problem with the
eigenvalue based bound eq. (8.3) is that in many applications the matrices are
highly non-normal. In those cases the resulting convergence constants are very
high, rendering the bound rather non-descriptive. This problem can be tackled to
some extent by applying the pseudospectral bound for different values of ε. Bigger ε
values result in larger domains, but with small corresponding constants. This often
gives a more adequate description of the early iterations than can be achieved by
an eigenvalue (disk) bound. With decreasing ε, the minimization area , associated
with the slope of the bounding curves, also decreases while the constant grows. The
bounds corresponding to those ε-values can be descriptive for later iterations, in
the beginning, however, they will not be descriptive due to the large constant.

If A is non-normal only due to ill-conditioning in a few eigenvalues, though,
GMRES will initially concentrate on those, effectively eliminating them. Further
iterations are no longer influenced by those eigenvalues. Theorem 8.1 lacks the
flexibility to capture such behaviour [38, p.252].

8.2 Asymptotic convergence rate

For each of the bounds above, the asymptotic convergence behaviour is determined
by the approximation problem

min
p∈Pk,
p(0)=1

max
z∈Ω
|pk(z)| (8.6)

where Ω is either the spectrum of A or the union of contours Γε. For practical
applications, this asymptotic convergence rate has to be expressed or approximated
in terms of more easily computable quantities. In the following some theorems and
estimates to this regard are given.

Probably most easily applicable is the disk-bound given in theorem 8.2 which
is based on the Zarantonello bound [31]. This bound uses that the minimizing
polynomial for a disk centered at c is p(z) =

(
c−z
c

)m.
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Theorem 8.2
Let C(c, ρ) be a circle of center at c and radius ρ not containing the origin. Then

min
p∈Pk,
p(0)=1

max
z∈C(c,ρ)

|pk(z)| ≤
(
ρ

|c|

)k
(8.7)

However, in cases were the bounding disk is much larger then the convex hull of
the eigenvalues, the results obtained by this estimate are unnecessarily pessimistic.
Sharper estimates can be achieved using estimates based on Chebyshev polynomials.
For real eigenvalues it is thus possible to find an optimal polynomial. Let Ck denote
the k-th degree Chebyshev polynomial of the first kind, which can be expressed as

Ck(t) = 1
2
[
(t+

√
t2 − 1)k + (t+

√
t2 − 1)−k

]
(8.8)

Theorem 8.3
Let [α, β] be a non-empty interval in R not containing the origin. If Ω ⊂ [α, β], then

min
p∈Pk,
p(0)=1

max
z∈Ω
|pk(z)| ≤ min

p∈Pk,
p(0)=1

max
z∈[α,β]

|pk(z)| =
1

|Ck(1− 2 β
β−α)|

(8.9)

Using this theorem, for all real eigenvalues and the origin not included in the
spectrum of A, one obtains the estimated approximated convergence rate which is
well-known from the CG algorithm,

min
p∈Pk,
p(0)=1

max
z∈Ω
|pk(z)| ≤

1
|Ck(1− 2 β

β−α)|
≤ 2

[√
κ− 1√
κ+ 1

]k

For complex eigenvalues on can apply a Chebyshev bound in a similar way, ob-
taining, however, only a near optimal bound. Let C̃k denote the complex Chebyshev
polynomial of degree k, defined as

C̃k(z) = 1
2[wk + w−k] where z = 1

2[w + w−1] (8.10)

Theorem 8.4
Let E(c, d, a) be an ellipse centered at c with focal distance d and semi-major axis
a which excludes the origin. Assume that Ω ⊂ E(c, d, a). Then

min
p∈Pk,
p(0)=1

max
z∈Ω
|pk(z)| ≤ max

z∈E(c,d,a)
|pk(z)| =

C̃k
(
a
d

)
|C̃k

(
c
d

)
|

(8.11)

The Chebyshev-polynomial expression in the right-hand side of theorem 8.4 can
furthermore be approximated as [31]

C̃k
(
a
d

)
|C̃k

(
c
d

)
|
≈
(
a+
√
a2 − d2

c+
√
c2 − d2

)k
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8.3. ABOUT CONVERGENCE CONSTANTS

A more advanced approach to derive the estimated asymptotic convergence fac-
tor,

ρ = lim
n→∞

(min
p∈Pk

max
z∈Ω
|p(z)|)1/n

is via Green’s functions and potential theory as done in [8]. If Ω is a compact,
connected set with 0 /∈ Ω, this factor depends on the distance of the origin to Ω
measured by level curves associated with an exterior conformal map.

Theorem 8.5 (Estimated asymptotic convergence factor [8])
Let Ω be connected, and let Φ(z) be a conformal map of the exterior of Ω to the
exterior of the unit disk ∆ with Φ(∞) =∞. The estimated asymptotic convergence
factor of Ω is

ρ = 1
|Φ(0)|

For simple geometries this mapping and thus the associated convergence factor
can be found analytically, more complex examples can be computed numerically,
for example using the Schwarz-Christoffel Toolbox as done in , for example [8], [11],
[12]. For further details and usage of the toolbox see [9], [7] .

8.3 About convergence constants

Additionally to the asymptotic convergence rate a constant is associated with the
description of convergence,

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ C min
p∈Pk,
p(0)=1

max
z∈Ω
|pk(z)|

From the Bauer-Fike theorem, eq. (7.9), one can derive a simple upper bound
for the pseudospectral convergence constant CPSA = Lε

2πε . We know that the ε-
pseudospectrum is bounded by at most a disk with radius εκ(V) around each of
the N eigenvalues of A. Thus, choosing Γε to be the union of boundaries of those
disks, we get

CPSA ≤ N
2πεκ(V)

2πε = Nκ(V) (8.12)

As ε increases, the pseudospectra grow. In the limit, as ε → ∞, CPSA → 1 [11].
In case of the eigenvalue bound eq. (8.3) we know the convergence constant to be
CEV = κ(V).

Since σ(A) ⊂ σε(A), the solution to the minimization problem, the asymptotic
convergence rate, is always smaller for the eigenvalue bound than for the pseu-
dospectral bound. This implies that for the pseudospectral bound to be sharper
than the eigenvalue bound it has to hold CPSA < CEV = κ(V) [11].
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CHAPTER 8. GMRES CONVERGENCE BOUNDS

8.4 Example - Integration matrix
A case where the pseudospectral bounds work well while other bounds fail, is the
so-called integration matrix. We consider it here as an example, following the
descritption in [38], [11]. This matrix is a Jordan block with decreasing entries on
the first upper off-diagonal,

A =



1 β

1 β
2

1 . . .
. . . β

(n−1)
1


Since the matrix is defective with only eigenvalue 1, it is not diagonizable. There-
fore the eigenvalue bound is not applicable. Pseudospectra, however, can still be
computed and are shown in fig. 8.1a.
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Figure 8.1: Integration matrix: ε-pseudospectra for log10 ε = {−1, ...,−9} and pseu-
dospectra based convergence estimate. 100× 100 integration matrix with β = 2.

For the given example the ε-pseudospectra are concentric disks centered at one
and with a radius depending on ε and β. Since the pseudospectra actually are disks,
a disk based approximation similar to theorem 8.2 will give an as good as possible
estimate. Thus, consider a disk D(c, ρε) with center at c and radius ρε containing
the ε-pseudospectrum of A and let Γε be its boundary. Then from eq. (8.5) it
follows

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ Lε
2πε min

p∈Pk,
p(0)=1

max
z∈Γε

|pk(z)| ≤
ρε
ε

(
ρε
|c|

)k
(8.13)

Computing the right-hand side value of that bound and plotting it over sev-
eral iterations gives a quite close approximation to the actual ideal convergence, as
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8.5. INFLUENCE OF ISOLATED POINTS

fig. 8.1b shows. The integration matrix is a case of the before mentioned problem
that the ideal GMRES problem eq. (8.2), for which we compute bounds here, does
not exactly capture the initial reduction of the residual reduction (plotted dotted
in fig. 8.1b). Taking this into account, the obtained estimate captures the charac-
teristics of the problem rather well. Curves corresponding to bigger ε describe the
initial behavior, while for smaller ε lines with a steeper slope capture are obtained
which fit better for later iterations.

8.5 Influence of isolated points
An aspect that requires special attention is the presence of isolated points in the
spectrum of A, i.e. single points that are far away from the other points in the
spectrum. To make such a polynomial zero at such an isolated point requires just
one single root. In the first iterations of a Krylov subspace method, though, only
very few degrees of freedom are available. Since the corresponding polynomials
have to be as small as possible in all points of the spectrum, the outlier eigenvalue
might not get “its” root at first. While this is the case, it has considerable influence
and causes initial stagnation. As the polynomial degree increases more flexibility
is gained and at some point the polynomials under consideration are small at the
isolated point as well. It then does not influence the following iterations any more
and typically a much faster convergence is observed then.

A (small) finite number of points can be considered a null set, thus an advanced
eigenvalue bound can exploit the finiteness of the spectrum to appropriately es-
timate convergence. For pseudospectral bounds, though, this is not the case. A
pseudospectrum is always an area, not only a point, and has to be treated accord-
ingly. “The primary flaw of the pseudospectral bound is its inability to recognize the
finiteness of the spectrum, thus overestimating the influence of outliers eliminated
at an early stage of convergence” [11].

8.6 Mixed eigenvalue pseudospectral approach
A way to deal with the issue of outlier eigenvalues is to remove them from the spec-
trum before computing the pseudospectra. The following lemma provides means to
do so.

Lemma 8.1
Let λ1, ..., λn be the eigenvalues of a non-singular matrix A ∈ Rn×n and assume λ1 is
a single eigenvalue with corresponding eigenvector q. Moreover, let Q ∈ Rn×(n−1),
S ∈ R(n−1)×(n−1) be a partial Schur factorization associated with λ2, ..., λn, i.e.

AQ = QS

where S is an upper triangular matrix and Q is orthogonal. Then

1. [q Q] is invertible;
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CHAPTER 8. GMRES CONVERGENCE BOUNDS

2. The matrix A can be decomposed as

A = [q Q]
[
λ 0
0 S

]
[q Q]−1 ;

and

3. The ideal GMRES problem, eq. (8.2), is bounded by

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ κ([q Q])‖S− λI‖
|λ|

min
p∈Pm−1,
p(0)=1

‖p(S)‖

Proof.

1. Since λ1 is a simple eigenvalue, q is linearly independent of the other eigen-
vectors. The columns of Q form a basis of the space spanned by the other
eigenvectors and thus span([q Q]) = Rn and it is invertible.

2. The statement follows directly form multiplication of A by [q Q].

A[q Q] = [λq AQ] = [λq QS] = [q Q]
[
λ 0
0 S

]

3. We begin by replacing A with the representation from the previous step and
use the matrix norm consistency inequality

min
p∈Pk,
p(0)=1

‖p(A)‖ = min
p∈Pk,
p(0)=1

‖[q Q]p(
[
λ 0
0 S

]
)[q Q]−1‖ ≤ min

p∈Pk,
p(0)=1

κ([q Q])‖
[
p(λ) 0

0 p(S)

]
‖

From restricting the minimization set by requiring p(λ) = 0 it follows

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ min
p∈Pk,
p(0)=1
p(λ)=0

κ([q Q])‖
[
p(λ) 0

0 p(S)

]
‖ = min

p∈Pm,
p(0)=1
p(λ)=0

κ([q Q])‖p(S)‖

Finally a factor S−λI
|λ| is introduced to fulfill the condition p(λ) = 0. In doing

so the polynomial degree reduces by one.

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ min
p∈Pm,
p(0)=1
p(λ)=0

κ([q Q])‖p(S)‖ = min
p∈Pm−1,
p(0)=1

κ([q Q])‖p(S)S− λI
|λ|

‖

≤ κ([q Q])‖S− λI‖
|λ|

min
p∈Pm−1,
p(0)=1

‖p(S)‖
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8.6. MIXED EIGENVALUE PSEUDOSPECTRAL APPROACH

As stated in lemma 7.1, unitary similarity transformations do not change the
pseudospectra of a matrix. Thus the pseudospectra of S are the same as the ones
of A without the selected (outlier) eigenvalue λ. The removal of this eigenvalue
from the spectrum comes at the cost of one polynomial root and a constant. This
constant may be rather high, thus it is advisable to apply lemma 8.1 only to very
few eigenvalues.
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Chapter 9

Application to the problem

Following the introduction and theoretical discussion of the convergence bounds
in the previous section, here the actually implemented and applied bounds are
introduced. Some practical aspects and problems related to the applicability of the
bounds are discussed, for issues and more information regarding the implementation
see section 10.1. The chapter thus constitutes a presentation of the results obtained
with pseudospectral bounds for the kind of operators under consideration.

9.1 Theoretical pseudospectral bounds

We begin with a theoretical deduction. Under the same assumptions as in section 5.3
we aim to use the pseudospectral disk bound, eq. (8.13), to obtain a convergence
estimation for solving eq. (5.7) with GMRES. Analogous to eq. (5.9) assume there
exists a disk centered at one containing the pseudospectra of a matrix A and consider
a bound for its radius,

rε = max{|λε − 1|, λε ∈ σε(A)} . (9.1)

Applying the pseudospectral mapping theorem 7.3 and using theorem 7.2 yields

rε = max{|λε|, λε ∈ σε(A− I)} ≤ ‖A− I‖+ ε (9.2)

Next we use the same reasoning as in section 5.3 again to transfer eq. (9.2) to a
preconditioned system. In contrast to before, though, with pseudospectra we can
give an estimation for the whole ideal GMRES problem eq. (8.2) and not only the
asymptotic convergence rate, without use of the condition number.

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ (‖Ã−1A− I‖+ ε)k+1

ε
. (9.3)
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Bounding the norm ‖Ã−1A − I‖ is, as before, equivalent to bounding eq. (5.10).
Thus the resulting statement is

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ (O(‖A1‖) + ε)k+1

ε
. (9.4)

In comparison to the eigenvalue estimate,

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ κ(V) min
p∈Pk,
p(0)=1

max
λ∈σ(A)

|p(λ)| ≤ κ(V)O(‖A1‖) = O(‖A1‖) ,

the pseudospectral estimate does not contain the condition number κ(V) and is
by means of applying different ε more flexible with regard to different convergence
phases. However, the estimate still contains many constants which might be high.
A desirable sharp description is thus still not obtained. Applying a theoretical
pseudospectral bound to the diagonal based preconditioner entails the same type of
problem, here the resulting bound is

min
p∈Pk,
p(0)=1

‖p(A)‖ ≤ (O(‖∆A0‖+ ‖∆A1‖) + ε)k+1

ε
. (9.5)

9.2 Example 1
As the theoretical assessment did not give an effectual result, we turn to numerical
examples. To begin with, consider the small example used to investigate convergence
in [20].

A0 =


−26 −22 −1 −4

2 −24 −4 1
7 11 −24 −22
−13 15 −1 −9

 A1 = α · diag(−1,−0.5, 0, 0.5) W = I

A0 is a randomly generated matrix, A1 diagonal such that the norm ‖A1‖2 is
determined by only α. The time delay is chosen to be τ = 1.

This example is constructed to show the properties of the T-Sylvester precondi-
tioner and involves a rather high ‖∆A0‖ ≈ 32. The diagonal based preconditioner
is not suitable for a problem of this form and the corresponding pseudospectra are
rather big and inexpressive. Therefore this example is restricted to the T-Sylvester
preconditioner.

Figure 9.1 shows the eigenvalues and ε-pseudospectra with ε ∈ 10{−1.5,−2,...,−5.5}

for the operator
X→ L̃−1

c (Lc(X)) (9.6)

where L̃c is defined according to eq. (5.1) and Lc is given by definition 4.2. The
characteristic that is to be estimated in the following is the corresponding residual
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Figure 9.1: Eigenvalues and pseudospectra corresponding to the T-Sylvester pre-
conditioning operator for the small example with scaling factor α = 0.001, 0.01, 0.1
and 0.5.
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norm convergence behavior when running GMRES for the problem L̃−1
c (Lc(X)) =

−W with initial guess X = I. It is marked by a dotted black line in all the following
plots.

As explained in section 8.1.2, pseudospectral bounds are expected to be of ad-
vantage especially with highly non-normal matrices, i.e. high condition numbers
κ(V), and to capture variations of the convergence behavior with number of itera-
tions, such as an initial transient phase. For the example considered here, we have
relatively low condition numbers κ(V) ∼ 1.9 ·102 and 2.1 ·102 for ‖A1‖ = 0.001 and
‖A1‖ = 0.01. For ‖A1‖ = 0.1 the non-normality increases, κ(V) ∼ 1.6 · 103 and
finally for ‖A1‖ = 0.5 it is κ(V) ∼ 3.1 · 104. This is consistent with the convergence
behavior observed in [20], with increasing ‖A1‖ more iterations are required for
the relative residual norm to fall below a certain tolerance value and the decrease
becomes less uniform.

Looking at fig. 9.1 we see that applying the T-Sylvester preconditioner causes
a contraction of the eigenvalues of the initial operator towards (1, 0). However,
with increasing ‖A1‖ outlier eigenvalues tend to appear. In fig. 9.1 this is for
example the case for the rightmost eigenvalue which moves farther away from the
rest overproportionally with higher ‖A1‖ which fits with the growing non-normality.
A reason for this is that the operator Lc(X), eq. (4.17) does not only depend directly
on A1 but also indirectly via Z1(τ/2),Z2(τ/2). Thus the deviation between original
and preconditioning operator due to the approximation of A1 by zero can have a
more than linear impact.

From this characteristic of the preconditioner it follows, as can be observed
on the right in fig. 9.1, that for small ‖A1‖ a disk approximation will capture
the pseudospectral area relatively good. For higher ‖A1‖ values, though, only the
outermost pseudospectra are relatively circular. For smaller ε several disconnected
components appear, that contract to the eigenvalues with decreasing ε. This is
a general property of pseudospectra as defined in theorem 7.1, however, for small
‖A1‖ it only takes effect at much smaller ε. The impact of this area approximation
problem can be seen in fig. 9.2. For the small values of ‖A1‖ the pseudospectral
disk bound approximation results in a convergence prediction that is rather close
to the actual convergence. For the bigger ones, though, especially the one with
‖A1‖ = 0.5, the change of slope that occurs for later iterations is not captured.
As the considered minimization area, the bounding disk, is much bigger than the
actual pseudospectrum the faster reduction that in theory should occur for small ε
does not take effect.

Not using a disk but the more advanced conformal mapping theorem 8.5 which
uses a polygonal approximation area gives only a slight improvement as fig. 9.3
shows. As a polygon provides more flexibility than a circle both the size of the
minimization area and its distance from the origin can be captured more accurately.
However, the general problem that the minimization area consists of several (very)
small components rather than one big connected one is not solved. Summarizing
we can say here that, in comparison to the simple eigenvalue disk bound, using
pseudospectra it is possible to obtain a convergence estimation that gives a closer
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Figure 9.2: Eigenvalue and pseudospectral disk bound estimate for GMRES residual
norm behavior with number of iterations for Example 1. Black dotted: actual
convergence.

description of the initial behavior as fig. 9.2 and fig. 9.3 show. Towards the final
iterations, though, the description is not or only marginally more meaningful than
the one of the eigenvalue disk bound. Especially for the case where initial and
progressed behavior differ a lot, the latter is not sufficiently captured. In Example
2 there is a stronger focus on possibilities to improve the descriptiveness of the
pseudospectra convergence bound implementation.

Another aspect that is noteworthy here is the bound for the radius of the disk
containing the ε-pseudospectrum

rε ≤ O(‖A1‖) + ε (9.7)

that follows from the approximation in section 9.1. Accordingly, for small ‖A1‖
and the higher ε-values shown in fig. 9.1, ε is the factor determining the radius
of the disk. This explains why for ‖A1‖ = 0.001 and ‖A1‖ = 0.01 the outer
pseudospectra are large relatively to ‖A1‖ (which determines the scaling of the
plots there) in comparison to the bigger ‖A1‖ values. At first glance this might
seem counter-intuitive, since, as stated above, larger ε values are used to investigate
the initial behavior and a big area indicates a slow convergence. However, which
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Figure 9.3: Eigenvalue and pseudospectral conformal mapping estimate for GMRES
residual norm behavior for the small example.

ε values are the “big” ones describing the initial phase has to be assessed in the
context of the specific problem. Generally ε can be chosen such that an arbitrarily
large disk is obtained. Furthermore, the area of a single pseudospectrum contains
only limited information, the combination of ε on several orders magnitude has to
be considered to get expressiveness.

Finally we briefly estimate the quality of the bound re ≤ O(‖A1‖) + ε. Looking
at only the section of (1±‖A1‖, 0±‖A1‖) of the complex plane containing the pseu-
dospectra as pictured in fig. 9.4 shows that for smaller ‖A1‖ the estimate eq. (9.7) is
rather pessimistic for the ε-pseudospectra with small ε. Note, furthermore, that for
large ‖A1‖ the center of the pseudospectra differs considerably from the assumed
one at one.
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Figure 9.4: {2‖A1‖}2-sized sections of Example 1’s pseudospectra.
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9.3 Example 2 - PDDE discretization
In this section we consider a special case of the larger example in [20]. It arises from
discretizing the partial delay differential equation

v̈(x, y, t) = ∆v(x, y, t) + v̇(x, y, t) + 5 cos(xy) sin(πx)∂v
∂x

(x, y, t− τ) + u(t)

w(t) = v(1
2 ,

1
2)

(9.8)

on the unit square, (x, y) ∈ [0, 1]2 with homogeneous Dirichlet boundary condi-
tions. This can be seen as a model of propagating waves with damping and delayed
feedback control. To obtain a time-delay system of the form eq. (4.12), eq. (9.8) is
rephrased as a first-order system and then semi-discretized using finite differences.
Therefor we use here m + 1 elements in both x− and y−direction, resulting in
coefficient matrices

A0 =
[

0 I
I⊕Dxx −I

]
A1 =

[
0 0

diag(F)(I⊗Dx) 0

]
(9.9)

where

Dxx = 1
h2


−2 1

1 . . . . . .
. . . . . . 1

1 −2

 Dx = 1
2h


0 1

−1 . . . . . .
. . . . . . 1

−1 0


F = vec

([
5 cos(xy) sin(πx)

]m
i,j=1

)
with h = 1/(m+ 1)

Both A0 and A1 are singular, thus only the T-Sylvester preconditioner can be
applied. In this section the case of the coarsest possible discretization, m = 3,
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Figure 9.5: Pseudospectra and convergence behavior for the big example problem.

is considered explicitly. A0 and A1 are then 16 × 16 matrices and the vectorized
system matrix is in R324×324. The corresponding pseudospectra and relative residual
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norm convergence behavior when running GMRES are shown in fig. 9.5. When m is
increased the eigenvalue and pseudospectral characteristics become more distinct,
they do not change qualitatively though as fig. 9.6 shows exemplary: there is a
cluster of eigenvalues around (0, 1) surrounded by a cloud of more loosely scattered
ones. To the left, for m = 3 at (0.34, 0), there is an outlier eigenvalue.
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Figure 9.6: Eigenvalues for m = 3,m = 5,m = 7, that is n = 16, n = 36, n = 64.

9.3.1 Standard bounds

To begin with, again the pseudospectral disk bound eq. (8.13) is applied to get a
convergence estimate. However, as we already saw in Example 1, the major flaw
of this approach is that the minimization area that is taken into account is much
bigger than the actual pseudospectra, especially for small ε-values. The outlier
eigenvalue relatively far away from the others strengthens this effect, the bounding
disk of the small pseudospectra is much bigger than their actual area. Note that in
the implementation the center of the disk is flexible and not fixed to (0,1). Thus
the distance from the bounding disk to the origin is not bigger than necessary in
the given case with the outlier to the left of the cluster of eigenvalues, only its
area is problematic. Figure 9.7 shows the resulting bounding curves for the relative
GMRES residual norm associated with the ε-pseudospectra for ε ∈ 10{−2,−2.5,...,−11}.
For the smaller ε values it is not possible to compute the respective pseudospectral
area directly, a bound has to be applied as described in chapter 10. This can
cause the considered area to be overestimated even more. Looking back at the
pseudospectra in fig. 9.5 shows that a disk containing the ε-pseudospectrum can
only reduce significantly for the first few ε-values, for ε ∈ 10{−4,...,−11} its area stays
almost constant. Consistently, in fig. 9.7 we see a change of slope only for the first
few considered ε. From ε = 10−3.5 the resulting curves are almost parallel lines,
only shifted to the right due to the increasing convergence constant associated with
smaller ε.

Accordingly, the effect that smaller ε catch the convergence behavior for later
iterations does not occur in this setup, the convergence estimate predicts 65 itera-
tions to reach a tolerance of 10−12. This is slightly better than the eigenvalue disk
bound with 73 iterations, but far off the actual value of only 19.

As a first step towards more descriptive bounds we apply Chebyshev bounds as
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Figure 9.7: Disk bound convergence estimate for the big example problem. Black
dotted: actual convergence.

introduced in theorem 8.4. Now the considered minimization area is ellipse-shaped
rather than circular. This provides some additional flexibility and results for the
eigenvalue distribution in this example in better approximations, as fig. 9.8 shows,
now 51 iterations are predicted. A drawback of the Chebyshev approach, however, is
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Figure 9.8: Chebyshev approximation based convergence estimate.

that it is harder to treat theoretically. It is necessary to find an as small as possible
ellipse with maximal distance from the origin on which then the complex Chebyshev
polynomial is computed. However, to find a significant meaningful connection from
that ellipse to the norm of A1 such as necessary for theoretical treatment is not
possible in a reasonable way.

Figure 9.8 shows, additionally to the Chebyshev based pseudospectral approx-
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imations, the eigenvalue bound based on complex Chebyshev polynomials (label
’Cheb comp’). As one can see, this approximation is considerably better than the
pseudospectral approximation for all but the first few iterations. There it suffers
from the high convergence constant, but later on the eigenvalue Chebyshev bound
is based on a more favorable area then the pseudospectral bounds for bigger ε. For
small ε the minimization areas get very similar, but then the pseudospectral bound
also includes a large constant.

Estimating the asymptotic convergence factor using a conformal mapping as in
theorem 8.5 allows for a minimization area approximation based on a polygon. This
results in an estimate that is better than the Chebyshev based pseudospectral one, as
fig. 9.9 shows. An approximated number of iterations to a specific tolerance close to
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Figure 9.9: Conformal mapping based convergence estimate for example 2.

the one from the Chebyshev eigenvalue approach can be obtained. The initial phase
is estimated in almost the same way as in fig. 9.8. Later on the estimating curves
have a steeper slope associated with a better areal approximation, thus yielding an
overall closer estimation than before. The underlying basic behavior, though, is
still the same in fig. 9.7. The bounding curves only change their slope up to ε =
10−3.5, from ε = 10−4 the considered minimization area does not change significantly
anymore. Thus the theoretical advantages of pseudospectral bounds can only take
limited effect in the application.

To provide a better understanding of the behavior of the cases described above,
fig. 9.10 shows the area approximations for all three approaches exemplary for the
case ε = 10−3.5. For all three cases the area included by the bounding curve is a
bigger than the actually computed pseudospectral area, but this effect decreases a
lot from left to right. Note that the degree of the polynomial for the conformal
mapping was somewhat limited by the computational resources.
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Figure 9.10: Approximations of the pseudospectral area for the three considered
approaches. Blue: pseudospectral boundary points as computed by eigtool [40]
for ε = 10−3.5.

9.3.2 Mixed eigenvalue pseudospectra approach
The major reason for the minimization area to be too large to yield good results for
disk- and Chebyshev bound is the existence of the outlier eigenvalue, lying far from
the main cluster of eigenvalues. Lemma 8.1 provides a possibility to remove such
eigenvalues from the spectrum at the cost of a constant. This constant, however, is
typically very high, a lot higher than the convergence constant as in theorem 8.1.
For many cases, as for instance the one of ‖A1‖ = 0.5 in Example 1, this means
that while lemma 8.1 provides a better slope approximation, the bounding curves
are shifted so far to the right that they do not give any improvement of the overall
estimation.

In cases of operators with a few strong outlier eigenvalues, as in this example,
though, the mixed eigenvalue pseudospectra approach results in a rather good bound
for the convergence behavior of the relative residual norm, as fig. 9.11 shows. We
here see the bounding curves from the Chebyshev bound as in fig. 9.8 and then,
with a steeper slope and starting from a much higher value due to the high constant,
the lines from the mixed approach.

9.3.3 Heuristic convergence Estimation
As described in the previous section, both the conformal mapping and the mixed
approach provide ways to deal with outlier eigenvalues up to a certain degree. How-
ever, both require a connected minimization area, thus making it an inherent prop-
erty that the pseudospectral area will be significantly overestimated in most cases,
at least for small ε. The then occurring phenomenon of the pseudospectra contract-
ing to very small areas around the eigenvalues can not be captured by a connected
domain approximation. Furthermore both approaches are computationally very
expensive and it is hard to draw a connection back to the theoretical description
involving norms. Additionally to the previous strategies we therefore consider an
approach based on a heuristic convergence estimation. It is based on the fact that
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Figure 9.11: Convergence estimate from the mixed approach applying the Cheby-
shev bound for the big example problem. Solid lines: approximation considering all
points, dashed lines: after “removing” the outlier eigenvalue.

to minimize a polynomial in a specific point only one polynomial root is necessary.
Furthermore we set the assumption that it is sufficiently accurate for the purpose of
the estimation to approximate disks with a radius smaller than a certain tolerance
as points. This approximation also draws support from the fact that the whole
pseudospectral area computation is based on a grid which only provides a certain
resolution, see section 10.1.

The approximation routine used to bound the small pseudospectra described in
section 10.2 is adapted such that the pseudospectral area associated with specific
eigenvalues is neglected and counted as a non-interior point. This is the case if the
pseudospectral area is smaller than a certain tolerance, in the given example for r .
10−6, and has a certain distance to the average of all other remaining points, here
half the radius of a disk bounding those. The tolerances are dependent on the total
number of eigenvalues of the operator and the area they are distributed in. However,
they are in general only rules of thumb based on experimental experience and have to
be monitored cautiously. In the computation of the estimated convergence behavior
with iterations the iteration counter is increased by the number of non-interior
points, whose contribution to the pseudospectrum has be neglected.

As fig. 9.12 shows, the obtained convergence estimate is of similar quality as
the one from the mixed pseudospectra eigenvalue approach (or sligthly better) but
at considerably lower computational cost. We see the same, rather flat slopes
as in fig. 9.7 for the curves corresponding to the bigger pseudospectra, with ε ∈
10{−2,...,−4}. For smaller ε the pseudospectral disk associated to the outlier eigen-
value becomes smaller than the tolerance value and is thus neglected in the following,
resulting in steeper slopes comparable to the ones we observed for the mixed ap-
proach in fig. 9.11. As ε decreases even more the slopes get even steeper as the areas
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Figure 9.12: Heuristic convergence estimate. Black dotted: actual convergence.

for more eigenvalues fall below the threshold. As each neglect “costs” one polyno-
mial degree, the more eigenvalues’ pseudospectral contributions are neglected at an
ε-level, the further right emerges the corresponding curve. When (too) many are
approximated as points the curves get very steep and appear very late, as we see
for ε = 10{−8,...−11} in fig. 9.12. They are no longer significant then, therefore it
is important that the negligence thresholds are not chosen too rough. Essentially,
this approach evaluates the influence of eigenvalues onto the convergence behavior
based on the radius of the corresponding part of the pseudospectrum.

Note that the result in fig. 9.12 is disk-bound based as it is computationally
cheapest and allows for a simpler connection to norms. It is also possible to combine
the heuristic approach with the other strategies discussed above, however, for this
example the resulting prediction is then only slightly closer to the actual behavior.

9.4 Example 3 - both preconditioners

As a final example we consider a case with the matrices used in section 6.4.1, specif-
ically eq. (6.40) scaled such that ‖A0‖ ≈ 0.1 and ‖A1‖ ≈ 0.001 . In this example
both T-Sylvester and diagonal based preconditioner are applicable. Due to the
choice of the example, the former shows a fast, straight convergence while the lat-
ter converges more slowly after a few iterations of initial transient phase as can
be observed in fig. 9.13c. The corresponding pseudospectra are shown in fig. 9.13a
and fig. 9.13b. Clearly, the descriptive ε-values are different for the T-Sylvester
preconditioner than for the diagonal based on, in accordance to the difference of
norms that describe the convergence in each case. In fig. 9.13b one again sees an
outlier eigenvalue as typical for the T-Sylvester preconditioning. The correspond-
ing convergence estimation based on the conformal mapping area approximation is
shown in fig. 9.14a. Similar to what we saw in the first example for fast, straight
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Figure 9.13: Pseudospectra for both preconditioners and corresponding residual
norm convergence.

convergence the bounding curves are rather close to the actual convergence line.
All approximation strategies give in this case well-matching results. The outlier has
no big influence since all considered pseudospectra are contained in a disk with a
radius small than 0.05 around 1.02. Due to this relatively big distance to the origin
the increase of the minimization area because of the outlier is not significant.
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Figure 9.14: Example 3 - Relative residual norm convergence predictions. Black
dotted line: measured convergence.

Figure 9.14b and fig. 9.14c show pseudospectral based estimates for the diagonal
based preconditioning. The conformal map based approach captures, as in the
previous examples, the initial behavior rather well. Due to the distribution of the
eigenvalues and thus pseudospectra, that approach is considerably more suitable
here than using a disk or ellipse-shaped approximation area. As can be observed in
fig. 9.13a, the parts of the pseudospectra associated with the secluded eigenvalues
at the top and bottom contract faster and are smaller than the ones closer to (0, 1)
for the smaller ε-values. When applying the heuristic approach those are therefore
neglected for smaller ε. Accordingly, this approach gives a closer description of the
convergence behavior after the initial phase and additionally captures the latter’s
length more accurately.
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Chapter 10

Implementation of pseudospectral
computations

This chapter explains some important aspects occurring when trying to implement
the computation of pseudospectra based convergence bounds. The computational
cost of pseudospectral computations is roughly estimated and some necessary ap-
proximations to avoid unfeasible cost are introduced. Furthermore some considera-
tions regarding the accuracy of the resulting estimates are included.

10.1 Computation of pseudospectra

As stated in section 7.2, the pseudospectra of a matrix A in the complex plane are
bounded by level curves with smin(zI −A) = ε. This is the basis that algorithms
for the computation of pseudospectra are built on. To obtain more detailed under-
standing of this, a very helpful resource is the Pseudospectra Gateway [10], which
provides extensive information on various practial and theoretical aspects related
to pseudospectra as well as a collection of related papers. According to them, there
are two big classes of pseudospectral algorithms:

• Grid algorithms. With this approach, a grid is put on a region of the com-
plex plane decided upon in advance. Subsequently for each grid point z
the minimum singular value smin(zI − A) is computed. For each ε, the ε-
pseudospectrum consists of the area containing the grid points with a value
lower than that ε.

• Path-following algorithms. Here the starting point is a point on the boundary
of the desired pseudospectrum that has to be found in advance. From there
one follows a curve with constant minimal singular value in the complex plane
using a curve-tracing algorithm [3]. If the ε-pseudospectrum consists of several
disconnected components, a boundary point has to be found for each of them.
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Both approaches have several limitations and challenging characteristics and cause
comparatively high computational cost. The standard methods are grid algorithms,
which we will focus on in the following.

10.1.1 Computational cost and issues

A big issue when computing pseudospectra using a grid algorithm is that to obtain a
sufficient resolution very many grid points may be required and accordingly a large
number of evaluations of minimum singular values. There are several techniques
that can be applied to reduce the amount of those computations, for example iden-
tifying and then eliminating “uninteresting” grid points or concentrating on specific
“interesting” regions of the complex plane, [36]. Furthermore one can use speed-up
techniques like reducing A to a triangular or Hessenberg matrix followed by an
inverse iteration or inverse Lanczos method instead of a full single value decom-
position (SVD), as suggested by Lui [27], and/or exploit the sparsity structure of
A. The latter is not especially helpful for our problem, though, as the matrices
there are in general dense. In [36] the author declares that by combining various
speedup techniques the naive SVD grid algorithm for computing pseudospectra can
be accelerated by a factor of about n/4 for a n× n matrix A.

However, let us for a rough cost estimate first assume a naive approach. The cost
to find the minimum singular value for one dense n×nmatrix is O(n3). Given a grid
with m×m grid points, O(m2n3) floating point operations are required to compute
its pseudospectra. For a 100× 100 matrix and a grid resolution of 1000 points this
means a number of computations on the order of 1012, for a 1000 × 1000 matrix
already 1015 which is not feasible on a normal computer: assuming a processor
speed of for example 3 GHz, i.e. 3 · 109 1

s , that means without further optimizations
a computation time on the order of 105 − 106s, in other words several days.

Using Lui’s more efficient approach of reducing A to a Schur form and then
applying an inverse iteration or inverse Lanczos method still requires O(n3 +m2n2)
operations [16]. Available methods designed for large scale problems are only of
very limited aid for the given problem as they typically either exploit sparsity or
only provide lower bounds for the pseudospectra [16]. Thus, for our application, we
have to accept that we can only handle matrices of a very limited size and have to
work with a rather limited grid resolution.

Particularly the latter has a quite big influence on the examples described in
chapter 9. Assume a considered domain of [0, 2]× [−1, 1] on which we want to com-
pute the pseudospectra. With 1000 × 1000 points we can obtain a mesh width of
1/500 ≈ 10−2.7. From the Bauer-Fike theorem 7.1 we know that a lower bound for
the ε-pseudospectrum is given by disks of radius ε around the eigenvalues. Hence,
for ε < 10−2.7 it is possible in the given example that parts of the ε-pseudospectrum,
or in the worst case even the whole pseudospectrum, are not detected by the grid
algorithm. As the consideration of small ε is crucial to achieve meaningful conver-
gence estimates, this is a rather big issue. A way to deal with this, as applied for
the examples, is outlined in section 10.2. However, the accuracy of the predictions
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suffers significantly from this restriction due to computational cost. Even for bigger
ε-values the computed area is only an approximation. Note that the achievable
resolution depends on the area the eigenvalues and pseudospectra are distributed
in and thus has to be seen in a relative sense.

10.1.2 EigTool

All pseudospectral computations presented in this thesis were carried out using
EigTool [40]. EigTool is a free MATLAB toolbox for pseudospectra, eigenvalues
and related spectral quantities that was developed mainly by T. G. Wright at the
Oxford University in 2002 and has been updated occasionally. Nowadays it is avail-
able on GitHub. EigTool provides a graphical interface to the ARPACK library
for large-scale computations. Both dense and sparse non-symmetric matrices are
handled with high efficiency. Matrix type and size dependent optimizations are
chosen automatically. Additionally to using the graphical interface, EigTool can
also be run in command-line mode. This allows for simple integration into another
program as done for this project.

Besides grid algorithm routines for exact computation of pseudospectra (with
respect to the given grid resolution), EigTool includes several algorithms designed
for estimated or partial computations of a matrix’s pseudospectra. It is for example
possible to only compute the parts of the pseudospectrum associated with eigenval-
ues with extreme magnitude or real/imaginary parts. However, attempts to exploit
this for convergence estimates were not successful.

10.2 Computation of small pseudospectra

As explained in the previous section, for convergence estimations it is rather impor-
tant to be able to access pseudospectra for small ε, see also [38]. Due to restrictions
of the computational resources, however, this is only possible on a very small do-
main if one tries to achieve a sufficient resolution via grid mesh-width. In all other
cases we have to approximate those small-ε pseudospectra.

One way to do this is by using the upper bound given by the Bauer-Fike the-
orem 7.1, that is that the ε-pseudospectrum is included in disks of radius ε · κ(V)
around the eigenvalues of a matrix A. As previously, κ(V) denotes the condition
number of the matrix V arising when diagonalizing A. While this bound always
holds, the κ(V) can be very large for non-normal matrices and the resulting con-
vergence estimates are often way to pessimistic. To lessen this effect we use the
property that the pseudospectra are nested as stated by eq. (7.8). Hence the pseu-
dospectrum related to a bigger ε also provides an upper bound for a smaller ε’s
pseudospectrum. In the implementation those two bounds are combined, at each
level the smaller upper bound is chosen as an approximation.

In practice that typically results in the following procedure:
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• pseudospectra for the biggest considered ε-values, above the resolution thresh-
old, are computed using eigtool.

• for pseudospectra for ε slightly below the possible resolution, the Bauer-Fike
bound is much bigger than the smallest computable ε-pseudospectrum. Hence
they are approximated by the latter, the same area is used for several levels
of ε.

• as ε gets sufficiently small the corresponding Bauer-Fike disks become smaller
than the last computable pseudospectrum even at high condition numbers,
the bound from theorem 7.1 takes effect.

While this constitutes an applicable strategy to compute an upper bound approxi-
mation for the ε-pseudospectrum for arbitrarily small ε, in many cases their area will
be significantly overestimated. Specifically, there are very often several ε-levels with
pseudospectra that are approximated by the same area. Regarding the pseudospec-
tral convergence bound for GMRES in theorem 8.1, this means that for several ε the
same asymptotic convergence rate, i.e. the same slope of bounding lines, is obtained,
while the associated convergence constant increases due to ε getting smaller.

Figure 10.1 illustrates the process described above by means of Example 2, sec-
tion 9.3. The first pictures show the pseudospectra for ε = 10−2, 10−2.5,, 10−3, which
are the ones computed using eigTool in this case. In the following five pictures
the blue points mark the corners of bounding squares for the disks approximating
each eigenvalues pseudospectral component for the levels with ε = 10{−3.5,...,5.5}.
We do not see any area reduction here. The red marks in those pictures denote
the boundary of the pseudospectra eigTool yields for those levels. Note that es-
pecially at first we can assume those to be still a rather good approximation to
the real ones, which are then significantly smaller than the applied upper bound.
However, already in those levels below the resolution thresholds important parts
of the pseudospectra are missing in the eigTool results. To begin with, the one
around the outlier eigenvalue vanishes, later on more and more eigenvalues are no
longer inside those computed areas even though they are - as we know from theory
- included in a small pseudospectral component. In the last pictures, corresponding
to ε = 10{−6,−7,−8,−9}, we finally see the contraction of the pseudospectra towards
the eigenvalues. Here ε is small enough to outweigh the condition number (∼ 3 ·105

in the example) and the bound from the Bauer-Fike theorem shows the behavior
we expect from pseudospectra.
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Figure 10.1: Pseudospectral area approximations, ε = 10−2,...,−9
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Chapter 11

Conclusions and future work

In this thesis, an additional preconditioner was developed for the algorithm in [20]
for solving the delay Lyapunov equation for single-delay systems. For certain cases,
in particular nearly diagonal matrices and cases where the norm of the state ma-
trix associated with the delay term, A1, is not small, this new preconditioner can
be preferable in comparison to the T-Sylvester preconditioner presented in [20].
Experiments showed that it is essentially independent of the matrix size and only
depends on the norm of the off-diagonal matrices which is an important property
with regard to large systems. However, the effectiveness of the preconditioner suf-
fers significantly as those norms increase, which is in accordance with the proved
convergence bound. Furthermore it was showed that the diagonal preconditioner
has a better order of computational complexity, thus its application is cheaper for
large systems. In the case of an application for big systems it should in a next step
be considered whether the rather expensive fourth-order Runge-Kutta method for
solving the occurring initial value problem, which becomes dominating computa-
tionally from a certain system size, could be replaced by a cheaper method.

In the last part of the thesis we saw how pseudospectral bounds can be ap-
plied to the matrices arising from the preconditioned linear systems of equations
to obtain convergence estimates. For certain cases estimates close to the actually
measured convergence curves were obtained. However, these are typically cases with
a rather uniform convergence behavior in which also purely eigenvalue based esti-
mates yield well-matching results. If the convergence behavior changes significantly
with the number of iterations, often the slope which occurs later on is not captured
well. This is due to practical problems, mostly related to the approximation of the
pseudospectral area necessary to determine the asymptotic convergence rate. The
theoretical advantages of the pseudospectral bound can not fully unfold. A mixed
eigenvalue-pseudospectra approach and a heuristic method have been presented as
possible means to handle those problems. Summarizing one can say that while
the initial behavior, including initial transient phases, is captured rather well the
asymptotic behavior is only described sufficiently if it does not differ to much or
if one is willing to compromise on accuracy of the results or computational cost.
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Furthermore the computation of the pseudospectra themselves is already rather
computationally expensive and to be able to do so it is currently at first necessary
to explicitly compute the matrix of a linear system. Preconditioning and solving
the system, in contrast, do not require that and are possible using only a function
describing the operators action.

In general it is probably better to apply an advanced eigenvalue based bound
to obtain expressive and practically usable convergence estimates. The sharpened
eigenvalue bound presented in [11], that takes the eigenvalue condition number κ(λ)
into account and can thus handle highly non-normal matrices, especially if the non-
normality is only associated with a few eigenvalues, would be an interesting starting
point.
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