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Abstract
In this thesis, we have studied the problem of detecting auto-
mated Twitter accounts related to the Ukraine conflict using
supervised learning. A striking problem with the collected data
set is that it was initially lacking a ground truth. Traditionally,
supervised learning approaches rely on manual annotation of
training sets, but it incurs tedious work and becomes expensive
for large and constantly changing collections.

We present a novel approach to synthetically generate large
amounts of labeled Twitter accounts for detection of automation
using a rule-based classifier. It significantly reduces the effort
and resources needed and speeds up the process of adapting
classifiers to changes in the Twitter-domain.

The classifiers were evaluated on a manually annotated test
set of 1,000 Twitter accounts. The results show that rule-based
classifier by itself achieves a precision of 94.6% and a recall of
52.9%. Furthermore, the results showed that classifiers based
on supervised learning could learn from the synthetically gen-
erated labels. At best, the these machine learning based clas-
sifiers achieved a slightly lower precision of 94.1% compared to
the rule-based classifier, but at a significantly better recall of
93.9%.

Referat
Automationsdetektion av Twitter-konton med
övervakad inlärning och syntetiskt konstruerad

träningsmängd
Detta exjobb har undersökt problemet att detektera automati-
serade Twitter-konton relaterade till Ukraina-konflikten genom
att använda övervakade maskininlärningsmetoder. Ett slående
problem med den insamlade datamängden var avsaknaden av
träningsexempel. I övervakad maskininlärning brukar man tra-
ditionellt manuellt märka upp en träningsmängd. Detta medför
dock långtråkigt arbete samt att det blir dyrt för stora och stän-
digt föränderliga datamängder.

Vi presenterar en ny metod för att syntetiskt generera upp-
märkt Twitter-data (klassifieringsetiketter) för detektering av
automatiserade konton med en regel-baserade klassificerare. Me-
toden medför en signifikant minskning av resurser och anstränging
samt snabbar upp processen att anpassa klassificerare till för-
ändringar i Twitter-domänen.

En utvärdering av klassificerare utfördes på en manuellt
uppmärkt testmängd bestående av 1,000 Twitter-konton. Resul-
taten visar att den regelbaserade klassificeraren på egen hand
uppnår en precision på 94.6% och en recall på 52.9%. Vidare
påvisar resultaten att klassificerare baserat på övervakad ma-
skininlärning kunde lära sig från syntetiskt uppmärkt data. I
bästa fall uppnår dessa maskininlärningsbaserade klassificerare
en något lägre precision på 94.1%, jämfört med den regelbasera-
de klassificeraren, men med en betydligt bättre recall på 93.9%.
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Chapter 1

Introduction

The Internet has become one of today’s most important ways to obtain and spread
information. Popular application services on the Internet such as Online Social Networks
(OSN) have become a way for millions of users to interact and communicate on a daily
basis. Among these OSNs, Twitter is a popular service in this category. Twitter offers
the concept of microblogging, where users interact by publishing short text-based posts,
so called “tweets”, publicly, available to anyone. Originally, Twitter was conceived as a
simple status update service for mobile phones to let people know what you are up to.
However, Twitter’s tremendous growth in popularity, being among the fastest growing
OSNs in 2014 [15], also attracts marketers, traditional media and celebrities. They use
the network’s open nature as a mean to reach their audiences, extending their original
purpose. In November 2009, Twitter changed their question above their tweet input
box from “What are you doing” to “What’s happening?”, indicating that the service
has outgrown the concept of personal status updates [36]. Papers such as “What is
Twitter, a social network or a news media?” by Kwak et al. highlights this change as
well [19].

With millions of interconnected users, Twitter has become an ideal environment for
voicing opinions [45] and disseminating breaking-news directly from the news sources,
such as during earthquake disasters and political crises [34, 1, 9]. To facilitate reaching
a large audience as inexpensively as possible, there is software designed to automatically
post tweets, also known as bots. According to Chu et al. [11] bots are a double-edged
sword to Twitter. While automated software is used to generate a “large volume of
benign tweets, like news and blog updates” there are also bots made to spread malicious
content [11]. The openness on Twitter attracts interest of malicious parties that want to
exploit this implicit trust between users and use bots to spread unsolicited advertisement,
propaganda and disinformation. Xiong and Liu concluded from their research “Opinion
formation on social media: An empirical approach” that, “once public opinion stabilizes,
it’s difficult to change” [27]. Therefore it might potentially exist malicious parties,
specifically during crises such as the on-going Ukraine conflict, that try to sway the
public opinion while it is still unstable by spreading propaganda and disinformation
with automated software. Since the abusive use of automated software is becoming
more prominent on Twitter, there is also an increasing interest in detecting the use of
automated software.
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CHAPTER 1. INTRODUCTION

1.1 Problem Definition
In previous research, supervised learning has proven to be an effective way to detect
automation in OSNs [11, 46, 2, 38]. The aim of this thesis is therefore to use supervised
learning as an approach to detect automated Twitter accounts specifically related to
conflicts.

To facilitate this study, Twitter accounts related to the Ukraine conflict have been
collected. However, a problem with this collection is that it contains no labels regarding
whether the accounts are automated or not. This is also a general problem in supervised
learning. Unfortunately, an algorithm requires a set of examples to train (from here on
referred to as training sets) on before it can predict new unclassified samples. Of course,
it is possible to gather a group of annotators and manually label all of the data. However,
this is tedious work that has to be done for every new data set that is collected. Therefore
there is also an interest (apart from detecting automation) in obtaining examples of an
acceptable quality without the use of annotators. The scientific question of this project
thus becomes; is it possible to automate the labeling process of Twitter accounts and
still learn classifiers to effectively distinguish automated from non-automated accounts?

1.2 Contributions
The contribution of this project is a novel approach to detect automated Twitter ac-
counts using supervised learning and synthetically constructed training data generated
by a rule-based classifier. A benchmark of the the classifiers is provided using a manu-
ally annotated data set consisting of 1,000 Twitter accounts. Furthermore, this project
contributes with two non-trivial metrics to measure automation. One is a reimplemen-
tation of the estimation method of the entropy rate using corrected conditional Shannon
entropy introduced by Chu et al. [16, 11]. The other is a metric measuring uniformity
with Rao’s spacing test for circular data, inspired by previous work of Grier et al.,
Zhang and Paxson [16, 46] that used Pearson’s Chi-Square test. Finally, this project
gives estimates on the number of automated Twitter-accounts related to the Ukraine
conflict.

1.3 Report Outline
The rest of this paper is structured as follows. First, in Chapter 2 we go through
the fundamentals of Twitter. Second, in Chapter 3 we review previous related work.
Then, Chapter 4 introduces theory regarding machine learning and metrics for measuring
automation. Subsequently, Chapter 5 describes the features used in this project for
detection of automation. After that, in Chapter 6 we go through the methodology
of this project and how a ground-truth was synthetically constructed. Furthermore,
Chapter 7 provides an experimental evaluation of the method and Chapter 8 provides a
quantitative and qualitative discussion about the results. In addition, Chapter 9 includes
a deeper discussion regarding ethics in this domain. At last, in Chapter 10 we draw a
few conclusions about the project.

4



Chapter 2

Twitter

In this chapter we describe necessary background related to Twitter. First of all, Section
2.1 gives an explanation about the fundamental principles of Twitter. Then, Section 2.2
gives a more in-depth explanation of automation on Twitter. After that, Section 2.3
describes the collection and the nature of the Ukraine crisis data. Finally, Section 2.4
provides a qualitative analysis of automated accounts (bots) in the Ukraine crisis data.

2.1 Fundamentals of Twitter
Users interact on Twitter by publishing 140-character limited text-based posts, so called
“tweets”, also generally known as “status updates” in microblogging communities. Tweets
and users are the two atomic building blocks of Twitter.

Tweets are available to everyone in the message flow of the user’s profile pages and
can be embedded, replied to, favorited and unfavorited by other users [41]. Users can
subscribe to other users’ message flows, which is known as “following” and a subscriber
is referred to as “follower”. Unlike most OSNs such as Facebook and LinkedIn, a “follow-
ing” on Twitter is not mutual. Hence, the user being followed is not required to follow
back. Furthermore, when a user posts tweets they will be available on both the au-
thor’s and the followers’ profile page. Users can tweet via the Twitter website, external
applications,1 and in some countries via Short Message Service (SMS) [42].

In addition to the atomic building blocks of Twitter, there is functionality that
enables Twitter users to reach a wider audience with their tweets. These functions
include hashtags, mentions and retweets. Hashtags, strictly speaking non-spaced phrases
prefixed with a # symbol, are used to categorize tweets by keywords or topics. With
enough Twitter users including a hashtag in their tweets it will appear in Twitter’s
list of trending topics, allowing the tweets to reach even greater masses. For example,
#OccupyCentral and #BlackLivesMatter [33] were two hashtags trending in 2014. A
user name preceded by a @ symbol, called “mention”, is used to address specific users
in tweets. By including @username in a tweet, such as “Hello, @username”, the tweet
will appear in a user’s timeline regardless if the user is following the one posting the
tweet. This way the targeted user will directly receive that specific tweet. A “retweet”
is when a user simply re-posts someone else’s tweet by quoting the original author to
share it with the user’s own followers. Sometimes tweets begin with the tag “RT” to
emphasize that it is someone else’s content. However, since the feature is not official it
is not mandatory to include the tag. Another feature is the public and private lists. In

1Like applications for smart-phones and other mobile devices.
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CHAPTER 2. TWITTER

Figure 2.1: A screenshot of the Twitter frontpage filtered to show tweets related to the
Russia-Ukraine conflict.

Twitter a list is a curated group of Twitter accounts. You can create your own lists or
subscribe to lists created by others. Public lists are visible to anyone, even if they do
not follow the account, while private lists are only visible to the owner of the account.

2.2 Automation on Twitter

The presence of automated software on Twitter is well-known. Although Twitter enforces
strict anti-spam policies [31] plenty of bot activity is present on Twitter. This does not
come as a surprise given the intense interest in communicating with a large audience as
inexpensively as possible.

Automation on Twitter can be regarded as accounts that automatically post tweets
with the use of software programs. These accounts are designed to spread content.
According to Chu et al. [11] automation is a double-edged sword to Twitter. On one
hand, automated software is used to generate a “large volume of benign tweets, like news
and blog updates”. For example, there is automated software on Twitter that “detects
earthquakes promptly and sends e-mails to registered users” [34].

On the other hand, automated bots are not always used for such benevolent purposes.
Automated software is also exploited by spammers to spread spam, viruses and other
malicious content [11]. Chu et al. mention that these malicious bots often randomly add
users as their friends, expecting a few users to follow back. Even more advanced bots
target users by searching for keywords. This is conforming with the work by Mowbray
[26] that reports that a majority of automated Twitter accounts follow other users.
According to Mowbray one explanation is that the bots are explicitly programmed to
“entice the followees themselves to follow the twittering machine back” [26]. On the
contrary, Thomas et al. [39] examined abuse of spammers in OSNs. Results showed
that 77% of the automated spam accounts on Twitter were suspended on the day of
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2.3. UKRAINE CRISIS DATA

their first tweet. Furthermore, less than 9% of the accounts formed a social relationship
with regular Twitter users and a majority of the accounts used unsolicited mentions
instead of “following” tactics to reach their audience. According to previous research by
Boshmaf et al. [5], bots are becoming more complex and harder to identify. So called
“social bots” exist that are specifically designed to mimic normal human behavior on
social networking sites to the degree that they can even “infiltrate online communities,
build up trust over time and then send personalized messages to elicit information, sway
opinions and call to action” [6]. Furthermore, Chu et al. [11] found that 10.5% of all
Twitter accounts in the data set are bots and 36.2% are “cyborgs”, semi-automated
bots defined as being either “human-assisted bots” or “bot-assisted humans” making a
distinction between bots and humans harder. Zhang and Paxson [46] reported that 16%
of Twitter accounts “exhibit high degrees of automation”.

2.3 Ukraine Crisis Data
The data set used in this project was collected in collaboration with the Swedish Defence
Research Agency (FOI). For further details about the frameworks used for storing and
processing the data collection, see Appendix A. More than 700,000 Twitter accounts
posting between 2014-02-01 and 2014-04-15 (75 days) were recorded via the Twitter
Streaming (API). Since a vast amount of tweets are tweeted every second, seeds related
to the Ukraine crisis were used to sample from the Twitter Streaming API. All of the
recorded users had at least once during the aforementioned time frame tweeted one of
the following keywords; russia, ukraine, putin, lie, truth. For each recorded Twitter
account, we downloaded (via the Twitter API) the entire account’s profile and the 100
latest consecutive tweets including retweets. This resulted in a collection of more than
63 million tweets.2

Since the data set was directly collected via the Twitter API, there were no labels
for whether the accounts were automated or not. See Section 6.1 for details regarding
how we dealt with the unlabeled data in this project.

2.4 Qualitive Analysis of Ukraine Crisis Data
We now describe several bots (automated accounts) that was discovered through the
course of studying the Ukraine crisis data set. While these examples are not exhaustive,
they are meant to present the reader with common types of automated Twitter accounts
in the data set. The first bot that we present is the click-bait bot. These bots often
exploit the mention (direct communication with other users in Twitter) functionality to
randomly target and reach out to other Twitter accounts. The tweet, usually consists
of a call to action to an external webpage, containing malicious or unsolicited content.
Five example tweets from one particular click-bait bot are presented in Table 2.1.

A second bot, that also aims to redirect Twitter users to external webpages is the
news bot. News bots often automatically post content from one or multiple RSS feed(s)3.
Usually, they are harmless. However, in combination with hashtags (topics in Twit-
ter) they can effectively be used to pollute or sway public opinion with information

2Although a vast amount of tweets were collected, only a random subset of them were used for this
project because of computational limitations.

3RSS (Rich Site Summary) refers to a family of standard web feed formats to publish frequently
updated information such as blog entries, news headlines, audio, video.
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CHAPTER 2. TWITTER

Table 2.1: An example of a click-bait bot. The text enclosed in brackets are used to
diversify the content of the tweets from eachother, making detection more difficult.

@msnak9 Did you read this about you? http://t.co/8mIAPJm9nE [itmer]
@BigBernth Did you read this about you? http://t.co/8mIAPJm9nE [kgxad]
@bp_primetime Did you read this about you? http://t.co/8mIAPJm9nE [memcp]
@Jackson_Boyce Did you read this about you? http://t.co/8mIAPJm9nE [xbidy]
@chelseam44 Did you read this about you? http://t.co/8mIAPJm9nE [ktlyk]

operations. Five tweets from such a bot are presented in Table 2.2. The vast ma-
jority of the links tweeted by this news bot leads to stories on the external website
https://kievsmi.net, a pro-Kremlin ”news” site. Upon closer examination, the content
of the tweets were direct translations of the headlines from Russian to English. The bot
targeted the Twitter-topics #Russia and #Ukraine.

Table 2.2: An example of a malevolent news bot.

#Russia #Ukraine Putin responded to Obama’s refusal to accept the Russian delegation... http://bit.ly/1LO7tXu
#Russia #Ukraine The “cyborg”! Donetsk airport found the remains of three... http://bit.ly/1MCPCaZ
#Russia #ukraine Turkish court banned publication of the recent terrorist attack... http://bit.ly/1QvhL2L
#Russia #ukraine The accused in the murder Nemtsov told how to commit a crime... http://bit.ly/1LNmZCY
#Russia #Ukraine A few hours later another gumkonvoy from Russia will travel to the... http://bit.ly/1MC5oTv

Another set of bots in the data set are those with hallmarks of fake accounts. These
bots’ profile descriptions are either very short and obscure, featuring bland catch-words,
or even left completely blank. The profile pictures of these accounts are typically of
either stock images of models or unrelated images from cartoons. Some of these bots
also continuously retweet or post links; some of the bots with posts related to the Ukraine
crisis. These types of bots are likely examples of where organizations (such as media
organizations related to the Ukraine conflict) used accounts to artificially inflate their
Twitter popularity.

On the other hand, a relatively large amount of the bot activity on Twitter implies
more benign intent as well (e.g. weather forecasts, horoscopes and follower stats among
others). For examples of such bots, see Tables 2.3, 2.4 and 2.5.

Table 2.3: An example of a horoscope bot.

You’re fully aware of your inner strength now as you resolve t... More for Capricorn https://t.co/dAvyEZ23kW
You prefer taking a rational approach to complicated situation... More for Capricorn https://t.co/dAvyEZ23kW
There’s no reason to suffer in silence today if you’re willing... More for Capricorn https://t.co/dAvyEZ23kW
You might believe you have all the answers today, but recent e... More for Capricorn https://t.co/dAvyEZ23kW
The beginning of your day seems to flow smoothly enough, but s... More for Capricorn https://t.co/dAvyEZ23kW

Table 2.4: An example of a follower stats bot.

Stats for the day have arrived. 1 new follower and 1 unfollower via https://t.co/gy2q36Sw2A.
Stats for the day have arrived. 1 new unfollower. Stats via https://t.co/gy2q36Sw2A.
1 tweep unfollowed (goodbye!) me in the past day. Thank you https://t.co/gy2q36Sw2A.
Stats for the day have arrived. 3 new unfollowers. Stats via https://t.co/gy2q36Sw2A.
Stats for the day have arrived. 1 new unfollower. Stats via https://t.co/gy2q36Sw2A.

Table 2.5: An example of a weather information bot.

Partly Cloudy today! With a high of 77F and a low of 50F. Even now, I always follow back.
Partly Cloudy tomorrow! With a high of 79F and a low of 56F. #GlovervilleWeather
Mostly Sunny today! With a high of 79F and a low of 56F. Even now, I always follow back.
Partly Cloudy tomorrow! With a high of 82F and a low of 58F. #GlovervilleWeather
Partly Cloudy today! With a high of 82F and a low of 58F. Even now, I always follow back.
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Chapter 3

Previous Work

In this chapter, we review previous work regarding detection of spam and automation on
Twitter and other online social networks (OSN). First of all, Section 3.1 reviews related
publications and work on detecting automation and spam detection in social media,
presented in a non-chronological order. Then, Section 3.2 briefly reviews how previous
work has dealt with unlabeled data sets. Finally, Section 3.3 provides a summary,
including conclusions drawn from previous work.

3.1 Detecting Automation in OSNs

Most literature addressing characterization and identification of automation in mi-
croblogs in general and specifically Twitter is related to detection of spam or spammers.
Although automated posting systems and spamming are overlapping (spammers often
use automated software to spread unsolicited messages), spam can be viewed as a subset
of the more general problem, finding automation.

Chu et al. [11] proposed a classification system with three classes; bot, cyborg and
human, to assist identification of different degrees of automation on Twitter. The model
was based on three components for detecting automation on Twitter: (i) an entropy
component that measures the tweeting behavior as periodic and regular timings between
tweets, (ii) a spam component that measures the tweet content by checking text patterns
and comparing tweets, and (iii) an account properties component that looks at properties
such as account age and number of followers.

In the study a manually annotated training set was used, consisting of one thousand
users per class of human, bot and cyborg, and thus in total there were three thousand
classified samples.

The study showed that there is a correlation between degree of automation and be-
havior in terms of tweeting behavior, tweet content and account properties. See Table
C.1 for a detailed view of the best performing features in terms of accuracy. They
applied a 10-fold cross validation to train and test a random forest classifier over a
manually labeled ground-truth set. The results showed that the proposed classification
system could accurately differentiate human, cyborgs and bots and they speculate that
the ratio is roughly 5:4:1 on Twitter. The authors claim that entropy features based
on timing patterns in their classification model yielded the highest accuracy in identify-
ing automation, since it effectively captured the regularity of automated behavior and
complexity of manual behavior.

Additionally, they discuss two features that are very hard for bots to evade. The
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first feature is what they called the tweeting device makeup which corresponds to the
manual versus automatic devices ratio. Manual devices are web and mobile devices from
Twitter’s official suite of applications while automatic devices are API-based clients and
other auto-piloted programs. In the case of manual devices using one of Twitter’s official
applications, the user is required to login and manually post. The authors claim that
running bots on a mobile device would be impractical and too expensive. Moreover,
they claim that as long as Twitter can correctly identify the device from which a user
tweets; the device makeup is an effective metric for bot detection. The second feature
Chu et al. [11] highlight is the Uniform Resource Locator (URL) ratio. Considering the
character limit of every tweet is 140 characters most bots have to include a URL to
redirect users to external sites. Hence, a high URL ratio is another effective metric for
bot detection.

Amleshwaram et al. [2] also proposed features based on entropy between tweets.
They also looked at content-based features such as measuring repetitiveness in tweets
and entropy features to separate spam accounts from legitimate accounts. See Table C.3
for a detailed list of the implemented features. Several learning methods were tested
such as decision tree, random forest and Bayesian networks.

With two data sets, one containing 500,000 twitter accounts and 14 million tweets,
and the other 110,000 accounts and 2.6 million tweets, their models showed a 96%
detection rate and 0.8% false positive rate.

Similarly to the entropy model by Chu et al. and Amleshwaram et al., Grier et al.
[16] presented behavior-based features to detect spammers on Twitter. Timing patterns
extracted from time-stamp information associated with each tweet was used to test
non-uniform tweeting behavior. A χ2-test was used to assess whether tweets from an
account appeared to be drawn uniformly across a seconds-of-the-minute and minutes-of-
the-hour distribution. Furthermore, repetition in tweet content and links was also used
in detecting automated behavior. The paper found correlations between timing patterns
and Twitter clients which allowed pre-scheduled tweets at specific time intervals.

Zhang and Paxson [46] also examined whether timing patterns could exclusively be
used for spam bot detection on Twitter. Similarly to Grier et al. [16], seconds-of-the-
minute and minutes-of-the-hour distribution with Pearson’s χ2-test were used. Apart
from non-uniform timing patterns indicating certain degrees of automation, Zhang and
Paxson also concluded it would be unlikely to observe that extremely uniform patterns
would come from natural human use.

Wang [43] examined both graph-based and content-based features as an approach to
facilitate spam bot detection on Twitter. Two sets of features were suggested: (i) three
graph-based features such as number of followers, friends and the follower per friend
ratio and (ii) three content-based features extracted from the 20 latest tweets such as
duplicate content and number of links. Several learning methods were used, such as
decision trees, Support Vector Machines (SVM), naïve Bayes, and neural networks. The
ground-truth was a manually labeled data set of 2,000 users and test data set of 500
users. The naïve Bayes classifier had the best performance with an accuracy of 93.5%
and precision, recall and F-measure above 90% using 10-fold cross validation. In the
data set, 97% of the samples were labeled as non-spam users, while 3% were labeled as
spam users.

Benevenuto et al. [4] studied characteristics of spammers in regard to tweet content
and social behavior. A classification model was built to classify spammers and non-
spammers on a manually labeled data collection. The results showed that the model
succeeded in correctly classifying 70% of the spammers and 96% of the non-spammers.
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Furthermore, the paper highlights the most important features for spam detection, see
Table C.2 in Appendix C.

3.2 Dealing with Unlabeled Data from Twitter
As seen in work by Chu et al. [11] and Zhang and Paxson [46], manually annotating
data is a common praxis in the field of detecting automation on Twitter. Unfortunately,
it incurs tedious work and becomes expensive for large collections.

In studies by Grier et al. [16], Amleshwaram et al. [2] and Wang [43] they approached
the problem by collecting accounts manually reported as spammers (to @spam) by
Twitter users. However, according to Wang the service was “abused by hoaxes and
spam” and only a small percentage of the tweets were truly spam. For this reason, each
account still had to be manually evaluated [43].

Although, no equivalent method exists for collecting accounts that uses automated
software (as far as we know), an alternative approach in dealing with the lack of training
data is semi-supervised learning that makes use of unlabeled data for training. Many
approaches have been previously proposed for semi-supervised learning, including: gen-
erative models, self-learning, co-training and graph-based methods [47]. Although, a
number of semi-supervised classifications have been proposed, semi-supervised learning
for detecting automation in OSNs have received considerably less attention. However,
it still relies on manual annotation for a smaller part of the data set.

3.3 Summary and Conclusions
To summarize, most previous studies on spam and bot detection in OSNs, using su-
pervised learning, have relied on manually annotated training data [11, 46, 43, 4]. In
spite of the large collected data sets, all work has been evaluated on relatively small
manually labeled data sets since the data was originally unlabeled. In previous studies,
accounts reported to “@spam” have been used to facilitate the collection of spam ac-
counts. However, this approach is not applicable to the more general goal of collecting
automated accounts. In addition, the approach still requires each individual account to
be manually inspected.

Since, the Swedish Defence Research Agency (FOI) seeked to obtain examples of
an acceptable quality without the use of annotators, both approaches were discarded.
Instead, in this project the lack of examples were dealt by synthetically labeling Twitter
accounts (inspired by the work by Chu et al. [10]) as either automated or non-automated
by exploiting the source of each tweet (tweeting device) provided through the Twitter
API. Mainly because, according to Chu et al. [10], the tweeting device ratio feature can
be very difficult (for accounts using auto-piloted software) to evade.

A large number of different classifiers and features for supervised learning have been
utilized in previous work. From the papers reviewed, it can be concluded that the most
common choice for detection of automation and spammers has been to use a classification
approach with supervised learning methods such as: (i) naïve Bayes, (ii) decision tree,
(iii) random forest, and (iv) support vector machine. All of the aforementioned methods
have shown to be effective for these types of problems. The naïve Bayes is generally a
commonly used method in supervised learning. Moreover, random forest has in previous
work [11, 2] has also shown to be robust against overfitting [8]. Therefore, both naïve
Bayes and random forest were decided to be used in this project.
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Furthermore, from the papers reviewed, the classification models are generally based
on three different categories of features: (i) content-based features such as analysing
account profile and the content of tweets, (ii) behavior-based features such as entropy
and uniformity measures using timestamps (iii) and graph-based features using following
and followers relationships, or a combination of these. Therefore, both content-based
and behavior-based features were decided to be implemented in the project. The graph
based features are not included in this study because of the absence of data regarding
following and followers relationships in the collected data set1.

1The collected data set is described in Section 2.3

12



Chapter 4

Related Theory

This chapter will bring up theory about machine learning and metrics for measuring
automation and is organized as follows. First, Section 4.1 gives a brief introduction
to machine learning and supervised learning which is used in this project. After that,
Section 4.1.2 and 4.1.3 describes the theory regarding the naïve Bayes and Random
Forest learning methods that were used to train the classifiers. Then, Section 4.2 explains
the necessary theory regarding evaluation of classifiers. Finally, Section 4.3 describes
metrics for measuring automation on Twitter.

4.1 Machine Learning

Broadly, machine learning can be defined as making computational methods learn from
past experience in order to improve performance in performing some actions. The per-
formance is measured by how well the actions reflect the correct ones, such as decisions
or predictions. It is a subfield of computer science and has strong ties to statistics, prob-
ability theory and optimization [24, 25]. Experience is a broad concept, but in machine
learning it is electronic data collected and available for analysis, usually information
collected from interaction with the environment [25].

In practice, machine learning is about designing efficient and accurate prediction
algorithms and models. Since performance in machine learning is heavily dependent
on the nature of the data it is learning from, methods and theory for data analysis,
statistics and evaluation are borrowed from the fields mentioned before.

4.1.1 Supervised Learning

Machine learning is generally divided into three broad categories, namely (i) supervised
learning, (ii) unsupervised learning and, (iii) reinforcement learning. The categories are
roughly separated by the nature of the “feedback” from which the machine learning al-
gorithms learn. This project focuses on supervised learning which uses labeled examples
(also known as supervisory signals) to make predictions.

When one considers the desired output of a system, machine learning can also be
categorized differently. Although there are many different categories, three are partic-
ulary common, namely (i) regression, (ii) clustering, and (iii) classification [25]. Out
of these three the classification approach will be brought to attention. Classification,
assigns a class to each sample of a dataset and is a supervised learning method. For
instance, news articles may be classified into classes such as politics, business, weather
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or sports. In OSNs for example, classification can be used to categorize users as either
automated or non-automated (or more commonly just bots and humans).

4.1.2 The Naïve Bayes Classifier

A number of supervised learning methods have been introduced in the last few decades
and all have their advantages. In particular, one common algorithm, the naïve Bayes
classifier used in related work on detecting automation on Twitter [11, 43, 19] will be
described in this section.

The naïve Bayes classifier has long been a core technique in the field of information
retrieval, with papers dating 50 years back [23]. The task of this classifier is to approx-
imate an unknown function f : F → L where F = F1, . . . , Fm is the feature space and
L the label space. In this project L is the two classes automated and non-automated. If
C is a random variable taking values of L and X = (x1, x2, . . . , xn) is a random vari-
able taking values of F then f(x⃗) can be estimated by outputting the class c for which
P (C = c|X = x⃗) is maximized [20]. It is based on a simple theorem of probability
known as Bayes’ rule:

P (C = c|X = x⃗) =
P (X = x⃗|C = c) · P (C = c)∑
C P (X = x⃗|C = c) · P (C = c)

(4.1)

This notation can be simplified by clarifying that c and x⃗ are two values taken on
by their random variables. C and X can then be omitted from Equation 4.1 and Bayes’
rule can be rewritten in a more tractable form:

P (c|x⃗) = P (x⃗|c) · P (c)

P (x⃗)
(4.2)

P (c|x⃗) is the conditional probability that a user account belongs to a class c, given
the prior knowledge that the user account has feature set x⃗ [20]. However, estimating
the conditional probability P (c|x⃗) for every possible combination of feature values x⃗ =
(x1, x2 . . . xn) and class label c is not feasible since it requires a very large training
set. Instead the naïve Bayes classifier circumvents this by making an assumption that
x⃗ = (x1, x2, . . . , xn) is conditionally independent on c (that is why it is called naïve)
that dramatically reduces the number of parameters to be estimated when modelling:

P (x⃗|c) =
n∏

j=1

P (xj |c) (4.3)

By making the assumption in Equation 4.3, Equation 4.2 can be rewritten as:

P (c|x⃗) =
∏n

j=1 P (xj |c) · P (c)

P (x⃗)
(4.4)

Here, we have what is referred to as a the naïve Bayes classifier in machine learning.
Given that the goal of the classification is to minimize the number of errors, then a user
account with feature vector x⃗ is classified as the class c where P (c|x⃗) is maximized. Since
it becomes a maximization problem the denominator of Equation 4.4 can be omitted in
the computation.
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4.1.3 Random Forest Classifier

Another common category of supervised learning methods is the “ensemble learning”-
methods that generate many classifiers and aggregate their results. Two well-known
methods are boosting [35] and bagging [7] of a set of decision trees1. In bagging, succes-
sive decision trees are given extra weight to instances incorrectly predicted by previous
classifiers and a weighted vote is taken as the final prediction. Furthermore, succes-
sive decision trees are not dependent on previous trees. Instead they are independently
constructed using bootstrapped (random sampling with replacement) data and then a
simple (averaged) majority vote is taken as the final prediction.

In related work on detecting automation on Twitter [11], another ensemble classi-
fier called random forest is used. It was first proposed by Breiman [8] and adds extra
randomness to the bagging algorithm. Instead of only constructing each tree using boot-
strapped data, the decision trees are also constructed differently. Normally, a decision
tree is constructed by splitting on the best feature. In a random forest, each node is
instead split by using the best split among a subset of randomly selected features. Al-
though this approach might seem counter intuitive at first, it has shown to perform very
well in comparison to other well known classifiers such as discriminant analysis, SVM
and neural networks and has been shown to be robust against overfitting [8].

Given a random forest classifier, a user account with feature vector x⃗ = (f1, f2, . . . , fK)
is classified by simultaneously pushing it downward through all the individual trees until
it reaches one of the leaf nodes of each respective tree, see Figure 4.1. Corresponding

x⃗ x⃗

. . .

x⃗

T1

P1(c|x⃗)

T2

P2(c|x⃗)

Tn

Pn(c|x⃗)

Figure 4.1: During testing, each sample x⃗ is simultaneously pushed through all the trees
T1, T2, . . . Tn (starting at the root) until it reaches one of the leaf nodes (gray nodes) of
each respective tree.

classes of the leaf nodes are then assigned as predictions and the final prediction is
chosen by taking the majority vote, defined as:

P (c|x⃗) = 1

∥T∥

∥T∥∑
t=1

Pt(c|x⃗). (4.5)

To explain the construction of the trees, we begin by denoting the number of features
F = f1, . . . , fK in the data set as K and the number of features used to make the split

1More information about decision tree learning can be found in [18].
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decision at a node as k where k ≪ K. Each decision tree of the random forest is built in
a top-down recursive manner. For each node during the construction, the best feature
out of k randomly selected features are used to make a split at the node. The best
feature is decided to be the feature that is the most informative. This is also referred
to as information gain and can be calculated using entropy.

Entropy can be calculated by first denoting the collection of labeled training instances
as T . When a feature f ∈ F splits the set T into subsets Ti, the information gain for
feature f can be defined as:

IG(T, f) = H(T )−
∑
i

∥Ti∥
∥T∥

·H(Ti), (4.6)

where H(T) is entropy defined in Equation 4.18 described in Section 4.3.3. The feature
that maximizes the difference is the best feature at each split. Since information gain
favors multi-valued features, a way to reduce the bias is defined by gain ratio, defined
as:

GR(T, f) =
IG(T, f)

II(T, f)
, (4.7)

where II(T, f) is the intrinsic information of a split, defined as:

II(T, f) = H(T )−H(T )−
∑
i

∥Ti∥
∥T∥

log

(
∥Ti∥
∥T∥

)
. (4.8)

4.2 Evaluation Methods

In machine learning, a common practice for evaluating classifiers, is to split the labeled
data into both a training set and test set. The classifiers are trained and calibrated on
the training set and then a final evaluation is made on the test set. The results of the
classifier performance on the the test set can then be used to gain insight on classifiers
ability to generalize and predict unknown samples.

In this section we begin by explaining the concepts and describing the tools for
evaluation of classifiers and give a review of common evaluation methods in machine
learning.

4.2.1 Training and Testing

The predictive efficacy of classification models are measured in terms of the error rate
which is the proportion of incorrectly classified instances over a whole data set of in-
stances and indicates the overall performance of the model [44]. Naturally, we are
interested in the predictive efficacy on new data and not the old data, since the labels of
each instance in the training set are already known. In order to obtain reliable estimates
of a model’s performance on new data, it is essential that the model is not assessed on
data from which it was learnt from[40]. Otherwise the classification model becomes
prone to the risk of overfitting which is when the learning process is relying on patterns
that are strong only in the training set, thus leading to the performance evaluation be-
ing overly optimistic and not reflecting the real predictive efficiency on independent test
data.
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4.2.2 Measuring Performance

In machine learning there exists several metrics by which the performance of a model
may be assessed. On the other hand, in supervised learning, all measures are assessed
based on four numbers which are obtained when testing the classification model on a test
set, namely: (i) true positives tp, (ii) false positives fp, (iii) true negatives tn, and (iv)
false negatives fn. These notions are further clarified with a confusion matrix, illustrated
in Table 4.1.

Table 4.1: An example of a confusion matrix.

Predicted Class
Positive Negative

Actual Class Positive true positives (tp) false negatives (fn)
Negative false positives (fp) true negatives (tn)

These four entries tp + tn + fp + fn = n, is the total number of examples in the
test set. When the primary concern is to assess the predictive efficacy, metrics from
information retrieval are commonly used. In particular precision, recall and F-measure
[22, 40].

Precision and Recall

Formally, in information retrieval precision (P) is defined as as the fraction of retrieved
documents that are relevant, while recall (R) is the fraction of relevant documents that
are retrieved [40]. However, in machine learning, precision and recall is used to measure
the classification of instances instead of retrieved documents.

P = tp/(tp+ fp) (4.9)

R = tp/(tp+ fn) (4.10)

F-Measure

Instead of using precision and recall they are often combined into a single measure known
as F-measure (F) [40]. Here, the traditional F-measure is defined, also known as the
F1-score. Two other F-measures commonly used are the F0.5 and F2 measure, which
weights precision higher than recall and vice versa.

F1 =
2 × P ×R

P +R
(4.11)

Accuracy

Another way to measure performance is to use accuracy, the fraction of correctly clas-
sified instances. In terms of the confusion matrix it is simply:

accuracy = (tp+ tn)/n (4.12)
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4.2.3 A Counting Example

In supervised learning, with only two classes, it is very often the case that the minority,
also called the rare class, is the positive class and the majority class is the negative class.
In many cases the minority class is very infrequent in the data set, sometimes being only
5% of the total number of instances [21]. Hence, in such a case with 95% instances of
one class, it becomes a trivial problem to achieve 95% accuracy with a classification
model. This is also known as the class imbalance problem [21].

Consider an example with 95% negative examples (tn + fp) and the following con-
fusion matrix:

Table 4.2: An example of a confusion matrix.

25 (tp) 25 (fn)
50 (fp) 900 (tn)

The accuracy of the model would be a = 925/1000 ≈ 93%. However, precision would
give p = 25/(25+50) ≈ 33% and recall r = 25/(25+25) ≈ 50%, furthermore F-measure
would give F = (2 × 0.33 × 0.5)(0.33 + 0.5) ≈ 40%. Hence, the precision, recall and
F-measure gives non-trivial measurements that can be very useful when evaluating.

4.2.4 Cross-validation

It is usually of great value to have insight about how well a classification model gener-
alize before testing it on an independent test set. This is also referred to as estimating
the future error rate and allows adjustments of the classification model without actually
biasing it against any real test data, preventing problems such as overfitting and tweak-
ing parameters to fit test set. However, in many cases there is a limited quantity of
labeled examples and we want to use as many examples as possible for training. Since
the independent test set neither can be used for training nor validation during train-
ing phase – a procedure to overcome this dilemma is k-fold cross-validation, sometimes
called rotation estimation. Cross validation is the traditional method of choice providing
a nearly unbiased estimate of the future error rate [12]. The idea comes from holding
out a subset of examples during the training of the model and then use the hold out set
for error rate estimation [17]. This hold out set is also called validation set.

In k-fold cross-validation the dataset D is randomly split into k mutually exclusive
subsets D1, . . . ,Dk of approximately equal size. Then the classification model is trained
k times on D\Dt and then tested on Dt.

The idea behind the process is that each confusion matrix produced is based on
labeled examples that have been used as a test example exactly once. Furthermore,
for each fold the test samples used are not used for training the classifier. This way
the obtained confusion matrix becomes a fair indicator of the classifiers performance on
independent test examples.

If there exists n labeled examples, then the largest number of possible folds in cross-
validation is k = n folds. This special case is a complete form of cross-validation also
known as Leave-one-out Cross-Validation (LOOCV) which basically leaves one example
out for validation. With this method the model has to be trained n times which can
be very expensive when the data set is large and learning time of an individual model
is slow [17]. Apart from the performance advantage with k-fold cross-validation where
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k < n there is a bias-variance trade-off associated with the choice of k in k-fold cross-
validation. Therefore, it is common to perform k-fold cross-validation with k = 5 or
k = 10 as these values have been empirically shown to yield test error rate estimates
that has a good balance between bias and variance [17]. In recent research relating to
OSNs datasets, the most common choice for k is 10 [43, 11, 2].

4.3 Metrics for Measuring Automation in Twitter
In order to capture characteristics of automation, the features must be designed so that
they can potentially differentiate automated and non-automated Twitter accounts. In
previous work, see Chapter 3, non-trivial approaches for measuring automation have
been: (i) content-based, (ii) behavior-based and (iii) graph-based approaches. A graph-
based approach requires information about which followers an account have and will
not be considered since this is not available the data. Instead only content-based and
behavior-based approaches to measure automation will be described.

In this section, we describe approaches to measure characteristics of accounts from
timestamps and content of an account’s tweets. The theory for three types of metrics
are described, (i) uniformity metrics that can be used to measure how uniformly a user
is tweeting across a given time frame, (ii) distance-based metrics that can measure the
similarity in-between tweets, and (iii) entropy-based metrics that can be used to measure
entropy in both content and timing patterns of timestamps. See Chapter 5 for details
regarding how these metrics were used when computing features in this project.

4.3.1 Uniformity Measures

One approach to measure automation is to look at the uniformity in the timing distri-
butions of tweets. It is based on the assumption that automated accounts manifest a
different tweeting behavior compared to non-automated users. Automated accounts may
be invoked by job schedulers that execute tasks at specified times or intervals. There-
fore, highly automated accounts using schedulers would exhibit timing patterns which
would not seem to be drawn from a uniform distribution while a non-automated user is
likely to post tweets independently of which second-of-the-minute or minute-of-the-hour
it is.

The two metrics presented here are based on two statistical tests that test uniformity
on distributions. However, only the test statistic2 of the tests will be used for a more
fine-grained measure on the level of uniformity.

Pearson’s Chi-Square Statistic of Uniformity

Pearson’s Chi-Square-test is a common test in statistics that is used to test the agreement
between observed and theoretical distributions and is applied to discrete data. This is
not a restriction for continuous data since it is possible to simply calculate a histogram
to get discrete values. The χ2 statistics is calculated with the formula presented in
Equation 4.13.

X2 =

k∑
i=1

(Oi − Ei)
2

Ei
≈ χ2(k − 1), (4.13)

2A test statistic is a single measure of some feature of a sample (i.e. a statistic) used in statistical
hypothesis testing.
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where X2 is the approximate value of χ2 with k− 1 degrees of freedom, k is the number
of bins, Oi is the experimental (observed) frequency associated to the i:th bin, and Ei is
the expected frequency calculated from the theoretical distribution law for the i:th bin.

A rule of thumb for Pearson’s χ2-test is that the expected frequency of each bin
should be no less than five for the test to be statistically significant. Therefore, if a
user account has less than 300 tweets then the width of each bin has to be adjusted
accordingly. It is instead possible to distribute the tweets over six bins and say that any
user account that has less than 30 tweets have insufficient data for the test. This might
change the nature of what the feature is measuring; a user’s tweets can appear to be
uniformly distributed across a histogram of six bins when the user is in fact tweeting in
very non-uniform way on a more fine-grained level.

Rao’s Spacing Statistic of Uniformity

Similarly, Rao’s Spacing-test measures the uniformity in successive timestamps in cir-
cular data [32, 29, 30]. If the underlying distribution is uniform, then the successive
timestamps should be approximately evenly spaced on the circle, approximately about
360◦/N apart, where N is the number of observations (timestamps), see Figure 4.2 for
an illustrated example of the difference between automated account and non-automated
accounts. Rao’s Spacing-test is defined as following:

U =
1

2

N∑
i=1

∥ Ti − λ ∥ where
{

Ti = fi+1 − fi for 1 ≤ i ≤ N − 1
Tn = (360◦ − fn) + f1 for i = N

(4.14)
where λ = 360◦/N , and f are the observed timestamps in descending order. Unlike
Pearson’s χ2-test, this approach is not dependent on discretizing the data and therefore
does not suffer as much from few samples.

4.3.2 Distance Measures
Another way to measure automation is to look at the similarity between tweets of the
same user by measuring distance. This feature is based on the assumption that the
similarity between a user’s tweets would be higher for automated accounts that post
repetitive content in comparison to non-automated accounts. Given that the distance
between two tweets can be calculated, one can define the similarity of a user’s tweets as
the average distance between all pair of tweets (e.g. A,B ∈ T ) of a user account, see
Equation 4.16. ∑

A,B∈T similarity(A,B)

∥ T ∥2
(4.15)

Since this is computed for all pairs of tweets for a user the sum of all scores are
normalized by ∥T∥2 which is the total amount of tweets of a user account to the power
of two. There are many different methods to compute the similarity coefficient. However,
two metrics in particular will be described, namely, the cosine similarity and Jaccard
similarity.

Cosine Similarity

Formally, we define cosine (C) similarity as the angle between two vectors:
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Figure 4.2: The tweeting behavior of two user accounts flagged as automated and non-
automated respectively. Figures (a)-(d) depicts the tweet posting timestamps on a
second-of-the-minute and minute-of-the-hour basis for both accounts. The figures of the
automated account, (a) and (b) show a clear indication of non-uniformity, while the
figures of the non-automated account (c) and (d) show uniform distribution across the
second-of-the-hour and minute-of-the-hour.
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similarity(A,B) = C(A,B) =
A ·B

∥ A ∥∥ B ∥
, (4.16)

where 0 ≤ C(A,B) ≤ 1.

Jaccard Similarity

The Jaccard (J) is another statistic for computing similarity and is defined as the size
of the intersection divided by the size of the union of a sample set:

similarity(A,B) = J(A,B) =
∥ A ∩B ∥
∥ A ∪B ∥

, (4.17)

where 0 ≤ J(A,B) ≤ 1 and A and B are two sets.

4.3.3 Entropy Measures

Another approach to measure automation is to look at the entropy rate of a user ac-
count’s tweets in both content of tweets and timing patterns. It based on the observation
that automated accounts often are less complex than non-automated accounts [11, 14]

Entropy and Entropy Rate

In information theory, entropy is used as a measurement of uncertainty in a random
variable [11, 14, 28]. Moreover, entropy rate is referred to as a higher-order entropy
that quantifies the regularity of a random process or the predictability of a new sample
based on previous observed samples [32]. The complexity of a random process evolving
in time can be described by the rate that the system loses information about previous
states. This complexity can be described using entropy rates, which tend to zero for
processes with periodic repetition and conversely tend to high values for processes with
aperiodic or random behavior, see Figure 4.3.

0 predictable

regular complex

Entropy Rate

unpredictable

random
max

Figure 4.3: A low entropy rate indicates a regular process, whereas a high entropy rate
indicates a random process. A entropy rate in between indicates a complex process, i.e.,
a mix of regularity and irregularity [11].

We begin by defining a random process X = {X1, . . . , Xm} as an indexed sequence
of random variables. Before we can define the entropy rate of a sequence of random
variables, we define the entropy as:

H(X1, . . . , Xm) = −
m∑
i=1

P (x1, . . . , xm) logP (x1, . . . , xm), (4.18)

where P (x1, . . . , xm) is the joint probability P (X1 = x1, . . . , Xm = xm). Then, from the
definition of entropy we can define the conditional entropy of a random variable given
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a previous sequence of random variables as:

H(Xm | X1, . . . , Xm−1) = H(X1, . . . , Xm)−H(X1, . . . , Xm−1), (4.19)

and finally, from Equations 4.18 and 4.19, we can define entropy rate as:

H̄(Xm | X1, . . . , Xm−1) = lim
m→∞

H(X1, . . . , Xm)−H(X1, . . . , Xm−1). (4.20)

Since the entropy rate is defined as the conditional entropy of an infinite sequence
[14] we cannot determine the exact entropy rate. For a finite sequence, the conditional
entropy becomes an estimate of the entropy rate [14, 28].

Estimating Entropy Rate of an Observed Sequence

In practical analysis, the entropy rate is computed by having the joint probabilities
(Equation 4.18) replaced with empirically derived probabilities. We refer to the entropy
and conditional entropy with empirically derived probabilities as EN and CE respec-
tively. One approach is to estimate these probabilities from a state-space reconstruction
of the observed sequence (a realization of the process) [14, 28]. State-space reconstruc-
tion refers to identifying the finite dimensional state variables that better approximate
the past states of the observed sequence. A common approach to state-space reconstruc-
tion is to perform delay embedding, using Taken’s embedding theorem, whereby each
scalar of the sequence is mapped into trajectories described by delayed coordinates in the
state space [37]. According to Taken’s theorem, a single realization {x(i), i = 1, . . . , N}
(where i is the temporal index) can be completely captured in a m-dimensional phase
space of delay τ by the delayed vectors {Xm(i), i = 1, . . . , N −m+ 1}, where:

Xm(i) = (x(i), x(i− 1), . . . , x(i− (m− 1)τ). (4.21)

Each vector of Xm(i) represents a pattern of m consecutive samples. See Appendix B
for a practical example on how these vectors are computed from an observed sequence.

In practice, the sequence is coarse grained by spreading its dynamics over Q quanti-
zation levels of uniform or non-uniform amplitude ϵ. The quantization defines a parti-
tion of the reconstructed m-dimensional state space into Qm disjoint hypercubes of side
length ϵ, see Figure 4.4. Since each point in the m-dimensional state space represents a
length m pattern, points falling within the same hypercube are considered indistinguish-
able within a tolerance of ϵ. Furthermore, several points in the same hypercube mean
that identical patterns, within a precision of ϵ, are found several times in the observed
sequence [28]. The frequencies of points in each hypercube can therefore be used as
estimations of the joint probabilities.
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x(i− 1)

x(i− 2)

x(i− 3)

ϵ

Figure 4.4: Uniform quantization of an observed sequence in a 3-dimensional embedding
space. Points residing in the same hypercube are considered as reoccurring patterns,
with a precision ϵ, in the observed sequence.

Quantization Effect

Quantization of the original sequence into Q levels can be performed with different
methods. The basic aim is to partition the data into a predefined number of ranges
Q. One method suggested by Porta et al. [28] is to coarse grain the sequence {x(i)} by
spreading the dynamics uniformly over Q quantization levels of amplitude ϵ = (xmax −
xmin)/Q. This methods preserves information regarding the distribution of individual
variables, but may be misleading for more extreme values. However, the focus is not
on the individual variables but rather the inter-variable relations (the structure of the
process). Therefore, another approach is to coarse grain the dynamics of the sequence
into equally populated – equiprobable – quantization levels by distributing the dynamics
according to the cumulative distribution function [11, 14]. This results in hypercubes
with non-uniform amplitudes and a more ’dense’ reconstructed state space.

Corrected Conditional Entropy

Porta et al.[28] observed a ”curse of dimensionality” with the estimation of CE for short
data sequences [11, 14]. For example, for a completely random process the entropy rate
would equal to the first-order entropy since the knowledge of past samples is not able to
reduce the uncertainty of the process (the entropy rate is upper-bounded by the first-
order entropy). However, with increasing dimensionality m and quantization level Q
the number of hypercubes will increase as Qm. Therefore, the points in a state space
become more and more isolated, and this isolation results in an increasing number of
single points in the hypercubes of the quantized space. In other words, a length m
pattern can eventually be completely predicted from the m − 1 pattern as m increases
and CE will progressively go to zero even for a completely random processes.

To compensate for this, Porta et al. [28] proposed the corrected conditional entropy
(CCE) specifically designed to handle the negative bias of the estimation of CE for
limited number of samples. The corrected conditional entropy is defined as:

CCE(Xm | X1, . . . , Xm−1) = CE(Xm |X1, . . . , Xm−1) + perc(Xm) · EN(X1), (4.22)
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where perc(Xm) is the percentage of patterns encountered only once. The CCE is upper-
bounded by the first order entropy EN , since CCE is the sum of two contributions,
perc(Xm) that increases and CE that decreases with m. Therefore, 0 ≤ CCE(Xm) ≤
EN(X1). The minimum CCE over all values of m is considered as the best estimate of
the CE when the data set is limited [28].

Normalized Corrected Conditional Entropy

Since the CCE is upper-bounded by the first-order EN we define the normalized cor-
rected conditional entropy (NCCE) as:

NCCE(Xm | X1, . . . , Xm−1) =
CCE(Xm | X1, . . . , Xm−1)

EN(X1)
(4.23)

This introduces two broad types of metrics based on NCCE that measures the shape
and regularity of the dynamic system of a sequence [14].

Shape

Shape tests focus on first order statistics to determine the shape of a dynamic system.
We define the shape as:

S =
1

1 + EN(X1)
, where 0 ≤ S ≤ 1. (4.24)

The S index tends to 1 when there is a high number of reoccurring patterns of varying
length in the sequence and zero when there is high randomness in the sequence.

Regularity

The regularity of a sequence is instead described by the second or higher-order statistics
such as correlation in the dynamic system:

R = 1− min(NCCE(Xi | X1, . . . , Xi−1)), ∀i ∈ {0, . . . ,m}, (4.25)

where 0 ≤ R ≤ 1. The R index tends to 1 when there is a high number of reoccurring
patterns of varying length in the sequence and zero when there is high randomness in
the sequence.
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Chapter 5

Features for Detecting Automation

In order to detect automation with supervised learning, a key is to have features that
capture the characteristics of automation. In this chapter we describe two categories
of features. First of all, in Section 5.1 we describe features specifically designed for
Twitter. Then, in Section 5.2, we describe features that are applicable to a broader
range of OSNs. See Table 5.1 for a list of implemented features, and Figure 5.1 for
correlation matrix of the features performed on a synthetically generated training set.
Finally, in Section 5.3 we bring up a trade-off problem that occurs when computing
features based on a user account’s tweets.

5.1 Twitter Specific Features

One approach used to detect automation was to look at the accounts’ profile and tweets.
For instance, an account’s profile contains information on followers, friends, and profile
description. A tweet contains, besides the normal content; mentions, hashtags and
URLs, see Section 2.1 for a full description. These “amplifiers” can be used to spread
content and reach targets more efficiently. Since automation likely stems from having the
need to distribute content without incurring manual work, automated Twitter accounts
might exploit these amplifiers to become more effective.

The following features are based on the assumption that the tweets of automated
accounts manifest a different behavior in using these Twitter specific amplifiers compared
to non-automated accounts. In order to facilitate the explanation of these features, the
following abbreviations and symbols are used:

Amplifier Description
URL URLs that appear in a tweet

domains only the domain of URL
hashtag (#) hashtag that appear in a tweet
mention (@) mention of another user that appear in a tweet

Metrics Description
total total number of [amplifier] for an account

unique number of unique [amplifier] for an account
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Listed Count

Listed count (LSC) is provided directly from the Twitter API. The number of public
lists that the account is a member of.

Statuses Count

Statuses count (STC) is provided directly from the Twitter API. The number of tweets
(including retweets) issued by the account since its creation date.

Following Count

Following count (FGC) is provided directly from the Twitter API and is the number of
users the account is following.

Followers Count

Followers count (FSC) is provided directly from the Twitter API and is the number of
users following an account.

Favorites Count

Favorites count (FVC) is provided directly from the Twitter API and is the number of
tweets this account has favorited in the account‘’’s lifetime.

Description Length

Description length (DSL) feature is the length of the profile description in the account’s
profile.

Account Reputation

Account reputation (AR) feature is based on the observation that a user’s tweet can only
be delivered to those who follow the user. Therefore a common strategy by automated
accounts is to follow a large number of users, and expecting that some of the users will
follow back. On the other hand, celebrities and famous organizations attracts a greater
amount of followers without following back. For instance, Taylor Swift had 77,638,757
followers and was following 245 other Twitter accounts. More formally, we define and
normalize the metric as:

AR =
total followers

total followers + total following (5.1)

For a user such as Taylor Swift with lots of followers and while just following a few,
the account reputation would be close to 1. In contrast, for a user with a few followers
and following many, the reputation would be close to 0. In addition, for some automated
accounts, the ratio between followers and following are kept close to 0.5. The reason
is because Twitter imposes a limit on the ratio of followers over following in order to
suppress automated accounts.1 Twitter imposes a limit on how aggressively a user follow
other users. Although, not the other way around. Thus, some of the more sophisticated

1“Following rules and best practices” by Twitter: https://support.twitter.com/articles/68916.
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automated accounts uses the strategy of unfollowing users that do not follow back within
a certain period.

Mentions-per-Tweet Ratio

Mentions-per-tweet ratio (MTR) measures at which rate a user account is mentioning
other users by comparing the ratio between the total number of mentions and the total
number of tweets. This feature can give an indication of at which rate the user account
is trying to reach out to other users. More formally, this metric is computed as:

MTR =
total mentions

total tweets (5.2)

Hashtags-per-Tweet Ratio

Similarly, hashtags-per-tweet ratio (HTR) measures at which rate an account is trying
to reach out on channels, and can be computed in following way:

HTR =
total hashtags

total tweets (5.3)

URLs-per-Tweet Ratio

URLs-per-tweet ratio (UTR) measures the rate at which an account is trying to redirect
visitors. Chu et al. [11] found that most bots tend to include URLs in tweets to redirect
visitors to external webpages.

UTR =
total URLs
total tweets (5.4)

Duplicate URLs Ratio

Duplicate URLs ratio (DUR) feature quantifies the repetition of urls by comparing the
ratio between the unique urls and all urls for all tweets of a user account. A high ratio
of duplicate urls would indicate automation since non-automation users would probably
tweet on a variety of topics leading to a variety of urls. The metric is computed as:

DUR =

{
1− unique URLs

total URLs for total URLs > 0
0 for total URLs = 0

(5.5)

A high ratio would indicate that the account would promote a specific URL. Further-
more, combined with a high URL-per-tweet ratio, it would indicate a high rate of mes-
sages trying to redirect visitors to a specific page. In order for bots to avoid being
detected as automation by this specific measurement the same source would have to be
referenced by multiple URLs.

Duplicate Domains Ratio

Similarly, duplicate domains ratio (DDR) measures the repetition in domain names of
URLs and a low ratio of unique URLs indicates that the account would promote a
specific domain. The metric is computed in the following way:

DDR =

{
1− unique domains

total domains for total domains > 0
0 for total domains = 0

(5.6)
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Duplicate Mentions Ratio

Duplicate mentions ratio (DMR) measures the repetitive nature of accounts mentioning
other users by comparing the ratio between the unique and total number of mentions in
tweets. High repetitiveness would indicate that the account is reaching to specific users
while a very low ratio would indicate that a user is trying to reach out to a wide variety
of users.

DMR =

{
1− unique mentions

total mentions for total mentions > 0
0 for total mentions = 0

(5.7)

Duplicate Hashtags Ratio

Similarly, duplicate hashtags ratio (DHR) measures the amount of repetition in the use
of hashtags. A high ratio would indicate that the user is trying to reach out on very
specific topics while a low ratio indicates that the user is trying to reach out on a wider
variety of topics. The metric is computed in the following way:

DHR =

{
1− unique hashtags

total hashtags for total hashtags > 0

0 for total hashtags = 0
(5.8)

Average Retweets-per-Day

Average Retweets-per-Day (ARD) measures the average amount of retweets per day
that a user tweets. This feature gives an indication of how intensively a user repost
other people’s content. Although this feature is very similar to the feature Average
Tweets-per-Day in Section 5.2, retweets are specific to Twitter. The metric is computed
as:

ARTD =
total retweets

number of days between first and last tweets + 1
(5.9)

In order to avoid division by zero when all tweets are posted on the same day, this metric
count from 1.

5.2 General Features

This section describes features that, unlike the Twitter specific features, capture automa-
tion in most types of OSNs and are fundamentally independent to the characteristics
of Twitter. Some of the features described here are based on the metrics described in
Section 4.3.

Average Content Length

Average content length (ACL) measures the average length of all tweets posted by an
account.

Content Length Variance

Similarly to ACL, Content Length Variance (CLV) measures the variance in the length
of all tweets posted by an account.
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Average Tweets-per-Day

Average Tweets-per-Day (ATD) measures the average amount of tweets per day that a
user tweets. This feature can give an indication of how intensively a user tweets. The
metric is computed as following:

ATD =
total tweets

number of days between first and last tweets + 1
(5.10)

In order to avoid division by zero when all tweets are posted on the same day, this metric
count from 1.

Inter-tweet-content Similarity

One way to measure automation is to look at the similarity between tweets by measuring
the average distance between all tweets, see Equation 4.15. This feature aims to detect
automated content polluters posting identical or to a high degree similar post over and
over again. We chose to compute the similarity between two tweets represented as
vectors, where each dimension is the frequency of a word in the respective tweet. The
similarity was calculated using cosine similarity index (Equation 4.16).

Rao’s Spacing Statistics of Uniformity

Rao’s Spacing Statistics (RSU) (Equation 4.14) measures the uniformity in successive
inter-tweet-delays for different granularities. If the underlying distribution is uniform,
then the successive timestamps should be approximately evenly spaced on the circle.
The spacing is defined as 360/Q where Q is the granularity of the measurement.

Feature Q Abbrevation
Minute-hand 60 MRSU

Hour-hand 24 HRSU
Day-of-the-week 7 DRSU

In this feature a small modification to the original function of Rao’s Spacing-test has
been made; the sum is divided by 360 so that the test statistic becomes normalized.

Tweet-content Shape

The tweet-content shape (TCS) feature is based on the entropy metric (Equation 4.24)
described in Section 4.3.3 and measures the first-order entropy of the content of tweets
posted by a user. The aim of this feature is to capture the variation in letters, whereas
a variation would indicate automated behavior.

Each character (including special characters such as white space, commas, etc.) of a
tweet are represented by their index in the American Standard Code for Information In-
terchange (ASCII)2-table, thus each tweet can be represented as a sequence of numbers.
For example, a text string ´´this is a tweet” is equivalent to ´´16 104 105 115 32 105
115 32 97 32 116 119 101 101 116” in the ASCII table. The entropy was calculated on
the concatenated sequence of all tweets ordered by their timestamp. Since the numbers
of the sequence are upper-bounded by the ASCII alphabet (255 different symbols) we

2American Standard Code for Information Interchange
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used Q = 60 quantization levels with an equal-width quantization strategy so that a
slight coarse graining would be applied on the dynamics of the sequence. The phase
space reconstruction was made with a time delay of τ = (total number of chars)/tweets,
for most accounts this is roughly τ ≈ 60.

Tweet-content Regularity

Similarily as the tweet-content shape, tweet-content regularity (TCR) (Equation 4.25)
measures a user’s tweeting behavior by computing the higher-order entropy of the tweets
posted by a user. This feature also aim at capturing the automated behavior by measur-
ing the variation in letters. Here, we used Q = 60 quantization levels with an equal-width
quantization strategy to reconstruct the state space. The phase space reconstruction
was made with a time delay of τ = (total number of chars)/tweets.

Inter-tweet-delay Shape

The inter-tweet-delay shape (ITDS) features are based on the entropy metric (Equation
4.24) described in Section 4.3.3 and measures first-order entropy of the delays between
the tweets’ timestamp. Similarily, to Tweet-content Shape and Tweet-content Regularity
features this feature aims at capturing automated behavior in timing patterns.

The delay can be measured with different granularities, such as delay by whole
seconds, minutes, hours and days, which in itself generates four different features. Gi-
anvecchio et al.[14] used five quantization levels (e.g. Q = 5) when measuring timing
patterns of timestamp data. Here, we used five quantization levels (e.g. Q = 5) with
an equal-width quantization strategy. The phase space reconstruction was made with a
time delay of τ = 1.

Inter-tweet-delay Regularity

The inter-tweet-delay regularity (ITDR) feature is based on the entropy metric (Equa-
tion 4.25) described in Section 4.3.3 and measures the periodic or regular timing of
a user’s tweeting behavior by computing the entropy rate of the delays between the
tweets’ timestamp. Similarily to Inter-tweet-delay Shape, this feature aims at detect
higher-order timing patterns that would indicate automated behavior.

The delay can be measured with different granularities, such as delay by whole
seconds, minutes, hours and days, which in itself generates four different features. Here,
we used Q = 5 quantization levels with an equiprobable quantization strategy. The
phase space reconstruction was made with a time delay of τ = 1.

5.3 How Many Tweets? A Trade-Off Problem
In related work [13, 4, 10], researchers have built classifiers using metadata idiosyncratic
to Twitter such as account age, number of followers, posting frequency, username length,
number of user mentions/replies, and number of retweets. However, building a classi-
fier to detect automation entirely on account profiles can be problematic for detecting
automation.

Unlike in the early days of Twitter, some of today’s automated twitter accounts use
sophisticated algorithms to emulate the typical daily cycle of activity on Twitter and
borrow content to appear human [13]. An even more problematic approach in the spam
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Table 5.1: A list of features implemented based on the features described in Chapter 5.

Feature Name Abbrevation
ListedCount LSC
StatusesCount STC
FriendsCount FRC
FollowersCount FSC
FollowingCount FGC
FavoritesCount FVC
DescriptionLength DSL
AccountReputation ACR
MentionsPerTweetRatio MTR
HashtagsPerTweetRatio HTR
URLsPerTweetRatio UTR
DuplicateMentionsRatio DMR
DuplicateHashtagsRatio DHR
DuplicateURLsRatio DUR
DuplicateDomainsRatio DDR
AverageRetweetsPerDay ARD
AverageContentLength ACL
ContentLengthVariance CLV
AverageTweetsPerDay ATD
TweetLengthRegularity TLR
TweetContentRegularity TCR
TweetContentShape TCS
InterTweetDelayRegularity ITDR
InterTweetDelayShape ITDS
RaoMinuteHandUniformity MRSU
RaoHourHandUniformity HRSU
RaoDaysUniformity DRSU
InterTweetContentSimilarity ITCS

domain is the renting of legitimate user accounts3 to introduce short bursts of spam
while using the metadata of non-automated accounts to mask the attack [39].

Thus, solely relying on metadata becomes a limiting factor and Twitter accounts’
posted content becomes even more important than before to detect automation. How-
ever, the training of a detection system in detecting automation on Twitter turned out
to be a trade-off problem between the quality of predictions and the amount of history
required from a user. Having an insufficient amount of tweets made it difficult to com-
pute statistically robust features while requiring too many tweets of a single user makes
the model less useful in practice with decreased efficiency in terms of required data and
computation times.

During the preparatory analysis, 50 tweets for every account seemed like an rea-
sonable trade-off between performance of the content-based and time-based features in
experiments and effectiveness in terms of computation times.

3Also referred to as sponsored accounts.
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Figure 5.1: A correlation matrix of features described in Chapter 5. The figure is best
seen in a color version of this paper. Left-tilted ellipses correspond to negative values
and right-titled ellipses correspond to positive values. The ellipses’ width correspond
to degree of correlation, correlation closer to -1 or 1 is depicted with a smaller width,
whilst wider width are closer to 0.
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Chapter 6

Methodology

In this chapter the methodology for this project is presented. First, Section 6.1 describes
how a method using rule-based decision making was developed to circumvent the prob-
lem of having no ground truth. Then, Section 6.2 goes through how machine learning
algorithms were trained on synthetically constructed training data and provides details
about the experimental setup.

6.1 The Lack of Ground Truth
A striking problem with the collected data from the Ukraine conflict was that it origi-
nally contained no labels regarding whether a Twitter account was automated or not.
Typically, the data is already labeled or one assign independent volunteers to annotate
the data. However, in many cases, the collection might be too large to manually an-
notate every instance. In fact, annotating even smaller subsets can be time consuming
and ineffective. Be that as it may, the absence of labels do not necessarily mean that
the Ukraine conflict collection is impossible to deal with.

Here, we describe a method to effectively distinguish Twitter accounts with high
degrees of manual interaction from accounts that exhibit high degrees of automation.

6.1.1 A Method to Measure Automation

In the Twitter API, a useful parameter “source” (tweeting device1) is provided for every
tweet and the Twitter API describes it as “the utility used to post the tweet”. According
to Chu et al. [10], very difficult for accounts using automated software to evade features
that make use of tweeting device.

The tweeting device can be used to distinguish tweets posted through Twitter’s
official applications from tweets posted through Twitter’s API using third-party appli-
cations. Following are some of the Twitter’s official applications:

• “Twitter Web Client”,
• “Twitter for Mac”,
• “Twitter for iPhone”,
• “Twitter for iPad”,
• “Twitter for Android”,
• “Twitter for BlackBerry®”,
1Tweeting device is referred to as “source” in the Twitter API.
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• “Twitter for Windows” and
• “Mobile Web (M2)”.

All of the applications listed above requires users to manual interaction while posting.
Twitter’s official applications do not provide the end-user with functionality to automate
their posting; such as automatically generating content, scheduling multiple tweets or
automatically retweeting other users’ tweets that matches certain keywords.

By exploiting this observation, it is possible to define a metric that measures the
ratio of manual interaction in a collection of tweets. Although, this metric would be
effective in measuring the manual interaction, it would not necessarily be as effective in
measuring automation. For instance, Echofon is a popular third-party application for
iPhone and iPad that implements the full Twitter API for reading, sending, and sharing
tweets; and does not provide any form of automated posting or generation of content.2
Hence, a high API (low ratio of tweets coming from Twitter’s official applications) ratio
does not necessarily translate to a high degree of automation.

In order to make the method more robust and reducing potential false positives, the
method can be extended to take into account a few commonly occurring third-party
automation applications, such as;

• “twittbot.net”,
• “IFTTT”,
• “fllwrs”,
• “Buffer”,
• “twitterfeed”,
• “Follow Back Tool”,
• “UnFollowSpy” and
• “Tweet Old Post”.

Using the aforementioned lists of tweeting devices enables tweets to be classified as either
“automatic”, “manual” or if not listed as “unknown”. Two metrics “automation rate”
(AR) and “manual rate” (MR) can then be defined as:

AR(tweets) =
∥automatic∥

∥automatic∥+ ∥manual∥+ ∥unknown∥
, (6.1)

MR(tweets) =
∥manual∥

∥automatic∥+ ∥manual∥+ ∥unknown∥
, (6.2)

where tweets is a collection of a user account’s tweets.
By including the “unknown” devices in these metrics the noise is effectively reduced

by leaving uncertain accounts out. For instance, a Twitter account only posting via
Twitter’s official applications would have an manual rate of 1. While, a Twitter account
only posting through known “automated” devices would have an automation rate of 1.
On the contrary, a Twitter account only posting through “unknown” devices would have
both a “manual rate” and an “automation rate” of 0.

Another important parameter provided through Twitter’s API that can also can be
used to reduce noise is the “verified” badge. It allows people and companies to show
that their account in fact belongs to them. Twitter only makes this badge available to a

2List of common Twitter services and applications: https://en.wikipedia.org/wiki/List_of_
Twitter_services_and_applications.
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6.2. SUPERVISED LEARNING WITH SYNTHETICALLY CONSTRUCTED TRAINING
DATA

modest number of accounts that deal with mistaken identity or impersonation problems
(e.g. Barack Obama). Combining this parameter with “automation rate” described in
Equation 6.1, we can ensure that no account that is classified as automated would be
verified.

In summary, tweeting device can be used to find both accounts of high degree of
manual interactions and accounts exhibiting high degrees of automation. Although, the
method requires classification of tweeting devices in order to work.

6.1.2 Constructing a Rule-Based Classifier
The method and metrics described in Section 6.1.1, laid the groundwork for detecting
automated accounts on Twitter in this project. A rule-based classifier (RBC) was con-
structed using “verified”, “automation rate” and “manual rate”. Twitter accounts were
labeled as either automated or non-automated according to following conditions:

RBC(user) =


non-automated if MR = 1,

automated else if AR ≥ C and verified = false,
unlabeled otherwise,

(6.3)

for some constant C ∈ [0, 1].3
Accounts that did not fulfill the conditions set by the rule-based classifier were left

unlabeled. Hence, by setting C close to 1, Twitter accounts that fulfilled the conditions
of the rule-based classifier were either extremely automated or non-automated, and
uncertain ones were left unlabeled. Likewise, a low C resulted in more accounts that
had posted through unknown devices to be labeled as automated.

For a complete list and related descriptions of the tweeting devices that were used in
the rule-based classifier, see Tables D.1 and D.2 in Appendix D. The third-party applica-
tions were selected by inspecting some of the automated accounts that were discovered
during the preparatory analysis of the collected data. Only third-party applications that
that were deemed to provide automation features (by doing some research online) were
included.

6.1.3 Detecting Automation using the Rule-Based Classifier
Although the rule-based classifier described in Section 6.1.2 to some degree is sufficient
to detect automation in Twitter, there are also downsides to the method. Firstly, it is
heavily dependant on manually detecting and identifying new tweeting devices in order
to improve the efficiency of the model. Secondly, there is a possibility that some auto-
mated accounts utilized screen scraping technologies through Twitter’s official applica-
tions. This would lead to those accounts being incorrectly classified as non-automated.
Moreover, there is also the possibility that some non-automated accounts, that use
third-party applications, are flagged as automated by the rule-based classifier.

6.2 Supervised Learning with Synthetically Constructed
Training Data

Instead of using the rule-based classifier for detection, the resulting classifications could
be used as training data for supervised learning algorithms. In other words, using the

3Here, it is ensured that no accounts classified as automated were “verified” by Twitter.
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rule-based classifier to synthetically generate training data. The underlying assumption
is that the machine learning algorithms given a set of features4 will learn patterns aside
from the two metrics, based on tweeting device, described in Section 6.1.2. Hence, po-
tentially increasing the performance in detecting automation. For instance, a Twitter
account tweeting from automated sources may exhibit linguistic and timing character-
istics different from an non-automated user.

In order to test this hypothesis, the synthetically generated labels (produced by the
rule-based classifier) were used as input to classifiers that applies supervised learning
(from here on referred to as Machine Learning (ML)-based classifiers). Subsequently,
both the rule-based classifier and the ML-based classifiers were benchmarked against a
manually annotated test set (see Section 6.2.1 for more details), in order to assess the
performance.

6.2.1 Manual Annotation for Test Set

In order to reason about the performance of the rule-based classifiers and the ML-based
classifiers, we needed a ground-truth set that contained known samples of automated and
non-automated Twitter accounts. Among the collected data, we randomly chose different
samples and manually classified them using a custom built annotation program. The
Twitter accounts were judged by profile and the tweets in a descending order together
with links to their online profiles on Twitter, see Figure 6.1. The annotation process
lasted for two weeks. Two research assistants from FOI, Christopher Teljstedt and David
Trång, separately labeled the same set of samples and any conflicting classification was
resolved by a reinspection (since a majority vote could not be applied). The ground-
truth set included 500 automated and 500 non-automated accounts and thus in total
1,000 classified samples and roughly 100,000 tweets.

Figure 6.1: A print screen of the custom built annotation application for classifying
Twitter accounts as either “non-automated” or “automated”.

4Features described in Chapter 5.

38



6.2. SUPERVISED LEARNING WITH SYNTHETICALLY CONSTRUCTED TRAINING
DATA

Classifying Twitter accounts is more challenging than it appears to be. For many
Twitter accounts, consecutive tweets may be completely unrelated. For instance, one
tweet is the status “It’s finally friday!”. The next tweet might be an excerpt from the
user’s personal blog and the tweet after that a picture together with a few hashtags
shared from Instagram.

For every classified account, the following procedure was executed. Firstly, the ac-
count profile was inspected (e.g. name, description, total number of statuses, number of
followers and friends etc.). Secondly, the content of the collected tweets was thoroughly
inspected timestamps and URLs of webpages were related to the content of the tweets.
Lastly, we inspected their homepages on Twitter for access to friends, followers and
media content.

The account was labeled as non-automated if there was some evidence of original,
intelligent, and specificity in the contents of the tweets.5 In general, a non-automated
account usually shares their thoughts and feelings about something, what he/she is doing
and interacts with other friends on Twitter as they use Twitter as a microblogging tool
to expose and express themselves. For instance, there might be a post like “I wonder
what will happen next? Will Russia retreat? I think Ukraine should prepare for a full-
scale invasion”. The content carries intelligence and originality and is also relevant in
time. Specificity means that the content has a presence of consciousness and expressed
in relatively unambiguous words. For example, in a reply to the tweet “What are your
thoughts on the Ukraine-Russia crisis?”, a specific response would be “I think what
Russia is doing is horrible!”. On the other hand, a generic reply could be “I dislike it.”.

The classification of automated accounts was done according to the following criteria.
First of all, the lack of intelligent and original content. Automation in general is hard
to detect from one single tweet but is rather seen given a longer sequence of tweets. For
example, Twitter accounts that only retweet other people’s content, adages or the like
indicates a lack of originality. The second criterion was excessive amount of tweeting,
such as automated posting of Rich Site Summary (RSS) feeds from news pages, blogs
and other webpages. Similarily, the third criterion was accounts repeatedly posting
duplicate or nearly identical tweets. The fourth criterion was accounts posting spam
or malicious URLs (i.e. malicious pages and malware) in the tweets or in the profile
description, that was checked using Google’s Safebrowsing6 API.

Lastly, we discarded non-English accounts and accounts that were set to “private”
(their profiles were inaccessible) from the classification, since we could not judge the
content.

6.2.2 Calibrating the Rule-based Classifier

The first experiment was to calibrate the rule-based classifier and to investigate the
impact of different C in Equation 6.3 explained in Section 6.1.2.

With an unlabeled data set consisting of 99,000 Twitter accounts and roughly 10
million tweets,7 multiple overlapping training sets were generated by applying the rule-
based classifier for different C’s ranging between 0 to 1 with a granularity of 0.05.
Each training set was balanced with regards to the minority class yielding an even
representation of both classes (50% automated and 50% non-automated). When C

5The rule-based classifier did not take advantage of these labels in any way.
6https://developers.google.com/safe-browsing/
7Because of limited memory we could not use whole data set.
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increases the size of the resulting training sets decreases, since fewer and fewer automated
accounts that meet the condition that AR(tweets) > C.

For each of the training sets a ML-based classifier was trained using the naïve Bayes
algorithm with features listed in Table 5.1. A feature selection was applied to select the
top ten performing features during the training phase. For the feature selection process,
information gain was used as a metric, described in Equation 4.6. We applied k-fold
cross-validation where k = 10 to train and tune the ML-based classifiers on the training
set. The training set was randomly partitioned into 10 disjoint subsets with equal size.
The individual results from 10 rounds were averaged to generate the final estimation.

The metric used in the rule-based classifier, see Equation 6.3, was left out in the ML-
based classifier in order to ensure unequivocal measurements. Moreover, facilitating the
comparision in performance between the ML-based classifier and the rule-based classifier.

6.2.3 Measuring the Classifier’s Performance
With C configured for the rule-based classifier from the previous experiment, the result-
ing training set was used in a second experiment to also train a random forest classifier
apart from the naïve Bayes classifier. A second ML-based classifier was used to ensure
that the performance shown by the first classifier was not limited to the algorithm itself,
but that this method is applicable to other types of supervised learning algorithms. We
performed a 10-fold cross validation for both classifiers.

Finally, both the rule-based classifier and the ML-based classifiers were benchmarked
with the manually annotated test set containing 1,000 Twitter accounts.

6.2.4 Frameworks
In the experiments, we used the machine learning algorithms implemented in Waikato
Environment for Knowledge Analysis (Weka 3.8) framework.8 The parameters used for
the algorithm were the default settings in Weka 3.8. A feature selection process provided
in Weka 3.8 were applied using information gain as a metric as described in Equation
4.6 to select the 10 most informative features based on the synthetically constructed
training set.

8www.cs.waikato.ac.nz/ml/weka/
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Chapter 7

Experiments

In this chapter we present an experimental evaluation of the methodology. First of all,
Section 7.1 provides the results of the synthetically constructed labels. Then, Section
7.2 presents the resulting features from a feature selection process. In Section 7.3 we
provide a benchmark of the classifiers’ performance on a final test set consisting of
manually annotated instances. At last, Section 7.4 present the most common tweeting
devices for the manually annotated data set.

7.1 Synthetic Construction of Training Data
The impact on performance was investigated for different C with a granularity of 0.05,
see Table 7.2 for a full reference.

For each C, a training set were generated by the rule-based classifier. A Naïve Bayes
classifier was trained on each resulting training set and assessed using a 10-fold cross-
validation. This was to avoid overfitting the model while still providing a fair indication
of the classifier’s estimator performance. On the other hand, the performance of the
rule-based classifier was assessed on the manually annotated test set. Since, assessing
performance on the generated training sets would yield both a precision and recall of 1
in all cases.

For an increasing C, the weighted average precision of the rule-based classifier in-
creased at the cost of a decreasing weighted average recall. The naïve Bayes classifier
achieved a steadily increasing weighted precision and recall as C was increased, and
seemingly converged at C = 0.75 and onwards. Furthermore, the size of generated
training set steadily decreased for increasing C.

Table 7.1: The resulting training set of synthetically labeled Twitter accounts with
C = 0.75.

Automated 901
Non-automated 901
Total amount 1 802

From these results, C was set to 0.75 for the following experiments as it seemed like
a good trade-off between estimator performance and the amount of samples.1

1Meaning that the algorithm requires that 75% of the tweets are from tweeting devices regarded as
automatic in order for the account to be classified as automated.
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Table 7.2: Left side shows the synthetically generated training sets by the rule-based
classifier for different values of C. The right side shows the corresponding performance
of the naïve Bayes classifier. In the experiments C was set to 0.75 (i.e. the bold row).

Test Case Rule-based Classifier Naïve Bayes Classifier
C Autom. Non-autom. Precision Recall Precision Recall

0.000 4920 4920 0.911 0.612 0.819 0.794
0.050 3559 3559 0.927 0.610 0.891 0.889
0.100 2876 2876 0.929 0.606 0.919 0.918
0.150 2473 2473 0.934 0.605 0.925 0.924
0.200 2169 2169 0.940 0.603 0.932 0.932
0.250 1925 1925 0.940 0.602 0.936 0.936
0.300 1750 1750 0.942 0.598 0.937 0.937
0.350 1586 1586 0.944 0.594 0.938 0.937
0.400 1476 1476 0.946 0.588 0.943 0.941
0.450 1369 1369 0.946 0.583 0.946 0.945
0.500 1260 1260 0.946 0.577 0.950 0.949
0.550 1181 1181 0.946 0.566 0.953 0.952
0.600 1084 1084 0.946 0.557 0.956 0.955
0.650 1026 1026 0.946 0.550 0.958 0.957
0.700 962 962 0.946 0.535 0.961 0.960
0.750 901 901 0.946 0.529 0.963 0.962
0.800 851 851 0.946 0.524 0.961 0.960
0.850 776 776 0.946 0.510 0.961 0.961
0.900 713 713 0.946 0.497 0.966 0.966
0.950 639 639 0.946 0.484 0.964 0.963
1.000 502 502 0.946 0.451 0.965 0.964
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7.2 Feature Selection

The feature selection was applied on the synthetically constructed training set, described
in Section 7.1. The feature selection resulted in the features listed in Table 7.3. These
features were used in the learning process of the ML-based classifiers. A second feature
selection was performed on the manually annotated test set of 1,000 Twitter accounts,
listed in Table 7.4.

Comparing these results, it is possible to see that the resulting feature selection was
very similar for both data sets. Although, the feature mentions per tweet ratio, seen in
Table 7.3 was significantly less informative in the manually annotated test set. Further-
more, the duplicate domain ratio that had a low information gain in the synthetically
constructed training set, showed to have a significantly higher information gain in the
manually annotated test set.

Table 7.3: Top 10 features ranked by information gain, using the synthetically con-
structed training set. This feature selection was used in the training phase of the ML-
based classifiers.

Information Gain Feature
0.811 MentionsPerTweetRatio
0.759 UrlsPerTweetRatio
0.665 TweetLengthVariance
0.657 TweetContentRegularity
0.528 RaoHourHandUniformity
0.45 TweetContentShape
0.428 InterTweetDelayRegularity
0.426 RaoMinuteHandUniformity
0.418 HashtagsPerTweetRatio
0.414 TweetLengthRegularity

Table 7.4: Top 10 features ranked by information gain, using the manually annotated
test set of 1 000 accounts. This feature selection was not used in the training phase of
the classifiers.

Information Gain Feature
0.675 UrlsPerTweetRatio
0.505 DuplicateDomainRatio
0.482 TweetLengthVariance
0.434 MentionsPerTweetRatio
0.374 TweetContentRegularity
0.354 DuplicateMentionRatio
0.344 AverageTweetLength
0.343 TweetContentShape
0.324 FavoritesCount
0.307 RaoMinuteHandUniformity
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7.3 Classifier Performance

This section will provide results of the performance of the classifiers.

7.3.1 Estimator Performance with 10-Fold Cross-Validation

The estimator performance of the naïve Bayes and random forest classifiers were assessed
with a 10-fold cross-validation on the training set generated by the rule-based classifier
with C = 0.75, described in Section 7.1. The measurements used in the evaluation
are explained in Section 4.2.2. Here, we can see that both classifiers achieved a high
weighted average F1-measure of 96.3% and 97.9%, indicating that classifiers were able
to learn from the training set.

Table 7.5: The estimator performance of the ML-based classifiers, applying a 10-fold
cross-validation on the synthetically generated training set. The metrics are calculated
from the confusion matrices in Tables 7.6 and 7.7.

Classifier Class Precision Recall F1-Measure

Naïve Bayes
Automated 0.980 0.945 0.962
Non-automated 0.946 0.981 0.963
Weighted Avg. 0.963 0.963 0.963

Random forest
Automated 0.975 0.983 0.979
Non-automated 0.983 0.974 0.979
Weighted Avg. 0.979 0.979 0.979

Table 7.6: A confusion matrix of the naïve Bayes classifier’s performance. The outcome
of classifying accounts in the synthetically generated training set using 10-fold cross-
validation.

Predicted
Automated Non-automated Total

Actual Automated 851 (tp) 50 (fn) 901
Non-automated 17 (fp) 884 (tn) 901

Table 7.7: A confusion matrix of the random forest classifier’s performance. The out-
come of classifying accounts in the synthetically generated training set using 10-fold
cross-validation.

Predicted
Automated Non-automated Total

Actual Automated 886 (tp) 15 (fn) 901
Non-automated 23 (fp) 878 (tn) 901
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7.3.2 Benchmark

A final benchmark of the of the classifiers’ performance conducted using the manu-
ally annotated test set of 1,000 Twitter accounts, see 7.9, 7.10 and 7.11 for respective
confusion matrix. The ML-based classifiers were trained on the resulting training set
generated by the rule-based classifier with C = 0.75, described in Section 7.1.

According to Table 7.8 we can see that the rule-based classifier performed better
than both the naïve Bayes classifier and random forest classifier in terms of precision
with a weighted average precision of 95.0% compared to 92.8% and 94.1% respectively.
Furthermore, in terms of detecting automated accounts the rule-based classifier achieved
a precision of 100% compared to 95.7% and 96.8% respectively for the ML-based clas-
sifiers. On the contrary, both ML-based classifiers achieved a slightly better precision
of 89.9% and 91.3% in detecting non-automated accounts, compared to the rule-based
classifier that got 89.3%. Both the naïve Bayes classifier and random forest classifier
outperformed the rule-based classifier in regards to recall. In Table 7.9 we see that
accounts that did not fall within the condition of the rule-based classifier were labeled
as “unknown”. In this experiment the rule-based classifier could not classify 287 auto-
mated and 141 non-automated accounts, resulting in a low weighted average recall of
53.4% whereas the ML-based classifiers reached a weighted recall of 92.6% and 93.9%
respectively.

Overall, the Random Forest classifier had the highest weighted F1-measure score of
93.9% followed by the naïve Bayes classifier that achieved weighted F1-measure score
of 92.6%. On the other hand, the rule-based classifier achieved a weighted F1-measure
score of 65.8%

Table 7.8: The classifiers’ performance on the annotated test set containing 1,000 sam-
ples. The are calculated based on the confusion matrices in Tables 7.9, 7.10 and 7.11.

Classifier Class Precision Recall F1-Measure

Rule-based
Automated 1.000 0.340 0.507
Non-automated 0.893 0.717 0.796
Weighted Avg. 0.946 0.529 0.678

Naïve Bayes
Automated 0.957 0.892 0.923
Non-automated 0.899 0.960 0.928
Weighted Avg. 0.928 0.926 0.926

Random forest
Automated 0.968 0.908 0.937
Non-automated 0.913 0.970 0.941
Weighted Avg. 0.941 0.939 0.939

Table 7.9: A confusion matrix of the rule-based classifier’s performance. The outcome
of classifying accounts in a manually annotated test set.

Predicted
Automated Non-automated Unknown Total

Actual
Automated 170 43 287 500

Non-automated 0 358 141 500
Unknown 0 0 0 0
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Table 7.10: A confusion matrix of the naïve Bayes classifier’s performance. The outcome
of classifying accounts in a manually annotated test set.

Predicted
Automated Non-automated Total

Actual Automated 446 54 500
Non-automated 16 484 500

Table 7.11: A confusion matrix of the Random Forest’s performance. The outcome of
classifying accounts in a manually annotated test set.

Predicted
Automated Non-automated Total

Actual Automated 454 46 500
Non-automated 15 484 500

7.4 Top Sources of Manually Annotated Data Set
A final experiment was conducted to investigate how the distribution of tweeting devices
looked like in the manually annotated data set of 1,000 accounts that together contained
100,000 tweets. In Table 7.12 we see that the three most common tweeting devices for
non-automated accounts are Twitter for iPhone, Twitter Web Client and Twitter for
Android. Combined, these tweeting devices accounted for 94.13% of all tweets belonging
to non-automated accounts.

Furthermore, we see that most common tweeting devices for automated accounts
are Buffer, IFTTT and twitterfeed. Combined, these tweeting devices accounted for
30.52% of all tweets belonging to automated accounts which was considerably less than
the non-automated counterpart.

Table 7.12: Top 10 tweeting devices in the manually annotated data set of 1,000 accounts
and 100,000 tweets.

Non-Automated Accounts Automated Accounts
Tweets Source Tweets Source
39.53% Twitter for iPhone 13.10% Buffer
31.5% Twitter Web Client 10.01% IFTTT
23.1% Twitter for Android 7.41% twitterfeed
1.84% Twitter for iPad 6.21% Twitter for iPhone
0.89% Mobile Web (M5) 6.14% Twitter Web Client
0.79% Echofon 4.63% Twittascope
0.78% TweetDeck 4.52% Facebook
0.69% Instagram 4.31% Twitter for Android
0.45% Twitter for Windows Phone 3.32% Hootsuite
0.39% Twitter for BlackBerry® 3.21% TweetDeck
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Chapter 8

Discussion

This chapter discusses results of this project and is organized as follows. First, in Section
8.1 we discuss the performance of the classifier. Then, in Section 8.2 we discuss the
efficacy of the method to synthetically construct labels for the training set and Section
8.3 bring up potential sources of error. After that, in Section 8.4 we speculate about
the composition in the Ukraine conflict data set. Finally, in Section 8.5 we provide
recommendations for future work.

8.1 Performance of Classifiers

To conclude, the classification system was able to accurately detect automated Twitter
accounts despite that the training set was synthetically constructed. The experiment
showed that the classifiers using supervised learning achieved a slightly lower precision
in detecting automated accounts but at a significant better recall in comparision to the
rule-based classifier. This indicates that the ML-based classifiers were successfully able
to learn patterns using the features described in Chapter 5.

Overall, the ML-based classifiers were able to outperform the rule-based classifier in
detecting automated accounts. The random forest classifier had the highest weighted F1-
measure score of 93.9% followed by the naïve Bayes classifier that achieved a weighted
F1-measure score of 92.6%. While, the rule-based classifier achieved a weighted F1-
measure score of 67.8%. This was mainly due to a lower recall in detecting automated
accounts with the rule-based classifier.

One possible reason why the random forest classifier in general performed better
than the naïve Bayes classifier, could be because the performance of the naïve Bayes
algorithm can degrade if the data contains highly correlated features, see Table 5.1 for
the full correlation matrix on the synthetically constructed training set. The naïve Bayes
algorithm makes the simple assumption that all features are conditionally independent
in order to reduce the number of training data, see Section 4.1.2 for a full explanation.

The ML-based classifiers had a higher false negative rate than false postive rate. In a
detection system this would mean some accounts would go undetected. However, there
would be less false alarms. For instance, FOI have domain experts studying suspicious
accounts in crises such as the Ukraine conflict where less false alarms are sought.

Among the set of features used in the classifiers, some played a more important role
than others. The experiment showed that URLs-per-tweet, mentions-per-tweet and tweet
length variance were the top contributing features, see Table 7.3. Moreover, both behav-
ioral features such as uniformity and entropy based features using corrected-conditional
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Figure 8.1: The performance of the naïve Bayes classifier on 1,000 manually annotated
Twitter accounts. Correctly classified non-automated accounts (True Negative), are
coded in green, while correctly identified automated accounts (True Positives) are coded
in red.

entropy had a high contribution, see Figure 8.1 for an illustration of performance. In a
comparison of the selected features in Table 7.3 with the reference in Table 7.41, we see
very similar results.

Reassuringly, this is similar to results seen in other work where features such as
fraction-of-tweets-with-URLs and fraction-of-duplicate-URL are also shown to be the
most informative features, such as in the papers by Amleshwaram et al. and Benevenuto
et al.[2, 4], see Appendix C. Furthermore, in work by Chu et al. [11] their entropy
component ranked very high together with URL based features, see Table C.1.

8.2 Efficacy of the Method

Manual annotation can be very time consuming and also costly when it requires domain
experts to spend tens of hours manually labeling tweets for every situation. Even more so
in OSNs that are under constant change. The rule-based classifier’s performance turned
out to be lacking in terms of recall in detecting automated accounts for the Ukraine crisis
data set. However, using the rule-based classifier to synthetically generate labels to train
a naïve Bayes and random forest classifier resulted in a more than acceptable recall,
while also being time efficient. Despite that the rule-based classifier method requires
carefully chosen conditions, it greatly reduces the time required to label Twitter account

1That was run on the manually annotated data set.
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compared to annotating accounts manually. A 10-fold cross validation set was used to
study the impact of different C and to find the sweet-spot for this data set. However,
an acceptable performance was shown even in the worst case scenario such as setting
C too close to 0. On a side note, to be truly sure one could use a small calibration set
of manually annotated samples to adapt the classifier to the data set. However, such
an approach would be less effective and a semi-supervised approach might yield better
results.

This method to synthetically generate labels with a rule-based classifier required a
clever observation and a few assumptions in order to work. As seen in the Table 7.12,
a table over common sources in the manually annotated test set, there is a significant
difference between automated and non-automated accounts in the distribution of tweet-
ing devices. The distribution of tweeting devices for automated accounts is considerable
more diverse in terms of third-party applications compared to distribution of tweeting
devices for the non-automated accounts. Thus, making this a viable metric to at very
least single out extremely non-automated and extremely automated accounts. Con-
sequently, this makes the approach less adaptable to other OSNs where the tweeting
device is not disclosed. Nevertheless, many of the features in this study were designed so
that they would take advantage of information about users that are publicly available in
most OSNs, such as content and timestamps – making the features applicable to other
OSNs apart from Twitter.

8.3 Sources of Error

The contributing factors to errors are likely from both the synthetically generated
training set and the final assessment with a manually annotated test set. For in-
stance, accounts with an “manual rate” of 1 could still potentially be an automated
account.2. Also, Twitter accounts having an “automation rate” of 1 could possibly be
non-automated. Since no inspection or correction was done to the synthetically gener-
ated labels, it could very well have contributed to some noise in the training set.

Furthermore, the manually annotated data set could contain some misclassified sam-
ples because of human error, see Section 6.2.1 on how we manually annotated 1,000
Twitter accounts. In the manual assessment some instances were more difficult to de-
termine if they were automated or not. Some accounts had more extreme characteristics
of automation and were easier to manually verify whilst some other accounts had more
subtle characteristics of automation making the manual verification much harder. Al-
though, two annotators that were knowledgable within the domain were involved in the
annotation process to minimize that risk.

8.4 Ukraine Crisis Data Composition

We further applied the classification system on the whole Ukraine crisis data set consist-
ing of 700 000 Twitter accounts containing more than 63 million tweets. Based on the
classification results we speculate on the composition of the Ukraine crisis data. The
system classifies 15.22% of the accounts as automated and 84.78% as non-automated.
Hence, we speculate that the population proportions of automated and non-automated
accounts as roughly 3:20 in the Ukraine crisis data set.

2Although less likely unless screen scraping techniques were used to automate the account.
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Reassuringly, Chu et al. [10] speculate that the whole Twitter composition for the
categories human, cyborg and bot are roughly as 5:4:1 on Twitter and that 13.8% are
bots. Furthermore, in work by Zhang and Paxson [46] they reported that 16% of Twitter
accounts “exhibit high degrees of automation”.

8.5 Recommendations for Future Work
As noted, previously, the method to synthetically annotate Twitter-accounts as auto-
mated and non-automated described in this project is dependent on the tweeting device
being both available in the data set and relevant in detecting automation. This effec-
tively puts a restriction on which social media networks this approach can be used for.
However, it would be interesting to test the performance of this method on other data
sets from Twitter to measure the adaptability of this method. Furthermore, it would be
interesting to see an experiment that studies the impact on performance when changing
the composition of tweeting devices included in the automation rate and manual rate
features described in Section 6.1.1. Furthermore, it would be interesting to see a study
that further investigates the importance of the parameter C.

Although the method described in this project can be considered as semi-supervised,
it would be interesting in future work to include a study regarding the performance of
other semi-supervised methods in comparison to the described method described in this
project.

Another opportunity for future work is to extend this method to a multi-class prob-
lem. This project has focused on classifying Twitter accounts as either automated or
non-automated. However, in previous work by Chu et al. [11] they introduced a more
fine-grained classifier that detects semi-automated accounts (also referred to as cyborgs)
that are defined as either “human-assisted bots” or “bot-assisted humans”. It would
therefore be interesting to extend the method to classify Twitter accounts as either
automated, non-automated or cyborg by incorporating semi-automated sources in the
rule-based classifier.

Finally, the features described in Section 5.2 are independent of the characteristics
of Twitter. It would therefore also be interesting to study the performance of these
features in detecting automation in other OSNs such as Instagram and Facebook.
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Chapter 9

Ethics

Machine learning, in particular data mining involving people, may face some ethical
implications. This requires practitioners within fields such as data mining to act carefully
and responsibly since this is a complex area.

A source of complexity is the indirect discrimination, such as re-identification of
people even though it is not directly available in the data. Just by typing three pieces
of information such as city, birth date and sex it is possible to identify people (such as
myself) in search engines like Google. There has been stories about companies releasing
supposedly anonymous data in good faith that however turned out to contain data
that was easily able to identify people. Such a case was in 2006, an Internet service
company released over 20 million search queries by users to the research community.
The company had removed all personal information. Journalists from New York Times
was able to identify the real person of the queries by user number 4417749 [3]. Using
public databases they correlated queries about landscapers in her hometown and queries
about several people with a specific last name.

Not only data mining involving people, but also economics, demographics, social and
cultural aspects may be the case of indirect discrimination. Many contexts may exist,
both small and large, that can in one way or another face ethical implications.

All in all, when presented with data, one need to ask who has permission to it and for
what purpose it will be used. Are the conclusions drawn from it ethically correct? The
ethical dimension of practical data mining raises tough questions, even to the level that
experienced researchers take legal advice from experts regarding handling information.
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Chapter 10

Conclusions

In this paper, we have studied the problem of detecting automated Twitter accounts
related to the Ukraine conflict that initially was lacking a ground truth. A method to
synthetically construct training data using a rule-based classifier have been described
and supervised machine learning classifiers created from the training data have shown
to perform well on a manually annotated test set. The experiment showed that the
classifiers using supervised learning, achieved a slightly lower precision in detecting
automated and non-automated accounts but at a significant better recall, in comparision
to the rule-based classifier. Despite that the method requires some manual effort, it has
shown to greatly reduce the time required to label new instances compared to labeling
automated and non-automated accounts manually.
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Appendix A

Storing and Processing of Ukraine
Conflict Data

All data extracted from the Twitter API were indexed in an ElasticSearch1 database.
ElasticSearch is a distributed full-text search engine based on the Lucene2 informa-
tion retrieval library and uses a RESTful3 communication protocol and schema-free
JavaScript Object Notation (JSON)4 documents. The database provides scalabilty
which is important when dealing with high volumes of data and supports multitenancy.

Since ElasticSearch in principle is not a relational database, the parent-child rela-
tionship between a user and a user’s tweets is stored in a slightly unconventional way.
Within each tweet a copy of the user was embedded so that state of the user was reflected
by the point in time that the tweet was posted on Twitter.

The advantage of this approach was that user’s metadata could be held intact for
each tweet. Thus, enabling for more sophisticated search queries in the ElasticSearch
framework. Each user and tweet was uniquely identified by an Identification Number
(ID) available in the Twitter API. This enabled among others, three types of queries:

• retrieving a specific user by its user ID,
• retrieving a specific tweet by its tweet ID, and
• retrieving all tweets of a specific user ID.

Twitter accounts were retrieved from the ElasticSearch database and processed in
custom framework developed together with FOI, built using Java programming language
and Weka 3.85 and Google Guava6 Java libraries that provides out-of-the-box algorithms
and mathematically convenient functions.

1https://www.elastic.co/
2https://lucene.apache.org/core/
3Following the constraints of Representational State Transfer (REST) can be considered RESTful
4JSON is a syntax for storing and exchanging data
5http://www.cs.waikato.ac.nz/
6https://github.com/google/guava
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Appendix B

A Counting Example of State-Space
Reconstruction

According to Taken’s theorem[37], a single realization {x(i), i = 1, . . . , N} can be
completely captured in a m-dimensional state space of unit delay by the delayed vectors
{Xm(i), i = 1, . . . , N −m+1}. For example, if the embedded dimension is m = 3 then
the observed sequence {x(i)} = {2, 5, 5, 3, 2, 2, 1, . . .} would yield the following delay
vectors in a 3-dimensional state space:

{Xm(i)} =


25
5

 ,

55
3

 ,

53
2

 ,

32
2

 ,

22
1

 , · · ·

 (B.1)
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Appendix C

Features in Previous Work

Table C.1: Feature weights from paper Chu et al. [11] ranked in terms of accuracy

Feature Accuracy (%)
Entropy 82.8
URL ratio 74.9
Automated devices % 71.0
Bayesian Spam Detection 69.5
Manual device 69.2
Mention ratio 56.2
Link Safety 49.3
Hashtag ratio 69.2
Followers to Friends ratio 45.3
Account Verification 35.0

Table C.2: Top 10 features out of 60 based on χ2 method for feature selection presented
in the paper Benevenuto et al. [4].

Position Feature
1 Fraction of tweets with URLs
2 Account Age
3 Average URLs per Tweet
4 Fraction of Followers to Friends
5 Fraction of Tweets User Replied
6 Number of Tweets User Replied
7 Number of Tweets User Received a Reply
8 Number of Friends
9 Number of Followers
10 Average Number of Hashtags per Tweet
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APPENDIX C. FEATURES IN PREVIOUS WORK

Table C.3: Features used for classification in paper by Amleshwaram et al. [2]. Rank
based on mutual information (MI) measure.

Feature MI ranking
Duplicate URLs 0.27
Followers-to-Following ratio 0.26
Number of unique mentions 0.21
Unsolicited mentions 0.21
Duplicate domain names 0.19
Variance in tweet intervals 0.16
Hijacking trends 0.13
Tweet’s language dissimilarity 0.12
Known Spam URLs 0.12
Ratio of VaTi and VaTw 0.11
IP/Domain fluxing 0.11
Known Spam Domain Names 0.11
Variance in number of tweets per time unit 0.11
Tweet sources 0.09
Similarity between tweets 0.08
Intersection with famous trends 0.07
URL and tweet similarity 0.07
Profile description’s language dissimilarity 0.07
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Appendix D

Tweeting Devices used in the Rule-based
Classifier

Table D.1: Tweeting devices used in the rule-based classifier for measuring manual ratio,
see Equation 6.2. These is not an exhaustive list of all Twitter’s official applications.

Tweeting Device Description
Twitter Web Client Via desktop browser
Twitter for iPhone Via official application for iPhone
Twitter for iPad Via official application for iPad
Twitter for Android Via official application for Android
Twitter for Android Tablet Via official application for Android Tablets
Twitter for BlackBerry® Via official application for BlackBerry®
Mobile Web (M2) Via Android, iOS or BlackBerry®default browser
Mobile Web (M5) Via Android, iOS or BlackBerry®non-default browser
Twitter for Windows Phone Via official application for Windows Phone
Twitter for Mac Tweeting Via official application for Mac
Twitter for Nokia S40 Via official application for Nokia S40
Samsung Mobile Via official application for Samsung Mobile
Twitter for Windows Via official application for Windows
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APPENDIX D. TWEETING DEVICES USED IN THE RULE-BASED CLASSIFIER

Table D.2: Tweeting devices used in the rule-based classifier for measuring automation
ratio, see Equation 6.1

Tweeting Device Description
Twittascope Automatically posts horoscope content
twittbot.net A common Twitter automation software to create Twitter bots

available at http://twittbot.net/.
IFTTT Allows users to create chains of simple conditional statements,

called “recipes” to automatically trigger posting of content.
Buffer Provide means for a user to schedule posts.
twitterfeed Automatically post content from RSS feeds.
fllwrs Relationship management, provides content automation features.
FollowBackTool Relationship management, provides content automation features.
JustUnfollow Relationship management, provides content automation features.
UnFollowSpy Relationship management, provides content automation features.
Unfollowers.me Relationship management, provides content automation features.
Tweet Old Post WordPress-plugin that automatically post old content from blogs.
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