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Abstract

Heating, Ventilation, and Air-Conditioning (HVAC) systems constitute a significant por-
tion of the total energy consumed in households. Changing the operation of the HVAC
system can thus have significant impact on the energy savings that a household can achieve.
One way of performing this control is using a model predictive approach, where models of
the system are formed, and using these models and their future predictions, an optimal
control strategy is found.

This work is then concerned with evaluating different models that can predict room
temperature changes in a house while the spatial heating system is on and off, as well
as models that can predict the energy consumption associated with the heating system
usage. The methodology is an improvement over traditional model predictive control, as
the models continuously learn over time, improving their results. Data is obtained from
sensors placed in 6 NZEBs in Soesterberg, The Netherlands. Black-box models are formed
for each house using linear regression, polynomial regression, and a neural network. The
models are updated with new information every week so they are able to learn from new
data, and are then evaluated based on the magnitude and behavior of their respective
errors. Finally the best model for room temperature predictions is found to be a weighted
average of the results from the polynomial regression and neural network. A simple linear
ordinary least squares model is used for the prediction of energy consumption.

The problem is then formulated as a Markov Decision Process, which allows the system
to reduce energy consumption while maintaining user comfort. The genetic algorithm is
used to find an optimal control strategy. An optimal control strategy is found with a 24
hour look ahead, while the models take into consideration current weather conditions (also
available in the future through weather forecasts) and previous room temperatures. One
house was finally taken as an example, where its models were used and an optimal control
strategy (a series of set point temperatures) was found for the spatial heating system for
every hour over one week in December. The results showed a significant decrease in energy
consumption. The methods used in this work make the loads much more predictable, and
allow the flexibility offered by the spatial heating system and the thermal mass of the house
to be taken advantage off. The houses at hand are NZEBs and are well designed with small
losses, further increasing the potential for energy savings.
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Abstract

Värme, ventilation och luftkonditionering vanligtvis omnämnt under samlingsnamnet HVAC-
system (Heat, Ventilation, Air Conditioning) svarar för en betydande del av den totala
energiförbrukningen i hush̊all. Att noggrant reglera driften av HVAC-systemet kan s̊aledes
ha en betydande inverkan p̊ade energibesparingar som ett hush̊all kan uppn̊a. Ett sätt
att utföra denna reglering är att använda ett modellprediktivt tillvägag̊angssätt, vilket in-
nebär att modeller av systemet skapas, och som sedan används för att reglera och förutsäga
energibehovet s̊aatt en optimal förbrukning kan åstadkommas.

Examensarbetet handlar till stor del om att utvärdera olika modeller som kan förutsäga
ändringar i rumstemperaturen i ett hus medan de spatiala värmesystem är p̊aeller av,
samt modeller som kan förutsäga energiförbrukningen i samband med dessa svängningar.
Metodiken som används i detta arbete är en utveckling och förbättring jämfört med tradi-
tionella prediktiva kontrollmodeller, eftersom de lär sig kontinuerligt över tiden och därmed
förbättrar sina resultat. Indata till modellerna är hämtade fr̊an sensorer placerade i 6
s̊akallade NZEBs (Net-Zero Energy Buildings) i Soesterberg, Nederländerna. För varje
fastighet finns färdigskapade black-box modeller, som använder sig av linjär regression,
polynom regression, och ett neuralt nätverk. Modellerna uppdateras med ny information
varje vecka s̊aatt de kan lära sig av den senast insamlade datamängden, och utvärderades
sedan utifr̊an storleken och beteendet hos sina respektive fel. Den bästa modellen för
förutsägelse av rumstemperatur visar sig vara ett vägt genomsnitt av resultaten fr̊an poly-
nomregression och neurala nätverk medan en enkel linjär minsta kvadrat modell användes
för att förutsäga energiförbrukningen.

Problemet formuleras sedan som en Markov urvals process, som gör det möjligt för
systemet att minska energiförbrukningen samtidigt som användarkomfort bibeh̊alls. En
genetisk algoritm används för att hitta en optimal styrstrategi. En optimal kontrollstrategi
kan åstadkommas genom att förutse de nästkommande 24 timmarna, samtidigt som mod-
ellerna tar hänsyn till aktuella och predikterade väderförh̊allanden samt tidigare uppmätta
rumstemperaturer.

En fastighet valdes slutligen ut som försöksexempel där ovan nämnda modeller tillämpades
för att erh̊alla en optimal styrstrategi (en serie uppsättningar av punkttemperaturer) för
det spatiala värmesystemet. Mätningar utfördes varje timme under en vecka i Decem-
ber. Resultaten visade en dramatisk minskning av energiförbrukningen. Metoderna som
tillämpades gör att utdata blir mycket mer förutsägbara, och till̊ater därmed mer flexi-
bilitet i värmesystemet och den termiska massan som huset använder sig av. Husen till
hands är NZEBs och är väl utformade med sm̊aförluster, vilket ytterligare ökar chansen
till energibesparingar.
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Nomenclature

T amb Average ambient temperature in a specified time frame

π∗ Optimal policy over the specified horizon h

at Action applied on the system at time t

Et
cons

Electrical energy consumption of the HVAC system up to time t

It
solarGain

Electricity production of a solar panel placed on the house as an indication of
the Irradiation

op mode HVAC system operational status (ON/OFF)

st System state at time t

T t
amb

Ambient temperature measurement

Tmax
comfort

Maximum thermal comfort temperature

Tmin
comfort

Minimum thermal comfort temperature

T start
roomTemp

Temperature at the time starting from which the control strategy will be found

T t
roomTemp

Indoor temperature measurement

T t
setPoint

Indoor temperature set point specified by the user

Y t
Predicted

Predicted value of a variable at time t

Y t
Real

Real value of a variable at time t

h Horizon over which optimization is performed
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1 Introduction

In light of increasing populations, larger energy demands, less abundant, and more costly
traditional energy sources, it is becoming imperative to change the approach to energy
usage. Buildings in particular have received a lot of attention in this regard. Today
buildings are responsible for 40% of the global energy use and approximately 60% of the
global electricity consumption [6].

This has led to large amounts of research into how energy usage in buildings can be op-
timized, controlled, and reduced, while maintaining user comfort and needs. Thus research
has in large part gone in the direction of developing “smart” solutions and technologies for
buildings [21].

Heating, Ventilation, and Air Conditioning (HVAC) systems are the major source of
energy consumption in buildings [29]. Many models have been constructed to predict
the usage of HVAC systems in buildings and simulate building thermal behavior, to later
perform optimization and determine optimal states and building control strategies.

In fact, energy consumption in a building can be significantly reduced through optimal
control and usage of the HVAC system only. Bynum et. al reported an average 14%
drop in energy usage in over 60 buildings by only fixing or replacing broken equipment,
and manipulating the control settings to optimize HVAC functioning while maintaining or
improving occupant comfort [7].

The building model can be used in “passive testing” and “active testing” [11] [19]. “The
term “passive testing” refers to the use of data collected during normal operation of the
building, without any intervention to extend the range of operating variables implemented
during any particular time interval. In contrast, active testing entails the use of specified
control sequences to determine the response to an extended range of operating variables,
or a particular dynamic sequence of operating variables” [19]. These tests help monitor
system behavior, and issue optimal control commands.

Model-based control optimization, or optimally controlling a building through the use
of models, can be performed in two ways [19]:

• Offline, where the building behavior is simulated, and weather data and user behavior
are assumed. The optimization parameters are then obtained from this simulation
and utilized afterwards for the real building operation. Offline optimization is gen-
erally performed to determine general control strategies and reduce annual costs and
energy consumption.

• Online, where the system is optimized based on actual and future parameters related
to climate and users, these parameters can be current room temperature, and cur-
rent and forecasted weather conditions. The actual operation can then in theory be
optimized every hour.

Model based control can also be combined with a predictive approach, where models
of the HVAC system can be used to predict future system performance and usage based
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on available information and past usage. The prediction of HVAC system performance is
important for several applications, which include:

• evaluating the ability of a system to maintain the specified indoor temperature [19]

• predicting the system energy usage [19]

• system monitoring [19]

• devising optimal control strategies that take into consideration a larger scope of time
[19][13]

Model Predictive Control (MPC) in particular has shown large potential for increasing
the penetration of renewable energy systems and a high potential for more efficient HVAC
systems. In MPC, a control action is decided based on an optimization problem performed
over a selected period of time, usually 24 hours for HVAC system control, and where future
disturbances such as weather conditions are accounted for by forecasting [13].

MPC thus allows the evaluating of different future control strategies based on a certain
objective function and constraints, creating a “control state space that corresponds to a
building’s performance space” [21].

The models utilized to make predictions and decisions can be physical models, black
box models, or a combination of the two. Neural networks, self learning, and reinforcement
learning are some of the approaches that have been used with black box models, which
solely rely on measured data, and are “non-physical” [21].

The aim of this thesis is to form accurate predictive models of buildings using state
of the art approaches, and then show how these models can be used to find an optimal
control strategy. These models are developed and the optimal strategy found through
reinforcement learning techniques that find an optimal control strategy for each house by
learning the user and system behavior.

2 Background and literature review

As mentioned earlier, different kinds of models are possible for simulating and predicting
building behavior. Each approach to modeling presents different challenges, needs different
kinds of information, and has its own advantages and disadvantages with varying levels of
accuracy. The different approaches to modeling are described below [30]:

• Black box models: only use statistical data collected on the building, such as tem-
peratures over a certain period of time. The model contains no information on the
physics of the building, and resulting coefficients in the model might not have a
physical meaning. The model is based on purely empirical information.
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• Grey box models: contain some information on the physics of the building and use
this physical knowledge to structure the model. Collected statistical data is then
used to find unknown coefficients or parameters.

• White box models: model the building and make predictions based on physical equa-
tions and knowledge on the physics of the system involved and information on the
building and its materials.

White building models need to be developed separately for each building whenever
anything about their physical properties varies. White box models have also proven to be
less reliable than expected in practice, as building parameters and material properties are
often different from the expected values put during the design and control phase [30]. Black
box models on the other hand just learn from the available information and the models
can overtime adjust themselves to any changes in the house’s thermal behavior, which can
make them more generalizable to different houses and conditions.

Black box models can be formed with various linear and nonlinear models. Linear
models are the simplest to form, however they can be limited in scope to mainly time-
invariant and linear systems, which is often not the case with buildings. Nonlinear models
are more flexible with regard to model structure, but may be expensive numerically. An
important part of forming these models is picking the appropriate model structure that will
capture the wanted nonlinear aspect of the variable space. Polynomial models are usually
an attractive choice for forming dynamic nonlinear models due to the fact that they have
linear parameters which can be estimated using a linear regression [19].

However, other forms of nonlinear models are also being employed. Namely the use of
neural networks is attractive due to the fact that they can model any nonlinear dynamic
system with a feasible numerical effort [19].

Blackbox models however require large amounts of data to confidently estimate param-
eters, and they may not be reliable in operational modes that are far from those that exist
in the set on which they were trained.

Models can be used to simulate an environment and output a simulated experience
[33]. Thus they can be used to find the optimal way of interacting with the environment to
produce an optimal experience. Planning is a “computational process that takes a model
as input and produces or improves a policy for interacting with the modeled environment”
[33]. A state space is the space that defines all the possible states that the system can
be in, and the plan space is the space of all the possible control plans, which are in turn
defined by the “action space” that compiles all possible actions that can be applied on the
system. A plan, which can also be called a policy, is then a series of actions chosen from
the “action space”. There are two types of approaches towards planning [33]:

• state space planning, where planning takes the form of a search through the state
space to find an optimal policy
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• plan space planning, where planning becomes a search through the possible policies,
to find an optimal policy

When planning and control are executed online, the information obtained from the
interaction with the environment can be used to update the model being used, which in
turn will affect future planning and the optimal policies that will be reached. Figure 1
shows the relation between the subsequent steps of:

• acting, which will define the experience and the understanding of the environment

• learning, which will form a model that is able to simulate the environment

• planning, which aims to give an optimal policy for interacting with the environment

When the experience is used to improve the policy through a model update and sub-
sequent planning the process is called indirect reinforcement learning, if the experience is
directly used to improve the policy the process is called direct reinforcement learning [33].

Direct and indirect learning both have their own advantages and disadvantages. Indirect
reinforcement learning can make better use of previous experiences which allows it to find
a good policy with a smaller number of interactions with the environment, while direct
methods have the advantage that they are less complex and are not affected by the design
of the model [33].

Figure 1: Acting, learning, and planning [33]

Reinforcement Learning is a type of Machine Learning (which is a branch of artificial
intelligence). Reinforcement learning allows agents to find the ideal actions that maximize
their performance, which is measured through a reward associated with each action or
series of actions. This reward feedback, or reinforcement signal, thus allows the agent to
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learn an optimal behavior [9]. The use of artificial intelligence in building control began as
early as in the 90s [17], and reinforcement learning in particular has been often applied to
problems such as control, optimization, and resource management [26].

A comparison between control through reinforcement learning and control using a
Fuzzy-PD controller and a traditional ON/OFF controller was performed in [15]. The
optimal policy was decided based on thermal comfort, indoor air quality, and energy con-
sumption. Their results demonstrate that in the long term the reinforcement learning
controller has better or at least equivalent performance to the other controllers.

O’Neil et al. [28] presented an algorithm that reduces energy costs and smoothes energy
consumption in residential consumption. They use a reinforcement learning approach, that
adapts to user preferences and temporal price changes, and were able to reduce energy costs
by 16%-40%.

Costanzo et al. [13] demonstrate a data driven control approach using model assisted
batch reinforcement learning to reduce the energy consumption of the air conditioner unit
in a building. They set their problem as a “Markov Decision Process” and layout the rest
of their control algorithm on this basis.

Markov Decision Processes (MDPs) are a “fundamental formalism” for learning prob-
lems such as reinforcement learning [34]. The schematic of a MDP can be seen in Figure
2. The process is defined by the interaction between an agent that executes actions, and
an environment where the states are defined and reactions are observed due to the actions
of the agent.

Figure 2: Schematic of a markov decision process [33]

Concretely an MDP is defined by the following [3]:

• a set of possible states S

• a set of possible actions A

• a transition function, Tt(st, at, st+1), to arrive at st+1 having been in state st and
executed action at
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• a reward function, Rt(st, at, st+1), associated with executing action a when in state s

• a horizon, h, over which actions will be taken

And the aim is to find a policy π : S × {0, 1, ..., h − 1} that will maximize the sum of
the rewards:

∑h−1
t=0 Rt(st, at, st+1), thus an optimal policy π∗.

In this work, an indirect reinforcement learning approach is followed. Appropriate
models are investigated and formed to represent the transition function and the reward
function. These models are continuously updated over time to issue optimal policies,
according to the cycle shown previously in Figure 1.

The work then focuses on forming models of the spatial heating behavior of different
houses. Different models are evaluated to find the one that best captures and predicts the
thermal behavior of these houses. Both linear and nonlinear models are investigated, with
the nonlinear models based on a polynomial regression and later on neural networks.

The best model is then used in an appropriate control algorithm to perform an opti-
mization, and outline how the optimal strategy for HVAC usage, that minimizes energy
usage while maintaining user comfort, can be found.

3 Methodology

The work can then be classified into 3 main sections:

• model the spatial heating system in terms of temperature and energy using a regres-
sion

• implementing a neural network for modeling the same system and comparing the
models to choose the more adequate one

• using the selected models to issue optimal control commands

The first and second sections of this work then focus on building an adequate black box
model of different houses.

Data is collected from 6 households located in Soesterberg, The Netherlands, they will
be referred to as House 1 through House 6. The houses are Net-Zero Energy Buildings
(NZEB) that are connected to the grid and have PV installations. The data is logged at
discrete time intervals from sensors and devices placed in the households. The thermostat
that measures the room temperature is placed in the living room of the houses, but its
location in the room is variable. The houses are equipped with a heating unit that is
used for both water and spatial heating, and also have a solar panel for on-site electricity
production.

The incoming data at a time t includes:

• ambient temperature measurement, T t
amb
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• indoor temperature measurement, T t
roomTemp

• indoor temperature set point specified by the user, T t
setPoint

• electrical energy consumption of the HVAC system up to time t, Et
cons

• HVAC system operational status (ON/OFF), op mode

• electricity production of a solar panel placed on the house as an indication of the
Irradiation, It

solarGain

The above parameters can be used to define the statet of the system at time t. A
transition function will then make use of the information at a time t to predict the room
temperature. Going from one state to the next, by executing a certain action, is associated
with a reward, which is in this case is the negative Et

cons
required to make the transition

to the current state. The action is defined by the T t
setPoint

, noting that if the T t
setPoint

is
lower than room temperature the spatial heating system is automatically turned OFF.

In this work the statet is defined as:(
T t−1

roomTemp
... T t−i

roomTemp

)
i is the number of previous time steps used to define the current state, and taken into

consideration when making a prediction for the temperature at time t. T t
amb

and It
solarGain

are taken as known weather conditions at a certain time t. And T t
setPoint

defines the action
that can be taken at the considered state.

Models are then needed to form the following:

• the transition function from statet to statet+1 and thus a model that is able to predict
T t

roomTemp

• the reward associated with going from one state to the next, thus a model that can
predict the Et+1

cons
needed to arrive to statet+1 from statet.

The reward is defined as reward = −Et+1
cons

as the aim is to minimize energy con-
sumption

For this purpose the three models are needed:

• Model to predict T t
roomTemp

when the HVAC system is ON

• Model to predict T t
roomTemp

when the HVAC system is OFF

• Model to predict Econs of the HVAC system in a specified time frame ∆t, which is
the time between two states

14



For the HVAC system ON, the parameters that are considered to predict T t
roomTemp

are
described in the following equation:

T t
roomTemp

= f(T t
amb

, T t
setPoint

, It
solarGain

, T t−1
roomTemp

, ..., T t−i
roomTemp

)

These parameters are expected to have an impact on future temperatures in the house
of interest. For the HVAC system OFF, the same parameters are used as for the ON mode,
except that the set point, T t

setPoint
, is not taken into consideration, such that:

T t
roomTemp

= g(T t
amb

, It
solarGain

, T t−1
roomTemp

, ..., T t−i
roomTemp

)

Additional parameters that can be taken into consideration in later research are:

• internal gains (e.g. occupants)

• windspeed

• humidity

The parameters that are considered to predict Econs are described in the following
equation:

Econs = h(Tstart, Tend, T amb,∆t)

Tstart is the temperature at the beginning of a heating cycle, Tend the temperature at
the end of the heating cycle, T amb is the average ambient temperature for the duration of
the heating cycle, and ∆t the time to go from Tstart to Tend.

Problem as an MDP

In summary the problem is laid out as an MDP defined by the following:

• a set of possible states S where a state at a time t is:(
T t−1

roomTemp
... T t−i

roomTemp

)
• a set of possible actions A, which contains all the possible set points TsetPoint

• a transition function, Tt(st, at, st+1), to arrive at st+1 having been in state st and
executed action at, the transition function utilizes the temperature prediction models

• a reward function, Rt(st, at, st+1), associated with executing action a when in state
s, the reward function utilizes energy consumption model

• a horizon, h, over which actions will be taken, set to be the next 24 hours
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Models utilized

Different model types are explored and compared to find the one that most appropri-
ately represents the system. The four model types investigated are:

• Linear ordinary least square (OLS) models

• Regularized models with nonlinear terms

• Neural Networks

• A model that is a combination of the above different models

The different models are assessed based on:

• influence of the dataset on the model (how well the models perform on different
households)

• impact of simplification (order of data and fitting function used)

• relative error on the predictions

• behavior of the error over time

Data utilization

The data is taken in 1 hour intervals. The temperature models take into consideration
the past i time steps and predict the temperature in the next j time steps.

The models are initially trained on the data of the first three months, once the coeffi-
cients for these models are obtained the temperature models are used to predict the next
j time steps, starting from a certain initial state. The initial state is always a real state
taken from the real data. These predictions are then stored along with their associated
errors. The energy consumption in the time frame of j is also predicted and stored.

Every 7 days the models are updated by being retrained on an expanded training set
that includes the data to date. And it is used again to make predictions for the next week.
Thus the models are able to continuously learn from newly collected data and can keep
improving and becoming more accurate over time. These updates make the models more
flexible to changes in the house or system.

It should be mentioned that there are significantly less data points to train the energy
model on than the temperature model, as the number of data points for the energy model
is the the number of house’s heating cycles. Energy consumption can also vary due to
factors such as user behavior, e.g. when users turn on the heating but keep their windows
open, making their energy consumption less predictable.

The data is split in at least two sets:
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• training data set

• testing data set

And with regularized regression and neural network models the training data set is
further split into two sets itself, based on a validation split of x% to a:

• smaller training data set made up of 100− x% of the original training data set

• validation data set made up of x% of the original training data set

When used the validation set was set to be a third of the whole training set. A model
is trained on the training set (which can validate its results on a validation set, set aside
during training and used to validate its results), and then the model can be used to make
predictions on a testing data set. Each house has its own set of models that depend on its
individual data. The work is implemented in Python.

System control

After the models are formed these transition and reward functions are used to find an
optimal control policy over the next h timesteps. The control policy will have the following
shape:(

T 0
setPoint

... T h−1
setPoint

)
Different algorithms are investigated to find these optimal policies, they include:

• Value iteration

• Genetic algorithm

The algorithm choice is made after a discussion on what is most suitable for the problem
at hand.

3.1 Data preprocessing

Before being used, the entire data was pre-processed to check for missing data points and
interpolation was performed where necessary.

Ambient temperature in the collected data is not considered reliable, since the thermo-
stat measuring ambient temperature is placed in proximity to the heating facility and it
can give unreliable readings when the heating system is turned on. To better understand
the ambient temperature readings by the sensors on the houses, the individual readings
were compared with the median ambient temperature values from the 6 houses, and the
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ambient temperature values obtained from Weather Underground (WU) [12] which is an
internet weather service with a large network of weather stations.

Figure 3 shows the temperature recorded by the ambient temperature sensor in one
of the houses (House 3), the median ambient temperature, and the data from Weather
Undergound. The shaded areas correspond to any time the op mode of the heating system
is in operation, noting that the same heating system is used for spatial and water heating.
It can be seen that there is often a sudden change or a spike in the recorded tempera-
ture when the operating mode of the heating system changes. The ambient temperature
recordings from the house also do not go below zero since the sensor is placed in a protected
environment and in proximity to the heating facility.

Figure 3: House 3: Recorded and corrected outdoor temperatures, for twenty days in
January 2016, shaded areas mark the time that the HVAC system is ON.

Figure 4 shows a box plot of the temperature measurements from the six houses over
the same period as in Figure 3. The spread of the temperature measured from the different
houses can be observed. Based on the observed differences between the Weather Under-
ground data, and the measurements from the houses it was decided to use the ambient
temperature data from Weather Underground.
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Figure 4: Spread of different outdoor temperature measurements from the 6 Houses, over
20 days in January 2016

3.2 Regression models

3.2.1 Linear models for temperature predictions

The Linear model is fitted according to the following data:

Model input Xt:(
T t

amb
T t

setPoint
It
solarGain

T t−1
roomTemp

... T t−i
roomTemp

)
Model output Y t:

T t
roomTemp

T t+1
roomTemp

...
T t+j

roomTemp


The model is fitted using the linear regression function in the scikit package in Python

[24] which minimizes the following OLS function:

min
w
||Xw − y||22

w = (w1, ..., wp) is the vector containing the model coefficients. It is also noted that
the data is normalized by the function before it is fitted, such that all the input is of the
same scale.
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3.2.2 Regularized models with nonlinear terms for temperature predictions

To capture the interaction or relationship between different parameters as well as possible
nonlinearities, additional nonlinear terms are added to the model to observe if they have
an effect on the results.

The cross terms of T t
amb
∗A, T t

setPoint
∗A, It

solarGain
∗A are added in this section to the

input as seen below. A is the vector of previous room temperatures, and the operation ∗
signifies the multiplication of the scalar before A, with each element in A.

Model input Xt:(
T t

amb
T t

setPoint
It
solarGain

T t−1
roomTemp ...︸ ︷︷ ︸

A

T t−i
roomTemp

T t
amb
∗A T t

setPoint
∗A It

solarGain
∗A

)
Another model is subsequently investigated with additional second order terms, as seen

below, where A.2 signifies raising the individual elements of A to the power of 2.
Model input Xt:(
T t

amb
T t

setPoint
It
solarGain

T t−1
roomTemp ...︸ ︷︷ ︸

A

T t−i
roomTemp

T t
amb
∗A T t

setPoint
∗A It

solarGain
∗A A.2

)
Including these higher order terms increases the complexity of the model, and thus

presents the risk that the model overfits the data. Regularization is controlling the com-
plexity of the model and the parameters involved. It allows working with higher order
models without overfitting the data, by creating a tradeoff between maintaining a low
training error and a low test error. Overfitting will give a low training error, but will
perform worse with the test data.

Regularization can then improve the results of a higher order model. Using a Lasso
(least absolute shrinkage and selection operator) regression is one way of performing reg-
ularization and also selecting the most relevant features to make a prediction.

The Lasso regression has an added element compared to an OLS model, in the objective
function it minimizes. It not only minimizes the square of the error but also the coefficients
involved in the model. Hence the lasso model can indicate which parameters in the model
are important and which can be ignored (and so are set to zero by Lasso). The objective
function that Lasso minimizes is shown below [24]:

min
w

1
2nsamples

||Xw − y||22 + α||w||1

α is a constant and w = (w1, ..., wp) is the vector containing the model coefficients. The
output in this section remains as previously described for the linear model.

Model output Y t:
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T t

roomTemp

T t+1
roomTemp

...
T t+j

roomTemp


The data is also normalized by the function before the model is fitted.

3.2.3 Model for energy consumption predictions

It is also of prime interest to be able to predict the energy consumption of the HVAC
system as this will be used for the reward function. The energy consumption is calculated
between two points, the time at which HVAC system is turned ON, and the time at which
the HVAC system is later turned OFF (that is when the required temperature is reached).
The energy consumption is the negative reward associated with heating the room from a
temperature T1 to a temperature T2.

The data from the heating cycles for each house is collected, and a model is formed for
each house with the following input Xt:

(
Tstart Tend T amb ∆t

)
Tstart is the temperature at the start of the heating cycle, Tend at the end of the heating

cycle, ∆t the time between Tstart and Tend, and T amb the average ambient temperature in
the time frame considered.

The output of the model will be the associated energy consumption of the HVAC
system, Econs. The aim will be to maximize the reward, which will be defined as reward =
−Econs, while trying to remain within the temperature comfort bounds of the inhabitants.

3.3 Neural networks

In this section neural networks are used to model the same systems described above for
temperature and energy predictions. This is done to investigate if using a neural network
can further improve the models, through the neural network’s ability to assume different
shapes and capture different nonlinearities without specifying the shape of the function
involved.

A neural network can be defined as “...a computing system made up of a number
of simple, highly interconnected processing elements, which process information by their
dynamic state response to external inputs” [8]. A simple neural network can be seen in
Figure 5, the neural network shown has two layers, the three inputs are connected to a
hidden layer with four neurons, and this hidden layer is then connected to one output
layer with two neurons [4]. Each of the connections is associated with a certain set of
weights that multiply the input, and each neuron in the two layers contains an “activation
function” that is often a nonlinear function that transforms the input to the neuron. The
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general neural network setup allows it to form different models and in theory, approximate
any continuous function [14].

When a neural network has more than one hidden layer, it is called a “deep neural
network”. A higher number of hidden layers and a higher number of neurons in the layers
increases the model’s capacity to better model more complicated functions. However it is
noted that in practice, with fully connected layers, going deeper than a 3 layer network
does not significantly improve results [4].

Figure 5: Neural network with two layers, one fully connected hidden layer with four
neurons, and one output layer with two neurons [4]

The hidden layer in Figure 5 is a fully connected layer, where each neuron in the input
is connected to each input in the hidden layer, and similarly each neuron in the hidden
layer is connected to each neuron in the next layer.

Once the neural network architecture is setup it can start to learn from its provided
training data the optimal parameters or set of weights that best model the relationship
between the input and the output. The parameters or set weights that are associated with
each connection are computed and updated through methods such as stochastic gradient
descent, where the associated gradients are derived using the chain rule and computed
using the back propagation algorithm [4] [22].

Figure 6 shows a simple one-layer neural network as an example taken from [22] to
simply illustrate how the weights in a neural network are updated.

Figure 6: Simple 1 layer network [22]

h is a function that takes as input x = (x1, x2) and is used to approximate an output
y. such that:
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h(x, θ, b) = θ1x1 + θ2x2 + b

Optimal values of the weights, θ, need to be found to give the most accurate results.
Then it is needed to find the θ and b, that minimize the following objective function:

J(θ, b) =
∑m

i=1 (h(x(i), θ, b)− y(i))2

This is done by going through the available data and updating θ and b in the minimizing
direction as such:

θ1 = θ1 − α∆θ1
θ2 = θ2 − α∆θ2
b = b− α∆b

This algorithm is known as stochastic gradient descent where α is a small non negative
number, known as the learning rate. The smaller the alpha the smaller are the updates
to the weights. The values of ∆θ and ∆b should then be found such that they minimize
the objective function. This is done by computing the associated gradients using the back
propagation algorithm, outlined in more detail in [22].

Optimizers
Stochastic gradient descent is one way of performing the optimization, however there

are other methods that build on top or propose other techniques. The different optimizers
mainly differ in how they treat the learning, adaptively tuning it in different ways [4], they
offer better convergence rates than basic stochastic gradient descent. Different optimizers
include [10]:

• RMSprop

• Adagrad

• Adam

Adam is currently the more recommended method to use [4].

Activation functions
Considering the activation functions to be used inside the neurons, there are a number

of possibilities. These include the [4]:

• Sigmoid function defined by f(x) = 1
1+e−x

• Hyperbolic function defined by f(x) = tanh(x)

• Rectified Linear Unit function (ReLU) defined by f(x) = max(0, x)
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Different activation functions have different properties, and the shape of their deriva-
tive function can affect how well stochastic gradient descent works. Initially the sigmoid
function was used with neural networks, but the current recommendation [22] is to use
the ReLU function. ReLU is attractive as an activation function since (1) it does and
not require expensive operations, and (2) in comparison with the sigmoid and hyperbolic
functions, convergence with stochastic gradient descent is significantly faster [4].

Initialization
The neural network weights can be initialized in different ways before the model begins

learning. How the model is initialized can have an impact on the results, since the initial
values of the weights affect the computed gradients and how the values of the weights
converge [22]. The current recommendation [4] is to use the initialization method suggested
in [18] as it improves the rate of convergence in practice and allows the neurons to have a
similar output distribution.

Batch Normalization is a method that allows the network to become less sensitive to
how it was initialized and allows the neural network to learn faster [20]. It is a layer that
can be added after fully connected layers, and it makes the activations assume a unit gaus-
sian distribution when training starts [4].

Regularization
As mentioned earlier, a larger network can better model more complicated functions,

but it can also cause overfitting on the data. However overfitting can be prevented through
different methods, such as L2 regularization and Dropout [4].

L2 regularization modifies the objective function by adding the term 1
2λw

2 to the ob-
jective function that is being minimized, where w is a vector representing the model co-
efficients [4]. This is similar to L1 regularization or Lasso, used in the previous section
with the higher order regression model, the difference is that Lasso adds for each weight
the L1 norm, λ|w|, to the objective function [24]. L1 regularization is also an often used
regularization technique.

Dropout is a recently developed method for regularization that is simple and effec-
tively reduces overfitting [32]. Dropout works by randomly dropping certain neurons and
their connections, where each neuron is made inactive with a certain probability P while
the network is training, as shown in Figure 7. This stops the neuron and its associated
connections from overfitting to the data.

Dropout is found to be an effective method, and can be used in conjunction with other
forms of regularization. Commonly L2 regularization is used, and combined with a dropout
layer, applied after every hidden layer. The probability associated with the dropout layer
(the probability that a neuron is made inactive) is to be tuned based on the data the model
is fitting, a reasonable start is taken to be P = 0.5 [4].
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Figure 7: A neural network with two hidden layers, before and after applying dropout.
Crossed neurons represent the dropped units [32]

Neural network design
In designing the network architecture and to set up the model, several parameters have

to then be determined. These include:

• number of hidden layers

• kind of the hidden layers

• activation functions corresponding to each hidden layer

• initialization method

• regularizers used

• optimizers

Before proceeding with a neural network setup, some checks can be made to determine
if it is adequate [4]:

• check that the model is able to overfit a small subset of the data

• check that the learning rate is adequately chosen such that the loss versus epoch
graph has an adequate shape as indicated in Figure 8, where an epoch is a complete
pass through the training and validation sets.
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Figure 8: Shape of loss function indications about the learning rate [4]

Neural networks with fully connected layers are the basic kind of networks. Other kinds
of networks have also been developed, and they involve different kinds of connections be-
tween the neurons, and can do better with different problems and kinds of data [23]. These
layers include convolutional layers and recurrent layers and can be investigated further for
the problem at hand in future work.

Current reccommendations
Based on the above review, the current recommendations for setting up a neural net

are summarized below:

• use ReLu activation functions

• use a large network, but with L2 regularization and Dropout to control overfitting

• use the initialization method suggested in [18]

• use batch normalization after every layer

• use Adam as the method to update the weights during learning

3.3.1 Data processing for the neural network

Further data processing is needed before training the neural network on the data. This is
done in two steps:

• Zero centering: data is zero-centered by finding the mean of each feature during
training, and subtracting the respective mean from each individual feature.
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• Normalizing: the data is then normalized so all the values are between 1 and -1.
This is done according to the following equations [25]:

Xstd = (X −min(X)/(max(X)−min(X))

Xscaled = Xstd ∗ (max−min) +min

Where, X is a vector, max(X), the largest value in X, min(X), the smallest value in
X, and max=1, and min=-1.

3.3.2 Models utilized

In determining the model architecture and the parameters involved, a number of decisions
have to be made based on what is most suitable for the data set to be used. Many hyper
parameters need to be chosen based on how well they perform. Decisions need to be made
regarding:

• number of hidden layers in the neural network

• the kind of layers used

• number of neurons in each hidden layer

• the activation functions

• the objective function to minimize

• the optimizer

• the neural network learning rate

• regularizers

However, one thing to also consider is the time needed to train the neural network at
hand. Deep neural networks can take a long time to train and that can be a limiting factor.
The methodology followed in this work to build an adequate neural network is summarized
below:

• a four layer neural network was set up, with fully connected layers, as going much
deeper than three layers does not improve results as previously mentioned

• a large number of neurons was put for each layers

• the previously mentioned recommendations were followed concerning activation func-
tions, regularization, initialization, and optimization
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• the number of neurons was adjusted based on performance in different runs

• the dropout probability was adjusted based on performance in different runs

• different L2-regularization strengths were tested to find the value with the best result

• the learning rate was tuned

To form the models with neural networks, the keras package [10] was used in Python.

3.3.2.1 Neural network models for temperature predictions

The model is given the following input, model input Xt:(
T t

amb
T t

setPoint
It
solarGain

T t−1
roomTemp

... T t−i
roomTemp

)
The output in this section remains as described in previous sections, where it is possible
to predict j future time steps. Model output Yt:

T t
roomTemp

T t+1
roomTemp

...
T t+j

roomTemp


The neural network architectures used to model the system at hand can be seen in

Figures 9 and 10 for the ON and OFF modes respectively. The two are identical in
architecture except for the fact that the mode OFF model does not take the T t

setPoint
as

part of its input.
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Figure 9: HVAC ON mode model: neural network architecture
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Figure 10: HVAC OFF mode model: neural network architecture

Initially Adam was used as the optimizer, but it was observed that the RMSprop method
performed better in practice on the dataset at hand so it was utilized instead. Based on
trials a lower dropout rate than 0.5 was also observed to perform slightly better, and the
dropout layers were set at a P = 0.2. The rest of the afore mentioned recommendation
were followed as stated.

The models for the different houses are identical in architecture (layers and number of
neurons), however for each house a different L2 regularization parameter λ was used. The
model performance for each house with a range of λ from 0 to 0.95 (with an increment of
0.05) was evaluated. And based on this evaluation an appropriate λ that minimizes the
relative error produced by the model was chosen for each house.

After the appropriate λ was picked, the learning rate was examined. If the learning
rate used did not produce good results with an adequate shape of the loss vs epoch graph
(as indicated in Figure 8), it was tweaked until appropriate learning rates were found for
the respective house.

Table 1 shows the regularization strength and the learning rates used with each house.
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Table 1: Regularization Strength and Learning Rates used with each House

House # L2 Regularization Strength λ Learning Rate ON Learning Rate OFF

House 1 0.35 0.0001 0.00003
House 2 0.6 0.00008 0.000028
House 3 0.9 0.0002 0.00002
House 4 0.05 0.0001 0.00003
House 5 0.15 0.0001 0.00003
House 6 0.35 0.0001 0.00003

It must be said that this process of iterating over different models and tweaking pa-
rameters is a very time consuming-process, as neural networks take a significant amount
of time to train on the available data. This was also a limitation in the extent to which
the parameters could be swept over and their effect investigated.

3.3.2.2 Neural network models for energy consumption predictions

It is also investigated if a neural network can give better models for energy predictions.
The input to the models is identical to that given to the linear model with Xt:(

Tstart Tend T amb ∆t
)

As mentioned in the linear model, the output is the energy consumption associated
with the above conditions, Econs, with the reward being reward = −Econs, since the aim
is to minimize the energy consumption. The neural network used for the energy model is
a 4 layer model. The architecture can be seen in Figure 11.

For these particular models it was found that using batch normalization did not improve
results, so batch normalization layers were not used. The dropout probability that gave
better results was P = 0.5. Also in this case an Adam optimizer was used. The rest of the
afore mentioned suggestions were followed.
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Figure 11: neural network architecture for the energy model

3.4 Combined models

It is also investigated if a model that combines the results of different models can have bet-
ter performance than the individual models if used on their own. The methodology that is
followed to combine models, considering for example two different models, is exemplified
below:

x1 represents the predictions outputted from model 1.
x2 represents the predictions outputted from model 2.
The combined model is a linear combination of both of the form:
y = a ∗ x1 + b ∗ x2

The coefficients a and b are calculated based on the real and predicted data collected from
the previous week, and are then used during the following week. The values of a and b are
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updated weekly.

3.5 System control

The temperature and energy models described above can now be used to find an optimal
control strategy for the next day.

A control strategy is decided by looking with a certain horizon, h, into the future. In
this work the horizon is set as 24 hours. The suggested control strategy will then be a
series of set points or actions, starting from an initial state at a time defined as 0, with
T 0

setPoint
, to a final state, at a time h-1, with T h−1

setPoint
. The control policy will then have the

following shape:

π = [T 0
setPoint

...T h−1
setPoint

]

The problem can then be setup as follows:

• the set of possible states is all the possible combinations of past i room temperatures

• the set of possible actions is the set of all possible set points in the next h time steps

• the transition function is defined by the temperature prediction model

• the reward function is defined by the energy prediction model

• the horizon, h, is taken to be the next 24 hours

The aim will be to find an optimal policy, that will minimize the sum of rewards over
the horizon, thus minimize the following function:

∑h−1
t=0 Rt(st, at, st+1) =

∑h−1
t=0 −Econs(st, at, st+1)

Econs(st, at, st+1) is the energy consumptions associated with going from st to st+1

having executed at. A penalty is also added to the reward if the room temperature leaves
certain comfort bounds.

3.5.1 Discussion on user comfort

Comfort has always been a key question in building design and temperature/environment
control. The aim is to maintain comfort, and minimize energy consumption, two things
which are often in conflict. For this reason a significant amount of work has gone into the
bioclimatic architecture of buildings, which is design towards comfort and energy savings
[17].

The comfort conditions in a building are defined by 3 main factors [17]:
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• thermal comfort

• visual comfort

• indoor air quality

Human comfort generally is not easy to define, and depends on several things such as
the rate of heat transfer to/from the body, which in itself can be broken down to several
factors such as relative humidity and room temperature [35]. Different comfort indices
have then been developed to determine the state of “comfort” and set “comfort standards”
which define the limits of comfort [35], this is illustrated in Figure 12.

Figure 12: Relation between comfort standards, indices, and environmental variables that
define the heat transfer process [35]

A common way to determine thermal comfort in air conditioned buildings is through
the PMV index, or Predicted Mean Vote [17]. PMV predicts the average vote on the
thermal sensation on a standard scale for a large pool of people. The scale is the 7 point
psycho-physical scale proposed by the American Society of Heating, Refrigeration and Air
Conditioning Engineers (ASHRAE) [35], shown in Table 2.
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Table 2: 7-point psycho-physical scale developed by ASHRAE

cold cool slightly cool neutral slightly warm warm hot

-3 -2 -1 0 1 2 3

The PMV index uses 6 different variables to predict comfort [35]. A simpler adaptive
comfort model was developed in [5] that defines the comfort temperature to be:

Tcomf = 17.8◦C + 0.31× Tm

Tm is the average of the monthly mean of the mean dry bulb outdoor temperature. For
90% acceptability the bounds around Tcomf are at ±2.5◦C and for 80% acceptability at
±3.5◦C [16]. The adaptive model is only applicable in naturally ventilated buildings. Both
the PMV model and the adaptive model are included in the ASHRAE Standard 55 [35].
However other comfort indices also exist, and where exactly comfort boundaries lie is still
an evolving discussion as comfort can be impacted by so many different factors [35].

Regarding indoor air quality and visual comfort, they are usually determined by the
concentration of CO2 in the air, and the illumination level respectively [17].

Considering the problem at hand, it is important to decide how comfort constraints will
be set and used in the optimization. After a close look at the available information and
the information necessary to evaluate comfort indices, it was concluded that using these
indices in this work will not be accurate due to the following reasons:

• lack of information on the house occupants, their clothing, activity, and number

• lack of information regarding air properties, such as relative humidity and air speed

• lack of information on whether or not the windows in the house are open, and thus
how natural ventilation is occurring, and if the building is being air-conditioned, or
partially air-conditioned

Considering that the occupants in the houses are generally asked not to vary the set
points of their heating system often, currently the temperatures in the houses fluctuate
around a certain user “comfort temperature” that is not very variable. For this reason it
was decided due to the lack of information to simply take the temperature at the beginning
of each day, and set the comfort constraints to be with ±1.5◦ of that temperature.

The comfort bounds are defined at the beginning of each day as follows:

Tmax
comfort

= T start
roomTemp

+ 1.5◦C;

Tmin
comfort

= T start
roomTemp

− 1.5◦C
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T start
roomTemp

is the temperature at the time starting from which the control strategy will
be proposed for the next 24 hours.

3.5.2 Algorithms to find an optimal policy

With adequate models, an optimization can be performed to find an optimal solution or
policy. An optimal solution is “given by the values of the decision variables that attain
the maximum (or minimum) value of the objective function over the feasible region” [27].
Two algorithms are considered to perform the optimization that will find an optimal series
of actions over the next 24 hours, value iteration, and the genetic algorithm. Value itera-
tion is an exact optimization method, where it is guaranteed that the solution it finds is
the optimal solution. The genetic algorithm on the other hand is a heuristic optimization
method, where it is not guaranteed that the returned solution is the real optimal [31]. For
heuristic methods there is a trade-off between the quality of the solution and the compu-
tational effort, where increasing effort yields better solutions. Usually exact optimization
methods are the preferred option, however they require a reasonable problem size [31].

3.5.2.1 Value iteration algorithm

To understand the value iteration algorithm, the following terms are first clearly defined
[36]:

• Policy: the action chosen at each state

• Utility: the sum of discounted rewards

• V ∗(s) is the expected utility acting optimally starting from state s

• Q∗(s, a) is the expected utility acting optimally after having been in state s and
executed action a

• π∗(s) is the optimal policy starting from state s

The above values translate into the Bellman Equations [36]:

V ∗(s) = max
a

Q∗(s, a) and,

Q∗(s, a) =
∑

s′ T (s, a, s′)[R(s, a, s′) + γV ∗(s′)] such that,

V ∗(s) = max
a

∑
s′ T (s, a, s′)[R(s, a, s′) + γV ∗(s′)]
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γ is the discount factor, which can discount rewards obtained later in time. And let
V ∗k (s) be the optimal value considering that there k time steps left in the horizon. Value
iteration then works as follows [2]:

Algorithm 1: Value Iteration

for each state i do V0(i) = 0
end for
for k=1:h do

for each state i do
for each action a do Compute Qk(i, a)
end for

Compute and store πk
∗(i) = argmaxaQk(i, a)

Compute and store Vk(i) = Qk(i, πk
∗(i))

end for
end for

Return πh
∗, Vh

These optimal actions that give maximized rewards then constitute the “strategy” or
final policy that will be suggested.

As mentioned earlier, the value iteration will find the exact optimal policy and thus was
the first option that was explored. However upon further problem evaluation it was found
to be problematic in the problem considered in this work. The value iteration function
calculates Q∗(s, a) at each time step (working its way backwards), and for every possible
state. In this work the horizon is set at 24 hours with 1 hour intervals, and the state is
defined to be:(

T t−1
roomTemp

... T t−i
roomTemp

)
Value iteration then performs a search through the state space to find the optimal

policy, performing “state space planning”. This means that all the possible states need
to be computed and their expected utility needs to be calculated at each of the 24 hours.
Considering for example that the room temperature could vary between 17◦C and 22◦C,
with an increment of 0.5◦C (which is the accuracy of the temperature sensor), hence each
temperature at each time can assume 11 different values, and that any number of previous
time steps i, can be utilized in the model, the problem becomes that of computing the
state space S. The state space S can become very big, of the size of 11i.
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3.5.2.2 Genetic algorithms

Genetic algorithms (GAs) are a type of heuristic search algorithms and are founded on
ideas from genetics and natural selection [1].

In GAs, a generation consisting of a large number of individuals is generated. Each of
these individuals is a possible solution and a point in the search space. The individuals then
undergo a process of evolution and consecutive generations are generated. The “fittest”
individual encountered among all the individuals seen represents the best solution found.
The “fittest” individual is found according to a “Fitness” function that evaluates the fitness
of the each individual.

GAs work on the following bases taken from [1]:

• “individuals in a population compete for resources and mates”

• “those individual most successful in each “competition” will produce more offspring
than those individuals that perform poorly”

• “genes from “good” individuals propagate throughout the population so that two
good parents will sometimes produce offspring that are better than either parent”

• “thus each successive generation will become more suited to their environment”

When working with GAs a “search space” has to be defined [1], from this search space
the first individuals will be generated and the solution derived. In the problem at hand,
the search space is actually the “plan space” and each individual would represent a control
policy π:

π = [T 0
setPoint

...T horizon−1
setPoint

]

The fitness of each individual is the sum of the rewards associated with executing each
of the actions dictated by the individual, starting from a real state at t = 0 at the beginning
of each horizon. The search space of the algorithm would be defined by the possible sets
of actions that can be taken for each horizon.

Considering that the size of the action space in the problem at hand is smaller than
the size of the state space, especially as the number of previous timesteps i considered by
the model increases, it was found that it is less computationally expensive and less time
consuming to use GAs to perform the policy optimization for energy consumption. Thus
it was decided to use GAs. GAs will not go through all the space or produce the most
optimal (the exact optimal) solution, but a trade-off has to be made.

3.5.3 Problem setup and implementation

This best found policy then represents the individual that will be generated by the genetic
algorithm. The fitness of each individual is its associated reward, defined previously as,
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reward = −Econs with Econs being the energy consumption in the entire horizon, and
with a penalty added to the reward if the room temperature leaves comfort bounds. The
Genetic algorithm will then generate a large number of individuals and find which one of
them maximizes the reward - minimizing the energy consumption. A negative penalty p
of -100 is added to the reward if the proposed action leads to a room temperature that
is outside the comfort bounds, 100 is significantly larger than any value for the energy
consumption in one time step, which is measured in kWh.

Only the first action from each strategy is executed. After which a new strategy is found
starting from the current state and with a 24 hour look ahead. The weather conditions
(T t

amb
and It

solarGain
) are taken as known variables for the entire horizon, with their values

taken from Weather Underground data.
A pseudocode showing how an optimal policy is found for a horizon of 24 hours (with

a time step of 1 hour) can be seen below:

Algorithm 2: Finding a Control Strategy

Final optimal policy π∗ = [ ]
start state = day 1 time 00:00
for i in range(0, horizon) do

generate an optimal policy using a GA for the next 24 hours:
π = [T 0

setPoint
...T horizon−1

setPoint
]

π∗[i] = π[0]
start state = start state + 1 hour

end for

The above process can be repeated for any number of horizons, with the models being
updated with the newly collected data every 1 week.

Other parameters that can be taken into consideration in future work to decide on a
control strategy are:

• Grid stability

• Time of energy consumption considering variable energy prices

4 Results

In the following results the error is defined as:

Error = Y t
Real
− Y t

Predicted

39



And the relative error is defined as:

%RelativeError =
|Y t

Real
−Y t

Predicted
|

Y t
Real

∗ 100

As mentioned earlier Y t
Real

is the real room temperature inside the house, which is in
the cases at hand safely never zero.

4.1 Regression models

For each of the six houses, temperature models are formed and compared, all the models
predict the temperature in the houses in the next 24 hours.

Six models are first formed for each house, each taking into consideration a different
number i of previous room temperatures when making a prediction, and the best one is
further closely considered. Five different models are formed with i = 1, i = 3, i = 6,
i = 24, i = 48. Additionally a simple benchmark model is formed, this model assumes the
temperature at a certain hour today, will be equal to the temperature at the same hour,
on the previous day.

All the models were run, and their respective errors and average relative errors were
calculated. How well they performed was analyzed to pick the most suitable model and
number of previous time steps i. This was done subsequently with a simple linear model, a
regularized model with cross terms, a regularized model with cross terms and second order
terms. A part of the results is displayed in the following sections, with the complete results
to be found in appendix A.

As for the energy, 6 simple linear models were formed, one for each house, and their
performance was evaluated.

4.1.1 Linear Models for Temperature Predictions

Figure 13 shows box plots of the relative errors associated with each of the linear models
with previous time steps, i = 1, i = 3, i = 6, i = 24, i = 48 and the bench mark model.
The spread is across the results obtained for each of the 6 houses.

It can be seen that as a higher number of previous time steps is taken into consideration
the error decreases. Taking i = 48 performs best, and all linear models perform better than
the bench mark. The spread of the error also decreases as a larger i is used.
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Figure 13: Relative Errors

Figure 14 shows the frequency distribution of the errors associated with each model for
the first three houses. It can be seen that most of errors are clustered around 0, which is
a good indication about the performance of the model.

Figure 15 shows how well the predicted temperature follows the real temperature over
one week in January, the figures are shown for the best case of i = 48. The shaded
regions indicate the times in which the HVAC system is turned ON. More periodicity in
the temperature changes allows the model to perform better, as it learns the periodicity in
the data.

Figure 16 shows the predicted temperature plotted versus the real temperature for the
three houses, in the best case of i = 48. How well the plotted data follows a line of y = x
can be observed. Generally it can be said that the models perform adequately on all houses.
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(a) House 1 (b) House 2 (c) House 3

Figure 14: Error distribution on predicted temperature

(a) House 1 (b) House 2 (c) House 3

Figure 15: Real and predicted temperatures over one week for 48 previous timesteps
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(a) House 1 (b) House 2

(c) House 3

Figure 16: Real vs predicted temperatures with 48 previous timesteps

Figure 17 shows how the daily average error in the houses changes overtime (the median
of the daily average error from the 6 houses is marked), from when the model is first trained,
and as it starts predicting and updating itself every seven days. This is shown for i = 1,
the worst case, and i = 48, the best case. The higher the i more fluctuation can be seen in
the average error over time, but as well more of a downward trend in the error is noted, as
the error decreases to fluctuate more around a value of zero further into time.
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(a) 1 previous timestep (b) 48 previous timesteps

Figure 17: Error over time with all 6 houses (December 4th, 2015 to January 26, 2016)

(a) House 1 (b) House 2

(c) House 3

Figure 18: Error image visualization with 48 previous timesteps
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Figure 18 shows the errors over all the days, at all hours for the first three houses as
a heatmap. These errors also correspond to the best case with i = 48. Different trends
for the errors are observed in different houses, this depends on when the model sees new
conditions such as drops in ambient temperature or changes in usage. It can be seen that
the models generally overshoot in predicting the temperature in the early hours of the
morning and undershoot in the predictions in the evening. This can be due to the fact
that the model does not take into consideration internal gains in the homes, where there
could be a higher temperature than expected in the evenings due to higher human activity
in the house, while the reverse is true in the morning. This can be observed more clearly
in Figure 19 which compiles the daily average errors from all houses. This is a systematic
error in the model, which should be eliminated.

Figure 19: Average errors at day hours with 48 previous timesteps

4.1.2 Regularized models with nonlinear terms for temperature predictions

The following two sections explore the performance of two other setups for the models the
first of which considers the following input, which includes cross terms. Model input Xt:(
T t

amb
T t

setPoint
It
solarGain

T t−1
roomTemp ...︸ ︷︷ ︸

A

T t−i
roomTemp

T t
amb
∗A T t

setPoint
∗A It

solarGain
∗A

)
The second model setup considers the following input with cross terms and second or-

der terms, with the model input Xt:(
T t

amb
T t

setPoint
It
solarGain

T t−1
roomTemp ...︸ ︷︷ ︸

A

T t−i
roomTemp

T t
amb
∗A T t

setPoint
∗A It

solarGain
∗A A.2

)
Lasso regularization is applied on these models as mentioned in the methodology. The

results from the above two setups can be seen in the following two sections. Similar trends
are observed as in the linear model, where including a higher number of previous time steps
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yields better results as can be seen in Figures 20 and 27, where a higher i is associated with
lower relative errors and a smaller spread of the relative errors from the different houses.

The errors for all the models are concentrated around zero as can be seen in the fre-
quency distribution of Figure 21 and 57. And making the models more complex allows the
predictions to better follow the real temperature even when it is less periodic as can be
seen in Figures 22 and 58 for the best case of i = 48.

Figures 23 and 59 show the predicted temperatures versus the real temperatures for
the first 3 houses in the best case of i = 48, showing how well they fit a line of y = x. Both
show better predictions than the linear models in Figure 16.

Figures 24 and 60 show the spread of the average errors of all 6 hours for the best case
of i = 48, the median of these 6 average daily errors is marked. The average daily errors
are seen to fluctuate more than in the linear case.

Figures 25 and 61 visualize the errors as a heat map for every hour of every day where
predictions are made, for the best case of i = 48. How the errors behave depends on the
respective house, but the behavior of the error does not differ significantly from that in the
linear case. And it is further shown by Figures 26 and 33 that neither adding cross terms
nor second order terms was able to remove the systematic error of over predicting in the
early hours of of the day and under predicting in later hours.

4.1.2.1 Regularized models with cross terms

Figure 20: Relative Errors
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(a) House 1 (b) House 2 (c) House 3

Figure 21: Error distribution on predicted temperature

(a) House 1 (b) House 2 (c) House 3

Figure 22: Real and predicted temperatures 1 week for 48 previous timesteps
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(a) House 1 (b) House 2

(c) House 3

Figure 23: Real vs predicted temperatures with 48 previous timesteps
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(a) 1 previous timestep (b) 48 previous timesteps

Figure 24: Error over time with all 6 houses (December 4th, 2015 to January 26, 2016)
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(a) House 1 (b) House 2

(c) House 3

Figure 25: Error image visualization with 48 previous timesteps

Figure 26: Median errors at day hours with 48 previous timesteps
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4.1.2.2 Regularized models with second order terms and cross terms

Figure 27: Relative Errors

(a) House 1 (b) House 2 (c) House 3

Figure 28: Error distribution on predicted temperature

51



(a) House 1 (b) House 2 (c) House 3

Figure 29: Real and predicted temperatures 1 week for 48 previous timesteps
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(a) House 1 (b) House 2

(c) House 3

Figure 30: Real vs predicted temperatures with 48 previous timesteps
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(a) 1 previous timestep (b) 48 previous timesteps

Figure 31: Error over time with all 6 houses (December 4th, 2015 to January 16, 2016)
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(a) House 1 (b) House 2

(c) House 3

Figure 32: Error image visualization with 48 previous timesteps

Figure 33: Median errors at day hours with 48 previous timesteps
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4.1.3 Model for energy consumption predictions

(a) House 1, relative error: 12.62 % (b) House 2, relative error: 30.49 %

(c) House 3, relative error: 21.67 % (d) House 4, relative error: 21.24 %

(e) House 5, relative error: 26.43 % (f) House 6, relative error: 32.48 %

Figure 34: Real vs predicted energy consumption

56



Figure 34 shows the predicted versus real energy consumption for each of the 6 houses, and
also indicates the average relative error associated with the prediction on each house. The
model as mentioned in the methodology is a simple OLS model.

The results show that in the best case (House 1) the model can predict with a relative
error of 12.62%, and in the worst case of House 6 the model can predict with an average
relative error of 32.48%.

The models predicting energy consumption are then not as accurate as the temperature
prediction models, and on at least half the houses the average relative error is significant.
As mentioned earlier energy consumption can be significantly impacted by the behavior of
the user and factors such as wether the house is being partially naturally ventilated, the
model does not capture these factors which makes the predictions less reliable.

4.2 Neural networks

4.2.1 Neural network models for temperature predictions

Results from the neural networks for the temperature models were obtained, and found
to be of interest. The models did not always behave better in terms of the error they
produced, but they behaved differently. All the results are displayed for the first 3 houses.
The complete results can be seen in Appendix A.

Figure 35 shows the frequency distribution of the errors obtained from the models. It
can be seen the the frequencies are highest around a value of 0, which is a good indication.
How the temperature prediction from the neural networks follows the real temperature can
be seen in Figure 36, how well the models do varies with the houses.

Figure 37 plots the predicted temperatures versus the real temperatures for the first
3 houses. How well they fit the line y = x can be observed. It is also noticeable, that
although most of the predictions lie around this line, a number of outliers can be observed
that differ significantly from the real value of temperature. This can be due to the fact
that the neural network does not do well on a prediction if it is not familiar with the kind
of input it has received or has not previously seen the conditions at hand. However this
can also mean that model needs finer tweaking in terms of the parameters used.

Figure 38 shows how the average of the daily errors changes over time. This error is
higher in the beginning, then becomes close to zero when the model has learned the data
well. However it increases again around the days 20 to 25, as during this period it sees
changes in the way the the system is used as the weather gets colder towards the end of
december. However the errors starts to again come closer to zero as it learns this kind of
data.

Figure 39 shows a heat map of errors over the hours and days. The average hourly
errors of these maps are condensed into Figure 40 for all 6 houses. As can be seen the
average error almost never overshoots, unlike in the previous models. and also does not
tend to undershoot as much in the evenings in comparison to how the the model performs
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at other times during the day.

(a) House 1 (b) House 2

(c) House 3

Figure 35: Error distribution on predicted temperature
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(a) House 1 (b) House 2 (c) House 3

Figure 36: Real and predicted temperatures 1 week
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(a) House 1 (b) House 2

(c) House 3

Figure 37: Real vs predicted temperatures

Figure 38: Error over time with all 6 houses
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(a) House 1 (b) House 2

(c) House 3

Figure 39: Error image visualization

Figure 40: Average errors at day hours for all 6 houses
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4.2.2 Neural network models for energy consumption predictions

Initially a neural network model was formed for each house. And in this case each model
needs significant tweaking to perform well on each house, this is because the energy con-
sumption depends on the behavior of the house occupants, and the number of available
cycles of HVAC ON cycles, hence the number of data points, differs from house to house.
After tweaking a neural network individually on a house the error associated with the en-
ergy predictions from the neural network was found in the better cases to have very similar
values to those given from the linear regression energy model.

Neural networks need a large data set to train on and considering energy consumption
there are far fewer data points on which to train the neural network, as only the cycles of
the HVAC ON mode are considered. Not enough data points impact the performance of
the model on the test data.

To overcome this the data on the cycles from all the houses was lumped together to
train one neural network for all the houses rather than a separate neural network for each
house. This did not yield better results as the behavior in each house can vary which also
impacts how it consumes energy. So a good predictor for the data of one house will not
necessarily do well on the rest of the houses.

Considering the time needed to iterate all the parameters that define a neural network
model, and that the house on which the parameters were varied as such did not perform
better than the linear model, it was decided to use a linear model for energy consumption
predictions. The linear model in this case is simpler, faster, and does not require tweaking
for each house, and has yielded results comparable to those from the neural network.

4.3 Weighted average model for temperature predictions

Based on the above discussion it was decided to form a third model, which is a weighted
model of the neural network and the polynomial regression that takes the past 48 time
steps into consideration, and investigate if this will produce better results. The weights
given to each model were also updated every 7 days.

Figure 41 shows the average relative error given by each of these 3 models on each of the
6 houses houses. The weighted average model, though its median error is slightly higher
than the regression model, has relative error values that are more condensed for all the 6
houses. And the neural network on its own does not do better according to this metric.

Figure 42 shows the median of the average daily errors of all 6 houses over 37 days
between December and January. The weighted average model shows less fluctuation over
time than both the neural network and the polynomial regression.

Figure 43 shows the median of the average hourly errors of all 6 houses over 24 hours,
averaged over all the days considered. Each of the 3 models behaves differently. The
weighted average model produced more error at the early hours of the day, but its error
fluctuates around zero in the afternoon and night, unlike both the other models on their
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own.
It is considered to be more important to have accurate predictions during the afternoon

and night, since the occupants are awake, present in the house, and will be more sensitive
to changes in temperature than they would be in early morning hours. This means that
it is better to have lower errors in the evening, and the higher errors in the morning when
there is less activity and presence in the house. For this reason it is decided to use the
weighted average model in finding optimal control strategies for the houses.

Figure 41: Spread of average relative errors from the 3 models

Figure 42: median of the average daily errors of all 6 houses over 37 days
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Figure 43: median of the average hourly errors of all 6 houses over 24 hours

4.4 Application: System control

Figure 44 shows the energy consumption that would be saved if the temperature set point
throughout an entire day is decreased by 0.5◦C. As can be seen there is a significant
decrease in energy consumption. This of course is not the best way to minimize energy
consumption as it can have an impact on the comfort of the user, but it just demonstrates
the potential of tweaking the spatial heating settings to achieve energy savings. For some
of the houses there is zero energy consumption since if the set point becomes lower than
the room temperature the system will just turn OFF. The buildings presented are also
NZEBs and so they do not lose heat quickly, thus there is flexibility in when the HVAC
system can be turned ON and the set point onto which it can be set. For this reason there
is a lot of potential for energy savings with better planning, even for one day.
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Figure 44: Energy consumption over 1 day for different set points

Finally, the weighted average temperature models of the houses were used as mentioned
earlier with the genetic algorithm to find optimal control policies for the spatial heating
systems in the houses. The energy consumption associated with executing the policy found
with the genetic algorithm was computed using the OLS energy model of the respective
house, and the energy consumption associated with following the default actions currently
taken was evaluated using the same energy model for comparison.

Optimal actions were found for every hour over the course of one week in December, and
the energy consumption of the optimal strategy was compared to the energy consumption
with actions currently followed without predictive control. Currently the house occupants
are asked not to significantly vary their set point temperature, so it is usually set at the
same value, and the HVAC system turns ON whenever the room temperature is within
1◦C of the set point temperature (noting that the sensor has an accuracy of 0.5◦C).

As mentioned earlier, the energy consumption models are not very accurate and this
can impact how reliable the result are, or how reliable the computed “Fitness” or energy
consumption of the proposed strategy is. For this reason the control algorithm was run
on the house whose energy model gave the lowest relative error on the predicted energy
consumption. This is House 1 with a relative error of 12.62% on energy consumption
predictions.

Considering a horizon h = 24 hours, the control algorithm was run over 1 week (7
horizons), with an optimal command assigned to every hour for House 1. The houses are
all NZEB and heat losses in general are not expected to be significant, thus the spatial
heating system does not have to be ON for long hours, and the room temperature can
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take time to drop. Figure 45 shows the energy consumed with the current operation of the
HVAC system, and the energy that would be consumed if the optimal strategy found is
followed. The optimal strategy allows significant energy savings (54 %). In both cases the
temperature never leaves comfort bounds as defined in the methodology.

Figure 46 shows how the temperature changes in the room, in the default case, and
following the optimized strategy. The actions in each case are also outlined. The temper-
ature in the control case is always slightly lower than in the default case, this is expected
since for energy savings the system would prefer to be at the lower end of the comfort
temperature zone. In the evenings there is little temperature drop in the house as higher
human activity in the house signifies more internal gains.

Figure 45: Energy Consumption in 1 week in December by the spatial heating system,
following the current usage, and the computed optimal strategy
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Figure 46: current and optimized temperature trace and actions. An action of zero signifies
that the HVAC system is OFF

These preliminary results correspond to only one house and are found over one week
in December, hence they are not fully representative of the real energy savings over longer
periods of time or with different houses, however they point to the large energy saving
potential. The method used in this section also outlines how the models can be used to
minimize energy savings and can be applied to any period of time and any house.

5 Conclusion

The results show the existing potential for significant energy savings, and how control
through model based reinforcement learning can be used to achieve them. In this work
different model types are explored. For room temperature predictions a linear regression,
polynomial regression, and neural network model are investigated. It was found that a
weighted average of the results from the neural network and the second order polyno-
mial regression give the best results. A simple OLS model was used to predict the energy
consumption associated with the spatial heating system. The temperature prediction mod-
els showed good results and were largely able to follow and predict the real temperature
changes inside the house. The energy predictions on the other hand were less reliable, as
they are also more impacted by user behavior, but nevertheless gave acceptable results on
some of the houses. Further work can go into improving the energy predictions.

The predictions obtained from the models help decide on the optimal strategy to be
followed, the strategy that will minimize energy consumption. This strategy is found using
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the genetic algorithm. The models found were finally tested on one house, the house with
the lowest errors from its energy prediction model, and optimal set points were found
for every hour. The optimal strategy showed a significant decrease in energy savings in
comparison to the current default functioning of the heating system over the duration of
one week. These high saving are achieved keeping in mind that the buildings at hand are
NZEBs without significant heat losses, and that the default strategy is to just turn the
heating ON whenever the room temperature varies from the set point, which is far from
optimal.

The method followed in this work is generalizable to other houses, as it is purely based
on empirical information. All that is needed is to collect the needed information from
sensors and weather forecasts, and the models can be formed in the same way and learn
the behavior of the house they are applied on over time. However different results and
savings may be achieved based on the respective house, as the amount of flexibility the
house allows as a thermal mass and how significant its heat losses are can vary.

5.1 Future Work

The current findings lays ground for further work that can further improve the models and
the results they can achieve. Future work can include:

• improving the models that predict that energy consumption, this would allow better
evaluation and comparison of different control strategies

• strategies can be found for all the houses, and over a longer period of time to observe
any differences or long term behaviors

• additionally the optimal strategy can be found considering not only the minimization
of energy consumption, but further objectives, which can include:

– minimizing cost, this can take into account variable energy costs at different
times during the day

– grid stability, in a system where the house is able to give electricity to the grid
from on site renewable generation

– prioritizing the use of energy from on-site renewable sources (where currently
on the six considered houses solar panels are already installed)
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A Complete results

A.1 Regression models

A.1.1 Linear models for temperature predictions

(a) House 1 (b) House 2 (c) House 3

(d) House 4 (e) House 5 (f) House 6

Figure 47: Error distribution on predicted temperature
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 48: Real and predicted temperatures 1 week for 48 previous timesteps
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 49: Real vs predicted temperatures with 48 previous timesteps
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(a) 1 previous timestep (b) 3 previous timesteps

(c) 6 previous timesteps (d) 24 previous timesteps

(e) 48 previous timesteps

Figure 50: Error over time with all 6 houses (December 4th, 2015 to January 26, 2016)
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 51: Error image visualization with 48 previous timesteps
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A.1.2 Regularized models with nonlinear terms for temperature predictions

A.1.2.1 Regularized models with cross terms

(a) House 1 (b) House 2 (c) House 3

(d) House 4 (e) House 5 (f) House 6

Figure 52: Error distribution on predicted temperature
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 53: Real and predicted temperatures 1 week for 48 previous timesteps
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 54: Real vs predicted temperatures with 48 previous timesteps
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(a) 1 previous timestep (b) 3 previous timesteps

(c) 6 previous timesteps (d) 24 previous timesteps

(e) 48 previous timesteps

Figure 55: Error over time with all 6 houses (December 4th, 2015 to January 26, 2016)
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 56: Error image visualization with 48 previous timesteps
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A.1.2.2 Regularized models with second order terms and cross terms

(a) House 1 (b) House 2 (c) House 3

(d) House 4 (e) House 5 (f) House 6

Figure 57: Error distribution on predicted temperature
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 58: Real and predicted temperatures 1 week for 48 previous timesteps
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 59: Real vs predicted temperatures with 48 previous timesteps
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(a) 1 previous timestep (b) 3 previous timesteps

(c) 6 previous timesteps (d) 24 previous timesteps

(e) 48 previous timesteps

Figure 60: Error over time with all 6 houses (December 4th, 2015 to January 16, 2016)
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 61: Error image visualization with 48 previous timesteps
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A.2 Neural network models

A.2.1 Neural network models for temperature predictions

A.2.2 Neural network models for temperature predictions

(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 62: Error distribution on predicted temperature
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(a) House 1 (b) House 2 (c) House 3

(d) House 4 (e) House 5 (f) House 6

Figure 63: Real and predicted temperatures 1 week
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 64: Real vs predicted temperatures
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(a) House 1 (b) House 2

(c) House 3 (d) House 4

(e) House 5 (f) House 6

Figure 65: Error image visualization
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