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Abstract
Noise is of vital interest in many parts of computer sciene, especially
in the computer graphics field where noise is used to create nature-like
effects. Perlin’s 1985 algorithm to generate noise remains the most pop-
ular in spite of many alternatives having been presented over the years.
In this report we have examined the execution time impact of two new
gradient table data structures and a new hash method for this algo-
rithm, suggested by Perlin in 2002 and Olano in 2005 respectively. Our
implementation simulated turbulence and ran in parallel on a modern
GPU using the OpenCL framework. We also examined if the turbulence
method’s octave summation could benefit from parallelization.

Results suggest that Olano’s hash method performs significantly faster,
while Perlin’s original gradient table data structure performs slightly
faster than the suggested improvements. We also found that a paral-
lelization of the octave summation in the turbulence method performs
significantly faster.
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Sammanfattning
Brusalstring är av stort intresse i många datavetenskapliga områden,
speciellt i datorgrafiksfältet där det används för att simulera naturliga
fenomen. Perlins algoritm från 1985 fortsätter vara den mest populära,
trots att åtskilliga alternativ har presenterats genom åren. I den här rap-
porten har vi undersökt hur exekveringstiden av denna algoritm påverkas
av två nya gradientliststrukturer och en ny hashmetod som föreslagits av
Perlin i 2002 respektive Olano i 2005. Vår implementation simulerade
virvelströmning och kördes parallelt på en modern GPU via ramverket
OpenCL. Vi undersökte också om virvelströmningens oktavsummering
kunde förbättras med parallelisering.

Resultaten var att Olanos föreslagna hashmetod förbättrade körtiden
betydligt, medan gradientliststrukturen i Perlins ursprungliga algoritm
resulterade in en snabbare körtid än de två föreslagna förbättringarna. Vi
fann också att en parallelisering av virvelströmningens oktavsummation
förbättrade körtiden betydligt.
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Chapter 1

Introduction

Generating noise has become increasingly important for the computer
graphics field over the past decades. Having an algorithm that produces
coherent noise is essential to creating computer-generated visual elements
such as clouds, waves, tornadoes and more [4]. Noise has also been
used to generate natural-looking outdoor terrain [5]. Using procedural
methods are much preferred over simulation due to speed and the amount
of control over the visuals [6].

Although there are different methods and algorithms that produce
noise, Perlin’s 1985 algoritm, simply dubbed perlin noise, is the most
well-known and remains a standard tool in virtually every graphics mod-
eling system and software package [4] [1] [7] [2] [8]. However, it is compu-
tationally expensive, and thus limits the area in which it can be applied;
real-time graphics application make use of precomputed noise tables in
order to avoid performing computation during runtime [9] [10]. There-
fore, a lot of proposals have been made over the years to speed up the
algorithm, notably Perlin himself in 2002 and Olano in 2005 by changing
a section of the algorithm that selects what gradients to use.

Perlin noise is usually paired with different functions to produce cer-
tain visual effects, most notably a turbulence method introduced in the
algorithm’s original article. It gives a reasonable visual apperance of tur-
bulent flow and is vital when producing textures simulating turbulent
forces such as marble and fire [1].

In addition, even though the algorithm is expensive and only calcu-
lates the noise value of one point in space (a single pixel), any number of
points can be calculated in parallel. As one is often interested in evalu-
ating several thousands of points at the same time, the algorithm makes

3



4 CHAPTER 1. INTRODUCTION

excellent use of the many processing cores of modern graphics processing
units (GPU:s). Looking at how the turbulent noise algorithm could itself
be parallelized is therefore also interesting.

The aim of this report is to compare the performance of the noise
algorithm with turbulence using the aformentioned gradient selection
improvements when executed in parallel on a modern graphics process-
ing unit, and to investigate if a parallelized version could improve that
performance even more.

1.1 Research question
This report aims to investigate if and how much of a performance in-
crease can be achieved on an implementation of turbulent perlin noise
with different gradient selection methods by answering the question

How does Perlin’s and Olano’s improved gradient selection methods
affect the execution time of the perlin noise algorithm, as compared to
the original method, when implemented with turbulence and executed in
parallel on a modern graphics processing unit?

with the follow-up question

Can a parallelization of the turbulence method decrease the execu-
tion time even further?

1.2 Scope
This report is only concerned with how Perlin’s and Olano’s gradient
selection improvements affects the time performance of the algorithm. It
is not concerned with how the two methods affect the amount of memory
required, nor the visual quality of the produced noise. The latter is a
very important topic of discussion but outside the scope of this report.

All performance comparisons will be done on a single system (spec-
ified in Section 3.2), using a single operating system, implementation
language and framework for performing general purpose computing on
the GPU.

When performing the calculations on the GPU, all of the gradients
and permutation tables needs to be transfered to the device which incurs
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a performance penalty. This report only considers the execution time of
importance and thus does not measure this performance penalty.



Chapter 2

Background

In this report, we will be comparing the performance of the perlin noise
algorithm when implemented with turbulence and executed in parallel
on a modern graphics processing unit using different gradient selection
methods. To do this, we will need to explore how noise is defined in com-
puter graphics, understand the perlin noise algorithm in detail together
with the related mathematicals terms and what is meant by ’turbulence’
in this context.

To understand how the performance comparison will be carried out,
we will provide background to the frameworks that will be used.

2.1 Mathematical terms
To understand the perlin noise algorithm, we must have a firm under-
standing of what a hypercube and a point lattice is.

Figure 2.1: A hypercube in, from left to right, 1-, 2- and 3-dimensional space.

6
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Figure 2.2: A typical point lattice with integer coordinates.

2.1.1 Hypercube
A hypercube is the generalization of the 3-dimensional cube to n dimen-
sions. It is a regular polytope with mutually perpendicular sides. In 1
dimensions it is a line segment, in 2 dimensions it is a square (see Figure
2.1), in 3 dimensions it is a cube (see Figure 2.1), and in 4 dimensions
it is a tesseract. The number of vertices in a n-dimensional hypercube is
2n and the number of edges is 2n−1n [11].

In this report, we will prefer the term n-hypercube to refer to a hy-
percube in n-dimensional euclidean space.

2.1.2 Point Lattice
A point lattice is a regularly spaced array of points [12]. Commonly,
point lattices may refer to points in a n-hypercube array, i.e. points with
coordinates (x1, x2, ..., xn) where xi ∈ Z (see Figure 2.2).

Although the formal term is point lattice, the computer graphics com-
munity have taken to simply use the term lattice, not to be confused with
the same term when applied in lattice theory. This report will use the
two terms interchangably.
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2.2 Noise

Figure 2.3: Unmodified, raw perlin noise.

Noise in computer graphics is a function f : Rn → R; it maps a coor-
dinate in n-dimensional space to a real value. It can be constructed for
any dimension n ∈ Z+, although the most commonly used in computer
graphics are 1, 2, 3 and 4.

Even though the output is in R, most output values are concentrated
within a certain range. The specific range depends on the algorithm and
implementation, typically within (−1, 1).

There are many types of noise, categorized by Lagae et al. under the
labels lattice gradient noise, explicit noise and sparse convolution noise
[4]. Only lattice gradient noise will be brought up in this report, as the
algorithm examined falls under this category.

2.2.1 Lattice gradient noise
Lattice gradient noises, the category perlin noise falls under, ”[...] gen-
erate noise by interpolating or convolving random values and/or [sic]
gradients defined at the points of an integer lattice” [4].

Although a noise value noise(p) ∈ R can be generated from any
input point p ∈ Rn, only the integer coordinates – the points in the
point lattice – will have a gradient assigned to it (see Figure 2.4). What
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Figure 2.4: A hypercube integer point lattice in 2 dimensional space, with a
random gradient assigned to every point.

point lattice is chosen and how gradients are assigned to it depends on
the algorithm in question, but the original perlin noise examined in this
report uses a hypercube point lattice with a simple hash function. This
will be described in greater detail in Section 2.3.1.

2.2.2 Turbulence
Turbulence is a method introduced by Perlin that is used together with
his noise algorithm to ”[...] [give] a reasonable visual apperance of tur-
bulent flow” [1] (see Figure 2.5). The method in n-dimensional space,
turbulence : (Rn,Z+) → R, can be defined as follows:

turbulence(p, k) =

k∑
i=0

∣∣∣noise( p

2i

)
∗ 2i

∣∣∣
2k

(2.1)

where noise : Rn → R is as defined in Section 2.3. The k parameter
will be refered to as the zoom value henceforth, notably in Figures A.1
through A.36.

Note that the algorithm sums up a set of noise fractals. We have
elected to call this part the octave summation as this was the term used
in the original article the algorithm was presented in [1].

Turbulence is useful when simulating textures that consists of turbu-
lent forces, such as marble, fire and clouds. Of the five textures presented
as examples in Perlin’s original article, four of them included turbulence.
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Evaluating the turbulence algorithm with the zoom (k in the turbu-
lence function) parameter equal to 1 is equivalent to simply calling the
underlying noise algorithm without any modifications.

Figure 2.5: Example of a texture generated with turbulent noise

2.3 Definition of the noise algorithm
In this report we will compare the performance of the perlin noise al-
gorithm when executed in parallel. As such, we need to clearly define
it.

However, the perlin noise algorithm is best understood through an
informal visual description in 2-dimensional space first, followed up by a
formal n-dimensional mathematical definition, as the latter can be very
hard to fully comprehend without visual aid.

2.3.1 Informal visual description of the algorithm
This subsection will give an informal visual description of the perlin noise
algorithm.

As a first step in the perlin noise algorithm, a hypercube point lattice
is visualized, and a gradient is assigned to every point in it. For perlin
noise in 2-dimensional space, this means that a square grid is visualized,
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Figure 2.6: A square with gradients (solid lines) and distance vectors (dashed
lines) from the corners to a point p.

Figure 2.7: Interpolation iteration. (left) The noise contribution from the
upper left and right corners are multiplied by blend(d1) and blend(d2) respec-
tively, and then added together. The same is done for the bottom left and right
corners. (right) The result from the previous step is multiplied by blend(d3)

and blend(d4) respectively. Their sum is the final noise value.

and every corner [x, y] of the squares will have a gradient [a, b] assigned
to it (see Figure 2.4).

When a point is to be evaluated, one can imagine the point existing
’inside’ a hypercube of the hypercube point lattice. This hypercube, and
subsequently its corners, are identified. In 2-dimensional space, the point
would exist ’inside’ a square on the square grid.

Next, a noise contribution value is calculated for every corner by
taking the scalar product of the gradient and the distance vector from
the corner to the point to be evaluated (see Figure 2.6).

As a final step, these noise contributions are blended together in a
manner similar to linear interpolation by iterating over every dimension
with an interpolation function until a final value is reached [13]. In
2-dimensional space, the x-coordinate of the point is passed into the
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interpolation function and then multiplied with the noise contributions
from two opposite corners along the x-axis. The resulting value is then
multiplied with the interpolation of the y-coordinate from two opposite
edges along the y-axis (see Figure 2.7). Their sum is the final noise value.

2.3.2 Formal definition of the perlin noise algorithm
This will be the definition used when carrying out the performance com-
parison. As stated earlier, there are various gradient selection methods,
so this definition is presented as a generalized version of the algorithm,
and the gradient selection methods are presented later.

Given the data

• a dimension n ∈ Z+ in euclidean space,

• a point p ∈ Rn in the n-dimensional space to be evaluted,

and

• an interpolation function blend : R → R,
where blend(t) = 6t5 − 15t4 + 10t3,

• a gradient selection function grad : Zn → Rn,

then the perlin noise function noise : Rn → R will be defined as follows:

1. Find the set of n floored coordinates f = [f0, f1, ..., fn−1] of the
input point p,
where f0 = ⌊p0⌋,

f1 = ⌊p1⌋,
...

fn−1 = ⌊pn−1⌋,
This takes O(n) time.

2. Find the set of n relative (offset) coordinates o = [o0, o1, ..., on−1]

of the point p inside the surrounding n-hypercube,
where o0 = p0 − f0,

o1 = p1 − f1,
...

on−1 = pn−1 − fn−1.
This takes O(n) time.



CHAPTER 2. BACKGROUND 13

3. Find the set of 2n gradients r = [r0...000, r0...001, r0...010, r0...011, ..., r1...111]

by inputing the cooridnates of every vertex in the surrounding n-
hypercube into the gradient selection function,
where
r0...000 = grad([ f0, ..., fn−3, fn−2, fn−1, ]),
r0...001 = grad([ f0, ..., fn−3, fn−2, fn−1 + 1, ]),
r0...010 = grad([ f0, ..., fn−3, fn−2 + 1, fn−1, ]),
r0...011 = grad([ f0, ..., fn−3, fn−2 + 1, fn−1 + 1, ]),
...

r1...111 = grad([ f0 + 1, ..., fn−3 + 1, fn−2 + 1, fn−1 + 1, ]).
This takes O(2n) time.

4. Find the set of 2n distance vectors d = [d0...000, d0...001, d0...010, d0...011, ..., d1...111]

from the surrounding n-hypercube’s vertices to the offset point,
where d0...000 = [ o0, ..., on−3, on−2, on−1, ],

d0...001 = [ o0, ..., on−3, on−2, on−1 − 1, ],
d0...010 = [ o0, ..., on−3, on−2 − 1, on−1, ],
d0...011 = [ o0, ..., on−3, on−2 − 1, on−1 − 1, ],
... ]

d1...111 = [ o0 − 1, ..., on−3 − 1, on−2 − 1, on−1 − 1, ].
This takes O(2n) time.

5. Find the set of 2n noise contributions c = [c0...000, ..., c0...001, c0...010, c0...011, ..., c1...111]

of each gradient as the scalar product of the distance vector and
the gradient,
where c0...000 = r0...000 · d0...000,

c0...001 = r0...001 · d0...001,
c0...010 = r0...010 · d0...010,
c0...011 = r0...011 · d0...011,
...

c1...111 = r1...111 · d1...111.
This takes O(2n) time.

6. Find the final noise value b(n−1):0 by iterating over every dimension
with the interpolation function,
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where b0:0 = c0...000(1− blend(on−1))+ c0...001(blend(on−1)),
b0:1 = c0...010(1− blend(on−1))+ c0...011(blend(on−1)),
b0:2 = c0...100(1− blend(on−1))+ c0...101(blend(on−1)),
b0:3 = c0...110(1− blend(on−1))+ c0...111(blend(on−1)),
...

b0:2n−1 = c1...110(1− blend(on−1))+ c1...111(blend(on−1)),
b1:0 = b0:0(1− blend(on−2))+ b0:1(blend(on−2)),
b1:1 = b0:2(1− blend(on−2))+ b0:3(blend(on−2)),
b1:2 = b0:4(1− blend(on−2))+ b0:5(blend(on−2)),
...

b1:2n−2 = b0:(2n−1−1)(1− blend(on−2))+ b0:2n−1(blend(on−2)),
b2:0 = b1:0(1− blend(on−3))+ b1:1(blend(on−3)),
...

...

...

b(n−1):0 = b(n−2):0(1− blend(o0))+ b(n−2):1(blend(o0)).
This takes O(n2n) time.

b(n−1):0 is the noise value of the point p.

2.4 Methods of gradient selection
As mentioned in Subsection 2.3.2, there are various ways of assigning a
gradient to every point in the hypercube point lattice. This report aims to
compare how two new gradient table structures and a new hash function
suggested by Perlin in 2002 and Olano in 2005 affect the performance of
the perlin noise algorithm when simulating turbulence and run in parallel,
as compared to the original method [1] [2] [3].

The gradients are assigned to their points in the hypercube lattice
by using a predefined table of gradients together with a hash function
hash : Zn → Z. The hash function inputs a point on the hypercube
lattice and returns an index in the gradient table. Perlin suggests a
new gradient table structure while Olano suggests a new gradient table
structure and a new hash function.

The following subsections will present the original gradient table
structure and hash function as well as the suggested improvements, for
a total of three gradient table structures two hash functions.
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Figure 2.8: The set of vectors from a 2-dimensional hypercube’s mid-point to
the center of its edges.

2.4.1 Table 1: Sphere gradient table
This is the gradient table used by the unmodified algorithm [1]. It re-
quires the algorithm to predefine a set of m normal random-direction
gradients G = {g0, g1, ..., gm−1} where gi ∈ Rn. The size m of G is often
large, usually 256.

The term ’sphere’ comes from the normal random-direction gradients
looking like a sphere when plotted on a graph in 3-dimensional space.

2.4.2 Table 2: Edge gradient table
This is the new gradient table structure suggested by Perlin [2]. It is
essentially the same as Table 1, but the gradient table G is defined as
the set of vectors from the mid-point of a n-hypercube to the center of
its edges. In 2-dimensional space, this becomes the set of vectors (1, 0),
(−1, 0), (0, 1) and (0,−1) (see Figure 2.8). Perlin justifies this change
with that

[...] it is not necessary for G to be random at all, since [the
hash function] provides plenty of randomness. [...] this set of
gradient directions was chosen for two reasons: (i) it avoids
the main axis and long diagonal directions, thereby avoiding
the possibility of axis-aligned clumping, and (ii) it allows the
eight inner products to be effected without requiring any mul-
tiplies, thereby removing 24 multiplies from the computation
[2].

Perlin further optimizes this method by padding the end of G with
gradients until its length is a power of 2, thereby reducing the cost of the
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hash function’s modulus operation to a simple bit shift (see Subsection
2.4.4). This is necessary as the number of edges in a n-dimensional
hypercube, and thus the size m of G, is not a power of two but rather
2n−1n, which works out to be 12 edges in 3-dimensional space.

2.4.3 Table 3: Corner gradient table
This is the new gradient table structure suggested by Olano [3]. It is
essentially the same as Table 2, but instead defines G as the set of vectors
from the mid-point of a n-hypercube to its corners as opposed to its
edges. In 2-dimensional space, this becomes the set of vectors (1, 1),
(1,−1), (−1, 1) and (−1,−1).

2.4.4 Hash 1: Recursive permutation table
This is the hash function used in the unmodified algorithm and with
Perlin’s new gradient table structure [1] [2]. It requires the algorithm to
predefine a set of integers P ∈ Z+

k as a permutation of the set of natural
numbers {0, 1, 2, ..., (k − 1)}. The hash function hash : Zn → Zk will
then be hash(p) = h(p0), where

h(pd) =

{
pd if d = n− 1

pd + P [hash(pd+1) mod k] otherwise
(2.2)

Since Table 2 and 3 uses a fixed amount of gradients, P has to be large in
comparison to avoid repeats. A common size for it is k = 256, 16 times
larger than the size of Table 2 in 3-dimensional space.

Perlin notes that if k is a power of 2, the hash function is sped up
since it makes the modulus computation essentially free [13].

2.4.5 Hash 2: Blum-Blum-Shub
This is the hash function suggested by Olano in his 2005 further improve-
ments [3]. It is a modification of the Blum-Blum-Shub pseudo-random
number generator,

xi+1 = x2
i mod M (2.3)

where M = pq for two primes p and q [14]. The generator is modified
to suit the hash function hash : Zn → Zk where hash(p) = h(p0) thusly:



CHAPTER 2. BACKGROUND 17

hash(pd) =

{
p2d mod M if d = n− 1

(pd + hash(pd+1))
2 mod M otherwise

(2.4)

Note that M has to be larger than the gradient table size.

2.5 OpenCL
OpenCL is ”[...] an open royalty-free standard for general purpose par-
allel programming across CPUs, GPUs and other processors, giving soft-
ware developers portable and efficient access to the power of these het-
erogeneous processing platforms” [15].

Most commonly, OpenCL is used for general purpose computing on
GPUs (GPGPU) since GPUs are designed to handle highly parallell com-
puting very effectively, although OpenCL can be used to compute on
other types of devices as well. The OpenCL standard defines the basic
application programming interface (API) in which programs can issue
computational work for parallell execution on computing devices.
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Method

To carry out this performance comparison, two versions of the algorithm
(see Section 2.3) with the turbulence method (see Subsection 2.2.2) will
be implemented in OpenCL C using C++ on the host side together with
the OpenCL framework in order to submit the kernels for execution on
the GPU:

1. a sequential version exectued in parallel on a GPU,

2. a parallel version exectued in parallel on a GPU.

Both versions will feature all six combinations of gradient table struc-
tures and hash functions (see Section 2.4) with varying zoom values
passed to the turbulence method (see Subsection 2.2.2).

The sequential version will adhere as close as possible to the defini-
tion with minimum optimization. The parallel version will feature some
optimization as detailed in Section 3.1.

What will be measured is the average time it takes in milliseconds to
calculate a set of r2 points in n-dimensional space with specific values
on the turbulence method’s zoom value k, where (r, k) are powers of 2
ranging from 20–26, and n is an integer ranging from 2–4.

3.0.1 Measurement of execution time
Execution time collection is done by using the OpenCL provided mech-
anism using OpenCL events in order to collect the start and end time
of the submitted kernel for execution. Therefore the measurements does
not include the time to setup, transfer, generate, read, or write all of the
buffers and gradients to and from the GPU.

18
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3.0.2 Test data
In order to measure the execution time according to Subsection 3.0.1,
a set of 2ix2i points representing a simple texture, where i ∈ Z6, is
generated by evaluating each of the point coordinates with an offset of
0.1. The offset is required in order to produce visual results since the
noise algorithm evaluates to zero for all integer values.

3.1 Parallelization
The noise algorithm itself is parallellizable at the point level meaning
that every pixel (point) can be calculated in parallel [1]. Following this
hint, we have used the OpenCL framework to execute the algorithm with
turbulence in parallel on a GPU. We have elected to call this version the
sequential version.

In order to explore further parallelization, we have expanded upon
the idea by further dividing the work of the calculations between more
work items. We have elected to call this version the parallel version.

3.1.1 Sequential version
In order to increase the number of points where the noise is evaluated,
each point is calculated on a seperate processing unit – what the OpenCL
manual calls a work item. This does not mean in the strict sense that the
algorithm has been parallelized, as each point still has to be evaluated
sequentially by each processing unit; the time complexity is still O(n2n).
However, it is still valuable to do the evaluation in parallel on a GPU,
as you often want to evaluate several tens of thousands of points at a
time. A texture with a resolution of 256x256 pixels comes to be 65’536
points to be evaluated, and as each point can be calculated in parallel
this makes for an excellent use of the many processing units in a GPU.

The turbulence octave summation is done sequentially however, which
is what differs this version from the parallel version.

3.1.2 Parallel version
As an extension to the sequential version, the turbulence octave sum-
mation is split over several work items, where each work item calculates
one octave – one 2i-fractal as described in Subsection 2.2.2. In order to
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organise this on the GPU each point gets its own work group – a cluster
of work items – where the last work item sums the other work items
calculations. Here each work group is responsible for the calculation of
one point as compared to the sequential version where each work item
is responsible for one point. Assuming an infinite number of processing
units, our hypothesis is that this should speed up the evaluation of every
point and octave.

3.2 System specification
These are the specifications for the system the performance comparison
will be carried out on:

• CPU: Intel i7-7700k,

• GPU: Nvidia GTX 1070,

• OS: Ubuntu 16.04 LTS,

• C++ compiler: GCC 5.4.0 20160609 (Ubuntu 5.4.0-6ubuntu1 16.04.4),

• OpenCL: 1.2 CUDA 8.0.0 (full optimization enabled).

3.3 Source code
The complete source code used to execute the above method can be
found in the Git repository at https://gits-15.sys.kth.se/mossmyr/
DD142X-Code (last visited 2017-06-01).



Chapter 4

Results

In the following section, a summary of the averaged test results in 2-, 3-
and 4-dimensional space are presented as tables. Further diagrams of the
test results that these summaries are based on can be found in Appendix
A.

The Test column in the following tables indicates which test was
performed. It should be read as Dimension-Version-Table-Hash, where

• Dimension is the dimension used,

• Version is either par for the parallel or seq for the sequential ver-
sion,

• Table is either sphere for table 1, edge for table 2 or corner for table
3,

• Hash is either perm for hash 1 or bbs for hash 2.

The Total Runtime (ms) column indicates the total runtime for all
different turbulence zoom levels and resoultion values of that test. The
Compared to -best and -worst columns indicate how the runtime of the
test compared to the best and worst runtime in the category respectively.

4.1 Test result summary

21
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Table 4.1: A summary of the test results in 2-dimensional space.

Test Total runtime (ms) Compared to best Compared to worst
2D-par-sphere-perm 0.46 191.39% 37.05%
2D-par-sphere-bbs 0.38 160.68% 31.10%
2D-par-edge-perm 0.42 176.81% 34.22%
2D-par-edge-bbs 0.25 103.44% 20.02%
2D-par-corner-perm 0.49 206.11% 39.90%
2D-par-corner-bbs 0.24 100.00% 19.36%
2D-seq-sphere-perm 0.70 291.61% 56.45%
2D-seq-sphere-bbs 0.50 207.24% 40.11%
2D-seq-edge-perm 1.24 516.61% 100.00%
2D-seq-edge-bbs 0.59 244.77% 47.38%
2D-seq-corner-perm 1.22 509.35% 98.60%
2D-seq-corner-bbs 0.58 242.90% 47.02%

par 2.25 100.00% 46.63%
seq 4.82 214.45% 100.00%

sphere 2.04 100.00% 80.40%
edge 2.49 122.41% 98.42%
corner 2.53 124.38% 100.00%

perm 4.53 178.64% 100.00%
bbs 2.54 100.00% 55.98%
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Table 4.2: A summary of the test results in 3-dimensional space.

Test Total runtime (ms) Compared to best Compared to worst
3D-par-sphere-perm 0.77 186.20% 33.41%
3D-par-sphere-bbs 0.42 102.49% 18.39%
3D-par-edge-perm 0.87 211.24% 37.91%
3D-par-edge-bbs 0.65 157.01% 28.18%
3D-par-corner-perm 0.90 218.42% 39.19%
3D-par-corner-bbs 0.41 100.00% 17.94%
3D-seq-sphere-perm 1.47 357.40% 64.13%
3D-seq-sphere-bbs 0.85 207.09% 37.16%
3D-seq-edge-perm 2.18 528.12% 94.77%
3D-seq-edge-bbs 1.18 287.24% 51.54%
3D-seq-corner-perm 2.30 557.28% 100.00%
3D-seq-corner-bbs 1.05 254.64% 45.69%

par 4.02 100.00% 44.50%
seq 9.04 224.71% 100.00%

sphere 3.52 100.00% 72.08%
edge 4.88 138.73% 100.00%
corner 4.66 132.49% 95.50%

perm 8.49 185.72% 100.00%
bbs 4.57 100.00% 53.84%
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Table 4.3: A summary of the test results in 4-dimensional space.

Test Total runtime (ms) Compared to best Compared to worst
4D-par-sphere-perm 1.33 192.38% 28.95%
4D-par-sphere-bbs 0.69 100.00% 15.05%
4D-par-edge-perm 2.02 291.81% 43.92%
4D-par-edge-bbs 1.04 150.33% 22.63%
4D-par-corner-perm 2.22 321.58% 48.40%
4D-par-corner-bbs 1.35 195.46% 29.42%
4D-seq-sphere-perm 3.13 452.54% 68.11%
4D-seq-sphere-bbs 1.54 223.41% 33.62%
4D-seq-edge-perm 3.18 459.79% 69.20%
4D-seq-edge-bbs 1.56 225.47% 33.93%
4D-seq-corner-perm 4.59 664.44% 100.00%
4D-seq-corner-bbs 2.27 327.79% 49.33%

par 8.65 100.00% 53.18%
seq 16.27 188.04% 100.00%

sphere 6.70 100.00% 64.16%
edge 7.80 116.43% 74.70%
corner 10.44 155.86% 100.00%

perm 16.47 194.90% 100.00%
bbs 8.45 100.00% 51.31%
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Discussion

5.1 Discussion of results

5.1.1 Gradient tables
As can be seen from Tables 4.1 through 4.3, gradient table 1 (sphere)
performs about 20% faster than the other two across all dimensions,
versions and hash functions.

This stands in stark contrast to Perlin’s and Olano’s findings and
theories, as both gradient table 2 (edge) and 3 (corner) were introduced
to increase performance of the algorithm [2] [3]. As stated by Perlin, he
introduced gradient table 2 because

[...] it allows the eight inner products to be effected without
requiring any multiplies, thereby removing 24 multiplies from
the computation. [2]

He also states that his implementation of this gradient table ran ”[...]
approximately ten percent faster than the original” [2]. The implemen-
tation did include a new blend function (see Subsection 2.3.2) as well
which is not discussed in this report, but we deem it should have had
little effect on the performance.

Perlin’s theory for the performance increase stands up to our own
scrutiny; having every element of the gradient vectors be either 1 or 0 as
is the case in gradient table 2 and 3 should indeed decrease the amount
of multiplication operations required in the dot product computation,
supposing the compiler and/or runtime is able to detect this situation
and optimize it. This is rather strange as the performance of gradient

25
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tables 2 and 3 are roughly the same while table 1 is faster overall. This
indicates that there is something in common in the performance charac-
teristic between gradient table 2 and 3. These performance differences
are strange since the operations performed with the gradient vectors are
also the same across all three tables.

The fact that table 1 is larger in terms of memory should make it
harder for the gradient vectors to stay in the cache. While on the other
hand make the smaller gradient tables, table 2 and 3, easier to stay in
the cache and thus increase performance. This theory is supported by
the fact that all of the gradient tables are never modified and only read.

5.1.2 Hash functions
As can be seen from Tables 4.1 through 4.3, hash 2 performs better across
all dimensions, versions and gradient tables.

This agrees with Olano’s theories and findings and our own hypothesis
[3]; modulus operations should cost less for a processing unit than reading
from video memory, even when the modulus parameter is not a power
of 2. This is due to the fact that memory access is often a much slower
operation than computation. The OpenCL runtime should be able to
hide these memory latencies by switching stalled work items for non-
stalled ones.

Problems arise when loading the video memory with a gradient- and
permutation table such that the caches constantly become full due to
the size of the gradient vector in the table and the large amount of
reads. However, due to the fact that these tables are constant and are
not written to but only read from should allow both the hardware and
the compiler to place these tables very close to the processing units and
thus limit the impact of large tables in video memory. A side effect of
this should be that the 2D implementation might enjoy a performance
increase due to the reduced sizes of the gradient tables and the gradient
vectors themselves.

Both of the hash functions should provide enough entropy such that
the access patterns to memory looks random and hence hard to optimize
for the hardware. If this is true then we should actually see that the
performance decreases when the gradient tables are larger but in fact the
opposite is true given our results. Therefore there must be something
else affecting the performances of the gradient tables.
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5.1.3 Parallel version
As can be seen from Tables 4.1 through 4.3, our parallel version per-
forms on average almost twice as fast as the sequential version across all
dimensions, gradient tables and hash functions, which agrees with our
hypothesis. Looking at Figures A.25 through A.36, it is clear that this
is true even for higher zoom and resolution values.

This result raises some questions. Assuming an infinite number of
processing units and a total number of points to be evaluated x at a zoom
level k, the sequential version will utilize exactly x number of processing
units while our parallel version will utilize xk, so it should be easier for
the runtime to schedule the work items and thus run faster. But we
don’t have an unlimited amount of processing units, merely a very large
number of them. Thus, for smaller resolutions and zoom levels where the
number of available processing units is larger than xk, we would expect
our parallel version to be significantly faster. Which is also the result
we’re seeing.

However, at higher resolutions, xk starts to outweigh the number
of available processing units by quite a lot. For our particular system
configuration, a resolution of 64x64 with a zoom level of 64 outweighs
the number of potentially available processing units by a factor of 17.
The OpenCL framework will instead saturate its work items with points
to be evaluated, then queue up the remaining points to be evaluated in
a work queue.

In the case of the sequential version, since every work item evaluates
an entire range of octaves by itself, this means that the individual evalu-
ation of every point will be slower, but more points will be evaluated in
parallel. In the case of the parallel version, since a work group evaluates
all octaves in parallel, the individual evaluations will be faster, but less
points will be evaluated in parallel.

Our hypothesis was that once the testing resolution and zoom levels
start to get larger, we should start seeing similar evaluation times on
both versions. But this is not what the results show; the parallel version
performs almost twice as fast no matter the size of the testing data.

Just as in the discussion of gradient tables (see Subsection 5.1.1, we
have no satisfactory hypothesis as to why we’re seeing these results. It
may have to do with the OpenCL framework itself, but limited knowledge
of it and modern graphics processing hardware prohibits us from making
a deeper analysis.
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5.2 Discussion of method

5.2.1 Quality of noise
It is important to note that we are not judging the quality of noise in
this report, but purely the performance of different gradient selection
methods. The quality of noise is indeed an important factor, arguably
more important than performance, but it remains outside the scope of
this report.

Video Memory

As dicussed in Subsection 5.1.2 and 5.1.1, the video memory latency
might be a bottleneck in the implementation. All of the data types in
OpenCL are aligned in memory to the size of the data type in bytes.
The exception is data types with 3 components which affects the 3D im-
plementation of the algorithms. These data types are aligned using the
formula 4 ∗ sizeof(component), which translates to 16 bytes for imple-
mentation provided in this report [15]. Therefore, 25% of the memory
in the gradient table is wasted, increasing the size of the gradient table
which might lead to reduced performance as dicussed in 5.1.2, if this is
the cause then it should be less of a problem in higher dimensions and
in 2D.
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Conclusions

In essence, the conclusions reached in this report can be summarized as
follows:

• The sphere gradient table (table 1) is shown to perform roughly
20% better than the other gradient tables. No conclusion as to
why this is could be reached,

• Blum-Blum-Shub hashing (hash 2) is a faster alternative to the
recursive permutation hashing, most likely due to the fact that the
memory latency is reduced with the former,

• The parallel optimized version of the turbulence function is faster
than the non-optimized sequentual version, which shows that the
octave summation is suitable for parallelization, and the execution
time overhead is not a problem as it consistently performs better
across all the tests.

6.1 Further research
Our results seems to suggest that the turbulence algorithm might be
suitable target for more parallelization. This indicates that our imple-
mentation has not reach the point of dimishing returns yet. Finding the
point of diminishing returns is thus an interesting problem to solve.

Expanding on the topic of further parallelization is the fact that there
are parts of the Perlin noise algorithm itself that are inherently free of
dependencies of each other and hence is a suitable target for further
parallelization.

29
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6.1.1 Different hashning techniques
The main challenge in choosing a hashning technique is to ensure that
the performance and entropy is high. There might be more suitable
hashning techniques for parallel implementation that might result in even
more dramatic performance increases than discovered in this report. Of
especial interest is the hash functions that are able to perform their
mathematical operations using bit manipulation stratagies, as is done in
the simplex noise algorithm [9].

6.1.2 Different noise algorithms
Noise algorithms are extensively studied and there are a lot of alternatives
to the algorithm studied here. There is work to be done in examining
in a similiar vein how different gradient selection methods and parallel
implementations impact their runtime performance. Most interesting is
the simplex noise algorithm [9].

6.1.3 Quality of noise
The quality of the noise was outside the scope of this report but further
research could be done in order to find a good tradeoff between the
visual quality of the noise and the execution time. Artifact-free noise is
especially important within the realm of realtime applications and thus
the quality of noise might be of real concern.
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Appendix A

Diagrams of the test results

These are the diagrams of the results from running the tests described
in Chapter 3. The Zoom values indicates what input was used for the
turbulence method that calls the noise function.

Figure A.1: The sequential version with gradient table 1 and hash function 1
executed in parallel on a GPU in 2-dimensional space.
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Figure A.2: The sequential version with gradient table 1 and hash function 2
executed in parallel on a GPU in 2-dimensional space.

Figure A.3: The sequential version with gradient table 2 and hash function 1
executed in parallel on a GPU in 2-dimensional space.
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Figure A.4: The sequential version with gradient table 2 and hash function 2
executed in parallel on a GPU in 2-dimensional space.

Figure A.5: The sequential version with gradient table 3 and hash function 1
executed in parallel on a GPU in 2-dimensional space.
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Figure A.6: The sequential version with gradient table 3 and hash function 2
executed in parallel on a GPU in 2-dimensional space.

Figure A.7: The parallel version with gradient table 1 and hash function 1
executed in parallel on a GPU in 2-dimensional space.
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Figure A.8: The parallel version with gradient table 1 and hash function 2
executed in parallel on a GPU in 2-dimensional space.

Figure A.9: The parallel version with gradient table 2 and hash function 1
executed in parallel on a GPU in 2-dimensional space.
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Figure A.10: The parallel version with gradient table 2 and hash function 2
executed in parallel on a GPU in 2-dimensional space.

Figure A.11: The parallel version with gradient table 3 and hash function 1
executed in parallel on a GPU in 2-dimensional space.
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Figure A.12: The parallel version with gradient table 3 and hash function 2
executed in parallel on a GPU in 2-dimensional space.

Figure A.13: The sequential version with gradient table 1 and hash function 1
executed in parallel on a GPU in 3-dimensional space.
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Figure A.14: The sequential version with gradient table 1 and hash function 2
executed in parallel on a GPU in 3-dimensional space.

Figure A.15: The sequential version with gradient table 2 and hash function 1
executed in parallel on a GPU in 3-dimensional space.
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Figure A.16: The sequential version with gradient table 2 and hash function 2
executed in parallel on a GPU in 3-dimensional space.

Figure A.17: The sequential version with gradient table 3 and hash function 1
executed in parallel on a GPU in 3-dimensional space.
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Figure A.18: The sequential version with gradient table 3 and hash function 2
executed in parallel on a GPU in 3-dimensional space.

Figure A.19: The parallel version with gradient table 1 and hash function 1
executed in parallel on a GPU in 3-dimensional space.
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Figure A.20: The parallel version with gradient table 1 and hash function 2
executed in parallel on a GPU in 3-dimensional space.

Figure A.21: The parallel version with gradient table 2 and hash function 1
executed in parallel on a GPU in 3-dimensional space.
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Figure A.22: The parallel version with gradient table 2 and hash function 2
executed in parallel on a GPU in 3-dimensional space.

Figure A.23: The parallel version with gradient table 3 and hash function 1
executed in parallel on a GPU in 3-dimensional space.
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Figure A.24: The parallel version with gradient table 3 and hash function 2
executed in parallel on a GPU in 3-dimensional space.

Figure A.25: The sequential version with gradient table 1 and hash function 1
executed in parallel on a GPU in 4-dimensional space.
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Figure A.26: The sequential version with gradient table 1 and hash function 2
executed in parallel on a GPU in 4-dimensional space.

Figure A.27: The sequential version with gradient table 2 and hash function 1
executed in parallel on a GPU in 4-dimensional space.
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Figure A.28: The sequential version with gradient table 2 and hash function 2
executed in parallel on a GPU in 4-dimensional space.

Figure A.29: The sequential version with gradient table 3 and hash function 1
executed in parallel on a GPU in 4-dimensional space.
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Figure A.30: The sequential version with gradient table 3 and hash function 2
executed in parallel on a GPU in 4-dimensional space.

Figure A.31: The parallel version with gradient table 1 and hash function 1
executed in parallel on a GPU in 4-dimensional space.
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Figure A.32: The parallel version with gradient table 1 and hash function 2
executed in parallel on a GPU in 4-dimensional space.

Figure A.33: The parallel version with gradient table 2 and hash function 1
executed in parallel on a GPU in 4-dimensional space.
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Figure A.34: The parallel version with gradient table 2 and hash function 2
executed in parallel on a GPU in 4-dimensional space.

Figure A.35: The parallel version with gradient table 3 and hash function 1
executed in parallel on a GPU in 4-dimensional space.
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Figure A.36: The parallel version with gradient table 3 and hash function 2
executed in parallel on a GPU in 4-dimensional space.
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