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CONTEXT A: SMART AUTONOMOUS SYSTEMS IN ROBOTICS

THE AUTONOMOUS FUTURE OF FOOD DELIVERY
 
As you enter the kitchen, the smell of burnt food reaches your nostrils. In five minutes, your date will 
arrive. What if you somehow could save this evening? With the click of a button, a drone delivers a love-
ly dinner to your back door, just before your date rings the bell.

The portrayed scenario is only one application where a drone can improve your everyday life. Drones, wheth-
er aerial or ground vehicles, undoubtedly have a place in our society, not only for the fact that they will be 
able to deliver your mail on weekends. They will aid humans by being quicker than any car, and reaching 
their destination regardless of terrain, traffic and gas prices, while making roads safer and less polluted. This 
scenario isn’t as far off in the future as one might think. Pizzas, for example, are already being delivered by 
drones in New Zealand. 

The emergence of ground-based delivery robots is also increasing. With a rigid security system, robots like 
those from Starship technologies will be tough to steal from and likely form a new standard of delivery prac-
tices going forward. They hold several benefits compared to aerial drones in that they can be a lot more sturdy 
and heavy, which makes them perfect for non-emergency deliveries.

Today, further research is being done on how to obtain more useful information from the sensors onboard 
autonomous vehicles, such as smart cameras and distance detectors to scan the surroundings. In many ways 
this is similar to how a bat detects obstacles through sonar. Another area of research is how to optimise the 
path planning algorithms to reach higher efficiency and reliability without disturbing the environment the 
robots operate in.

Autonomous vehicles have already proven themselves to be a superior delivery system in many ways. The ex-
tent of drones in the immediate future will depend on how efficient and robust the system can be compared to 
traditional human delivery services in the environment it is deployed in. No matter what, it will play a major 
role in the future quality of life and contribute to a more advanced society.
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The emerging autonomous industry has recent-
ly allowed ground and aerial vehicles to be easy 
to produce while reducing their cost. Because 

of these advances, autonomous robots have already 
started to be introduced into our society. With fur-
ther research in this field, there will be many more 
implementations in the future, performing tasks that 
we still cannot imagine. One of the more demanding 
challenges right now is making autonomous vehicles 
move around safely in dynamic environments and 
optimising the path to follow. 

In context A we look at this problem from several 
points of view. For project A2 the purpose is to study 
high level motion planning for a robot. This is done 
by constructing a framework which returns a plan 
for a given task expressed in linear temporal log-
ic (LTL). The task could, for example, be to order a 
robot to visit specified rooms and avoid obstacles or 
some specific areas.

An intuitive way to make an autonomous robot nav-
igate in space is trajectory planning through poten-
tial fields. This mathematical way of modelling the 
environment lets the robot interact with obstacles as 
if they exerted virtual forces on the robot. This meth-
od works for both ground and aerial vehicles, which 
have been used in project A1 and A3 respectively. The 
projects have implemented the mathematical model 
it in a way specifically suits their model.

Project A1 details trajectory planning for autono-
mous differential drive ground vehicles (AGVs) and 
tests suitable methods for path planning, obstacle 
avoidance and formation control using potential 
fields and control theory. The proposed implemen-
tation of potential field-based movement is tested for 
ground-based robots, and the simulations are veri-
fied in Matlab. 

In project A3, potential fields are applied to track 
and navigate multiple autonomous aerial vehicles in 
an environment filled with obstacles. A mathemati-
cal model and a linearized state feedback controller 
is implemented in order to control the individual 
drones. The main goal of this project is to get all the 
drones to fly safely to their respective goals, using po-
tential fields, without colliding or getting stuck.

Our mathematical models can help autonomous 
vehicles to operate in any environment, regardless of 
its previous knowledge of its surroundings. Making 
simple mathematical models for autonomous path 
planning and system control will provide a tool for 
other people to develop and find new for autono-
mous vehicles. 

Future projects inspired by project A2 could use 
more complex environments and focus more on the 
transitions in the environment. One could also use 

a different mathematical model of the environment 
and compare the results to ours. A more ambitious 
project would be to include the transition time be-
tween different states of the framework.

The emergence of drones, possibly causing con-
gested air traffic in specific areas, is something that 
has to be addressed in future research. Another 
problem that hasn’t been touched upon in this con-
text is how to provide the control system with good 
enough data from the sensors. This is an area which 
requires more research. Furthermore, our mathe-
matical models do not take winds, road conditions 
and other real-world variables into account.

The projects in this context have focused mainly on 
developing mathematical models and simulations for 
autonomous vehicles. A suggestion for future pro-
jects would be to implement these models on a phys-
ical vehicle and verify the results of the simulations.

IMPACT ON SOCIETY AND ENVIRONMENT

There are many different views on how autonomous 
systems will impact humanity. An obvious benefit of 
the autonomous systems that are emerging around 
the world today is automated emergency response. 
Instead of a traditional ambulance setting out to save 
someone’s life, a specialised ambulance drone can 
reach its destination much quicker than any car. In 
the same way, police drones could be dispatched and 
bypass any obstructions that a perpetrator might use 
to get away, such as traffic jams or bad ground visi-
bility. Another use of such drones is disaster survey, 
where drone swarms collectively can map out huge 
areas in a matter of seconds with a single click on a 
map. The flying nature of drones can make this espe-
cially useful after a tsunami, earthquake or a flood, 
when ground accessibility may be very limited.

The use of autonomous vehicles will improve peo-
ple’s daily lives, but human coexistence with robots 
will also bring up privacy concerns. Today’s most 
advanced autonomous vehicles utilise smart camer-
as in order to move around or do surveillance tasks, 
these images could be recorded by the manufacturer. 
Automated systems can also be hacked and leak in-
formation about individuals’ personal lives. On top 
of that, dictatorial regimes could use automated sys-
tems to monitor its citizens. The dilemma is whether 
this privacy is more important than the security that 
a surveillance drone can offer by recognising a bur-
glary or an accident and sending that information to 
the emergency services. 

Since more tasks can be automated with robots and 
from the comfort of our own homes, society might 
become more disconnected. If people don’t have a 
reason to go outside for shopping and other everyday 

CONTEXT A: SMART AUTONOMOUS SYSTEMS IN ROBOTICS
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tasks, we might not socialise and interact in person 
as much. By not being as active as before, the risk of 
certain diseases could also increase. 

Automating the industry and transportation sec-
tors allows us to use our planet’s resources more effi-
ciently. Automation can reduce the industrial materi-
al consumption by optimising resource management 
using, for example, automated precision tools. In 
transportation, automation can be used to optimise 
path planning and traffic flow, thus reducing emis-
sions. This is beneficial for the environment, but also 
economically beneficial for the transportation sector. 
On the other hand, introducing autonomous systems 
will increase the demand for lithium-ion batteries, 
and the process of extracting lithium has a high neg-
ative impact on the environment.

Without any doubt, weaponing autonomous sys-
tems will be a considerable concern in the future. 
Letting an algorithm choose how a weapon should 
deploy distances the user both physically and emo-
tionally from the consequences of the act. This could 
increase the damage done to civilians and infrastruc-
ture through miscalculations of the algorithms and 
abuse. If all you need to kill a target is to provide an 
image of the target to a computer program, our so-
ciety can suddenly become incredibly unsafe. Even 
more terrifying is the ability to order killings after 
human classifications, such as skin colour, rather 
than a specific person. On the contrary, one might 
argue that using autonomous weapons will decrease 
the death toll by not risking soldiers’ lives, and safe-
ly let the weapon operate on its own. Autonomous 
systems can also reduce collateral damage because of 
its superior precision. We do however consider the 
dangers of autonomous weapons to far outweigh the 
potential benefits, even if the system can be proven 
useful in some cases. 

In conclusion, a lot of questions need to be dis-
cussed when it comes to autonomous vehicles and 
robots regarding ethics, but as of now we still think 
that the benefits of automation will overall outweigh 
the problems that come with it. We ultimately con-
sider the automation of robots to be an improvement 
for the world as a whole.

CONTEXT A: SMART AUTONOMOUS SYSTEMS IN ROBOTICS



10



11

A1: AUTONOMOUS GROUND VEHICLES

Autonomous Trajectory Tracking for a
Differential Drive Vehicle

Mikael Glamheden and Simon Eriksson

Abstract—This paper explores controlling a two-wheeled dif-
ferential drive vehicle using path planning algorithms and
potential fields in order to track a target area while avoiding
obstacles. Additionally, formation control was investigated using
potential fields and a virtual structure approach separately.
Finally, analysis of communication constraints in the form of
sampling, disturbances and quantization are taken into account
and theoretical or analysis results are given. It was concluded
that the potential fields method result in an intuitive and dynamic
controller that can be used to navigate within a large-scale and
dynamic environment, as well as be used for formation control.
The virtual structure approach is more robust when dealing with
formation control, but it does not consider obstacle avoidance on
its own.

I. INTRODUCTION

Autonomous ground vehicles (AGVs) is an area which has
caught the attention of the public and the industry alike for the
past several decades. It is a field where a lot of investments are
being made, not only in basic research but also in numerous
applications within industry and government institutions. It
is estimated that more than $80 billion will be invested into
autonomous vehicles in 2018 alone [1].

Most of these investments are fueled by the prospect of self-
driving cars. Newcomers like Waymo and Tesla are competing
head to head with established automakers like Ford and GM
in the race to reach full autonomy. The systems are complex
and are dependent on advancements in multiple fields such as
sensor technology, machine learning and control theory [2],
[3].

AGV technology, however, has applications in many other
areas as well, and the vehicles appear in many shapes and
forms. AGVs are especially advantageous when doing tasks
that are either tedious, dangerous or impossible to do with
a man-operated vehicle. Among such tasks are farming and
surveillance, military operations and construction work. AGVs
also have many applications in space exploration where small
and versatile robots could explore celestial bodies without
needing to be closely monitored by humans.

This paper will approach the topic of autonomous ground
vehicles from the aspect of control, and communication be-
tween vehicles. The purpose of this project is to study an
autonomous non-holonomic differential-drive vehicle with two
wheels. The vehicle should be able to perform trajectory
tracking and obstacle avoidance as well as drive in specified
formations. Simulations are done to test how well the vehicle
performs. The performance of the vehicle will also be evalu-
ated while it is subject to certain communication constraints
such as sampling, disturbance and quantization. The ambition
of this report is to sum up a number of problems from the

Y

X

y

x

θ

Fig. 1. Model of differential drive vehicle. Figure from [4].

area of control theory that arise when dealing with this vehicle
model, and present them in a language that is on the level of
a bachelor student.

The structure of the report is as follows. In Section II math-
ematical notation used in the report is briefly explained. Then
in Section III, the vehicle model that will be used throughout
the report is presented and shown to be controllable. Further,
in Sections IV-VII a number of problems from the area of
control theory are introduced. These are all introduced with
the application of the model from Section III in mind. Then
in Section VIII we present a number of simulations with the
intention to test the theory introduced in the Sections IV-VII.
We then go on and analyze the results in Section IX. The
same section includes our reflections on the subject as a whole.
Finally our conclusions are found in Section X.

II. MATHEMATICAL NOTATION

This section describes the mathematical notation that is
going to be used throughout the paper.

A capitalized letter, such as M , typically denotes a matrix.
A boldface lowercase letter denotes a vector. In is the identity
matrix of dimensions Rn×n. || · || denotes Euclidean norm.
λi(A) denotes the eigenvalues of the matrix A. det(A) is the
determinant of the matrix A. Newton’s notation is used for
time derivatives, that is ẋ(t) is the first derivative of x with
respect to t.

III. DIFFERENTIAL DRIVE MODEL

The vehicle that is to be studied in this project is a
differential drive vehicle. A model of the vehicle can be seen in
Fig. 1. Let the center of the vehicle be the guide-point whose
generalized coordinate is given by the vector q = [x, y, θ]T . It
is assumed that the vehicle rolls without side slipping. This is
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A1: AUTONOMOUS GROUND VEHICLES

Fig. 2. Block diagram of the vehicle model in chained form as described by
(5).

equivalent to it being subject to the following non-holonomic
constraint:

ẋ sin θ − ẏ cos θ = 0 (1)

According to [4] the kinematic model for a differential drive
vehicle is then 


ẋ
ẏ

θ̇


 =



cos θ
sin θ
0


 v1 +



0
0
1


 v2 (2)

where v1 is the driving velocity and v2 is the steering velocity
of the vehicle.

A. Tracking Control Design

Since the system is not a linear system on the form

ẋ = Ax+Bu (3)

it is difficult to do direct analysis on the system. ”Given a
mechanical system subject to non-holonomic constraints, it is
often possible to convert its constraints into the chained form
either locally or globally by using a coordinate transformation
and a control mapping” [4]. This can be done with (2) which
will aid with the design of the tracking controller. In the special
case of n variables and 2 inputs, chained form is defined as
[4]

ẋ = u1, ẋ2 = u1x3, . . . , ẋn−1 = u1xn, ẋn = u2 (4)

Where x = [x1, . . . , xn]
T is the state, u = [u1, u2]

T is the
control, and y = x is the output. The model (2) can be
transformed to a system on the form of (4) in the following
way: The coordinates are transformed into

z1 = θ, z2 = x sin θ − y cos θ, z3 = x cos θ + y sin θ

and the control variables are transformed into

u1 = v2, u2 = v1 − z2v2

This results in the following equations for the kinematic model
from (2):

ż1 = v2 = u1

ż2 = z3v2 = z3u1 (5)
ż3 = v1 − z2v2 = u2

As a block diagram the system would look like Fig. 2. We
see that the system can be split up into two parts where the
second part is dependent on the state of the first part.

Now that the system is in chained form a linear model for
the tracking error can be described. We get a cascade structure
made out of two systems

ż1e = w1, y1e = z1e (6)[
ż2e
ż3e

]
=

[
0 u1d(t)
0 0

] [
z2e
z3e

]
+

[
0
1

]
w2 +

[
z3
0

]
w1, (7)

y2e = z2e

where ze = [z1e, z2e, z3e]
T = z − zd is the state tracking

error, ye = [y1e, y2e, y3e]
T = y − yd the output tracking

error, and w = [w1, w2]
T = u − ud is the feedback control

to be designed. zd,yd,ud is the desired state trajectory,
desired output trajectory and the open loop steering control,
respectively. Since the first sub-system described by (6) is of
first order it is trivial to design a stabilizing control w1 for it. A
simple negative feedback controller with constant gain can be
used. The second sub-system described by (7) then simplifies
to

[
ż2e
ż3e

]
=

[
0 u1d(t)
0 0

] [
z2e
z3e

]
+

[
0
1

]
w2 (8)

y2e = z2e

since w1 is stabilizing and assumed vanishing. It is now
possible to apply the pole placement method to find a feedback
control for the system described by (8). This method is
described in [5]. The feedback law will be designed as follows:

w2(t) = −l(t)

[
z2e
z3e

]
= −

[
l1(t) l2(t)

] [z2e
z3e

]

The poles of the system are given by its eigenvalues which
are described by the following determinant

det

(
sI2 − (

[
0 u1d(t)
0 0

]
−
[
0
1

]
l(t))

)
= det

([
s −u1d(t)

l1(t) s+ l2(t)

])
=

= s2 + l2(t)s+ u1d(t)l1(t) (9)

The system (8) is stable if and only if all the poles are within
the negative half-plane. From (9), one can see that it is always
possible by tuning the control gains l1 and l2. For example, if
we want the poles to be (−3,−3), this results in the following
stable feedback law:

l1(t) =
9

u1d(t)
,

l2(t) = 6,

w2(t) = −
[
l1(t) l2(t)

] [z2e
z3e

]
(10)

This finally results in the following feedback system:
[
ż2e
ż3e

]
=

[
0 u1d(t)
9

u1d(t)
6

] [
z2e
z3e

]
(11)

We see that the tracking controller is working as long as u1d(t)
is non-vanishing. For the case that u1d(t) is vanishing, other
tracking controllers, such as exponential time function based
controller can be used [4].
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A1: AUTONOMOUS GROUND VEHICLES

Fig. 2. Block diagram of the vehicle model in chained form as described by
(5).

equivalent to it being subject to the following non-holonomic
constraint:

ẋ sin θ − ẏ cos θ = 0 (1)
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where v1 is the driving velocity and v2 is the steering velocity
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A. Tracking Control Design

Since the system is not a linear system on the form
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This results in the following equations for the kinematic model
from (2):

ż1 = v2 = u1
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As a block diagram the system would look like Fig. 2. We
see that the system can be split up into two parts where the
second part is dependent on the state of the first part.

Now that the system is in chained form a linear model for
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T = y − yd the output tracking

error, and w = [w1, w2]
T = u − ud is the feedback control

to be designed. zd,yd,ud is the desired state trajectory,
desired output trajectory and the open loop steering control,
respectively. Since the first sub-system described by (6) is of
first order it is trivial to design a stabilizing control w1 for it. A
simple negative feedback controller with constant gain can be
used. The second sub-system described by (7) then simplifies
to

[
ż2e
ż3e

]
=

[
0 u1d(t)
0 0

] [
z2e
z3e

]
+

[
0
1

]
w2 (8)

y2e = z2e

since w1 is stabilizing and assumed vanishing. It is now
possible to apply the pole placement method to find a feedback
control for the system described by (8). This method is
described in [5]. The feedback law will be designed as follows:

w2(t) = −l(t)

[
z2e
z3e

]
= −

[
l1(t) l2(t)

] [z2e
z3e

]

The poles of the system are given by its eigenvalues which
are described by the following determinant

det

(
sI2 − (

[
0 u1d(t)
0 0

]
−
[
0
1

]
l(t))

)
= det

([
s −u1d(t)

l1(t) s+ l2(t)

])
=

= s2 + l2(t)s+ u1d(t)l1(t) (9)

The system (8) is stable if and only if all the poles are within
the negative half-plane. From (9), one can see that it is always
possible by tuning the control gains l1 and l2. For example, if
we want the poles to be (−3,−3), this results in the following
stable feedback law:

l1(t) =
9

u1d(t)
,

l2(t) = 6,

w2(t) = −
[
l1(t) l2(t)

] [z2e
z3e

]
(10)

This finally results in the following feedback system:
[
ż2e
ż3e

]
=

[
0 u1d(t)
9

u1d(t)
6

] [
z2e
z3e

]
(11)

We see that the tracking controller is working as long as u1d(t)
is non-vanishing. For the case that u1d(t) is vanishing, other
tracking controllers, such as exponential time function based
controller can be used [4].
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IV. OBSTACLE AVOIDANCE & PATH PLANNING

In this section two different methods are proposed for
making a robot move from point A to point B, while avoiding
any obstacles it detects. The first method is a programming-
based approach where the robot’s movements is decided by
a set of conditional clauses. The second method is a very
mathematical approach which uses potential fields.

A. Obstacle Avoidance Using an Algorithm

The first type of path planning involved an algorithm that
sampled unobstructed points by using its sensor in order to
proceed towards the goal. For this project, the sensor was
assumed to be a camera with wide field of view and a
proximity sensor with range longer than the robot’s size by
at least a factor of 2. The length of the robot will be named l
below, and the scanning range is thus assumed to be at least
2l. The general task was to design the algorithm such that
the robot would be able to avoid obstacles of any size and
shape, assuming it was aware of its own placement in the
environment. From the several types of algorithms proposed,
only one algorithm was fully complete, but no algorithms were
used in the final robot controller, as discussed in Section IX.

The proposed algorithm is as follows:

Pre-processing: Do this once

1) Pick a point that the robot needs to get to, call this node
pend.

2) Connect the starting node pstart with pend through a
line.

3) Along this line, create nodes l cm apart, where each node
has data pointing to the next node. Call those node ”path
nodes”.

Query processing: Repeat until the goal is reached

1) If the robot is at a path node and an obstacle is not
detected, proceed to move to the next path node.

2) Else, if an obstacle has been detected:
a) Turn α◦ to the left and move l cm forward.
b) If there is an obstacle still, go to a). Else: turn α◦

to the right.
i) If there is no obstacle now, move l cm forward.

ii) If there is an obstacle, go to b).
iii) If the robot can move to a path node without

an obstacle in between, move to that node.

B. Obstacle Avoidance Using Potential Fields

A more dynamic way to make a robot drive to a predeter-
mined goal while avoiding obstacles is to model the robot as
a point mass in a potential field. In this field the robot will
always try to move to a spot with lower potential. The goal is
modeled as a point of low potential and the obstacles in turn
are modeled as points of high potential. The negative gradient
of the potential field will give the virtual forces acting on the
robot. Points of high potential will create a repelling force on
the robot as it is approaching it while the robot is drawn to

points of lower potential. The control inputs to the robot are
then described as functions of these forces, which in turn will
make the robot drive away from obstacles as well as move
towards the goal. The methods that will be used here can be
found in [6].

A simple and commonly used function for attractive poten-
tial is

Uatt(q) =
1

2
ξ||q − qgoal|| (12)

where q = [x, y]T are the Cartesian coordinates of the vehicle,
qgoal are the Cartesian coordinates of the goal, and ξ is a
positive scaling factor. This the function that has been used in
this thesis. The negative gradient of (12) gives the attracting
forces on the robot

F att(q) = −∇Uatt(q) = ξ(qgoal − q) (13)

That is, the attracting force is simply the difference between
the robots position and the position of the goal, scaled by some
positive real number ξ.

The potential field function for the repelling force from the
obstacles can be chosen as

Urep(q) =

{ 1
2η(

1
||q−qobs||

− 1
ρ0
)2 ||q − qobs|| ≤ ρ0

0 ||q − qobs|| > ρ0
(14)

where q is the same as in (12), qobs are the coordinates of
the obstacle, and ρ0 is the radius of influence of the obstacle
(seen as the detection distance of the robot’s sensors). η is a
positive real number. The function Urep(q) is non-negative for
all q and approaches zero when ||q − qobs|| approaches zero.

With the potential field given in (14) the repelling force
F rep(q) can be formulated as the negative gradient of the
potential field

F rep(q) = −∇Urep(q) =

=

{
η( 1

||q−qobs||
− 1

ρ0
)2 (qobs−q)

(||q−qobs||)
3
2

||q − qobs|| ≤ ρ0

0 ||q − qobs|| > ρ0
(15)

From [6] we get that the control input u for the vehicle can
be related to the desired trajectory in the following way

u = G#(x)ẋd = [GT (x)G(x)]−1GT (x)ẋd (16)

where G(x) is the matrix of the kinematic model and xd is the
desired trajectory of the vehicle. G#(x) is the pseudo-inverse
of the matrix G(x). In the case where the kinematic model is
as in (2) and the coordinate system is the one of Fig. 1, G(x)
and xd will be the following

G(x) =



cosθ 0
sinθ 0
0 1


 ,xd =



xd

yd
θd


 (17)

Using (16) and combining it with (17) in turn results in
the following relation between control inputs and desired
trajectory

u =

[
u1

u2

]
=

[
ẋd cos θ + ẏd sin θ

θ̇d

]
(18)
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The repelling force F rep(q) can be related to the desired
trajectory variables as shown in the following two equations

[
ẋd

ẏd

]
= k1F rep(q) = k1

[
Fx(q)
Fy(q)

]
(19)

and

θ̇d = k2

(
θ − arctan

(
Fy(q)

Fx(q)

))
(20)

where k1, k2 ∈ Z. Combining Equations (18), (19) and (20)
results in

u =

[
u1

u2

]
=

[
k1 (Fx(q) · cos θ + Fy(q) · sin θ)

k2

(
θ − arctan

(
Fy(q)
Fx(q)

))
]

(21)

which describes the control input to the robot from a single
obstacle. The total control input to the robot as a result of all
obstacles will be the sum

utot = u1 + u2 + ...+ um

from all the m number of obstacles which are closer to the
robot than distance ρ0.

V. SAMPLING

So far the control inputs to the system have been able to
update in real time. In a real world application however, the
control input is implemented in a digital platform and will
thus be subject to sampling. Therefore, we will now consider
how to maintain stability for the system in the case where the
control inputs to the robot only can be updated every multiple
of a time interval T . The argumentation in this section is
derived from [7].

Consider the system in (5). Let

x0 = z1, x =

[
z2
z3

]

so that the system described by (5) becomes

ẋ0 = u1 (22)

ẋ = Ax+ bu2 =

[
0 u1

0 0

]
x+

[
0
1

]
u2 (23)

A. Definition of Stability

To say that the system is stable under sampling we first
have to define stability. In this case stability means that for
any given initial state x(t0), one has

lim
t→∞

||x(t)|| = 0, (24)

which we call asymptotic stability. During the sampling period
[kT, (k + 1)T ] u1 and u2 are assumed constant. That is, the
value of u1 and u2 are assumed to update instantaneously, and
it happens at the sampling instants.

B. Design of Feedback

Consider now the second system, described by (23). Its
impulse response can be written as

x(t) = eA(t−kT )x(kT ) + (

∫ t

kT

eAσbdσ)u2(kT ) (25)

Evaluated at t = (k + 1)T the expression can be rewritten as

x((k + 1)T ) = Âx(kT ) + b̂u2(kT ) (26)

where

Â = eAT =

[
1 u1(kT )T
0 1

]
(27)

b̂ =

∫ T

0

eAσbdσ =

[
T 2

2 u1(kT )
T

]
(28)

Now introduce the transformation

H(k) =

[
u1(kT ) 0

0 1

]
, J =

[
0 1
0 0

]
(29)

The transformation is introduced so that we get a system that
is time-invariant during the sampling period and thus rendering
it simpler to find the conditions that make up a stable feedback
law. This is shown now.

Equations (27) and (28) can be rewritten as

Â = H(k)−1eJTH(k) (30)

b̂ = H(k)

∫ T

0

eJσbdσ (31)

and the coordinates can be transformed into

x̄((k + 1)T ) = H(k)−1x(kT ) (32)

The whole system can then be rewritten as

x̄ = Āx̄(kT ) + b̄u2(kT ) (33)

Where

Ā =

[
u1(kT )

u1((k+1)T ) 0

0 1

]
eJT = H(k + 1)−1ÂH(k) (34)

b̄ =

[
u1(kT )

u1((k+1)T ) 0

0 1

]∫ T

0

eJσbdσ = H(k + 1)−1b̂ (35)

The system described by (33) is time-invariant under the
assumption that

u1(kT )/u1((k + 1)T )

is a constant, which holds in the interval [kT, (k + 1)T ]
according to the assumptions made previously.

We are now ready to design the feedback laws. The first
system described by (22) is a simple first order linear system.
The feedback law is simply given as

u1(kT ) = −k1x0(kT ), k1 > 0 (36)

Using the above expression and the assumptions about u1, u2

being constant during a sampling period, we can formulate the
following relation:

x0((k + 1)T )− x0(kT )

T
= u1(kT ) = −k1x0(kT )
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⇒ x0((k + 1)T ) = (1− k1T )x(kT )

for which |1 − k1T | < 1 has to be true for stability. That is
0 < T < 2/k1. For example, k1 = 1, T = 1/2 would be a
stable scenario.

For the second system, described by (33) we design the
following feedback law

u2(kT ) = −k2x̄(kT ) = −k2H(k)−1x(kT ) (37)

Combining Equations (33) and (37) results in the following
equation

x̄((k + 1)T ) = (Ā− b̄k2)x̄(kT ) (38)

For this to be a stable system, the condition

|λi(Ā− b̄k2)| < 1

has to hold. For example, if k1 = 1, T = 1/2 then

k2 =

[
3
2

]

is one stable choice for k2. The results above are summarized
as follows.

Given a differential drive vehicle described by

ẋ0 = u1 (39)

ẋ = Ax+ bu2 =

[
0 u1

0 0

]
x+

[
0
1

]
u2. (40)

The sampled data controller is given by

u1(kT ) = −k1x0(kT )

u2(kT ) = −k2H(k)−1x(kT ). (41)

If the control gains k1, k2 and the sampling interval T satisfy

k1 < 0, |1− k1T | < 1, |λi(Ā− b̄k2)| < 1. (42)

Then, the system (39) is asymptotically stable. Here Ā and b̄
are the results of the transform

H(k) =

[
u1(kT ) 0

0 1

]
, J =

[
0 1
0 0

]
(43)

Ā =

[
u1(kT )

u1((k+1)T ) 0

0 1

]
eJT = H(k + 1)−1eATH(k)

(44)

b̄ =

[
u1(kT )

u1((k+1)T ) 0

0 1

]∫ T

0

eJσbdσ =

∫ T

0

eAσbdσ. (45)

C. Sampled Controller in Original Coordinate System

The controller (41) is written in terms of the chained form
transformation (5). We can easily rewrite the controller in
terms of the original control inputs v1, v2 and the original
coordinate system with variables x, y, θ, that is the system in
(2). We apply the transformation (41) backwards and end up
with

v1 = (
k21
k1θ

− k1θ)(x sin θ − y cos θ)− k22(x cos θ + y sin θ)

v2 = −k1θ (46)

where x, y, θ all are functions of time.

VI. DISTURBANCES AND QUANTIZATION

This part of the project was meant to investigate the effects
of disturbances and quantization and evaluate how robust the
designed controllers are in the presence of communication
constraints. The first method tested involved randomly de-
tecting obstacles for one detection cycle with a pre-defined
chance. Next, the robots margin of error was tested by adding
a constant error to the position of detected obstacles, oriented
in different directions. A range error was also introduced so
that obstacle detection range was severely shortened. All the
disturbances were tested simultaneously as well as indepen-
dently.

Quantization is the issue of a digital measurement round-
ing analog inputs. This simulation intended to recreate what
would happen if the computational options of the robot were
severely limited, and how much of an error such a disturbance
would induce. Quantization was applied in two instances: by
rounding the detection range of how close the robot was to an
obstacle, and by rounding how detailed the force calculations
were. Both of these obstructions intend to limit the robot’s
ability to use computations precisely.

VII. FORMATION CONTROL

The problem of making a group of robots follow a desired
trajectory, while also keeping a specified geometric formation,
is called formation control. In this section two different meth-
ods are proposed for formation control. The first method uses
potential fields, a method which has already been mentioned
previously in the paper. The second method for formation
control models the formation as a virtual structure.

A. Formation Control Using Potential Fields

Implementation of this version of formation control is
straightforward and an iteration of previous work. By utilizing
the potential field controller, it is possible to manipulate the
way the robot navigate the track by adding a non-stationary
goal. Instead of placing the attracting goal at the end of
the track, the goal is placed in relation to another robot.
Additionally, robots are modeled as moving obstacles to each
other so that if the robots get to close to each other they
are repelled. This enables the robots to hold a formation
specified by the goal placement. Two types of formations
were tested: a platooning approach where the robots moved
in a straight line and followed the robot in front of it, and a
leader-follower approach where two robots attempted to form
a triangle in relation to a leader robot. Obstacle avoidance
was still active for all robots, and therefore it was possible
for obstacle avoidance to occur in tandem with this type of
formation control.

B. Formation Control Using Virtual Structure

The idea of the virtual structure approach for formation
control is to introduce a virtual robot with the same kinematics
as the actual robots. This virtual robot is set to follow a
desired trajectory. The robots are then related to the position
of the virtual one to form a geometric shape as they follow
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Fig. 3. Desired position of robots in relation to the virtual structure for a
given formation shape.

the desired trajectory. This is arguably a better approach than
making one of the robots into a leader in the formation, since
such an approach is completely dependent on the previous
robots. If a leader robot would fail, the whole formation would
fail, while the virtual structure approach allows for greater
robustness and reliability.

In this paper we will present the more general case of
formation control using the virtual structure approach for n
vehicles with the kinematic model (2), presented in Section
III. Then a kinematic control law originally proposed in [8] is
presented. For a proof of the stability of this control law we
refer to the same paper, [8]. We will then simulate a special
case using a formation of three robots in a equilateral triangle.
The results of these simulations are shown in Section VIII.

1) Virtual Structure for Differential Drive Vehicle: Con-
sider n identical differential drive robots with kinematic model
(2). The equation for the kinematic model is repeated here for
clarification:

qi =



ẋi

ẏi
θ̇i


 =



cos θi
sin θi
0


 vi +



0
0
1


ωi (47)

In (47) qi = [xi, yi, θi]
T are the state variables, vi, ωi is the

forward velocity and the angular velocity respectively for robot
i. We now introduce an additional virtual robot with the same
kinematics as the other ones. This one will form the virtual
center of the formation. The desired position and orientation
of the other robots are then related to the coordinates of the
virtual center using vectors pi = (pxi, pyi)

T . See Fig. 3 for an
example case. The desired trajectories (xd

i , y
d
i ) of the robots

are therefore

xd
i = xd

vs + pxi cos θ
d
vs − pyi sin θ

d
vs

ydi = ydvs + pxi sin θ
d
vs + pyi cos θ

d
vs (48)

where (xd
vs(t), y

d
vs(t)) is the desired trajectory of the virtual

structure. θdvs and θdi follow from the non-slip constraint (1)
and (xd

vs, y
d
vs) or (xd

i , y
d
i ) respectively. To clarify, (1) can be

rewritten as

θ = arctan

(
ẋ

ẏ

)
(49)

2) Definition of Control Problem: For the formation control
problem to be solved the following needs to hold asymptoti-
cally

(
xi(t)
yi(t)

)
−
(
xd
i (t)

ydi (t)

)
=

(
0
0

)
, i = 1, . . . , n (50)

This stability problem can be reformulated in terms of error
variables [xe

i , y
e
i , θ

e
i ]

T . According to [8] this can be done in
the following way: First we formulate equations for the desired
velocities for the individual robots

vdi =
√
(ẋd

i )
2 + (ẏdi )

2, ωd
i =

ÿdi ẋ
d
i − ẍd

i ẏ
d
i

(ẋd
i )

2 + (ẏdi )
2

(51)

The components are obtained by differentiating (48). The
desired velocities for the virtual structure, vdvs and ωd

vs, are
calculated using the same formula, but in that case it is
(xd

vs(t), y
d
vs(t)) that should be differentiated. For stability to

be achieved we assume that vdvs and ωd
vs are bounded. Then

[8] defines the error variables of robot i as

xe
i

yei
θei


 =




cos θi sin θi 0
− sin θi cos θi 0

0 0 1





xd
i − xi

ydi − yi
θdi − θi


 (52)

Lastly, the time derivate of (52) can be shown to be

ẋe
i = ωiy

e
i − vi + vdi cos θ

e
i

ẏei = −ωix
e
i + vdi sin θ

e
i i = 1, . . . , n (53)

θ̇ei = ωd
i − ωi

The formation control problem is formulated as the require-
ment to render the time derivatives of the errors (53) globally
asymptotically stable.

3) Control Law: One kinematic control law that satisfies
the control problem above is the following one presented in
[8]

vi = vdi + cxi x
e
i − cyi ω

d
i y

e
i

+
∑
j∈Ni

c̃xij(x
e
i − xe

j)−
∑
j∈Ni

c̃yijω
d
i (y

e
i − yej ) (54)

ωi = ωd
i + cθi θ

e
i +

∑
j∈Ni

c̃θij(θ
e
i − θej )

where cxi , cyi and cθi are positive constants indicating gain. It
is the coupling terms inside the summation signs that makes
the robots aware of each other. Removing these terms would
simply make the robots track the virtual center. The function
of the coupling terms are to put the robots back in formation
in the case when some of them are moved out of position. We
will now explain these coupling terms in detail.

Suppose we have an adjacency matrix aij corresponding
to a communication graph for the formation. For example, if
the formation is the one in Fig. 3 the communication graph
indicating the neighbors of each robot could look like the left
picture in Fig. 4 and its adjacency matrix would be the table
to the right in the same figure. Note that it is not necessary or
even desirable to connect all the robots to each other in the
graph. Connections may be left out. Continuing, Ni in (54)
denotes the set of indexes of neighbors of robot i ∈ {1, . . . , n}.
That is Ni = {j ∈ {1, . . . , n}|j �= i, aij �= 0}. For example,



17

A1: AUTONOMOUS GROUND VEHICLES

Fig. 4. A communication graph and its corresponding adjacency matrix aij

in the case shown in Fig. 4, N1 = {2, 3}. Finally, the gains
c̃xij , c̃

y
ij , c̃

θ
ij < 0 are chosen so that c̃xij = c̃xji and c̃yij = c̃yji.

If the control law in (54) is used and if the gains are chosen
in this way the formation control problem is satisfied. This is
proven in [8].

VIII. SIMULATIONS

In this section simulations related to the theory discussed in
Sections IV-VII are presented. The simulations are presented
in the same order as their corresponding theoretical section.
For each subsection the simulations are explained and its
connection to the theory pointed out. In the end the results
are presented.

A. Simulations Related to Potential Fields

Here, simulations related to the use of potential fields are
presented. The simulations use the kinematic vehicle model
(2) in combination with the control law (21) given in Section
IV-B, as well as the attracting force (13) and the repelling
force (15). For these simulations, the constants introduced in
Equations (13), (15) and (21) were set to

ξ = 1, η = 8, k1 = 1, k2 = 4 (55)

The robot is assumed to occupy an circular area of radius 0.5.
The obstacles are simulated as boxes of side length 0.6. The
robot is assumed to to have sensors which can detect obstacles
up to an radius of 3 away from the robot, that is ρ0 = 3 in
(15). In all simulations the robot was simulated as traveling
in the left to right direction on a path of width 8; the length
of the track, the number of obstacles as well as the positions
of the obstacles has been varied.

First a simulation without any obstacles was made. This was
done to verify the trajectory tracking controller. The robot was
made to follow a sinusoidal path. The path following was done
by updating the goal coordinates qgoal for Equation 13 as the
robot reached within a distance of 1 of it. The desired path is
given by y = 2 sin(x). The results can be seen in Fig. 5.

Next, obstacles were added. In this simulation two obstacles
are added at x, y coordinates [4,−1]T and [6, 2]T . The track
is made to be of length 10. The final goal is at [10, 0]T . Fig.
6 shows the result of this simulation.

B. Simulations Related to Sampling

In this subsection simulations related to the sampled data
controller, discussed in Section V, are presented. The simu-
lations are intended verify the theory presented there. This

Fig. 5. Simulation of robot following trajectory of a sinusoidal function.
Dashed line shows function f(x) = 2 sinx.

Fig. 6. Simulation of robot finding its way through a course with obstacles,
using potential fields.

is done by simulating a differential drive vehicle with the
sampled data controller (46) using a few different values for
the gains and sampling period. For comparison, the same
controller with a real-time feedback is also tested and plotted
in the same graph as its corresponding sampled version.

1) Stable Case: In this case the parameters are set to be
the same as the example values given in Section V, that is

T =
1

2
, k1 = 1, k2 =

[
3
2

]
(56)

The starting position of the vehicle is set to be q0 =
[10, 1, π/2]T . In Fig. 7 x, y, θ has been graphed separately
as functions of time for this case. We see that the robot is
stable since all parameters (x, y, θ) tends towards zero.

2) Unstable Case: In this case the parameters are just
slightly changed from the previous case, to render a scenario
which according to the discussion in V-B should be unstable.
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Fig. 7. x(t), y(t), θ(t) for the sampled controller with parameters according
to (56), as well as the real-time version of the controller. q0 = [10, 1, π/2]T .

The parameters are set to be

T =
1

2
, k1 = 1, k2 =

[
5
2

]
(57)

where one of the components of k2 has been amplified.
Like before, the starting position of the vehicle is set to be
q0 = [10, 1, π/2]T . In Fig. 8 (x, y, θ) have been graphed
separately as functions of time for this case. We see that the
robot is unstable since not all of the parameters (x, y, θ) tend
towards zero. In this case the robot’s x-coordinate oscillates
uncontrollably.

C. Simulations Related to Disturbances And Quantization

Randomly detecting fake obstacles for one detection cycle
didn’t change the robot’s performance at all due to the robot’s
deceleration not being potent enough. This meant that if the
robot was instructed to brake due to the obstacle, the obstacle
would essentially be gone before the next cycle. The random
disturbance only got noticeable when the random chance
approached 20%, which resulted in the vehicle stopping and
turning unpredictably. The robot performed remarkably well
when testing the margin of error and cleared the test courses
with up to 20 cm error in a random direction. The range error
did not impact the robot much at all, due to the potential
function being strong when the robot gets close to an obstacle,
and in that way it avoided any unwanted collisions.

In the two instances of quantization, limiting detection range
and limiting how detailed the force calculations, the tests were
done in a linear escalating manner. In the final test case, the
robots detection range was rounded to the nearest decimeter
and the force was rounded to one decimal. This averaged to
around 2.5% error in virtual forces and 3 cm in distance error
when the vehicle was close to an obstacle. As previously noted,
the robot was assumed to be 10 cm in length.

D. Simulations of Formation Control Using Potential Fields

The potential field controller was used as described in
section VII. Two types of formations were tested: Platooning,
where the robots attempt to follow the previous robot, and a
triangle shape, where the robots strive to form a triangle in
relation to the first robot. For platooning, the goal of each
robot was placed two decimeters left of the previous robot
to form a chain of three robots. For the triangle formation,
the goals of two following robots were placed two decimeters
diagonally on each side behind the leader robot.

The platooning tests worked well with obstacles, but the
triangle formation wasn’t able to navigate obstacles while
keeping the formation. Neither controller retains the original
formations very well when changing trajectory due to the way
the goal is placed, but the robots traverse through the courses
with remarkable reliability. Fig. 9 shows a snapshot of how
each robot tries to navigate to a point near the robot in front of
it, while still avoiding obstacles. Fig. 10 also shows how the
triangle formation assembled in the simulation and highlights
an issue with this method which will be discussed in Section
IX.
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Fig. 8. x(t), y(t), θ(t) for the sampled controller with parameters according
to (57), as well as the real-time version of the controller. q0 = [10, 1, π/2]T .

Fig. 9. Straight line formation control using goal placement. Each X shows
the goal of a following vehicle. The axes represent length in decimeters.

Fig. 10. Transition to triangle formation control using potential field goal
placement. Each X shows the goal of a following vehicle. The displacement
between robots and goals is explained in Section IX.

During the simulations, it was also noted that this system
can have a long response time due to the slow nature of
moving potential fields. To attempt minimizing this problem,
the attracting force of any moving goals was amplified with a
factor ranging from 1.5 to 6. Modifying the force resulted in
a tighter formation up to the maximum value of 6, but after
this the robots were more erratic and unpredictable in their
behavior.

E. Simulations of Formation Control Using Virtual Structure

Here simulations related to the virtual structure approach
of doing formation control will be presented. The purpose of
these simulations are to verify that the controller (54) fulfills
the control problem stated in Section VII-B, that is that it
renders (53) asymptotically stable. Furthermore, it should also
perform better at keeping the formation when the formation
is subject to perturbation. In these simulations the control
parameters were set to the values in Table I. The desired
trajectory of the virtual structure was set to

xd
vs(t) = 0.05t− 1.2

ydvs(t) = 0.1 cos(0.3t) + 0.2t− 0.7 (58)
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TABLE I
CONTROL PARAMETERS USED IN SIMULATIONS

cxi = 1 cyi = 30 cθi = 0.5
c̃xij = 5 c̃yij = 30 c̃θij = 0.1

xd
vs(t), y

d
vs(t) are assumed to be in meters and t in sec-

onds. The desired shape of the formation is set to be
an equilateral triangle where the vectors indicating the co-
ordinates of the corners of the triangle are set to be
p1 =

(
−0.15,−0.15/

√
3
)T

, p2 =
(
0.15,−0.15/

√
3
)T

, p3 =(
0, 0.3/

√
3
)T

where the units are in meters. The sides of the
triangle have length 0.3 m. All the simulations are run for 30
s. The initial positions of the vehicles were set to the following
coordinates for all simulations

q0
R1

=



−1.3
−0.6
0.3


 , q0

R2
=



−1.2
−0.7
0


 , q0

R3
=



−1.1
−0.8
−0.5


 (59)

In these simulations the graph shown in Fig. 4 was used.
In the case of a disconnected graph, a fully disconnected
graph was used where no communication at all between robots
occurred.

Results from two different simulations are shown here. In
the first simulation a connected communication graph was
used. One of the robots was perturbed by moving it −0.2
m in the y-direction at t = 5 s. In Fig. 11 the positions of
each robot is shown at four different time instances; at t0,
slightly before the perturbation; at t = 4 s; at the time of
perturbation t = 5 s; and finally at t = 30 s. At the time of
the perturbation, the state of the formation in case it would
not have been disturbed is indicated with a red dashed line.
Fig. 13 shows the path of the robots in the plane for the same
simulations.

The second simulation shown in this section is the case
of a disconnected communication graph. All parameters are
exactly the same as in the previous simulation. Fig. 12 shows
the position of each robot at four different time instances.

IX. DISCUSSION

The implemented simulations performed as the theoretical
material suggested. Virtual forces and potential fields is a
simple yet brilliant way of letting a robot autonomously
calculate how to approach a goal, without having any detailed
knowledge of what the operating environment looks like. Po-
tential fields also appeared to be vastly superior to sequential
path planning due to the robot moving smoother with this
method and the ability to handle moving obstacles.

The realistic application of formation control may not seem
obvious at first glance. As most robots are small and can only
observe objects from one angle, formation control can enable
much quicker and more reliable 3D analysis of objects. A
great application for this would be planet exploration, where
a formation of robots can quickly analyze and scan an area
or formation instead of letting one vehicle drive around it.
Applications closer to Earth might involve surveillance robots
that monitor changes to an area or synchronized search and

Fig. 11. Formation using virtual structure approach, connected communica-
tion graph. Robot 3 is disturbed at t = 5. Shape of formation shown at four
different time instances.

Fig. 12. Formation using virtual structure approach, disconnected communi-
cation graph. Robot 3 is disturbed at t = 5. Shape of formation shown at
four different time instances.

rescue missions where a single robot would simply take too
much time.

A. Path Planning Algorithm

When evaluating the path planning algorithm, it might
be noted that the proposed algorithm is very similar to
autonomous vacuum cleaners, usually called Roombas. This
was a subconscious design decision, yet not unexpected since
that algorithm has the same goal of being able to get around
any obstacle. The Roomba movement is also easy to apply
to a two-wheeled robot. To improve the algorithm further, it
should be noted that the angle α can be altered depending
on the robot’s turn ratio. If the robot has a slow turn ratio,
the angle can be decreased to do less turning checks and the
driving length between turning checks can be increased to 2l.
Another thing that can improve the algorithm is if we assume
the robot can see obstacles to its side, in which case it could
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Fig. 13. Formation using virtual structure approach, connected communica-
tion graph. Path of robots are plotted in x,y-plane. Robot 3 is disturbed at
t = 5.

turn back only if it detects no obstacle is there, saving time.
The proposed implementation works, but is not optimal, and
thus the final robot would more beneficially use potential fields
when navigating.

B. Obstacle Avoidance Using Potential Fields

Being the focal point of this project, potential fields have
proven to be a remarkable tool for dynamic obstacle avoidance.
This part is what taught us the most, and deserves an incredibly
positive ovation. While potential fields may not be very well-
known to people not affiliated with autonomous engineering,
the application of such a technology is something that can
potentially impact everyone. Not only can potential fields be
implemented on ground vehicles, but it can be used for aerial
vehicles too, which enables a whole realm of possibilities [9]
[10]. This method will also have huge advantages in space
planet exploration and underwater cave mapping, where a
bunch of small robots might map an area in a matter of hours.

The simulations went really well as soon as we got the
code working, but a few problems were encountered along
the way. The biggest issue in the beginning was trimming
all coefficients so that the vehicle could move successfully.
Setting the repulsive force coefficient too high, for example,
could make the vehicle behave erratic when getting closer
to obstacles. In other instances, when the robot was driving
around an obstacle and got too close, the repulsive force
applied could result in the robot ”slipping” sideways. This
was, as mentioned, fixed by establishing better coefficients,
which in this case meant lowering their magnitude. Later on, a
problem was discovered where the robot sometimes would get
stuck if it was placed perpendicular to the goal, and the robot
would move forward and backward in a rocking motion. Due
to the structure of the test stages putting the goal in front of the
robot, this was not noticed until the potential field formation
control was introduced. It did, however, not prove a problem
as the robots would stand very close to their goal at this point
and could just as well stop.

C. Sampling

We see that the gain of the system, and in turn the speed of
the system, is limited by the sampling period. The simulation
results clearly show the instability of the system when the gain
is chosen to be too large. In the simulations done in Section
VIII-B the robot started to oscillate uncontrollably around the
x-coordinate when the gain was too large. In other conditions,
something else could become unstable.

In real-world applications sampling is inevitable. The
robot’s sensors collect data which is then processed to give
the system an understanding of its surroundings. The robot
can then act upon that information. In real-life applications
the stream of information can never be continuous. It is
limited by processing speeds, speed of data transmission etc.
The compromise between sampling period and speed is a
unavoidable part of any real-world application. Therefore,
sampling is a communication constrain that is important to
understand.

D. Quantization and disturbance

Disturbances will most likely be a small concern when
working with small autonomous ground robots, as this project
focuses on, as most of those projects are done indoors. While
several findings were interesting, such as the resilience to
random detection errors, it would be much easier to solve those
problems with a software approach. To explain further, the idea
with this disturbance was to simulate dust, rain or snow that
may be picked up by the sensors once, but not more. This
problem is present in some autonomous cars such as Tesla’s
and Google’s [11], due to them using cameras for detection,
but the problem is easily fixed with the use of a Lidar. With
Lidar, engineers can successfully program the car to ignore
singular instances of detected obstacles, as the chances of a
snowflake appearing in the exact same spot twice in a row are
incredibly small [12].

Regarding quantization, there isn’t a lot to evaluate. Raising
the quantization count for detection distance further didn’t
make sense, as detection errors larger than the robot itself are
deemed unlikely. Despite that, even rounding to the nearest 10
meters will not change the behavior at all because anything
below 5 meters will be rounded down to 0, and thus always
make the obstacle be in range while ρ0 is below the rounding
threshold of 5. This would be different if the robot registered
the location of obstacles as they came into vision, like a
real robot would, but that is out of scope for this project.
Additionally, rounding the force more than already done would
be unrealistic for modern robots, as even the simplest systems
today definitely can handle three-digit calculations.

E. Formation control

The hardest part of this project was undoubtedly formation
control. While goal placement was easier to implement, it
was not sufficient for avoiding obstacles and would adapt too
slowly to be viable. Goal placement does however work well
for platooning and other movement where the formation is less
important and the synchronous movement is in focus instead.
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If studying Fig. 10, it’s also evident that this type of control
has another flaw: the trailing robots can’t keep up with the
leader one due to the leader reaching it’s maximum velocity,
which the trailing vehicles can’t exceed. Such problems can,
of course, likely be adjusted by software.

The proposed virtual structure approach fared much better
when the primary goal was to sustain a formation while fol-
lowing a trajectory. As the simulations in Section VIII-E show,
the virtual structure approach coped well with maintaining the
formation even though the robots were subject to perturbation.
That is, in the case when communication between the robots
was part of the control law. However, as is, the virtual structure
approach has no way of avoiding obstacles. To do that it would
have to combined with some other method. How well it would
cope with the multiple tasks of trajectory tracking, formation
control and obstacle avoidance has not been tested in this
project.

F. Expanding the project

To further expand the robot’s ability to navigate unknown
environments, an investigation into the software could prove
beneficial. Instead of relying completely on potential fields, a
robot could alter the constants and methods of the potential
field implementation in order to better fit the needs of the
current environment. For instance, if the robot wanted to
navigate at higher speeds, it could regulate its speed depending
on obstacle density and maintain a higher speed when there
are fewer obstacles nearby, and thus a lower chance of having
to suddenly adjust its trajectory. A robot could also implement
other dynamical fields, such as rotational flux fields, to make
the trajectory go around an obstacle instead of just away from
it.

The path planning algorithm can, instead of being indepen-
dent of the other methods, expand upon the potential fields
solution. This will be necessary in very complex environments
where the robot can risk getting stuck, and an algorithm could
help it progress. One such area would be a labyrinth with
tight spaces, where a potential function like the one proposed
wouldn’t help the robot navigate very well, and only make
it avoid bumping into walls. A path-finding robot could also
calculate if it has visited a specific area before, and as a result
add artificial obstacles there to make sure it doesn’t revisit any
locations and run in an endless loop.

It would also be beneficial to implement the system on a real
robot instead of a theoretical model, as this tests the hypothesis
in a more interesting way. Since most of the test cases in this
paper are theoretical, it is possible a real-world model might
behave differently; especially when registering obstacles since
it doesn’t have access to the absolute Cartesian coordinates of
neither the obstacles nor itself.

X. CONCLUSION

Using potential fields, an intuitive and dynamic controller
can be designed for a vehicle in order to safely traverse
an area with obstacles. Path planning algorithms is another
alternative method which could be used where a potential field
controller isn’t viable, such as an area with small margins

between obstacles. Formation control works very well using
the methods described in the paper, and can be implemented
with the methods explored.

ACKNOWLEDGMENT

The authors would like to thank their project mentor Pian
Yu for her help and guidance throughout the project.

REFERENCES

[1] C. F. Kerry and J. Karsten, “Gauging investment in self-driving cars,”
Oct 2017. [Online]. Available: https://www.brookings.edu/research/
gauging-investment-in-self-driving-cars/

[2] L. Xu, Y. Wang, H. Sun, J. Xin, and N. Zheng, “Design and imple-
mentation of driving control system for autonomous vehicle,” in 17th
International IEEE Conference on Intelligent Transportation Systems
(ITSC), Oct 2014, pp. 22–28.

[3] A. Davies, “What is a self-driving car? the complete wired
guide,” Mar 2018. [Online]. Available: https://www.wired.com/story/
guide-self-driving-cars/

[4] Z. Qu, Cooperative Control of Dynamical Systems Applications to
Autonomous Vehicles, 1st ed., 2009, pp. 18–20,82–84,118.
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High Level Motion Planning for a Robot
Mustafa Adnan and Mikael Kvist

Abstract—With high level motion planning a robot can be
told what to do. The robot could be ordered to do tasks we do
not want to do ourselves, such as cleaning, or to do tasks in
dangerous situations or even to explore new planets. The goal of
this project was to construct a framework that returns a plan for
a robot based on a description of the environment and a given
task. The given task is expressed in linear temporal logic (LTL).
The framework was constructed by using a transition system
describing the environment and an automaton constructed from
the task. The plan returned from the framework is discrete way
points which the robot can follow and fulfills the given task.
Simulations have been done which show that the framework
works as expected.

I. INTRODUCTION

Autonomous systems in robotics are becoming more com-
mon in our society. Autonomous robots are designed to be
able to preform their tasks with as little human intervention
as possible, which simplies our lives. There are many examples
of autonomous robots such as vacuum cleaners, lawn movers,
delivery robots and self-driving cars. In order for the robots to
perform their tasks correctly, according to given conditions,
a framework is needed. The tasks a robot can have may
vary, e.g. visit every room in a building. A language, in
which high level tasks can be expressed, is linear temporal
logic. In linear temporal logic (LTL), logical propositions are
described in linear time. Examples of tasks are that the robot
should eventually visit room 1 or to never visit room 2. This
means that the proposition, “the robot is in room 1”, can
vary with time. It is False when the robot is in room 3
but is True when, in different time occasion, the robot is
in room 1. The aim of this project is to study and learn about
high level motion planning for a robot. This will be done by
constructing a framework which returns a plan for the motion
of the robot in a given environment. The framework will return
the shortest sequence of states, i.e. rooms, which satisfies a
task. The report starts by introducing the subject, followed by
necessary definitions and theorems. Later, the construction of
the framework is explained and figures of the simulations are
shown. After that, the discussion of the results is done followed
by a discussion of future work and a reflection about the future
of mobile robots in society. At the end the conclusions are
presented.

II. BACKGROUND

The theory and background information of transition sys-
tems, linear temporal logic, büchi automaton and automata
product will be explained below.

A. Transition system
A transition system can be used as a mathematical model

that describes the environment.

1) Definition of transition system: A transition system is
defined, in [1, p. 20] and [2, p. 6], as a tuple TS =
(S,Act,−→, I, AP,L), where

• S is a set of states,
• Act is a set of actions,
• −→⊆ S ×Act× S is a transition relation,
• I ⊆ S is a set of initial states,
• AP is a set of atomic propositions and
• L : S → 2AP is a labeling function.
TS is called finite if S,Act and AP are finite. A transition

relation from state s to state s′ with action α can be written as
s

α−→ s′ or (s, α, s′) ∈−→. The labeling function L assigns
each state a set of atomic propositions, L(s), which is satisfied
in that state. L(s) is a set in the power set of all atomic
propositions, 2AP [1, p. 21].

2) Example: A transition system can be constructed from
a couple of rooms, seen in Fig. 1. We choose to divide the
environment into 4 states: room 1 (R1), room 2 (R2), room 3
(R3), and the corridor (C). The robot starts somewhere in the
corridor. For a given action ai the robot can move between
the states and is described by the transition relation −→. In
this example, the atomic proposition ri states that “the robot
is in Ri”.

TS =(S,Act,−→, I, AP,L)

S ={R1, R2, R3, C}
I ={C}

Act ={a11, a22, a33, acc, a1c, ac1, a2c, ac2, a23, a32}
−→={(R1, a1c, C), (R2, a2c, C), (C, ac1, R1),

(C, ac2, R2), (R2, a23, R3), (R3, a32, R2),

(R1, a11, R1), (R2, a22, R2)(R3, a33, R3), (C, acc, C)}
AP ={r1, r2, r3}

L(R1) ={r1}, L(R2) = {r2}, L(R3) = {r3}, L(C) = ∅

We state that there are actions but they are not determined,
e.g. there is an action a1c corresponding to the transition for
a robot between the state R1 and C. For the action to be
determined the dynamics of the robot must be considered. As
noted the states are the rooms and the labeling of each room
is the proposition “the robot is in that room”. It seems that
labeling function, L, and states, S, describe the same thing and
therefore only one of them is needed. This is not always true,
i.e. in another environment a state can have the label {ri, rj}
where i �= j. The transition system is shown in Fig. 2.

B. Linear temporal logic
Linear temporal logic can be used for expressing high level

tasks [3] and, as described in [4], important correctness prop-
erties, such as deadlock and starvation, can also be expressed
in LTL.
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R3

Corridor (C)

R2

R1

Fig. 1. A couple of rooms.

R1

Cstart

R2R3

a11

a1c

ac1

acc

a22

a2c
ac2

a33

a23

a32

Fig. 2. Transition system for the rooms in Fig. 1. The labels of the
states are not shown.

LTL is a language, introduced by Amir Pnueli in [5]
according to [4], which extends propositional logic [1, p. 229]
containing atomic propositions, logic connectors and temporal
modal operators [2, p. 8]. An atomic proposition can be
compared to a letter in our alphabet. The atomic propositions
are the smallest parts of a language and have boolean values,
which can either be True or False not both at once. The
logical connectors come from extending propositional logic
and are negation (¬ = not), disjunction (∨ = or), conjunction
(∧ = and) and material implication (=⇒) [2, p. 8]. Table I
explains how the connectors work. Regarding the temporal
modal operators there are two basic operators, next, X and
until U. From them other temporal modal operators can be
derived. Next, X considers what is True at the next point in
time, where Xa is satisfied if a is True in the next time step.
Until, U is applied on two predicates as aUb. The formula is
satisfied if b becomes True at some point in time and a hold
True until that time, see Fig. 3. From the operator U two other

TABLE I
THE VALUE 1 MEANS True AND THE VALUE 0 MEANS

False

a b a=⇒ b a∨b a∧b
0 0 1 0 0
0 1 1 1 0
1 0 0 1 0
1 1 1 1 1

atomic prop. a
a

...

next Xa
a

...

until aUb
a ∧ ¬b a ∧ ¬b a ∧ ¬b b

...

eventually Fa
¬a ¬a ¬a a

...

always Ga
a a a a a

...

Fig. 3. The figure is taken from [1, Fig. 5.1]. The states with no
text above means that the value is arbitrary.

operators, called eventually, F, and always, G, can be defined
as Fϕ

def
= TrueUϕ and Gϕ

def
= ¬F¬ϕ, see Fig. 3. For always

to be True, as the name indicates, the proposition in front of
it must be True forever. Eventually is True if the proposition
in front of it becomes True sometime in the future. The name
of these two operators also have other names, such as finally
for F and globally for G. We will however call these operators
as eventually and always.

An LTL formula over a set of atomic propositions AP is
defined as:

• True is an LTL formula
• any atomic proposition a ∈ AP is an LTL formula and
• a combination of LTL formulas, connectors and operators

is also an LTL formula [2, p. 8].
1) Definition of semantics of LTL: Let ϕ be an LTL formula

over AP . The linear temporal property, LT, induced by ϕ is

Words(ϕ) =

{
σ ∈ (2AP )ω | σ |= ϕ

}

where the satisfaction relation |=⊆ (2AP )ω × LTL is the
smallest relation with the properties in Fig. 4 [1, p. 235].

2) Example: If ϕ = aUb then Words(ϕ) =
({a})k({b})l{x}, where k and l ∈ N and x is an arbitrary
atomic proposition in AP .

3) Example: The formula ϕ = Fa1 ∧ Fa2 ∧ Fa3 is in-
terpreted as a1, a2 and a3 need to become True, regardless
of order, for the formula to be True. This means that the
word σ = {a1}{a1}{a1}... does not satisfy ϕ and neither
does σ = {a1}{a2}{a1}.... The only way for a word to
satisfy ϕ is if all ai, i = 1, 2, 3 appear in the word, e.g.
σ = {a1}{a2}{a3}....
A finite sequence is denoted with ∗ while an infinite is
denoted with ω, i.e. σ = {a1}{a1}{a1}... ∈ (2AP )ω and
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σ |= True

σ |= a iff a ∈ A0 (i.e. A0 |= a)

σ |= ϕ1 ∨ ϕ2 iff σ |= ϕ1 and σϕ2

σ |= ¬ϕ iff σ �|= ϕ

σ |= Xϕ iff σ[1...] = A1A2A3... |= ϕ

σ |= ϕ1Uϕ2 iff ∃j ≥ 0. [j...] |= ϕ2 and
σ[i...] |= ϕ1, ∀ 0 ≤ i < j

Fig. 4. This figure is taken from [1, Fig. 5.2].

σ = {a1}{a1} ∈ (2AP )∗ [1, p. 121]. As seen, the label of the
states in a transition system are sets of atomic propositions.
Therefore the labels can be used to see if a formula is satisfied.
But first, path and trace need to introduced. A path, π, is
the order of states visited in a transition system and trace,
trace(π), is the labels of the states visited, in order [1, p.
237]. For a path to satisfy a formula ϕ, the trace of the path
needs to satisfy the formula, trace(π) |= ϕ, where the trace
is a word.

4) Example: Consider a transition system with states
S1, S2, S3 and with respective labels {a1}, {a1, a2}, {a3}.
Assume that each state has transitions to all states and the
initial state is S1. A finite path could then be S1S3S1 and the
corresponding trace would be {a1}{a3}{a1}. The trace for
the path S1S2S2S1 is {a1}{a1, a2}{a1, a2}{a1}.

5) Example: Let us look at the transition system in Fig.
2. Since the only initial state is C the path has to start there.
If the task would be to visit every room, the LTL formula
ϕ = Fr1 ∧ Fr2 ∧ Fr3 should be used. If the trace of the path,
which the robot takes, does not satisfy the formula then the
task is not done correctly. A path for which the formula is
satisfied is π = CR2R2R3R2CR2CR1. A reasonable thing
is to choose a shorter path instead of a longer. The shortest
path fulfilling the formula ϕ in the TS, shown in Fig. 2, is
π = CR1CR2R3.

C. Büchi automata

A non-deterministic automaton can be constructed from
an LTL formula. The automaton shows when the formula is
satisfied.

1) Definition of non-deterministic Büchi automaton: A non-
deterministic automaton (NBA) is defined, in [1, p. 174], as a
tuple A = (Q,Σ, δ, Q0, F ) where

• Q is a finite set of states,
• Σ is an alphabet,
• δ : Q× Σ → 2Q is a transition function,
• Q0 ⊆ Q is a set of initial states, and
• F ⊆ Q is a set of accept states, called the acceptance set.

If a run in the automaton reaches a state of the acceptance set,
F , then the formula which the automaton is constructed from
is satisfied.

The alphabet Σ contains letters, where a letter is a combi-
nation of atomic propositions. For a state q ∈ Q and letter
A ∈ Σ, corresponding to a transition from q, the transition

relation will be written as δ(q, A) = {q′1, q′2, ...}, where q′i ∈ Q
are the states reachable from q when applying A [1, p. 152].
NBAs accept a run which visits infinitely many accept states,
see definition 2.1.7 in [6], and starts from an initial state,
q0 ∈ Q0 [2, p. 10]. An infinite word σ = {σ0}{σ1}... ∈ Σω

is accepted if there exists an accepting run of σ in A [2, p.
10]. The accepted language of A is a set of infinite words and
is defined, in [1, p. 174], as;

Lω(A) = {σ ∈ Σω| there exists an accepting run for σ in A}.

A language Lω ⊆ Σω is called ω-regular language if Lω =
Lω(A) for an NBA A, see theorem 4.32 in [1, p. 178] and [2,
p. 10]. In this project we have constructed a büchi automaton
(BA) directly from the LTL formula by logical reasoning,
instead of first constructing a generalized büchi automaton
(GNBA) from an LTL formula according to the algorithm
showed in [1, p. 278] and then converting the GNBA to an
NBA. Our BA agrees with the definition of NBA above and
its states consist of all subformulas, as we call them, in the
formula.

2) Definition of subformula: If ϕ is a formula, then
• ϕ is a subformula,
• if a subformula contains connectors and if the proposi-

tions that are connected are not atomic propositions, then
they are subformulas,

• if a subformula contains operators and if the proposition
that the operator acts on is not an atomic proposition,
then it is a subformula.

According to the definition above, subformulas are similar to
the closure(ϕ) defined in [1, p. 276]. A difference between the
closure(ϕ) and the set of all subformulas of our definition,
is that the closure(ϕ) contains the negation of the subfor-
mulas. Note that [1] considers an atomic proposition to be a
subformula which we do not.

3) Example: The formula ϕ = Fa ∨ (bUc) ∨ X¬a, where
a, b, c are atomic propositions, have closure

cl(ϕ) = {ϕ,¬ϕ,Fa,¬Fa, bUc,¬(bUc),X¬a,¬(X¬a), a,¬a, b,
¬b, c,¬c}

according to [1]. While the set of subformulas we get accord-
ing to our definition is

{ϕ,Fa, bUc,X¬a}

We will now give a couple of examples on how the construc-
tion of an automaton is done.

4) Example: Let us construct a BA from the formula
ϕ = aUb ∧ Fc where the subformulas are {ϕ, aUb,Fc}. We
have to determine A = (Q,Σ, δ, Qinit, F ). The alphabet, Σ
consists of combinations of the atomic propositions a, b, c.
The states in Q, are constructed so that they consist of a
boolean value for each subformula. The states are written as
Q = {value(aUb), value(Fc), value(ϕ)}, where value(x) is a
boolean value i.e. can either be 0 or 1. The initial state is
set to be all zeros, Qinit = {0, 0, 0}, which means that the
formula ϕ is not satisfied i.e False. Only one accept state,
QF , is created where the formula ϕ, is True. Except for the
initial state and the accept state a special state, called garbage
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TABLE II
TRANSITIONS FROM THE INITIAL STATE OF THE

AUTOMATON FROM THE FORMULA ϕ = aUb ∧ Fc

Letter in logic Letters in binary To state Transition
notation

a ∧ ¬b ∧ ¬c (100) Q0 Qinit
100−→ Q0

a ∧ ¬b ∧ c (101) Q010 Qinit
101−→ Q010

¬a ∧ ¬b (000),(001) Q∞ Qinit
001−→ Q∞,

Qinit
000−→ Q∞

b ∧ c (011),(111) QF Qinit
011−→ QF ,

Qinit
111−→ QF

b ∧ ¬c (010),(110) Q100 Qinit
010−→ Q100,

Qinit
110−→ Q100

initstart

100 010

∞

F

a ∧ ¬b ∧ ¬c

b ∧ ¬c
a ∧ ¬b ∧ c

¬a ∧ ¬b

b ∧ c

c
¬c

¬a ∧ ¬b

a ∧ ¬b
b

True

True

Fig. 5. Automaton constructed from the formula ϕ = aUb ∧ Fc.

state, is constructed. All transitions that violate the formula,
where the formula never can become True, lead to the garbage
state. The garbage state is a trap state, which is a state with
no transitions leading away from it. In an automaton there
might be several states which, once reached, never lead to an
accept state. Instead of all these states one garbage state is
constructed. The states are constructed from the initial state
Qinit and iteratively using the transition map δ for all letters
in Σ. This means that the transitions δ is determined alongside
with the states. By trying all letters for each state and seeing
where they lead, the automaton is constructed. From the initial
state, we see that the letters corresponding to ¬a ∧ ¬b, i.e.
(000), (001), cause aUb to be False forever and since both
aUb and Fc need to be True, the formula ϕ will never become
True. This means that this letter leads to the garbage state
δ(Qinit,¬a ∧ ¬b) = Q∞, where we denote the garbage state
as Q∞. For the letter, a ∧ c, the second subformula becomes
True but the first subformula is False. aUb is False because
b needs to be True before aUb can be interpreted as True.
We get the transition δ(Qinit, a ∧ c) = Q010, where Q010 is
a new state and means that aUb is False, Fc is True and

the formula ϕ is False. We list the transition from Qinit in
table II. An important thing to note is that in general the state
names are not the same as the letter. The ones and zeros in the
state stand for the boolean values of the subformulas while in
the letter it is the boolean values of the atomic propositions.

The same method is used until all transitions are created
and no new states are needed. Then the following automaton
is created;

A :

Q ={Qinit, Q100, Q010, Q∞, QF }
Σ ={¬a ∧ ¬b ∧ ¬c,¬a ∧ ¬b ∧ c,

¬a ∧ b ∧ ¬c,¬a ∧ b ∧ c,

a ∧ ¬b ∧ ¬c, a ∧ ¬b ∧ c,

a ∧ b ∧ ¬c, a ∧ b ∧ c}
δ :

δ(Qinit, 000) = Qinit, δ(Qinit, 001) = Q∞,

δ(Qinit, 010) = Q100, δ(Qinit, 100) = Qinit,

δ(Qinit, 011) = QF , δ(Qinit, 101) = Q010,

δ(Qinit, 110) = Q100, δ(Qinit, 111) = QF ,

δ(Q100, 000) = Q100, δ(Q100, 001) = QF ,

δ(Q100, 010) = Q100, δ(Q100, 100) = Q100,

δ(Q100, 011) = QF , δ(Q100, 101) = QF ,

δ(Q100, 110) = Q100, δ(Q100, 111) = QF ,

δ(Q010, 000) = Q∞, δ(Q010, 001) = Q∞,

δ(Q010, 010) = QF , δ(Q010, 100) = Q010,

δ(Q010, 011) = QF , δ(Q010, 101) = Q010,

δ(Q010, 110) = QF , δ(Q100, 111) = QF ,

δ(Q∞, T rue) = Q∞), δ(QF , T rue) = QF

Q0 ={Qinit}
F ={QF }.

The automaton is shown in Fig. 5.

5) Example: Another automaton which is easier to under-
stand is from the formula ϕ = Fr1∧Fr2∧Fr3. We have used
this formula before and as mentioned, it means to visit room
1, 2, and 3 sometime with no specified order. The procedure
is the same as the example above. Since we already showed
how it is done we will skip the explanation and go straight to
the result. An automaton does not consider any information
of the environment. To make the automaton more illustrative,
in this example, we simplify it by using information from the
environment seen in Fig. 2. We notice that the rooms are at
different locations, so it is not possible to be in more than
one room at the same time. This is a reasonable simplification
which causes the labels of the rooms to be 000, 100, 010, 001.
The label 000 means that we are neither in R1, R2 nor in R3.
Thereby the different letters for the automaton are four instead
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Q0start

Q1

Q2

Q3

Q4

Q5

Q6

Q7

A00

A01

A02

A03

A04

A05

A06

A07

A1

A2

A3

A2

A3

A1

A3

A1

A2

A3

A2

A1

Fig. 6. Automaton of ϕ = Fr1 ∧ Fr2 ∧ Fr3

of eight. The automaton is seen in Fig. 6.

A :

Q ={Q0, Q1, Q2, Q3, Q4, Q5, Q6, Q7}
Σ ={¬r1 ∧ ¬r2 ∧ ¬r3,¬r1 ∧ ¬r2 ∧ r3,¬r1 ∧ r2 ∧ ¬r3,

¬r1 ∧ r2 ∧ r3, r1 ∧ ¬r2 ∧ ¬r3, r1 ∧ ¬r2 ∧ r3,

r1 ∧ r2 ∧ ¬r3, r1 ∧ r2 ∧ r3}
δ : for example the transitions from Q0 are;

δ(Q0, A00) = Q0, δ(Q0, A1) = Q1,

δ(Q0, A2) = Q2, δ(Q0, A3) = Q3

Q0 ={Q0}
F ={Q7}

In the automaton we have defined letters as Ai and A0j . Ai

means that only the atomic proposition ri is True and A0j

means a loop at state Qj , see Fig. 6.

D. Automata product

An automata product combines a transition system with an
automaton. The automata product can be used for finding a
sequence of states in the transition system which correspond
to an accepting run in the automaton.

1) Definition of automata product: Let TS = (S,Act,→
, I, AP,L) be a transition system without terminal states [1,
p. 23] and a nonblocking NBA A = (Q, 2AP , δ, Q0, F ) [1, p.
187]. Then, TS⊗A is an automata product and is defined, in
[1, p. 200], as the following transition system:

TS ⊗A = (S ×Q,Act,�, I ′, AP ′, L′)

where � is defined as following:

if s α→ t and q ∈ δ(p, L(t)) then 〈s, q〉 α
� 〈t, p〉

〈S1, Q1〉 〈S1, Q2〉start 〈S1, Q3〉start

〈S2, Q1〉 〈S2, Q2〉 〈S2, Q3〉

〈S3, Q1〉 〈S3, Q2〉 〈S3, Q3〉

a12

a23

a31

a31

Fig. 7. Automata product.

• I ′ = {〈s0, q〉 | s0 ∈ I ∧ ∃q0 ∈ Q0.q0
L(s0)
� q},

• AP ′ = Q,
• L′ : S ×Q → 2Q is given by L′(〈s, q〉) = {q}.

The notation of the transitions of the product will be noted with
� to distinguish from a transition system and an automaton.
The definition above has been rephrased to fit our notation and
make it easier to understand. The set of states of the product
contains all possible pairs 〈s, q〉, where s is a state of the
transition system and q is a state of the automaton, i.e. S×Q =
{〈s, q〉, where s ∈ S, q ∈ Q}. Act is the set of actions which
is directly projected from the transition system.

The set of initial states of the product, I ′ = {〈s0, qi〉},
contains the initial state of the transition system, s0, combined
with all qi according to the transition function of the automaton
qi = δ(q0, L(s0)), where q0 is the initial state in the automaton
A and L is the labeling function of the transition system.

The product of a transition system and an automaton is
useful for finding a path in the transition system which fulfills
a given task which the automaton is constructed from. This is
done by starting in the initial state and keep moving until an
accept state appears. The corresponding path in the transitions
system can then be determined by projecting the path in the
product. Since all states of the product consist of the pair
〈s, q〉, the projection is done by extracting the first part of the
pair for each state in the path.

2) Example: Given a transition system, TS, and an automa-
ton, A, a product can be calculated. The TS is

S ={S1, S2, S3}
Act ={a12, a23, a31}
→={(S1, a12, S2), (S2, a23, S3), (S3, a31, S1)}

AP ={s1, s2, s3}
I ={S1}
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where si means that you are in state Si. The automaton A is

Q ={Q1, Q2, Q3}
Σ = All combinations of s1, s2, s3
δ : δ(Q1, s1) = {Q2, Q3}, δ(Q2, s2) = Q2, δ(Q2, s3) = Q3

Q0 ={Q1}
F ={Q3}.

The product of the automaton and transition system is

TS ⊗A :

S ={〈S1, Q1〉, 〈S1, Q2〉, 〈S1, Q3〉, 〈S2, Q1〉, 〈S2, Q2〉,
〈S2, Q3〉, 〈S3, Q1〉, 〈S3, Q2〉, 〈S3, Q3〉}

Act ={a12, a23, a31}
�={(〈S1, Q2〉, a12, 〈S2, Q2〉), (〈S2, Q2〉, a23, 〈S3, Q3〉),

(〈S3, Q1〉, a31, 〈S1, Q2〉), (〈S3, Q1〉, a31, 〈S1, Q3〉)}
I ′ ={〈S1, Q2〉, 〈S1, Q3〉}

AP ={Q1, Q2, Q3}
L′(〈S,Q〉) :

L′(〈Si, Qj〉) = {Qj}, i, j = 1, 2, 3

and shown in Fig. 7. There are two initial states of the
product, where one of them has no transitions from it, but
fulfills the formula immediately. The other initial state does
not fulfill the formula but instead has transitions to other states
leading to a state that satisfies the formula. The states that
fulfill the formula are 〈S1, Q3〉, 〈S2, Q3〉, 〈S3, Q3〉.

3) Example: From the previous section we have con-
structed a transition system from Fig. 1 and an automaton
for the formula ϕ = Fr1 ∧ Fr2 ∧ Fr3. The product of them is
given below

TS ⊗A :

S ={〈R1, Q0〉, 〈R1, Q1〉, 〈R1, Q2〉, 〈R1, Q3〉, 〈R1, Q4〉,
〈R1, Q5〉, 〈R1, Q6〉, 〈R1, Q7〉,
〈R2, Q0〉, 〈R2, Q1〉, 〈R2, Q2〉, 〈R2, Q3〉, 〈R2, Q4〉,
〈R2, Q5〉, 〈R2, Q6〉, 〈R2, Q7〉,
〈R3, Q0〉, 〈R3, Q1〉, 〈R3, Q2〉, 〈R3, Q3〉, 〈R3, Q4〉,
〈R3, Q5〉, 〈R3, Q6〉, 〈R3, Q7〉,
〈C,Q0〉, 〈C,Q1〉, 〈C,Q2〉, 〈C,Q3〉, 〈C,Q4〉,
〈C,Q5〉, 〈C,Q6〉, 〈C,Q7〉}

Act ={a11, a22, a33, acc, a1c, ac1, a2c, ac2, a23, a32}
�= writing some of them since there are many

{(〈C,Q0〉, acc, 〈C,Q0〉), (〈C,Q0〉, ac1, 〈R1, Q1〉),
(〈C,Q0〉, ac2, 〈C,Q2〉),
〈C,Q1〉, acc, 〈C,Q1〉), (〈C,Q1〉, ac1, 〈R1, Q1〉),
(〈C,Q1〉, ac2, 〈C,Q4〉), ...}

I ={〈C,Q0〉}
AP ={Q0, Q1, Q2, Q3, Q4, Q5, Q6, Q7}

L′(〈S,Q〉) : L′(〈Si, Qj〉) = {Qj}, i, j = 1, 2, 3

Even if the transition system and the automaton are not big
the product is. If the product would have been constructed the

〈C,Q0〉start

〈R1, Q1〉 〈C,Q1〉

〈C,Q2〉 〈R2, Q2〉

〈R1, Q4〉 〈C,Q4〉 〈R2, Q4〉

〈C,Q6〉 〈R2, Q6〉 〈R3, Q6〉

〈R1, Q7〉 〈C,Q7〉 〈R2, Q7〉 〈R3, Q7〉

Q0

Q1

Q2

Q4

Q6

Q7

R1 C R2 R3

Fig. 8. Product of transition system in Fig. 2 and automaton in Fig.
6. Unreachable states removed, action names for the transitions and
transitions from a state to itself are left out.

way it is defined it would be too messy and confusing. Instead
we will only show the reachable states. Since the initial state
is known the construction starts from there. The reachable
states are 15 instead of 32 states and are the following
states 〈C,Q0〉, 〈C,Q1〉, 〈C,Q2〉, 〈C,Q4〉, 〈C,Q6〉, 〈C,Q7〉,
〈R1, Q1〉, 〈R1, Q4〉, 〈R1, Q7〉, 〈R2, Q2〉, 〈R2, Q4〉, 〈R2, Q6〉,
〈R2, Q7〉, 〈R3, Q6〉, 〈R3, Q7〉. A further simplification of the
product is shown in Fig.8, where the action names of the
transitions and transitions from states to themselves are left
out.

III. OUR FRAMEWORK

The goal of the project was to construct a framework where
the inputs are a description of the environment and a task
expressed in LTL. The framework should then return a path
in the environment that fulfills the given task. Our framework
consists of five steps, which are divided in smaller parts.

1) Create a transition system, TS, from the description of
the environment.

2) Create an automaton, A, from the input formula.
3) Create an automata product, TS ⊗ A, of the transition

system TS and the automaton A.
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4) Perform a breadth first search in the product, to find a
path which satisfies the task.

5) If necessary, convert the information received by the
breadth first search to useful data that then are returned.

In this project we want a robot to receive the output of the
framework, the robot should then move in accordance to the
output. The fifth step then becomes to convert the information
from the breadth first search to way points which the robot
can follow.

Now we are going to explain our framework more in detail.

A. Input

1) Environment: We used the input for the environment in
the form of coordinates and keywords. A typical input contains
the lines:

(Grid, 400, 400)

(W, 0, 80, 300, 80)

(R1, 0, 260, 200, 400)

(Start, 100, 50)

The keyword Grid followed by 400, 400 refers to the size
of the environment that is 400 × 400 cm2. Later, points will
be created where the robot can be, as (x, y), (0, 0) is in the
bottom left corner and (400, 400) in the upper right.
(W, 0, 80, 300, 80) means that there is a wall from (0, 80)

to (300, 80). In our framework the walls have no width.
(R1, 0, 260, 200, 400) is interpreted as room number one

where the bottom left corner is in (0, 260) and the upper right
corner is in (200, 400).
(Start, 100, 50) tells the starting position of the robot,

where the starting coordinate is (100, 50).

Algorithm 1: Constructing transition system from input

1 create discrete points in a grid pattern according to the
specified size of the total environment;

2 create walls, by saving the points belonging to each wall,
from the description;

3 create rooms from the description, where each room has
its own points;

4 create rooms of the remaining space of the discrete grid
points. These rooms, called corridors, are rectangular and
as large as possible;

5 check if there are openings of the surrounding walls of
the rooms, if so create doors;

6 create transitions between rooms that have common
doors. A transition is stored as (“one room”, “door”,
“another room”), see Fig. 9;

7 the rooms not specified in the input are the corridors. If
there are corridors with a transition between them, then
merge them into one new corridor. The new corridor
contains the transitions of the old corridors;

8 update the transitions of the rooms, a transition to an old
corridor is replaced with a transition to the new merged
corridor;

2) Formula: The formula is written as a string, e.g. ϕ =
F1&F2&F3. The possible symbols and their meaning are; F:
eventually, G: always, U: until, X: next, !: not, &: and,
|: or, and rooms are written as an integer where the integer is
the number of the room. Parenthesis are used to determine the
order of operations, i.e. F(a&b) is not the same as Fa&b. For
the formula to make sense, the rooms specified in the formula
should exist in the input of the environment.

B. Build transition system

To create the transition system we need a file that con-
tains the description of the environment (see section III-A1).
Building the transition system is done by following the steps
described in Algorithm 1.

R1

R2

door

Fig. 9. Transition from R1 to R2 through a door.

The rest of the transition system, such as labeling, is done
when the formula has been interpreted.

C. Build automaton

Before constructing the automaton we need to interpret the
formula. An example of a formula is ϕ = Fa&F(bUc)|(d&e).
According to our definition of a subformula in section II-C,
the interpretation of the formula is:

• The formula ϕ contains the subformulas ψ1, ψ2, ψ3 and
the operators connecting them are &, |. Note that ψ1 =
Fa, ψ2 = F(bUc), ψ3 = (d&e).

• The subformula ψ1 contains the atomic proposition a and
the operator F.

• The subformula ψ2 contains the subformula θ and the
operator F. Note that θ = bUc.

• The subformula θ contains the atomic propositions b, c
and the operator for them is U.

• The subformula ψ3 contains the atomic propositions d, e
and the operator connecting them is &.

This can also be illustrated in Table III.
For the formula ϕ = Xa&F(bUc)|Gd, Fig 10 shows how the

subformulas in the formula are connected and linked to each
other. The figure also illustrates the positions of the values of
the state. Since the last position represents ϕ, the state is an
accept state if the last position equals 1, as seen in Fig. 10.
Algorithm 2 shows the construction of an automaton.
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TABLE III
THE INTERPRETATION OF THE FORMULA

ϕ = Fa&F(bUc)|(d&e).

Formulas Subformulas/Atomic propositions Operators
ϕ ψ1, ψ2, ψ3 &, |
ψ1 a F
ψ2 θ F
θ b, c U
ψ3 d, e &

Xa&F(bUc) | Gd

ϕ

Xa

ψ1

F(bUc)

ψ2

bUc

θ

Gd

ψ3

The positions of the subformulas of the state:

ψ1 θ ψ2 ψ3 ϕ

Fig. 10. The connection between the subformulas.

Algorithm 2: Constructing automaton

1 create an object for the formula using Algorithm 3;
2 generate all possible letters, which is all combinations of

the boolean values of the atomic propositions in the
formula;

3 create one accept state, one garbage state and one initial
state;

4 place the initial state in a queue;
the construction is breadth-first;

5 take the first state in the queue, call it “old state”;
6 use the transition function, in Algorithm 3, for the “old

state” and for each possible letter to receive strings that
represent the new states;

7 if the string is interpreted as an accept state, garbage
state or a state already constructed, then create a
transition from the “old state” to that state;

8 otherwise create a new state of that string and add a
transition from the “old state” to the new state, add the
new state to the queue;

9 repeat from step 5 until the queue is empty;

Algorithm 3: Class for the formula
constructor(string of the formula)

1 find what subformulas, according to our definition in
section II-C, and atomic propositions this formula
consists of. Moreover find what operator or connector
belongs to them;

2 for all subformulas this formula consists of, create
the subformula as an instance of this class (this is a
recursive construction);

3 store the the subformulas, atomic propositions and
operators in such way that it can be traced to which
subfomula or atomic proposition the operators
operate on;

transition(string of ones and zeros representing a
state, string of ones and zeros representing a letter)

This is a recursive method.
1 if the formula only consists of atomic propositions

and operators, a value is calculated using the operator
on the value of the atomic propositions from the
letter and the value of the state;

2 else, a value of a subformula is received by using the
subformula’s transition method with the same letter
and the values of itself and its subformulas from the
input state;

3 use the input state, a letter and the values calculated
for the subformulas, this formula consists of, to
calculate the value of this formula;

4 return the new state, which is assembled from the
values of the subformulas and the value of the
formula as seen in Fig. 10;

D. Constructing automata product
The construction of the product is similar to the construction

of the automaton. This is done by starting from the initial
state and then creating all reachable states and the transitions
between them. The transition is done by taking a step in the
TS and checking where it leads in A, as described in the
section II.

E. Searching for a path
A breadth first search is used to search in the product. The

search continues until an accept state appears or if all states
lead to the garbage state. After each step a search for a loop is
done in the current path. A loop occurs when the exact same
state shows up more than once in one search path. Since we
are not dealing with time, we conclude that the first visit to a
state is the shortest path, therefore the second time the state
appears in the path, in the product, we do not continue on that
path.

If a path was found the search algorithm returns the order
of states, i.e. rooms, in the transition system that should be
visited.

F. Returning way points
Since we are not dealing with a real robot, control signals do

not need to be determined. We need to determine way points
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that the imaginary robot can move between. The order of the
rooms that are visited is obtained from the search algorithm
which is described above.

Every room contains points and our approach is to randomly
choose a point in a room that is not close to a wall. Fig. 9
shows the idea. When all way points have been chosen, the
points are returned and the framework has done its part.

G. Simulation

The framework explained in section III is used to return way
points for a task and an environment. The simulation is done
by plotting these way points together with the environment in
MATLAB. No tools are needed for the simulation.

IV. RESULTS

The task for a robot to visit every room, in an environment
containing three rooms, is expressed in LTL as the formula
ϕ = Fr1 ∧ Fr2 ∧ Fr3. Simulations of the framework for the
given task is shown in Fig. 11. The transition system in Fig. 2,
the automaton for the formula ϕ is constructed as described
in section III-C. The construction of the product is done as
described in section III-D. The breadth first search in the
product returns the path shown in Fig. 11a. In Fig. 11b and
Fig. 11c the same task is used but for different environments.

V. DISCUSSION

As seen in Fig. 11a the robot starts in a position that is
given by the input file. Given a task, e.g. the robot should
visit every room, the framework returns way points. These
way points are coordinate points in the environment which
the robot can follow to fulfill the task. We see in Fig. 11a that
the robot starts in the corridor then the robot moves to room
1 and enters the room through the door. The next way points
lead the robot out of room 1 and we see that the robot enters
the corridor. Then the robot follows the way points to room
2 and finally fulfills the task by entering room 3. Note that
the way points that are returned from the framework avoid
the wall in the corridor. We see also that the way points are
returned so that the robot does not move through a wall. From
Fig. 11b and Fig. 11c we see, by following the path of the
robot from start to finish, that the robot fulfills the given task,
which was to visit every room.

As seen in the simulations in Fig. 11, the walls have no
width. It does not describe a real environment, where a better
model of the environment would consider the width of the
walls. A similar simplification is that the robot is seen as a
point. According to this simplification, the requirement for the
robot to avoid the walls can more easily be fulfilled. A real
robot does have a size, meaning that the robot touches a wall
if it is close enough. Therefore when the size of the robot is
considered, a margin to the wall has to be taken into account
in order for the robot to avoid the walls completely.

Note that, as seen in Fig. 11, the path is not smooth. This
is caused by choosing discrete way points for the robot to
follow. It is also seen that the total length of the path of the
robot is not optimized. In our framework the way points are

(a)

(b)

(c)

Fig. 11. Shows how the robot could move to fulfill the task
ϕ = Fr1 ∧ Fr2 ∧ Fr3 in different environments.
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selected randomly and therefore the total path is probably not
the shortest. The reason we did not optimize the length of
the path is mainly because it was not required and also not
a priority in this project. An improvement to our framework
would be to optimize the length of the path returned.

Our framework is capable of constructing different settings
of environments, as seen in Fig. 11, just by changing the
information of the environment in the input file. A problem
of this approach is that the description of the environment
is needed, i.e. the framework can not return a path for a
new house without the description of it. Furthermore, if the
surroundings change while the robot performs a task the robot
might crash.

VI. FUTURE WORK

Apart from the improvements mentioned in section V the
framework needs to be improved to handle more complex
tasks. Our framework can not manage tasks involving GF,
FG and tasks with looping paths. Another improvement is for
the framework to manage a more complex environment, e.g.
where the rooms are not rectangular and the walls are not
perpendicular to each other.

VII. FUTURE OF MOBILE ROBOTS

You can not be certain but for now the future of mobile
robots is bright. Mobile robots are constructed to simplify and
help us in our lives, but as everything else they have their
problems. What if some people can not use the robot? For
example if the usage of the robot requires a higher level of
education. If that is the case then the robot would not be very
good. A good robot would be if any person, within reason,
can use the robot, even old people who refuse to learn about
the technology as well as children.

The input our framework needs is not perfect because people
have to learn about LTL to understand how to express tasks
for the robot. A better framework, for mobile robots, would
be if the task can be automatically constructed from a voice
command, then more people would benefit from mobile robots.

VIII. CONCLUSION

In this paper we have shown that LTL can be used for
high level motion planning for a robot and that a task of
a robot can be expressed as an LTL formula. We have also
constructed a framework which guarantees that the resulting
discrete trajectory satisfies the given task. The result was
illustrated using simulations in MATLAB.
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Motion Planning and Control of Unmanned Aerial
Vehicles

Vilhelm Dinevik and Paula Carbó

Abstract—The core of this project focuses on how to make
aerial vehicles fly autonomously from an initial position to a
goal. This is done by making a mathematical model for the UAV,
a brief study of the sensors needed to estimate the UAVs state,
then designing an LQR controller for the trajectory tracking
and finally using an artificial potential field function for the
navigation. The mathematical model is done by studying the
kinematics and dynamics for a single UAV, it is then linearised
and the system’s observability and controllability are checked to
develop the LQR. We conduct computer simulations to test the
theoretical findings and evaluate the proposed methods. Finally,
we conclude the paper with a discussion and results, and provide
directions and ideas to do further research on the topic.

I. INTRODUCTION

UNMANNED aerial vehicles, also known as UAVs, are
becoming more and more popular nowadays because

they are small, cheap to produce, have low operating and
maintenance cost, great maneuverability, can perform steady
flight operations and are able to enter high-risk areas without
having to compromise human safety. Most applications that
involve UAVs have been used in open areas without any
obstacles and with a human in control of the UAV. In recent
years people have come up with more modern applications
of UAVs, which will require them to fly autonomously in
densely populated areas, with a lot of other autonomous
vehicles around, e.g. Amazon Prime Air delivery system,
AltiGator drones services for inspection and data adquisition,
or multi-UAVs used to deploy an aerial communications
network [1]. This places high demands on UAVs obstacle
avoidance capabilities for both moving and static obstacles.

There are many different UAV manufacturers and a vast
amount of different models, all with different motors, weights,
sensors and lift-to-weight ratio. To make standard autonomous
flight applicable to all these kinds of UAVs, a simple and
easy-to-implement multi-UAV mathematical model, that will
still be able to avoid obstacles with as few sensors as possible,
is needed.

There is plenty of previous work that has focused on
modelling and controlling a single UAV in great detail [2],
[3], on simulating high-fidelity multi-UAV scenarios [4] and
on finding the most precise sensing techniques to create
indoor and outdoor capability [5]. Based on all this previous
research, the core of this project is to develop a control
method that can make multiple quadrotor UAVs fly safely to
their goals in an environment filled with obstacles. To develop
this simple but complete and comprehensive solution, the aim
of this report is therefore to study the mathematical model for

a single vehicle, the sensors placed in the UAV that provide
all the information of its state and a linearisation-based
tracking controller that can follow a path provided by a
navigation controller based on potential fields.

In section II the development of the mathematical model
for the quadrotor is explained. Section III is a literature study
of different sensors onboard the UAV and how they could be
used to measure the state of the UAV accurately. In section IV,
the tracking controller of the UAV is studied. In section V, the
navigation method is explained and described. The simulations
performed and the results obtained are explained in section
VI. Finally, in the last section of this paper, the results are
explained and discussed. Future work and ideas derived from
the work done on this project are also mentioned.

II. QUADCOPTER MODELLING

A. Overview

To be able to make the UAV follow a certain path, we need
to know how it behaves and therefore we have to construct a
mathematical model that can describe this system.

The UAV studied in this report is a rigid body quadcopter,
with a cross-shaped body and four electrical propellers. Front
and rear rotors rotate in a clockwise direction, while right and
left rotors rotate in a counter clockwise direction (see Fig.1).
This system has 6 degrees of freedom but there are only 4
propellers, therefore the system is under actuated.

B. Kinematics

In order to describe the motion of the UAV, a kinematic
model for developed. Two right-hand reference frames are
defined: the Earth frame and the body frame, as can be seen
in Fig. 1. The Earth frame is static, while the body frame is
attached to the UAV. In this case, the axis origin oB coincides
with the quadrotor’s center of mass.

The generalised position ξ contains the inertial position and
Euler-angle orientation, and it is described in the Earth frame,
as in (1). The linear position xE of the UAV is the vector
between the origin of the Earth frame oE and the origin of
the body frame oB , and the Euler angles ηE are defined as
stated in Fig. 2.
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Fig. 1. Quadrotor with propellers and the two reference frames.
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Yaw ψ

Fig. 2. Euler angles φ, θ, ψ.

ξ =
[
xE ηE

]T
=

[
x y z φ θ ψ

]T
(1)

The generalised velocity ν (2) contains the linear and angular
velocity, and it is expressed in the body frame.

ν =
[
vB ωB

]T
=

[
u v w p q r

]T
(2)

Three rotation matrixes around each of the x, y, z axes,
that correspond to the Euler-angle orientation, can be defined
according to (3, 4, 5) respectively.

Rx(φ) =




1 0 0
0 cos(φ) − sin(φ)
0 sin(φ) cos(φ)


 (3)

Ry(θ) =




cos(θ) 0 sin(θ)
0 1 0

− sin(θ) 0 cos(θ)


 (4)

Rz(ψ) =




cos(ψ) − sin(ψ) 0
sin(ψ) cos(ψ) 0

0 0 1


 (5)

The complete rotation matrix RΘ, that expresses the orienta-
tion from the body frame to the Earth frame, can be obtained
by multiplying these three matrices, as in (6).

RΘ(φ, θ, ψ) = Rx(φ)Ry(θ)Rz(ψ) (6)

The transfer matrix TΘ that allows conversion between the
angular velocity in the body frame ωB and the Euler rates in
the Earth frame η̇E can be determined and is as shown in (7).

TΘ(φ, θ) =




1 sin(φ) · tan(θ) cos(φ) · tan(θ)
0 cos(φ) − sin(φ)
0 sin(φ)/cos(θ) cos(φ)/cos(θ)


 (7)

A generalised matrix JΘ can be built joining the rotation
and the transfer matrix (6, 7), as shown in (8).

JΘ(φ, θ, ψ) =

[
RΘ 03×3

03×3 TΘ

]
(8)

Where the notation 03×3 means a matrix, with a 3 × 3
dimension, filled with zeros.

In order to relate the derivative of the generalised position
in the Earth frame with the generalised velocity in the body
frame, the generalised matrix (8) can be used as seen in (9),
and that is the final model of the quadrotor’s kinematics [6],
[3].

ξ̇ = JΘ ν (9)

Both ξ and ν are combined to define the state’s vector x
(10), that will be used in further sections of this report.

x =
[
φ θ ψ p q r u v w x y z

]T
(10)

C. Dynamics

The dynamic model for the UAV relates the acceleration
of the vehicle with the forces and torques acting on the
quadrotor. The Newton-Euler formulation allows to express
these variables in the body frame, as in equations (11) and
(12), as clearly stated by Bresciani in [3].

FB = m(v̇B + ωB × vB) (11)

τB = I ω̇B + ωB × (I ωB) (12)

III. SENSOR MODELLING AND FEEDBACK

The core of this project focuses on how to make aerial
vehicles fly autonomously from an initial position to a goal.
Therefore, apart from the main algorithm that makes this
possible, it is important that the vehicle can acquire accurate
information about its condition and its surroundings. Sensors
do not only have to provide information about the state of the
UAV in order to close the loop for the tracking controller, but
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also provide information about the objects that the vehicle
may encounter throughout its path, as to make the navigation
safe and prevent collisions. The analysed sensors that make
this possible are Inertial Measurement Units (IMU), GPS
devices, infrared and ultrasonic sensors.

A. Inertial Measurement Unit

This module is in charge of measuring almost all the
variables related to the motion of the vehicle. There are
usually a 3-axis accelerometer, gyroscope and magnetometer
inside this module. The most precise IMUs integrate specially
designed sensors and sometimes include a GPS, a RS232
transceiver and a processor, that runs a real-time Kalman filter
in order to provide the most accurate data directly to the CPU.

1) Triple axis accelerometer: This sensor measures proper
acceleration along the three axes in the body frame. It can
measure dynamic acceleration as a result of the motion of the
drone. As shown in (13), the rotation matrix is used to convert
from acceleration provided by the IMU to acceleration in the
Earth frame [7].

aIMU = RT
Θ (ẍE − g �zE) (13)

2) Triple axis gyroscope: This device can measure angular
rates in three axes. Therefore, it can give the angular velocity
of the body frame relative to the Earth frame, expressed in
the body frame (14).

ωIMU = ωB (14)

3) Triple axis magnetometer: These kind of sensors are
able to measure ambient magnetic field. Ideally this corre-
sponds to the Earth’s magnetic field, therefore the orientation
of the vehicle can be measured, according to (15).

mIMU = RT
Θ mEarth (15)

Where mEarth corresponds to the Earth’s magnetic field
expressed in the Earth frame. This measurement is not accurate
if the bias caused by the local magnetic disturbance bm is not
taken into account (16). The sensor has to be placed as far
as possible from the elements that may cause this disturbance
onboard the UAV, such as the wires that power the rotors [7].

mIMU = RT
Θ mEarth + bm (16)

In all the specified sensors, bias and noise are also present.
Gyroscopes are usually robust against this noise. But once
placed in an UAV, accelerometers are affected by the vibration,
and need filtering for its measurements to be considered
reliable.

B. GPS receiver

This device is a receiver that makes use of the satellite-
based Global Positioning System to calculate the vehicle’s
geographical position (longitude and latitude) thanks to a 24
satellite constellation around Earth and trilateration. Casual

and inexpensive GPS devices are accurate down to a couple of
meters, therefore either better GPS devices or supplementary
information from other sensors are needed in order to estimate
the position of the vehicle as accurately as possible using GPS.
For example, motion tracking via smart cameras together with
Simultaneous Localisation and Mapping solver techniques [7].
GPS may also not function indoors, so its usefulness is limited.

C. Infrared sensors

In order to sense the UAV’s immediate surroundings, a
device that is able to know if there is any obstacle around
its relative position to the drone is needed. An array of active
infrared sensors correctly placed on the quadrotor is a good
solution for this application. An IR sensor consists of a LED
acting as an emitter and a photo detector acting as a receiver.
Both need to have a peak in the same wavelength for optimal
power radiation in the emitter and sensitivity in the receiver.
The LED emits a light beam in the infrared range (700 nm to
1mm wavelength), and when the beam finds an obstacle, it is
reflected. The receptor is a Position-Sensitive Device that is
able to detect the angle of the received beam, and therefore
the device is able to detect the distance to the obstacle using
triangulation, as can be seen in Fig. 3.

Fig. 3. Infrared obstacle detection diagram.

Because the emitted light beam needs to be reflected by
an object, the object’s reflectance is an important factor to
take into account, since poor reflective objects may not be
detected in time. Also, some other natural or artificial sources
of radiation such as the Sun may cause interferences. To
improve the circuit’s response to interferences the signal must
be properly conditioned and modulated [3], [8].

D. Ultrasonic sensors

This device, together with IR sensors, allows for measuring
the distance from the vehicle to an obstacle. An ultrasonic
sensor consists of a high-frequency sound emitter and a
receiver. Both are electrical signals – sound wave transducers,
and their operation is similar to the IR sensors: the emitted
wave is reflected by the obstacle, and when received, the
distance to the obstacle can be calculated based on the time
of flight (TOF) for the signal in the air, as can be seen in Fig.
4. Just by knowing the time that passed between emission and
reception, the distance to the obstacle can be known, since the
velocity of the sound in the air is known, according to (17).
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dobstacle = vsound,air
TOF

2
(17)

Fig. 4. Ultrasonic obstacle detection diagram, obtained from [9].

These sensors may also be used to measure the altitude of
the UAV. They can be combined with a barometer to know
both the relative and absolute altitude. According to Adarsh
in [10], both IR and ultrasonic sensors usually have high
correlation between the measured values, except for some
specific materials. Both types have proven to be accurate when
performing further processing techniques of the acquired data.

IV. TRAJECTORY TRACKING

In order for us to be able to make the UAV follow a
given path, we have to implement a controller into the UAV
system. The individual UAV system in this project could be
described with a block diagram as the one pictured in Fig.5,
where r is our reference signal, ideally obtained from a path

K Systemu

Measurements

r e y

−

x

Fig. 5. Block diagram for individual quadrotor.

planning algorithm for navigation, and u is the output from
the controller K defined as

u =
[
ft τx τy τz

]T
(18)

We linearise the mathematical model and express it on the
linear state space form seen in equations (19) and (20),
according to [6], to do optimal control with LQR.

ẋ = Ax+Bu (19)

y = Cx (20)

In order to linearise the mathematical model, we define a
x̂(t) and û(t) to match the desired trajectory, we then define
∆x(t) and a ∆u(t) such as

{
∆x(t) = x(t)− x̂(t)
∆u(t) = u(t)− û(t)

(21)

Using equations (19) and (20), this gives us

∆ ˙x(t) = A(t)∆x(t) +B(t)∆u(t) (22)

∆y = C∆x (23)

We then estimate ∆x(t) and ∆u(t) using a first order taylor
approximation around an equilibrium point. With the model
rewritten according to 19 and 20, we verify that all the states
of the system are both observable and controllable. In order
to check the observability and controllability of the system we
have to design two matrices, O and C defined as following.

O =




C
CA
CA2

CA3

...
CA11



∈ R (24)

C =
[
B BA BA2 BA3 · · · BA11

]
∈ R (25)

The system is controllable and observable if C and O have
full rank.

The controller used in this section is, as mentioned above,
an LQR, it utilises a cost function and minimises said cost
function to optimise the controller [11]. To design the LQR
we use some of the constants in the state-space equations to
express the Q matrix in the following way.

Q = CTCα1 (26)

Where α1 is a scaling factor for the Q matrix. The Q
matrix and the identity matrix R are then implemented into
the following cost function J .

J =

∫ ∞

0

(xT (t)Qx(t) + uT (t)Ru(t))dt (27)

J is then minimised to obtain the optimal LQR controller
K with the given α1. This gives us the linear state feedback

u(t) = −K[x(t)− r(t)] (28)

where K can be written as

K = R−1BTS (29)

S is, as stated in [3], the solution of the Riccati’s algebraic
equation:

SA+ATS − SBR−1BTS +CTQC = 0 (30)

The motivation behind using a LQR, is that it usually has a
small steady-state errors[12]. It would be reasonable to focus
on getting the deviations from the optimal track to be as small
as possible, hence minimising the error.
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V. MULTI-UAV NAVIGATION WITH COLLISION
AVOIDANCE

This section studies one method to find the optimal path to
follow from an initial position to a goal. In the case presented
in this paper, we consider multiple UAVs flying towards their
respective goals, in an environment filled with obstacles.
Some proposed graph-search methods to solve this problem
are Rapidly-exploring Random Tree (RRT) algorithms or A*
search algorithms and other Dijkstra extensions. Nonetheless,
these techniques do not perform very well when the test
environment is constantly changing. These methods excel
at finding the appropriate path to follow in a labyrinth-like
environment. However, if the environment is different in
every iteration, these algorithms are inefficient since the UAV
may end up following an inefficient path [13], [14].

Another way of dealing with this specific problem is based
on artificial potential fields, which is used in this report.
We choose this method because it is a simple and efficient
algorithm that can navigate the UAV to its goal. It provides a
closed form solution, therefore it is computationally efficient.
With this technique a high computational speed and an
optimised path can be achieved, with simple and elegant
calculations[15]. The main objective in this section is to
provide an efficient solution for multi-UAV navigation while
avoiding collisions with each other and the obstacles in the
environment.

Artificial potential fields consist of the sum of an attractive
and a repulsive potential. In this case the goal generates
the attractive potential and the obstacles generate repulsive
potentials. This will determine the motion of the UAV by
following the negative gradient of the potential field.

In our case we have a random number of vehicles
vi ∀ i ∈ {1, ...N}, each with its respective goal
gi ∀ i ∈ {1, ...N}, and also a random number of obstacles
oj ∀ j ∈ {1, ...M}. All the vehicles and obstacles are
modelled as spheres. All UAVs have the same radius ri = r,
while obstacles have different radiuses Rj . We can define a
new variable qi =

[
xi yi zi

]T
with the linear position of

one UAV, of a goal with qgoal,i and of an obstacle with qobst,j .

The distances from the center of a UAV to a goal or an
obstacle are calculated with the Euclidean norm, according to
(31) and (32) respectively. In the calculation of the distance
to an obstacle, the radius of the object is taken into account,
if it is an obstacle or another UAV (33).

ρgoal,i(qi, qgoal,i) =‖ qi − qgoal,i ‖ (31)

ρobst,i,j(qi, qobst,j, a) =‖ qi − qobst,j ‖ − a (32)

a ∈ {Rj , r | ∀j} (33)

The repulsive and the attractive potentials are calculated
according to [16], and are described by equations (34) and
(35) respectively.

Uatt,i(qi, qgoal,i) =




1
2ξ1ρ

2
goal,i if ρgoal,i ≤ d

dξ2ρgoal,i if ρgoal,i > d
(34)

Urep,i,j(qi, qobst,j, a) =




1
2η(

1
ρobst,i,j

− 1
ρ0
) if ρobst,i,j ≤ ρ0

0 if ρobst,i,j > ρ0
(35)

The d parameter is the distance from the goal where the
attractive function changes from a conic to a parabolic well
configuration. The constant ρ0 is the sensing radius of the
UAV. Finally, ξ1, ξ2 and η are positive scaling factors that
allow potential adjustment.

The potential fields’ desired force on the UAV is calculated
by (36), since the negative gradient of a potential field −∇U
is a vector that points in the direction of steepest descent.


F (q) = −∇U(q) (36)

This leads to (37) and (38), that show how these repulsive
and attractive forces are calculated.


Fatt,i(qi, qgoal,i) =




−ξ1(qi − qgoal,i) if ρgoal,i ≤ d

−dξ2
(qi−qgoal,i)
‖qi−qgoal,i‖ if ρgoal,i > d

(37)


Frep,i,j(qi, qobst,j, a) =




η( 1
ρobst,i,j

− 1
ρ0
)( 1

ρ2
obst,i,j

)
(qi−qobst,i,j)
‖qi−qobst,i,j‖ if ρobst,i,j ≤ ρ0

0 if ρobst,i,j > ρ0
(38)

There are two reasons for splitting the attractive potential
and force functions into two parts. In the case of a parabolic
configuration for all the space, there is a linear dependence
on the force with the distance between the UAV and the
goal, hence the force grows indefinitely when the UAV is
far from the goal. At the same time, in the case of a conic
configuration for all the space, there is a singular point in the
goal that could make the UAV oscilate around it. The solution
is to combine both configurations, by making the force
constant when far from the goal with a conic configuration,
and then using a parabolic function when reaching the goal
to avoid the singularity.

When a UAV is moving, it also considers other vehicles as
obstacles, if these are inside the UAV’s sphere of influence.
This means that for each UAV i ∈ {1, ...N} we can define
an associated set Ni = {k ∈ {1, ...N} : ‖ qi − qk ‖ ≤ ρ0}.

Finally, the repulsive and attractive potentials and forces are
added, according to (39) and (40), in order to obtain the total
potential field and force.
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Utotal,i = Uatt,i(qi, qgoal,i) +
∑
∀j

Urep,i,j(qi, qobst,j, Rj)

+
∑

∀k∈Ni

Urep,i,k(qi, qk, r) (39)

�Ftotal,i = �Fatt,i(qi, qgoal,i) +
∑
∀j

�Frep,i,j(qi, qobst,j, Rj)

+
∑

∀k∈Ni

�Frep,i,k(qi, qk, r) (40)

To simplify the simulations, first order dynamics are as-
sumed for the quadcopter model. This means that the control
signal u(t) can be estimated as the velocity obtained from the
negative gradient of the potential, as can be seen in (41).

ui(t) = q̇i(t) = −∇Utotal,i(qi(t)) (41)

The potential fields method has some clear limitations. The
most important problem to solve is the local minima situation,
where a vehicle can get stuck and therefore never arrive at its
goal. This means that

�Ftotal,i = 0 for some i (42)

and
�Fatt,i(qi, qgoal,i) �= 0 for some i (43)

Since the attractive force is not zero, the vehicle has not
arrived to its goal yet. However, the force acting on it is
zero, meaning that it will not move and that the force will
not change either.

There are some other problems, for example the difficulty
of passing between closely-spaced obstacles or inherent os-
cilations in the trajectory when near obstacles, as stated by
Koren and Borenstein in [17].

VI. SIMULATION AND RESULTS

All the necessary formulas described in this report have
been implemented in MatLab to test their validity in the
context. We have tested both the LQR controller developed in
section IV and the multi-UAV navigation controller studied
in section V.

For the trajectory tracking we constructed the linear
state-space equations of the mathematical model in a
MatLab script using the initial starting position as the
equilibrium point. The equations described in section IV for
controllability and observability were then used to ensure
that the system was observable and controllable. We then
used MatLab tools to design a LQR with R as an identity
matrix and the scaling factor α1 for Q set to 50. The step
responses of the system were analysed, which produced the
results shown in Fig. 6, Fig. 7, Fig. 8 and Fig. 9 where one
can see that the steady state error is zero for all step responses.

Fig. 6. Step response for the Euler angles 1 rad from desired position.

Fig. 7. Step response for angular velocities 1 rad/s from desired angular
velocity.

Fig. 8. Step response for velocities 1 m/s from desired velocity.

Fig. 9. Step response for positions 1 meter from desired position.
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For the navigation part we developed a script to test the
guidance of our potential field function by simulating a
random number of UAVs in the range [5, 7] and obstacles in
the range [50, 100]. The initial and goal configurations for the
UAVs, and the center of the obstacles, are random within a
30× 30× 30 m3 cube. Obstacles can not appear too close to
the quadcopters or their goals.

Obstacles have a random radius between 0.3m and 2m.
Each UAV has a radius of 25 cm and a sphere of influence of
2m. These values are inspired by real-life situations, in the
case we considered a relatively large UAV. For the sphere of
influence, the most common IR and ultrasonic sensors, placed
in the adequate places, allow sensing up to 2m without any
problem. For the scaling factors, we used ξ1 = 1, ξ2 = 0.3
and η = 1. The value of ξ1 is assigned so that the UAVs
have a desired velocity of around 0.5

m

s
when far from the

goal. Both the attractive and the repulsive potentials have the
same scaling by setting η to the same value as ξ1, to prevent
collisions with obstacles. When closer to the goal, the scaling
factor is lowered to avoid oscillations around the goal. The
distance to change from conic to parabolic well is set to
d = 1m so the velocity of the UAV is restricted most part of
its flight.

The algorithm works by calculating, for each vehicle, the
distance to the goal and if an obstacle is close enough to be
detected. The potential function is calculated consequently.
Then as stated in (41), the drone advances in space with a
set discrete time step of 0.1 s, to assure that the UAVs do not
move for a long period of time without checking the state
and the environment.

Fig. 10. Environment from first perspective.

In Fig. 10, Fig. 11 and Fig. 12, it can be seen that each
UAV (represented by a colour) reaches its goal (represented
by a � of the same colour) while avoiding the obstacles that
it encounters throughout its path. In Fig. 13 we can see the
distance from the vehicle’s surface to its goal at each time
step. The distance between the surface of a UAV and its
closest obstacle’s surface (static or dynamic) its always above

Fig. 11. Environment from second perspective.

Fig. 12. Environment from third perspective.

zero, as can be seen in Fig. 14. In Fig. 15, we can see the
velocity for all UAVs in each time step.

We further performed a specific simulation with three
UAVs, with fixed values for their initial positions and goals,
to study how they interact when in a small space. In Fig. 16
and Fig. 17, we can see that they arrived to their goals while
mantaining a minimum safe margin of 0.5m .

Finally, we also performed another specific simulation to
test the local minima situation explained in the last part of
Section V. As can be seen in Fig. 18 and Fig. 19, the UAV
gets stuck in a local minima configuration and can not move
from that position.

VII. DISCUSSION, CONCLUSION AND FUTURE
DEVELOPMENT

As mentioned in the Simulation and Results section, Fig.
6, Fig. 7, Fig. 8 and Fig. 9 all show a steady state error of
zero, which is the case for all 12 outputs from the feedback
system. This implies that the LQR is working the way
it was intended to and that we actually have full control
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Fig. 13. Distance from vehicles to their respective goal.

Fig. 14. Distance from vehicles’ surface to any other obstacle’s surface.

of the UAV. The parameters Q and R were heuristically
chosen, the rise, settling and overshoot times can therefore
be further improved by changing the values of Q and R. This
could be a subject to study in a future projects within the field.

The potential field method has been proved to be reliable
in not allowing UAVs to collide with each other or with other
obstacles, as can be seen in the multi-drone-avoidance case in
Fig. 16. It also provides good enough safe margins of more
than 0.5m of minimum distance between a moving UAV and
any other type of static or dynamic obstacle, as can be seen in
Fig. 14. The velocities of the different UAVs, as seen in Fig.
15, are appropriate for this case study, in terms of real life
UAV capabilities. The vehicles should not be slow but neither
too fast to assure obstacle detection with enough margin to
avoid them in time. This is due to the discrete nature of the
computer unit that implements the controller and the sensor’s
measurements. Therefore, an ’open environment’ velocity of
around 1

m

s
in our case is considered to be safe. Since we

can see in Fig. 14 that the safe margin is large, the velocity
could also be increased.

As explained in the last sections, potential fields can be
problematic in some specific cases, this should be solved
before this method can be used to test how UAVs would move
in more realistic environments, e.g a city-like environment.
As can be seen in Fig. 18, the geometries where a UAV can
get stuck in a local minima of a plain potential field function

Fig. 15. Velocities for each vehicle.

Fig. 16. Multi-UAV avoidance case.

are not complex, but also not likely to happen.

To conclude, we can say that all the project goals have
been met by developing a mathematical model for a single
vehicle and successfully implementing a full control with a
linearisation-based LQR controller and a potential fields-based
navigation controller.

Future projects could try to control the simulated drones
with the full dynamic model designed, to see if it would
actually provide a safe navigation for the drones and test it
out in a real quadcopter. This can be done by setting the
LQRs reference input equal to the path computed by the
potential field method. Another future project could be to focus
on the difference between different navigation algorithms,
i.e. Djikstra compared to RRT, potential fields and so on,
and also to develop more tools and tests to compare them.
Further research could try implementing smart cameras for
navigational purposes.
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Fig. 17. Distances to the other UAVs’ surfaces from the vehicle’s surface in
the multi-UAV avoidance case.

Fig. 18. Local minima scenario.
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DRINK AND DON’T DRIVE WITH AUTONOMOUS CARS
Imagine getting into the back seat of a car, being able to relax with the knowledge that the driver is 
completely without errors, errors that in some cases have fatal consequences. You can be old and blind, 
a young kid or drunk, and a driverless car can pick you up and take you wherever you want to go - the 
technology is accessible to everyone. 

An autonomous car can drive you anywhere anytime, even during rush hour in Stockholm, and get you to 
KTH in time. Today’s research on automation could make this dream of accessibility, security and punctuality 
possible in the future.

In Sweden, there were 254 deaths due to traffic accidents in 2017, and one could argue that these are all caused 
more or less by human error. Of all traffic accidents in Sweden, 20% are caused by tiredness and 2-3 times 
more accidents occurs in darkness than in daylight. For self-driving cars, tiredness and darkness are not risk 
factors and it stands to reason that Nollvisionen - the vision of zero deaths in traffic - will be difficult to reach 
without automation. One of the reasons that people who suffers from blindness, brain damages etc, are not 
allowed to drive cars today is for safety reasons. Scientists in the field of automation predicts that the technol-
ogy will contribute in making driving accessible to far more people than today. 

Research in making this automation possible is very broad and there is more to it than just making cars drive 
by themselves. Platooning technology and automatic traffic control, for example, are research areas that con-
tribute to automation on a more large scale level. The utopian dream of autonomous cars is only realisable 
when transportation is considered holistically, involving not only the cars but also their interconnection with 
the traffic. By automating not only the individual vehicles themselves, but also their interactions with other 
vehicles, a more efficient traffic flow is possible. The result of this is increased traffic reliability, making it, for 
example, easier to plan your trip to work or school. 

We have come a long way with automatic vehicle technology and Elon Musk - founder and CEO of Tesla - 
has said that “almost all cars produced will be autonomous in 10 years”. However, there are both technical 
and legislative challenges regarding safety and responsibility that must be resolved before the autonomous 
dream can fully be a reality. In March 2018 a fatal accident involving a self-driving Uber car occurred, which 
illustrates that autonomous vehicles, as they are today, is not yet the complete path to Nollvisionen. The coop-
erative technology of platooning is also a work in progress with Swedish companies such as Volvo and Scania 
in the front edge. On Scania’s website, it is possible to watch video clips of more or less functioning vehicle pla-
toons and the company hopes to be able to perform large scale pilot tests on public roads within a few years.
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With increased urbanization comes in-
creased congestion on cities road net-
works, causing a growing need for im-

proved use of the infrastructure. Moreover, as the 
number of vehicles and freight transports increases, 
the amount of greenhouse gas emissions becomes a 
growing problem. Automation of transportation sys-
tems can provide great benefits to the environment, 
economy and individual safety. By removing the hu-
man factor, it is possible to optimize fuel efficiency, 
make vehicles safer and increase road capacity. All 
the projects in this context contribute to making au-
tomation of transportation systems possible.
 
In urban transportation, bus bunching is a com-
mon problem due to uneven passenger distribution 
and traffic flow. It causes inefficiency in the system, 
with longer average waiting times, bottlenecks in 
traffic and low utilization of buses, which in turn im-
pacts both the environment and the economy. Pro-
ject groups B1a and B1b both focus on resolving this 
problem with an autonomous control strategy imple-
mented in a simulation. Both project groups have de-
veloped an autonomous control algorithm based on 
headway, i.e. the time-difference between two buses 
in the same line, but these algorithms differ slightly. 
Group B1a bases their solution on maintaining con-
stant headway by delaying at control points based on 
the forward headway (time to bus ahead). B1b uses a 
passenger-based model and similarly tries to equal-
ize headways, but with a mixture of backward and 
forward headway.
 
The project group B2 focuses on how to increase 
road capacity and fuel efficiency with platooning 
methods applied to trucks and civilian vehicles on 
large roads. This is done by letting controllers plan 
their forward movement, which allows for efficient 
coordinated driving with smaller intervehicular dis-
tances. Two controller designs based on predictive 
control are developed and compared with respect to 
safety constraints, performance and stability: a cen-
tralized and a distributed controller design. In the 
centralized case, the whole platoon is considered as 
one entity and the trajectory planning for all vehicles 
is done on a central computer simultaneously. In the 
distributed case, every vehicle plans its trajectory on 
its own, by only considering itself and the vehicle in 
front of it. The centralized controller has a problem 
with scalability whilst the distributed doesn’t. This is 
because adding a vehicle in the centralized case in-
creases the computational demand.
 
One common dangerous traffic situation that is 
tackled by groups B3a and B3b is highway overtak-
ing. In a perfect world autonomous vehicles would 
wirelessly communicate with each other and in a 
way similar to the ways discussed above collectively 
plan maneuvers to the benefit of each car. However, 
this would require all cars to be autonomous, which 

obviously will not be the case in the near future. To 
allow for a mix of autonomous and non- autonomous 
cars on the road simultaneously the problem can be 
solved by each vehicle individually sensing other 
vehicles, planning it’s trajectory, and then perform-
ing the overtake. The problem can be formulated as 
finding an optimal trajectory for the maneuver with 
respect to certain specifications. This can be done by 
predictive control, where the cost function is min-
imized. There are multiple ways to do this, but as 
overtaking accounts for a large amount of traffic acci-
dents, the main focus of the projects is safety. Group 
B3a tackles the problem of always guaranteeing that 
the car can reach a safe state, while group B3b works 
on creating a more dynamical control system that can 
handle more complex traffic situations. The results 
show that autonomous highway overtaking is a pos-
sibility in the near future.
 
While the development of autonomous vehicles 
has come a long way, there is still a lot of work left to 
be done before transportation systems can be com-
pletely autonomous. Future work related to this con-
text might be to compare the efficiency of Bus Rap-
id Transit-systems with bus-lanes to ordinary bus 
lines, and how this could be implemented in Stock-
holm. In vehicle platooning future research might 
look into how to extend predictive control methods 
to incorporate steering and avoiding external cars. In 
autonomous overtaking situations it could be inter-
esting to investigate whether it is possible to create a 
system that can communicate between the vehicles. 
Today we have pieces of a puzzle, what’s left now is to 
put them together.
 

IMPACT ON SOCIETY AND ENVIRONMENT

With autonomous vehicles come huge benefits for 
the society in terms of safety, economic effects and 
the environment. It stands to reason that many lives 
will be saved, congestion in traffic will be reduced 
and fuel consumption lowered as the human factor 
is erased in traffic. However, accidents on the road 
will still occur due to more complicated and subtle 
circumstances which could raise some ethical dilem-
mas. Furthermore, new problems that require ethi-
cal discussion will emerge. A few such problems are 
about the integrity of the individual and handling of 
data, usage and mobility of automatic transportation, 
the socio-economic consequences of automation and 
decision handling of the software in critical traffic 
situations.
 
With autonomous vehicles comes the possibility 
and need to collect and analyze personal informa-
tion and data. Autonomous vehicles could track your 
position and behavior. This raises concerns around 
data gathering; who owns the data and who has the 
right to use it? First of all sensitive data must be pro-
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tected from malicious hacking attacks to protect the 
individual’s right to privacy and integrity. Moreover, 
it is clear that the government and large corpora-
tions will collect large amounts of data which could 
potentially be used against individuals or popula-
tion groups as a whole. When individuals are driven 
around without their own input they are not fully in 
charge of where they are going. If a government or 
company doesn’t want you to travel somewhere, for 
instance a certain part of the city, it could easily keep 
you from going there. The consequence could be a 
loss of personal freedom of mobility. Considering the 
above mentioned points, it’s important to find a way 
to deal with the power of government and businesses 
in more subtle ways than today.
 
When there is a human driver in charge of the car, 
the question of responsibility is often easy. But who is 
responsible when an autonomous car is the primary 
agent in an accident? Is it the people in the car, the 
company who produced it or the engineers who de-
signed it? Moreover, how should an autonomous car 
react to a situation where an accident is unavoidable? 
Should the car make decisions on a purely cost/ben-
efit level? If so, could it be a feasible solution to make 
the active decision of killing the sole passenger in the 
car by driving off a cliff rather than hitting a group of 
people? Surely, no car owner would feel safe in their 
car if that was the case.
 
As well as safety and privacy aspects, the environ-
mental aspect is very important to consider when 
reflecting on ethical aspects of introducing autono-
mous vehicles. When a system operates the car, the 
convenience of taking the car increases. This will 
lead to an increased usage as the threshold of availa-
bility is lowered. Increased usage in turn will lead to 
a larger amount of cars on the roads, which will affect 
the environment in terms of gas emissions.
 
However, with an automatic driving system in place, 
it could be fine-tuned to drive in a way that is less 
damaging to the environment with more efficient 
fuel economy. In addition to this, fewer accidents lead 
to less repairs meaning less demand for new compo-
nent resources. In the future, it will be more impor-
tant to be resourceful with the limited materials and 
with autonomous vehicles and decreased accidents 
there will be a huge difference in the amount of mate-
rial being used in the vehicle industry. Despite some 
aspects being negative and some being positive re-
garding the environmental impact from autonomous 
vehicles, we think that the pros clearly outweigh the 
cons.
 
Other problematic aspects of automation are en-
countered on a societal level. Today, there are a lot of 
jobs related to human driven vehicles, e.g. trucks, tax-
is and buses. These jobs will disappear which might 
cause problem if the change is too drastic. Instead, 

the demand of many new jobs concerning program-
ming, engineering and maintenance of systems will 
grow. In the short run, this will without doubt have 
a negative socio-economic impact. However, from a 
wider perspective, this change is not necessarily dif-
ferent from the change already seen throughout the 
industrial revolution. Other changes will impact in-
frastructure and demand a change in human behav-
ior - e.g. autonomous-only car lanes - but this change 
might be well worth, keeping in mind the huge po-
tential of increased overall life quality in society.
 
With autonomous vehicles definitely come a lot of 
challenges. But if the technology can be implement-
ed and introduced to society in a correct and reliable 
way there are huge benefits to be reaped. We think 
the benefits are much more important than the dis-
advantages and challenges- it would be irresponsible 
not to develop this technology.



46



47

B1A: SELF-ORGANIZING BUSES

Self-organizing Buses - Headway-based Approach
Niclas Grönström and Philip Broms

Abstract—Urban transportation systems are a vital part of
everyday life nowadays. One common, but difficult issue in this
area is bus bunching which means that buses close in on each
other eventually ending up platooning when in operation. This
leads to inefficiency and passenger delay. The intent of this report
is to develop a model for mitigating delays in urban transport
by reducing bus bunching. Our approach is to have buses self-
organize and focus on maintaining a consistent headway between
buses. We propose using Markov chains in the algorithm. By
assigning control points along the bus line that have the ability
to evaluate the location of the buses. This dynamic property
allows for a quick response to the unpredictability of urban traffic
and an increase in effective use of the transportation system.
Results show that self-organizing, headway-based control has the
potential to significantly increase efficiency in urban transport.

I. INTRODUCTION

Naturally, a complex system like urban traffic leads to
many issues that grow arduous. One of the most observed
problems is bus bunching according to numerous studies such
as [1] and [2], even dating back to the 1960s. Buses end up
closing in on each other further along the route, eventually
traveling in platoons because of traffic or changes in amount
of passengers depending on the hour. Despite bus bunching
being a known problem, it is difficult to solve. It causes
inconsistent arrivals which in turn creates longer waiting
times for passengers and overcrowding, even rendering some
units useless. Soon one bus delays another and the issue
propagates as it grows in succession with the vehicles [3].

In order to create a more efficient system, the uncontrollable
factors need to be worked around through other means. One
approach is to bring in automatic control algorithms. Using
automatic control to regulate the distance in time between two
operating buses, also called headway, gives more possibility
for adaptation to unforeseen situations. Regulating headway
as opposed to geometric distance in time delay calculations
increases accuracy since the velocity of the bus is also taken
into account. According to [4] and [5], bus lines tend to
have a built-in amount of delay when commencing traffic.
Some have its target headway determined a priori as in [6].
Now, the idea is to no longer have buses depart on a time
schedule. Rather, much like in [7] the approach is to have
them adapt on arrival at certain bus stops called control
points (CP). At these stops an appropriate delay is calculated
based on information from other units on route as well as
surrounding traffic and the time of day. Control points have
been introduced as an idea by [4] and they are frequently
suggested as part of solutions to the bunching problem in
future works.

The aim of this work will be to try and achieve a common

TABLE I
STOCKHOLM BUSIEST BUS LINES DATA

Number of Users per day Start Point End Point

Line 1 35,000 Frihamnen Stora Essingen
Line 4 60,000 Radiohuset Gullmarsplan

headway so that buses arrive within consistent time intervals.
This loosens up overcrowding and decreasing wait time
which is a huge factor in terms of flow according to [8]. By
reaching headway convergence, the headway being the same
between all buses in traffic, buses can maintain consistent
arrivals. The theory is then applied to Stockholm City bus
lines, in a simulation. These bus lines are highly frequented
[9], as seen in Table I, and are important to urban traffic in
Stockholm.

In the end, when establishing ways of measuring performance
one thinks of the service regularity, especially when it comes
to inner city bus lines in Stockholm. According to [10] and
[11], SL’s ideal goal is to have buses arriving at 5-7 minute
intervals. For some lines, even down to 2-5 minutes during
rush hour. Therefore performance is measured by

1) Headway convergence
2) Consistent arrivals
3) Ability to recover from bunching

and thereby reach a headway convergence within a reasonable
time span and through that, more consistent arrivals at bus
stops. If the algorithm’s settling time is low enough, the test
is considered successful.

II. THEORETICAL PRELIMINARIES

The machinery working behind the scenes in the algorithm
consists, in big part, of Markov chains. The system uses
these Markov chains when calculating the trajectories
of bus movement. To get an understanding of how the
algorithm works we need to develop and integrate the theory
behind Markov chains and how they are used in the context
of the problem. There is also the need to establish the notation.

When specifying a Markov chain, one must consider a
state space containing a finite amount of states. Let S act
as the state space. In this case, S is a subspace of Rn and
contains all the different headway-states hk from the bus
movement. The superscripts k ∈ N are time instants for
whenever a bus arrives at a CP. The headways hk depend
on the position, which actually consists of two coordinates x
and y, along with the bus’ velocity v.



48

B1A: SELF-ORGANIZING BUSES

Fig. 1. Visual example of re-indexing at CP. The bus at the CP is always bus
1 until another bus arrives. To the left, the situation at instant k is presented.
In the middle, instant k + 1. To the right, k + 2.

Secondly, there needs to be an initial state distribution.
This distribution represents a state hk ∈ S at the time 0 and
will be denoted by h0 and

h0 ≥ 0, ∀hk ∈ S (1)

where, ∑

hk∈S

Pr(h0 = hk) = 1 (2)

since any state in S has the ability to act as an initial state.
Equivalently, the probability of having any sort of headway
at any time is 1.

A. Transition Matrix

Finally, a probability transition matrix describes the
transition between headway states. Every time a bus arrives
at a control point the algorithm calculates the headway
trajectories which are stored in hk. The k now acts as a
counter for every time a bus stops at the control point starting
from k = 0.

Buses themselves are re-indexed so that the bus arriving at
the control point is always of index 1 out of i = 1, 2, ..., n
with n buses on route, making the buses self-organizing.
For instance, if a bus arrives at a control point it will be at
position xk

1 = 0 according to the control point. Once there, it
will be delayed for a time tdelay according to the essential
control law of this algorithm

tdelay = max{β, αhk
n} (3)

where β acts as a minimum threshold for the time delay,
to prevent skipping stops. The parameter α is used to help
equalizing the headway and acts as a resistance factor against
bunching. Lastly, the parameter hk

n is the headway between
bus 1 and bus n. According to this law, the bus will either
remain stationary for a time αhk

n or until a time β has passed.

Furthermore, while stationed at the control point the
bus will be labeled bus 1 and the buses in the direction of

travel will be bus 2, bus 3, ... etc. Trailing behind bus 1,
assuming we have n buses in circulation, are buses n, n− 1,
... and so on. In general, the re-index process will be

xk
i → xk+1

i+1 , i = 1, 2, ..., n− 1 (4)

except for i = n where

xk
n → xk+1

1 (5)

to close the line of traveling buses. Thus, the same holds for
the headways.

This triggers a transition of states which is governed
by a transition matrix A = (Akl) with all positive entries
where k is the current state and l = k + 1 is the state
following the transition. Note that these indexes are not
related to the bus index. Each entry in this matrix is a
conditional probability where the algorithm calculates the
headway state based on a weighted value of the headway
hk
n and hk

n−1. The weight is based on α used to scale the
algorithms ability to handle heavy bunching. Other headways
are simply pushed invariantly to a new index as they are not
within close proximity of the control point and will therefore
have minimal effect on the delay calculation.

When deriving matrix A, the following method was
used in [7], which is used here as well. First, consider a
normalized circle with a circumference of 1. Assume that n
buses are traveling along the circumference of the circular
track, all with constant velocity v. The headway for bus i at
instant k is then

hk
i =

xk
i+1 − xk

i

v
(6)

which holds for i = 2, 3, ..., n, while

hk
1 = αhk

n (7)

for i = 1, assuming the system is without disturbances.
Observing the instant where the state goes from k to k + 1

xk+1
1 = 0

and
xk+1
2 = xk

1 + (hk
n − αhk

n)v = hk
n(1− α)v

which becomes

xk+1
1 = xk

i−1 + hk
nv

for i = 3, ..., n. By solving for hk
i one realizes that

hk+1
i =

xk+1
i+1 − xk+1

i

v
=

xk
i − xk

i−1

v
+

hk
n

v
− hk

n

v
= hk

i−1
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and

hk+1
1 = αhk+1

n +
xk+1
2

v
= αhk

n−1 + (1− α)hk
n

while also

hk+1
2 =

xk+1
3 − xk+1

2

v
=

xk
2 − xk

1

v
+

+hk
n − (1− α)hk

n =
xk
2

v
+ αhk

n = hk
1

which shows the re-indexing process. This builds up the
transition matrix for the algorithm. Bus 1 has to wait for a
time αhk

n at the control point, taking the bus in front of it
into account.

Written in matrix form



hk+1
1

hk+1
2

hk+1
3
...

hk+1
n



=




0 0 0 . . . 0 α 1− α
1 0 0 . . . 0 0 0
0 1 0 . . . 0 0 0
...

...
...

. . . . . .
...

0 0 0 . . . 0 1 0




︸ ︷︷ ︸
A




hk
1

hk
2

hk
3
...
hk
n




where 0 < α < 1, and α is the parameter used to resist
bunching. The matrix A is stochastic, since the row elements
of one row all add to 1. This is of high importance, as will
be explained in the next subsection.

B. Important Properties

Now to one of the most important parts of the mechanism. It
is possible for the chain to visit any state through the transition
matrix from any other state. This also means two-way access
is available between states in the state space. As two arbitrary
state instants k and l are able to communicate with each other
two-way the Markov chain is irreducible or

∞∑
m=0

Am
kl ≥ 0 (8)

where m is the number of iterations through the Markov
chain. Considering irreducibility, this Markov chain is bound
to have a period according to [12]. Mathematically, a period
of a state instant k is the greatest common divisor

dk = gcd{m : Am
kk > 0} (9)

which means that the probability of returning to the same state
i after m iterations is non-zero. If two states communicate,
they must share the same period [13]. Since all states
communicate with each other in our case, the chain will by

definition have a period of 1. This means that the chain is
aperiodic. In simple terms, this reaffirms the fact that we
have the ability to jump from one headway-state to any other
headway-state.

Since the Markov chain is irreducible and aperiodic it
will, according to the Markov Chain Theorem [12], reach a
limit where the distribution is stationary, hstat. The stationary
distribution satisfies

hstat = Ahstat (10)

in which,
hl =

∑

hk∈S

hkAkl, ∀l, k ∈ N (11)

once reaching the limit and the states will remain constant
through transitions. This is key to how the algorithm works,
where the headway eventually converges to a constant
headway between all buses.

Markov chains are advantageous in this case because
they are memoryless, meaning that the next state only
depends on the current state [12]. This property comes in
handy in terms of the adaptability of the system since it will
review the situation the moment a bus arrives at the control
point. When extending to several control points the theory still
holds with each control point having its own α parameter.
One could remove one control point and the algorithm
will adapt accordingly. Similarly, since the buses change
index every time one arrives at a control point the system
can adapt to buses being put out of service for various reasons.

III. MODELING & SIMULATION

In order to test if the theory is working and determine
whether there was a significant improvement in terms of
lowered bus bunching tendencies, a simulation environment
was created. However, before building the simulation there
needs to be a model. In this following section the development
of the simulation environment is explained and choices made
are justified.

A. Relevant Parameters

Starting off, when setting up the model one needs to
determine and investigate the control parameters. Urban traffic
contains a lot of factors, many which are not controllable. For
instance, disturbances and uncertainties like

• Amount of passengers
• Traffic jams
• Vehicle breakdown

are unpredictable and the system needs to be able to respond
to varying degrees of these situations. The model needs to take
some of these factors into consideration when simulating data.
However, there are parameters that are less difficult to control.
To exemplify, things that the management or coordinators have
control over are
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Fig. 2. Map of bus line 1. Picture taken using SL’s website. April 25th, 2018.

• Amount of buses along the route
• Schedule
• Delay time at bus stops

and these act as control parameters. Controlling these
parameters through the algorithm is going to be key in
finding a way of mitigating bus bunching. Management has
control over the amount of buses operating at a certain time.
Extra time delay at bus stops is a central part of this algorithm
as it will be calculated based on the position of the other buses.

B. Choice of Bus Line

There were several candidates in regards to bus lines.
Preferably, the route should be in frequent use along with a
path that enters heavily trafficked roads. Using a busy bus
line when testing out the theory is important if the goal is to
increase efficiency of urban traffic. Thus, bus lines 1, 2 and
4 were considered for the simulation model. In the end, bus
line 1, as shown in Fig. 2, was chosen because of its reach
through the inner city but also because of its importance in
terms of transportation inside Stockholm. It stretches from
Frihamnen to Stora Essingen and spans a wide array of bus
stops.

As mentioned earlier, the idea is to have certain stops act as
control points. Whenever a bus arrives at a control point, the
algorithm calculates an appropriate delay based on the control
law, equation 3. When assigning control point status to a stop,
one must consider the bus stop’s location, passenger frequency
and significance along the route. Alternatively, a bus stop
could be assigned control point status due to its geographical
location along the route. This is considered in order to spread
out the control points over the track. In the case of bus line
1, based on the prerequisites mentioned earlier, the following
were considered suitable stops to be assigned CP status;
Tessinparken, Cityterminalen and Fridhemsplan. Frihamnen
and Stora Essingen were also obvious choices seeing as
they are start and end points respectively on the route. This
leaves more freedom in terms of delaying buses and gives
the opportunity to reset their activity on the route.

C. Idealized Model

The simulation phase was divided into two parts, the
idealized model which focuses on highlighting the algorithm
and how it separates buses in a simple model. In the second
part, an advanced model which is a recreation of bus line 1
in Stockholm was created.

In order to get a better view of the self-organization
and the converging headways, the idealized model is a
stripped down version of a more advanced simulation. It
consists of a circle with an arc length of 1. Assume n buses
are in circulation along the track. Their positions at any
instant k can be written as 0 = xk

1 ≤ xk
2 ≤ xk

1 ≤ ... ≤ xk
n < 1

for some position x ∈ [0, 1) on the track. As for headway
calculations, recall

hk
i =

xk
i+1 − xk

i

v
(12)

which is used in this simple case. The velocity v is assumed
to be constant.

Tests were done using one and then two control points
with four buses in circulation. The buses were started either
lumped up or fairly spread out. Another test was done using
different values of α and β. Amount of buses were also
varied between three and four units at a time, enough to
take meaningful measurements without overly congesting the
small circle.

The advantage of having a pure and stripped down version
of a bus route is the ability to see how changing parameters
affects the buses.

D. Advanced Model

Construction of the advanced model commenced after build-
ing and testing the simple model with positive results. While
the advanced simulation is an attempt at a more realistic envi-
ronment in bus traffic, it still employs some ideal assumptions
compared to real-life. The track was drawn in MATLAB, as
accurately as possible, using a set of straight lines based on
the map of line 1 taken from SL’s website [14]. The inner
workings behind the advanced simulation are similar to the
idealized model. In terms of measuring distance, the entire
track is cyclical and of length 1 as though it was a normalized
circle. In fact, it uses the same distance calculator as the
idealized model, only scaled to match that of the real-life bus
line 1.

As can be seen in Fig. 3, the scale used is 1 to 72.48 m due to
the length of the line being approximately 10.5 km long and
the plotted lines being about 146.9 axis units in total length.
According to SL’s travel planner [14], one run through bus
line 1 is expected to take between 39-41 minutes.
Since the model is based on a constant velocity the advanced
model needed to take the average speed on bus line 1 into
account. According to [15] the average speed is 17.2 km/h,
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Fig. 3. Advanced simulation environment with 10 buses, based on bus line
1. The buses are heading towards Stora Essingen from Frihamnen. Control
points are marked with a cross, each circle represent a bus.

since this speed was based on an average on the whole stretch
of bus line 1, the speed for the advanced model had to be
adjusted to 27 km/h.

E. Passenger Amount

In the advanced model, passenger amount is also taken
into account. One major reason for bus bunching is an
unforeseen amount of passengers boarding, delaying buses
on bus stations according to several studies [1], [7] and
[5]. Passengers are simulated by letting a Poisson process
randomly generate integer numbers at the bus stops. The
benefit of using a Poisson process lies in the fact that arrivals
are independently and uniformly distributed in the interval
as explained on page 7 in [16] and in [17]. Once at the bus
stop, the bus has to wait for all passengers to finish boarding
before departing. This becomes the delay time at regular bus
stops in the simulation.

When modeling the waiting time at bus stops there were
several factors taken into account

• Passengers at the stop
• Slowing down the bus
• Opening and closing doors

which were estimated using data from page 44 in [9]. From
there, the following equation

tdwell = 17.30 + 2.18 · Pb + 0.87 · Pa (13)

is used for calculating dwell time tdwell in seconds at the
regular bus stops. Where Pa is the number of alighting
passengers and Pb is the number of boarding passengers, Pa

and Pb is calculated from the Poisson process. The first term is
constant and is an estimation of everything that isn’t boarding
time, like opening or closing doors. Again, ideal assumptions
were made since the individual trip of each passenger was
not considered. Also, in [9] the routes differ at some stops

Fig. 4. Timestamp after 0 seconds, from the idealized model with four buses
on a normalized circle with two control points, driving in counterclockwise
direction. The buses begin in a bunched position. Each filled shape represents
a bus.

Fig. 5. Timestamp after 50 seconds, from the same idealized model with four
buses. The buses start to slowly separate. Each filled shape represents a bus.

compared to present day bus line 1. This is because of a
relocation of the section on Värtavägen to Erik Dahlbergsgatan
as noted in [10]. Considering the relocation, some stops needed
to have their passenger amounts estimated. Since Värtavägen
and Erik Dahlbergsgatan differ by approximately one block,
similar passenger amount between the two is assumed.

IV. RESULTS

This section presents the simulation results. The section
starts with the results from the idealized model. Then contin-
ues with the simulation results from the advanced simulation
model.

A. Results Idealized Model

A simulation of the idealized model with the same param-
eter values, only differentiating in time when the snapshots
was taken, is shown in Fig. 4, Fig. 5 and Fig. 6. The idealized
model was also tested with different amount of control points
and headway was plotted versus time, Fig. 7 shows when two
control points was used and Fig. 8 shows when one control
point was used.

B. Results Advanced Model

A total of 10 buses was used in the simulation, driving
from Frihamnen to Stora Essingen. Parameter value β was
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Fig. 6. Timestamp after 130 seconds, from the same idealized model with
four buses. The buses have converged to a equal headway. Each filled shape
represents a bus.

Fig. 7. Simulation results from the idealized model with four buses on
a normalized circle, with two control points. The headways of the buses
eventually converge as can be seen in the figure.

Fig. 8. Simulation results from the idealized model with four buses on a
normalized circle, with one control point. The simulation shows that it takes
significantly longer time for the buses to converge with only one control point.

set to 0.08 and α was set to 0.5 during the simulation. The
buses begin bunched. The result in Fig. 9 shows the headways
between the buses when the buses stand still for a constant
time at ordinary bus stops. The result in Fig. 10 shows the
headways between the buses when the buses stand still based
on a Poisson process at ordinary bus stops. The reason behind
measuring for approximately 6000 seconds is to make sure the
headway actually stays constant.

TABLE II
IDEALIZED MODEL - HEADWAY CONVERGENCE

Number of α β Settling time to Settling time to
bunched equal headway [s] equal headway [s]

buses (with 1 CP) (with 2 CP’s)
2 0.1 0.1 49.28 40.61
2 0.2 0.1 52.62 43.89
2 0.3 0.1 54.50 46.48
2 0.4 0.1 55.36 50.19
2 0.5 0.1 57.031 50.15
2 0.6 0.1 55.36 50.19
2 0.7 0.1 54.50 46.48
2 0.8 0.1 52.62 43.89
2 0.9 0.1 49.28 40.61
3 0.1 0.08 unstable 43.80
3 0.2 0.08 88.63 46.70
3 0.3 0.08 83.90 49.00
3 0.4 0.08 83.69 67.24
3 0.5 0.08 116.68 79.01
3 0.6 0.08 140.97 159.33
3 0.7 0.08 184.84 unstable
4 0.3 0.08 193.89 58.02
4 0.4 0.08 509.73 75.02
4 0.5 0.08 96.11 66.58
4 0.6 0.08 98.95 64.93
4 0.7 0.08 134.07 74.62
5 0.5 0.08 99.22 67.90
6 0.5 0.08 125.38 87.90

Fig. 9. Simulation results from the advanced model, starting with 10 buses
on bus line 1, with five control points. Buses stand still for a constant time
at ordinary bus stops.

Fig. 10. Simulation results from the advanced model, starting with 10 buses
on bus line 1, with five control points. Buses will stand still based on a Poisson
process at ordinary bus stops.

V. DISCUSSION

The results show that the algorithm does make headways
converge eventually. In this section we discuss the results



53

B1A: SELF-ORGANIZING BUSES

obtained from the simulations.

A. Idealized Model

When testing different values of α in the simple model
it becomes apparent that a value 0.3 ≤ α ≤ 0.6 gives the
most stable results. As α grows larger, the system eventually
becomes unstable. Similarly, for α-values close to 0 the
system ends up not converging. However, for two buses the
system remains stable for all 0 < α < 1.

The results from the idealized model show that the settling
time for headway convergence with one CP in the case of
three buses, as seen in Table II, is much faster than that of
four buses. When introducing another CP, the settling time
is lowered for both cases. These results indicate that two
control points regulate the headway much faster, the reason
being that the control points share the burden of equalization.
By increasing the amount of control points, the settling time
is lowered at the cost of more stops delaying the buses. Too
many control points could also cause long wait times. This
proves to be counterproductive in maintaining a reasonable
flow of passengers. When assigning control points one must
consider this so that the algorithm is optimized.

B. Advanced Model

In the advanced simulation, the headways seem to be
oscillating while converging. This is due to the regular bus
stops delaying the buses at different points in time. The
reason the headways oscillate close to unison is because the
algorithm wants to maintain equal headway as best as it can.
This is as close to convergence as one gets in the advanced
simulation. Even with many buses, the algorithm eventually
makes the headway close to consistent. Similarly, the results
from the simulation with the Poisson process added, show
that there’s a convergence to an equal headway. However, the
system keeps oscillating slightly due to the dwell time at the
regular stops.

When traveling through one cycle of the track, the first
bus clocked in at about 2,500 s, which is approximately 41
minutes. Throughout, the arrivals remained consistent.

Furthermore, the simulation has its limitations due to
some ideal assumptions. Due to time constraints some aspects
of urban traffic remained unexplored. Instead of having a
more complex velocity variable function, the velocity was
calculated to an average along the entire route based on
statistical studies like [9]. In spite of this, we believe taking
the average velocity doesn’t hurt the simulation significantly.

Another aspect that has to be considered is vehicle
breakdown. Since the control points re-label all the buses
every time they arrive, buses being removed or added might
affect the headway convergence. For example, if one bus is
out of order the algorithm will still label the buses according

to the order in which they arrive at the CP. However, this
means that the headway will converge to a larger value since
there are now n − 1 buses and not n. In turn, this impacts
arrival times with buses arriving more sparsely.

C. Future work

In terms of future continuation, a more detailed handling
of the passenger amount could be explored. In a simulation
environment, passengers can be spawned and increase in
accordance with wait times. This could perhaps be done
using a queue where passengers add up at the stops. Also,
tracking passenger paths could be an interesting idea to
further optimize the headway control. If knowledge about
passenger patterns is increased, a more effective algorithm
could be developed.

Another interesting venture is also the possibility of
introducing smart traffic lights which assist in maintaining
constant headway [18]. Studies like [19] have explored
the possibility of creating smart traffic lights using cellular
automata.

Regarding other buses from other bus routes, some buses share
stops with other bus lines. Delaying buses could cause issues
with space at stations blocking other buses. As a proposed
solution to this management can select larger, central stops as
control points. Perhaps, in the future, exploring constructing
extra space at these stops could be a possibility. The costs
surrounding this would be significant, meaning this would
require a more tested and secure model of the algorithm.

VI. CONCLUSION

In the end, the headway-based approach to organizing buses
shows potential in terms of mitigating the bus bunching prob-
lem. The algorithm manages to reach a common headway with
the help of Markov chains. While the results of the simulation
show promise in regards to this method, there is still work
to do. By adding more factors, like traffic changing during
the day or more detailed passenger processes, the simulation
environment would give more realistic data. With more testing,
the self-organizing buses could become the future of urban
transport.
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Implementation of an Automatic Control Strategy to
Minimize Headway Variance

Karl Johannes Jondell

Abstract—In this project, a model of a high-demand bus line
is formulated and simulated. Three different control strategies,
Timetable, Headway Thresholding and Self-Coordinating, are
implemented and tested in the simulation, in order to establish
one that reduces passenger wait time and that resists and recovers
from bunching. Two of the three strategies uses inter-vehicle
headways to control the flow of the buses, requiring real-time
information sharing of vehicle positions between the buses. With
the aid of so-called Automatic Vehicle Location-systems (AVL)
already in use in many public transit systems, this information
could be shared instantly through the Cloud and be used to make
headway-based control strategies a reality.

An interactive graphical user interface supplements the sim-
ulation software. This can be used as an educational tool for
teaching about control theory and the dynamics of public transit
systems.

I. INTRODUCTION

IN this day and age, an increasing amount of the manual
complex systems that can be found in our society are being

digitalized and connected, a future which has been called the
Networked Society [1] by the telecommunication giant Erics-
son. Real-time information can be shared through the Cloud
by these increasingly autonomous systems, allowing them to
self-organize and become more efficient, more accessible and
more user-oriented.

One consequence of the Networked Society will possibly
be found within the realm of public transportation: connected,
self-organizing buses. With buses sharing information of posi-
tion and amount of on-board passengers between one another,
they can organize in such a way that timetables become
superfluous and capacity utilization becomes optimal. In doing
so, the bus lines could be designed to effectively resist and
recover from inefficiencies known as bunching.

Bunching is a phenomenon occurring in public transit
systems where the vehicles undesirably are traveling in groups.
Bunching can be caused by an extraordinary event, for ex-
ample a singular disturbance in the traffic flow such as an
accident, or in a poorly-regulated, high-demand bus line. As
explained by Daganzo [2] (citing a 1964 study by Newell and
Potts), bunching will build-up when a leading bus starts to
slack due to high passenger demand, resulting in larger bus
stop dwell time. This gives the following buses time to catch
up to the leading bus, resulting in the formation of a cluster
of buses.

Bunching must be resolved with some form of regulatory
intervention. Such regulation is almost exclusively performed
by delaying some of the buses at certain given bus stops
(known as control points). By delaying some of the buses, the
distances between the clustered buses can be increased, thus

breaking the cluster, and the overall inter-vehicle distances
(known as headways) are equalized.

Headway-equalizing control strategies are dependent on
the exact knowledge of the location of each vehicle in the
system, as the amount of delay at each control point is
dependent on the location of the bus ahead and/or the bus
behind. In most modern bus lines, including the bus lines
in Storstockholms Lokaltrafik [3], this real-time information
is available thanks to common positioning technology (for
example, GPS) and is known as Automatic Vehicle Location
(AVL). This system is currently primarily used for assisting
passengers with real-time data in travel planning. Together
with another common data-collecting service found in most
modern bus lines, Automated Passenger Counting (APC), it
should be possible to optimize capacity utilization of a bus
system while avoiding bus bunching and thus retaining a target
passenger wait time.

The automatic control strategy that is suggested in this
paper assumes that information provided by an AVL-system is
available. It is automatic in the sense that the control system is
able to reach and maintain a steady state without continuous
human intervention. The performance of the strategy is partly
evaluated by measuring time to recover from a state of
bunching (where headway variance reaches a stable minimum
from a previous perturbation), and also by comparing capacity
utilization and wait time to a naive strategy.

In this paper, bunching in a high-demand bus line is
investigated and three strategies with varying complexity and
autonomy are implemented and compared. Strategies of au-
tomatic headway equalization in bus lines have previously
been investigated by Bartholdi and Eisenstein [4], Cats et al.
[5], Saez et al. [6], Berrebi et al. [7] and Liang et al. [8].
This project uses a simplified model of a bus line, which is
simulated in order to test the performance of the three control
strategies. The parameters of the model have been inspired by
bus line 4 in Stockholm.

II. MODEL OF A BUS LINE

The microscopic model in this project consists of a uni-
directional, high-demand bus line with 31 bus stops and 10
concurrently available buses. Each bus stop is assigned a
weight which dictates both its passenger arrival rate and the
probability of the stop being the desired destination of any
given passenger. The weights are non-uniformly distributed
over the bus line, which is one of the causes of perturbations
in the system. This is consistent with most real bus lines, where
some stops are more frequented (for example, junction points)
than others.
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Control points are bus stops where a bus can either be
spawned or delayed. The number of control points in the
system depends on the control strategy used: the Timetable and
cyclic Headway Thresholding strategies do not use any control
points, whereas the non-cyclic Headway Thresholding strategy
uses one control point and the Self-Coordination strategy uses
five control points. These control strategies are described in
further detail in Section III. A cyclic model simply means
that the start- and end-points are the same. This bus line
(or cycle) can be considered infinite in length and, for some
strategies, lacking control points. As such, any perturbation
will be amplified as the buses travel along the infinitely long
bus line. This causes any bus bunching present to increase,
which is why the cyclic model is useful for creating a system
with bunching.

In this model, some aspects have been inspired by bus line
4 in Storstockholms Lokaltrafik. This is not intended as an
evaluation of bus line 4, but rather for being used as a guiding
star when creating the model. The number of bus stops, the
names of these bus stops and an estimated passenger demand
or weight (further described in the following section) have
all been taken from this bus line. Also the frequency of bus
service for the Timetable control strategy is based on bus line
4, which is approximately six minutes. This information is all
taken from its timetable [9], which is applicable from 10th
December 2017 to 21st June 2018.

The models and interconnections of passengers, buses, bus
stops and dwell times used in this project are described
following in further detail.

A. Passengers

Passengers arriving at a given bus stop are modeled as
Poisson processes, with the probability distribution [10]:

f(k;λ) =
λke−λ

k!
(1)

The Poisson weight λ is specified individually for each bus
station. The variable k in Equation 1 represents the number
of passengers arriving at the given bus stop, when a random
sample is drawn from the distribution.

The number of passengers alighting at a given bus stop is
determined by the weight λ of the bus stop. Whenever a new
passenger is generated, it is assigned a destination depending
on which stops remain in the bus line and the respective weight
of each stop. The weights are normalized and a bus stop is
drawn from the resulting discrete probability distribution.

A bus stop with a large λ-value will therefore have a larger
number of both arriving and alighting passengers.

B. Buses

The buses can carry a maximum amount of 90 passengers
at a time, the approximate passenger limit of the regular buses
operating in bus line 4. In practice, this number depends on if
there are, for example, baby strollers present.

All buses are traveling with a fixed speed throughout
the system. In other words, the model ignores traffic flow
irregularities and changing speed limits along the bus route.

The distance between two buses in the bus line is known
as headway, and can be measured temporally or spatially. In
this project, the temporal and spatial headways will be used
interchangeably, which is motivated by the fact that the buses
are traveling with a fixed speed. The headway variation of
a bus line directly affect its efficiency, and Abkowitz et al.
[11] showed that the average waiting time in a bus line with
frequent service depend on headways by the equation:

E(W ) =
H̄

2
+

V (H)

2H̄
(2)

where H̄ is the average temporal headway in the bus line
and V (H) is headway variation (in other words, amount of
bunching).

Bus stops with λ-values

Fig. 1. λ-values of the bus stops used in model; leftmost bar in the chart
represents the start-station Gullmarsplan and rightmost represents the end-
station Radiohuset. Numerical values are listed in Table I in appendix.

C. Bus Stops

Newly arrived passengers at the bus stops are queued with
a first-in, first out (FIFO)-rule. This means that passengers
arriving first at the stop will also be loaded onto an arriving
bus first, and ensures that the maximum waiting time does not
become unbounded.

The stops are spaced equidistantly in the model. Their λ-
values are assigned approximately based on the number of
arriving and alighting passengers of bus line 4, see Fig. 1
(for table with values, see Table I in appendix). It must be
stressed that these approximate λ-values have been estimated
by the author himself when traveling along the bus line, and
do not reflect data from Storstockholms Lokaltrafik. However,
the accuracy of these are not important for the function of the
model. Rather, it is important that they are distributed non-
uniformly. A randomly generated non-uniform distribution
could have been used equally well.

The junction points, i.e. the stops with greatest number of
arriving and alighting passengers, have been taken from the
timetable of bus line 4 [9] and also have the largest estimated
λ-value. These also correspond to the control points used in
the Self-Coordination strategy.

D. Dwell time

Dwell times at the bus stops are the major contributing fac-
tor of perturbations in this model. Dwell times are dependent
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on number of alighting and boarding passengers, as suggested
by Sun et al. [12]:

Dwell time = max{a×A, b×B}+ td (3)

where A and B are number of alighting and boarding pas-
sengers, respectively. The variables a and b are time interval
between alighting and boarding passengers, respectively. In
this project a = 0.067 and b = 0.67. The boarding time factor
is larger because the passengers might, for example, pay upon
boarding, resulting in a longer boarding time than alighting
time.

The variable td is an offset value which is constant through-
out the bus line and which represents the additional time it
takes for the bus to decelerate and halt, and accelerate and
start, at the bus stop. The only exception to the constant
value of td is if there are no passengers either boarding or
alighting and if the stop is not a control point. Then the bus
should simply pass that stop and td would then be equal to 0.
Otherwise, the value of td = 2.63 seconds in this project.

The variable td regulates how susceptible the whole model
is to the amount of the passenger flow. A large value of td
means that the bus stops have relatively similar dwell times,
which results in less bunching. The opposite is true for a small
td value.

The model for dwell times proposed in Equation 3 assumes
simultaneous boarding and alighting, meaning that back doors
are used for alighting only and front doors are used for
boarding only.

III. CONTROL STRATEGIES

The three strategies used in this paper, of which one is open-
loop and the other two are closed-loop, are described below
in order of complexity.

A. Timetable

With the Timetable strategy, a bus is dispatched every n:th
minute. This is the simplest strategy, without any regard to
either temporal or spatial headway. As such, it is an open-loop
control system. The controlling parameter is the frequency of
bus service (i.e. the n minute interval).

As in bus line 4, the interval n = 6 minutes is used in the
implementation.

B. Headway Thresholding

With the Headway Thresholding strategy, a bus is dis-
patched as soon as the last bus in the bus line has traveled
a designated target distance. This target distance should be
approximately:

dt =
dT
nc

(4)

where dT is the total length of the bus line and nc is the
amount of buses allowed to operate concurrently in the bus
line. In an ideal, non-perturbed system (i.e. dwell times are
constant and equal), this target distance would result in least
headway variation.

This is a closed-loop control strategy, as the dispatching of
a bus is dependent on the positions of the other buses in the
system. However, the only control point in the system is the
first bus stop, where the buses are dispatched from. As such,
there is no mechanism for resisting bunching when using this
strategy.

C. Self-Coordination

The Self-Coordination strategy uses n control points at
which each bus is delayed until either the ahead- or behind-
headway has reached a threshold value. The ahead-headway
is the distance from a bus to the closest bus leading, and the
behind-headway is the distance to the closest bus lagging.
The threshold for these headways are not necessarily the
same. Rather, the ahead-headway equals an ideal headway
distance (calculated using Equation 4) and the behind-headway
has a small threshold value that prevents two buses from
simultaneously occupying the same bus stop. A bus that
catches up to a stationary delayed bus at a control point will
soon be delayed itself, as it reaches the control point. This is
the reason for a smaller behind-headway than ahead-headway.

The Self-Coordination strategy shares many similarities
with the Headway Thresholding strategy, but rather than using
only one control point, it uses n control points. As with bus
line 4, the number of control points in this model is equal to
n = 5 bus stops (number of junction points).

IV. SIMULATION

The simulation of the model is written in Python [13], using
the additional libraries NumPy [14] (for statistical functions),
PyPlot [15] (for data plotting) and TkInter [16] (for graphical
user interface). The simulation is written, tested and run on
a MacBook Pro 2011 with macOS High Sierra installed.
However, the simulation should be runnable on any operating
system supporting Python.

An interactive graphical user interface (GUI) that visualizes
the movement of the buses and the effects of the used control
strategy complements the simulation. This can be used as an
educational tool for teaching about control theory and the
dynamics of bus systems.

The source code of this simulation software is available at
GitHub [17].

A. Implementation of the model

The model is implemented in the simulation with an object-
oriented approach. Each passenger is represented by an in-
stance of the class Passenger, belonging either to an instance
of the class Bus stop (if waiting) or Bus (if traveling). As such,
each object keeps track of its own relevant information. The
interaction between the objects are handled in the main-loop,
which executes at a rate between 8 to 166.6̇ Hz, depending
on the user-chosen settings.

1) Generating arriving passengers: at every iteration of the
main-loop, the amount of arriving passengers, k, to every bus
stop are calculated by drawing samples from the respective
distribution in Equation 1. Each bus stop has its own value of
λ (see Fig. 1) which is scaled linearly by a user-chosen factor.
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Fig. 2. Screen shot of GUI. The chosen control strategy is the non-cyclic Headway Thresholding-strategy.

2) Method for creating bunching: bunching is created in
the simulation by dispatching the maximum amount of buses
allowed into the system using a cyclic model. The bunching
increases as the simulation runs. This way it is possible to
generate an accurate amount of controlled bunching that is
useful for testing scenarios.

3) A balanced model: it is very important that the balance
of the passenger flow and the bus capacity of the simulation are
taken into particular consideration. If there is a much higher
passenger flow than bus capacity, any strategy will fail to resist
bunching. However, if there is a much lower passenger flow
than capacity, there will be no differentiation between the
strategies. The balance in this simulation was accomplished
through trial-and-error.

B. Graphical User Interface

The GUI visualizes the bus line by drawing the buses
moving in a straight line from left to right. A screen shot
of the GUI can be seen in Fig. 2. The buses are illustrated as
rectangles colored with different intensities of blue depending
on their current capacity (darker shades corresponds to more
on-board passengers). Each bus stop is a stationary rectangle
filled with different intensities of red depending on amount of
waiting passengers at the stop. The names of each bus stop
is written in short under each respective rectangle. The names
of the control points (or junction points) are written in bold.

The user can open a control panel in which they can
manipulate passenger demand, choose control strategy, spawn
buses manually and set the speed of the simulation. The
passenger demand is decided by a user-chosen factor that
linearly scales each Poisson-weight λ at every bus stop. The
scaled weights will therefore not affect the overall distribution.

V. RESULTS AND DISCUSSION

The goal of this project is to suggest a control strategy
that reduces waiting times, and that resists and recovers
from a state of bunching. The control strategies described
in this paper, Timetable, Headway Thresholding and Self-
Coordination, are compared and evaluated both in respect
to average waiting times and headway variance (amount of
bunching). The Self-Coordination strategy, which is the only
strategy of the three with a mechanism to recover from a
state of bunching, is also evaluated on how long the recovery
takes. This is illustrated in Fig. 3 and Fig. 4. The figures show
two examples of how the system under the Self-Coordination
control strategy automatically returns to a state of equalized

Fig. 3. Self-Coordination strategy recovery from bunching. Cyclic model
used. Passenger demand factor was equal to 15.

Fig. 4. Self-Coordination strategy recovery from bunching. Cyclic model
used. Passenger demand factor was equal to 15.

headways and how the passenger waiting time subsequently
drops.

In Fig. 5, the three strategies are compared by headway
variance and average wait time. The model parameters are the
same for all three strategies, with a relatively high passenger
demand and using a non-cyclic model. There is a noticeable
performance difference between the Timetable strategy com-
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Fig. 5. Non-cyclic model comparison of the three control strategies. Passenger
demand factor was equal to 15.

Fig. 6. Non-cyclic model comparison of Timetable and Self-Coordination
strategies. Strategy swapped at 100 minute mark (marked by dashed red line).
Passenger demand factor was equal to 15.

pared to the Headway Thresholding and Self-Coordination
strategies.

Fig. 6, Fig. 7 and Fig. 8 show the responses when switching
from the Timetable and Headway Thresholding strategies to
the Self-Coordination strategy. The red dashed lines signifies
the time when the control strategies are changed, which
illustrates the impact and response time of changing strategies.
This test effectively shows the similarity of the Headway
Thresholding and Self-Coordination strategies, but also the
inferiority of the Timetable strategy.

The two scenarios in Fig. 3 and Fig. 4 are using the same
model parameters, but the latter has a slightly larger initial
headway variance. This relatively small difference in initial
bunching have a significant impact on the subsequent recovery
times, where it takes the latter scenario more than twice as
much time to reach a steady-state than the former scenario.
Which, in turn, suggests that the system is very susceptible

Fig. 7. Non-cyclic model comparison of Headway Thresholding and Self-
Coordination strategies. Strategy swapped at 100 minute mark (marked by
dashed red line). Passenger demand factor was equal to 18.

Fig. 8. Non-cyclic model comparison of Headway Thresholding and Self-
Coordination strategies. Strategy swapped at 100 minute mark (marked by
dashed red line). Passenger demand factor was equal to 18.

to even small amounts of bunching. In a real-life scenario, it
would therefore be advisable to use a control strategy that
successfully resists bunching, rather than trying to recover
from it.

The settling times of these two scenarios (approximately
200 respectively 500 minutes) suggests that the recovery using
the implemented cyclic Self-Coordination strategy is very
slow. The simulation does successfully recover from the state
of bunching, which none of the other cyclic strategies are
capable of doing. However, this may not be true for any
amount of bunching. The control strategy could cause further
bunching if the initial amount of bunching is too high to
recover from.

The relationship between waiting time and headway vari-
ance, which is indicated by the second term in Equation 2, is
apparent in Fig. 3 - 6. The average and longest waiting times
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in these simulations clearly follow the headway variance of
the bus line, reiterating once again that controlling headway
variance is essential for maintaining an even bus service with
short waiting times.

The other term in this Equation, H̄
2 , reveals how the average

waiting time is further dependent on headway. In both of the
implemented headway-based control strategies in this project,
the target value is decided by equation 4, and equals to
dt = 6.2 distance units in the simulation. This shared property
explains why the two strategies seem to perform similarly
when there is no bunching present, as illustrated in Fig. 5,
Fig. 7 and Fig. 8. The two latter figures show that the capacity
utilization and the average and longest waiting times do not
change when switching strategy.

The administrative council of traffic (sv. Trafikförvaltningen)
of the Stockholm County Council (sv. Stockholms Läns Lands-
ting) have recommended a waiting time between 5 to 7.5
minutes in their Stomnätsplan [18] from 2014. As the sim-
ulated model is too simplified and rudimentary, this exact
number may not be usable to evaluate the performance of the
presented data in Fig. 5 - 8. However, the relative variation
of the average waiting times can be used for comparison. The
variation in waiting times under the Timetable strategy is very
apparent in Fig. 5 and Fig. 6 and exceeds the 2.5 minute
interval recommended by Trafikförvaltningen. The Headway
Thresholding and Self-Coordination strategies, however, have
a much more stable average waiting, which would be more in
line with the recommendation.

VI. FUTURE WORK

A natural extension of the Self-Coordination strategy would
be to implement an algorithm that decides the optimal amount
of buses in the system to uphold a target capacity utilization
value. This algorithm should base its decision on data from
APC-systems, or amount of on-board passengers, to ensure it
is realizable. This way, the control strategy would automati-
cally respond to fluctuations in passenger demand.

Another extension would be to simulate singular events,
such as the breakdown of a bus. A bus-breakdown would
impact the amount of available buses, and it would be in-
teresting to test how the strategies responded to such event.
Also simulating fluctuating traffic, different street speed limits
and different distances between stops would make the model
more realistic.

It would also be insightful to perform a formal stress
test of the model, where the passenger demand is increased
to its extremity and the subsequent effect on the model is
studied. When performing an informal stress test, the whole
system of buses became completely stationary after some time
under the Self-Coordination strategy. If not designed for these
extreme conditions, automatic control systems may respond
unpredictably and undesirably, which should be studied more
carefully. Part of such study would require the design of a
system which could detect unusually high passenger flow from
APC-data only.

VII. CONCLUSION

One important conclusion that should be drawn from this
project is that it is essential that a good control strategy
effectively resists bunching. Recovery from a state of bunching
is slow and inefficient, and this may contribute to the fact
that it is still so prevalent in our public transit systems
today. The knowledge that bunching inherently affect bus
line performance can be dated back at least 60 years, which
indicates how difficult a problem it is to control. Bunching due
to singular events are of course inevitable, so a good control
strategy must be able to recover from it, but resisting bunching
in the first place should always be prioritized.

Replacing the partially manual traffic control systems used
today with completely autonomous counter-parts may need
more extensive research before becoming a reality. However,
the data-sharing systems that are required to implement the
automatic control systems suggested in this paper are already
in use and working today. Further testing of these strategies in
a more sophisticated model is required, but maybe this alludes
to how our bus systems will work in a not too distant future.

APPENDIX A
BUS STOPS

The names used for the stops in order of appearance in the
model are displayed in Table I with the respective numerical
values of λ. These values are approximate estimations made
by the author and do not reflect data from Storstockholms
Lokaltrafik. Read more in Section III-C.

Table I
BUS STOPS WITH λ-VALUES USED IN MODEL

Name of stop λ-weight
Gullmarsplan 0.11667
Skanstull 0.1
Eriksdal 0.03333
Rosenlund 0.05
Södra Station 0.10833
Wollmar Yxkullsgatan 0.05
Rosenlundsgatan 0.05
Zinkensdamm 0.1
Ansgariegatan 0.05
Varvsgatan 0.06667
Lignagatan 0.04167
Hornstull 0.11667
Högalidsgatan 0.03333
Västerbroplan 0.01667
Mariebergsgatan 0.05
Fridhemsplan 0.11667
Flemminggatan 0.025
St. Eriksplan 0.06667
Dalagatan 0.01667
Odenplan 0.14167
Stadsbiblioteket 0.03333
Roslagsgatan 0.06667
Odengatan 0.05
Östra Station 0.13333
Stadion 0.08333
Musikhögskolan 0.01667
Jungfrugatan 0.00833
Värtavägen 0.03333
Banérgatan 0.03333
Garnisonen 0.03333
Radiohuset 0.05
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B2. Model Predictive Control Design for Vehicle
Platooning

Erik Branzén and Johannes Hörngren

Abstract—Platooning technology offers great benefits to society
when it comes to increasing road capacity, fuel efficiency and
fulfilling environmental goals. This paper investigates the issue
of modeling a vehicle platoon and the design of a controller
which fulfills some safety constraints, in particular regarding
the relative distances of the vehicles within the platoon. More
precisely, by the use of model predictive control, two different
control strategies are examined - a centralized controller and a
distributed controller. To arrive at the design of a centralized
and a distributed controller, two modeling schemes has been
described, both based on a linear differential equation describing
the dynamics of a vehicle in the platoon. In the centralized
case, the platoon is viewed holistically and all vehicles are
regulated by one central controller. In the distributed case, the
platoon is viewed as a set of subsystems, each taking care of its
own control problem and communicating with its neighbor. The
performances of both controllers are evaluated via simulations
and these simulations do not show any significant differences in
performance given the platoon size investigated.

I. INTRODUCTION

The issue of vehicle platooning (see an illustration in Figure
1) has been a current research topic for several decades by now.
The reasons for this are many and the incentives for progress
has been especially strong the last few years and are expected
to get even stronger in the near future.

In rough terms, the idea of vehicle platooning is to form
strings of vehicles following each other on the road while
driving with small intervehicular distances. The incentives
comes from the many advantages of such a strategy. Three
main advantages are named here.

Fig. 1. Scania heavy duty vehicle platoon. SOURCE: [1]

1) When driving close to each other, the vehicles do not
become as hampered as otherwise by air dynamics,

which helps to cut fuel consumption. Besides from
cutting costs for companies in the transportation sector,
this is also helpful for society when it comes to reaching
environmental goals in large. As of today, the majority
of shipments of economic goods on the ground are done
by heavy duty vehicles [2] and the amount of shipments
with vehicles are expected to have increased by 40-
125 percent year 2050, compared with 2010, in the
developed world. In the developing world, this number
is closer to 400 percent [2]. Adding to this the fact that
the aerodynamic drag for most vehicles in a platoon may
be reduced by over 30 percent with todays technology,
the issue of platooning surely becomes an interesting
and important application of how to use control theory
to achieve environmental goals and increase wealth by
increasing efficiency [2].

2) The potential controllers implemented will outperform
humans in driving skills and thus enhance safety on the
roads [3].

3) The ability for vehicles to travel with a small interve-
hicular distances on the road will reduce congestion and
increase the road capacity. In fact, it has been suggested
that for passenger cars, up to a 200 percent increase in
road capacity could occur with the help of platooning
technology [4].

The purpose of this project is to propose a controller
for a vehicle platoon which could work under some safety
constraints and physical limitations. More specifically, the aim
of the project is to arrive at designs of both a centralized and
a distributed controller, based on a model predictive control
strategy. The controller should satisfy some safety constraints
as regards to the distances between the vehicles of the platoon.
Moreover, the controller should be able to work under the
physical assumptions that the vehicles moves in one dimension
and that no disturbances are present.

The distributed strategy is a more appealing platooning
method than a centralized one. In this model, the vehicles work
independently of each other and uses information from the
neighboring vehicle(s) to plan its trajectory. With a distributed
controller, adding new vehicles does not change the overall
calculation complexity since every vehicle only cares about
itself and its neighbors. This factor is important as an increased
response time of the controller needs to be directly compen-
sated for with increased intervehicular distance. The safety
constraints are very important for platooning to be applicable
in real life and this project will look into these.

First, this report will describe the general problem formula-
tion of platooning specifically for this project and its premises.
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This section will include a description of the modeling of the
vehicles and the physical constraints they are subject to as
well as the communication topology in the centralized and
distributed controller. Following this section, a more detailed
and thorough analysis of the controlling methods employed
will be described. The results of these implemented controlling
methods will then be discussed and analyzed, finalizing the
report.

II. PROBLEM FORMULATION

The goal of the platoon is to maintain a speed in every
vehicle while not exceeding some intervehicular distance. The
speed of the platoon is to be regulated by some means and
the vehicles should drive smoothly in order to make it possible
for a human to be seated within one. To be more precise, this
project considers a platoon with n vehicles and the aim is
to make each vehicle track a reference speed in such a way
that the relative distances between the vehicles are kept within
some interval.

A. Vehicle model

For this project, members of the platoon are considered to
share the same physical dimensions and mass i.e. they are
copies of each other. The control signals directly influence
the acceleration of the vehicles in this project and thus mass
is not relevant. The length of the vehicles are set to zero in
order to simplify the simulation and the mathematical model.
The air resistance on the vehicles are also neglected for this
project. Air resistance is relevant to real world applications of
platooning but beyond the scope of this project. Furthermore,
the vehicles are presumed to move only on a straight line in
one dimension.

A relatively simple linear differential equation to describe a
vehicle was used in this project. The equation was borrowed
from [3] and neglects disturbances:

τ
...
d + d̈ = u (1)

where τ is symbolizing the powertain system delay, which in
this project is taken to be 50 ms. d is the distance the vehicle
travels, so d̈ is the acceleration of the vehicle,

...
d is the time

derivative of the acceleration and u is the control input to the
vehicle. The above differential equation can be translated into
the following state space model:

A =



0 1 0
0 0 1
0 0 −1/τ


 , B =




0
0

1/τ


 , C =

[
0 1 0

]
(2)

x =



d
v
a


 =



d

ḋ

d̈


 (3)

B. Controlling methods

A platoon may be controlled by a distributed and a cen-
tralized controller. In the centralized case, one computing unit
controls all vehicles and the communication topology is as
follows.

1) Vehicles 0 through n − 1 sends information of their
states’ to main computing unit.

2) Main computing unit calculates via some controlling
method control signal for each vehicle and sends signals
to vehicles 0 through n− 1

In the distributed case every vehicle only looks to it’s neigh-
boring vehicle(s) and calculates future control signal only for
itself. This produces some predicted state trajectory which the
vehicle transmits to its neighbor(s). The state trajectory is used
by the neighbor(s) to control intervehicular distance and speed.

C. Constraints

Calculating the state trajectories for each vehicle takes time.
This response time could be a security risk. In order to
guarantee the safety of the platoon, some measures need to
be taken to compensate for the system’s response time.

Vehicle i is driving at speed vp and the rest of the platoon
is as well. The vehicles are currently ∆d meters from each
other. Vehicle i−1 just sent its estimated trajectory to vehicle
i and vehicle i, taking the time tr to process the information,
behaves accordingly . However, the vehicle in front of vehicle
i− 1 breaks. Vehicle i− 1 responds by breaking as well after
response time tr. This chain reaction causes all vehicles to
break. Given the platoon speed vp before the breaking and
the response time tr, the distance vptr will be traveled by
each vehicle before its own breaks are applied. If this distance
is bigger than ∆d, then vehicle i is very likely to crash
into vehicle i − 1. This gives us the following intervehicular
distance constraint:

vptr << ∆d (4)

In the centralized case intervehicular distance is still fairly
important but it is harder to specify the constraints. Because
the vehicles respond to new situations simultaneously a buffer
distance between vehicles is not as important. However, there
is a system time delay td which is the time the controller takes
to plan all the vehicles’ future behavior. For safety it is still
vital to keep a reasonable distance between the vehicles. If
vehicle i− 1 suddenly stops due to a malfunction the system
will not react until td. Vehicle i might therefore crash into
vehicle i− 1 unless a buffer distance is kept at all times. The
following safety constraint is therefore presented:

vptd << ∆d (5)

Having constraints on speed, acceleration and control input
is very important. Limiting the speed of the platoon to 40
m/s, the acceleration of the vehicles to −3g ≤ a ≤ g, where
g = 9.82m/s2 and the control input to −2 ≤ u ≤ 2 makes
any eventual simulation behave realistically.

Having a minimum intervehicular distance as described in
equation (5) and a maximum somewhere around 7-10 m will
create a reasonable length span in which the vehicles can
operate. Having a bigger upper bound on the intervehicular
distance than this will result in the air resistance on each
vehicle being similar to that of a normal vehicle which
removes one of the main perks of platooning. The distance
at which the air resistance improvement becomes negligible
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depends on the aerodynamics of the vehicles but for this
project it has been a goal to keep the distance at less than
10 m.

To summarize, the desired constraints on acceleration,
speed, the control signal and intervehicular distance, respec-
tively, on the platoon are given below:

−3g ≤ ai ≤ g (6)

0 ≤ vi ≤ 40 (7)

−2 ≤ ui ≤ 2, (8)

vptr ≤ ∆di−1,i ≤ 7 or vptd ≤ ∆di−1,i ≤ 7 (9)

for the distributed and centralized cases respectively.
The indexed quantities ai, vi and ui denotes the acceler-

ation, speed and the control signal (respectively) for the i:th
vehicle in the platoon where i = 0, . . . , n−1. ∆di−1,i denotes
the intervehicular distance between the i − 1:th and the i:th
vehicle in the platoon, where i = 1, . . . , n− 1.

III. CONTROL

A model predictive controller (MPC) is employed in the de-
sign of the platoon controller. The MPC method for controlling
the platoon in the two cases fits the problem formulation very
well. The need for a long term vehicle trajectory and hard
constraints to limit the platoon works well with the MPC:s
general controlling mechanisms which is described in the next
section.

A. The basics of model predictive control

The basic idea of model predictive control is to regulate
a plant by predicting its future behavior and from that to
solve an optimization problem subject to some constraints. The
optimization problem may be formulated as a cost function to
be minimized by choosing the input signal for the plant. The
prediction is done from some dynamic model of the plant

x(l + 1) = Ax(l) +Bu(l) (10)

Given this dynamic model of the plant, a rough description
of the basics of the MPC strategy may be formulated as
follows [5]:
1. Set a prediction horizon N , of N future (discrete) time steps
from the current time step k.
2. Make the predictions y(k + l|k) for l = 0, . . . , N − 1. The
notation y(k + l|k) means the predicted output at time k + l,
made at time step k. These predictions are determined by the
future inputs u(k + l|k) to the plant.
3. Based on these predictions, a cost function may be de-
fined. It is often a quadratic function of weighted errors
y(k+ l|k)− r(k+ l|k) (r(k+ l|k) is the predicted reference at
time k+l, made at time step k) and weighted inputs u(k+l|k).
This is discussed more in section III-A.
4. Define some constraints that the plant should satisfy and
subject to these constraints, choose a set of inputs u(l),
l = k + 1, k + 2, ..., N , which minimizes the cost function.
5. Let u(k) be the input of the next time step. Discard all other

inputs obtained from the solution in step 5.
6. Repeat the steps 2 to 5 above.

This basic structure of these steps is depicted in Figure 2.
In Figure 3, the prediction horizon is emphasized. The past
inputs and outputs are at the left of the vertical line, whereas
the predictions are at the right of the same line. After having
minimized the cost function, the vertical line moves one time
step to the right and a new prediction is made from time t+1
to t+1+N . Model predictive control is therefore sometimes
referred to as receding horizon control.

Fig. 2. The basic structure of MPC. SOURCE: [5]

Fig. 3. Prediction horizon of the MPC. SOURCE: [6]

The intuition behind this type of a control strategy could
be described as follows. Given a task to be completed by for
instance a human being, one first starts to observe the current
state. Given this current state, the individual may try to predict
what the future will be some time ahead, given different plans
of action. The human then makes a judgement of the different
potential future courses based on some criteria from which
he may associate some cost for every potential future course.
After deciding which action plan that yields the lowest cost,
he chooses to act on it. However, at the time instant after
this new initialization of action, the individual updates his
prediction based on where he is now and repeats the process
to continuously update his course of action.
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In any optimization problem, the optimal solution is defined
by the cost function. The optimal solution lives in the space
spanned by the the constraints on the system. The cost function
associates a number of states of the system with a cost or gain.

A quadratic cost function has the general description as
follows:

J(x) = xTHx + cT x + c0 (11)

where J(x) is a scalar, x is some m×1 vector, H is a m×m
positive definite matrix, c is a m× 1 vector and c0 is a scalar.
H being positive definite makes the problem convex according
to [7]. This in turn guarantees that a local optimal solution to
the cost function is a also a global one. A convex optimization
problem always has a globally unique optimal solution. A non
convex optimization problem does not guarantee that a local
optimal solution is a global one.

B. Centralized MPC

1) Centralized model: The centralized MPC requires a
centralized model, which is used and handled by a central
computer. This computer must receive state information from
all vehicles and use this to make predictions and solve an
optimization problem for the whole platoon. This underlying
communication topology is presented in Figure 4, where the
arrows describes the information flow between the vehicles
and the central computer.

Fig. 4. Communication topology in the centralized case.

The state space model needs to describe the desired states of
the platoon such as relative distance between vehicles, speed
of the platoon and acceleration of every vehicle. The following
state vector xp for n vehicles is therefore presented:

xp =




d0
∆d0,1
∆d1,2

...
∆dn−2,n−1

v0
v1
...

vn−1

a0
a1
...

an−1




d0 is the distance traveled by the first vehicle, ∆di−1,i

is the intervehicular distance between vehicle i and i − 1,
vi and ai are the speed and the acceleration, respectively,
of the i:th vehicle. The speeds of the vehicles and the
intervehicular distances are of main interest. By the nature of
the problem, these are the states that have physical limitations.
Constraining the intervehicular distances and regulating speed
are the fundamental missions of the platoon. Moreover, the
speed of the first vehicle is of extra interest. This state is also
a natural subject to reference tracking since it sets the speed
of the platoon. Hence, as an example, the continuous state
space model of a centralized platoon limited to up to four
vehicles becomes

ẋp = Apxp +Bpu
y = Cpxp,

with the Ap matrix in the case of four vehicles in the platoon
is given by




0 · · · 0 1 0 0 0 0 0 0
0 · · · 0 1 −1 0 0 0 0 0
0 · · · 0 0 1 −1 0 0 0 0
0 · · · 0 0 0 1 −1 0 0 0
0 · · · 0 0 0 0 1 0 0 0
0 · · · 0 0 0 0 0 1 0 0
0 · · · 0 0 0 0 0 0 1 0
0 · · · 0 0 0 0 0 0 0 1
0 · · · 0 0 0 0 −1/τ 0 0 0
0 · · · 0 0 0 0 0 −1/τ 0 0
0 · · · 0 0 0 0 0 0 −1/τ 0
0 · · · 0 0 0 0 0 0 0 −1/τ




the Bp matrix is given by
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0 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0

1/τ 0 0 0
0 1/τ 0 0
0 0 1/τ 0
0 0 0 1/τ




and the Cp matrix is given by


0 0 0 0 1 0 0 0 0 · · ·
0 0 0 0 0 1 0 0 0 · · ·
0 0 0 0 0 0 1 0 0 · · ·
0 0 0 0 0 0 0 1 0 · · ·




which yields the output

y =
[
v0 v1 v2 v3

]T
(12)

In this example, the Ap matrix is 12×12 and the Bp matrix
has size 12× 4 since there are four inputs, one input for each
vehicle. The Cp matrix is 4 × 12 since there are 4 vehicle
velocities. In general, Ap has size 3n×3n, Bp has size 3n×n
and Cp has size n× 3n. Furthermore, the general form of the
output becomes

y =
[
vo v1 . . . vn−1

]T
(13)

Note that when implementing the controller later, all the
state space models are discretized in Matlab.

2) Cost function: As mentioned, the complexity of the
problem grows with the number of added vehicles to the
platoon. The Ap-matrix is of size 3n × 3n which results in
a difficult and time demanding optimization problem. Any
solution to the problem of minimizing the cost function
consists of a set of N inputs u(0), . . . ,u(N − 1), where u(l)
denotes the input l+1 time steps ahead and N is the prediction
horizon. The cost function can therefore not be too complex
if a guaranteed maximum response time is to be met. Having
a large number of constraints also makes the optimization
problem harder to solve which also increases the response
time.

The solution to the optimization problem must not only be
feasible in physical terms but also guarantee the stability of
the platoon. With small buffer distances and a big platoon this
is a hard task.

In order to guarantee convergence of the system a harsh
terminal cost and constraint is necessary. Having a high
cost associated with big terminal error will steer the system
towards the reference speed and the constraint will further
guarantee that this happens. The following terminal constraint
is introduced for the centralized controller:

y(k +N |k)− r(k +N |k) = 0 (14)

Considering the required constraints and costs discussed in
section III-B2 the following cost function is implemented:

Jc(k) = ||e(k+N |k)||2P +

N−1∑
l=0

||e(k+ l|k)||2Q+ ||u(k+ l|k)||2R

(15)
where

||e(k + l|k)||2Q = (y(k + l|k)
− r(k + l|k))TQ(y(k + l|k)− r(k + l|k))

(16)
and

||u(k + l|k)||2R = u(k + l|k)TRu(k + l|k) (17)

and

||e(k +N |k)||2P = (y(k +N |k)− r(k +N |k))TP (y(k +N |k)
− r(k +N |k))

(18)
where Q, P and R are positive definite matrices of sizes n×
n. These matrices scale the associated cost. Making Q big
increases the cost of big errors while making R big increases
the cost of big inputs. The P matrix is the weight of the so
called terminal cost, which is the first term in the cost function
(1).

The issue of arriving at appropriate matrices Q, P and
R can in theory be solved fairly systematically. However,
trial and error may also show to be a successful method
and in this project, the latter approach is used. Starting out
by setting Q to the n × n identity matrix Q = In×n, this
serves as a reference weight when choosing how much to
punish large inputs and terminal errors. After successive trials,
decrementing the magnitude of R, the final choice is set to
R = 0.1In×n. It is natural for the weight matrices to have
the form cIn×n, where c is some constant. This is because
it is natural to not weigh the tracking error or input of any
particular member of the platoon more than another member.
When considering the P-matrix, a natural first inclination is
to make its magnitude large, the reason being that a heavy
punishment on the terminal error induces convergence. A large
P matrix may also help to yield stability of the system. In fact,
a way to guarantee stability is to obtain the P matrix from the
so called Lyapunov equation

AT
k PAk +Q = P (19)

where Ak = Ap+BpK, with K being a feedback gain matrix
such that the eigenvalues of Ak lies inside the unit circle of the
complex plane [8]. Although this project doesn’t make use of
this method to find P, one can deduce from (19) that P needs
to be larger than Q. In this project, P has been set to 50In×n.

The cost function can only be solved within the constraint
domain. The physical constraints are introduced in order to
make the MPC more realistic and feasible in real life. Limiting
acceleration, speed and intervehicular distance are examples of
this.

The centralized optimization problem can finally be formu-
lated in its entirety. The task of the centralized MPC is to
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minimize (15) subject to the constraints (6)-(9) together with
(14). This corresponds to the mathematical formulation:

min Jc(k)

subject to :

− 3g ≤ ai(k + l) ≤ g

0 ≤ vi(k + l) ≤ 40

vptd ≤ ∆di,i−1(k + l) ≤ 7

e(k +N |k) = 0

xp(k + l + 1|k) = Apxp(k + l|k) +Bpu(k + l|k)
∀i ∈ {0, ..., n− 1}
∀l ∈ {0, ..., N − 1}

(20)
The constraint on intervehicular distance does not exist for the
first vehicle (i = 0).

C. Distributed MPC

When considering the distributed case, the state space
model of each vehicle given in equations (2) and (3) may
be employed directly. In a way, the centralized model layed
out in the previous section can be viewed as an expansion of
the distributed case. There is a fundamental difference in how
the systems work but the centralized model was constructed
by a repeated application of the state space formulation (2)
and (3). Moreover, as will be seen later, the centralized model
and the distributed model shares most physical constraints
and the same format on the cost function. What remains to
model in the distributed case is the more subtle issue of the
communication topology of the platoon. It is clear that each
vehicle can not only consider its own states, but rather receive
information about the states from at least one other vehicle and
take those into consideration. Hence, there is a need to define
the neighbors of each vehicle. In this project, the neighbor of
each member of the platoon has been taken to be the vehicle
in front of it, and the leader of the platoon has no neighbor.
This is described by Figure 5.

Fig. 5. Communication topology in the distributed case.

The following notation will be employed: x̂i and x̂i−1

denotes the assumed states of the i:th vehicle and the neighbor
of the i:th vehicle, respectively, except when i = 0, in which
neighbor notation is meaningless. The word assumed used
here is important since the information retrieved from the
neighbor can not be information of the actual states right now.
Rather, the neighbor gives away the assumed state trajectory
to the vehicle behind it, which was found by computation
from the last iteration. Hence, whenever ”assumed state” is

mentioned, what is meant is information about the predicted
state trajectory determined the last iteration.

In the distributed case, each member of the platoon solves its
own optimization problem, so each vehicle is faced with a cost
function of its own. This cost function should not individually
vary between vehicles unless the vehicles differ in size and
weight which they do not in this project.

1) More on constraints: The formulation of the constraints
on the intervehicular distances to be satisfied when minimizing
the cost function needs to be expressed in terms of the assumed
state trajectories of the vehicles and its neighbor. This is
because each vehicle only has access to the assumed state
trajectory of its neighbor. The distributed controller only lends
itself to constraints of the assumed intervehicular distances
d̂i−1 − di, where di denotes the distance traveled by the i:th
vehicle and d̂i−1 denotes the assumed distance of its neighbor.

In the distributed case, because there is no central planning,
there needs to be some sort of trust between the vehicles.
This corresponds to a minimum change in trajectory x̂i be-
tween iterations. In order to regulate speed and intervehicular
distance, vehicle i trusts that vehicle i − 1 will keep to it’s
planned trajectory x̂i−1. If not then vehicle i might plan a
trajectory that results in a crash. This will be referred to as
the compatibility constraint and can be defined as

ecomp(k + l|k) = |x̂i(k + l|k)− x̂i(k + l|k − 1)| < ele (21)

where ele is the maximum deviation from planned trajectory
and k is current time.

The terminal constraint defines the need for convergence.
This in turn creates the need for the reference speed to be
reachable within the prediction horizon [9]. The harshness of
the terminal constraint defines how much the speed error can
be at time N . Mathematically, the terminal constraint can be
defined as follows:

eterminal = ei(k +N |k) ≤ c (22)

where c is some constant and ei(k +N |k) = yi(k +N |k)−
r(k+N |k) with r being the reference speed and N is as usual
the prediction horizon.

It can be noted that the leader of the platoon has no need to
consider intervehicular distance. Hence, besides from fulfilling
its compatibility and terminal constraints, the first vehicle only
needs to care about tracking speed.

2) Implementation: The design and implementation of any
controller using MPC may raise some challenges when it
comes to obtaining a feasible solution from the optimization
problems. Not only are feasible initial conditions required but
also feasible initial trajectories. In this project, the centralized
controller is actually used in the distributed case, to initialize
the state trajectories for all vehicles in the first iteration.
This way, the distributed controller may take over and start
from feasible conditions, which helps to avoid the problem of
infeasibility.

In general, infeasibility can become a problem at all levels
of complexity of the system. The compatibility constraint
greatly limits the vehicles’ choices. The constraint can not be
too harsh as this will limit the ability to react to a change in
the environment but on the other hand, a loose compatibility
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constraint would result in the vehicles not being able to trust
each other. A good inbetween solution to this is required. A
compatibility error at time k + l of maximum value 10−2

worked for our system. To guarantee convergence, the terminal
constraint is given by eterminal = 0.

The constraints on intervehicular distance need to adapt to
this environment. Because there is no synchronous planning
of the platoon the compatibility error needs to be added to the
intervehicular distance trajectory error:

e∆d(k + l) = ecomp(k + l) + |x̂i(k + l|k)− x̂i−1(k + l|k)|
(23)

The maximum compatibility error, as declared in equation
(21), is ecomp,max = ele. The intervehicular distance trajec-
tory constraint therefore finally becomes:

∆dmin ≤ ele+ |x̂i(k + l|k)− x̂i−1(k + l|k)| ≤ ∆dmax

(24)
Below follows a summary of the new constraints for the

distributed case:

|x̂i(k + l|k)− x̂i(k + l|k − 1)| < 10−2 (25)

vptr ≤ 10−2 + |x̂i(k + l|k)− x̂i−1(k + l|k)| ≤ 7 (26)

ei(k +N |k) = yi(k +N |k)− r(k +N |k) = 0 (27)

The cost function for each vehicle is taken to have the same
form as equation (15) and the error punished is the tracking
error in speed, as suggested by the state space model (2).
The only difference is that the state trajectories are looked at
compared to the absolute ones. The cost function is given by:

Jd(k) = Pei(k+N |k)2 +
N−1∑
l=0

Qei(k+ l|k)2 +Ru(k+ l|k)2

(28)
It may be noted that all terms in the cost function are

composed from scalars (and not multi-dimensional vectors)
since both the output y and the input u are one-dimensional
in the distributed case.

Because there is no cost associated with intervehicular
distance the effect is that the vehicle platoon can freely
vary it’s intervehicular distances as long as they’re in the
constraint domain. Based on the same discussion about the
weight matrices as in section III-B2, the weights in the cost
function are given by Q = 1, R = 0.1 and P = 50.

It seems natural for the constraints on speed, acceleration
and control input used in the distributed implementation to be
the same as in the centralized implementation. The physical
constraints are based in reality and the model of control does
not change them. Changing the constraint on acceleration to 5g
for example gives a much faster convergence but is not viable
as that acceleration is impossible to achieve in any normal
vehicle. These constraints in both cases also need to coincide
for practical reasons as the centralized MPC initializes the
distributed MPC.

The complete optimization problem for the distributed con-
troller can now be described. The task of the distributed MPC
is to minimize (28) subject to the constraints (6)-(8) together

with the newly formulated constraints (25)-(27) from this
section. This corresponds to the mathematical formulation:

min Jd(k)

subject to :

− 3g ≤ ai(k + l|k) ≤ g

0 ≤ vi(k + l|k) ≤ 40

ecomp(k + l|k) ≤ ele = 10−2

vptr ≤ e∆d(k + l|k) ≤ 7

ei(k +N |k) = 0

x(k + l + 1|k) = Ax(k + l|k) +Bu(k + l|k)
∀i ∈ {0, ..., n− 1}
∀l ∈ {0, ..., N − 1}

(29)

IV. RESULTS AND ANALYSIS

In this section, plots from simulations are shown to illus-
trate the performances of the centralized and the distributed
controller, respectively. Furthermore, a subsection has been
included with results caused from an alternative approach
in defining the cost function (only for the centralized case).
The designs for the centralized and distributed MPC are
implemented in Matlab so all plots are derived from there. The
optimization and simulation is done via a library of functions
from the modelling language YALMIP [10]. The distributed
MPC is simulated in a sequential manner meaning that all
vehicles solve their optimization problem sequentially inside
a loop based on the information of the previous iteration of
the loop. This creates a sort of pseudo synchronous behavior
in the system.

The simulations are limited to the case of only four ve-
hicles in the platoon, for lucidity. The initial conditions are
reasonably chosen to avoid infeasibility. The reference speed
has been set to 15 m/s in all cases and the constrains on the
intervehicular distances is set to have an upper bound of 7 m.

Figures 6 and 8 describe the speed of the platoon when
tracking the reference speed, with the centralized and dis-
tributed controller, respectively. Figures 7 and 9 describes the
intervehicular distances of the platoon in the centralized case
and the distributed case, respectively.

It can immediately be noted that the rising time when it
comes to speed tracking is more or less identical in both cases.
Moreover, neither of the controllers have any issues satisfying
the constraints regarding the relative distances. Comparing
figure 7 with figure 9, it can be noted that the centralized
controller yields a more uniform distribution of the respective
intervehicular distances. In comparison, whereas in the central-
ized case all the relative distances stabilize at the same level,
the first vehicle slowly gets closer to the second one in the
distributed case. A minor issue in the grand scheme of things
as it is a very small deviation from the initial intervehicular
distance ∆d01 = 5 m.

Figures 10 and 11 shows the control inputs for the first
vehicle with the centralized controller and the distributed
controller, respectively. The change of the control signal is
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Fig. 6. Platoon speed with centralized MPC

slightly more steeper in the centralized control than in the
distributed case. The control input is directly related to the
acceleration of the vehicle. It can therefore be noted that the
sudden drop in u at iteration 30 is due to the vehicle reaching
it’s reference speed. The acceleration drops to zero as no
change in velocity is required. The acceleration curve of the
centralized vehicles is more steep as seen in figure 10.

Fig. 7. Intervehicular distances with centralized MPC with initial relative
distances 5, 5 and 5 [m]

V. CONCLUSIONS

Connecting back to the introduction, the statement was
made at the end, that the idea of a distributed controller for
platooning is more appealing than a centralized one. In the
introduction, it was mentioned that in practice a centralized
controller requires increased computational capacity with an

Fig. 8. Platoon speed with distributed MPC

Fig. 9. Intervehicular distances with distributed MPC with initial relative
distances 5, 4 and 3 [m]

increased number of vehicles in the platoon. This might sug-
gests that it is less cost efficient than a distributed controller,
where each vehicle in the platoon takes care of its own control
problem, considering only its neighbor(s). However, this is of
course only true as long as the performance of a distributed
controller is not significantly inferior to that of a centralized
one. The rudimentary experiments in this project seems to
support the statement that a centralized controller would
indeed be less cost efficient, since the distributed controller
designed here seems to have about the same performance as
the centralized one. This conclusion would coincide well with
the more sophisticated modeling and experiments done on the
topic of vehicle platooning [11].
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Fig. 10. Control input for the first vehicle in the platoon, with the centralized
MPC

Fig. 11. Control input for the first vehicle in the platoon, with the distributed
MPC

There are of course some aspects of the project which limits
the ability of drawing certain conclusions from the results. One
such aspect is the limitation of four vehicles in the platoon.
Another such limitation is the neglect of disturbances such
as air resistance. The combination of these narrows down the
project significantly.

Another very important limitation is the non-realistic imple-
mentation of the distributed MPC in Matlab. The code for the
platoon is executed in a sequential manner and not in a parallel
one. Each vehicle solves it’s optimization problem individu-
ally but not time-independently. This makes our experiment
inconclusive when it comes to comparing time expenditure
for the two systems for a fixed platoon size in a realistic
implementation.
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Autonomous Overtaking Using Reachability
Analysis and MPC

John Friberg and Filip Klaesson

Abstract—The era of autonomous cars is on the rise. As
drivers lose control of the steering wheel, it is crucial that the
cars themselves can guarantee safety for all traffic participants.
This study aims to design a complete control system that can
safely perform an overtaking maneuver. To guarantee safety of
the maneuver, reachability calculations will be carried out and
analyzed. The overtaking will be planned by using the model
predictive control, MPC, framework. To complete the control
system a modified proportional controller will be designed to
track the planned path. The control system is implemented in
MATLAB and the entire overtaking maneuver is simulated. The
results show that the designed control framework successfully
performs the overtaking on a straight two-lane highway in a
safe manner.

I. INTRODUCTION

Autonomous vehicles are anticipated to revolutionize the
transportation system as we know it today. In the near future
we will see self driving cars as a part of our everyday life.
Among its many advantages are increased safety, higher fuel
efficiency and faster transportation.

Although great advancements have already been made in
the field, many tricky traffic scenarios has to be handled in
order to guarantee safety. Features that handle some of these
situations have already been launched on commercial cars,
such as autonomous parking and emergency braking, but a lot
of other features are still in development. One such feature,
which handles a traffic situation that according to [1] accounts
for 4-10% of accidents in traffic, is autonomous overtaking.
Therefore, autonomous overtaking is of great importance to
study.

As the overtaking maneuver is a particularly dangerous traf-
fic situation, it is a top priority to ensure that an autonomous
car is always able to reach a safe state, even if something
unexpected would occur.

Many studies regarding trajectory planning of the overtaking
scenario have already been carried out, such as [2] and [3].
These papers show that model predictive control is a sufficient
tool. Equivalently, the safe state analysis has been researched
thoroughly in [4] and [5], where reachability has been proven
successful.

The main goal of this study is to design a complete control
system which can safely perform an overtaking maneuver on
a straight two-lane highway. The resulting controller will be
implemented and simulated.

The remainder of this work is organized as follows. Section
II covers the basic idea of our approach. Section III discloses
the mathematical model and theory for the entire study. In
Section IV, a brief description of the implementation of the

Reachability
analysis

MPC

Tracking

Safe positions

Discrete trajectory

Linearized model

Realistic model

Fig. 1: Flowchart describing the basic idea of the approach.

theory described in Section III is given. All simulation results
will be presented in Section V. These results will be further
discussed in Section VI. Lastly, conclusions based on the
discussion will be presented in Section VII.

II. BASIC IDEA, LIMITATIONS AND ASSUMPTIONS

The approach that will be used to create the control system
can be divided into three main parts; calculations of safe states
using reachability analysis, trajectory planning using model
predictive control and trajectory tracking.

In this study the overtaking maneuver will be carried out
on a straight two-lane highway with two traffic participants.
It will be assumed that the vehicle which is being overtaken
stays in its initial lane. In an overtaking scenario it is also
reasonable to assume that the speed of the car performing the
overtaking is significantly higher than the speed of the vehicle
being overtaken.

In order to ensure that no collision will occur, the first step
is to find the positions on the road where the overtaking car
can be but not the car being overtaken given their initial states.
These positions are free to use as the travel path.

The next step is to find an optimal and safe trajectory which
entirely lies within these positions. This is done with consid-
eration to traffic rules and appropriate overtaking behavior.
Such behavior includes accelerating before changing lane and
keeping sufficient distance to the other vehicle during the
whole maneuver.



74

B3A: AUTONOMOUS OVERTAKING

This means that the entire overtaking maneuver will be
planned, from the initial states of the two cars, before it is
executed. The last part is to design a simple tracking controller
that makes the car safely perform the planned overtaking based
on the real nonlinear model. The basic idea of the approach
is shown in Fig. 1.

III. MATHEMATICAL MODELING

A. Modeling of vehicles

There are two different vehicles included in this study; the
vehicle performing the overtaking maneuver, which will be
referred to as the ego vehicle, and the vehicle that is being
overtaken, which will be referred to as the other vehicle.
In reality there is no physical distinction between these two
vehicles and therefore they will be modelled in the same way.
As the papers [2] and [6] have mentioned, an accurate way to
mathematically model a car is through the bicycle model. The
same notation as in Fig. 2 from [2] will be used in this paper.

Fig. 2: Bicycle model used to model the cars. The notation
will be used throughout this paper.

The dynamics of the car can be described as follows:

Ẋ = V cos θ (1)

Ẏ = V sin θ (2)

θ̇ =
V

L
tan δ (3)

In order to carry out the calculations in this study, this
system will be linearized around certain values on θ, V and δ.
These values will be denoted θ0, V0 and δ0. As the overtaking
in this case takes place at a straight highway with high speeds,
the angles involved will at all times be very small. This also
motivates why the linearization will still model the system
accurately. Therefore the following values and constraints will
be used:

θ0 = 0 and |θ| ≤ 10◦ (4)
δ0 = 0 and |δ| ≤ 10◦ (5)

The speed of the cars will at all times be close to their
initial speed and therefore V0 is chosen as their initial speed.
The numerical value will be chosen later in this section. In
order to ensure that the linearization is a good approximation,
the constraints on V0 is given by:

0.9V0 ≤ V ≤ 1.1V0 (6)

The linearized system can be described by the following
equations:

Ẋ = V (7)

Ẏ = V0θ (8)

θ̇ =
V0

L
δ (9)

From these equations the state vector x and the control input
u for the cars are constructed.

x = [X,Y, θ]T (10)

u = [V, δ]T (11)

The linearized system can easily be discretized and can then
be written as follows:

x(kh+ h) = Ax(kh) +Bu(kh) (12)

where h is the time step, k is a positive integer parameter and
the matrices A and B are given below:

A =



1 0 0
0 1 V0h
0 0 1


 B =



h 0
0 0

0 V0h
L


 (13)

So far no distinction between the autonomous ego car and
the other car has been done. However, the numerical values
on V0 and the constraints for the cars, both on the states and
on the inputs, are still to be defined. These will be treated
separately.

1) Constraints for the ego vehicle: First, it must be guaran-
teed that the car stays on the road. This gives a constraint on
the Y -coordinate of the car. The middle of the highway will
be defined as Y = 0. No such constraint can be enforced on
the X-coordinate, however the car will begin in X = 0 and
move forward, hence the state constraints of the ego vehicle
can be written as:

Xego ≥ 0 m (14)
|Yego| ≤ 5 m (15)
|θego| ≤ 10◦ (16)

The value on V ego
0 and the input constraints also need to be

defined. The ego vehicle drives initially at a speed of 90 km/h,
therefore the following values are obtained:

V ego
0 = 90 km/h (17)

81 km/h ≤ Vego ≤ 99 km/h (18)
|δego| ≤ 10◦ (19)

2) Constraints for the other vehicle: The state constraints
for the other vehicle is similar to the ego vehicle’s, with the
difference being that the other vehicle will be assumed to stay
in the right lane and start 40 m ahead of the ego vehicle.

Xother ≥ 40 m (20)
− 5 m ≤ Yother ≤ 0 m (21)
|θother| ≤ 10◦ (22)
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The linearization speed, V other
0 is chosen as the initial speed

of the other vehicle. The following values are obtained:

V other
0 = 70 km/h (23)

63 km/h ≤ Vother ≤ 77 km/h (24)
|δother| ≤ 10◦ (25)

The aforementioned models of the cars is used to plan the
safe trajectory. When this trajectory is tracked in a simulation,
a more physically correct model is needed. As it is impossible
to change the velocity and the front tire angle instantly,
acceleration and front tire angular velocity is used as control
inputs to the ego car. The state and input become:

x = [X,Y, θ, V, δ]T (26)

u = [a, δ̇]T (27)

where a is the acceleration and δ̇ is the front tire angular
velocity. Note that in this case a linearization of the model
must not be used, as this is supposed to simulate reality.

The constraints on a are set with passenger convenience in
mind, thus being bounded by:

|a| ≤ 4 m/s2 (28)

No such constraint is imposed on δ̇ as δ is already bounded
to be very small.

The modelling and constraints of the cars are now finished.
The next step is to create a framework from where calculations
of the safe states of the cars can be conducted.

B. Reachable Safe States

In order to find a safe overtaking maneuver, it must be
guaranteed that the ego vehicle can not at any time in the future
be in the same position as the other vehicle. First of all, the
reader will be reminded of the definitions of Minkowsky sum,
difference and intersection of sets before the definition of a
reachable set and the corresponding safe set will be presented.

Definition 1: The Minkowsky sum of the sets A and B is
defined by: A+B = {x+ y|x ∈ A, y ∈ B}.

Definition 2: The set difference between the sets A and B
is defined by: A \B = {x|x ∈ A, x �∈ B}

Definition 3: The intersection of the sets A and B is
defined by: A ∩B = {x|x ∈ A ∧ x ∈ B}

Definition 4: Ri(kh) is the polyhedron containing all
reachable state for vehicle i at time step k.

Definition 5: The safe set for the ego vehicle at time step k
is defined by:

Sego(kh) = Rego(kh) \Rother(kh)

i.e. the part of the reachable set for the ego vehicle that does
not intersect with the reachable set of the other vehicle.

In order to take into account the dimensions of the cars,
which in this study are chosen as 4.7m×1.8m, the reachable
set of states at time step k = 0 is defined as the set of
positions covered by the car when it is centered at the initial
position. For the ego car, with the initial position chosen as
(Xego

0 , Y ego
0 ) = (2.35,−2.5) this gives:

R(0)ego ={X,Y, θ| 0 m ≤ X ≤ 4.7 m,

− 3.4 m ≤ Y ≤ −1.6 m, θ = 0◦}

The initial set of the other vehicle is then given by the
following set.

R(0)other ={X,Y, θ| 40 m ≤ X ≤ 44.7 m,

− 3.4 m ≤ Y ≤ −1.6 m, θ = 0◦}

The set of possible states and the set of possible inputs are
limited by the constraints of the vehicles, which are given in
the previous subsection. These sets are denoted as L and U.

Lego = {X,Y, θ|X ≥ 0, |Y | ≤ 5, |θ| ≤ 10◦} (29)
Uego = {V, δ| 81 km/h ≤ V ≤ 99 km/h, |δ| ≤ 10◦} (30)

Lother = {X,Y, θ|X ≥ 0,−5 ≤ Y ≤ 0, θ ≤ 10◦} (31)
Uother = {V, δ| 63 km/h ≤ V ≤ 77 km/h, |δ| ≤ 10◦} (32)

The reachable set of states of vehicle i at time step k can
be calculated through the following algorithm:

R(kh+ h)i = (AiR(kh)i +BiUi) ∩ Li (33)

where A and B are the matrices defined in Eq. 13. The
reachable safe states of the ego vehicle at each time step
can then be calculated from Definition 5, i.e. from the set
difference of R(kh)ego and R(kh)other. As it is now known
where the ego car safely can be positioned at each time step,
it is time to move on to the trajectory planning part.

C. Trajectory planning

As the approach is to plan the entire trajectory from the
initial state of the cars, this section consists of essentially two
different tasks. The first is the task of computing the next
control input signal to the ego vehicle, given the current state
and the safe states from the previous subsection. The second
part is to calculate the new state given the aforementioned
input, virtually move the car accordingly and then recalculate
the safe states based on the new position. This procedure will
be repeated until the overtaking trajectory is fully planned.

To plan the trajectory, model predictive control, MPC,
framework and the notation from [7] is used. The strength of
MPC is that one can optimize the current input, while taking
future states into account. In order to do this, a cost function
is used to assign costs to deviations of certain reference values
of the current and future state and input values. The number of
future states taken into account is called the prediction horizon.
As the cost function assigns penalties to a state, the cost
function should be minimized at all times, under the constraint
that the car is always positioned in the safe states calculated
in the previous subsection. The optimization will generate an
input sequence over the prediction horizon, where only the
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calculated input for the current state will be used as input to
the system. The procedure will be demonstrated below.

The first step in the MPC framework is to define a predicted
input and output sequence at time step k. These are defined
as follows:

u(k) = [u(k|k), u(k + 1|k), ..., u(k +N − 1|k)]T (34)

x(k) = [x(k + 1|k), ..., x(k +N |k)]T (35)

where x(k + i|k) and u(k + i|k) denotes the state and input
vectors at time k + i predicted at time k. N is the prediction
horizon, which in this paper is chosen as N = 5.

The next step is to design a cost function, J(x(k),u(k)).
In this study the cost function will be on the form below.

J =

N∑
i=1

(xi − xref
i )TQ(xi − xref

i )+ (36)

(ui − uref
i )TR(ui − uref

i ) (37)

where xi = x(k+ i|k) and ui = u(k+ i− 1|k) are defined to
simplify the notation and Q and R are square matrices called
weights. The reference values, xref

i and uref
i represents the

desired values of the state and input. Before the overtaking
maneuver starts, the ego vehicle must stay in the middle of
the right lane, i.e. yref = −2.5 m. When the ego vehicle gets
sufficiently close to the other vehicle the ego vehicle should
move to the middle of the left lane, i.e. yref = 2.5 m. The
change in yref is triggered by a condition on the distance
between the ego car and the closest possible position of the
other car. In this study, if the distance of X-coordinate between
the ego vehicle and the closest possible position of the other
vehicle is less than 10 m then yref = 2.5 m, otherwise yref =
−2.5 m.

To make a more time efficient overtaking, the ego car is
desired to speed up before starting the overtaking maneuver.
Therefore the same condition as before will be used, with the
distinction that the change in speed is triggered at the distance
of 20 m. If the distance is closer than 20 m the ego vehicle
should obtain 1.1V0, which is 99 km/h, and otherwise keep
the speed at 90 km/h. The ego car should also have both the
angle of the car, θ, and its steering angle, δ, close to zero.
Therefore θref = δref = 0 is used.

In the cost function there are two weight matrices, Q and
R. These are used to assign a certain cost to each variable.
As no penalty is enforced on the X-coordinate the weight
corresponding to the X-penalty is chosen to 0. The weight
matrices are chosen based on simulations as:

Q =



0 0 0
0 1 0
0 0 5


 R =

[
1 0
0 1

]
(38)

The next step is to assign constraints to the optimization
process. As stated in the earlier sections, the following con-
straints must hold at all times.

x(k + i+ 1) = Ax(k + i) +Bu(k + i) (39)
x(k + i|k) ∈ Sego(k + i) (40)
u(k + i|k) ∈ Uego (41)

where i = 0, 1, 2, ..., N . To make the model more physically
correct, another constraint on the velocity to bound the accel-
eration of the car has to be added. This constrain is chosen
as: ∣∣∣∣

u(k + i|k)− u(k + i− 1|k)
h

∣∣∣∣ ≤ 4 m/s2 (42)

From Eq. 39 it is clear that the cost function is a function of
the current state x(k), which is known, and the input sequence
u(k). The input sequence that minimizes the cost function is
denoted u∗(k). From this optimal input sequence only the first
element, u∗(k|k), will be used as the input signal to the ego
car. In this study the input signals from the MPC will therefore
be denoted:

u∗(k|k) = [V ∗(k|k), δ∗(k|k)]T (43)

When the optimal input signal at the current state is known,
the ego vehicle has to be virtually moved accordingly and the
safe states in the new prediction horizon has to be recalculated,
based on the new position. This means resetting R(0)ego to be
centered at the new position given by Eq. 12. This is performed
at each time step k.

This entire process goes on until the overtaking maneuver
is finished, i.e. until the ego vehicle has overtaken the other
vehicle and returned to the right lane. Every position used for
the ego vehicle, and its corresponding time stamp, will form
a discrete trajectory of the maneuver.

The trajectory planning is now finished and the result from
this section is a discrete trajectory of positions with a specified
time, that ensures safety.

D. Trajectory tracking

Now when the trajectory is planned, the next step is to
design a simple controller that will enable the real car to
track the trajectory. It is of great importance that the ego car
follows the trajectory close for safety to be guaranteed. The
approach to solve this problem is to design two controllers,
one controlling the acceleration and one controlling the front
tire angular velocity.

Due to the complexity of multiple controllers working
simultaneously the controllers are designed as if the other
controller behaves ideally, i.e. the controller which controls the
acceleration will assume that the car has the right angle and the
controller which controls the steering angle will assume that
the car has the right velocity, although this might not always
be true.

In [4] a P-controller was shown to successfully track a
predefined trajectory, therefore it is motivated to use a similar
controller in this study. However in this case, following the
trajectory sufficiently close is necessary but not enough. Since
each point on the calculated trajectory is associated with a
certain time the controllers must ensure that the car reaches
each point at the right time. In order to achieve this, a P-
controller which applies a control input based on the difference
between the current state of the car and the desired sate of the
car is used.

As a first attempt the input acceleration is proportional to
the difference between the desired speed and the current speed.
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The desired speed is defined as the constant speed which is
needed in order for the car to reach the trajectory point at the
right time.

a = Ka∆v = Ka(vdes − vc) (44)

where the desired speed is denoted vdes and vc is the current
speed of the ego vehicle. Since the desired speed is the
constant speed needed to reach the next trajectory point at
the correct time, it can be written as:

vdes =

√
(xdes − xc)2 + (ydes − yc)2

tdes − tc
(45)

where (xdes, ydes) is the position of the next trajectory point,
tdes is its corresponding time, (xc, yc) is the current position
of the ego vehicle and tc is the current time. The input
acceleration can now be written as:

a = Ka

(√(xdes − xc)2 + (ydes − yc)2

tdes − tc
− vc

)
(46)

In order to choose the proportional constant Ka, simple
mechanics will be used. Assuming the car traveling in a
straight line with constant acceleration a and initial speed v,
the distance d traveled during the time ∆t is:

d = v∆t+ a∆t2 (47)

Solving for a gives:

a =
2

∆t
(
d

∆t
− v) (48)

By comparing Eq. 46 with Eq. 48 it can be realized that
in order to reach the trajectory point at the right time the
following choice is appropriate:

Ka =
2

tdes − tc
(49)

As Ka is not a constant, this controller is not strictly a P-
controller but a modified version of it.

Now the attention is turned to the front tire angular velocity.
This controller will also be a proportional controller. In this
case the input signal will be proportional to the difference
between the desired and the current front tire angle.

δ̇ = Kδ∆δ = Kδ(δdes − δc) (50)

The desired front tire angle is the constant angle that will
place the car in the desired direction during a time ∆t. The
desired direction of the car is the angle for which the car
drives straight towards the next discrete trajectory point. From
the bicycle model Eq. 3, the following relation is obtained:

δdes = tan−1
(Lego

Vego
θ̇des

)
(51)

In order to calculate θ̇, the following approximation is made:

θ̇des =
θdes − θego
tdes − tc

=
tan−1(∆y

∆x )− θego

tdes − tc
(52)

where ∆x = xdes − xc and ∆y = ydes − yc. This means that
θdes is chosen as the desired angle of the vehicle. The input
angular velocity can now be written as:

δ̇ = Kδ(tan
−1

(Lego

Vego

tan−1(∆y
∆x )− θego

tdes − tc

)
− δc) (53)

The next step is to choose the constant Kδ . This value is
chosen through simulations as 50.

In order to track the discrete trajectory, the tracking con-
troller will run multiple times before changing the reference
point. In this study, the tracking controller runs 10 times
between every reference update. As the discrete trajectory
points are separated by the time step h, defined in Eq. 12,
the controller will run periodically with period h/10.

IV. IMPLEMENTATION

To perform all of the calculations, Matlab and additional
toolboxes are used. In this section a brief description of the
procedure is presented.

The time step h is the time step used in the reachability
calculation and the planning of the trajectory. In the imple-
mentation of the control system the numerical value is set to
h = 0.08 as it gives a reasonable calculation time.

A. Reachable safe states

As described in the previous section, the mathematics be-
hind the calculations for the reachable safe states relies heavily
on set operations. To easily define sets and perform simple set
operations, the toolbox described in [8], called MPT3, is used.
This toolbox represents sets as polyhedra. These polyhedra are
easily used with the predefined set operations in the toolbox.
All set operations used in the study are all defined in the
previous section.

The first part of the implementation was to calculate the
safe reachable states for the ego vehicle at a certain time step.
To demonstrate this procedure a plot of the safe states in the
prediction horizon at a certain time is shown in Fig. 3.

Fig. 3: Reachable safe positions for the ego car in one
prediction horizon are shown in light grey. The corresponding
reachable set of positions for the other vehicle are shown in
dark grey.
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Fig. 4: The ego vehicle in light grey overtaking the other
vehicle in dark grey visualized by the simulation environment.

B. MPC

To perform the calculations needed in the MPC framework it
is convenient to use the toolbox described in [9]. This toolbox,
called Yalmip, provides a simple way to define the prediction
horizon, the cost function, the constraints and to calculate the
optimized solution. As the MPT3 and Yalmip toolboxes are
very compatible with each other it is easy to use the safe sets,
defined as polyhedra, as constraints in the MPC calculations.

C. Simulation environment

In order to simulate the behaviour of the ego vehicle a
simulation environment was created. The simulation environ-
ment is supposed to simulate a real car and its surroundings.
From the simulation program the actual trajectory and input
of the car can be extracted. To make the simulation program
more realistic, the acceleration and front tire angular velocity
are used as inputs, i.e. the more complex model from the
mathematical modelling of the vehicles is used. Figure 4
shows how the simulation environment displays an overtaking
scenario.

V. SIMULATION RESULTS

The main result from the first two parts of the study, i.e. the
reachable safe states and the trajectory planning, is the discrete
positions describing the safe trajectory, which are shown in
Fig. 5, together with their corresponding time stamp. After
implementing the tracking controller, the overtaking maneuver
was simulated. The obtained trajectory is shown in Fig. 6.
From Fig. 5 and Fig. 6 overshoot is seen around e.g. X = 100
m. Fig. 7 shows this behaviour more closely.

The behaviour of the car is satisfactory if the car reaches
its desired position at the right time. One way to study this is
to look at the distance between the desired position and the
actual position of the car at each time stamp. This distance is
shown in Fig. 8.

From the trajectory planning the calculated input data from
the MPC is given, i.e. the speed V ∗ and the front tire angle δ∗

of the ego vehicle. Although these are not used as inputs to the

ego car in the simulation, these values can give us information
about the tracking behaviour. Both the calculated speed and
the speed obtained from the simulation are shown in Fig. 9.
The corresponding information about the front tire angle are
shown in Fig. 10.

In the simulation the input signal to the car is the acceler-
ation and front tire angular velocity. These input signals are
shown in Fig. 11.

VI. DISCUSSION

The main focus of this study was to create a complete
control system that can guarantee safety of an overtaking
maneuver. However, all the limitations and assumptions made
simplifies the problem. In this section, a discussion of the
models used and how these might have affected the result are
presented. Also, the results from the previous section and how
these relate to the model is discussed. The last part of this
section covers the possible applications of the method used in
this study and how it might be implemented in the future.

A. Model

In this study, the bicycle model from Fig. 2 is used which
results in Eq. 1, Eq. 2 and Eq. 3. These equations are then
linearized to give Eq. 7, Eq. 8 and Eq. 9. Since they are
linearized around (V0, θ0, δ0) the equations are approximations
for any values (V, θ, δ) different from the ones linearized
around. The approximation error increases when the difference
between these tuples increases, i.e. the model is only a good
approximation when the ego vehicles dynamics are close
enough to the dynamics linearized around.

From this, one can draw a couple of conclusions. The first
is that it can be expected that the linearized model accurately
describes the ego vehicle in the beginning and in the end of the
overtaking as the values on (V, θ, δ) are (V0, θ0, δ0) in these
regions. However when the ego vehicle actually changes lane
and speeds up, a less accurate result is expected. For example
it can be seen that while the ego car has a constant speed of
V and a constant angle of θ > 0, Eq. 7 gives that the car
should move forward along the X-axis with speed V , while
Eq. 8 shows that the car is moving along the Y-axis with speed
V0θ. This gives a total speed of

√
V 2 + (V0θ)2 instead of the

actual speed V .
The second conclusion is that in the studied case, the

vehicles are assumed to travel at high speeds which means that
the angles θ and δ of the cars are always close to 0. Therefore
the linearized model should be a good approximation. In lower
speed scenarios, for example urban driving where the angles θ
and δ might significantly differ from 0, the linearized model is
probably not satisfied. Essentially this means that our methods
should not be naively applied to urban driving scenarios.

B. Results

The results are essentially of two different types; results
connected to the trajectory and results connected to the input
signals.
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1) Trajectory analysis: From the MPC, the discrete trajec-
tory displayed in figure 5 is obtained. From the reachability
analysis it is guaranteed that the generated trajectory is safe. In
addition to this, the length of the overtaking is approximately
350 m, which is reasonable at the high speeds used. This
might seem like a long overtaking, but bear in mind that the
ego vehicle overtakes all possible position of the other vehicle
independent of the actual speed of the other vehicle. It is also
seen that the car strives to stay in the middle of its reference
lane and that the angle of the car is within the valid interval.
This is the behaviour that was demanded from the MPC.

As has been mentioned, each position displayed by a point
also corresponds to a certain time stamp. This means that the
points on the trajectory should be closer together when the ego
car has the lower speed and further apart when the ego car has
the higher speed. This behaviour is hard to see in figure 5, but
will be verified through the tracking, where it is seen that the
car speeds up and still stays close to the reference trajectory
points. This means that the planned trajectory possesses the
appropriate behavior and the result is therefore satisfactory.

The planning part is now finished and left is the tracking
of the planned trajectory. The actual trajectory of the car,
shown in figure 6, is position-wise very similar to the planned
trajectory. Some overshoot is seen at the end of the lane
changes, which is expected since a simple P-controller is used.
From figure 7 it can be seen that the overshoot is less than
0.2 m, which is a very small distance in this context.

Although the positions of the car seems to be good enough,
no conclusions can be drawn from figures 5, 6 and 7 regarding
whether the car actually follows the discrete trajectory as the
time aspect is not yet considered. In order to analyze this,
figure 8 is useful. One can see that the distance between the
actual position of the car and the reference point is always less
than 0.15 m. This verifies that the car follows the trajectory,
including the time aspect. This also gives an upper bound on
the overshoot mentioned earlier. The result from the tracking

part verifies that the P-controllers were sufficient, at least in
simulations. In reality however, there are a lot of disturbances
which probably would require a more advanced controller.

Another interesting thing to mention here is that the worst
behaviour, i.e. the largest distance, is seen when the car turns.
This will be further discussed in the input analysis.

2) Input analysis: In addition to the discrete trajectory,
the calculated optimal input (V ∗, δ∗) is obtained from the
MPC. As the input to the car in the simulation are (a, δ̇),
the input (V ∗, δ∗) could have been treated as references to
track. However, this would not be sufficient as safety needs to
be ensured, i.e. that the car is at the right position at the right
time, not that the car has a certain speed and front tire angle.
The reason that the car would not be at the right position at
the right time if (V ∗, δ∗) would have been tracked is due to
the fact that these are calculated with the linearized model and
this is not the way the real car would behave.

Although the speed V ∗ and front tire angle δ∗ of the
modelled car is not used as a reference trajectory, it is very
interesting to compare the values generated from the MPC and
the actual values from the simulated car. The speeds are shown
in figure 9 and the front tire angles are shown in figure 10.

As can be seen, the speed of the ego vehicle follows V ∗

closely except of two shorter time intervals. In these intervals,
the speed is significantly higher than V ∗. From Fig. 10 it is
seen that this occurs when the car turns. This means that the
car speeds up, in order to reach each trajectory point in the
right time, when it turns. As already mentioned in the Model
discussion, the linearized model of the car will generate a
trajectory based on the velocity

√
V ∗2 + (V0θ)2, while the

car still has velocity V ∗ in the model. With the values used
in this study, this means that the trajectory is generated with
a velocity of approximately 27.8 m/s which agrees with the
actual speed of the car shown in Fig. 9. Therefore the actual
speed of the ego vehicle is expected.

The front tire angle input is very similar to δ∗ as seen in

Fig. 5: Discrete trajectory of positions on the road. Each point is correlated with a certain time stamp. Note the gradation on
the axes.

Fig. 6: The actual trajectory of the ego vehicle when performing the maneuver. Note the gradation on the axes.
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Fig. 7: The discrete trajectory together with the actual trajec-
tory capturing the overshoot. Note the gradation on the axes.

Fig. 8: The distance between the desired position and the
actual position of the ego vehicle at each time stamp.

Fig. 10. The difference between δ∗ and the actual δ is that δ
has some overshoot, oscillations and is not as smooth as δ∗.
This is expected since a simple P-controller is used for the
front tire angular velocity input.

The real input to the car is the acceleration and the front
tire angular velocity, shown in Fig. 11. The acceleration input
signal is as expected, based on the speed discussion and the
constraint of ±4 m/s2. The two wide peaks which reaches the
constraint acceleration corresponds to when the car obtains a
new speed reference. The four lower peaks corresponds to the
speed change needed when the car turns as discussed above.

The interesting part from the front tire angular velocity input
is its drastic and oscillatory changes. This is a consequence
of how the P-controller is designed and how the reference is
updated. However, notice that this is not a strange behaviour
since this is the angular velocity of the steering wheel and
that the updates are discrete in time with a very small time
step. The time step is so small that a human passenger would
probably not be able feel the oscillation. A human would rather
feel the steering wheel angle which is much smoother.

Overall we can see that all inputs has the expected behaviour
which is reflected by the great tracking result. This verifies that
the P-controller was sufficient for the tracking problem.

C. Methods

In this subsection the methods used in this study will be
discussed.

1) Reachable safe states: The aim of the reachability
analysis was to generate sets representing the safe states within
a prediction horizon. The safe sets are expected to successively
expand and never overlap the reachable set of the other vehicle.
Fig. 3 shows the sets for a certain prediction horizon and shows
that it holds the desired behavior.

Fig. 9: Input speed calculated in the MPC, V ∗, and the actual
speed of the ego vehicle in simulation, V .

Fig. 10: Front tire angle input calculated in the MPC, δ∗, and
the actual front tire angle of the ego vehicle in simulation, δ.

The safe reachable states for the entire overtake are calcu-
lated from the initial state of the two cars. Although this means
that the overtaking maneuver might be unnecessary long, it
is crucial to know that the entire overtaking can safely be
performed before even starting the maneuver. This can only
be guaranteed through calculations based on the initial state
of the cars. To solve the problem of an unnecessarily long
overtake, a more advanced method could be used. One such
method is to gather data about the other vehicle during the
overtake and recalculate the future safe sets. The MPC would
then calculate a trajectory based on the current state of the
system rather than its initial state.

2) MPC: The MPC framework uses predicted states in
order to calculate the optimal input. This is very useful in
traffic situation as the desired behavior of a traffic participant
highly depends on possible future states of a traffic system. In
this study this is utilized as the future safe sets are known and
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Fig. 11: The two input signals a and δ̇ to the ego vehicle in
the overtaking simulation.

the main focus is on creating a safe trajectory. From the safe
set constraints it is known that a generated trajectory is indeed
safe, but the shape of it is determined by the cost function.
One might add additional costs to the cost function presented
in this paper in order to get another desired behaviour such
as a faster, a more passenger friendly or a more eco-friendly
overtake.

D. Applications

As already mentioned, the overtake situation in this study
is conducted with constraints that in most cases are realistic,
but hard to guarantee. One such example is the assumption
that the other vehicle will always stay in its lane and not
speed up significantly. In today’s traffic this can of course
not be ensured and although it is still possible to calculate the
trajectory, safety can not be guaranteed.

Even though constraints like the aforementioned are hard to
ensure in today’s traffic, it might not at all be hard to ensure if
the other car is also autonomous. In a smart traffic system the
ego and other vehicle could exploit vehicle-to-vehicle, V2V,
communication to accomplish this. However there are still a
lot of challenges for such communication which is shown in
[10].

Another interesting point to mention is that overtaking might
not be the only or best fitted application for the methods
presented in this study. A lot of other traffic scenarios, such
as lane change, intersection and roundabout situations could
be handled in a similar way.

E. Future work

The methods used in this paper would benefit from the
development of V2V communication. A repetitive problem
is that the ego vehicle is not able the foresee other vehicles
behaviour which might be solved using V2V communication.
A contract based communication language between vehicles
which bounds the possible behaviour of each vehicle might
be a solution.

As mentioned in the Methods discussion, calculating the
safe sets based solely on the initial state is problematic. To
gather data and recalculate the safe sets during the overtake
would generate an improved trajectory and strengthen the
overall performance of our complete control system.

Other obvious extensions of this study that would greatly
increase the applicability would be to study more complex
traffic scenarios with the same approach. Such scenarios
should include multiple other traffic participants, oncoming
traffic and non-straight roads. Also the limitations imposed by
the linearization done in order to plan the trajectory has been
discussed. A study treating the procedure for the non-linear
system is of great importance in order to make this applicable
to situations of greater velocity changes or sharper turns, which
is usually the case in urban driving.

VII. CONCLUSION

This study aimed to create a complete control system for
an overtaking maneuver on a straight two-lane highway that
can also guarantee safety. The procedure was divided into
three main parts; calculations of safe states using reachability
analysis, trajectory planning using the framework of model
predictive control and trajectory tracking. With the methods
used it can be guaranteed that a planned trajectory is safe.

The result from the trajectory planning reveals that the used
procedure works as intended. The planned discrete trajectory
shows a very reasonable overtaking path, which is also suc-
cessful in simulation.

The tracking used to follow this path is designed to ensure
that the car stays sufficiently close to the planned safe trajec-
tory at all times. From the error analysis it is seen that the
controller used is successful.

Overall the complete control system plans and performs a
safe overtaking maneuver in a satisfying way. However, the
overtaking situation in this study is simplified from reality
and from the discussion we can conclude that improvements
has to be made before a real implementation is possible.
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Autonomous Highway Overtaking With Model
Predictive Control
Simeon Andersson and Kim Strinnholm

Abstract—An important step towards making road transporta-
tion safer around the world is the development of autonomous
vehicles. In this paper a controller for performing autonomous
overtaking at highway speeds using Model Predictive Control
(MPC) is designed. The MPC framework is designed and tested in
a simulated environment in order to evaluate the performance of
the controller. Four different MPC frameworks are developed for
generating paths for autonomous overtaking and a Proportional
Integral Derivative (PID) controller is formulated for a general
comparison. The four MPC frameworks all plan trajectories by
introducing constraints; they differ in the way they formulate
said constraints. From the simulations we conclude that MPC
is a better controller choice than PID for the application of
controlling autonomous vehicles because of the usability of
MPC, even though they might be equally fast. The benefits and
drawbacks of the MPC implementations and their characteristics
are discussed, and we conclude that the preferred implementation
is a linear sloped edge dynamic constraint where a disallowed
area around the leading vehicle is explicitly defined outside of
the MPC framework.

I. INTRODUCTION

Society today is extremely dependent on its transportation
infrastructure and road congestion can be a big problem in
many of our cities. The dense traffic means that travelling
on highways is associated with risks and one of the most
dangerous situations is overtaking another vehicle [1]. Since
90 % of all accidents can be attributed to human errors there
might be a lot to gain by avoiding human drivers at all
[2]. Autonomous vehicles are rapidly becoming more popular
and their development has taken a prominent position at the
forefront of technological development. A large number of
companies focus on the development of self-driving cars and
there have been many ground breaking announcements coming
from the private sector within the area [3].

The possible benefits of autonomous vehicle isn’t isolated to
decreasing the amount of road fatalities but also in decreasing
congestion since if you drive in Stockholm during peak-hours
you will spend on average an extra 126 hours per year in traffic
because of congestion [4]. That is a huge cost for society and
one that autonomous cars potentially could radically decrease.
According to Tientrakool et al. [5], if all vehicles driving on a
highway at 100 km/h were autonomously controlled, equipped
with sensors and communication devices for vehicle to vehicle
communication the road capacity would increase about 3.7
times.

When a human driver prepares to perform an overtaking the
person predicts a path the vehicle would take in order for the
overtaking to be safe and controlled. An autonomous vehicle
would need to do the same prediction of the near future path,
and model how the current decision would effect the future to

perform a safe overtaking. One control framework that is able
to do that is Model Predictive Control (MPC), which this study
will focus on. MPC is the leading advanced control strategy
that has been used for about ten years in the industry because
MPC algorithms can control large scale systems with many
variables and because of the easy expansion of constraints [6].
An MPC controller uses a plant model to predict the future
state of the plant for a certain input control value to the plant.
The controller predictions are time discrete and it predicts on a
finite receding horizon, i.e. a finite number of steps, N , into the
future [7]. In this work N will be referred to as the prediction
horizon. Fundamentally what an MPC controller does, in every
prediction step, is determine a control vector that minimizes
a given cost function considering a given set of constraints.
The main advantage with MPC is that it can optimize the
problem in real time while modelling future positions and
taking other vehicles into account. Model predictive control
is a very popular type of controller due to its usability, easy
expansion to more complex problems and ability to deal with
several constraints [8]. An MPC controller can be composed of
a planning layer and a controlling layer. In this implementation
the planning layer will directly control the vehicle as the first
element of the input vector will be used as control input to
the vehicle.

The objective with this study is to formulate said MPC
framework in different ways whom all will be able to perform
an overtaking at highway speeds, and then to compare the
different results. All formulations will have the same basic
structure; a cost will be added to the cost function when
the distance from the main lane increase, and the position
of the vehicle that will be overtaken, the leading vehicle,
will be formulated as constraints on the position of the
overtaking vehicle, the ego vehicle. Only the ego vehicle will
be actively controlled. The difference between methods will
be in the way the constraints are formulated. The main result
of this work will be the comparison between the speed of
computation between the methods and their performance in
terms of stability and speed. The MPC controllers will be
implemented in Matlab using the Yalmip toolbox. As well
as the different MPC formulations a PID controller will be
created for the sake of comparison. Questions that will be
discussed in this study is advantages and disadvantages with
the both controllers as well as whether MPC is better then
PID control.

The difference between this study and similar studies within
the area is the focus on different implementation of the
constraints and comparisons between the performance and
calculation time.

To limit the scope of this study the following assumptions



84

B3B: AUTONOMOUS OVERTAKING

and simplifications are made:

• Both vehicles are maintaining constant speeds.
• The leading car is driving with a constant direction
• The road is straight and consists of two lanes. The leading

car is driving in the right lane and the left lane will be
empty and free for the ego car to use.

• The ego car has perfect knowledge of its surroundings.
It knows the exact position and speed of itself and the
leading vehicle.

A. Scenario

In Fig. 1 the problem environment can be seen. The position
of the ego car is described by (x, y), and the position of
the leading car is described by (xL, yL). The width of each
lane is 5 m, and both cars are 1.8 m wide and 4.7 m long.
The relative starting distance between the ego vehicle and the
leading vehicle is 50 m.

Fig. 1. Describes the environment the problem is based on where (x, y)
describe the ego car position, and (xL, yL) describe the leading car position.

The safety aspect is very important to take into considera-
tion when developing autonomous vehicles. The ego vehicle
needs to have a certain specified distance to the leading
vehicle, both in x and y direction. The safety distance in the x
direction will depend on, among others, the velocity v of the
ego car and the friction factor f between the wheels and the
road. The safety distance in the x direction can be described
as

xs =
v2

250f
(1)

according to P. Greibe [9], where v is the velocity and f is the
friction factor between the wheels and the road. With wheels
in good condition on dry asphalt the friction factor is typically
0.8, but can get down to 0.1 on ice. In this study f will be
assumed to be equal to 0.8. This distance xs will determine
when the controller will commence the overtaking. The safety
distance in the y direction, ys, will be set to 4.5. All distances
related to the vehicles are defined relative to the center-points
of the vehicles.

II. SINGLE-TRACK VEHICLE DYNAMICS

The popular single-track vehicle model, also known as a
bicycle model, is used to approximate the dynamics of the four
wheeled vehicle. The vehicle model is the same as described

by Paden et al. [6]. The vehicle kinematics are there described
as

ẋ = v cos(θ), (2a)
ẏ = v sin(θ), (2b)

θ̇ =
v

l
tan(δ). (2c)

The velocity is denoted v, l is the length of the vehicle, θ
is the angle of the rear wheel relative to the direction of the
road and δ is the angle of the front wheel relative the angle
of the rear wheel, i.e. the wheel angle. Because the front and
rear wheels have an angle relative each-other they will not
have the same velocity. Therefore it is valid to describe the
motion of the vehicle by either the front or the rear wheel.
In this work however, the velocity and direction of the car
is described by the motion of the rear wheel. In this work
the angle δ is the controllers input to the plant model and y
is the state controlled by the controllers. The model assumes
that no slip will occur, i.e. there is an infinitely large friction
coefficient between the tires and roadway. In Fig. 2 the vehicle
model configuration is illustrated.

Fig. 2. Vehicle model configuration.

A bicycle model makes the description of the car more
manageable without making an approximation of reality that
is not accurate [6]. A more detailed high-fidelity model can be
used to describe the response of the vehicle at the expense of
computational difficulty and more computationally demanding
simulations. Though it is in this work not considered to be
necessary to use a more demanding, but accurate, model.

III. PID-CONTROLLER

A PID controller was designed as a reference to evaluate
the results from the MPC. One of the goals is to answer the
question whether it is worth using the more complex MPC
controller instead of a more simple one as the PID and therefor
the PID is used to evaluate if the MPC is motivated to use.
The PID controller is described with the equation

δ(t) = Kce(t) +KI

∫ t

t0

e(τ)dτ +Kd
de(t)

dt
(3)

where δ(t) is the control signal, e(t) is the error yr(t)− y(t)
and the parameters Kc,Ki,Kd [10]. The PID parameters
are tuned with Simulink in order to be optimized for a fair
comparison. Fig. 3 shows the structure of the system where
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F(s) G(s)
yr er u y

−y

Fig. 3. Block diagram for controlling the y-coordinate of the car where yr
is the reference signal and er is the difference between the actual value and
the reference value.

F(s) is a PID-controller and G(s) is the plant model. To be
able to tune the PID parameters in Simulink eq. (2) needs to
be described in the frequency domain. Laplace transforming
the input control signal u = δ and the controlled y position
results in

U(s) = ∆(s), Y (s) = Y. (4)

Laplace transforming eq. (2b) and (2c), and linearizing around
δ = 0 and θ = 0 we get

sY (s) = L {v sin(θ(t))} ≈ L {vθ(t)} = vΘ(s), (5a)

sΘ(s) = L {v
l
tan δ(t)} ≈ L {v

l
δ(t)} =

v

l
∆(s). (5b)

Combining eq. (4) and (5) we get the following equation that
describe the vehicle dynamics in the frequency domain:

Y (s) ≈ v2

l

1

s2
U(s) =⇒ G(s) ≈ v2

l

1

s2
. (6)

The transfer function G(s) can be divided into several parts
shown in Fig. 4 and this structure can then be formulated
in Simulink to acquire the optimal parameters for the PID
controller.

1
s
v
l

v
s

U(s),∆(s) Θ(s) Y (s)

Fig. 4. G(s), the vehicle models transfer function, in more detail.

IV. MPC CONTROLLERS

Model Predictive Control is a method for controlling a
plant process while satisfying a number of constraints. The
advantage in this application is when the system detects a
vehicle ahead of it, the controller predicts a future path while
taking a number of constraints into consideration. The MPC
controller is based on minimizing a cost function and this cost
function can have several terms based on different factors.
The constraints and the cost function is then processed in an
optimizer. In this section the state function, cost function and
constraint formulations are described.

A. Control-oriented model

To be able to control the vehicle with a MPC controller
a vehicle model in the form of a state function must be
formulated. The state function can be defined, according to
[11], as

z(k + 1) = Az(k) +Bu(k) +K, where (7)

z(k) =



x(k)
y(k)
θ(k)


 and u(k) = δ(k). (8)

According to the assumption in section 1 that v is constant,
and using eq. (2) we can formulate the equations

x(k + 1) = x(k) + v cos(θ(k))∆t ≈ x(k) + v∆t, (9a)
y(k + 1) = y(k) + v sin(θ(k))∆t ≈ y(k) + vθ(k)∆t, (9b)

θ(k + 1) = θ(k) +
v

l
tan(δ(k))∆t ≈ θ(k) +

v

l
δ(k)∆t, (9c)

where we have linearized around θ = 0 and δ = 0. We
perform this linearization to simplify the computations when
performing the MPC predictions. The angles θ and δ are
limited in magnitude since the problem is formulated around
driving at highway speeds where large movements aren’t
desirable and thus these linearizations does not have a major
impact on the accuracy of the MPC predictions. Rewriting eq.
(9) we get the following equation on the same form as eq. (7):



x(k + 1)
y(k + 1)
θ(k + 1)


 =



1 0 0
0 1 v∆t
0 0 1




︸ ︷︷ ︸
A



x(k)
y(k)
θ(k)




︸ ︷︷ ︸
z(k)

+

+




0
0

v

l
∆t




︸ ︷︷ ︸
B

δ(k)︸︷︷︸
u(k)

+



v∆t
0
0




︸ ︷︷ ︸
K

. (10)

B. MPC Formulation

According to M. Cannon [7] the cost function can be
formulated as

J(k) =
N∑
i=0

(
‖z̃(k + i)‖2Q + ‖ũ(k + i)‖2R

)
(11)

where the notation (k + i) refers to the predicted state at
time (k + i). The predictions are performed at time k. In
the application in this study the cost function increase when
the ego car deviates from the reference values r(k). The cost
function is therefore rewritten as

J(k) = (z̃(k)− r̃(k))T Q̃(z̃(k)− r̃(k)), where (12)

Q̃ =

(
Q 0

. . .
0 Q

)
, Q =

(
0 0 0
0 q22 0
0 0 0

)
,

r̃(k) =

(
r(k+1)

...
r(k+N)

)
, z̃(k) =

(
z(k+1)

...
z(k+N)

)
. (13)

The formulation of the cost function in eq. (12) allows for
more variables to be controlled than just the y position. For
the application in this study however only the y position are
explicitly controlled. Because of this the matrix Q only have
one nonzero element positioned in the center as shown in eq.
(13). For simplicity when the value of Q is referred to what
is meant is the value of q22.
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The optimization problem is formulated as

min
u(k)

J(k) (14a)

s.t − π

8
≤ δ(k) ≤ π

8
∀k, (14b)

1.5 ≤ y(k) ≤ 8.5 ∀k, (14c)

Dmin ≤ δ(k)− δ(k − 1)

∆t
≤ Dmax ∀k, (14d)

θmin ≤ θ(k) ≤ θmax ∀k. (14e)

where Dmin, Dmax, θmin and θmax are scalar valued limits
on the problem. The limits on δ and y are physical limits
originating from the described problem were the limit on δ is
set as an arbitrary limit on the wheel angle and the limit on y
is set so that there is about 0.5 meters to the edge of the road
from the side of the vehicle as a buffer zone. The undefined
limits in eq. (14) will be analyzed during simulation and set
after that analysis.

One inherent problem with MPC is that the optimization
problems can, because of certain hard constraints, become
infeasible [12]. The constraints are defined as hard constraints
by default, which means that the constraint are not allowed
to be violated. When the controller tries to minimize the cost
function it might control the vehicle to balances on the edge
of a constraint and if some sort of disturbance is introduced
it might be impossible to avoid violating the constraint. If
the constraint is hard then the problem will be infeasible
and the optimizer will return no solution. For example, a
disturbance might be a small numerical error in Matlab. To
avoid the problem becoming infeasible the solution is to soften
the constraint, which means that it is allowed to violate a
constraint but then a large cost will be added to the cost
function. To soften a constraint a slack variable s(k) is added
to the constraint. If the constraint isn’t broken the value of the
slack variable is zero. After introducing slack variables the
cost function is rewritten as

J(k) = (z̃(k)− r̃(k))T Q̃(z̃(k)− r̃(k)) + s̃(k)TW s̃(k), (15)

where

s̃(k) =

(
s(k+1)

...
s(k+N)

)
, s(k + i) =

(
s1(k+i)

...
sm(k+i)

)
,

W =

(
w1 ... 0

...
. . .

...
0 ... wmN

)
. (16)

The matrix W is an mN×mN diagonal matrix where m is the
number of slack variables introduced and N is the prediction
horizon. The value of the scalar wi is set according to the
importance of each constraint [12]; if it is a critical constraint
the value should be larger. In this study every w is set to 100
000.

C. Different overtaking approaches

The MPC controller can be implemented with many differ-
ent methods for detecting other vehicles and how the trajectory
is determined. A few of them have been implemented in order
to get simulated comparisons between the different methods.

Since the MPC controller solves an optimization problem to
perform the path planning the computational difficulty is of
great importance in practical application, which is not the case
for PID control to the same extent. That is why the time it takes
for the MPC controller to perform the path planning will be
compared between the methods. For simplicity the notation
(k) will be omitted in this section and unless a variable is
explicitly said to be constant it is assumed to vary with k.

1) Elliptical constraint: The first way to describe the con-
straint around the leading vehicle is to define the constraint as
an elliptical shape around the leading car because it is intuitive.
The constraint can be described with a single equation as

1 ≤ (x− xL)
2

x2
s

+
(y − yL)

2

y2s
+ s (17)

where xs, ys are constants that describe the safety distances
that need to be kept and s is a slack variable. In Fig. 5 the
general shape of the constraint can be seen. When introducing

Fig. 5. Elliptical constraint

the elliptical shape the constraint is no longer linear which
makes the problem unsolvable with quadratic programming.
For the elliptical constraint the Matlab solver fmincon is used
to solve to prediction problem instead. The non linearity makes
the problem more complex and therefor the following methods
are also implemented.

2) Mixed integer constraint: Next way to describe the
leading vehicle as a constraint is by using mixed integers.
Using mixed integer is a way of introducing an ”if statement”
to the MPC controller. The logical variables f1, f2 and f3 can

Fig. 6. Mixed integer constraint

only take the value 0 or 1. The following implication criteria
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between φ1, φ2, x, defined in Fig. 6, and the logical variables
must always be met:

x ≤ φ1 ⇒ f1 = 0, (18a)
φ1 ≤ x ≤ φ2 ⇒ f2 = 0, (18b)

φ2 ≤ x ⇒ f3 = 0. (18c)

Since one and only one of fi can be equal to 0 at any time
the sum of the logical variables must for every time-step be
equal to 2. I.e. the constraint is formulated as

f1 + f2 + f3 = 2. (19)

The variables φ1 and φ2 are defined as safety distances to
the leading vehicle where φ1 = xL − xs and φ2 = xL +
xs. The constant variable xs is introduced in eq. (1). To be
able to formulate the implications in a more mathematical way
we introduce a large constant scalar c and set the following
inequalities as constraints:

φ1 − x+ cf1 ≥ 0, (20a)
x− φ1 + cf2 ≥ 0, (20b)
x− φ2 + cf3 ≥ 0. (20c)

The large scalar c must be sufficiently large compared to the
size differences between φ1, φ2 and x. In this application c =
1000 is sufficiently large.

Right now the values of the logical variables mean nothing
to the MPC-controller. Similar constraints must be set on the
y position of the vehicle to make the ego vehicle change lane.
Similar to above we formulate the implications as

f1 = 0 ⇒ γ1 ≤ y, (21a)
f2 = 0 ⇒ γ2 ≤ y, (21b)
f3 = 0 ⇒ γ1 ≤ y, (21c)

where γ1 and γ2 are defined in Fig. 6. From the implications
we get the inequality constraints

y − γ1 + cf1 + s1 ≥ 0, (22a)
y − γ2 + cf2 + s2 ≥ 0, (22b)
y − γ1 + cf3 + s3 ≥ 0, (22c)

where s1, s2 and s3 are slack variables. With the mixed
integer formulation of the constraint the optimization problem
contains binary variables and the Matlab solver bnb must
therefore be used.

3) Dynamic constraint: Lastly we propose an implemen-
tation of the constraint which we call dynamic constraint.
Neither of the two aforementioned constraint formulations
were linear so the final formulation was defined to be able to
use quadratic programming to solve the optimization problem.
The objective was to determine if the linear formulation is
faster, and if so how much faster. With the dynamic constraint
for every prediction step a vector ymin is formulated as the
smallest value of the constant γ2 or the value

ymin = γ2 + S(xs − |x− xL|) (23)

where S is constant and describes the steepness of the slope.
The general shape of the constraint can be seen in Fig. 7. Two

Fig. 7. Dynamic sloped constraint

test are done with a dynamic constraint. One where the slope
is set to a 22.5 degree angle, and one where the angle is set to
90 degrees, i.e. a straight edge similar to the constraint shown
in Fig. 6. This vector is then implemented as an constraint as

y + s ≥ ymin (24)

where s is a slack variable.

V. RESULTS

To obtain the results in this study a number of simulations
have been performed. A nonlinear model based on the vehicle
dynamics was created and used as base for the simulations.
The car model itself was updated every 0.01 seconds to
represent the real time performance while the controllers had
a slower updating rate. As a tool the Matlab toolbox Yalmip
was used to formulate the MPC controllers structures with
constraints and objectives.

A. Choosing of PID parameters

After the simulation environment was completed a PID
controller was formulated as a reference to the MPC controller.
A reference to the MPC controller is needed to later be able
to argue whether or not the MPC controller is an appropriate
controller. For the comparison to be fair the PID need to be
optimized so the parameters were tuned to perform as well
as possible. Matlabs Simulink has been used to simulate the
control system and the tool for tuning the PID parameters in
Simulink has been used to design the PID controller. With

TABLE I
PARAMETERS TO PID CONTROLLER

Parameter Value
Kc 0.13
KI 0.001
Kd 0.035

Simulink the parameters Kc, Ki and Kd described in Table I
were determined to be optimal and subsequently these values
have been used for the PID controller. The sampling time for
the PID controller was set to 0.1 seconds to be the same as
the sampling time for the MPC controller.
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B. Results from MPC and PID Comparison

One of the goals of this study was to compare characteristics
of MPC and PID control and to answer which of the two
is most suitable for autonomous overtaking. To first be able
to fairly compare the speed of the two control methods they
were both used as controllers in similar scenarios. In Figure 8
and Figure 9 the result from the PID simulation and different
MPC simulations are shown. The controller objective of the
simulations is to make the car change lane, i.e. move from
y = 2.5 to y = 7.5. The other lane, position y = 7.5, is
set as the reference value. When running the PID simulation
the only constraint outlined in eq. (14) that was explicitly
followed was the constraint on the wheel angle: δ. For a fair
comparison between controllers, the MPC controller was also
unconstrained except for the wheel angle, δ.
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Fig. 8. MPC compared with PID, where Q is the value at row 2, column 2 in
the matrix Q in the cost function. The results for Q = 100 and Q = 10000
are almost identical while the line for Q = 1 can be seen right behind.

Simulations were run for different diagonal matrices Q,
sampling times T and prediction horizons N and the results
are shown in Fig. 8 and Fig. 9. Since only one state, the y
position, is explicitly controlled in this study, Q is a matrix
with only zeros except at row 2, column 2. The value Q in Fig.
8 reflects that value. The prediction horizon is set to N = 10
and sampling time T = 0.1

To determine what sampling time T is required for the
controller several simulations were run and the result from
those simulation are shown in Fig. 9. The prediction horizon
is set so that the actual distance that is simulated in every step
is the same and the value of Q is set to 1.

C. Result from Comparison Between Different Methods of
MPC

Outlined in this study are four different ways of formulating
the overtaking constraint. They are all based on the reference
value being the right lane and the other vehicle formulated as
constraints. For comparison they were all tested on the same
scenario:
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Fig. 9. MPC compared with PID, where N is the prediction horizon and T
is the sampling time.

• v = 30 m/s, vL = 20 m/s
• xL(0)− x(0) = 50
• Q = 1
• N = 15, T = 0.3
• basic constraints according to equation (25)

The results from these simulations can be seen in Fig. 10.
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Fig. 10. Different overtaking constraint types.

Because of differences in computational complexity when
solving the optimization problem the difference in compu-
tational speed is important to compare. As a reference the
simulation covers twelve second in reality. For the MPC to be
able to control the vehicle online on the current computer the
calculation time should be less than 12 seconds. In Table II
calculation times for the different methods is shown.

After experimental analysis the constraint, values considered
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TABLE II
DIFFERENCE IN CALCULATION TIME BETWEEN METHODS

Constraint Type Calculation Time [s]
Mixed Integer 3.22

Elliptical 20.02
Dynamic, Straight 1.78
Dynamic, Sloped 1.85

appropriate for this application are

−π

8
≤ δ(k) ≤ π

8
∀k, (25a)

1.5 ≤ y(k) ≤ 8.5 ∀k, (25b)

−0.05 ≤ δ(k)− δ(k − 1)

∆t
≤ 0.05 ∀k, (25c)

−π

4
≤ θ(k) ≤ π

4
∀k. (25d)

These constraints were used when simulating the different
methods of overtaking.

VI. DISCUSSION

A. Analysis of MPC compared to PID

When comparing PID to MPC in Fig. 8 and Fig. 9 it can be
seen that the two control methods are very similar in speed.
PID control is slightly faster in the beginning, but has a bit
more overshoot. Of course the overshoot can be traded for
a slower controller but the overshoot is within acceptable
limits. In Fig. 9 it is shown that MPC can be made faster
at the expense of computational speed by having a shorter
sampling time. Though we would argue that both methods are
unreasonably fast; driving at 30 m/s the car changes lane in
both cases in around one second. Because of the rapid move-
ments at high speeds the bicycle model used is probably not
accurate since it assumes no slip, i.e. an infinitely large friction
coefficient, between the tires and roadway. For the model to
be less inaccurate a constraint could be set on the maximum
speed in the y-direction, or the constraint on the wheel angle
could be reduced. The theoretical speed of the controllers are
therefore in this application not considered a significant factor
in choosing control method, but what is considered a major
factor in choosing MPC over PID is the usability of MPC.
By being able to add constraints the controller becomes very
useful and easily adaptable to many different scenarios while
PID control is limited to only following a reference trajectory,
it’s not able to plan its trajectory by itself.

For less demanding applications the simplicity in the PID
can however be preferred. PID doesn’t at all need the same
amount of computational power as MPC does.

From the result in Fig. 8 it can be concluded that the value
of the elements in the diagonal matrix Q does not have a major
impact on the performance on the controller. Smaller values
makes the lane change slower while very high values makes
it behave quite oscillatory. With value 1 the controller seems
to be optimal and that is the value used for the rest of the
simulations.

When comparing how sampling time effects the results in
Fig. 9 it can be concluded that a large sampling time can make
the controller behave oscillatory. A smaller sampling time is

therefore needed but the increased computations need to be
considered.

B. Analysis of Different Methods of MPC

When comparing the different methods of formulating the
constraints for the controller in Fig. 10 it can be argued
that all methods are applicable; they all perform reasonably
well. When comparing the mixed integer constraint and the
straight edge dynamic constraint it is clear that they are nearly
identical. They exhibit some oscillation when approaching a
constant value but by adding the sloped edge to the dynamic
constraint that oscillatory behaviour is decreased and the con-
troller performs very well. Of the four constraint formulations
the one that exhibits least oscillatory behaviour is the elliptical
constraint formulation. That was to be expected since there
are no sharp edges in the shape of the constraint. Though
the problem with the elliptical constraint is its computation
difficulty because of its non-linearity. It is shown in Table
II that it takes more than 10 times as long to solve the
optimization problem with the elliptical constraint as with the
dynamic constraints. If computation time was not a factor
an elliptical constraint could be a viable option. Though
in general when driving at highway speeds the demand on
reaction time and computational speed is high and a dynamic
or mixed integer constraint would be preferred. A solution
to the small problems with oscillation with the sloped edge
constraint could be to predefine a smoother transitional curve
between lanes.

During simulation it was apparent that the limits described
in eq. (25) could have significant effects on the behaviour of
the controller. If the controller exhibited oscillatory behaviour
that effect could be diminished by decreasing the limits on the
speed of which the wheel turned, described in eq. (25c). If the
simulation showed that the controller resulted in a response
with a significant overshoot that effect could be decreased by
decreasing the limits on θ. However both of these changes
contribute to making the resulting overtaking slower, but that
might be preferred. Those limits should be set on a case to
case basis dependent on traffic situation.

C. Future research

Model Predictive Control is an highly usable control method
with several possible applications. This study has addressed
the overtaking aspect of autonomous driving but there are
many other autonomous driving scenarios that can be, and has
been addressed with a model predictive controller, for example
handling intersections, parking or avoiding fixed obstacles.

In this study a few assumptions and simplifications have
been made that cannot be made if the MPC controller is to be
implemented in an actual vehicle. Future research that could
be done is to develop methods that allow the MPC controller to
handle more than one leading vehicle. One of the more difficult
would be to add vehicle driving in the opposite direction.
Another difficulty to ad would be to have a model that can
handle different non-constant speeds.

This study has only worked with a fixed reference track and
having the other vehicles formulated as constraint. It might
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be more advantageous to also use a dynamically changing
reference track. A possible area for future work might be
to compare such a solution with the results from this work.
The bicycle model that has been used in this study is only
applicable up to a certain speed, a more accurate model
suitable for future work would be a more dynamic model
which takes the friction factor into account.

VII. CONCLUSION

The conclusion drawn from this study is that Model Predic-
tive Control is an efficient control method for performing an
autonomous overtaking at highway speeds. MPC is preferred
over PID control and there are several ways to implement
MPC constraints to perform said overtaking. The preferred
way to formulate the constraint considering performance and
computational speed is with a sloped edge dynamic constraint.

For less demanding applications the simplicity in the PID
can however be preferred.
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ALGORITHMS - A DIGITAL GOLD MINE
Analysing data by hand is both tedious and time-consuming work. With today’s computing power, 
complex algorithms for economic analysis can be run on an ordinary laptop in seconds. So why 
not earn money by letting your computer trade your bitcoins?

Making money in the shortest time possible is a dream most people share but lack the knowledge to achieve. 
Stockbrokers comes to mind, indubitably they earn money but it is a business full of risk.
 
The financial markets are highly influenced by an emotional and chaotic mass psychosis but basically re-
volves around two rudimentary states, bull and bear i.e. up and downward trends. How does the common 
Joe distinguish one from the other? How do you know when to trade without spending countless hours 
studying boring graphs and reading endless financial reports? Letting computer algorithms predict the 
market is a safer way and does not require the same amount of knowledge.

By making a mathematical model of the financial data and letting the algorithm analyse this data, patterns 
in the market can be found. From these patterns predictions of future trends can be made. By applying this 
information, the algorithm can be used to decide when to buy and when to sell.

Take bitcoin as a reference. People bought in a frenzy not knowing when to sell and therefore lost a large 
part of their investments. However, in hindsight you could have made tons of money if you bought and sold 
at exactly the right times, sadly this is nigh impossible.  
Many people fall on personal greed whereas computers lack feelings and will not hesitate to trade at the 
right time. When tested, an algorithm applied on historical data managed to make a profit of 1500%.

In the end, why would you do it yourself when a computer can do it for you?
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The amount of data we have access to is constant-
ly growing. Our brains can no longer handle 
the vast amounts on its own and the need for 

effective algorithms, with users ranging from finan-
cial markets to medical diagnostics, is ever increas-
ing. With improved computational speed and rigor-
ous research into new and improved algorithms, the 
large amount of available data is now manageable.

All the projects in this context are about the anal-
ysis of algorithms that find patterns in different data 
with a variety of possible applications.

Project group C1a focuses on the use of effective 
algorithms to analyse sound as it is our main form 
of communication. Pre-processing by differentiating 
voices allows for more sophisticated applications. Of 
the evaluated algorithms Independent Component 
Analysis (ICA) produces the most promising results 
in form of voice separation. The main limitation of 
ICA is that it requires the same number of micro-
phones as the number of sources which should be 
differentiated, otherwise it does not function prop-
erly

Project group C1b analyses the stock market using 
machine learning algorithms to predict future prices 
and making safer investments. Kernel ridge regres-
sion has been the main focus as a prediction algo-
rithm, and gave positive results. By changing certain 
parameters in the algorithm, one can vary the level 
of risk in the investment profile. In future projects, 
the algorithm could be developed further to make 
the algorithm faster, for example using better models 
and combining different techniques. One could also 
implement multi kernel learning to generate more re-
liable results in this volatile area of interest.

In Project C1c comparisons and analysis of different 
algorithms’ ability to detect change-points in piece-
wise constant data has been made. Both statistical 
as well as computational performance has been ana-
lysed. In addition to implementing well known algo-
rithms the project group also proposed an algorithm 
of their own.

The results have shown that algorithms can be used 
in various fields and ease the use of data for predic-
tion and pattern detection.  With ever increasing data 
new faster algorithms need to be developed and vali-
dated. Interesting future studies might include find-
ing new and different uses for the algorithms evalu-
ated in the papers. In fields where the data is clouded 
such as in neural science, ICA might be a good meth-
od to use when extracting individual components. 
Also, further work can be done exploring the use 
of change-point detection with high computational 
speed.

IMPACT ON SOCIETY AND ENVIRONMENT

Algorithms enable large amount of data to be pro-
cessed. Currently, China is developing a social credit 
system, which is supposed to monitor and rank their 
population. This is an example of how algorithms 
can be used to violate people’s privacy. On the other 
hand, similar algorithms can be used in the medical 
field to detect cancerous cells as well as aiding doc-
tors in making diagnoses which can lead to improved 
health care. In conclusion a universal set of laws may 
be needed to regulate how algorithms may access and 
use the large amounts of data available today. This 
to avoid violations of people’s privacy and human 
rights.

A larger workload moved to computer algorithms 
will probably lead to people losing their work. Al-
though the same algorithms could lead to possibil-
ities to create new jobs. This has been shown to be 
true throughout history in different areas. During 
the industrial revolution farms were replaced by fac-
tories and with the recent improvement of machines, 
factory jobs have been replaced by software devel-
opment and maintenance. It goes to show that when 
opportunity presents itself demand is close to follow, 
leading to a continuously advancing society.

If history will not  repeat itself, which is quite like-
ly due to the rate of change now being substantial-
ly higher than earlier, challenges in labour mobility 
may rise. An extreme scenario is that people will 
be superfluous due to machines excelling humans. 
This would lead to new challenges which we believe 
if approached correctly will improve society, if ap-
proached poorly, it will lead to poverty.

In the case with financial market pattern analysis, 
one could argue that if applied in a larger scale on the 
market it would stop working in the traditional sense 
as the robot acts without emotions. This would feed 
the rich as a result of them being able to afford devel-
opment of superior codes, driving the social classes 
apart even further and possibly collapse the whole 
economical system. 

The praxis of trading with algorithms could be 
compared to stealing from traditional traders who do 
not have the luxury of mathematically predicting the 
future pattern in the market and acting accordingly. 
On the other hand, a traditional trading algorithm 
does not take worldwide events into account when 
predicting. In this case the ordinary trader gains the 
upper hand thus balancing the field. One must take 
into consideration that no algorithm is bug-free and 
applied on the financial market this can lead to cata-
strophic losses and in extreme cases ruin the user’s 
economy. 

The use of pattern detection software will require 

CONTEXT C1: LEARNING IN DYNAMICAL SYSTEMS
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large amounts of energy. A similar situation arose 
when bitcoin mining was responsible for a large part 
of China’s energy consumption and was prompt-
ly banned. The same pattern detection algorithms 
could be used for optimisation of electrical networks 
and improved energy efficiency in other areas which 
could compensate for the increase of energy used 
for pattern detection. Even if these algorithms do in-
crease energy efficiency Jevons paradox states that 
increasing efficiency leads to an increase in con-
sumption, this might lead to unsustainable energy 
usage. Is this reason enough to halt further improve-
ment? We would argue that the benefits of advancing 
pattern detection technology outweigh the risks as it 
will improve the standards of living for many. 

CONTEXT C1: LEARNING IN DYNAMICAL SYSTEMS
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C1A: VOICE SEPARATION

Evaluation of Independent Component Analysis
Algorithms for Separation of Voices

David Mainwaring and Jonathan Österberg

Abstract—With computers being used for more applications
where commands can be spoken it is useful to find algorithms
which can separate voices from each other so that software can
turn spoken words into commands. In this paper our goal is
to describe how Independent Component Analysis (ICA) can be
used for separation of voices in cases where we have at least the
same number of microphones, at different distances from the
speakers, as speakers whose voices we wish to separate, the so
called “cocktail party problem”. This is done by implementing an
ICA algorithm on voice recordings containing multiple persons
and examining the results. The use of both ICA algorithms result
in a clear separation of voices, the advantage of fastICA is that
the computations take a fraction of the time needed for the
ML-ICA. Both algorithms can also successfully separate voices
when recordings are made by more microphones than speakers.
The algorithms were also able to separate some of the voices
when there were fewer microphones than speakers which was
surprising as the algorithms have no theoretical guarantee for
this.

I. INTRODUCTION

Speech is a large part of human communication and with
computers becoming a larger part of our everyday life it is
becoming more valuable for them to understand human speech
[1]. According to [2], humans treat computers and technology
as people and as inter human communication is mainly ver-
bal it may further naturalise interaction between human and
computer if verbal communication is an option. This might
lead to technology becoming more intuitive and easily used,
therefore more available to a larger part of the population.
Computers which can understand human speech can be used
in applications such as smart housing, household robots and
intelligent assistance. In these examples and more a computer
might want to react to multiple voices simultaneously, this
requires the computer to separate and possibly differentiate
between different peoples voices. To us humans this is a trivial
problem but when the data is given in the form of time,
frequency and amplitude all clumped together from different
sources it becomes more difficult to see which source resulted
in what data. An effective solution to this problem opens
up more possibilities for automation and could be used to
decrease the workload on humans and increasing the standard
of living.

In this paper, we approach this problem by finding patterns
in audio data composed of multiple speakers with different
algorithms, the goal being to separate the voices. According
to [3] Independent Component analysis is suitable for this use.
We have chosen to use a version which uses Maximum likeli-
hood (ML-ICA) to find the gradient. In an attempt to increase
computational speed a fast version of the ICA algorithm is

also implemented. This algorithm is suitably named fastICA
and derived in [4].

The development of ICA is in part due to biological research
[5], more specifically ICA has been used to analyse brainwave
signals and in automated analysis of cellular signals from
large-scale calcium imaging data [6].

II. PROBLEM DEFINITION AND NOTATIONS

Speakers talking at the same time are recorded using several
microphones, also known as the “cocktail party problem”
visualised in Figure 1. The voice data is sent to the computer
for analysis. In our case, we will test two different ICA
algorithms on this problem to evaluate their performance.

Fig. 1. Illustration of the “cocktail party problem”.

A. Independent Component Analysis

Independent Component Analysis (ICA) is a method used
for signal separation [4], [7]. Assuming the sources are linearly
independent and have a non-Gaussian distribution, the signal
can be separated into additive sub-components. The problem
can be represented as

x = As, (1)

as seen in [8]. Further it is assumed that E[si] = 0 and E[s2i ] =
1 ∀i, and if not the signals have to be preprocessed so that
this would be true. A is the mixing matrix, s is a vector made
up of the different sub-components and x is a vector made up
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of the mixed-components. The sub-components can then be
calculated using

s = Wx (2)

where W is defined as the inverse of A, known as the
unmixing matrix. We define the rows of W as wT

i .

W =



−wT

1 −
...

−wT
n−


 (3)

In order to get the gradient ∇W we assume each source si
is given by a density ps. Therefore, the joint distribution of
the sources s can be expressed as

p(s) =
k∏

i=1

ps(si). (4)

The density of x is given by

px(x) = ps(Wx) · |W| (5)

Combining (4) and (5) results in

p(x) =
k∏

i=1

ps(wT
i x) · |W|. (6)

We then chose a cumulative distribution function (cdf) F ,
where F ′(q) = pq(q). As mentioned earlier we are not allowed
to use the Gaussian distribution. Assumed we would have used
the Gaussian distribution, then

E[xxT ] = E[AssT AT ] = AAT (7)

holds true. If we define

A′ = AR & RRT = RT R = I, (8)

there would be no way of knowing the sources has been mixed
using A′ or A as

E[x′(x′)T ] = E[A′ssT (A′)T ] = E[ARssT (AR)T ]

= ARRT AT = AAT .
(9)

Therefore, we instead used the sigmoid function and tanh
as cdf,

g1(x) =
1

(1 + e−x)
. (10)

g2(x) = tanh(x) (11)

Using the maximum log likelihood with a given training set
we get

�(W) =

m∑
i=1

(
k∑

j=1

log g′(wT
j x(i)) + log |W|

)
. (12)

Where i is the index of the given training set {x(i); i, ...,m}.

III. ALGORITHMS

Using stochastic gradient accent, W can be calculated

Wk+1 := Wk + α∇W. (13)

Maximising (12) in terms W combined with the fact that
∇W|W| = |W|(W−1)T results in

Wk+1 = Wk + α







1− 2g(wT
1 x(i))

1− 2g(wT
2 x(i))

...
1− 2g(wT

k x(i))


 x(i)T + (WT

k )
−1




(14)
where g denotes the sigmoid function (10).

This solution is known as the ML-ICA Algorithm.
The algorithm can more compactly be written as follows,

Algorithm 1: ICA - Maximum Likelihood ICA Algorithm

1 function ICA (data, n, α);
Input : Recording data, the number of recordings n

and an arbitrary variable α for regulating the
influence of the gradient.

Output: The unmixing matrix W.
2 W = Identity matrix of size n× n;
3 while W changes do
4 for i = length of sample do
5 for n do
6 wT

n = n:th row of W;
7 n:th row of Q = 1− 2g(wT

nx(i))
8 end
9 W = W + α(Qx(i)

T

+ (WT )−1)
10 end
11 end
12 return W;

1) Time Complexity: The algorithm re-calculates the un-
mixing matrix for each time-steps. It is also necessary to
do those calculations several times in order for the umixing
matrix to converge to an optimal value. This yields the time
complexity

O(dNn3),

where N is the number of time-steps (sample length), d is the
number of iterations all the time-steps are calculated and n is
the number of examined recordings. In the tests examined in
this paper the number of time-steps is much larger than the
number of iterations and n << N, d in the algorithm.

A. Fast Independent Component Analysis

We have also evaluated the use of fastICA for the voice
separation problem, the algorithm is similar but does not
require calculations at every time step thereby lowering the
computational cost and increasing speed. In the fastICA algo-
rithm we used g as (11).
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Algorithm 2: ICA - FastICA Algorithm [9]

1 function fastICA (C,X);
Input : Number of desired components C and

prewhitened matrix X where each column
represents an N-dimensional sample.

Output: The unmixing matrix W.
2 for p in 1 to C do
3 wp = Random vektor of length N ;
4 while wp changes do
5 wp = 1

M Xg(wT
p X)T − 1

M g′(wT
p X)1wp;

6 wp = wp − (
∑p−1

j=1 wT
p wjwT

j )
T ;

7 wp =
wp

||wp||
8 end
9 end

10 return W = [w1, ...,wC ];

1) Time Complexity: This faster version of the ICA algo-
rithm saves time by doing all calculation at once (see line 5 in
Algorithm 2) instead of doing them at different times leading
to larger but fewer calculations which in turn leads to the lower
time complexity seen below,

O(Nnp).

Where N is the length of the rows in X, n is number of
samples and p is the number of iterations. Generally p, n <<
N .

IV. RESULTS

A. Experimental setup

To evaluate the ICA algorithms, we use the CMU ARCTIC
speech synthesis databases [10] in order to get a sufficient
number of high-quality voice recordings. The recordings were
all sampled with a sampling frequency of 16 000 Hz. To
simulate the cocktail-party-problem the recordings are mixed
using (1), where the elements of A are different arbitrary
scaling factors to simulate the speakers being at different
distances from the microphones. The scaling factors used in
our tests can be seen in Appendix ??.

B. Maximum Likelihood ICA

1) Two speakers and two microphones: The voice data used
is a sentence spoken by one female speaker and one male
speaker which is shown in Figure 2.

The recorded data is mixed as explained in section IV-A
and displayed in Figure 3.

The unmixing matrix is calculated using Algorithm 1 with
the mixed data as inputs. To obtain satisfactory results the
arbitrary factor for the gradient, α, is chosen as 0.0001 for
this and following scenarios. The result is displayed in Figure
4.

2) Four speakers and three microphones: Using the same
method described in section IV-B1 but with three different
mixed data sets of four speakers instead of two mixed data
sets of two speakers, we can analyse the scenario where there
are more speakers than microphones. We use the same two

Fig. 2. Graph of two different speakers speaking the same sentence. The
pressure has been scaled by an arbitrary factor C.

Fig. 3. Graph of the mixed data containing both the female and the male
speaker. Data 1 and 2 are mixed with different scaling factors. The pressure
has been scaled by an arbitrary factor C.

speakers as in section IV-B1 and adds two new speakers. The
data of the new speakers are displayed in Figure 5.

Combining the four speakers into three mixed data sets gives
the data displayed in Figure 6.

Using Algorithm 1 to retrieve the different speakers gives
Figure 7. The algorithm manages to separate the female and
one male speakers from the rest.

3) Three speakers four microphones: In the case where
there are more microphones than speakers we still receive the
same number of outputs as microphones, where the superflu-
ous outputs contain mixtures of the voices, this because the
algorithm attempts to find more speakers than are present. The
results can be seen in Figure 8. This can be compared to the
original mixed data seen in Figure 9. When listening to the
results the speakers were successfully separated.
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Fig. 4. The individual sources are retrieved using ICA, comparable with the
original sources displayed in Figure 2. The pressure has been scaled by an
arbitrary factor C.

Fig. 5. The two new added speakers to analyse. Male speaker 2 and Male
speaker 3 are both speaking a unique sentence. The pressure has been scaled
by an arbitrary factor C.

C. FastICA

In order to increase the computational speed FastICA [4]
was implemented. The algorithm is tested on the same prob-
lems as the ML-ICA algorithm.

1) Two speakers and two microphones: The fastICA algo-
rithm has no difficulty separating the speakers when there are
two speakers and two microphones.

2) Four speakers and three microphones: The algorithm
manages to successfully separate one of the speakers from the
rest.

3) Three speakers four microphones: The fastICA algo-
rithm performs very well when there are more microphones
than speakers and has no trouble separating the sources. As
the algorithm loops depend on the number of sources the user
wants to separate the computational time is barely affected
with a few added microphones. Note, with a great increase

Fig. 6. The three mixed data sets. The pressure has been scaled by an arbitrary
factor C.

Fig. 7. The three unmixed data. In unmixed data 1 it is possible to hear the
female speaker separated from the rest. The pressure has been scaled by an
arbitrary factor C.

TABLE I
RUN-TIME COMPARISON

No. speakers No. mics ML-ICA [s] FastICA [s]

2 2 362 0.0278

3 4 661 0.0667

4 3 318 0.0735

in the number of microphones the computational time will
increase since the size of the matrices used in the calculation
depends on the number of microphones.

D. Run-time comparison

To compare the average run-time of the algorithms we have
tested them on different scenarios, the tests ran until they
converged. The results are summarised in Table I.
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Fig. 8. The four unmixed data. In the unmixed data 1 it is possible to hear
the female speaker separated from the rest. In the unmixed data 4 the voices
overlap the most. The pressure has been scaled by an arbitrary factor C.

Fig. 9. The four mixed data sets. The pressure has been scaled by an arbitrary
factor C.

E. Cross-correlation

We compared how well the algorithms separated the speak-
ers using cross-correlation. The original sound was compared
to the result after the versions of ICA had been applied
to the mixed signals. Both signals where normalised before
comparing as we are not interested in the amplitude of the
signals. An absolute value close to one for the correlation
implies a clear separation. The complete obtained results
for the different tests can be seen in Appendix ??, but are
summarised in table II.

V. DISCUSSION

We assume that the experiments made with two micro-
phones and two speakers will hold for any number of speakers
and microphones when their numbers are equal. In the same
way we assume that our experiments with three speakers and
four microphones will hold for any number of speakers and

TABLE II
HIGHEST CROSS-CORRELATION VALUE AT ZERO OFFSET

Test Separated speaker ML-ICA fastICA

2 speakers &
Female 0.9861 0.9999...

2 microphones Male 0.9974 0.9999

3 speakers &
Female 0.9937 0.9995

4 microphones Male 0.9982 0.9999...
Male 2 0.9781 0.9999...

4 speakers &
Male 0.9976 -

3 microphones Female 0.9994 0.9971
Male 2 0.8097 0.9401
Male 3 - 0.8524

microphones where we have a greater number of microphones
than speakers. We also assume that our results for four
speakers and three microphones will hold for a greater number
of speakers than microphones. Although, when there are fewer
microphones than speakers, a larger gap between the number
of speakers and microphones will affect how many voices can
be separated.

When the number of microphones available is at least as
many as the number of speakers and the microphones can
be placed far enough away from each other ICA is very
useful for separating voices, this could be especially useful
in applications such as smart housing where it is possible to
place a lot of microphones with a suitable distance between
them. The main problem we faced with our ML-ICA algorithm
was that it was very slow at separating the different voices.
Fortunately, the fastICA algorithm reduced the computation
time substantially which makes fastICA more appropriate for
real-world uses. As seen in Table II the algorithms have the
potential to separate some of the sources even though the
number of microphones is less than the number of speakers.
This was an unexpected result since the algorithms have, to
our knowledge, no theoretical support for being able to do
this. Something to note is that although some voices were
cross-correlated to around 80 − 85% these separations are
insufficient for many applications. For satisfactory separations
the cross-correlations should be around ≥ 98%. This was
found out when listening to different results of the algorithms.
Note that there is a theoretical limit for the ICA algorithms
which states that it is impossible to separate more speakers
than microphones but there is no limit to separating an equal
or lower number of sources than the number of microphones
even though there are more speakers than microphones.

When there are more microphones than speakers the voices
can be separated but the superfluous microphones will give
a result which is made up out of a combination of the
voices. This overfitting with the ML-ICA algorithm can in
practice quite easily be avoided or remedied by figuring out
which outputs are not voices and removing them. However,
the computations must still be performed. In the case of the
fastICA algorithm it only calculates for as many as desired
sources to separate eliminating the problem of overfitting.
This is a valuable property when there is a greater number
of microphones than speakers since the required computations
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gets lowered compared to ML-ICA algorithm.
Something to take into consideration is that to fully utilise

fastICA’s potential speed the number of sought-after sources
should be known, this is unlikely in many applications and
will slow down the algorithm. This is mainly a problem when
there are many microphones and few sources as the algorithm
will run once for each microphone instead of once for each
source. Even though this is an issue fastICA should still run
faster than ML-ICA in most realistic scenarios as ML-ICA has
such a high time complexity compared to FastICA, see III-1
and III-A1. When comparing the time complexities note that
in the cases of our paper p << d and the N :s and n:s are of
equal size in both algorithms.

A. Future Research

The problems we had with our ML-ICA algorithm might
have to do with the reason that we do not prewhitening the data
and randomise the order we use the time-steps in calculating
W. In future research ways to improve and customise these
algorithms for specific tasks would be interesting to explore.

It would also be interesting to more thoroughly investi-
gate the use of both ML-ICA and fastICA when there are
fewer microphones than speakers to explore if any theoretical
guarantee for separation could be given. This is especially
interesting as it is very plausible that this will be a problem
when implementing these kinds of algorithms in real world
problems.

We have also performed far too few tests to draw any
conclusive results. It would be necessary to vary the scaling
factors, use different speech data and more combinations of
these, to draw more valid conclusions.

The ICA algorithms can be applied to various problems.
Therefore, testing the algorithms on other types data and
problems would be of high interest for future research. The
fastICA algorithm performed exceptionally well on our sound
data and it would be interesting applying it on more complex
and larger data-sets such as brainwave signals.

Lastly, in our research, we encountered the method Principle
Component Analysis (PCA) which also could be used to solve
the “cocktail party problem”. In further research, it would be
interesting to investigate how well the PCA algorithm performs
on the same problem. And whether there are advantages to
using PCA instead of ICA.

VI. CONCLUSION

The algorithms perform well on the “cocktail party prob-
lem” in the sense that they can be used to separate speakers if
the number of microphones is equal to the number of speakers.

The issue with the ML-ICA algorithm is that it is very
slow compared the fastICA algorithm which performs well
in quickly separating the sources when there is an equal or
greater number of microphones than speakers.

The algorithms unexpectedly managed to separate one or
more of the speakers when there where fewer microphones
than speakers. However more research is needed to conclude
how and which of the sources get separated.

In conclusion fastICA was a lot faster than ML-ICA which
makes it more useful when computational speed is a deciding
factor.
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Change Point Detection and Kernel Ridge
Regression for Trend Analysis on Financial Data

Emil Backman and David Petersson

Abstract—The investing market can be a cold ruthless place
for the layman. In order to get the chance of making money in
this business one must place countless hours on research, with
many different parameters to handle in order to reach success.
To reduce the risk, one must look to many different companies
operating in multiple fields and industries. In other words, it can
be a hard task to manage this feat.

With modern technology, there is now lots of potential to
handle this tedious analysis autonomously using machine learning
and clever algorithms. With this approach, the amount of
analyzes is only limited by the capacity of the computer. Resulting
in a number far greater than if done by hand.

This study aims at exploring the possibilities to modify and
implement efficient algorithms in the field of finance. The study
utilizes the power of kernel methods in order to algorithmically
analyze the patterns found in financial data efficiently. By
combining the powerful tools of change point detection and
nonlinear regression the computer can classify the different
trends and moods in the market.

The study culminates to a tool for analyzing data from the
stock market in a way that minimizes the influence from short
spikes and drops, and instead is influenced by the underlying pat-
tern. But also, an additional tool for predicting future movements
in the price.

I. INTRODUCTION

The financial markets might look highly sporadic to an
untrained eye. But mass psychology dictates that the graphs
will follow different “moods” which can swing and play a big
role on the market. Therefore it is useful in order to get an
edge in investing to analyze these “moods” and be able to
predict when the pattern will end. The two main “moods” are
called bull and bear. A bullish market is when the consensual
outlook is positive amongst the investors acting on a market,
resulting in a positive trend in pricing. A bearish market,
however, is quite the opposite. These behavioral moods are
further discussed in [1]. Trends can be classified at different
time spans each containing subtrends i.e. intermediate and
short in the primary trend [2]. There are many ways to classify
these trends such as through moving average and other well
known analytical tools [3].

With the help of modern computers and the basis of machine
learning, processing vast amounts of data is now approachable
in a way never seen before. As a first approach to differentiate
between these moods one can argue a good start is to find the
points in time where they change. The algorithm will make use
of dynamic programming, meaning it uses an iterative process
in order to make calculations effective in both time and space
[4]. In this dynamic programming algorithm, kernel functions
[5] will be used in order to detect changes in the data pattern.
A kernel function is in this sense a function which compares
the inputs using a transformation to a Hilbert Space [6] and

evaluates the inner product of the inputs [7, pp.11-52]. This
allow the algorithm to find the optimal sections [8].

The trends within each segment will be classified using
kernel ridge regression (KRR) [7, pp.88-97] [9]. The idea is
to remove ”fake” indicators of sudden events that contami-
nates the classification process. By dividing a great deal of
data into smaller segments, another positive ability appears;
the algorithm will be quicker as the overall calculation sets
become smaller.

This paper will also explore different methods of predicting
these financial moods, mainly using KRR by applying similar
mathematics as the change point problem [9]. This is possible
by exposing the algorithm to historical data, from which it
will learn how the market tends to act on different patterns
which can occur. Here the learning will be based on live data
and new predictions will be made continuously. Also known
as online learning [10].

This study is made as a bachelor thesis project with the
purpose of exploring dynamic programming algorithms ap-
plied in the financial world of trading stocks and analyzing
equities. The main goal is to compile an algorithm that can
single out trends in heavy data sets. This might not only be
useful for economic analytics in investment companies and
major shareholders but also for simple everyday traders.

II. PRELIMINARIES

A. Notation

Throughout this paper, bold font in lowercase letter such
as (x, a etc) will represent column vectors while bold font
in uppercase letters (X,K etc) represent matrices. Vector a
and matrix X transpose will be denoted as aT respectively
XT . The inverse of the matrix X will be denoted as X−1.
The notation 1I is the ”one vector” [1 · · · 1n]T . Normal letters
such as (N,D, d etc.) will usually represent the dimension of
vectors, matrices and when contained in O; complexity.

B. Kernels

A kernel function in this regard compares values by bringing
them to a Hilbert space and calculating the inner product. A
Hilbert space is defined as a complex or real inner product
space which also spans a complete metric space in regards
to the inner product. More specifically it brings the use of
the theory behind RKHS (Reproducing Kernel Hilbert Space),
which gives the highly useful representer theorem. The kernel
function enables for easier calculations in higher dimensions.
[6]

Consider the set X1, X2, ..., Xn ∈ χ being the closing price
of an arbitrary stock or asset. By introducing the canonical
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feature map Φ : χ → H defined by Φ(x) = k(x, ·) ∈ H
where k(·, ·) denotes the kernel function in question, the inner
product on H from the kernel k can be defined as

∀x, y ∈ χ, 〈Φ(x),Φ(y)〉H = k(x, y)

as illustrated in Fig. 1.

Fig. 1: Transformation from IR to H

This definition of the kernel function will play an important
role throughout the report. In practice any arbitrary easy-to-
calculate kernel function will work. The kernel of choice in
this study is the classical Gaussian kernel characterized as

k(x, y) = e
||x−y||2

δ

where the parameter δ is the chosen bandwidth of the ker-
nel. It is chosen by its characteristics allowing for efficient
calculations.

Further on the algorithm will use the well-known kernel
trick, replacing the dot product with kernel function where
the kernel of choice has easier calculations. From this a matrix
consisting of the kernel function with respect to all available
data as will be described as:

k(Xi, Xj) = Ki,j

which assemble into the gram matrix K = [k(Xi, Xj)]1≤i,j≤n

also shown below [5].

K =




k(X1, X1) . . . k(X1, Xn)
. . .

... k(Xi, Xj)
...

. . .
k(Xn, X1) . . . k(Xn, Xn)



.

III. CHANGE POINT

A change point can be characterized as a change in the
behavior of the data and can sometimes be fairly simple to
spot. A good example of this kind of data can be seen in Fig.
2. But what if the data is not structured in a way where the
change is apparent? Such data can be found in Fig. 3. Then
you would require a lot of knowledge and skill in the field to
be able to accomplish this feat. In this paper, it is explored
if one can train a computer to be able to find these points in
data, more specifically in financial data.

Fig. 2: Simple arbitrarily generated data

Fig. 3: Real financial data

A. Change Point Detection

The detection of change points can be described as an opti-
mization problem, where the goal is to characterize data into
segments τ as well as optimizing the number of segmentations
D, thus finding the optimal solution τ∗. According to [8] this
can be done by solving:

LD,n+1 = min
τ∈τD

‖Y − µ̂τ‖2H,n (1)

m̂D = arg min
τ∈τD

‖Y − µ̂τ‖2H,n (2)

One approach to solve this problem is by applying dynamic
programming, iterating over every 1 ≤ D ≤ Dmax. Where
Dmax is the maximum number of segments, chosen to mini-
mize the workload by not including uselessly small segments.
τD indicates the set of D number of segments.

Now the norm will be rewritten as:
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‖Y − µ̂τ‖2H,n =

D∑
d=1

CτD,τD+1

where the cost matrix C can be written as:

CτD,τD+1
=

τd+1−1∑
i=τd

k(Xi, Xj)

− 1

τd+1 − τd

τd+1−1∑
i=τd

τd+1−1∑
j=τd

k(Xi, Xj)

(3)

which brings the use of kernel functions to compare data and
will be updated for every τ . The notation τD and τD+1 will be
changed to τ respectively τ ′ for more compact formulations.

By rephrasing the cost matrix (3) it can be written as
follows:

Cτ,τ ′ = Dτ,τ ′ − 1

τ ′ − τ

τ ′−1∑
i=τ

Ai,τ ′ (4)

with

Dτ,τ ′ =

τ ′−1∑
i=τ

k(Xi, Xi)

Ai.τ ′ = −k(Xi, Xi) + 2

τ ′−1∑
j=i

k(Xi, Xj)

which will be computed for future points according to:

Dτ,τ ′+1 = Dτ,τ ′ + k(Xτ ′ , Xτ ′) (5)

Ai,τ ′+1 = Ai,τ ′ + 2 · k(Xi, Xτ ′) (6)

with the computational structure which is shown below.

Algorithm 1 Kernseg [8]

initiate A,D&C as:
for τ ′ = n : −1 : 1 do

A1,τ ′ = −k(y1, y1) + 2 ∗
∑τ ′

i=1 k(y1, yi)

D1,τ ′
∑τ ′

i=1 k(yi, yi)

C1,τ ′ = D1,τ ′ − 1
τ ′+1−1 ·

∑τ ′−1
i=1 Ai,τ ′

end for
then calculate
for τ ′ = 2 to n do

for τ = τ ′ : −1 : 1 do
end for
Compute Cτ,τ ′+1 from Cτ,τ ′ using (4) with

(5) & (6)
for D = 2 to min(τ ′, Dmax) do

LD,τ ′ = min
τ≤τ ′

{LD−1,τ + Cτ,τ ′+1}
end for

end for

The computational cost of C·,τ ′+1 for each step in the
first loop is of O(τ ′) operations whereas the second require
O(Dmaxτ

′). This gives the overall computational complexity
of O(Dmaxn

2) and O(Dmaxn) in time and space respectively.

Fig. 4: The detected change points of the arbitrary data are marked
with circles

Fig. 5: The detected change points of [KO] are marked with circles

As seen in Fig. 4 and Fig. 5 the data is now split into
smaller segments according to the change points marked in
red. With each segment containing a different characteristic
behavior. These results will be used and reflected upon later
in this report.

IV. REGRESSION

The ordinary way to solve a regression problem is to write
it as a minimization problem where you want to minimize the
overall distance between the data points and the regression
line. However, this can be accomplished in many ways, with
the risk of the solution being plagued by over-fitting, i.e.
going through too many of the data points. To avoid this a
penalty term is introduced with a weight factor λ, deciding
the smoothness of the solution. This approach is called kernel
ridge regression and will be referred to as KRR. The problem
will now be formulated as:
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minimize
f∈H

n∑
i=1

(yi − f(xi))
2 + λ||f ||2H (7)

where yi is the time series of data, in our case the price, and
f the regression function.

However, this will include an offset as a result of the
data not being centered around the x-axis. A solution to this
problem is introducing an offset α0 to (7) resulting in the
form:

minimize
f∈H

n∑
i=1

(yi − f(xi)− α0)
2 + λ||f ||2H. (8)

Here (8) is solved by the classical way of taking the partial
derivative with regards to α and α0 respectively and solving
for them individually resulting in:

α0 =
1

n
(

n∑
i=1

yi − 1ITKα)

respectively

α = (λn + (I− 1

n
1I1IT)K)−1(I− 1

n
1I1IT)y.

By implementing the representer theorem [7, pp.90], (8) can
be expanded as:

f(x) =
n∑

i=1

(αi · k(xi, x)) + α0 (9)

where f(x) now is the solution for the optimal fit to the data.
The result with various λ’s can be seen in Fig. 6.

Fig. 6: KRR with different λ

V. PREDICTION ALGORITHM

In order to make a qualified prediction, the regression
algorithm is modified with a new x vector. This vector is
chosen with an offset from the original argument of y with
the desired number of prediction points.

Fig. 7: Kernel Ridge Regression modified to give 5 prediction points.

In order for this prediction to be useful a online approach
was made, where data from the market continuously were fed
to the algorithm and computation was made as follows.

Algorithm 2 Naive approach to Online Regression

for m = 1 to n do
y = y(1 : m− 1) adding to the vector;

the new point y(m)

Compute the mxm Gram matrix

Compute αm & α0,m

Create f(x) according to (9)
end for

As one can imagine, the algorithm becomes slow as n
iterations proceeds to greater numbers. To solve this one can
introduce the online concept of gradient descent. Where the
idea is to solve the optimization problem (7) by taking iterative
steps towards the min point. How ever as the distribution
generally is unknown in this field, one must instead look to
stochastic gradient descent. SGD will use an approximation of
the minimization problem by taking random steps instead of
the optimal path as done in gradient descent (shown in Fig.
8). [11]
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Fig. 8: Gradient descent (left) and SGD (right)

By applying SGD to the KRR problem, the iterations will
now take on the form:

f(x) =

n∑
i=1

(αi · k(xi, x))

=

n−1∑
i=1

αn−1(i)k(xi, x) + η · err · k(xn, x)

(10)

where only the new prediction point will be calculated for each
new data point. Whereas the previous algorithm recalculated
the full set at every update.
Here err is the previous prediction error calculated as
err = y(n−1)−f(n−1) and η is a free variable representing
the learning rate. [10]

This approach requires an initial point to start f(1), this can
freely be chosen but would optimally lie close to the data.

Algorithm 3 New Online Regression

initialize f(1)
for x = 2 to n do

Compute f(x) according to (10)
end for

Some different behaviors are achievable by carefully choos-
ing the learning rate η as shown in Fig. 9.

Fig. 9: SGD regression prediction with different η

The cost of every iteration now is constant unlike with
Algorithm 2, where it was growing at a rate of n2 as shown in
Fig. 10. This gives the algorithm a time complexity of O(n) as
opposed to the earlier found O(n3) and allows the processing
of an extremely fast flow of data.

Fig. 10: Time complexity of regression with SGD and original
regression

VI. COMBINATION OF ALGORITHMS

In this study, the suggested way of analyzing the different
trends contained in the data is by following the structure found
in Algorithm 4.

Algorithm 4 Combination of algorithms

for m = 1 to n do
Compute the optimal change points as

Algorithm 1 suggests.

for Every section between change points
do

Compute the SGD regression as shown
in Algorithm 3

end for
end for
Analyze the generated data

By combining the change point and the SGD regression
algorithm, a highly interesting way to analyze the market
appears. Here the idea is to remove unwanted events, seen
as spikes or big sudden movement in the graph in order to
get a more accurate view of the market. An example of this
can be seen in Fig. 11. Here the heavy swings will not play a
part while dictating the different trends or moods, thus giving
a more authentic analysis of the market moods. Further on
one can of course analyze different time spans by making
the change point algorithm more/less sensitive, resulting in
larger or smaller trend sections. The same thing holds for the
regression where the learning factor can be adjusted to better
follow the data.
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Fig. 11: Combination of Algorithms

The time complexity of this new algorithm would measure
in about O(Dmaxn

2 + n) in time, which is a negligible rise
from the Algorithm 1. This is an affordable cost compared to
the improved functionality and the analytic value added.

VII. DISCUSSION

To our knowledge this approach to sectional regression
using kernels have not yet been explored in a financial market
setting. Using this as an analyzing tool have it’s pros and
cons. Where the pros being the computers capacity to learn
from great amounts of historical data and be able to display
the result within seconds. The analysis can then be refined
further by implementing various tools for analyzing, such as
different derivatives. One can also include more variables into
the calculations where an example would be the order-volume
as this might impact the significance of the movements.

The cons, however, being how the fine tuning of different
parameters would be required for each new data set as they
differ in the order of magnitude and volatility. As shown
earlier the parameters can be somewhat sensitive, resulting
in different behavioral patterns.

As far as the prediction algorithm goes, it is clear to see how
these algorithms could be useful in the realms of stockbroking.
For example, this could be used as a tool for autonomic trading
on equities. But also in making estimates on how well the
market will seem to perform. With the implementation of SGD
the earlier limitation of computational power is removed but
there is still the issue of delay when trading against a truly
live market. This coming both from MATLAB’s capacity of
handling new data, but more pressing the delay of internet
connections.

As further research on this subject one can try to normalize
the data whereas fine tuning won’t be necessary. What was
left out in this report is the calculations for the ”optimal”
parameters as the outcome would not necessarily give a
pleasing analysis of the market. If a normalization of data
can be integrated to the algorithms one can maybe optimize
the calculation of the parameters for a smoother analysis.

For the prediction aspect, one could try to develop a system
for testing its effectiveness while acting against live data.
With the implementation of a decision-making algorithm, a
simulation against the market is achievable, and with a ”fake
economy” one could get an estimate of how this algorithm
works in the ”real world”.

VIII. CONCLUSION

As a conclusion for this study, we would like to argue
that the change point algorithm by itself won’t give any
information of importance. But coupled with the regression
an interesting tool for analyzing the market and classifying
its moods is born. As the analytical field in finance moves
towards automation new algorithms are always sought after.
Our algorithm might serve as a starting point of a new concept.

Also, the prediction algorithm has the potential for usage
in the sector of trading. It can be useful as a forecasting tool
for generating recommendations on how to act on a market.
But one must also take brokerage fees into consideration when
fine-tuning the parameters as this may have devastating effects
on potential earnings. Especially in the area of intraday trading
where the movement often is low compared to the fees.
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APPENDIX A

Additional figures containing the market data and analysis
of different companies and time spans.

APPENDIX B

The functional .m code running Algorithm 4 is contained
in this appendix.
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Evaluating Different Algorithms for Detecting
Change-points in Time Series

Henrik Eriksson and Victor Löfgren

Abstract—Change-point detection is useful in many areas and
there are several algorithms developed to cater specific needs
such as fast calculations and statistical accuracy. In this report
we outline five different algorithms, namely Fused Lasso, Filtered
Fused Lasso, Normalized Fused Lasso, Dynamic Programming
Approach and our own creation using convolution filtering,
the Convolution Method. We evaluate them in the mentioned
areas. Convolution Method is the fastest, Dynamic Programming
Approach is the most accurate but suffers greatly in speed
compared the other algorithms. Normalized and Filtered Fused
Lasso performs similar in both speed and statistical accuracy.
Although Fused Lasso is as fast as Normalized and Filtered Fused
Lasso, it can not detect true change-points to any reliable extent.

I. INTRODUCTION

Today’s society is increasingly data driven, so much that
we often obtain far more data than we know what to do with.
In most areas of science, data exceeds what can be analyzed
by hand. There is a need for computer programs, tools and
algorithms to be able to draw conclusions from these immense
amounts of data. Difficulties lie in deciding which algorithm
to use and when it is best suited.

We have taken on the challenge of evaluating five differ-
ent algorithms specialized in change-point detection, namely
Fused Lasso (FL) [1], Filtered Fused Lasso (FFL), Normalized
Fused Lasso (NFL) [2], Convolution Method (CONV) and the
Dynamic Programming Approach (DP) [3]. With our results
we hope to aid analysts in their work, by comparing and
assessing the strengths and weaknesses of each method. This
would help them to make the right choices and to not waste
valuable time.

In our efforts to optimize Filtered Fused Lasso, based
the Fused Lasso algorithm, we propose a completely new
algorithm, Convolution Method.

The remainder of this report is organized as follows. In
section II we formulate the problem and goals. Section III
describes the theory of the algorithms that were tested. In
section IV we explain how we have implemented our chosen
algorithms. In section V we explain how we have evaluated
the algorithms and present how they performed. We discuss
the results and what could be improved in section VI, and we
finally conclude our report in section VII.

II. PROBLEM STATEMENT AND GOALS

All algorithms are implemented with the assumption that
data is represented by an underlying piecewise constant func-
tion, which is corrupted by noise. This gives us a dataset
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Fig. 1. Generated test dataset. Data(dots) is produced with a Gaussian
distribution around a varying mean(line) and varying variance σt.

yt = mt + et, t = 1, ..., N, (1)

where m(t) is a piecewise constant function and e(t) is
modeled by a white noise with zero mean and variance σt.
An illustrative example of this setu is given in Figure 1.

The previous setup is more relatable with a real case
scenario. Consider a dataset representing the hourly price of
oil which varies throughout the day although they all originate
from a daily mean. With each consecutive day the daily mean
can either stay the same or change giving us a change-point
whenever it changes. Now lets not assume that the change
only occurs daily but rather when ever. The condition of a
change-point still holds but detecting the point in time where
it changes becomes troublesome. To solve this we need rather
complex algorithms.

In this report we focus on algorithms designed to detect
change-points, with applications in data related to finance.
Our aim is to distinguish the strengths of the algorithms in
terms of computation speed and statistical accuracy. In order
to do so a number of test datasets are generated, evaluation
methods developed and the selected algorithms implemented.
The algorithms are lastly tested on a real dataset consisting of
daily oil prices.

III. FIVE ALGORITHMS FOR CHANGE-POINT DETECTION

In this section we describe five state-of-the-art algorithms
for change-point detection.
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A. Fused Lasso

The Fused Lasso is built upon the well-known penalized
regression model, Lasso [4], that penalizes least square re-
gression. Its basic form uses a �1-norm penalty that promotes
sparse solutions.

Fused Lasso is a modified Lasso algorithm. Instead of
only penalizing coefficients, it also penalizes differences in
consecutive coefficients. This method promotes sparsity in the
change between consecutive coefficients, which leads to piece-
wise constant solutions [1]. The mathematical optimization
expression for Fused Lasso becomes

τ̂ = argmin
m1,...mN

1

2

N∑
t=1

(yt −mt)
2 + λ

N∑
t=2

|mt −mt−1|, (2)

where τ̂ can be interpreted as a piecewise constant approxi-
mation of y, which should contain the indexes of the optimal
change-points. The parameter λ is a tuning parameter used
to adjust the penalty in accordance to the data at hand. In
order to ease the setting, a theoretical maximum for λ can
be calculated. The scalar λmax is the lowest value for which
the algorithm returns only one segment. The parameter λ is
thus set as a fraction of λmax. Rojas and Wahlberg [5] have
obtained that

λmax = max
k=1,...,N

k

∣∣∣∣∣∣
1

N

N∑
j=1

yj −
1

k

k∑
t=1

yt

∣∣∣∣∣∣
. (3)

B. Normalized Fused Lasso

Normalized Fused Lasso is a refined version of the stan-
dard Fused Lasso. This method, which was proposed in [2],
addresses the fact that Lasso ideally should have unit-norm
columns in the sensing matrix. This is achieved by changing
Eq. (2) into

τ̂ = argmin
m1,...mN

1

2

N∑
t=1

(yt −mt)
2 + λ

N∑
t=2

wt|mt −mt−1| (4)

where wt =
√

t(N − t)/N . The benefit of this method
compared to FL is that it can detect the true change-points
asymptotically accurately, even if consecutive steps in m are
in the same direction [2].

C. Filtered Fused Lasso

The Filtered Fused Lasso also originates from the Fused
Lasso, but the algorithm is now accompanied by a filter, which
is applied on the result from Fused Lasso.

There have been some approaches to filter the result from
the Fused Lasso such as applying ”Reduced Dynamic Pro-
gramming” or reapplying Fused Lasso on a subset of the data
as done in [6] and [7] respectively, but none has been deemed
the best one. For this report another filter, henceforth referred
to as convolution filtering, is used. The convolution filtering
consists of two convolutions. First a convolution between a
rectangular function and the difference between datapoints in
the data. Then between the same rectangular function and the

result from the first convolution. The peaks from that result
are denoted as change-points.

Let the difference be denoted as a function

f(n) = m(n+ 1)−m(n) (5)

and the box by

b(n) =

{
1 n = −l,−l + 1, ...0, ..., l

0 otherwise
, (6)

which gives the convolution

g(n) = b(n) ∗ f(n)

=

l∑
k=−l

[m(n+ 1 + k)−m(n+ k)]

= m(n+ l + 1)−m(n− l),

(7)

where the last equality follows by the telescoping sum prop-
erty.

The second convolution basically does the same:

h(n) = g(n) ∗ b(n)

=

l∑
k=−l

[m(n+ k + l + 1)−m(n+ k − l)]

= −[m(n− 2l) +m(n− 2l + 1) + +m(n)]

+m(n+ 1) +m(n+ 2) + +m(n+ 2l + 1).

(8)

From here the peaks of h(n) are concluded as change-
points.

D. Convolution Method

This algorithm builds on the convolution filtering used in
Filtered Fused Lasso, explained in Section III-C. It works
by applying convolution filtering(see Eq. (8)) several times
in series, directly on the dataset. For each step the data gets
more filtered with fewer change-points.

E. Dynamic Programming Approach

As the name suggests, this algorithm uses dynamic pro-
gramming to solve an optimization problem that estimates
the change-points of the data. The concept of dynamic pro-
gramming can be condensed as efficiently storing calculations
needed for later recursions. The optimization problem is
defined by

τ̂ = argmin
τ∈T

{||yt −mτ̂ ||2 + pen(τ̂)}, (9)

where T denotes the collection of all possible sets τ of change-
points. This algorithm is shown to be optimal in terms of an
oracle inequality [3]. The oracle inequality relates the best
possible estimator given perfect information, provided by an
oracle, to an actual estimator.

The problem is divided into two optimization problems. The
first step consists of solving

τ̂D = argmin
τ∈TD

{||yt −mτD ||2}, (10)
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for D = 1, 2, ..., Dmax, where D is the number of change-
points and the length of τ is the maximum number of change-
points. The second step is to penalize the function to find the
optimal number of change-points

D̂ = argmin
1≤D≤Dmax

{||yt −mτ̂D ||2 + pen(τ̂D)}, (11)

where the penalty factor, designed to penalize the the amount
of segments, is given by

pen(t̂D) = c1Dt + c2 log(
n

D
) (12)

The constants c1 and c2 will have to be tuned to fit the data
at hand. Finally the solution of the optimization problem is
given by

τ̂ = τ̂D̂ (13)

IV. IMPLEMENTATIONS

All the algorithms and tests in this report are implemented
with MATLAB [8], using built-in functions and plugins.

A. Fused Lasso and Normalized Fused Lasso

For solving Equations 2 and 4 the plugin CVX [9] is used.
It is a MATLAB package for specifying and solving convex
optimization problems.

The parameter λ for both algorithms is individually set as
a fraction of λmax calculated as presented in Eq. (3). The last
term of Eq. (2) is implemented by taking the 1-norm of Dm
where m is a vector of segment-means and D is a R(N−1)×N

sparse diagonal matrix defined as

D =




−1 1 0 . . . 0
0 −1 1 0 . . . 0

. . .
0 . . . 0 −1 1


 (14)

and the last term of Eq. (4) by taking the �1-norm of WDm

where W is the normalizing matrix with elements defined as
wii =

√
i(N − i)/N for all i and 0 otherwise.

Since Fused Lasso does a poor job in finding the segment
mean, a polishing function takes care of that by simply
averaging all the points between the estimated change-points.

B. Filtered Fused Lasso

Filtered Fused Lasso is as mentioned built on Fused Lasso
and thus implemented in the same way with the addition of
convolution filtering applied on the output from Fused Lasso.
The length of the convolution block l of Eq. (7) is set as a small
percentage of the dataset N . In order to filter out the prominent
changes, a threshold is implemented when finding the peaks of
h(n) so that only the higher peaks will produce change-points,
as seen in Figure 2. To do this, MATLAB’s findpeaks(),
in conjunction with its MinPeakProminence property, is
used [8]. The threshold is defined by

threshold =
β

100
max |h(n)| (15)
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Fig. 2. The steps in Filtered Fused Lasso. The polished result from Fused
Lasso, Convolution Method(Eq. (8)) applied to it and the polished end result
after finding the peaks of h(n).

where β = 15 is heuristically found to work on most datasets.
As it will be filtered, the output from Fused Lasso does not
need to be as sparse as when running Fused Lasso on its own.
Rather the filter benefit from having a non sparse input since it
provides more information. This makes tuning of the penalty
factor λ unnecessary if it is set low enough, leaving only l as a
tuning parameter for the algorithm. Finally the same polishing
function used for FL and NFL is applied to produce the final
filtered data seen in Figure 2.

C. Convolution Method

This algorithm is simply the convolution filtering, used in
Filtered Fused Lasso, applied on the raw data three times, in
series, with only the last of the three filtering steps using the
threshold on h(n). In the first step, we set the raw data as
m(n) when computing h(n) in Eq. (8). The peaks of h(n) we
denote as change-points. From these change-points we polish
the data, i.e. we calculate the segment means between the
change-points. This results in the function ”Polished data” seen
in the first filter of Figure 3. This is the function we set as
m(n) for the second filter. This second filtering step is done
in the same manner as the first and results in the ”Polished
data” seen in the second filter of Figure 3. The third filtering
step is done the same as the previous ones except this time we
use the threshold 15 for the peaks when denoting the change-
points. The change-points from this step are our final change-
points. The different filtering steps use different sizes of l to
calculate h(n) in Eq. (8) with l decreasing with each filtering
step. The ratio of l between the different filtering steps has
been heuristically found to be l1 = 3l, l2 = 2l and l3 = 1.5l,
where l then is used to tune the algorithm to the data at hand.

D. Dynamic Programming Approach

When Eq. (10) is implemented with dynamic programming
not all possible segmentations need to be calculated more than
once. Small segments of the data can be calculated and the
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Fig. 3. The three filterings in the Convolution Method.

Algorithm 1
1: for p = 1 to N do:
2: L1,p = R1,p

3: end for
4: for D = 2 to Dmax do:
5: for k = d to N do:
6: LD,k = minD≤i≤k{LD−1,k + Ri,k}
7: KD,k = arg{LD,k}
8: end for
9: end for

optimal solution for that part will be used when calculating
the next step.

First the cost matrix

Rj,k =
k∑

t=j

∣∣∣∣∣∣
yt −

1

k − j + 1

k∑
t=j

yt

∣∣∣∣∣∣
(16)

is calculated.
The dynamic programming, shown in Algorithm 1, starts

off with calculating the starting values of L. When calculating
the continued values of LD,k it uses the values LD−1,i∀i ≤ k
and adds one segment from Ri,k to fill the space between i
and k. The optimal is saved in LD,k. The optimal costs for the
whole dataset can be found in LD,N and it’s corresponding
segmentation vector is τ̂D = KD,N , for all D to Dmax.

The optimal solutions are then added to their corresponding
penalties according to Eq. (11) and the optimal segmentation
can be found in τ̂D̂ = KD̂,N .

Standard value for Dmax is N , but to reduce computation
time Dmax can be tuned to a lower value to not have to
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Fig. 4. An example of Generated test dataset. Data(blue dots) is produced
with a Gaussian distribution around a means [m̄1, m̄2, m̄3] = [1, 2, 3] with
σ2 = 0.61.

compute the outer loop in Algorithm 1 more times than
necessary. Dmax = N√

logN
has been empirically tested to be

sufficient for most datasets in [10] but can be set even lower
if the user is certain few change-points are sufficient. The
constants c1 and c2 has been empirically tested on similar
data by [11] and the results showed that the ratio c1

c2
= 2

5
gives good results. This allows for the penalty in Eq. (12) to
be rewritten as

pen(t̂D) = α(2Dt + 5 log
( n

D

)
). (17)

Thus, only α needs to be tuned.

V. SIMULATIONS

A. Statistical Test

A test has been performed to evaluate the statistical perfor-
mance of the different algorithms. The test is performed for
variances varying from −1 ≤ ln 1

σ2 ≤ 7 with 250 runs on
each variance. The dataset used is of length N = 250, has
three segments with means [m̄1, m̄2, m̄3] = [1, 2, 3] and the
locations of the change-points are randomized for each run.
An example of generated test data with variance σ2 = 0.61 is
shown in Figure 4. All algorithms are tuned to have the same
amount of change-points as the underlying data. There is a
difficulty to set a good enough penalty which is not taken into
consideration in this test.

The estimated probability of finding the change-points of
the underlying data is shown in Figure 5. Since some of the
algorithms can produce many results in very close proximity
of the true change-point the same test is reproduced allowing
the calculated change-points to be within ±2 points of the
true change-points. The result is shown in Figure 6. The
here produced result share a lot of similarities with the result
produced in [2].

The mean square error (MSE), Eq. (18), of the different
algorithms for varying variance is shown in Figure 7.
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Fig. 5. The probability of finding the correct change-points for the different
algorithms for varying variance.
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Fig. 6. The probability of finding the correct change-points, within a span of
±2, for the different algorithms for varying variance.

MSE =
1

N

N∑
t=1

(mt − yt)
2 (18)

Also, we have plotted all deviations from the true change-
points for σ2 = 0.61 for the different algorithms. The results
are shown i Figure 8.

B. Computational Test

We have designed a speed test that utilizes a built-in timing
function in MATLAB called tic/toc. A set of dataset of
different length, Nlengths = [N1, N2, · · · , Nm] are chosen and
all the algorithms are run 20 times on each set with randomized
position of the change-points.

For each iteration the test generates an unique dataset.
It has two segments i.e., two change-points with means at
[m̄1, m̄2, m̄3] = [1, 2, 3]. The variance is fixed at 0.03 through-
out the dataset which corresponds to around 90% correct
change-point detection for most algorithms (see Figure 5).
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Fig. 7. For varying variance, mean square error (MSE) of the different
algorithms and the background data i.e. the the underlying function that
generated the test dataset.

Fig. 8. Histogram of the deviations from the two true change-points in 250
runs with σ2 = 0.61. Deviations larger than ±15, not fitting the scope of
the graph, are summed up at the ends of the graphs.

Each algorithm is timed separately and a mean over all of
the iterations are calculated for each dataset length. The results
are shown in Figure 9 and 10.

It is noteworthy that the Dynamic Programming approach
is greatly dependent on Dmax and for this test it was kept as
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Fig. 9. Average computation time for increasing number of datapoints.
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Fig. 10. Average computation time for increasing number of datapoints.

suggested in Section IV-D. Also, Convolution Method com-
putation speed depends on the length of l which is unchanged
from the statistical tests for fairness.

All computations are executed on a standard laptop with
an Intel(R) Core(TM) i7-4710HQ CPU @ 2.50GHz processor
running a 64-bit OS and Turbo Boost switched off.

C. Test on Real Data

In order to evaluate the performance of these algorithms in
a real application, another test has been conducted with bi-
diurnal oil prices in the U.S. [12] from 1991-05-19 to 1999-
01-13. An appropriate amount of change-points was assumed
to be 11 and therefore the algorithms were tuned to achieve the
same. The performance of the algorithms is shown in Figure
12 and corresponding mean square error in Figure 11.

VI. DISCUSSION

A. Statistical Performance

From Figure 5 it is clear that the Dynamic Programming
Approach always produces the best result of the algorithms, as
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Fig. 11. Mean square error on the same data as in Figure 12.
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Fig. 12. The five algorithms applied on the oil price in USD [12]. N = 1000
and all algorithms tuned to produce eleven change-points.

expected, and that Fused Lasso techniques have a big problem
hitting the right change-point regardless of variance. Looking
at the deviation histogram in Figure 8 we see that for a high
variance, FL often struggles to come close to finding the
true change-points, with near half of the found change-points
deviating so much they won’t fit the bounds of the graph. The
other algorithms have most of their found change-points in
close proximity to the true change-points. It is also shown in
Figure 6 that all algorithms produce better results given a little
wiggle room. The Convolution Method is gaining the most
from it producing results close to the Dynamic Programming
Approach. We see that all algorithms except Fused Lasso
seem to be asymptotically consistent as they all approaches
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maximum probability given low enough variance.

B. True Change-points

In the test with high variance, the datapoints generated from
one mean segment is at high risk of getting a value that better
fits another mean segment. If this happens to a datapoint
close to the change-point of the underlying data, even the
best of algorithms will detect change-points that differs from
the underlying data. This phenomenon can be observed in
Figure 7 where the underlying piecewise constant function
has higher MSE than the algorithms, for the high variances.
From this point of view one could argue that the Dynamical
Programming Approach should be used as benchmark since
it will always give the best fit. As a true change-point should
originate from the underlying piecewise constant function, this
is the method of comparison we have chosen for the statistical
tests.

C. Performance on Real Data

From the test on the real data (Figure 11 & 12) we can see
that both the Fused Lasso as well as the Normalized Fused
Lasso are severely struggling to produce any usable result.
The issue they show is known as staircasing [5]. The staircase
problem is due to the �1-norm penalty which penalizes the
sum of all steps unlike the Dynamic Programming approach
which penalizes the number of steps. Since the Normalized
Fused Lasso is asymptotically consistent, it can show very
good results on data which is in fact piecewise constant and
with low variance as shown in the statistical test of Section
V-A. Both standard Fused Lasso and Normalized Fused Lasso
would produce a lot better fit to the data given a lower penalty
but would then also produce a lot more staircases and ”false”
change-points deeming the result useless unless filtered.

The Filtered Fused Lasso, Convolution Method and Dy-
namic Programming approach all produces similar results on
the real data except that Dynamic Programming Approach
produces the best fit from a MSE point of view due to being
optimal in terms of an oracle inequality.

D. Computational Performance

From the speed tests (Figure 9 & 10) we conclude that the
Convolution Method is the fastest algorithm, and the Dynamic
Programming Approach is the slowest by far. The difference
between the algorithms is to the extreme, as DP takes on
average 400 seconds to compute 1,000 datapoints whereas the
Fused Lasso based algorithms computes 170,000 datapoints
and the Convolution Method over 1,000,000 in roughly the
same amount of time.

To what extent good accuracy is allowed to suffer at the
expense of speed will probably come down to the application
at mind. Given a very sensitive and critical application, an error
might be unacceptable no matter the speed whereas another
application might have absolutely no use of the results at all,
unless they are fast enough.

E. Tuning Penalty Factor

In our statistical tests we have given the algorithms the
benefit of having their penalties tuned so they produce the
same amount of change-points to get comparable results. This
removes the factor of difficulty of tuning each algorithm which
is something that differs between them and should be taken
into consideration when choosing which algorithm to use.

F. Future Work

Since the tuning of the algorithms is sometimes trouble-
some, it would be interesting to explore the possibilities for
automatic tuning or even some standard for each algorithm.

It would be interesting to see further empirical tests, statisti-
cal performance and mathematical proofs for the Convolution
Method as well as research on its possible applications. There
could be interesting applications of the algorithm due to its
speed such as running it on financial data in real-time.

VII. CONCLUSION

This report covers five different algorithms and how they
have been implemented. The algorithms have been compared
and had their performance evaluated in terms of statistical
accuracy and computational speed.

The Dynamic Programming approach is as expected the
most accurate algorithm in terms of MSE. Convolution Method
is by far the fastest algorithm whilst Dynamic Programming
Approach is by far the slowest. Fused Lasso, Normalized
Fused Lasso and Filtered Fused Lasso are relatively equal in
speed.

In order to make a decision on what algorithm to use,
one needs to be in the clear on what is sought after as the
algorithms clearly differs. In need of a fast algorithm that
produces good results for mid to high variance we suggest
using the Convolution Method. If the best fit is needed, the
Dynamic Programming Approach can be used on any dataset
and the Normalized Fused Lasso can be used on close to ideal
datasets with low variance.
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LIFE-CHANGING DECISIONS MADE BY LIFELESS COMPUTERS
Making decisions is difficult. How should you invest your money for maximum profit, and what clever 
strategy would ensure victory in your favorite game? In the future, computers could make all those de-
cisions for you.

Today, it is likely that your computer, mobile phone, car and maybe your washing machine is a so-called 
‘smart device’ able to produce data. In total, all devices connected to the internet produce 2.5 exabytes of data 
every day. This is equivalent to 90 years of HD content on YouTube.

It is not humanly possible to make sense of such large sets of data. However, machines do not need food, sleep 
or comfort and sorting through data is what they do best. With the advent of powerful computers and numer-
ical algorithms, it has recently become possible to analyze and decode this data. This has made it possible for 
computers to find patterns in these vast sets of data and assist us in deciding how we should act in a certain 
situation.

Sifting through the trades of the stock market, an algorithm can predict how to best invest your funds without 
knowing any financial theory. By giving your smartphone a destination it is able to suggest a route that will 
prevent you from getting stuck in a traffic jam. By analyzing your YouTube history, you can get recommenda-
tions on other videos that you might like.

In modern machine learning, researchers have managed to teach computers to make informed decisions in 
complex environments. Perhaps the most famous of such accomplishments was when Google Deepmind’s 
AlphaGo beat Go world champion Lee Sedol 4-1 in 2016. This win marked the end of human supremacy over 
computers in strategic board games, a field long thought to be too complex for artificial intelligence to surpass 
humans.

So what does this mean to you? Well maybe in the near future it will mean that you spend a little less time 
making up your mind on all the everyday decisions. Maybe more interestingly, future generations might not 
need to make the life changing decisions, like what to study or what job to apply for, that people of today 
struggle with.
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The increased accessibility to large amounts of 
data has spawned a surge in research in ma-
chine learning and optimization. By finding 

patterns in the data and using recently developed 
learning strategies, humanlike learning abilities can 
be achieved in machines. It is easy to imagine hu-
mans learning from data such as pictures or words. 
However, machines that do the same, is something 
new and groundbreaking. These types of machine 
learning applications are today commonly used 
in everything from financial services to computer 
games. This research field has greatly contributed to 
the development of targeted advertising, speech rec-
ognition applications such as ‘Siri’ and image recog-
nition systems.
 
The project groups in context C2 conducted studies 
on how information about investing models can be 
obtained by analyzing stock or bond portfolios. The 
problem was addressed by creating a mathematical 
formulation of a portfolio selection problem, which 
was based on modern portfolio theory. An assump-
tion for the model to function was that the investor 
used an investment strategy based on factor models. 
By rewriting the mathematical formulation, an opti-
mization problem was derived whose solution yield-
ed the parameters in the investor’s factor model. This 
method was then tested on both simulated and real 
portfolio data.
 
The project groups in C3 designed a set of algo-
rithms that combined convolutional neural networks 
and reinforcement learning in order to find a playing 
strategy, or policy, for the game Snake. Only knowing 
the fundamental ways of interacting with the game, 
these algorithms will learn and incrementally im-
prove the policy by trial and error. This strategy will, 
in theory, converge towards an optimal policy with 
which to beat the game. These kinds of methods have 
previously been used to master a number of arcade 
style games with great success.
 
The C2 project addresses optimization problems 
where the optimal solution is known but the mod-
el parameters are not. This type of problem can be 
approached by using the method derived by the C2 
project groups, who applied it specifically to modern 
portfolio theory. The method enables extraction of 
information about the market from the professional 
investment portfolios (e.g. banks and funds) without 
any prior knowledge in finance.
 
Similarly, a machine with limited knowledge of an 
arcade game can master it with a program similar to 
the ones developed by the C3 project groups. In pre-
vious studies it has been found that reinforcement 
learning is a great method for developing intelligent 
machines that can master a variety of different arcade 
games. Finding whether reinforcement learning is a 
viable method to be used in Snake, an environment 

in this field where relatively limited research has 
been conducted, is interesting since the  state-space 
of the game (i.e. the space of all possible snake and 
fruit positions) is very large. Smarter ways to find the 
best strategy are essential for new areas where the 
state-space is too large for a machine to effectively 
learn anything within a reasonable amount of time.
 
One of the main challenges of the method in C2 lies 
in obtaining accurate estimates from the data that is 
publicly available. In the case of applying the method 
to portfolios, sufficient historic data about the stocks 
in the portfolio needs to be acquired and assump-
tions about the model of the investor must be made. 
In order to improve the applicability of this method, 
more sophisticated methods to obtain the necessary 
data should be used. Different assumptions that can 
be made about the investor such as the factor model 
used, should also be explored.
 
The focus of project C3 is the application and eval-
uation of current reinforcement learning methods 
on new unexplored environments. Within this topic 
there is a lot of room for improvements for the man-
agement of larger state-spaces and the development 
of algorithms with faster and more stable conver-
gence. There is a large horizon for applications where 
reinforcement learning algorithms can be applied, 
e.g. delivery systems, targeted advertising and in the 
future, general artificial intelligence. Future work 
could be conducted in applying reinforcement learn-
ing to new areas of research or improving existing 
methods.

IMPACT ON SOCIETY AND ENVIRONMENT

Utilizing machine learning might allow humanity 
to take a shortcut to a utopian future. However, this 
path is full of moral pitfalls and several ethical and 
even philosophical issues need to be addressed be-
fore this can happen. It is not clear if we can trust the 
judgement and intent of intelligent machines, and it 
is not yet resolved who is responsible for the actions 
carried out by them. We also need to ask ourselves 
how the consequences of machines replacing human 
labour will affect our quality of life. The increase in 
energy consumption due to the increased need for 
computing power could lead to a larger environmen-
tal impact. These different issues are discussed be-
low.
 
Artificial intelligences and smart algorithms that 
are put into use for different kinds of optimizations 
are by definition very competent in what they do. 
However, machines have no understanding for ethics 
and do not possess the values that humans instinc-
tively have. The AI is indifferent to the ramifications 
of its actions and hence, since it’s only trying to fulfill 
its goal, it might have a directly destructive impact on 

CONTEXT C2:  LEARNING IN DYNAMICAL SYSTEMS
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people and society by using immoral or even illegal 
methods. This makes it important to be conscious 
and aware of the risks regarding machine learning 
development. Several efforts are being made regard-
ing ethics in AI, which is a good course of action ac-
cording to us. However, lots of research is still need-
ed in this field.
 
The question then arises, who is responsible if 
something goes awry? Is it the engineer, the board 
of the company, the machine or human carrying out 
the actions? When the computer makes a decision for 
you using advanced algorithms it is impossible for 
you to know and understand the reasoning behind 
the decision and what caused the computer to decide 
this way. Would you feel comfortable taking respon-
sibility for a decision made by a machine when you do 
not know what went in to the decision? This question 
is difficult to answer since it might vary from case to 
case. The engineer designing the algorithm should 
have an obligation not to blindly follow development 
directions that may seem unethical or wrong, but the 
board of the company employing the engineer should 
also have the greater good in mind and take respon-
sibility.
 
Machines have not only been proven to be more 
precise and consistent when it comes to mechani-
cal work, but are also becoming increasingly capa-
ble of outperforming humans in more challenging 
tasks due to the accelerated development in machine 
learning. The rise of machines in fields where human 
workforce has been essential for centuries could in 
the future lead to mass unemployment. This could 
result in depression and lower quality of life for hu-
mans as they may feel that they are not contributing 
to society. But it could also lead to an increase in pro-
duction rates and removal of dangerous and menial 
tasks. It has also been seen historically that the intro-
duction of new technologies often leads to the crea-
tion of jobs in new fields.

If society can manage a stable transition into a more 
automated world, it could lead to higher quality of 
life and a more equal society where everybody ben-
efits from the new technology. A smooth transition 
from a human workforce to a more mechanized one 
could free up time for people to instead pursue per-
sonal interests and fulfill own ambitions. Spreading 
the benefits from the automation to all classes is im-
portant such that not only the elite and corporations 
that own the advanced technologies will benefit from 
them. If handled improperly it could be to the detri-
ment of billions of people worldwide.
 
In 2018 the mining of Bitcoin is set to consume as 
much energy worldwide as the energy consumption 
of the entire country of Argentina. These machines 
are alike to the ones powering decisions made by 
machine learning. Today, a huge amount of compu-

tational power is needed for computers to learn an-
ything. A human child will learn what a kitty is the 
first time it sees one, while a computer might need to 
see a hundred thousand before it figures it out. This 
ineffectiveness and the complex calculations behind 
it drives the amount of energy needed. A likely in-
crease in the usage of AI and machine learning will 
lead to a further increase in energy consumption and 
computer production, thus taking an even larger toll 
on the environment. Yet compared to other indus-
tries and the total energy usage worldwide, this con-
sumption is still small and will probably never make 
up a large portion of the global environmental impact 
in the foreseeable future. Thus we don’t see this as a 
large issue, as it is a small part of the world’s more 
general energy problem.

CONTEXT C2:  LEARNING IN DYNAMICAL SYSTEMS
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C2A: PORTFOLIO INVERSION

Portfolio Inversion: Finding Market State
Probabilities From Optimal Portfolios

Gustav Ekman and Fredrik Rubin

Abstract—In this project, we aim to find a method for obtaining
the factors in a bull/bear market factor model for asset return
and variance, given an optimal portfolio. The proposed method
was derived using the Karush-Kuhn-Tucker (KKT) conditions
for optimal solutions to the convex Markowitz portfolio selection
problem. For synthetic data where all necessary parameters were
known exactly, the method could give bounds on the factors. The
exact values of the factors were obtained when short selling was
allowed, and in some instances when short selling was forbidden.
The method was evaluated on real-world data with varying
results, possibly due to estimation errors and invalid assumptions
about the model of the investor.

I. INTRODUCTION

A. Background

An important problem in investment science is portfolio
selection, i.e., what assets should be invested in and how
much of the investor’s capital should be allocated to each
available asset. There have been several attempts to formulate
the portfolio selection problem in mathematical terms, and
one of the most well-known models is the mean-variance
model introduced by Harry Markowitz [1]. The Markowitz
mean-variance model makes the assumptions that investors
desire a high return on their portfolios, while also being risk-
averse, i.e., wanting the return to have a low variance [1], [2].
There is a trade-off between high expected return and low
variance on the return, meaning that in order to increase the
expected return, an investor must be willing to accept a greater
uncertainty in the return [3]. The Markowitz problem is to find
an optimal portfolio that maximizes the expected return while
minimizing the variance of the return. The balance between an
investor’s preferences for high return and low risk is described
by a risk aversion parameter, which is a measure of how much
the investor avoids variance in the return.

There have been several extensions to the Markowitz mean-
variance model. One such extension is to use the semivariance
instead of the variance as a measure of risk, i.e. only penalizing
returns that are lower than expected, while positive fluctuations
in the return are ignored [4]. Another is to account for possible
transaction costs and tax effects [5]. Methods for finding
portfolios that perform better in the presence of estimation
errors have also been developed [6]–[8]. However, the analysis
in this project will be based on the classical Markowitz mean-
variance model.

B. Project motivation

In order to use this model for finding the optimal portfolio,
the expected return vector and covariance matrix of the avail-
able assets must be known. The actual values of the expected

return vector and covariance matrix are usually not known
exactly in real-world applications, and a challenge thus lies in
estimating them.

One way to estimate the expected return vector and covari-
ance matrix is to use a factor model, which postulates that they
both depend linearly on a number of factors, weighted by their
associated probabilities. One example is a two-regime model,
which is based on the assumption that the market can be in two
different states: growth (bull market) or decline (bear market).
In this model, each market state has a different expected return
vector and covariance matrix. If these state specific parameters
are estimated from historic data for the two types of market
states, the difficulty lies in determining the probabilities of the
different market states, in order to obtain the expected values
of the expected return vector and covariance matrix for the
current market.

The Markowitz problem is a convex optimization problem
[9], i.e., it involves the minimization of a convex function on
a convex set. Convex optimization problems have a number
of useful properties that do not hold for general optimization
problems, such as any local minimum also being a global
minimum. For any convex optimization problem, a set of
conditions called the Karush-Kuhn-Tucker (KKT) conditions
must be satisfied by the optimal solutions [9]. The KKT
conditions thus provide criteria for whether a solution is
optimal or not. It should be possible to rewrite the KKT
conditions and solve for the factors in the factor model, using
the fact that an optimal portfolio should be a solution to the
convex Markowitz problem. This would result in an alternative
problem (which will sometimes be referred to as the “inverse
problem/method” in this report), the solution of which will
yield the factors in the factor model (the “inverse solution”).

C. Project aim

The aim of this project is to find a method for determining
the factors in a bull/bear market factor model by examining
a portfolio optimized using the classical Markowitz mean-
variance model. The derivation of the method will be based on
rewriting the KKT conditions, and the method should take the
optimal portfolio, the market state specific asset parameters,
and the risk aversion parameter as input.

D. Report outline

Section II introduces the notation used in the report, as
well as the theory required to understand the procedure and
the results of the project. At the end of Section II a formal
problem statement is given. In Section III, we derive the
inverse methods by rewriting the KKT conditions, and explain
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how real-world market parameters will be estimated from
historic data. The results of our inverse method are presented
in Section IV, for applications to both synthetic and real data.
In Section V, the results obtained when applying the inverse
method, as well as possible sources of error and areas of
further research, will be discussed. Lastly, a summary of the
report and the main conclusions are presented in Section VI.

II. PRELIMINARIES

A. Notation

µ is the expected return vector for the current market state,
i.e., the vector whose j:th element is the expected return of
asset j. µi denotes the expected return vector for market state
i in the factor model used. Σ is the covariance matrix for the
current market state, i.e., the symmetric matrix whose element
in the j:th row and k:th column is the covariance of assets j
and k. Σi denotes the covariance matrix for market state i in
the factor model. ω is the vector of portfolio weights, i.e., the
i:th element of ω is the fraction of the capital that is invested
in asset i. Note that the sum of all elements in ω is one. N
is the number of different assets in the portfolio. E is the
expected return of a portfolio or an asset. V is the variance
on the return of a portfolio or an asset. λ is the risk aversion
parameter. ρ and ν are dual variables.

π = [π1, π2, . . . , πX] is the posterior distribution. The
element πi is defined by πi = P (market state = i | D), i.e.,
the probability of market state i conditioned on the available
data D. The expected values of µ and Σ will be determined
using these probabilities. X is the number of factors in the
factor model.

e denotes the vector whose all elements are one. The length
of the vector will depend on the context it is used in. [x]i
will denote the i:th element of x if x is a vector, and the
i:th column of x if x is a matrix. Note that for the posterior
distribution π, we will often write πi without brackets. col(A)
is the column space of a matrix A. Values that are optimal
will be denoted by an asterisk. For example, x∗ is the optimal
value of variable x.

B. Convex optimization

Convex optimization problems guarantee global optimum
points and can be solved numerically by several efficient
algorithms [9]. A function f : IRn → IR is convex if

f(θx+ (1− θ)y) ≤ θf(x) + (1− θ)f(y), (1)

for any x, y ∈ IRn and θ ∈ [0, 1] [10]. A convex optimization
problem can be written on standard form as

min
x

f0(x) (2)

s.t. fi(x) ≤ 0, i = 1, . . . ,m,

hj(x) = 0, j = 1, . . . , p ,

where f0, . . . , fm are convex functions (f0 is called the
“objective function”) and h1, . . . , hp are affine functions (i.e.
the infinite line between any two points in the set must itself
lie in the set) [9]. This means that the feasible set, and also
the optimal set, to the problem is convex [9].

The dual problem is defined as

max
ρ,ν

g(ρ, ν) (3)

s.t. ρ ≥ 0,

g(ρ, ν) = min
x

L(x, ρ, ν),

L(x, ρ, ν) = f0(x) +
m∑
i=1

ρifi(x) +

p∑
j=1

νjhj(x) ,

where
g(ρ, ν) = min

x
L(x, ρ, ν),

and

L(x, ρ, ν) = f0(x) +

m∑
i=1

ρifi(x) +

p∑
j=1

νjhj(x) .

We denote the dual optimal value d∗ = max
ρ,ν

g(ρ, ν) [9]. The

dual function yields a lower bound for the optimal value p∗

to the primal problem

d∗ ≤ p∗. (4)

Strong duality occurs for problems where d∗ = p∗. The
Strong Duality Theorem [11] provides sufficient criteria for
strong duality to hold: for the problem (2), strong duality holds
if there exists a point x̃ such that fi(x̃) < 0 for i ∈ 1, 2, . . . ,m
and hj(x̃) = 0 for i ∈ 1, 2, . . . , p.

For convex problems where strong duality holds, a set
of conditions called the KKT conditions must hold. The
conditions are as follows [10],

Primal feasibility (PF): fi(x
∗) ≤ 0, hj(x

∗) = 0 ,

Dual feasibility (DF): ρ∗i ≥ 0 ,

Complementary slackness (CS): ρ∗i fi(x
∗) = 0, ∀i ,

Stationarity (S): ∇xL(x∗, υ∗, ρ∗) = 0 ,

where fi are the inequality constraints, hj are the equality
constraints, x∗ the solution to the primal problem, and (ρ∗,
ν∗) the solution to the dual problem.

If the problem is convex, the KKT conditions also ensure
that any pair of points that satisfies the conditions must be both
primal and dual optimal. In other words, if there exists any
point (ρ,ν) that together with x fulfills the KKT conditions,
then x = x∗ is optimal. [9]

C. Portfolio optimization

For every possible expected return that can be obtained by
investing in the available assets, there will be a portfolio with
this expected return and a minimal variance. Conversely, for
every possible variance in the return, there will be a portfolio
that maximizes the expected return for that variance. Such
portfolios are said to be “efficient”, and this set of portfolios
that maximize expected return E and minimize variance V is
called the efficient frontier [3]. Figure 1 illustrates the efficient
frontier for a certain set of assets, where the E and V of
the assets are plotted for comparison. Note that it is possible
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Fig. 1: The curve shown in the figure is called the efficient
frontier, and is the set of optimal portfolios. The dots show
the E and V for the individual assets. As can be seen, a better
expected return for the same risk can be achieved by investing
in an optimal portfolio instead of an individual asset.

to obtain a higher expected return for the same variance by
investing into an optimal portfolio (i.e., a portfolio on the
frontier) instead of an individual asset.

The Markowitz problem can be formulated mathematically
as a optimization problem on the form [1]–[3], [12]

min
ω

ωTΣω (5)

s.t. ωTµ = E,
N∑
i=1

ωi = 1, ωi ≥ 0 .

The interpretation of the optimization problem stated above
is thus to minimize the variance of the portfolio return V =
ωTΣω [1]–[3] given a desired expected return. The constraint∑N

i=1 ωi = 1 normalizes the weights, and the constraint ωi ≥
0 prevents short selling (i.e., selling assets that the investor
does not currently own). In applications where short selling is
allowed, this last constraint may be omitted. Note that these
two cases need to be analyzed separately, since changes in the
constraints result in a different optimization problem.

Using a Lagrange multiplier γ, the Markowitz problem can
be rewritten [13] as

min
ω

ωTΣω − γωTµ (6)

s.t.
N∑
i=1

ωi = 1, ωi ≥ 0 ,

or equivalently

min
ω

− (ωTµ− λωTΣω) (7)

s.t.
N∑
i=1

ωi = 1, ωi ≥ 0 ,

where λ = 1/γ is a “risk aversion parameter” that penalizes
high variance. The higher λ is, the lower is the risk that
the investor is willing to take. The problem (7) is a convex

optimization problem [9], and it can be shown that it fulfills
the criteria in the Strong Duality Theorem presented in [11].
Consider the portfolio ω = [1/N, 1/N, . . . , 1/N ]. Then,
−ωi < 0 and

∑N
i=1 ωi− 1 = 0, and thus strong duality holds.

This means that the KKT conditions also must hold.

D. Factor models

One of the challenges in the mean-variance approach is to
obtain the necessary data µ and Σ for the assets. One approach
to this challenge is to use a factor model that is based on the
assumption that the market can be in one of several states, each
with a state-specific expected return vector µi and covariance
matrix Σi, and that the market switches between these states.
Such a model is called a regime-switching model, or a Markov
switching model. The probability of the different states is
given by the posterior distribution π whose i:th component
is defined by πi = P (market state = i | D), where D is the
available data. If the future state of the market was known, the
problem could be solved using the correct µ = µi and Σ = Σi.
However, since the future state is uncertain, the expected return
and covariances need to be used instead. In the general case
for an arbitrary number of factors X in the model, µ and Σ
can be expressed as

µ =
X∑

i=1

πiµi , (8)

and

Σ =
X∑

i=1

πiΣi . (9)

The model above allows the expected µ and Σ to change
as the market changes, depending on the probabilities of the
different futures states. For the real world applications in this
project we assume a two-regime model (X = 2) comprising
bull market (growth) and bear market (decline) states. It is
thus possible to model the assets by first determining µi and
Σi for each possible state (bull/bear), and then weighting them
by the corresponding state probabilities. This means that if the
necessary µi and Σi are estimated, the remaining difficulty lies
in finding the probabilities for the different states.

E. Formal problem statement

In this project we will use a factor model to model the
assets, and reformulate the Markowitz portfolio selection by
introducing the expressions for the expected values of µ and
Σ given by the factor model. The aim of this project is to
rewrite the KKT conditions for the reformulated Markowitz
portfolio selection problem in order to derive a method that
returns the market state probabilities πi when given an optimal
portfolio ω∗ optimized according to the factor model. To use
this method, the market state specific values µi,Σi and the
risk-aversion parameter λ that were used when optimizing the
portfolio need to be known. When applying the method to
real data we will assume that the real world market can be
modelled by a two-regime model with bull (µ1,Σ1) and bear
(µ2,Σ2) market states.
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III. INVERSE METHODS

This section concerns the derivation of the inverse methods
for the two cases when short selling is allowed and forbidden,
as well as the estimation of market parameters. In Section
III-A, we will derive the inverse method when short selling is
allowed, i.e., there is no constraint on the sign of the elements
in ω. In Section III-B, the inverse method when short selling is
forbidden, i.e., with the constraint that ωi ≥ 0 for all elements
in ω, is derived. In Section III-C the method used to estimate
µi and Σi from historic market data is presented.

A. Inverse for short selling allowed

Using a factor model with the posterior distribution π and
X factors, the expected return µ and covariance matrix Σ can
be expressed as µ =

∑X
i=1 πiµi and Σ =

∑X
i=1 πiΣi. The

Markowitz problem can then be rewritten as

min
ω

−
X∑
i=1

πi

{
ωTµi − λωTΣiω

}
(10)

s.t.
N∑
i=1

ωi = 1 ,

πi ≥ 0 ,
X∑

i=1

πi = 1 ,

for which the Lagrangian is

L(ω, ν) = −
X∑
i=1

πi

{
ωTµi − λωTΣiω

}
+ ν

(
N∑
i=1

ωi − 1

)
.

(11)
The KKT conditions are then

PF:
N∑
i=1

ω∗
i − 1 = 0 (12)

S: −
X∑

i=1

πi(µi − 2λΣiω
∗) + ν∗e = 0 . (13)

Introducing a matrix A defined by [A]i = µi − 2λΣiω
∗, the

stationarity condition (13) can be rewritten as

Aπ = ν∗e . (14)

A will be a N×X matrix, and commonly N > X since in most
cases, the number of assets in the portfolio will be greater than
the number of factors used in the model. This would result in
(14) being an overdetermined system. In order for the solution
of this system to be unique and exact, two requirements need
to be placed on (14). Firstly, the solution is unique only if the
column vectors in A are linearly independent [14]. Secondly,
the solution is exact if ν∗e ∈ col(A), since it will then be
possible to exactly construct ν∗e from a linear combination of
the columns of A. Since the KKT conditions should hold for
the optimal solution, the correct value of π is such that the
stationarity condition (13) holds, and thus ν∗e ∈ col(A) must

be true. If both these conditions hold, π can be exactly found
as the least-squares solution [14]

π = (ATA)−1AT ν∗e . (15)

The uniqueness of the solution enables the use of the least-
squares method, and the fact that ν∗e ∈ col(A) ensures that
the least-squares error is zero. Taking the scalar product of the
appropriate e and each side of (15) yields the equation

eTπ = eT (ATA)−1AT ν∗e = 1 , (16)

where the last equation is a result of the condition eTπ =∑X
i=1 πi = 1 since the probabilities must add to one. From

(16), ν∗ is obtained as

ν∗ =
1

eT (ATA)−1AT e
. (17)

Introducing (17) in (15) yields an explicit formula for the
posterior distribution

π =
1

eT (ATA)−1AT e
(ATA)−1AT e . (18)

Given expected return vectors µi, covariance matrices Σi, and
the risk aversion parameter λ, as well as the corresponding
solution to the Markowitz problem when short selling is
allowed, it should thus be possible to use (18) to find the
π that was used to find the solution.

B. Inverse for short selling forbidden

When short selling is forbidden, the additional constraints
ωi ≥ 0 ⇐⇒ −ωi ≤ 0 for i = 1, ..., N need to be added to
the problem (10). The KKT conditions then become

PF:
N∑
i=1

ω∗
i − 1 = 0 , (19)

DF: ρ∗ ≥ 0 , (20)
CS: ρ∗iω

∗
i = 0 , (21)

S: ∇ωL(ω∗, ρ∗, ν∗) = 0 , (22)

where the Lagrangian L = L(ω, ρ, ν) is

L = −
X∑
i=1

πi

{
ωTµi−λωTΣiω

}
−

N∑
i=1

ρiωi+ν

(
N∑
i=1

ωi−1

)
.

(23)
The stationarity condition thus becomes

−
X∑

i=1

πi(µi − 2λΣiω
∗)− ρ∗ + ν∗e = 0 . (24)

Taking the scalar product of both sides of (24) with ω∗ yields
the equation

−
X∑

i=1

πi(ω
∗Tµi − 2λω∗TΣiω

∗)− ω∗T ρ∗ + ν∗ω∗T e = 0 .

(25)
Using the complementary slackness condition ρ∗iω

∗
i = 0 and

the primal feasibility condition ω∗T e = 1, (25) simplifies to

ν∗ =

X∑
i=1

πi(ω
∗Tµi − 2λω∗TΣiω

∗) . (26)
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Introducing this expression for ν∗ in (24) gives
X∑

i=1

πi

[
(ω∗Tµi−2λω∗TΣiω

∗)e−(µi−2λΣiω
∗)
]
= ρ∗ . (27)

Introducing a matrix B defined by

[B]i = (ω∗Tµi − 2λω∗TΣiω
∗)e− (µi − 2λΣiω

∗) , (28)

equation (27) can be rewritten as

Bπ = ρ∗ . (29)

This equation is not as readily solved as in the case when
short selling was allowed, since the vector ρ∗ is unknown.
However, a result of the complementary slackness condition
is that whenever ω∗

i > 0, the corresponding ρ∗i must be zero.
Otherwise, ρ∗i ≥ 0. Looking at the i:th component [Bπ]i of
the vector Bπ, it can be concluded that{

ωi > 0 =⇒ [Bπ]i = 0 , (30a)
ωi = 0 =⇒ [Bπ]i ≥ 0 . (30b)

Any π that fulfills the conditions (30a) and (30b) (subject
to πi ≥ 0 and

∑X
i=1 πi = 1) could have been used when

obtaining the solution to the Markowitz problem, and these
conditions thus define a region of possible inverse solutions
in π-space. Unless this region is a single point, it will not
be possible to find an exact and unique π. Nevertheless, it is
in this case possible to find lower and upper bounds on the
components of π, by minimizing/maximizing each component
using a linear program, constrained to the region of inverted
π in π-space.

Without any market information, the only things that can
be said about π is that πi ≥ 0 and that

∑X
i=1 πi = 1,

two conditions that define a simplex in π-space, which we
will henceforth refer to as the “π-simplex”. A measurement
of how much information can be obtained from the method
presented above is to compare the size of the region in π-space
constrained by the method to the size of the simplex. A small
ratio means that the method has narrowed down the true value
of π to a small region in π-space. Quantitatively, a measure of
the precision of the method can be obtained by carrying out a
Monte Carlo simulation, in order to numerically estimate the
sizes of the two different regions.

C. Estimation of parameters

The parameters µi and Σi can be estimated from historic
data. By calculating the return on the stocks over time for each
market state i, µi can be estimated as the mean of the returns
and Σi as the covariance of the returns.

The risk-aversion parameter λ is unknown, meaning that
in order to find definite lower and upper bounds on the
components of π, different values of λ need to be tried. By
iterating the inverse method over several λ, and then taking the
global maxima and minima of the components, it is possible
to obtain limits on the components that will hold regardless
of what λ the investor actually used.

Figure 2 shows the Standard & Poor’s 500 stock market
index (S&P 500) from 1980 to 2018 [15], where the dates
when the market switches state are marked. The periods

Fig. 2: Shown is the S&P 500 stock market index from 1980
to 2018. The data labels in the figure show the dates that in
this report are deemed as points where the market changes
state.

between the chosen dates where the overall trend is downward
are considered bear markets, while the upward periods are
considered bull markets.

IV. INVERSION RESULTS

In Section IV-A and Section IV-B we present the results
when the inverse method was applied to synthetic data for
short selling allowed and forbidden respectively, and in Section
IV-C we present the results when it was applied to real data.

To evaluate the method, it was tested on synthetic data to
ensure that it returned correct results. The analysis was carried
out for both short selling allowed and forbidden. Since the
parameters of the simulated data were known, it was possible
to compare these to the results of the inversion. The methods
derived are applicable to factor models with an arbitrary num-
ber of factors X, as long as X is less than the number of assets
N . In this project, asset parameters µi and Σi for a model with
3 factors and 5 assets were simulated using random number
generators in MATLAB. When generating the variances and
covariances, it was made sure that important mathematical
properties, such as the covariance of two assets never being
greater than either of the asset variances, were fulfilled. An
arbitrary risk aversion parameter λ was chosen for the data
set. Optimal portfolios were computed by solving problem
(7) in MATLAB using the CVX convex optimization modeling
system [16], [17]. A similar data set with synthetic data for
20 assets and 5 factors, which was generated independently
by another project group, was received. These two data sets
contained data for both short selling allowed and forbidden.

A. Inversion of synthetic data when short selling is allowed

The explicit formula (18) was used on the two sets of
synthetic data. The posterior distribution used in the 3-factor
data set was π = [0.3, 0.5, 0.2], and for the 5-factor data set it
was π = [0.0226, 0.1306, 0.2554, 0.2924, 0.2990]. µi, Σi, and
the corresponding solution ω was known exactly for both data
sets, and for both data sets the exact values of π were obtained
from the inverse method.
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TABLE I: The true values of the components of the π-
vector for the synthetic 3-factor data set when short selling
is forbidden, as well as the lower and upper bounds obtained
by the inverse method.

Component of π True value Lower bound Upper bound
1 0.4000 0.3870 0.4692

2 0.5000 0.4942 0.5308

3 0.1000 0.0000 0.1187

TABLE II: The true values of the components of the π-
vector for the synthetic 5-factor data set when short selling
is forbidden, as well as the lower and upper bounds obtained
by the inverse method.

Component of π True value Lower bound Upper bound
1 0.2559 0.2559 0.2559

2 0.1702 0.1702 0.1702

3 0.1363 0.1363 0.1363

4 0.1619 0.1619 0.1619

5 0.2757 0.2757 0.2757

B. Inversion of synthetic data when short selling is forbidden

The method was then applied to synthetic data when short
selling is forbidden. In order to find lower and upper bounds
on each component of π in the region of possible inverse
solutions, restricted by the conditions (30a) and (30b), convex
optimization was used. Each component πi was minimized and
maximized in this region. Figure 3 shows a visualization of
the constraints for the 3-factor data set, and how they restrict
the set of possible π.

The π-vector used to generate the 3-factor data set when
short selling is allowed is shown in Table I, together with
the lower and upper bounds obtained by the inverse method.
The method returned a region of inverted π with a size
approximately 7% of the size of the π-simplex, shown in
Figure 3d. The π and its bounds for the 5-factor data set are
shown in Table II. For the 5-factor data set, all lower and
upper bounds were the same, meaning that the allowed set of
π is a single point in π-space. Figures 4 and 5 show graphical
representations of the bounds on the components of π, and
how well they enclose the true value of π, for the 3-factor and
5-factor data sets respectively.

Modifying the 3-factor data set by choosing new values for
λ and finding the corresponding optimal portfolios resulted in
inversion results with different interval lengths for the bounds
on the components of π. The general rule was that a lower λ
resulted in larger bounding intervals, while sufficiently large
λ caused the intervals to converge to specific points.

C. Inversion of real data

The inverse method was applied to the institutional portfolio
from Berkshire Hathaway Inc. (reported 2017-12-31, see Ap-
pendix) [18]. Historic data for the assets in the portfolio were
retrieved from Yahoo Finance [19]. Since the method requires
estimates of both bull and bear market parameters, assets that
were introduced to the market too recently and which did not

have sufficient historic data were excluded from the portfolio.
This yielded a modified portfolio, consisting only of assets
which have existed in both bull and bear markets. The weights
of the modified portfolio were then determined.

From the historic stock data, the parameters µi and Σi

were estimated. The inverse method was then applied to the
modified portfolio weights and the estimated parameters, for
different guesses of the risk aversion parameter λ.

The problem was not solvable when all constraints were
applied simultaneously. In order to obtain a solution, only
one constraint at a time could be applied, and the solutions
obtained for different constraints were not compatible, i.e., the
intersection of the different bounding intervals was zero.

V. DISCUSSION

In this section, the results of the inverse method will be
discussed. Section V-A concerns the results for synthetic data,
while Section V-B concerns the results for real data.

A. Discussion of results for synthetic data

The proposed method for obtaining π when short selling
was allowed gave exact inversion results when the exact values
of all necessary data were known. This is expected, since
the method is a closed form formula derived analytically. In
reality, some data would need to be estimated, which may
result in a non-exact result. However, this was not tested in
this project, and the sensitivity of this method could thus be
studied in future projects.

In the more mathematically challenging case when short
selling is forbidden, the precision of the method depended on
the data it was given. For the inversion of the simulated data
set with 3-factors, with the value of all necessary parameters
known exactly, the method returned intervals bounding the
components of π. The lengths of the intervals varied between
the components, meaning that some components were more
uncertain than others. Nevertheless, the intervals enclosed the
true values. For the 5-factor data set, however, the exact value
of π was obtained without any uncertainty, i.e. the lower and
upper bounds were the same.

Two possible explanations as to why the inversion results
were exact for the 5-factor data set, while the results for the
3-factor data set were not, have to do with the value of λ (in
relation to µ and Σ), and the number of assets.

The first explanation is connected to the behavior observed
when the λ of the 3-factor data set was modified. Lowering λ
caused less precise inversion results, while large values of λ
caused the inversion to be exact. It is therefore possible that
the λ of the 5-factor data set is sufficiently large to make the
inversion results exact, whereas the (non-modified) λ of the
3-factor data set is too low to remove the uncertainty in the
inversion, and that this is the reason why the inversion results
of the 5-factor data set are more exact than those for the 3-
factor data set. λ affects the conditions 30a and 30b (which
govern how the region of possible inverse solutions in π-
space is restricted) by increasing the significance of the terms
related to the covariance matrix Σ. This relation between λ and
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(a) (b)

(c) (d)

Fig. 3: (a)-(c) show visualizations of three of the constraints based on Monte Carlo methods. The black dots designate points
that fulfill the constraints, while white dots show points that do not. (d) shows the points which fulfill all constraints. All plots
were created based on 5000 Monte Carlo iterations each.

Fig. 4: The dashed lines between the crosses show the possible
values for each component of π for the 3-factor data set. The
horizontal lines show the true value.

the shape of the region in π-space has not been investigated
quantitatively, and it is thus an area of future work.

The second explanation relies on the fact that as more

Fig. 5: The dashed lines between the crosses show the possible
values for each component of π for the 5-factor data set. The
horizontal lines show the true value.

constraints are applied, the more restricted the set of possible
solutions becomes. The conditions 30a and 30b restrict the
region of possible inverse solutions in π-space, and there
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will be one such equation for each asset in the portfolio. By
increasing the number of assets in the portfolio, the number of
conditions that π must satisfy increases. Consequently, each
additional asset makes the allowed region in π-space more
restricted. For the 5-factor data set, 20 assets were simulated,
compared to the 5 assets in the 3-factor data set. Thus, the
larger number of constraints for the 5-factor data set could
explain why the inverse results for this set were more precise.

B. Discussion of results for real data

The inversion of real data did not succeed, since only a
single constraint could be applied at a time and the bounding
intervals for some constraints did not overlap, meaning that
there is no feasible solution to the problem. This may be
caused by several factors, two of which are:

1) The estimates of the asset parameters are inaccurate
2) The assumptions about the model used are invalid
The methods used to estimate µi and Σi (i.e. calculating

the mean and covariance of historic returns) are probably too
simplistic to yield sufficiently accurate estimates. It is nearly
impossible to get accurate estimates of the return vector µ
using historic data [3], [20]. The main reasons why is that in
order to increase the number of data points for the estimate, the
time-step must be decreased. However, decreasing the time-
step yields data points that are less reliable. In order to get
accurate estimates, a long history of returns is needed, and
it is highly likely that the return would change during this
period. The variances and covariances, on the other hand, can
be estimated rather accurately from historic data [3]. Although
variances and covariances can be estimated rather accurately
from historic data, small errors in the estimates of them may
lead to portfolios with very different content [21].

It is thus likely that the estimate obtained for the return
vector is inaccurate. As suggested above, the larger the number
of assets is, the more conditions do the possible π need to
meet. As the number of assets becomes very large, there may
be a smaller room for errors in the data, since deviations from
the true values may cause some conditions to not be met. The
large number of assets could thus amplify the consequences of
having inaccurate estimates. As shown in [22], an increase of
11.6 percent per year in the mean return for an individual asset
will result in an optimal portfolio with half the assets from
the original one. Despite this dramatically changed portfolio
the expected return and standard deviation will only change
2 percent. One solution to this problem is to use a more
sophisticated method to estimate µi, e.g. using a factor model
with factors that are easily measured and that describe the
behavior well [3].

Furthermore, the proposed method relies on the fact that
the portfolio is an optimal solution to the Markowitz problem
obtained when a bull/bear market factor model is used. If the
investor has optimized his portfolio for some other portfolio
selection problem, the KKT conditions used here do not
necessarily hold. This means that if some inversion result
could be obtained for a portfolio that is suboptimal for the
Markowitz problem (should this be possible at all), it does not
have to reflect the true value of π. The fact that the portfolio

was modified by excluding assets with insufficient historic data
makes it even more likely that the portfolio is suboptimal.

Since the method used here for inverting real portfolios
relies on guessing λ and taking the global maxima and minima
of the resulting bounds, the results may be unnecessarily
pessimistic and unspecific. If the observed behavior that the
uncertainty increases with lower λ holds, then guessing on
a too low λ will significantly lower the precision of the
inversion results. In order to obtain more precise results,
a more sophisticated method to handle the problem of not
knowing λ than guessing and taking the extremes should be
used. Since there is a connection between λ and the risk of
the portfolio (lower λ allow larger risks), it might be possible
to find upper and lower bounds on λ if the risk (e.g. standard
deviation) of the portfolio return is known. This is something
that could be further studied.

VI. CONCLUSIONS

In this project, we studied the possibility to determine the
posterior distribution in a factor model used to model the assets
in a portfolio, based on the information in the portfolio. In
particular, we derived methods for obtaining the market state
probabilities underlying a factor model by rewriting the KKT
conditions. The derived methods take portfolios optimized by
the factor model (as well as estimates of necessary parameters)
as input, and return the market state probabilities, both when
short selling is allowed and forbidden.

For exact simulated data, the inverse method gave exact
results for short selling allowed, whereas the method for short
selling forbidden could give either bounds on the components
of π or the exact value of π, depending on the values of the
parameters. The risk aversion parameter λ seems to affect the
certainty of the inversion results, where lower λ tended to
give less precise bound on the components of π. The real
portfolio was not successfully inverted, which is probably due
to estimation errors and invalid assumptions about the model
used by the investor.

A. Future work

Possible improvements that can be made to the method
include the use of more sophisticated methods for estimating
the necessary parameters (e.g. by using factor models), and
to develop a method to find bounds on the value of the risk
aversion parameter λ used by the investor. Properties of the
method that can be further investigated include quantitatively
testing the robustness of the inversion methods, and analyzing
the relation between λ and the shape of the region of possible
π in π-space.
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APPENDIX
BERKSHIRE HATHAWAY INSTITUTIONAL PORTFOLIO

The portfolio below is the Berkshire Hathaway institutional portfolio (reported 2017-12-31) that was used to test the inverse
method on real data. The data for the portfolio was retrieved from the NASDAQ Stock Market’s website [18].

Company Class Value of Shares ($1,000s) Shares Held

AMERICAN AIRLS GROUP INC COM 2 081 500 46 000 000
AMERICAN EXPRESS CO COM 14 976 105 151 610 700
APPLE INC COM 27 056 903 165 333 962
AXALTA COATING SYS LTD COM 716 980 23 324 000
BANK AMER CORP COM 20 465 060 679 000 000
BANK NEW YORK MELLON CORP COM 3 369 361 60 818 783
CHARTER COMMUNICATIONS INC NEW CL A 2 549 789 8 489 391
COCA COLA CO COM 16 972 000 400 000 000
COSTCO WHSL CORP NEW COM 840 542 4 333 363
DAVITA INC COM 2 441 201 38 565 570
DELTA AIR LINES INC DEL COM NEW 2 902 483 53 110 395
GENERAL MTRS CO COM 1 905 500 50 000 000
GOLDMAN SACHS GROUP INC COM 2 621 846 10 959 519
GRAHAM HLDGS CO COM 65 449 107 575
INTERNATIONAL BUSINESS MACHS COM 298 892 2 048 045
JOHNSON & JOHNSON COM 41 463 327 100
KRAFT HEINZ CO COM 18 512 339 325 634 818
LIBERTY GLOBAL PLC SHS CL A 656 081 20 180 897
LIBERTY GLOBAL PLC SHS CL C 230 621 7 346 968
LIBERTY LATIN AMERICA LTD COM CL C 24 936 1 284 020
LIBERTY LATIN AMERICA LTD COM CL A 52 913 2 714 854
LIBERTY MEDIA CORP DELAWARE COM C SIRIUSXM 1 310 485 31 090 985
LIBERTY MEDIA CORP DELAWARE COM A SIRIUSXM 627 256 14 860 360
M & T BK CORP COM 982 007 5 382 040
MASTERCARD INCORPORATED CL A 879 176 4 934 756
MONDELEZ INTL INC CL A 22 987 578 000
MONSANTO CO NEW COM 1 463 476 11 708 747
MOODYS CORP COM 4 062 619 24 669 778
PHILLIPS 66 COM 9 079 227 80 689 892
PROCTER AND GAMBLE CO COM 22 945 315 400
RESTAURANT BRANDS INTL INC COM 459 630 8 438 225
SANOFI SPONSORED ADR 156 537 3 878 524
SIRIUS XM HLDGS INC COM 870 248 137 915 729
SOUTHWEST AIRLS CO COM 2 540 249 47 659 456
STORE CAP CORP COM 467 590 18 621 674
SYNCHRONY FINL COM 692 740 20 803 000
TEVA PHARMACEUTICAL INDS LTD SPONSORED ADR 333 534 18 875 721
TORCHMARK CORP COM 551 313 6 353 727
U S G CORP COM NEW 1 568 271 39 002 016
UNITED CONTL HLDGS INC COM 1 879 454 28 211 563
UNITED PARCEL SERVICE INC CL B 6 729 59 400
US BANCORP DEL COM NEW 4 420 850 87 058 877
VERISIGN INC COM 1 565 987 12 952 745
VERISK ANALYTICS INC COM 166 725 1 563 434
VERIZON COMMUNICATIONS INC COM 46 928
VISA INC COM CL A 1 342 277 10 562 460
WALMART INC COM 122 546 1 393 513
WELLS FARGO CO NEW COM 24 029 700 458 232 268
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Portfolio Optimization with Market State Analysis
Ossian Krödel and Rasmus Jerndal

Abstract—This bachelor thesis examines if portfolio allocation
models can be reversed to find the investor’s perceived prob-
abilities of different market states. This is achieved through
a method which optimizes an inverted convex program with
respect to market states from an assumed optimized portfolio
of n securities. The concept the authors wished to explore was
whether the actions of a known portfolio could be correlated to
a set of factors in the market and further predict the portfolio
management’s actions. This paper shows that such correlations
are possible for simulated portfolios but does not dive deeper
into the classification of markets, stocks and factors to solve the
problem for a real portfolio.

I. INTRODUCTION

W ITH HIS 1950 paper [1], Harry Markowitz set the
stage for the research field that would become ‘Modern

Portfolio Theory’ (MPT). In [1] Markowitz formalized a
theoretical model for risk-return trade-off and outlined an opti-
mization model for portfolio selection in terms of covariance,
expected return, diversification and a highest accepted amount
of risk. Over the years, MPT has been thoroughly developed
and dissected with a number of different approaches both in
terms of market models and optimization strategies.

One of the many portfolio optimization strategies spawning
from [1] uses a market state model based on Markov chains to
calculate the projected return of a stock based on its projected
performance in different market trends or states as discussed
in [2]. Securities are known to track different performance
models based on the general state of the market. The model
uses statistical data of general market performance to identify
what the probability of the market being in a certain state is.
It is difficult to determine which identified market state best
describes the current and near future events of any market.
Many actors in finance accept the premise that a certain market
state can not be identified before it has passed.

The Forward Problem and efficient diversification discussed
in [3] began what has been an intense relationship between
financial theory and optimization engineering. Researchers
have long since argued for and against its axioms as well as
its premises.

The idea presented in this paper is to solve the inverse MPT
problem by inverting an optimized portfolio with respect to
the market state probabilities. This approach tries to reveal the
state probabilities through the actions on the market instead of
designing a model that directly correlates the current market
performance with a multitude of different factors. If so one
might be able to say what state most of the actors on the
market perceive to be the current trend and henceforth trade
in accordance with, for example, financial derivatives.

The model in this thesis is built on a regularized, market-
state adjusted version of the the traditional Markowitz’s model.
The inverse problem is convex can be solved with suitable

software-based numerical solvers. The results tell us that for
well known simulated data and a relaxation of the Lagrangian
constraints [4] of the optimized program it is possible to
reverse engineer the market state probabilities and find and
perform an estimation of said probabilities. The report starts
with the mathematical background followed by the framework
for the portfolio optimization. The background aims to provide
the necessary knowledge to follow the next part explaining
the method and the results. The report ends with a discussion
about the obtained results and ideas for future possibilities.

II. MATHEMATICAL BACKGROUND

The model used in this thesis builds on the theory of convex
sets and functions as well as optimization with Karush-Kuhn-
Tucker conditions and regularization. The terms program,
problem and function are used interchangeably.

A. Affine & Convex Sets

A set C ⊂ Rn is affine if the line through every pair of
points x1, x2 ∈ C, where x1 �= x2 lies in C. A set D ∈ Rn is
convex if every line segment between two points x1, x2 ∈ D
belongs to the set. This is mathematically expressed in [4] as

θx1 + (1− θ)x2 ∈ D, (1)

for 0 ≤ θ ≤ 1 and all x1, x2 ∈ D.

B. Convex Functions

A function f : Rn −→ R is convex if the entirety of the
domain of f , dom f ≡ H, is a convex set and the function
values of f , range f , satisfy the properties

f(θx+ (1− θ)y) ≤ θf(x) + (1− θ)f(y) (2)

for x, y ∈ H and 0 ≤ θ ≤ 1. A function f is strictly convex
if the properties of (2) are slightly modified. A strictly convex
set satisfies the equations

f(θx+ (1− θ)y) < θf(x) + (1− θ)f(y) (3)

if 0 < θ < 1, x, y ∈ D and x �= y. If the function is convex its
function values are graphically represented by a convex cone,
plane or hyperplane.

C. Convex Optimization

The most general form of a convex optimization problem
(COP) is a minimization problem which includes a convex
objective function (in some literature denoted ‘cost function’)
f , convex inequality constraint functions gi and affine equality
constraint functions hj
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f, gi, hj : Rn −→ R, (4)

for i = 1, 2, ...,m and j = 1, 2, ..., p. Using this notation all
COP programs can be put on the standard form

min
x

f(x),

s.t. gi(x) ≤ 0,

hi(x) = 0.

(5)

If m, p = 0 the problem is unconstrained since there are no
limiting conditions. However this thesis will typically handle
constrained programs on the standard form.

To determine that x satisfy the inequality and equality
constraint functions fi, hi we define the set of feasible points,
S , that we can use to find solutions. The set being defined as

S =
m⋂
i=1

dom fi ∩
p⋂

j=1

dom hj . (6)

If S is a non-empty set its feasible and the COP has a
solution. If not, S is a non-feasible set and the COP has no
solution. The optimal solution of the COP is defined as p∗ ∈ R
and is valid if there exists an x∗ ∈ S such that f0(x∗) = p∗.

D. The Lagrangian Function

The idea of Lagrangian function is to move constraints
to the objective function. In order to do so the, so called,
Lagrangian multipliers, νi and λi, are introduced. By the
notation used in [4], νi relates to the equality constraints and
λI to the inequality constraints. To construct the Lagrangian
function the constraints are added as a weighted sum to the
objective function. The νi becomes free variables but the
constraint λi ≥ 0 is added to the problem as

L(x, ν, λ) = f(x) +

n∑
i=1

λigi(x) +

m∑
i=1

νihi(x). (7)

E. Karush-Kuhn-Tucker Conditions

Karush-Kuhn-Tucker (KKT) conditions are a set of equa-
tions and premises that if satisfied for a feasible x ∈ Rn

produces a optimal solution for the objective function f(x).
If f(x), gi(x), hi(x) of a problem of form (5) are all contin-
uously differentiable at a feasible x∗ the problem’s optimal
solution can be found if the four necessary (KKT) conditions
as well as one or more of the regularity conditions are fulfilled.
The definitions of the KKT conditions stationarity, primal
feasibility,dual feasibility and complementary slackness are
listed below and more carefully derived in [4].

Stationairity:

∇xL(x∗, λ∗, ν∗) = 0. (8)

Primal feasibility:

gi(x
∗) ≤ 0 for i = 1, 2, 3...,m,

hj(x
∗) = 0 for j = 1, 2, 3..., p.

(9)

Dual feasibility:

λi ≥ 0 for k = 1, 2, 3..., n. (10)

Complimentary slackness:

λigi(x
∗) = 0 for k = 1, 2, 3.., n. (11)

If the objective function f0(x) is part of a COP the regula-
tory condition that needs to be satisfied in order to be solvable
is Slater’s condition. This states that the objective function as
well as every inequality constraint gi(x), i = 0, 1, 2, ..., n must
be convex. Also, based on whether gi(x) is linear or non-linear
different inequalities must be satisfied.

Slater’s condition guarantees that the there is a strong
duality between the primal and dual function of the problem.

F. Regularization

Regularization is a technique used to augment a difficult
optimization or inversion problem which is at the risk of over
fitting. The technique builds on the idea of Occam’s razor by
smoothing the interpolated program

G(x) = min
x

Σn
i=1Fi(x) + λR(x). (12)

R(x) is the regulizer function added to the cost function
Σn

i=1Fi(x). λ ∈ R is a penalizing term which determines to
what degree the regulizer should affect the cost function.

III. FINANCIAL & SYSTEM MODELS

The solver used is built on a regularized Markowitz model
with state probabilities. Below we list the different models that
have inspired the different parts of the solution.

A. Markowitz’s Modern Portfolio Theory

During the 1950’s Harry Markowitz published, in [1], a risk-
return (E − V ) model that desires maximizing the expected
return of a portfolio, E ∈ R, limited by a maximum amount of
risk, αl ∈ R. Markowitz defines financial risk as the variance
of expected return, V ∈ R in (16). Another axiom of the model
is that diversifying a portfolio by choosing assets with low
covariance lowers the risk. In other words, maximizing returns
of a portfolio does not only depend on the variance of the
chosen assets but also how these assets correlate to each other
as Markowitz discussed in [3]. The expected return and risk of
each asset is determined by the historical returns data of said
asset in this model. The return of the portfolio is determined
by the statistically expected return, in most literature a vector
denoted µ ∈ Rn, and given as the total return in percentages:

µi = E[Qi], (13)

where Q is a set of data with an asset’s returns over time.
The risk is determined by how much the assets return of Q
varies, i.e. the variance of Q defined as

V = E[(Q− µ)2], (14)

where σ =
√
V .

As previously mentioned the correlation among assets can
not be overlooked. Risk is lowered when a portfolio is dis-
couraged to consist of assets with a strong covariance. The
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Fig. 1. The idea of the Markowitz Bullet, the dots represents the individual
assets risk and return. The dashed line all the worst portfolios and the efficient
frontier the optimal portfolios.

covariance matrix for the assets in a portfolio, Σ, is defined
as

Σ =



σ11 . . . σ1n

...
. . .

...
σn1 . . . σnn


 .

If we let w ∈ Rn be a vector where wi ∈ R represents what
percentage of the invested capital we invest in asset i then E
is the expected return and the total risk for the portfolio is the
variance V ∈ R. The total expected return of a portfolio then
becomes

E = wTµ (15)

and the total risk of the portfolio

V = wΣwT . (16)

Investing in n ∈ R assets and assuming that wi can be
any real value makes for an unlimited number of different
portfolios. Plotting all the theoretically possible portfolios
in an E − V graph results in a Markowitz Bullet seen in
Figure 1. A Markowitz Bullet represents all possible portfolio
distributions for returns greater than the risk free returns of
government bonds. The upper bound of a Markowitz Bullet is
called the efficient frontier and represents the expected return
of the optimal portfolios for a maximum allowed risk.

According to Markowitz, the objective of any portfolio is
to maximize returns. With the definitions in (15) and (16)
along with the objective to maximize the E subject to αl

as well as the constraint that all capital must be invested
the maximization of returns can now be formulated as the
optimization problem

max
w

wTµ,

s.t. wΣwT ≤ αl,

0 ≤ wi ≤ 1,
N∑
i=1

wi = 1.

(17)

The function to be maximized in (17) is called objective
function of the problem and in this case linear. Below the ob-
jective function the different inequality and equality constraints
are listed.

B. A Developed Model

Different techniques can be used to relax the constraints
to allow for a larger feasible set and hence a greater set
of solutions. Applying Lagrangian relaxation to the risk-
covariance inequality constraint in (17) can be interpreted as
maximizing expected return, regularized for the variance of
said return. Here αl functions as a factor which decides to
what degree we give the constraint merit to affect the solution.
A commonly used value of αl in this setting is the greatest
accepted risk. The regularized problem is

max
w

wTµ− αlwΣw
T ,

s.t. 0 ≤ wi ≤ 1,
N∑
i=1

wi = 1.

(18)

C. Allowing Short Selling

The concept of short selling is a practical method of
profiting on a decrease in a stocks value. The idea is that
an investors borrows a stock from a broker and sells it at the
current market price at time t with the premise that he or she
has to return an identical stock at time t + s . The shorter
buys the stock again sometime between t and t+ s. If, as the
shorter’s prediction suggests, the value of the stock decreases
before the he or she buys it back the shorter profits. The profit
is equal to the difference between the price the stock was sold
and bought at. This is a high-risk strategy due to the fact
that the theoretical loss is infinite in the same way a regular
stock’s profit, in theory, is infinite. In mathematical terms, this
removes the inequality constraint that ωi have to be larger than
zero. A negative weight therefore represents a shorting. The
program in (18), with short selling allowed, is reduced to

max
w

wTµ− αlwΣw
T ,

N∑
i=1

wi = 1.
(19)

D. Markov Processes

A discrete Markov process is a process where a model or
system is said to always be in a defined state, si, i = 1, 2, ..., q,
which has distinct system characteristics. The concept is well
described in [5]. In the transition between time t and t +
1 the system transits to any of the states its current state is
connected to. These transitions, pix where i is the state the
system has been in and x is the state it is transitioning to,
are finite probabilities where Σd

x=1pnx = 1. What defines a
Markov process is its that the probability of the next state is
only dependant on the current state which is also know as
“memorylessness”.

The financial market can roughly be characterized by being
in either of the states bull, bear or stagnant (stag). This can
be seen in Figure 2 where the probabilities of transition are
represented by pxi, {x, i = 1, 2, 3}, where 1 represents bull, 2
stag and 3 bear. A bull market is a market in steady increase
with a positive outlook. The bear market is characterized by
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the opposite behavior, a decrease in price. The stagnant market
is when it follows the inflation.

Bull

Stag

Bear

p13
p11

p12

p21

p23

p22

p32

p31

p33

Fig. 2. Market States as a Markov chain

IV. METHOD

This section aims to explain how the theory have been
applied on this particular problem. It starts with the formal
formulation of the forward portfolio optimization in the case
of short selling and also when short selling is not allowed. It
moves on with deriving the KKT-conditions leading up to the
linear program used to invert the portfolio data.

A. The Financial Model

The thesis’ solver combines the state transition probabilities
and the previously mentioned developed model. It differs from
the previous arrangements of portfolio optimization by weigh-
ing the different expected returns for an asset i = 1, 2, 3. in
different states with respect to the different probabilities of the
states. The market states considered are the three previously
mentioned. We now introduce the vector π ∈ R3 which
contains the probabilities of the market currently existing in
each state. The state categorization seen in Figure 3 is used.
For the interested reader, further information on state analysis
can be found in [6]. This turns in the augmented portfolio
optimization problem (18) when no short selling is allowed
into

Bull BullBear

Bear Stag

Fig. 3. Historical data split up into the different market states.

max
w

3∑
i=1

πi(w
Tµi − αlwΣiw

T ),

s.t. 0 ≤ wi ≤ 1,
N∑
i=1

wi = 1

(20)

and (19) into

max
w

3∑
i=1

πi(w
Tµ− αlwΣw

T ),

s.t.
N∑
i=1

wi = 1,

(21)

when short selling is allowed. As for the forward problem
calculating optimal portfolios both these cases are comfortably
solved with standard convex optimization with [7].

B. The Inverse Problem

In order to invert the solution the problem specific KKT-
conditions were derived analytically starting with the Lan-
grangian function,

L(w, λ, ν) = −
3∑

i=1

πi(w
Tµi − αlwΣiw

T )

+
n∑
i

λi(−wi) + ν(wT1 − 1).

(22)

As above n is the number of assets to be invested in. Just
as each state has its own probability, each state has its own
expected return and risk. We notice that the sum from the
equality constraint disappears as it is only one constraint and
Σ3

i=1w = 1. Since every element is greater than zero we can
ignore wi ≤ 1 since this will be the case if the other constraints
hold true. The KKT-conditions for the solution are as below.

KKT 1 - Stationairity:

∇wL(w∗, λ∗, ν∗) = −
3∑

i=1

πi(µi − 2αlΣiw) + ν1 − λ = 0.

(23)
KKT 2 - Feasibility:

−w∗
i ≤ 0,

n∑
i=1

w∗
i − 1 = 0,

λi ≤ 0.

(24)

KKT 3, Complementary slackness:

λi(−wi) = 0. (25)

In addition to this the market must always be in a state and
therefore we know

n∑
i=1

πi = 1. (26)

and can use this as a constraint.
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Since the objective of this project is to solve the inverse
function and find π the optimal portfolio, w∗, must be known.
w∗ is found by solving (20) when short selling is not allowed
and (21) when short selling is allowed.

C. Short Selling Allowed

Allowing short selling reduces the number of unknown
variables since the number of constraints are decreased. All
terms including λ disappear with the inequality constraints.
We now create a matrix β by rewriting the first term in (23)
into

(µi − 2αlΣiw
∗) = βi, (27)

where βi is the column vector corresponding to each ele-
ment in π. Following suite we can formulate the entirety of
(23) as this linear system of equations

[
β 1
1 0

] [
π
ν

]
=

[
0
1

]
.

In the normal case the number of assets exceeds the number of
states turning this into an overly determined system. In order
to solve this, overly determined system an easy solution is to
solve in i least square sense. However as the project proceeded
the algorithm when short selling was forbidden was proven
useful in this case as well leaving the least square solutions
unnecessarily inaccurate.

D. Short Selling Forbidden

If short selling is forbidden, inequality constraints must
be added to the function. This increases the complexity of
the inverse problem. The unknowns are the vectors π, λ and
ν. Arranging (23) to a matrix representation for an equality
constraint becomes:




π1

π2

...
πn





β1 β2 . . . βn


+




ν
ν
...
ν


−




λ1

λ2

...
λn


 = 0.

At this point the objective is to find an upper and a lower
bound for the elements in π. To achieve this, the following
linear program was constructed. Where C ∈ Rn+4 is the
vector choosing element in π by shifting the 1 between the
three first indexes and iterating through the process minimizing
± (28) for each element as follows:

min
x

CTx

s.t. − λi ≤ 0,

− πi ≤ 0,

∇wL(w∗, λ, ν) = 0,
N∑
i=1

πi − 1 = 0,

λi(−w∗
i ) = 0,

(28)

where CT =
[
1 0 . . . 0

]
and x =



π
ν
λ


 .

Applying all these constraint will in many cases lead to in-
feasibility problems. The method used to solve this issue with
an empty set of solutions is to relax the equality constraints by
removing the constraints one at the time. When a feasible set
is found (28) can be minimizing and maximizing for variants
of C by picking one element of π at a time.

V. EXPERIMENTAL SETUP

A. Data

The majority of the data used in this project have been
simulated by randomization functions in MATLAB. Using this
to generate possible historical returns and state probabilities.
This has forced the project to focus a lot on the portfolio
optimization part. The benefits of this have been a quick
and easy way to access different sets of data to test the
implementation on when the forward solver was working.
In order to validate the results, simulated data have been
exchanged with the project group C2A carrying out a similar
project. Non simulated data has proven difficult to get hold of
to use since very few investors or hedge funds are publicly
sharing the exact portfolios.

B. Implementation

The software used in this thesis is MATLAB both for the
portfolio optimization and the inversion. In extension the
convex solver (CVX) software, from [7], for MATLAB have
been used. This has provided quicker and more accurate
solutions for the convex optimization.

VI. RESULTS

The results presented below will be divided into two parts,
the first one showing results with our own simulated data. The
second part taking care of the results with the data from C2A.
In both these cases the method has been applied on portfolios
both with and without short selling. The fading of the bound
markers serve to show how the bounds become more and more
tight as more constraints are added. The darker the triangle,
the closer to the result. As seen in all plots the upper and
lower bound collapse into a star shape giving the result. In
all the results, complete access to risk factor αl, the expected
return and the risk for each state.

A. Simulated Data

The results with our simulated data is presented in as
two figures, one allowing short seling and one without. The
one with short selling is shown in Figure 4. The test with
short selling forbidden is presented in Figure 5. Since these
portfolios were optimized by the authors full access to the
correct values of the elements π plotting them as white circles.
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Fig. 4. Result with short selling allowed. This represents a portfolio investing
in all 5 assets.
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Fig. 5. The results with the method for no short selling. In this case the
number of assets were set to 20, αl to 1 and there were 5 assets that was not
invested in resulting in 5 zeros in the vector w∗.

B. C2A data

As the project objective stated the other group provided
data sets with both short selling allowed and forbidden. The
information consisted of expected return, risk, tolerated risk
and the fact that the same model was used. The inversion
of the data given is presented in Figure 6 with short selling
and Figure 7 without. In both cases the portfolio consists of
five assets. Since the actual values of π was not known when
plotting they are not shown in the graph but included in the
caption. However we see that the results are accurate.

VII. DISCUSSION

A. Results

When we built the solver our expectations were to find lower
and upper bounds of every element πi. As the results show that
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Fig. 6. The values of pi when short selling is allowed. The correct values
was π1 = 0.3, π2 = 0.5 and π3 = 0.2.
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Fig. 7. The result when short selling was not allowed. The correct values
was π1 = 0.4, π2 = 0.5 and π3 = 0.1.

did not work out the way that we hoped. Instead the outcome is
a fairly accurate guess leaving the project some confidentiality
analysis to be done. A major problem with this when applying
the model to real world data or actual portfolios is that the αl

is no longer known leaving the model with huge amounts of
uncertainty. Therefore no conclusions or results regarding the
current market state can be presented.

B. Optimization Challenges

Similar studies have shown that it is mathematically possible
to find bounds for every variable in the unknown vector x. The
largest insecurity regarding the model is the unknown risk
variable. The result however from the linear program needs
to be analyzed since they cause feasibility problems. This is
currently solved by applying some constraints at a time. What
effects this has on the results might need further investigation
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as well. A theory the authors are discussing is that the effect of
the numerical solvers on the feasible set and the results since
these are not exact and are being used in both the forward and
inverse problem.

C. Investment Strategies

The most problematic assumption made by this thesis is
that investors use a similar enough model to ours. Professional
investors will probably use more complex models using dif-
ferent factors like political expectations, current value of the
global GNP et cetera. These are factors that are not taken into
account by this thesis. Another challenge with the problem
formulation is the tendency to accept different amounts of risk
among different investors. Since the risk is weighted with αl

the solving algorithm would have to be run with a multitude of
values of αl to account for this. This would in turn lead to the
intervals for the elements in π to become to large to make it
possible to draw any conclusion about the state of the market.
An implementation challenge also appears when historical data
is analyzed due to special days on the stock market with stock
splits, and days when some stocks are closed. This could be
a starting point for anyone who would like to build upon the
work of this thesis.

The state analysis also suffers from uncertainty in defining
the exact periods for the different market states historically.
It is probably impossible to make the exact same historical
analysis in terms of time periods in each state and exact
dates when it changes. Someone with better insight into the
financial sector than the authors are probably more suited to
solve eliminate the error source’s effect on the results.

D. Critique of Modern Portfolio Theory

MPT has been criticized on a number of issues both be-
havioural and mathematical. One critique that directly impacts
the ideas presented in this thesis regards the possibility to buy
a non-integer value of a certain asset. Many securities, such as
traditional stocks are bought and sold on an integer only basis
and are thus not subject to the rounded continuous distributions
assumed in [1]. If

∑N
i=1 wi �= 1 an optimized portfolio can

be in an efficient region of returns but most often not fully
optimized. Also it does not account for transaction fees and
other limitations.

E. Timeframe Reliability

This thesis briefly captures the possible statistical applica-
tions it might be suited for. Future applications are sure to be
found in world of financial statistics, but other areas such as
convex, bounded inverse problems relating risk to performance
in any other area might find an angle to build upon.

One of the major ideas that the authors have discussed
and would have wanted to develop and build on is to apply
(28) or a developed version of it as a general market state
analyzer on a larger scale. Given the solution’s duality and
inverse solving property for both accepted risk and market
state probabilities one can see a probable parallel to a general
market state analyzer.

The authors have a background in electrical and systems
engineering, not finance, and are the first to admit that the
proposition above is a simplification that would need to take
several financial factors into account to be of any practical or
academic value. It would however be an interesting way to
measure the general perceived idea of the state of a market
and predicitng the actions of its actors.

F. Market Portfolio Data

In the start of this thesis the ambition was to apply the
method to one or several real investment portfolios. This has
unfortunately turned out to be difficult since most actors who
own a portfolio are, understandably, not very keen to publish
the entirety of their data online.

VIII. CONCLUSION

In this project the thesis of inverse engineering applied on
the financial market have been explored. The process included
learning the basics in finance as well as optimization to create
optimal portfolios and data sets to test the inverse solution on.
The project culminated in a method yielding accurate results
and a possibility for further investigation.

In the real world application the methods investigated in
this thesis is not something that can be exploited to make
confident prediction regarding the financial market. However
it shows that in theory it is possible to use this kind of inverse
optimization methods in general. To apply this to the real
market and real portfolios more insight in the investors strategy
is needed. The inverse optimization problem however might
be possible to apply in a more technical area with more strict
framework.
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Incrementally Expanding Environment in Deep
Reinforcement Learning

Jonas Nylund and Oscar Örnberg

Abstract—The very long times required to converge to optimal
policies is a problem affecting machine learning and reinforce-
ment learning in particular. Real-time solution on complex
learning problems are necessary to expand the field into new
domains where machine learning has previously been unfeasible.
In this paper we introduce a novel method for training deep
q-learning agents in an environment where the size can be
dynamically scaled, in order to improve learning time. In this
framework the agent starts in a very small environment where
it can quickly experience different situations in a small scale
and learn to handle them properly. As the agent learns the
environment enough to reach certain predefined performance
goals, the environment is expanded to increase complexity. The
agent should then not have to relearn the environment completely,
but simply adapt to the larger environment.

This Incrementally Expanding Environment (IEE) method
was compared to the conventional, deep q-learning method
of training the agent on the full environment size from the
beginning. Results showed that in some situations the methods
performed identically, where in some situations the IEE method
performed better. Particularly in scenarios with higher learning
rates our framework improved its policy noticeably faster than
the conventional method. The conventional method also notably
never performed better than the IEE method. We thus conclude
that the proposed framework is superior the the conventional
one, being more robust to parameter choice and performing as
well or better in all observed cases.

I. INTRODUCTION

The field of artificial intelligence (AI) is rapidly advancing
and a lot of research effort is put into it. Different kinds of
games have for the last few decades been an area of interest
for the application and testing of AI [1], due to their simple
rules yet complex and diverse behaviour during play. New
ideas in AI have often been tested first on several games,
with computers now famously having bested humans in
Chess [2], Jeopardy! [3] and Go [4] [5]. These games are
however very different from each other and an algorithm
that solves one cannot easily be applied to the others. For
this reason Bellemare et al. introduced the Arcade Learning
Environment (ALE) in 2013 [6]. The ALE consists of over
50 different computer games originally designed for the
Atari 2600, spanning different genres such as first-person
shooters, platformers and puzzle games. An advantage of
the ALE is that all games share the same interface, they
are controlled through joystick movement and experienced
through a 192x160 pixel screen. This means that the same
algorithms can be used on multiple environments of varying
complexity without any changes. This gives a way of testing
the generality of these algorithms and the extent to which
current state of the art AI implementations can be applied.

Training against the ALE requires the use of very powerful
computers in order to finish the training within reasonable
time. The input data are the screen pixel values and thus
resulting in very large input that are computationally heavy
to evaluate. The AI must then be complex enough to interpret
this image data. While this might better resemble a possible
real life application of these algorithms, it might also be
interesting to develop a set of similar environments and
challenges that can be approached using less powerful
computer systems. One way of limiting the input-space is to
discretize the game in space and time, where the environment
evolves in discrete time steps and all game agents can only
occupy discrete positions in the world. This means we can
use the current world state at a point in time as input directly
for our AI algorithm which limits the input in both space
and time-dimensions and greatly reduces the computational
requirements to train the algorithm. Games suitable for this
are among others platform games such as Q*bert and Snake.

Snake as a game is interesting in this regard. The rules of
the game are invariant to the size of the map, which means
that the state space can be adjusted to change the time it takes
to train the AI. The optimal policy of the agent should also be
similar regardless of map size. This raises the question if it is
possible to have an agent start training in a small environment
to quickly adapt a policy that allows it to expand into a large
portion of the map, and then expand the environment and
just adapt the policy for the new slightly larger space. If this
method works it has the possibility to improve training times
and also give an early indication if the underlying learning
algorithm is capable of learning the environment at all. In
this paper we propose a framework called the Incrementally
Expanding Environment (IEE) Method that trains on a smaller
environment until it reaches good performance then proceeds.
We further investigate it’s performance in a for the purpose
constructed variant of the game Snake.

Snake has the Markov property, meaning that the properties
of all future states depend only on the current state of the
environment and not on any previous states. This memoryless
property makes the game a perfect target for reinforcement
learning algorithms. However, it is also stochastic to its nature,
meaning every game will play out differently. In a large
enough environment this means the full state space will likely
never be visited in a reasonable time, which means that classic
reinforcement learning approaches are infeasible to solve the
problem. For this reason we combined deep Q-learning with
this novel technique of incremental environment size.
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II. PRELIMINARIES

A. Markov Decision Processes

A Markov decision process (MDP) is a mathematical model
that describes systems with the Markov property. A system
is said to be Markovian if the properties of all future states
depend only on the properties of the current state, and not any
past state. Thus the probability of the transition depending on
all previous states, s, rewards, r, and the actions, a,

P (st+1 = s′, rt+1 = r | st, at, rt, st−1, at−1, ..., s0, a0) ,
(1)

is the same as,

P (st+1 = s′, rt+1 = r | st, at, rt) , (2)

where the transition only depends on the previous state
[7]. Simplifying the scenario and only treating finite state-
and action-spaces gives us finite MDP’s. Finite MDP’s are
necessary to develop the theory of reinforcement learning
[8]. In each transition there is a transition probability and an
expected value of the next reward. The Markov property gives
us that only the previous state and actions are important. The
transition probability,

Pa
ss′ = Pr{st+1 = s′ | st = s, at = a} , (3)

describes the probability of entering a specific state s′ depend-
ing on the previous state and the action taken. The expected
value of the next reward,

Ra
ss′ = E{rt+1 | st = s, at = a, st+1 = s′} , (4)

depends on the current and next states, and the action taken
[8]. To differentiate between current and future rewards, and to
limit the cumulative reward from diverging, a discount factor
γ ∈ [0, 1] can be multiplied to each new reward.

The agent acting in this environment will follow a set of
rules, or policy, of what action to take in each state named π,

π : S → A . (5)

There are probabilistic outcomes of what action to take in each
state. When this policy is the most optimal one it is called π∗,
this is the aim for all agents.

B. Reinforcement Learning

When modeling an environment, agent and policy, a value
function is used. This function is a function of state, and a
measurement of the value of being in a certain state. The value
functions are divided into two different scenarios, following a
policy or taking an action and then following a policy. They
are called state-value function, V π , and action-value function,
Qπ . The state-value function is defined as:

V π(s) = Eπ{Rt | st = s} , (6)

where Rt is the cumulative rewards from t forward, and this
is equivalent to:

V π(s) = Eπ

{ ∞∑
k=0

γkrt+1+k | st = s

}
. (7)

The action-value function, or the Q-function, is defined as:

Qπ(s, a) = Eπ{Rt | st = s, at = a} , (8)

or equivalent to:

Qπ(s, a) = Eπ

{ ∞∑
k=0

γkrt+1+k | st = s, at = a

}
. (9)

These set a foundation to evaluate the environment and the
agent [9]. Optimizing these functions means finding the op-
timal policy which gives the largest values of the functions.
An important feature of an optimal policy was developed by
R. Bellman in 1954 [10]. It states: ”Principle of Optimality:
An optimal policy has the property that whatever the initial
state and initial decision are, the remaining decisions must
constitute an optimal policy with regard to the state resulting
from the first decision”. There can be more than one optimal
policy but they yield the optimal value function defined as,

V ∗(s) = max
π

V π(s) , (10)

for the state-value function and

Q∗(s, a) = max
π

Qπ(s, a) , (11)

for the action-value function. Using Bellman’s Principle of
Optimality the problem can be broken down and the Bellman
Optimality equation represents the value of the state and the
value of the upcoming states. For V π it can be derived as:

V π(s) =
∑

a∈A(s)

π(s, a)
∑
s′

Pa
ss′

[
Ra

ss′ + γV π(s′)

]
, (12)

and it is a unique solution to the Bellman equation. For finding
the optimal policy the same equation with small readjustments
are used to receive:

V ∗(s) = max
a∈A(s)

∑
s′

Pa
ss′

[
Ra

ss′ + γV ∗(s′)

]
, (13)

and similarly for the action-value function:

Q∗(s, a) =
∑
s′

Pa
ss′

[
Ra

ss′ + γ max
a∈A(s)

Q∗(s′, a′)

]
. (14)

Optimizing these equations will give the unique solution and
the optimal policy.

C. Q-learning

Without knowing the model beforehand we can still learn
an optimal policy. Q-learning uses the action-value function
to find the optimal policy without knowing the actions impact
on the environment, i.e. the MDP model is unknown. This is
called model-free learning. Watkins [9] proved the Q-function
will converge to the optimal Q∗ with the equation:

Q(st, at) ← (1− α)Q(st, at) + α(rt + γmax
a

Q(st+1, a)) .

(15)
The learning rate, α ∈ [0, 1], disregards new information in
favor of old information if close to 0 and vice verse. Barton
and Sutton [8] writes the Q-learning algorithm in pseudo-code
for finding Q∗; see Algorithm 1.
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Initialize Q arbitrarily ;
for Each Episode do

Initialize s
for Each Step of Episode do

Choose a from s using policy derived from Q
(eg. ε-greedy) ;

Take action a, observe r, s′ ;
Q(st, at) ←
(1− α)Q(st, at) + α(rt + γmaxa Q(st+1, a)) ;

s ← s′ ;
end
until s is terminal ;

end
Algorithm 1: Q-learning algorithm

ε-greedy refers to a commonly used policy of choosing
actions. To visit each state there is a need of exploration,
but to improve the Q-function there is a need to visit already
visited states. This is the exploration vs exploitation dilemma.
The main tactic to combat this is to use the ε-greedy policy.
This states that with a probability, the exploration rate ε, a
random action is chosen and thus more exploration is ensued.
This is all good when the amount of states to visit are few
enough so this is possible. When the state space explodes,
as with large inputs like pixels, there is no way the agent can
visit each state and learn the Q-function. Deep neural networks
have proven to be able to distinguish features from lots of data
and this combined with Q-learning resulted in deep Q-learning
[11]. The deep neural network can take the state as input and
produce a Q-function value of each action, thus acting like the
Q-function. Giving the network a batch of randomly played
games and then training on that data gives the advantage of
avoiding similarity between subsequent games. This is termed
Experience Replay and was introduced by Mnih et al [11].

D. Convolutional Neural Networks

Convolutional neural networks (ConvNets) are very similar
to regular neural networks, the key difference is that the
ConvNets takes an input of an array of 2D matrices instead
of scalar values, essentially working with 3D data instead
of 1D. This input is usually in the form of images where
ConvNets have shown good performance, as they handle
multidimensional data very well. The networks use whats
called filters, a matrix smaller than the input, to convolve
with the input matrix. This gives a response map of the input.
Combining several different filters response maps results in
a 3D output. Adding an activation function to this gives the
basic ConvNet [12].

Regular neural networks are afflicted by the Curse of Di-
mensionality, essentially the complexity grows very fast when
high dimensionality of data are used as in neural networks.
ConvNets on the other hand reduce the amount of weights
by sharing them [12], thus greatly reducing the computational
requirements. Each filter applied can be thought of to learn a
feature, that can be identified anywhere in the input space since
the filter is convolved with the input. Inspired by receptive
fields in cat’s visual system the ConvNets connect a neurons

Fig. 1. Example of receptive fields. Each neuron in the convolutional layer
is connected to a region in the input volume. In this example there are five
neurons connected to the same region in the input volume. Figure from [13]

from the output to a local region in the input responding to a
filters size, see Fig. 1 [13].

One of the first popular ConvNets in Computer vision was
the AlexNet [14]. This uses the now most popular activation
layer, ReLU, and pooling layers. Pooling layers takes a region
in the input and reduce the resolution by, for example, aver-
aging the neighbouring inputs from the region [12]. To reduce
the risk of overfitting the network after many training sessions
AlexNet used dropout. This technique sets a neuron to zero
with a probability, these neurons do not contribute and this
makes the network learn more robust features [14].

III. METHOD

A. Goal

The main goal of this paper is to investigate a new method of
giving input during training when having a large state-space.
Instead of learning the environment from full size from the
start, our framework instead incrementally increase the size
of the environment until full size. The main idea behind this
being that an agent can learn the smaller environments faster
and then increasingly learn the new parts as the environment
increases in size. This Incrementally Expanding Environment
(IEE) method could potentially speed up training and improve
the final performance of the learned policy.

B. Previous work

Early work includes the success of TD-gammon using
reinforcement learning to master backgammon. The learning
used was similar to Q-learning [15]. In 2013 Mnih et al at
DeepMind introduced the first deep Q-network with experi-
ence replay to learn successful policies from large dimensional
input. This proved that with only pixel input and score the
agent where able to successfully beat humans in several games
[11]. This spurred the popularity and use of deep Q-learning,
especially within games. The deep reinforcement learning
method used in this paper is similar to the one used by Minh
et al and have taken inspiration from their work.

C. Environment

The game environment used is one created specifically for
purpose of this research, and is quite complex compared to
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most implementations of the game. The environment features
a random map generator which creates a maze like map with
obstacles and traps generated from simplex noise, see Fig. 2.

The snake starts out in an empty space in the middle of
the visible map with a length of two. Food-items are spawned
in the environment which give the agent points when eaten.
There are also special food-items that are worth a higher score,
however these will despawn after a short number of game ticks
if not eaten. They also spawn with a lower frequency. There is
no limit other than available free area to the number of food-
items that can spawn in a map, however the spawn chance
decreases as the number of items on the map increases. The
environment will attempt to always have at least one food-item
on the map at all times.

Since the maze is randomly generated, and food-items are
spawned at random locations, thus the map can create a trap
where a food has spawned in a dead end location and taking
it means certain defeat at a later state. This makes the game
even more complex.

The map spawned for the agent will be different every game,
and food-items will spawn at random locations, effectively
guaranteeing that every game will play out differently. For an
idea of the difference in environment between games, see Fig.
3. This also means that the game is not deterministic, that is
that the state of the map at one point in time does not fully
determine the state in the future. It does however still have the
Markov property, as the current state fully determines the set
of possible future states.

D. Model

Instead of sensory input, like raw pixel data used by Mnih
et al [11], a simpler, matrix based input of the environment
state where used where each element corresponds to a tile in
the map, for a heat map visualization see Fig. 2.

The matrix spans the environment and can essentially be
seen as a very low resolution grey-scale image of the world
state. Different features of the environment are represented

Fig. 2. Graphical representation of the game environment and some map
features. This heat map is an up scaled image of what data was feed into the
neural network.

Fig. 3. Initial starting position of a few different maps. The snake occupies
the same position in the middle of all maps.

using different pixel intensity, as can be seen in Fig. 2. Around
the edge of the environment is a one unit wide wall. This
effectively limits the available area to the agent by two tiles
in both the width and height dimension.

When the agent was trained on limited environment sizes,
the area available to the agent was blocked off by wall features
in the map, while the rest of the environment was blacked
out. The open area was kept at the upper left side of the
environment, see Fig. 4.

E. Training

The agent was trained using ε-greedy exploration, where the
agent with a probability ε executes a random action at each
time step, and otherwise follows the action with the highest
predicted Q-value. The agent starts of with an exploration
rate of 1 which decreases to a predetermined minimum over
thousands of games. The actual training of the agent is done
through a method of experience replay, as introduced by Mnih
et al [11]. After each game, the agent performs training on a
random subset of its experience memory. The memory was
regularly emptied, to force training on recent games and to
save on RAM.

For agents trained using the IEE method the map was
expanded by one tile in both the width and height dimension
(see Fig. 4) when the agent had reached a policy that allowed
it to on average occupy a set fraction of the available map
size, in this case 3/4:ths rounded down. The map size started
out as 5x6 in size. When the environment was expanded the

Fig. 4. Visualization of the actual appearance of the environment in different
sizes as used with the IEE method. The input matrix to the convnet has a
fixed size, and the unused space is blacked out.
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Fig. 5. Performance of the different training methods over 400000 games,
or 40h on a consumer CPU machine (see appendix II). Both agents where
trained using the same parameters (learning rate: 0.001 and step reward: -0.1),
only one of them used the IEE method.

exploration rate was increased substantially too, to have the
agent find the new available space.

The very first agent trained, using the conventional, fixed
map size, only learned to move in a circle round its initial
position. Since this area of the map was always cleared of any
obstacles, this policy assured survival of the agent for a long
time on any map, as there was always an open space it could
move to. Eventually, a food item would spawn right in front of
the snake, causing it to grow in length and stepping into itself,
which ended the game. The agent was essentially more afraid
of loosing than it was eager to win. To incentivize it to not run
in a circle, the agent was given a small negative step reward
for every step where it just survived. A mechanism to have
the snake starve to death if it did not eat in a large number of
steps, ending the game, was also implemented. Parameters like
this step reward, together with a large number of others could
potentially be tweaked ad infinitum to improve the agents
learning rate and efficiency, however this is beyond the scope
of this research. A set of parameters that seemed to work well
enough in this environment was found and used throughout
comparing the proposed framework with the conventional, full
size one. See Appendix II.

IV. RESULTS

Long term performance and convergence comparison be-
tween the IEE method and the conventional can seen in Fig.
5. Fitted to the data is a least squares moving average. Both
agents where trained using the same parameters, that was
comfortably within their convergence zone. The environment
used in the IEE method training reached a size of 9x8 tiles
before reaching a steady state, and this map size was then
used for training the fixed size agent. In both cases the full
environment size, and therefore the input matrix to the neural
network, was 12x8.

For comparison are also the average results of several
human players. The ”Novice human” score are the average

Fig. 6. Two situations in which the IEE method outperformed the conven-
tional. In the top most plot the agents were trained with a low step-reward
(-0.01) and a slightly elevated learning-rate (0.002). In the bottom most plot
the agents were trained using a low step-reward (-0.02) and a high learning-
rate (0.005). The same axis applies to both figures.

of several people who played the game just a few times each,
whereas the ”Experienced human” results are the average
score achieved by the authors when playing the game at the
end of the project.

Fig. 6 shows two situations where the IEE method
outperforms the conventional one. For these training sessions
some parameters of the agent where changed in the direction
of what during initial testing had been found not to work,
in particular the learning-rate was increased and the negative
step reward had its magnitude decreased. This caused the
results of the two different methods to diverge, in favour of
the IEE method. In the upper plot in Fig. 6, the agent trained
using the IEE method reached its steady state faster than
the fixed size agent, and in the bottom plot, the IEE agent
reached a steady state with a higher average score than the
fixed size agent. In both these cases the fixed size of the map
was 12x8, a size the map in the expanding environment never
reached. It reached a size of 8x7 as the largest on both sets.

Some comparison of the efficiency of the learned policies
can be seen in Fig. 7. These three graphs plots the average
number of steps taken by the agent per game versus the
average score achieved in the same game. The plots are in the
order from Fig. 5 and 6. Here it can be seen that where the
agents performance are comparable, they also seem to learn
the same policy, whereas when the results diverge the policy
seem to diverge as well. Notably it was never observed that
the IEE method was outperformed by the conventional fixed
size training method.

V. DISCUSSION

Looking at the results, the IEE method when applied to
this environment does not seem to have any drawbacks. The
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Fig. 7. Policy comparison between the agents from fig 5 and 6. The topmost
plot corresponds to the same training scenario as Fig. 5 and the lower two
to Fig. 6. Please note the difference in axis scale between the top most and
bottom two plots. The same axis applies to all three figures.

method performs more or less identically with the conventional
method under ’normal’ circumstances, but can be seen to
outperform it under certain conditions.

From Fig. 5 we can see that both methods performs equally
well when both have the opportunity to fully explore the
environment. This together with the topmost plot in Fig. 7
where we can see that both agents take the same number of
steps per game to score the same score, it seems like they
have both adapted similar policies. And indeed by looking
at the agents during play, we could see the games play out
very similarly. We can hence conclude that both methods
converge to similar optimal policy, as long as they have the
opportunity to explore the environment fully and have that set
of parameters.

This is especially interesting when considering that the IEE
started out with a map with about just a quarter the area of
the full size one. One might assume that this would be to
the benefit of one of the methods, either that our framework
should benefit since it will explore its full environment faster,
or that the direct full size method would benefit from being
less hampered by the limited size and therefore can score more
points before it has to employ any advanced policy. However
none of this seem to have happened, indication that both
methods are limited in their learning speed by their respective
exploration rate of the full state-space.

A. Learning rate

In Fig. 6 however we can see that the our framework
does preform better than the conventional under certain cir-
cumstances. In this particular case the learning rate was
increased, first only slightly and then by a larger magnitude.
This combined with a smaller magnitude negative step reward,
caused the IEE method to come out ahead and perform better

than the conventional method, both by reaching its steady state
policy faster and by converging to a better policy. We can see
once again in Fig. 7 that the conventional method does learn
a policy in these cases by looking at the average number of
steps taken during a game, but it is a worse policy, as it is one
that just survives and not one that scores many points.

This indicates that the IEE method is a more stable method
for training deep neural networks, being more robust to pa-
rameter choice and less likely to get stuck in local minimums
to the loss function. Being able to use a higher learning
rate gives the potential to train a deep neural network faster,
which could mean that our framework can be faster than the
conventional method but converge towards the same policy, if
these parameters are picked carefully. Especially considering
the remarks in the end of the section above, where both
methods seems to need more exploration to learn new features.
With a higher learning rate, the agent can learn a feature with
fewer visits, improving training times.

B. Saturation

In many of the trails it can be seen that the increasing score
saturates at a certain point and reaches a steady state, i.e. the
agent stops learning. This can most likely be contributed to
the complexity of the ConvNet. Essentially at some point the
agent has to change weights that are important in the beginning
of the game to learn features in later stages. By unlearning
early features, the agent will start to loose the game early on,
which will increase the ratio of early decisions in the agents
memory, causing it to train more on early game features,
relearning the necessary weights. This means the agent will
at some point reach a steady state, where the only way to
improve performance is to increase the number of weights in
the network, increasing its complexity.

However, the agents where able to reach human levels of
play in just a few hours of training, even though it used a
comparatively simple neural network. Notably however the AI
where never able to completely fill the map at its largest size,
whereas a human player were. Human players also mostly
lost due to timing errors when controlling the snake, whereas
the AI of course did not have that problem. For a simple
featureless map without any obstacles it is easy to write
an algorithm that always plays perfectly, however the game
environment in this game was specifically designed to be
challenging and to remove this possibility. On smaller map
sizes the agents where able to fill the map.

C. Future work

To improve on this study, more computational power
needs to be applied to this method to test it in more varying
situations and environments to see if the results in this study
hold true even in other applications. The sheer amount of
cpu-time needed to collect more data for this comparison was
simply too much for this project. An expanded review of the
correlations found in this study need much more powerful
computing resources.
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It could also be interesting to see if this method is appli-
cable to real world applications such as robotic navigation in
factories and warehouses, or as a method for applying deep
neural networks to the Traveling Salesman problem. This may
potentially be the foundation of future bachelor projects.

Another very interesting application of this framework
would be the game Go, which is a game that without mod-
ifications can be played in different board sizes. A game of
Go usually also plays out in a series of mini-struggles over
smaller areas of the board, making a policy learned on a
small environment directly applicable to the large variant of
the game. This would be a very interesting application of the
framework, however it will likely still require very powerful
computer resources.

VI. CONCLUSION

To conclude: this method might be viable for use since
the results point in the direction that the learning rate can
be higher if the IEE method is implemented. It appears more
robust to parameter choice, and allows for training with higher
learning rate, thus reducing training time. Also in our research
we have found no downside to the Incrementally Expanding
Environment Method compared to training on a full size
environment from the beginning.

However the use cases for this method might be limited,
due to the fact that not all environments can be expanded and
contracted without changing the behaviour of said environ-
ment. The main issue thus lays in applying it to other tasks
and environments in a way that conserves the features and
rules of the full size task.

The conclusions of this article are based on a few hundred
hours of training time, which converts to tens of millions
of games played, meaning the sample base is not that large.
More research into this method is therefore recommended and
required, as only a small set of parameters and environments
where tested.

APPENDIX A
CODE

The python code used in this project can be found on
GitHub;
https://github.com/Oscared/SmartSnakeKEX

APPENDIX B
NETWORK, PARAMETERS AND SETUP

The network used was a convolutional neural network. The
ConvNet layers were of two types. Type I: depth of 30 with a
filter size of 3x3, zero padding and ReLU activation. Type II:
depth of 60 with a filter size of 3x3, zero padding and ReLU
activation. The full structure is seen in table I.

In table II the parameters used for the Q-learning can be
seen. The step reward is the reward for taking a step, this was
introduced to discourage simply moving in a circle.

The computer used for the training was a consumer PC.
Processor AMD 8 cores 4 GHz. GPU was not used.

TABLE I
NETWORK STRUCTURE

Layer Parameters

ConvNet Type I

ConvNet Type I

Average Pooling Pool size 2x2

ConvNet Type II

ConvNet Type II

Average Pooling Pool size 2x2

Flatten layer No parameters applicable

Dropout 10% dropout

Dense 128 neurons and ReLU activation

Dense 4 neruons and Linear activation

TABLE II
NETWORK PARAMETERS

Discount rate γ 0.95

Exploration rate ε 1.0

Minimum exploration rate εmin 0.05

Exploration rate decay 0.9995

Learning rate α 0.001 or 0.002 or 0.005

Step reward -0.1 or -0.01 or -0.02
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Deep Reinforcement Learning for Snake
Vlad Chelcea and Björn Ståhl

Abstract—The world has recently seen a large increase in both
research and development and layman use of machine learning.
Machine learning has a broad application domain, e.g, in mar-
keting, production and finance. Although these applications have
a predetermined set of rules or goals, this project deals with
another aspect of machine learning which is general intelligence.
During the course of the project a non-human player (known
as agent) will learn how to play the game SNAKE without any
outside influence or knowledge of the environment dynamics.
After having the agent train for 66 hours and almost two million
games an average of 16 points per game out of 35 possible were
reached. This is realized by the use of reinforcement learning
and deep convolutional neural networks (CNN).

I. INTRODUCTION

Ever more businesses require their focuses to shift towards
smart systems in order to survive, due to the increase in expec-
tations regarding intelligent systems. Small start up companies
have taken it upon themselves to show the possibilities and
power of general intelligence. General intelligence means that
a computer agent is able to make qualified decisions in any
environment it is situated in, or at the very least, figure out
how to act in a new dynamic environment. This leads to the
development of intelligent systems, that irrespective of the
domain, is able to become smarter by interacting with a real
or simulated environment [1].

One example where these intelligent systems have found
great success is in identifying the costumers needs and wishes
through pattern recognition in order to accurately offer prod-
ucts to different individuals [2].

The way to go about creating intelligent systems is ma-
chine learning (ML). Through machine learning it is possible
to create algorithms that make informed decisions to more
optimally solve a problem. ML is generally used with the
purpose of increasing the productivity and effectiveness of any
job where it can be applied. This is in part because experience
gained by a machine can near instantaneously be transferred
to more machines, and that a machine will always try to find
an optimal solution. ML has without a doubt, changed our
society, whether it is used for categorizing data consisting of
millions of letters, face recognition, or minimizing material
loss in production. ML algorithms can be divided into three
different categories, each influencing the way the input and
output data is processed: Supervised Learning, Unsupervised
Learning and Reinforcement Learning.

When an algorithm uses supervised learning, it means that
it deals with regression problems. The machine fulfills the task
of learning a mapping from the input to the output data, which
is later used on similar problems [3]. The mapping, however,
is rarely perfect because of the multiple sources of uncertainty
such as noise and modelling error. The order of accuracy is
usually determined using an error or a loss function. To be

able to utilize a supervised learning algorithm, a set of both
input and output data is required to train on.

Unsupervised learning can be used if not both input and
output data is available. The unsupervised learning algorithm
aims to derive a function that labels patterns in the input
characteristics. As such, unsupervised learning becomes a
labeling or clustering problem.

The third large part of the ML family is reinforcement
learning (RL). Reinforcement learning uses no precompiled
data as supervised and unsupervised does. Instead it reinforces
certain behaviours by predetermining rewards for results or ac-
tions in an environment. By having the algorithm continuously
exploring the environment, a policy maximizing the average
expected reward can be learned. In this class of problems, the
transitions between states of the environment are unknown,
as such, it is through trial and error that knowledge and
experience can be acquired over time. The way the algorithm
explores is determined by RL as the agent tries to balance
between what it knows and what it does not. Many examples
exist to show the super human abilities of RL, one of the more
recent being the success against world class players in Go [4]
and Dota 2 [5].

The purpose of this project is to learn and understand how
to implement a RL algorithm to a custom made SNAKE game
environment, and to apply it using an agent that continuously
plays the game. The size of the reward is received based
on the action taken by the agent in a specific state of the
game. This state/action pair is used to find the optimal course
of action for the agent. The final goal is for an agent to
learn to play the game in order to outperform its creators,
and simultaneously see if we can find the best policy from
a collection of policies by reducing the number of existing
states. The SNAKE environment is written in the Python open
source programming language and is supported by libraries
such as Pygame. The environment is used jointly with a CNN
implemented with KERAS.

The remainder of this paper is divided as follows: Section
II states the problem description. In section III and IV we
describe the essential theory needed in order to solve the
given problem. Section V presents how information is handled
by the agent. Section VI describes the method used in order
to achieve the projects goal. The results, a discussion of the
project and the conclusion can be found in Sections VII to IX.

II. PROBLEM DESCRIPTION

As stated before, this project aims to develop and implement
reinforcement algorithms in order for an agent to learn to play
SNAKE. The version of SNAKE we will use is a game where
a snake is controlled on a square board, where the possible
actions are to move the snake up, down, left or right. A cherry
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is positioned at a random position on the game board. Upon 
reaching the cherry the snake is given a reward of +1, and 
a new cherry is spawned at a random position. If the snake 
moves into itself or the edge of the board a reward of −1 is 
given and the game is over. There are several ways to decide 
upon an action, random actions can be taken and deterministic 
actions via a neural network. The following list states the 
objectives of this project:

1) Create a SNAKE game compatible with GYM and a
variable grid size.

2) Show a way of encoding states as well as how rewards
are being generated after taking an action.

3) Decide the most suitable optimizer through benchmarks
for different available optimizer.

4) Design a CNN structure.
5) Evaluate the learning performance of different CNNs.
6) Find an agent performing better than an average human.

III. MACHINE LEARNING

The following section on Machine Learning starts with an
introduction on Markovian decision process MDP in order to
understand how agents make decisions based on its current
state. Following MDP is a section on Deep Reinforcement
Learning where we present the theory behind how the agent
takes the optimal action in every state in order to maximize
its end reward.

A. Markovian decision process

A Markovian decision process MDP is a stochastic pro-
cesses that describes the evolution of dynamic systems con-
trolled by sequences of decisions or actions [6]. These dy-
namic systems will only be periodically observed, and influ-
enced at at a specific time by taking a single action out of
the collection of possible ones. These actions are chosen in
a way defined by a designated principle, also called a policy.
An example where MDPs have found a lot of success is in
financing in order to predict how much one should invest in
a specific stock so as to maximize its winnings [7].

The Markov Decision Model is defined as

MDP = (E,A,Dn, Qn, rn, gN ) (1)

where E is the state space, A is the action space, Dn is a
measurable subset of E×A denoting the set of possible state-
action combinations at time n, Qn is a stochastic transition
kernel from Dn to E, rn gives the discounted one-stage reward
of the system at time n given current state and action a, and
gN gives the terminal reward of the system at time N [8].

This is the model, or the environment, that the agent will
learn in time, i.e all the possible states, actions, rewards. The
next step is for the agent to learn how to solve these types of
problems for the optimal policy, meaning how the agent should
ideally behave at time t. One of the possible techniques to
solve an MDP is through Deep Reinforcement Learning given
in the next subsection.

Fig. 1. Deep Reinforcement Learning: Time flow of an agent interacting with
its environment.

B. Deep Reinforcement Learning

In order for the agent to achieve maximum efficiency it
must choose the actions that will make the agent maximize the
expected cumulative discounted reward. The different aspects
that need to be optimized in order to achieve the final goal are
described in the following sections.

C. Q-learning

One of the most popular reinforcement learning algorithm is
the Q-learning algorithm. Q-learning is a model free reinforce-
ment learning algorithm that uses a function approximator to
estimate the action-value function. As stated before, the selec-
tion of an action is based on the value of its state using some
form of updating or incremental rule. The conventional Q-
learning algorithm considers a specific Q-value that evaluates
whether things have improved or not depending on the action
taken in the previous state. The Q function evolves according
to

Q(s, a) = Q(s, a) + α[r + γmax
a′

Q(a′, s′)−Q(s, a)] (2)

where Q is the expected value, a is the taken action, s is
the current state, s′ is the state vector, a′ is the action vector,
r is the reward, α is a learning rate controlling convergence
and γ is the discount factor that makes earlier rewards more
valuable than the later ones, which in its turn learns the values
of all actions rather than just finding the optimal policy [9].

The Q-learning algorithm is started by initializing an arbi-
trary, state-action pair dependent Q-value. For each episode
(play through) we initialize a new state. At each step of every
episode we choose a viable action in the current state using the
derived Q-learning policy. Afterwards we observe the reward,
as well as the agent’s new state. Subsequently we update our
Q-value using the equation in (2), as well as our current state
to the next one. This is done until the current state is terminal
and we go on to the next episode.

Our goal is to find an optimal policy and minimize the
expected cumulative discounted regret, where regret is a
comparison of the expected cumulative reward between the
agents policy and the perfect policy. The problem with Q-
learning is that its complexity grows linearly with the number
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of actions, and quadratically with the number of states, which
makes it very difficult for the agent to learn every state-action
pair.

IV. CONVOLUTIONAL NEURAL NETWORK

Convolutional neural networks, CNNs, are a way to trans-
form an input to an output, e.g an image of a dog as input
and the word dog as output. Every CNN consist of several
different layers: Convolutional layers (Conv layer), Rectified
linear units (ReLU layer), pooling layers, fully connected
layers (FC layer, also know as Dense layer) and dropout layers.
Each layer has a number of nodes called neurons where a
weight is assigned to each neuron respectively. When signals
are sent to a neuron from several neurons in a previous layer,
the signals are weighted by their corresponding weights and
summed. If the sum of the weighted signals passes a threshold,
the new summed signal is passed on, i.e, the neuron fires. It is
possible to tailor the performance and abilities of a CNN by
using different configurations of these layers and different sets
of weights. It is through an iterative process these weights are
updated and the network is trained. CNNs are today mostly
used in image recognition programs where massive amounts
of preclassified images are used to train a CNN until it can
classify images within a certain degree of accuracy. A large
increase in performance was seen in 2012 as shown in [10]
where a set consisting of around 1.2 million images were
classified. In what follows we describe the different parts of a
CNN.

A. Convolutional Layer

In a neural network, not all neurons in one layer have to
be connected to all neurons in the next layer. This is where
convolutional layers come into play. These layers connect each
neuron in the output to a handful of neurons in the input.
Filters with weights are slid over the input and the size of
these filters determines the amount of neurons connected to
one neuron in the output of the layer.

B. Pooling Layer

Pooling layers are a way to down sample the data in a CNN.
Several different pooling operations exist such as max-pooling
and average-pooling. However, according to [10], [11], max-
pooling has taken over the world stage as a result of better
empirical performance. Before the operation can be run, two
hyper parameters, the size of the pooling patch and the stride
have to be set. Commonly, a size of 2×2 is used with a stride
of two, and sometimes a smaller stride is used. This is called
overlapping, and is rarely used for a lack of any significant
improvement [10], [12]. By sliding the 2 × 2 area over the
input with a stride of two, the maximum is taken at every
stride, as shown in Figure 2.

C. Fully Connected Layer

As the name suggests, a FC layer has all its neurons
connected to the neurons in the preceding layer as opposed to
a convolution layer that uses a filter to connect only a certain

Fig. 2. The max is taken from each 2× 2 colored square, effectively down
sampling the 4× 4 input to a 2× 2 output.

amount of neurons from the preceding layer. FC layers are
most often situated at the end of a CNN and are that last
steps before computing the output layer.

D. Dropout Layer

Dropout is a technique used to remove neurons from the
CNN. During training, since there can be hundreds of thousand
or even more neurons in a single CNN, a lot of noise may inter-
fere resulting in increased over fitting. However, by randomly
disabling (dropping) a large number of neurons, essentially
creating multiple different networks, this noise can be reduced.
A value between zero and one is used as a probability to
determine if a neuron will be dropped, a common value is
0.5. Dropout layers can significantly reduce over fitting but
will increase training time by 2-3 times as shown in [13].
Dropout will also make the entire network more robust because
no single neuron can rely on any other neuron to always be
connected to it.

E. Activation functions

In a neural network the activation of a layer is what decides
if a neuron fires, i.e, passes on the signal. There are several
different types, historically sigmoidal- and hyperbolic tangent
functions have been widely used, but recently more have been
added. The function used, depends on the architecture and data
set. Today however, ReLU is the activation most commonly
used as it can improve the training time by several factors as
shown in [10]. A ReLU activation does however also have a
negative trait: [14] tells us that given a large enough gradient, a
neuron can die, meaning that it will never fire regardless of the
input, effectively shrinking the size of the network. The effects
of this problem can be lessened by using proper learning rates
that are not too large. Other common activation functions are:

The hyperbolic tangent function

tanh(x) =
ex − e−x

ex + e−x
. (3)

The Rectified Linear Unit, also called ReLU, is given by

ReLU(x) =

{
0 x < 0 (4a)
x x ≥ 0 (4b)

The Exponential Linear Unit, also called ELU, is given by
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ELU(α, x) =

{
α(ex − 1) x < 0 (5a)
x x ≥ 0 (5b)

At last, the hard sigmoidal function σ(x) is a KERAS-
original function that is a segment-wise linear approximation
of sigmoid [15]. In general it is the faster version of the
sigmoidal functions which have the following structure as seen
in (6):

σ(x) =
1

1 + e−x
(6)

A visual representation of the different functions can be
seen in Figure 3, there we see how the functions behave
when going to infinity. Sigmoidal, as well as the hyperbolic
tangent functions, both have a very steep growth close to
the origin point. However, they have the characteristic of
possessing a small gradient further away from the (0,0) mark.
This means that, using these two functions, the longer the
agent trains, the less it will learn to the point that it will
stop learning. Additionally we can see that evaluating the
sigmoidal and hyperbolic tangent function is more expensive
in comparison to ReLU and even ELU. The ReLU function can
be regarded as a common if-statement. If x is larger than zero
it evaluates to x otherwise zero. This leads to a faster algorithm
in comparison to the other two functions since it does not have
to calculate any values like the exponential function.
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Fig. 3. Graphical representation of the activation functions in an XY graph.

V. AGENT

A. Actions

At every time interval, i.e, frame of the game, the agent has
to make a decision of where to move. As explained before, in
the game SNAKE the agent has four possibilities, up, down,
right and left. A human player might say there are five different
inputs, the fifth being no input, as the snake never stops and
will continue forward if no input is given. However, since the

agent is capable of making a decision at every frame it can give
the same command at every time step if it wants to continue
forward, hence only four inputs are needed.

B. States

After the agent has chosen an action, the snake moves and a
state is returned from the game to the agent. The state contains
all necessary information about the current state of the game
that the agent would need to make informed decisions. What
is important to note here is that the agent does not necessarily
know what this state means, nor the relationship between states
and rewards. The state consists of a two dimensional array
of integers where every element equals a square on the grid
with x- and y-coordinates, e.g, array[x][y]. If an element holds
the value three, a cherry sits at that position, a value of two
represents the head of the snake and a value of one represents
the body. The rest of the grid is empty hence its value is zero.
The state is visualized in Figure 4.

Fig. 4. Snake Environment: Right side is a visual depiction of the game, left
side shows the state of the right side that gets sent to and processed by the
agent.

C. Rewards

A reward is given to the agent every time the state is
returned. Rewards are used to asses the actions taken so the
agent can learn and improve its future decisions. The way we
chose the rewards are as following: We give +1 if a cherry is
found, −1 if the snake dies and otherwise zero. The agent will
quickly learn that every state in which the head of the snake
and the cherry are in the same place, it will receive a positive
reward. However, since the goal is to optimize the expected
cumulative discounted reward and not the immediate reward,
the best action will not always be going straight for the cherry.
This is because of the risk of ending up in a dead end and
subsequently dying.

VI. METHOD

The primary method used in this project to create an agent
that can play the game SNAKE is reinforcement learning. To
achieve the desired results within the given time frame not
everything was created from scratch. The environment that
the agent interacted with was programmed specifically for this
project while the CNN was not. The structure of the CNN was
designed for the SNAKE environment but implemented using a
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deep learning library called KERAS. Other packages that were
used are GYM and NUMPY.

One of the first milestones towards getting the desired
results was to find the optimal settings with which the agent
would train. This will assure a high learning speed, as well as
a good learning quality. Unfortunately, it is not as easy to find
the satisfying parameters as it may first appear, every agent
and every environment might need its own different sets of
parameters. Some rough guidelines on how to set and tweak
these numbers do exist, in essence the main method is by trial
and error.

In order to quickly find the best parameters, we decided
to reduce the grid size of the game to 3 × 3 instead of the
intended 6× 6, that would be used in the end to validate the
project goal. The result of testing different activation functions
on a 3× 3 grid during 20,000 games can be seen in Figure 5.
After evaluating the 3 × 3, the result had to be scaled up, to
test if the results would still be viable after scaling up, a small
subsection had to be retested on the proper 6× 6 scale.

After scaling up it was time to start training, still however,
there were parameters that needed to be set. The major one
was the learning rate, being the only parameter that is able to
be set without a large amount of testing, the learning rate is
defined as

lr =
1

T
(7)

where T is the amount of episodes run by the snake.

VII. RESULTS

Testing several different activation functions with a 3×3
grid over 20,000 played games, resulted in Figure 5.
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Fig. 5. Different activation(top)/optimization(bottom) functions tested on a
3× 3 grid for 20,000 games averaged over ten runs.

The CNN that we settled upon after testing had the follow-
ing structure with the Adam optimizer and an initial learning
rate of lr = 0.001:

• Convolutional, depth 15, zero padding, ReLU activation

• Convolutional, depth 32, zero padding, ReLU activation
• Dropout, probability 0.25
• Dense, size 50, ReLU activation
• Dense, size 50, ReLU activation
• Dense, size 50, ReLU activation
• Dense, size 4, linear activation
After 2× 106 played games the agent learns the mechanics

of the game. It will seek out cherries to gain points and avoid
walls/itself to survive. Playing 2 × 106 games took roughly
66 hours and resulted in an average score of 16 points per
game. The creators themselves achieved an average score of
11 points by playing the game a total of only 30 times and
averaging across all games. As a result, the agent was able
to beat its creators with an average score of 16 per game in
comparison to 11 points achieved by the creators.

VIII. DISCUSSION AND ANALYSIS

The project was a success in the sense that the agent plays
the game better than its owners. There is however a fair bit of
uncertainty in this result because of the agents ability to react
more quickly than a person. If the speed of the game is set too
high, the computer will win no matter what. If the speed is set
too low a person would be able to easily get a 100 % score.
In the end we set the speed so the snake traversed the entire
grid in roughly one second which led to the aforementioned
results.

Ways to improve the result outside of changing speed would
be to more thoroughly test and evaluate every possible parame-
ter affecting the agent. A lot of parameters were never touched
during this project. One example is the convolutional layers
used in KERAS where only 6 parameters out of the 15 possible
were given. The other 9 parameter were automatically given
default values, but to find the optimal setting all parameters
have to be considered. The reason not all parameters were
tested were the limited amount of time and computer power.
More dedicated computer power could lead to more tests being
run and better decisions would therefore be made regarding the
CNN structure and parameter choice. In the end, deep learning
is mostly about tuning parameters up and not so much about
the theory behind it.

Furthermore, the structure of the actual CNN has great effect
on the learning results. Many different combinations were tried
and tested but better structures can most likely be found. In
addition, while trying to find the best activation function and
optimization function, a starting learning rate had to be set
for each one. On top of this, every function worked best with
different learning rates and although we tried to maximize
the result for all, chances are the resulting plots are slightly
skewed. This can lead to misleading conclusions drawn from
testing since the tests might not be perfect comparisons.

One of the problems we encountered were the incremental
reduction of the learning rate. It turned out that it is set when
the model is built during initialization and subsequently any
reduction done during run time had no effect. This problem
was easily avoided by rebuilding the model with a new
learning rate. On the other hand, this problem cost the project
a week of testing.
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IX. CONCLUSION

• If time and effort is saved by using already implemented
libraries from the web. Make sure the functions in these
libraries are well understood before using those so that
no testing has to be redone.

• Working on a project with as many unknown parameters
as this project requires a lot more research and testing of
the individual variables.

• The agent was able to beat its creators by scoring an
average 16 points every game, compared to the creator’s
score of only 11 points, and thus full-filling one of the
goals set by our project group.
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Reinforcement Learning for Video Games
Joar Edlund and Jack Jönsson

Abstract—We present an implementation of a specific type
of deep reinforcement learning algorithm known as deep Q-
learning. With a Convolutional Neural Network (CNN) combined
with our Q-learning algorithm, we trained an agent to play
the game of Snake. The input to the CNN is the raw pixel
values from the Snake environment and the output is a value
function which estimates future rewards for different actions.
We implemented the Q-learning algorithm on a grid based and
a pixel based representation of the Snake environment and found
that the algorithm can perform at human level on smaller grid
based representation whilst the performance on the pixel based
representation was fairly limited.

I. INTRODUCTION

The basic principle of reinforcement learning (RL) is that
an agent performs actions in an environment and after that
the agent receives information about the environment in the
form of a reward. The goal of RL would be for the agent
to learn how to choose what actions to make to maximize
its accumulated reward in the environment. This is a useful
approach for systems and environments where the dynamics
are unknown and unpredictable and has to be learned by
exploring the environment. By using deep neural networks
to enhance the classical learning algorithms, RL has found
increased recognition for its performance in different tasks at
an almost real world level of complexity. Example of such
applications would be where RL algorithms have been used
in different games to perform above human level. One of the
most notable of such achievements would be when DeepMind
used RL to train a machine to the point where it could beat
the reigning world champion of game Go, Lee Sedol, 4 games
to 1 [1]. Deep reinforcement learning has also been used to
outperform humans in various set of classic Atari game. The
approached used for this is discussed by Mnih et al. in [2].

We performed experiments and developed a deep rein-
forcement learning algorithm that learns how to play the
classic game of Snake in a reasonable amount of training
time. For this a mathematical model to represent the problem
will be presented. From this a deep reinforcement learning
algorithm has been developed and implemented to evaluate
the possibility of learning to play the game optimally.

II. THEORY

A. Markov decision process

A Markov decision process is a mathematical model suitable
for problems regarding decision making. Martin L. Puterman
refers to the collection of parameters

(T, S,As, p(· |s, a), r(s, a)) (1)

as a Markov decision process in [3]. T represents a set of
decision epochs, either discrete or continuum, for when the

decisions are to be made. Since decisions in the game Snake
are made at discrete time steps, T is considered as a discrete
set. S is a set of all the possible states of the system, a
state s describes the current state of the game, for example
the position of the snake and the apple. The states will be
represented as pixel values of the captured screen where the
value of a pixel is an integer between 0 and 255. As is the set
of possible actions in state s that the agent can make decisions
from. For this problem, the same actions are available in all
possible states, so As is considered as the set of possible
actions A for all states. The possible actions are up, down, left,
right and no operation. r(s, a) is the reward function which
denotes the reward the agent receives from being in state s
and performing action a. For example taking a state and action
pair resulting in the snake collecting an apple would result in
a positive reward for that decision. p(· |s, a) is the transition
probability function, a probabilistic distribution that describes
the next state for the next decision epoch. [3] The decision
process for the Snake environment qualifies as ”Markov” since
the reward and transition functions depend only on the past
through the current state s and the action a the agent makes
in this state.

In this model, we are supposed to decide between the
possible actions in any current state. This is represented as
the policy function

π(s) = a (2)

that takes a state s from S as input and returns an action a
from A as output. The problem to be solved is choosing the
optimal action for each state as to maximize the total score in
the game. This means finding the policy which will maximize
the expected reward when performing an infinite amount of
actions following the policy, that is

π∗(s) = argmax
π

E
[ ∞∑

t=0

γtr(st)|π
]

(3)

where π∗ is the optimal policy and st is the state at time step
t. γ ∈ [0, 1] is the discount factor, a parameter describing the
importance of the future rewards.

B. Reinforcement learning & Q-learning

According to Richard S. Sutton and Andrew G. Barto in [4],
when the probabilities or the reward of the Markov decision
process are unknown, the problem is a reinforcement learning
problem, where the agent learns to maximize the cumulative
reward from experiencing the system. Most reinforcement
learning algorithms are based on estimating Value functions.
The Value functions describe how valuable it is for the agent
to be in a specific state, or what rewards the agent expects to
receive in the future from being in this state. However, what
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reward to be expected from the future states depends on what
actions will be performed in the future as well, so the Value
functions are defined with respect to a specific policy π(s)
to be followed. It is therefore possible to define a state-value
function for a policy π as

V π(s) = Eπ

[ ∞∑
k=0

γkrt+k+1|st = s
]

(4)

denoting the expected reward when following the policy π
at any time-step t. One can now define a similar function, that
under a policy π takes a state s and an action a to describe
how valuable this state-action pair is as

Qπ(s, a) = Eπ

[ ∞∑
k=0

γkrt+k+1|st = s, at = a
]

(5)

which is the action-value function for a policy π. [4] Mnih
et al. have in [2] discussed a similar reinforcement learning
problem where the algorithm has been evaluated for a variety
of Atari games. In the paper the optimal action-value function
has been defined as

Q∗(s, a) = max
π

E
[ T∑
t′=t

γt′−trt′ |st = s, at = a, π
]

(6)

which is the maximum expected reward achievable when
following any policy π after performing some action a in the
state s. The optimal action-value function is of importance
since it obeys the characteristics of the Bellman equation.
This comes from considering the optimal action-value function
Q∗(s′, a′) for the following sequence of states from the next
time step s′ as known for all the possible future actions
a′. The optimal playing strategy would then be to choose
actions a′ that maximize the action value function for all future
time steps. This leads to a possibility to rewrite equation (6),
expressing the maximum expected reward from a state-action
pair as

Q∗(s, a) = E
[
r + γ max

a′
Q∗(s′, a′)|s, a

]
(7)

By using the rewritten Bellman equation it is now possible
to estimate the action-value function with iterative updates, and
when performing an infinite amount of iterations the estimate
will converge to the optimal action-value function (6). [2]

While this approach in theory converges to optimal, it is
impractical since every single possible sequence of future
states s′ has to be evaluated separately. Therefore it is more
appropriate to do as Mnih et al. in [2] and use an approximate
function for the estimation of the Q-function instead as

Q(s, a, θ) ≈ Q∗(s, a) (8)

Considering the large state space of the environment, a
neural network is used for approximation where the parameter
θ represents the weights in the neural network.

With a function that approximates the optimal action-value
function, it is possible to calculate the action-value (or Q-
value) for a current state s and all the possible actions a.
According to equation (5) this output value represents the
expectation of how valuable it is to perform this action in

Fig. 1. Basic fully connected neural network. The gray circles represent the
neurons and the black lines represents the weights between the neurons.

the state, and as stated in equation (3) the optimal policy is
the policy that maximizes this value. Therefore the optimal
policy and likewise the optimal decision in this state would
simply be to choose the action that corresponds to the highest
Q-value.

C. Neural networks

Artificial neural networks, commonly known as just neural
networks, are a design which is inspired by the functionality
of the human brain and are sophisticated universal function
approximators [5]. The basic structure and functionality is
fairly easy to understand. A neural network consists of a set
of layers and each layer consists of a set of neurons as shown
in Figure 1.

Usually a neural network has an input layer, one or more
hidden layers and finally an output layer. Layers and their
respective neurons are connected via weights. The neuron
itself represents a value which is fed forward in the network
via the weights to the neurons in the next layer during a
forward pass. A forward pass is the process of giving the
network an input and producing an output which is commonly
referred to as a prediction. Weights are simply floating points
which are multiplied with the output of the neuron it is
connected to and then fed into the input of the next neuron.
A visualization of the connection between neurons is shown
in Figure 2. The value yk of neuron k is dependent on the
outputs xi from the n neurons and weights it is connected to
and is calculated as

yk = σ(

n∑
i=1

xi ∗ wki − bk) (9)

where bk is a bias and σ is the activation function. The
purpose and choice of activation function is further explained
in section II-C3. By adjusting the weights using gradient
descent the network can be ”trained” and achieve desired
functionality.

1) Fully connected layer: A fully connected layer is a layer
which neurons are connected to each and every neuron in the
prior layer in the network like the one shown in Figure 1.
These types of layers have shown to be good for mapping fea-
tures to a more separable space [6]. In theory a fully connected
structure of a neural network is optimal. In practice, when it
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Fig. 2. Arbitrary neuron k in a neural network. The lines on the left represent
the input and the lines on the right represent the output to the neuron function.

Fig. 3. Example of how a convolutional layer consisting of one filter of size
3x3 and stride 2 calculates its output using dot product of the filter weights
and the input

comes to interpreting pictures, fully connected networks fail
to perform well. Fully connected neural networks used for
mapping features from images needs large amounts of weights
and therefore becomes hard to train. [7]

2) Convolutional layer: A convolutional layer consists of
a set of filters which hold the weights for the layer. When an
input is fed forward the filters are convoluted over the input
from the layer prior to the convolutional layer. An output of
one iteration of the convolution is done by performing dot
product of the filter and the input. Figure 3 shows an example
of how the convolution is performed. The squares in the figures
represent the neurons. In this example the convolutional layer
consists of one filter of size 3x3 and a stride of 2 is used. Stride
is how many steps the filter should jump after each dot product
(minimum of 1). From an input size of 9x9 this convolutional
layer produces a 4x4 output with only 9 weights. Usually a
convolutional layer consist of multiple filters and this results
in a 3-dimensional output. A convolutional neural network has
the property of being able to make good assumptions about
the dependencies and locality of the input values [7]. In the
context of the game Snake, a convolutional neural network
is suitable since the location of the input pixels are of big
significance and pixels that are close to each other are highly
dependent.

3) Activation function: The activation function σ shown in
equation 9 is introduced to establish a nonlinear behavior of
the neural network. In [2] Mnih et al. presents the perfor-
mance difference between a linear versus a non-linear function
approximator on multiple Atari games. The linear learner is
seldom successful in making good predictions since the games
are of a nonlinear character. tanh, sigmoid and rectifier
are examples of common activation functions used in neural

Fig. 4. The grid based representation of the Snake game

networks [8].

tanh(x) =
ex − e( − x)

ex + e( − x)

sigmoid(x) =
1

1 + e( − x)

rectifier(x) = max(0, x)

(10)

III. METHOD

A. Network structure

We have surveyed two different representations for the
Snake game. One which is referred to as a grid based version
and one that is referred to as a pixel based version. In the
grid based version the snake itself is only one pixel wide and
the apple is represented as one pixel value. The snake moves
through each individual pixel in a grid based manner. In the
pixel based version the snake is a few pixels wide and the
apple is represented as a square of pixels. The purpose of
this representation was to formulate a problem where each
individual pixel is not as important to consider as in the grid
based. We wanted to make an agent that can interpret the
environment in a more general way and realize the relations
between the pixels. In both versions the raw pixel values from
the environment are used as the state representation. We have
chosen the terminology ”grid based” and ”pixel based” just to
distinguish the environments.

The size of the states in the grid based representation are
tested for both 5 × 5 and 10 × 10. The visualization of the
grid based representation for 5× 5 is shown in Figure 4. The
pixel based approach captures the screen with 64 × 64 RGB
pixels, resulting in the state being of the size 64 × 64 × 3.
The visualization for the pixel based representation is shown
in Figure 5

In the context of the game Snake a network of fully
connected layers could be used if pre-defined features were
established and fed as input to the network. For example,
information about the direction and position of the snake
and the apple could be used as input. However, the purpose
of this project is to determine whether it is possible for a
neural network to find the optimal playing strategy using
the raw pixel values from the game environment. In [2] a
network structure with three convolutional layers followed by
two fully connected layers is presented. We implemented a
simpler version of this structure using two convolutional layers
followed by two fully connected layers as shown in Figure 6.
All layers have the rectifier as activation function except the
last dense layer where the activation function is linear. The
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Fig. 5. The pixel based representation of the Snake game

Fig. 6. Basic illustration of the DQN structure for models used for grid and
pixel based representation

reason for the choice of activation function is that functions
like tanh and sigmoid have possibility to ”kill” the gradient
during the backward pass [8].

B. Loss function and optimizer

To estimate the optimal action-value function we define a
loss function as Mnih et al. describes in [2]. The loss function

is the mean square error of the Bellman equation (7)

Li(θi) = E
[
(E[y|s, a]−Q(s, a, θi))

2
]

(11)

where y is a substitution of the optimal target value in (7) to
the approximated target value from the neural network, that is
y = r + γ max

a′
Q(s′, a′, θi) using values for the θ-parameter

from previous iterations.
The optimization used for reducing the loss function is

ADAM, a method for stochastic optimization introduced by D.
P. Kingma and J. Ba in [9]. The ADAM optimizer calculates
the gradient of the objective function, the mean square error
loss function, with regards to the parameters θ and are then
used to update the θ parameters. An important parameter
when using a gradient descent based optimizer is the learning
rate. The learning rate is used in the algorithm to updating
the parameters of the objective function, and represents how
large the updating steps are. If the learning rate is set too
low, the small updates may lead to slow or convergence
to local minima. Setting the learning rate too high however
could lead to overshooting the minimum of the objective
function, resulting in no convergence or even divergence of
the objective function. It is therefore important to adjust and
try out different values of the learning rate. As Kingma and Ba
show in [9] when analyzing the convergence of ADAM, the
learning rate is assumed to be decreasing over the time steps.
So as the objective function converges towards its minimum,
the learning rate theoretically has to decrease with a rate so
that it decays to zero when a minimum is reached. However
in practice, one could try out different values for both the
learning rate and its decay and even set the learning rate to
a non decreasing constant and see results in the optimization.
We have found that reasonable values for our problem and
approach is a learning rate in the range 0.005 to 0.0001.

C. Reward function

The reward function, r(s, a), that determines what reward
the agent gets after performing an action in a state is also
something that could be defined in different ways to fit the
goal of learning. As for our problem regarding maximizing the
total score playing a game of Snake, the basic way of setting
up a reward function for the environment is simply to copy the
dynamics for how the game awards the player with a score.
For Snake, every time the player collects an apple a point
is received and therefore the agent should receive a positive
reward for the state-action combination that makes the snake
collect an apple. However, it is also possible to make changes
in the reward function that could improve the learning for the
agent. For the Snake game we will both consider giving the
agent a positive reward for collecting an apple and by also
giving it a negative reward for reaching a terminal state, since
we want the snake to avoid ”dying”. When the agent makes
an action that leads to the snake neither dying nor collecting
an apple there will also be some reward returned. This reward
could be a reward of 0 as the game usually awards score, or
could be defined to return either a positive or negative reward.
It is then necessary to find a good ratio between the rewards
for the most effective learning.
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TABLE I
NETWORK LAYER SPECIFICATIONS FOR THE GRID ENVIRONMENTS

Layer Size/Filter size Num. filters Stride

conv2d 1 3x3 8 stride: 1

conv2d 2 2x2 16 stride: 1

dense 1 256 - -

dense 2 5 - -

D. Algorithm

The algorithm used for solving the problem of finding an
optimal policy is largely based on the same algorithm Mnih
et al. used for solving a variety of Atari games in [2]. A
technique called experience replay is used, where the agent
first observe the environment by performing actions at each
time step. For each time step, the following data of the game
(s, a, r, s′) will be saved in a memory. After the observation,
the learning takes place by setting up the Bellman equation
and optimizing the loss function. The samples used for this is
a batch randomly selected from the observation filled memory.
While doing this instead of using the consecutive observations
to train on, we avoid the correlation between samples and
therefore reduce the variance in the updates leading to more
efficient learning. When using experience replay, the memory
is filled with observations from many previous states and a
uniform random selection over the observations means we get
an average of the observations. This improves the learning
and makes it smoother by avoiding oscillations in the network
parameters or getting stuck in a local minimum, or diverging
to no result.

When observing the environment, it is important to explore
a large part of the state space of the environment to see
how the agent can collect the most reward. This leads to
a determination of how the agent should act during the
observation steps, should it always follow the action-value
functions maximum value and assume this to be the optimal
policy and further improve the knowledge of this sequence
of actions and states, that is exploiting the environment. If
this sequence is strictly followed, the agent might never try
out another sequence that it has less information about but
could eventually lead to a higher accumulated reward. It
would be necessary to sometimes try out other routes and
not simply follow the action-value function when observing
to avoid following a sequence that could lead to a local
minimum, that is exploring the environment. Kaebling et al.
discusses the trade off between exploring and exploiting during
reinforcement learning in [10]. The exploring used in our
algorithm is what Kaebling et al. refers to as a randomized
strategy. When choosing an action during observing, the agent
chooses a random action with probability ε. ε is referred to
as the exploring rate. The exploring rate will start at a high
value, a probability of 1, to encourage initial exploring. The
exploring rate will exponentially decrease with each training
episode with a rate causing it to reach the minimum probability
of 0.1 at the final training episode.

The full algorithm is presented below

Q-learning algorithm
Initialize a memory D with capacity N
Initialize function Q with random network weights
For episode in range 1 to M

Initialize starting state
For t in range 1 to observtime

Select a random action with probability ε
Else select action at = argmax

a
Q(st, a, θ)

Perform action a, observe and save
(st, at, rt, st+1) in D
Sample a batch of observations randomly from D
For j in range 1 to batch size

Set target for aj and sj pair as rj if game
terminates at j + 1
Else set target as rj + γ max

a
Q(sj+1, a, θ)

Update the network by optimizing the loss function
with respect to the network parameters

Update the exploring rate ε

IV. RESULTS

When evaluating the performance of a model trained from
the algorithm we let the agent play one game at the end
of each episode following the approximated Q-function and
document the game score as the amount of apples collected.
The best performing agent for the 5×5 and 10×10 grid based
environments achieved an average score of approximately 13
and 20 apples per game and a maximum score of 23 and
32 in one game respectively. The maximum possible score in
respective environment is 23 and 98. The network structure
used was the same for the 5×5 and 10×10 model and is the
presented in Figure 6, with parameters according to Table I.
The models were trained with the hyper parameter values for
the algorithm and reward function according to Table II.

TABLE II
ALGORITHM PARAMETERS USED FOR THE GRID BASED ENVIRONMENTS

Environment 5× 5 10× 10

Replay memory size, D 500000 500000

Discount factor, γ 0.9 0.9

Learning rate, α 0.0001 0.0001

Initial exploration rate 1 1

Final exploration rate 0.1 0.1

Batch size 32 32

Episodes 100000 75000

Observe time Until terminal Until terminal

Reward for collecting apple 1 1

Reward for moving -0.04 -0.01

Reward for terminating game -5 -5

The 5× 5 environment and 10× 10 trained for 100000 and
75000 episodes respectively. The average game score from the
last 100 games is presented in Figure 7 for 5× 5 and Figure
8 for 10× 10. The results clearly shows that the performance
in playing the game improves over the training episodes.

When using a pixel based representation, we found it very
difficult to train the agent to make any performance improve-
ment in the actual game score. However a visual analyze when
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Fig. 7. Score for 5× 5, the y-axis show the average game score for over the
last 100 episodes and the x-axis shows the current episode

Fig. 8. Score for 10× 10, the y-axis show the average game score for over
the last 100 episodes and the x-axis shows the current episode

the agent plays showed somewhat of an improvement playing
the game, as it showed a tendency of avoiding crashing in to
the edges.

The network model used in which we could see somewhat
of an improvement had a similar structure to the one also used
for the grid environments, with an extra convolutional layer.
The different layers also have more filters and nodes, as to get
a more complex approximation function for the problem with
a larger state space. The parameters in the model is presented
in Table III. Due to the poor improvement of performance
in the results during training, the algorithm parameters were
never set to specific values for a learning process but rather
adjusted throughout the entire learning process.

TABLE III
NETWORK LAYER SPECIFICATIONS FOR THE PIXEL ENVIRONMENT

Layer Size/Filter size Num. filters Stride

conv2d 1 8x8 32 stride: 3

conv2d 2 4x4 64 stride: 2

conv2d 3 3x3 32 stride: 1

dense 1 512 - -

dense 2 5 - -

Fig. 9. Alternative representation of the environment with a tail introduced

Fig. 10. Scenario where it is impossible to make an action with certainty of
getting the maximum score

V. DISCUSSION

A. Environment representation

The representation of the snake environment used was
maybe not optimal for specifically solving the environment.
As shown in Figure 9 a tail is introduced with the purpose of
improving predictions in states in the end-game. We realized
a problem with our original representation that making good
predictions of the best action in some states in the later stages
of the game was impossible by only being fed one state of the
environment. An example of this problem is shown in Figure
10. The figure illustrates a scenario where the snake going
upwards results in it collecting an apple but ultimately the
snake will crash into itself two iterations later. In this case
following the tail is the best strategy and this is the reason we
introduced the environment where the tail is represented as a
separate value. To address this problem using a more general
reinforcement learning direction we modified the input of our
DQN. Instead of just feeding the network the current state,
the previous state is stored and then stacked on the current
state producing an input size of N ×N × 2 where N = 5, 10.
This was an idea inspired by the method of using stacked
states as input in [2]. The idea was that if the network has
access to the previous state it may learn the dependencies of
the previous state during training. However, in practice all our
models had similar performance with an average score of 13
collected apples per game.

B. Rewards

Giving the agent a reward of +1 for collecting an apple
and -5 for dying was chosen based on the idea that an action
resulting in collecting an apple is good, but not always the best,
while an action leading to a crash is always the worst action.
We kept the values relatively low and instead adjusted the
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learning rate to decrease learning times. However, the choice
of what reward to give the agent when no apple has been
collected and no crash has occurred had the biggest impact on
the learning process. When given positive rewards (∼ 0.01)
the agent quickly learned not to crash into the walls, but had
a tendency to get stuck in infinite loops. Since the agent gets
a positive reward for staying alive the possible accumulated
rewards diverges to infinity. The learning process was slow,
and a probable reason is that the memory gets filled with
identical states which decrease the quality of the batch sample
update since the variance of the memory D is reduced. In
theory the best reward from the agent’s perspective is to collect
all apples except the last one and keep going infinitely in
a loop. Because of these observations no predominant time
was added to examine this approach. The training process
giving the agent no reward (0) for every iteration survived,
was faster and the agent seemed to have a systematic strategy
of collecting the apples. Often the agent chose to spin around
close to the edges and only collecting apples when getting
close to them. Giving the agent a negative reward (∼ -0.01) for
surviving resulted in the fastest learning process. In minutes
of training the agent was able to learn to collect 5 apples
per game on average. Though we were careful not to set the
reward for surviving too low because this might become a
major problem during the end game. An example is the state
of the environment in Figure 10 where the agent has to perform
a lot of steps with negative rewards for being able to collect all
apples. Too low of a reward could result in the agent predicting
that the best action is to crash into the wall if the path to the
apple is too long i.e. the accumulated reward for going the path
to the apple is lower than just crashing instantly because of
the negative reward. This has to be carefully scaled according
to the size of the grid.

C. Learning rate

Adjusting the learning rate was a major part of optimizing
our algorithm. Theoretically for a function approximator to
converge, a learning rate decreasing towards zero is necessary.
However, in practice often a low constant constant learning
rate is used [11]. We compared the learning performance
for three different constant learning rates: 0.005, 0.0025 and
0.0001. Depending on the number of episodes that had passed,
the learning process was significantly different for networks
trained with the different learning rates. When it comes to
collecting apples a learning rate of 0.005 and 0.0025 had a fast
learning process in the beginning of the training session where
the 0.005 was the fastest. A learning rate of 0.0001 resulted
in slow learning in the beginning of the training session but
resulted in the best average score in the end, shown in Figure
7. Our conclusion to the result of an experiment shown in
Figure 11 is that too high learning rate in the later stage
of the training session may negatively affect the learning. To
examine the effect of a change in learning rate during training
we trained an agent for 100000 episodes with a learning rate
of 0.0001 and then changed the learning rate to 0.0005 for
a few thousand episodes. During these episodes the average
score for the agent was noticeably lower than before. In the

Fig. 11. Experimental change of the learning rate. The agent is trained for
100000 episodes on learning rate 0.0001. The learning rate is then increased
to 0.0005 and finally decreased again to 0.0001 after a few thousand episodes.

Fig. 12. Illustration of a low-dimensional optimizing problem where the
learning rate is too high and the algorithm never converges towards minima.

figure you can also see a change in the gradient of the curve.
When the learning rate is changed to a higher value at this
stage of training, the speed of which the agent learns reduces.
Then the learning rate was set to 0.0001 once again. A few
thousand episodes later the average score went back up to
previous scores. The immediate peaks shown in Figure 11 are
the cause of how the averaging score is calculated and does
not reflect the general performance.

The reason for the sudden oscillations when the learning
rate is changed as shown in Figure 11 is because of how the
average score is calculated. Though the reason for the general
poor performance when the learning rate is increased could
be that the learning rate is set too high. In the game of Snake
the environment gets more complex for each apple that is
collected. Update of the weights in the network becomes more
sensitive to changes and a learning rate too high might result
in poor minimization of the loss function. The solving for the
optimal Q-function for the game snake is a multidimensional
optimization problem but the problem of too high learning
rate can be illustrated in a lower dimension as in Figure 12.
The gradient descents are too large and skips over possible
minima.

D. Pixel based version

Since the state space of the pixel based environment is very
large, more exploration i.e. longer training times are needed
for the agent to learn compared to the grid based environment.
A reasonable network size is crucial to reduce the time of each
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gradient descent especially when limited computing power is
available. Introducing the stride in convolutional layers reduce
the number of parameters in the network and thereby the
time of each gradient descent but also reduce the information
about the environment. Therefore a good balance between
network size reduction and information from the environment
is preferred.

VI. CONCLUSION

In this paper we present our implementation of a Deep Q-
learning algorithm used to learn an agent to play the game of
Snake in a 5×5 and 10×10 sized grid based environment using
the pixel values as input. We also examined and discussed the
possibilities for implementing the same algorithm on a pixel
based version. From analyzing the results of the examination
we also discuss the importance of the different algorithm
parameters to improve the learning process.

The results shows that the agent learns to play the Snake
game at decent level in the 5 × 5 and 10 × 10 environments
while it fails to make significant improvements in playing the
game in the pixel based version.

VII. FUTURE WORK

Future work from this paper could be to further examine the
algorithm in a pixel based representation with a larger state
space by implementing double Q-learning, where a separate
target network is used to, and introducing dueling networks.
Also a more systematic approach for tuning the hyper pa-
rameters in the algorithm can be done through grid search
or random search for instance. There is also the possibility
of using dynamic hyper parameters to enhance the learning
process.

APPENDIX A
CODE

Code GitHub: https://github.com/KexSnake18/KexSnake18
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LEARNING THE WAYS OF TOMORROW
How can the act of learning best be explained? Until recently this concept has been exclusive to living 
things and a question more suited for psychologists than engineers. Now though, the question is of 
high priority within a vast number of scientific fields. An approach to answering this and applying the 
concept in robotics is found in reinforcement learning.

Taking care of logistics, managing inventories and evaluating trading strategies are just a few examples of 
what machines have been successful in. Many implementations are based on schemes that learn on the basis 
of having a sort of teacher, who knows what is ‘correct’ and lets the robot learn on the premise of finding 
out what action is right and what is wrong. Reinforcement learning (RL) machines do not get the pleasure 
of knowing if an action per se was the correct one, instead a more abstract concept in the form of a reward 
system is inferred. A quote by the English philosopher John Locke (1632 – 1704) sums up the idea of RL quite 
well:  “The mind at birth is like a blank slate, waiting to be written on by the world of experience.”

The RL machine is like a child learning how to play a board game. Imagine setting up the pieces for a new 
game and making the first move, an increased number of moves makes the choices more difficult, the same 
applies to machines. A game of chess has an enormous amount of possible actions, yet computers mastered 
it decades ago. This amount does however pale in comparison to that in a game of Go where the number of 
possible moves is larger than there are atoms in the observable Universe. In recent years, breakthroughs 
have been made with implementing RL using brain-like neural networks, this has lead to the computer pro-
gram AlphaGo which beat the Go world champion Lee Sedol. 

Further achievements in machine learning will prove instrumental in implementing automation in many 
areas of your everyday life. Who knows what computers will learn that can help us tomorrow?



162

Reinforcement learning (RL) is a class of ma-
chine learning methods which offers a way to 
explore and exploit an environment without 

prior knowledge of its properties. The environment 
could be a simulated physical space, a state space 
consisting of a number of states. In reinforcement 
learning a decision maker, referred to as the agent, is 
an essential part of the algorithm. The agent chooses 
which actions to take inside the environment in or-
der to receive an as large expected reward as possi-
ble. States and actions are explored by trial and error 
in order to find an optimal behavioral policy for the 
agent. When choosing an action, given a certain state, 
the agent receives a reward which is used to improve 
the policy. Artificial neural networks greatly extend 
the capabilities of reinforcement learning algorithms 
to problems with large state spaces, by efficiently ap-
proximating complex functions.

In project C4, the groups explore the capabilities 
of Deep Reinforcement Learning algorithms in a 
multi-agent system. When there are multiple agents 
interacting with each other the problem of learning 
an optimal policy becomes more difficult. This is be-
cause the choices made by other agents can be unpre-
dictable, leading to the environment being perceived 
as non-stationary from a single agent’s point of view.

In project C5, the groups aim to control a continu-
ous time system with no prior assumptions on the 
system model. Algorithms for discrete time rein-
forcement learning has been successfully employed 
for a long time. The difficulty that arises with contin-
uous-time systems is that the action space becomes 
infinite within a given boundary, this has made deal-
ing with continuous time systems a challenging task 
for reinforcement learning. The project deals with 
this difficulty by the use of an off-policy actor-critic 
algorithm called Deep Deterministic Policy Gradient 
(DDPG).

The results from the projects show that reinforce-
ment learning algorithms are capable of finding good 
solutions to complex problems within simulated en-
vironments, both in multi-agent and continuous en-
vironments.  With right data processing and prepa-
ration, the artificial neural networks prove to be a 
good technology for approximating the functions 
that decide over the agent’s behavior. This is true for 
both the multi-agent systems investigated by project 
C4, as well as the continuous time and space applica-
tions investigated by project C5.

Since most physical systems are continuous and 
sometimes difficult to approximate with a standard 
control model, continuous reinforcement learning 
may prove to be a powerful tool in solving these prob-
lems. Deterministic models like DDPG introduce 
noise in the action space in order to achieve sufficient 
exploration. This noise plays an important role in 

the rate of convergence and different types of noise 
could be further researched. In terms of multi-agent 
systems, the level of necessary cooperation between 
agents could be increased by enforcing new types of 
interactions. Some examples of these interactions 
could be overseeing each other need for rest/recharg-
ing, two agents needed to move a large object etc.

The use of unsupervised learning methods such as 
reinforcement learning is especially suitable when 
no labeled data is available for supervised learning 
methods, or to further improve an already trained 
model. Today the methods are mostly limited to aca-
demic research due to the unconfirmed reliability of 
the models and the requirement of many iterations 
in order to converge to an optimal solution. In the 
future, with advances in computational hardware, 
reinforcement learning methods are likely to play a 
bigger part and may be used to optimise the behavior 
of complex systems such as self-driving cars. Rein-
forcement learning algorithms enables super-human 
performance and are able to explore unknown solu-
tions. This may change how we view and approach 
these problems.

IMPACT ON SOCIETY AND ENVIRONMENT

The ethical discussion about human-like machines 
has been an extremely thought-provoking subject in 
philosophy, followed by literature and art, long be-
fore computers were invented. It is not a surprise that 
artificial neural networks, based on biological neural 
networks, have awakened controversy. Can artificial-
ly intelligent machines (AI) obtain consciousness, 
gain rights, and responsibilities the same way as we 
do? How do we assure ethical treatment to AI or most 
importantly, what makes a machine a being?
Since the technology is new, the consequences of us-
ing AI are fairly unknown, but some expected im-
plications are that simple jobs will be replaced by 
intelligent robots. In reality, a significant technolog-
ical breakthrough has yet to happen and intelligent 
robots still remain in the unknown future. Howev-
er, an ongoing discussion about the consequences of 
using AI as a workforce is present in the media and 
is progressively becoming more popular among pol-
iticians. It can certainly be argued that AI is likely to 
bring an improvement in the quality of life. Bill Gates, 
Microsoft co-founder, in the conversation at Hunter 
College in New York City at 13 of February 2018, said: 
“We used to all have to go out and farm. We barely 
got enough food, when the weather was bad people 
would starve. Now through better seeds, fertilizer, 
lots of things, most people are not farmers. And so 
AI will bring us immense new productivity” .
 He and many others mean that a probable conse-
quence of the development of AI can spur a change in 
the work fields that require human presence, which 
could lead to a large number of current jobs disap-

CONTEXT C3: LEARNING IN DYNAMICAL SYSTEMS
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pearing. On the other hand, new jobs should emerge 
or the extended use of AI could result in shorter 
working weeks.

Nevertheless, there have also been pessimistic voic-
es in this discussion. Many people believe that an 
enlarging number of robots replacing humans will 
in the long-term lead to increased poverty and seg-
regation. Another concern is how people will distrib-
ute the goods created by machines. The fact that the 
Earth consists of people from various linguistic, reli-
gious and political affiliations can make it difficult to 
counteract social inequalities which can be created if 
the resources will be held only in the hands of man-
ufacturers. A related consequence is the issue of cre-
ating systems that are biased because of unwanted or 
inverted correlations, for example if the system is be-
ing trained on uniform data. Biased algorithms when 
used to make financial or legal systems can further 
increase social inequalities .

In addition, people should have the right to an ex-
planation when the decision is made by an AI. Clar-
ifying why things happen the way they do can be a 
problem with AI and machine learning since the 
models are usually complicated and nobody really 
knows exactly why a specific decision has been made 
by the system. 

The issue of whether the manufactures should hold 
the legal responsibility for the choices made by their 
AI or whether the responsibility should be left in the 
hands of the owners/buyers seems to be an even more 
controversial subject with many voices on both sides. 
Choosing to save your own life instead of a stranger’s 
life has been seen as less honourable, sometimes re-
sulting in social ostracism but as far as the modern 
law is applied, people are often not expected by law 
to make ethical choices in a life-threatening situa-
tion. Privacy is also an important issue that needs to 
be discussed. 

Companies are collecting and storing data from its 
users but where should the line on which data that 
are acceptable to collect be drawn? 

Referring back to the responsibility for AI actions, 
one major question is how an AI system should be-
have in ethical dilemmas. While decisions made by a 
human can be judged and discussed from many an-
gles, there is no doubt that a human choice is often 
made as a result of an emotional impulse, not a pre-
dictable algorithm calculation. Finally, who should 
be responsible for a mistake made by an AI? Imagine 
a traffic accident caused by a bus driver. One can ar-
gue that whether or not a decision that leads to the 
loss of human life was made by a human or AI is ir-
relevant when the outcomes in both situations are 
the same.

To sum up, there are many ethical issues related to 
machine learning and AI, however the effects on the 
environment are hard to predict and even harder to 
quantify. If the ethical issues are handled in a good 
way the positive aspects of machine learning and AI 
will still exceed the negative consequences and there 
is a strong believe among engineering students that 
the technology we build today will create a better fu-
ture.

CONTEXT C3: LEARNING IN DYNAMICAL SYSTEMS
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C4a: DISTRIBUTED OPTIMIZATION THROUGH DEEP REINFORCEMENT LEARNING

A Study of Reinforcement Learning in Multi-Agent
Systems

Marta Jablecka and Hanna Kerek

Abstract—Reinforcement learning has recently gained popu-
larity due to its many successful applications in various fields. In
this project reinforcement learning is implemented in a simple
warehouse situation where robots have to learn to interact with
each other while performing specific tasks. The aim is to study
whether reinforcement learning can be used to train multiple
agents. Two different methods have been used to achieve this aim,
Q-learning and deep Q-learning. Due to practical constraints, this
paper cannot provide a comprehensive review of real life robot
interactions. Both methods are tested on single-agent and multi-
agent models in Python computer simulations.

The results show that the deep Q-learning model performed
better in the multi-agent simulations than the Q-learning model
and it was proven that agents can learn to perform their tasks
to some degree. Although, the outcome of this project cannot yet
be considered sufficient for moving the simulation into real-life,
it was concluded that reinforcement learning and deep learning
methods can be seen as suitable for modelling warehouse robots
and their interactions.

I. INTRODUCTION

Machine learning is an area within computer science where
systems are given the ability to learn without being explicitly
programmed [1]. The main areas of machine learning are
supervised learning, unsupervised learning and reinforcement
learning [2]. This project focuses on reinforcement learning
(RL). RL is based on the idea that an agent without any
supervising and in an unknown environment should find its
way to do a given task. An example where RL has been
successfully implemented is Alpha Go, a program developed
by Google DeepMind which beat the best Go player in the
world.

In this paper the word agent is used to describe a system
which is an independent part of a larger program. The term
program applies here to the entire system which has to contain
at least one agent, an environment is a module where the
simulations are done. In this project, the agent’s task is to
move to a designated location without any collisions. When
the agent moves through the environment it obtains rewards
and by maximizing the rewards the agent learns to perform its
task optimally [3].

This project’s aim is to enlarge the typical model of a single-
agent to a more complex models containing two respectively
four agents working simultaneously in the same environment
and through that examine if RL can be used to train multiple
agents. One major issue with moving to multi-agent simulation
is the fact that the environment is no longer static since
collisions can occur between two or more agents. A static
environment ensures that both negative and positive rewards
are always going to be obtained in precisely the same place

in each simulation. In contrast to this, a non-static environ-
ment can return an unexpected negative reward which can
slow down the learning process or make it impossible. In
an attempt to overcome this issue, Q-learning and deep Q-
learning algorithms are implemented and modified as shown
in the further parts of this report.

II. THEORY

A. Markov Decision Process

The environment in this project is based on Markov De-
cision Process (MDP). MDP is widely used as a framework
and has become a cornerstone of RL [4], [5]. It is important
to know that a RL algorithm does not need to have any
knowledge of the MDP [6]. Furthermore, using MDP as a
framework for single-agent algorithms has been proven to be
one of most efficient solutions currently available. [7].

Fig. 1: Agent environment interaction RL. [7].

MDP can be explained by Figure 1. At each time t the agent
receives its current state st as an input from the environment
and take an action at which becomes the output. Afterwards
the agent receives the reward rt+1 and the next state st+1

from the environment [7]. A policy function π is used to
decide which action to choose in each state [8]. The goal is to
maximize the cumulative reward

∑
rt over a finite or infinite

time horizon [7]. The expected reward for a given state s = st
is called the state value function V π(s) and can be described
by the Bellman equation where j represents all possible next
states st+1:

V π(s) = max
a∈As

(r(s, a) + γ
∑
j

p(j|s, a)V π(j)) (1)

In equation (1) γ represents the discount factor, which is a
value between 0 and 1 that determines the agent’s interest
in short-time versus long-time reward. Moreover, p(j|s, a)
represents the probability of moving from state s to j = st+1

with action a. The equation has a unique solution for each
policy [8]. The optimal policy π� can be described by:
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π�(s) ∈ argmax
a∈As

(r(s, a) + γ
∑
j

p(j|s, a)V �(j)) (2)

One simple example of a grid-world with arrows indicating
the optimal policy in each step is shown in Figure 2. As
explained earlier, the policy function π dictates which move
an agent takes. Finding the optimal policy is the main aim of
using MDP.

Fig. 2: Simple grid environment for a single-agent, where the
coloured squares represent obstacles and the the oval-shaped
object represents the goal position. The agent’s task is to move
to the goal using the optimal policy while avoiding obstacles.

B. Q-Learning

One well-established and widely used algorithm in RL is Q-
learning [7]. The Q-learning algorithm works by maintaining
a table of Q-values Q(S,A). The table is referred to as Q-
table in the following parts of this paper. Here, S is the
set of possible states and A is the set of possible actions.
Further, Q(s, a) represents the current estimate of the Q-value,
Q(st, at). After assigning values to the expected rewards, the
Q-function selects the state-action pair with the highest Q-
value. The Q-value is estimated by selecting an action at from
the current state st and is denoted by:

Q(st, at) ← (1− α)Q(st, at) + α[r(st, at) + γ ·max
a

Q(st+1, a)] (3)

where r represents the reward, γ is the discount factor and
α is the learning rate. The learning rate regulates to what
extent new information overrides old information [7], [9]. The
algorithm based on this theory is written in pseudo-code and
presented in Algorithm 1 [9].

Although the Q-learning table seems to operate well in a
simple single-agent situation, it is not an adequate method for
more complex tasks. For multi-agent systems, where the state
and action space are large, the convergence of learning may
be extremely inefficient and time consuming. Furthermore, in
the multi-agent system, the environment is no longer static
which leads to gaining penalties from collisions. Knowing that
the positions of agents are updated based on the Q-table, it is
expected that both learning time and the path chosen by agents
to complete their task may not be optimal, especially if the
goal of the program is to easily apply it to a more complicated,
real-live environment with multiple agents.

C. Deep Q-Learning

Because of the limitations of Q-learning, our approach is
to combine Q-learning with a neural network, that is, use so

Algorithm 1 Q-Learning

Initialize Q-table
Initialize the state s and add s to Q-table
for each episode do

for each step in episode do
Choose action based on the largest reward (obtained
from the Q-table)
Move to the next state
if next state not in Q-table then

Add next state to Q-table
end if
Update Q-table using Q-function

end for
end for

Fig. 3: Simple neural network with 3 nodes in the input layer,
4 nodes in each hidden layer and one node in the output layer.

called deep Q-learning [10]. Neural networks are algorithms
modelled on the human brain, that is, a highly-structured
graph, organized into hidden layers and are used to mimic
human learning. They consist of an input layer, an output layer
and one or several hidden layers with each layer containing
one or several nodes [11]. A common variant of deep neural
networks that are used in this project are fully connected neural
networks. In fully connected neural networks, the nodes in one
layer take inputs from every node in the previous layer. For
example, Figure 3 shows a fully connected neural network
consisting of an input layer, two hidden layers and an output
layer, were the nodes in the first hidden layer takes inputs from
every node of the input layer.

Deep Q-learning is a compromise of exploration and ex-
ploitation. Exploration is when the agent tries new choices of
actions and exploitation is the maximizing of reward according
to known information of the agent [12].

Deep Q-learning is obtained when neural networks are used
to approximate the Q-function Q(s, a; θi) where θi are the
parameters (weights) in the neural network at iteration i. When
training the agent, a method called experience replay is used.
This means that the agent’s experiences et = (st, at, rt, st+1)
are stored in a replay memory after each time-step t into a data
set Dt = {e1, ..., et} for several episodes, an episode includes
every step until a terminal state is reached. A random sample
from the memory, a minibatch, is then updated simultaneous
with Q-learning using the following loss function:
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Li(θi) = E(s,a,r,s′)

[
((r + γ ·max

a′
Q(s, a′; θ−i ))−Q(s, a, θi))

2
]

(4)

where θ−i are the neural network parameters that are used for
computing the target r + γ · max

a′
Q(s, a′; θ−i ) at iteration i

and Q(s, a, θi) is a predicted value. The goal is to minimize
this function, that is, to predict a more accurate value. The
advantages of this method over standard Q-learning are that
every step of experience can be used in many weight updates
which improves efficiency and that the randomized samples
reduce the variance of the updates since strong correlations
between consecutive samples are minimized [13]. Algorithm
2 shows the algorithm following the theory above and based
on the algorithm introduced by Google DeepMind [10].

Algorithm 2 Deep Q-Learning

Initialize replay memory to a chosen capacity N
Initialize action-value function Q with random weights θ
Initialize target action-value function Q̂ with weights θ− =
θ
for episode from 1 to M do

Initialize sequence s1 = {x1}
for t = 1 to T do

With probability 1− ε select a random action at;
Otherwise select at = argmaxa Q(st, a; θ);
Execute action at and observe reward rt and new state
st+1;
Store experience (st, at, rt, st+1) in the memory;
Sample random minibatch of experiences
(sj , aj , rj , sj+1) from memory;
Set yj = rj if episode terminates at step j + 1,
otherwise yj = rj + γmax

a′
Q̂(sj+1, a

′; θ−);

Perform a gradient descent step on (yj−Q(sj , aj ; θ))
2

with respect to the network parameter θ;
end for

end for

III. METHOD

In this project two types of RL methods were used, Q-
learning and deep Q-learning. Five models were developed.
One single-agent and one two-agent model with Q-tables as
well as one single-agent, one two-agent and one four-agent
model with deep Q-learning. All models were implemented in
Python and the constants and rewards used are shown in Table
I. An episode in this project is defined as the time between
the start of an agent’s life in its starting position and when
it reaches a death point. The number of steps is the number
of times an agent makes a move during one episode and the
reward is the total reward obtained during an episode.

In the Q-learning models with Q-table the agent starts over
in its start position every time it collides with an obstacle or
another agent. In the two-agent case the agents wait for each
other until they both have reached their goals or had a collision
with an obstacle and then start over in their start positions at
the same time. In the deep Q-learning models however the

agent moves uninterrupted until it reaches its goal and then
starts over from its start position. In the case of two and four
agents, they wait in their goal position until all agents have
reached their goal positions and the agents then start over in
their respective start positions.

TABLE I: Constants used in the simulations.

Discount factor, γ 0.9
Learning rate, α 0.01
Reward for agent going into obstacles -2
Reward for agents colliding -2
Reward for agent reaching goal 4
Reward for all other states -0.1

A. Single-Agent Static Model with Q-Table.

As mentioned earlier, a major advantage of the Q-learning
table is that it is easy to implement [8]. In order to understand
how to construct a simulation with Q-learning, a single-agent
model was built.

Fig. 4: Grid-world environment for a single-agent model.
Triangle shape and circle respectively denote the start location
of the agent and its goal in the simulation. The coloured
squares indicate obstacles with a negative reward.

The Q-learning algorithm was applied to a simple grid-
world environment, shown in Figure 4, which allows straight-
forward investigating of the results. In this simulation, an agent
starts in the upper-left corner of the grid and has to reach
the goal located in the bottom-right corner, indicated with the
circle. Since the grid has the size {10× 10} the model consists
of 100 states. The agent can move only one square at a time
and has 5 possible actions in each state; up, down, left, right
and stop. As seen in Figure 4, some of the squares are marked
with colour and indicates obstacles, which the agent should
avoid.

Following the idea of RL, the agent was given no prior
knowledge of its task or environment and was trained by
obtaining rewards for each action. In this model, getting to
the goal gives a positive reward (4), entering an obstacle gives
a negative reward (-2) and moving along white, neutral cells
gives a negative reward of -0.1, as described in Table I. The
algorithm used to construct the single-agent model can be seen
in Algorithm 1 and follows the theory introduced earlier [9].
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B. Two-Agent Model with Q-Table.

The two-agent model with Q-table is based on the single-
agent model. The grid-world is now adapted to the two-agent
situation, where each agent starts in a different corner of the
grid-world and their goals are located at the start locations of
the other agent, see Figure 5.

Fig. 5: Grid environment for a two-agents model.

Once the simulation starts, the agents, which again have not
been given any prior information on the environment, receive
a penalty (-2) every time they collide with each other and the
same rewards as the single-agent model for entering obstacles,
reaching the goal and moving from one white cell to another.
The same algorithm as in the single-agent model was used and
the agents’ primary goal is to learn to avoid collisions with
each other and reach their goals.

In this model, the Q-table was enlarged to 1002 = 10000
states since we are working on a {10× 10} grid-world and
each grid is assumed to represent one state where an agent can
be found. Following these calculations, it is easy to see that for
a {10× 10} grid-world, the size of the Q-table will increase
significantly with an increasing number of agents, obtaining
100x number of states, where x represents the number of
agents in a simulation. In addition to this, the number of
actions were doubled, so that each agent has its own set of
actions in the Q-table. Even though the work presented in
this paper focuses on a small, multi-agent system, the most
substantial problem with Q-tables i.e. the lack of scalability,
is noticeable.

C. Single-Agent Static Model with Deep Q-Learning.

The single-agent model with deep Q-learning is based on
the same grid-world as in the single-agent model with Q-table.

As mentioned earlier, Algorithm 2 shows the algorithm used
for deep Q-learning in this project. A neural network with
an input layer, one hidden layer consisting of 64 nodes and
an output layer is used. The neural network has 5 output
values which corresponds to the 5 possible actions that the
agent can take in each step. Each state gives 14 input values
in this model, the distance from the agent to the goal and
the distance from the agent to the obstacles in x- and y-
direction. The neural network was implemented by using the
machine learning library TensorFlow in Python. In neural
networks, activation functions are used to decide which nodes

are activated and what information is relevant. The ReLU
activation function is used in this project; which means that
the output equals the net input if the total input is greater than
zero but if the total input is less than or equal to zero the
output will be zero. This can be explained by the function

y = max(0, wTx+ b) (5)

where x is the input, y is the output, w is the weight vector
and b is the bias [14]. The neural network consists of a
target network and an evaluation network which correspond
to the target and the prediction explained in the theory of this
report. Their structures are the same, but they have different
weights and biases since they are updated at different times.
The weights in the target network are fixed for the first 200
steps and are then replaced by the weights in the evaluation
network every 200 step. The memory size is 2000 and the
minibatch size is 32. Training is not conducted for the first 200
steps and then for every fifth step and only on the evaluation
network.

In deep Q-learning a parameter ε is also used which is the
exploration rate and explains the trade-off between exploration
and exploitation. In this case ε starts with the value 0 which
gives exploration a high priority at the beginning of the
simulation. The value is then increased with 0.001 for every
training until the maximum value of 0.9 is reached. More
specifically, each time an agent chooses its action, an arbitrary
value 0 < i < 1 is generated, if i > ε a random action
is chosen, i.e. the agent determines a random action with
probability 1− ε. For ε = εmax the probability of selecting a
random action is equal to 10%.

D. Two-Agent Model with Deep Q-Learning.

In the two-agent model with deep Q-learning, the same
grid-world as in the two-agent model with Q-table is used.
The algorithm used is the same as in the single-agent model
with deep Q-learning. Each agent has its own neural network
with an input layer, one hidden layer consisting of 64 nodes
and an output layer. Each state gives 16 input values in this
model; the distance between the agent and the other agent,
the distance between the agent and its goal and the distance
between the agent and the obstacles in x- and y-direction.
Each neural network has 5 output values which correspond to
the 5 possible actions that the agent can take in each step.
The neural network is implemented in the same way as for
the single-agent model with the same activation function and
structure.

E. Four-Agent Model with Deep Q-Learning.

The four-agent model contains 1004 possible states. The aim
of presenting this model is to show that the deep Q-learning
algorithm does not lose its properties when the number of
states is drastically increased. As seen in Figure 6, the four-
agent model is based on the previous models used in this paper.
Each agent has its own network with the same structure as the
neural networks used in the single-agent and the two-agent
model. Each neural network gets 20 input values in each state
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Fig. 6: Grid environment for a four-agents model.

which are the distance to the agent’s goal, the distance to the
3 other agents and the distance to the obstacles in x- and y-
direction.

IV. RESULTS

Table II illustrates the percentage of episodes with colli-
sions for every agent in each model for a selected number
of episodes and divided into three categories. As explained
before, for the deep Q-learning models the agent is free to
move everywhere on the grid until it reaches the goal point,
while for Q-learning models, the agent "dies" if it enters
an obstacle, collides with another agent or reaches its goal
position. It is therefore important to bear in mind the possible
bias in the analyse of the output of simulations. The categories
Obstacle and Agent provide the percentages of episodes where
collisions with one or more obstacles or another agent occur
respectively. The category Total contains the percentages of
all episodes with collisions. The interval of examined episodes
were chosen so that it starts at the point where it was clear
that the reward function for the given model is convergent.
The Figures 7, 8, 9 and 10 present the reward as a function
of episode for each model and respective agent.

TABLE II: Percentage of episodes with collisions.

Model Obstacle [%] Agent [%] Total [%] Episodes [103]

A 0 - 0 4-10

B, agent 1 0.24 0.84 - 85-95

B, agent 2 47.71 0.84 - 85-95

C 12.75 - 12.75 4-10

D, agent 1 14.30 2.98 16.98 4-10

D, agent 2 5.71 2.48 8.10 4-10

E, agent 1 12.06 13.86 21.45 4-10

E, agent 2 6.78 24.34 27.74 4-10

E, agent 3 31.64 14.25 32.34 4-10

E, agent 4 16.06 11.05 21.66 4-10

Turning now to the Table III, it shows the average number of
actions needed to be taken by an agent to reach its goal in the
same interval of episodes examined in Table II. In all models,
the agent’s optimal policy consists of 18 steps. It is easy to
see that only in the case with one-agent and Q-learning, the
optimal policy is reached.

TABLE III: Average steps for reaching goal.

Model Steps Episodes [103]

A 18.00 4-10

B, agent 1 18.13 85-95

B, agent 2 22.11 85-95

C 19.95 4-10

D, agent 1 20.02 4-10

D, agent 2 19.97 4-10

E, agent 1 19.97 4-10

E, agent 2 19.87 4-10

E, agent 3 19.99 4-10

E, agent 4 20.02 4-10

As can be seen in Table I, the discount factor, learning rate
and rewards were chosen to be equal in all models. It is worth
noting that changing those factors could significantly change
the results of the simulations. The given numbers were chosen
to compromise the best possible results in each model.

Fig. 7: Reward plotted against episodes for a single-agent with
both Q-learning and deep Q-learning.

Fig. 8: Reward plotted against episodes for the two-agents
model with both Q-learning and deep Q-learning for agent 1.
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Fig. 9: Reward plotted against episodes for the two-agents
model with both Q-learning and deep Q-learning for agent 2.

Fig. 10: Rewards plotted against episodes for the four-agents
model with deep Q-learning.

V. DISCUSSION

The first question this study sought to answer was whether
RL can be used in a multi-agent situation. Specifically, whether
multiple agents can work simultaneously in the same environ-
ment while avoiding collisions with each other and obstacles.
In Table II the percentages of episodes with collisions are pre-
sented. This study did not find that it is possible to completely
eliminate collisions between agents but the relatively low
percentage of collisions brings hope for further improvement
and could be worth inspecting.

The most obvious finding from the results is that both Q-
learning and deep Q-learning algorithms are leading the agents
to seek the highest reward, as seen in Figure 7, 8, 9 and 10,
which means that after the initial phase of exploration the
agents strive after reaching their goals using the optimal policy.
Although, the average number of steps taken by the agents is
slightly higher than 18 (optimal policy) in the two-agent and
four-agent models it can be argued that all agents reaching
the optimal policy in a multi-agent dynamic environment may
cause a higher number of unwanted collisions. The fact that the
agents find their optimal paths only in the static environment,
see Table III, can be used to confirm the association between

the policy and collisions, that is, the decreasing number of
collisions is not simply just a result of finding the shortest
path by the agent.

It is important to remember that the agents in the Q-learning
algorithm with Q-table and the deep Q-learning algorithm have
different death points. This is because this set-up has been
found to give the best results for each respective case. When
both algorithms have the same death points one of them does
not converge or will converge much slower because of the
differences in how the algorithms work. The deep Q-learning
algorithm only teaches agents to find their goals if the agents
only restart when they reach their goals. The algorithm with
Q-table will take much more time to train if the agents do not
restart when they collide with an obstacle or another agent.
There is also a difference in the penalties agents get when
they collide with each other. In the Q-table, both agents in the
collision get a penalty but in the deep Q-learning case only
the agent that goes into another agent gets a penalty.

A. Single-agent model

When comparing the results between Q-learning and deep
Q-learning in the single-agent model, it is evident from Figure
7 that the deep Q-learning algorithm converges faster than
the Q-learning algorithm but is more unstable and never
completely converges as well as the Q-learning algorithm. This
can also be seen in Table II and III where it is clear that the
Q-learning algorithm reaches the optimal policy at 18 steps
and 0% collisions with obstacles while the deep Q-learning
algorithm has a higher value of average steps and collisions.

B. Two-agent model

In the two-agent situation, the deep Q-learning algorithm at
first presents a better outcome than Q-learning. Even though
the reward function is still very unstable and never really
converges to one value, the learning process is noticeable
shorter compared to the Q-learning algorithm. This can be seen
in Figure 8 and 9. However the Q-learning algorithm performs
better when looking at a longer period of time, when it comes
to percentages of collisions between agents. The most striking
result to emerge from the data is that agent 1 and 2 from
model B present a very different outcome when it comes to the
number of collisions with obstacles because agent 1 converges
much faster than agent 2.

The rewards used are decided to fit the deep Q-learning
models and are therefore not optimal for Q-table. When agents
receive a higher reward for reaching the goal and larger
penalty for collisions they will converge faster in the Q-
learning models. The deep Q-learning models however do not
converge for those rewards. On average, agents in both cases
were shown to seek an optimal path to reach their goal and as
mentioned above it is expected that the Q-learning algorithm
would present an even better output if the simulation extended
95 · 103 episodes.

C. Four-agent model

When the number of agents increases to four, more colli-
sions between agents occur which was to be expected. What
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is surprising is that the outcome of the four-agent model
simulation is still comparable to both the single-agent model
and the two-agent model with deep Q-learning. It can be
observed that increasing the number of agents in a simulation
is not reducing the algorithm’s ability to learn quickly. The
most interesting finding was that regardless of the number of
agents, all of them still managed to cooperate and focus on
finding the best path given the situation.

A note of caution is due here since collisions are still
occurring on an unsatisfactory level and may be further
increased if the number of agents were increased. It means
that the method is not strictly reliable in the four-agent case.
However, it seems possible that improving the outcome of the
algorithm in a single agent case would carry into any large
multi-agent model. Future studies on the topic of improving
deep Q-learning algorithm are therefore recommended.

D. Future work

In the two-agent and four-agent cases in this project the
aim of each agent is two maximize its own reward. For future
work on this topic it would be interesting to study if the agents
would be more devoted to collaborate with each other if they
were to have a collective reward instead of individual rewards.

Further research might also explore ways of making the
deep Q-learning algorithm more stable. A reasonable approach
to tackle this issue could for example be implementing double
deep Q-learning [15]. The double deep Q-learning algorithm
is an improved version of the deep Q-learning algorithm
introduced by Google DeepMind in order to minimize over-
estimating.

It would also be interesting to use a larger environment with
an increased number of agents to make the simulation more
similar to a real warehouse situation. To mimic a warehouse
situation even more, the agents tasks would have to be more
complicated for example by having different goals and start
positions for every episode or give the agents a long sequence
of task consisting of several smaller tasks.

VI. CONCLUSION

The results of this study give an insight to how a possible
multi-agent system could be built. The main goal of the project
was to determine if RL algorithms can be used to model
multi-agent systems. The most obvious finding to emerge from
this study is that agents could learn to work simultaneously
and seek their goals, if the stability of the deep Q-learning
method were increased. It is certain, that deep Q-learning
methods are more suitable for that task than standard Q-
learning implemented with Q-table, especially if the system
is large.

Whilst this study did not prove that it is definitely possible
to use Q-learning or deep Q-learning as a core system for
multi-agent models in a real life situation, many opportunities
exist for furthering research focusing on finding the perfect
method for that task. Promising results of this study encourage
a further research in the field and a natural progression of
this work is to analyse new deep learning methods as well as
improving the old ones.

Furthermore, the idea of multi-agent systems is still rarely
focused on in machine learning and the authors hope that
this paper will contribute to increasing the interest in those
particular systems.

APPENDIX
CODE

The Python code used for this project can be found on
GitHub, https://github.com/hannakerek/KEX.
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Deep Reinforcement Learning in Distributed
Optimization

Marcus Lindström and Jahangir Jazayeri

Abstract—Reinforcement learning has recently become a
promising area of machine learning with significant achievements
in the subject. Recent successes include surpassing human experts
on Atari games and also AlphaGo becoming the first computer
ranked on the highest professional level in the game Go, to
mention a few.

This project aims to apply Policy Gradient Methods (PGM) in
a multi agent environment. PGM are widely regarded as being
applicable to more problems than for instance Deep Q-Learning
but have a tendency to converge upon local optimums. In this
report we aim to explore if an optimal policy is achievable with
PGM in a multi-agent framework.

Numerical simulations implementing the aforementioned
method in an environment with up to 4 agents and moving ob-
stacles showed a convergence and the efficiency of the approach.
A relatively small amount of collisions took place once the learnt
agents were tested. These result differed when changing some
parameters such as learning rates and number of neurons in the
neural network.

The conclusion was that a very fast convergence upon at least
a local optimal policy was achieved in this setting.

I. INTRODUCTION

In the late 1950’s, “Machine Learning” was coined as a field
that is concerned with the study of algorithms that learn from
data and make predictions. While the subject suffered periods
of low interest (primarily during the 70’s), it has now seen
an increase in popularity much due to deep learning methods
becoming feasible.

Google’s DeepMind team caused lots of media attention
when their AlphaGo AI won against the reigning world
champion go player [1], and has since further developed this
into Alpha Go Zero; an AI based on “Tabula Rasa” learning.
Meaning it learns without any human intervention or data, but
exclusively from self play to the point where it wins in about
90% [2] of games against the earlier champion beating version.

This report investigates methods for solving a specific
problem within a paradigm of machine learning called Re-
inforcement Learning (RL), an area defined by the problem
of how AI’s ought to make actions within an environment
in order to maximize cumulative reward. The problem that
we address in this report consists of implementing model
free deep learning algorithms for optimizing the cooperative
behaviour of multiple agents. Our special case of this consist of
a R2 grid in which agents move along common paths, having
knowledge of other agents absolute positions and speeds while
transporting items between unique sets of starting and ending
positions.

II. PRELIMINARIES AND BACKGROUND

This section covers our approach to finding an optimal
control policy in the case of multi agent reinforcement learning
(MARL). First we outline the theory and methodology needed
for finding solutions in the case of single agents. Then move
on to how these can be manipulated and combined with deep
learning algorithms for tackling the more general case.

A. Single agent reinforcement learning

Definition 1 below introduces the finite Markov decision
process (MDP) which is the formal model used in single
agent RL:

Definition 1. A finite Markov decision process is a tuple
〈S,A, T, R, γ〉 where S is the finite set of environment states,
A is the finite set of agent actions, T : S ×A×S → [0, 1] is
the state transition probability function, R : S × A× S → R
is the reward function, and γ is a discount factor γ ∈ [0, 1].

For deterministic systems, the transition function is replaced
and takes on another form: T̄ : S×A → S , meaning also that
the reward function is determined completely by the current
action and state.

At each time step t the environment is described by st ∈ S ,
the agent observes the state and takes an action at ∈ A which
transitions the state to st+1 with probability T (st+1 | st, at).
The transition is evaluated by the reward rt+1 ∈ R according
to rt+1 = R(st+1 | st, at).

The agent follows a policy π(s) : S → A, i.e., a mapping
from perceived environment states to actions, and the goal is
suitably to find the optimal policy π∗ which maximizes its
total expected reward, this is where the learning of the agent
takes place, from modifying π over time. By taking the above
into consideration we introduce the state value function for
policy π [3]:

vπ(s) = Eπ

[ ∞∑
k=0

γkrt+k+1

∣∣∣∣∣st = s

]
, ∀s ∈ S, (1)

which describes for each state s its value for the agent to start
in if following policy π (the use of the discount factor γ can be
interpreted as minding less about future reward). The optimal
value function v∗(s) is closely related to the optimal policy
π∗, and as can be seen in equation (2a) and (2b), finding v∗(s)
means finding π∗(s):
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v∗(s) = max
π

vπ(s) = vπ∗(s), (2a)

π∗(s) = argmax
a∈A

∑
s′∈S

T (s′ | s, a)v∗(s′). (2b)

The aforementioned theory has so far not exclusively been
revolving around model free RL per se, but it does apply to
it. In the case of having complete knowledge of the MDP, one
can actually find the optimal control policy without ever letting
an agent “step into” the environment with use of planning
algorithms. The RL problem is not so simple, instead the agent
does not know beforehand how the environment will change
in response to its actions or how much reward it’s going to
get. Instead, the agent has to learn from experience and adapt
to its environment by taking actions within it and observing
the consecutive states it ends up in.

B. Neural networks

Deep learning methods are based on using neural networks
in order to find (or learn) a set of weights that characterize the
importance of different attributes of data. In the case of RL,
these weights are used in order for the agent to make ’good’
decisions and thus defines the policy described in section II.

A neural network consists of artificial neurons that maps
input to an output, mimicking the biological ones in the human
brain. Consider the simplest case of one neuron taking as input
for example, X1, X2 and X3 see figure 1.

Fig. 1. Illustration of a single neuron taking three inputs and mapping them
to a single output through an activation function f .

The weight Wi can be thought of as the importance of
attribute Xi for said neuron. The activation function denoted
f : R �→ R takes as input the sum of all weights times the
attributes and maps this to an output, it can be modelled differ-
ently depending on the scenario but a few worth mentioning
are the sigmoid, tanh and rectified linear functions given in
descending order by equations (3a), (3b) and (3c) below and
visualized in figure 2.

f(z) =
1

1 + e−z
, (3a)

f(z) =
ez − e−z

ez + e−z
, (3b)

f(z) = max(0, z). (3c)
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Fig. 2. Different types of activation functions used in neural networks.

Fig. 3. A neural network with one hidden layer.

A more complex network comprises many connected neu-
rons in different layers where one neurons output may be the
input of another, see figure 3. From the outside, only the input
and output layers are observed thus the middle layer is referred
to as ’hidden’ and an arbitrary amount of these may be used.
If we denote the amount of layers by ηl, which is equal to
three in our case, and denote layer l by Ll we can collect
the weights in matrices W l where element W l

(ij) corresponds
to the weight connecting neuron i in layer l with neuron j in
layer l+1. Furthermore, let ali denote the output of neuron i in
layer l, and zli the sum of weighted inputs to neuron i in layer
l, (for l = 1 we simply let a1i = xi where the xi’s are the input
values to the network). Also note that when modelling a neural
network, one can use varying kinds of activation functions for
each layer, thus we let the activation function for layer l be
denoted fl.

The output of our example network is referred to as a
hypothesis hW (x) and with the terminology laid out above we
can describe our networks computations with the following
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equations, (we let the activation function fl take vectors as
inputs and compute element-wise outputs):

a(1) = x, (4a)

z(2) = W (1)a(1), (4b)

a(2) = f2(z
(2)), (4c)

z(3) = W (2)a(2), (4d)

hW (x) = a(3) = f3(z
(3)). (4e)

There are other kinds of architectures for building neural
networks which we will not cover here, our example network
is referred to as Feedforward, characterized by connections
between neurons not forming cycles or loops.

Initially the weights W l
ij are chosen randomly, otherwise it

would result in a
(2)
1 = a

(2)
2 = a

(2)
3 ... etc. because of symmetry.

To update them smart, an algorithm called Gradient Descent
can be utilized which lightly speaking means that one follows
the opposite direction of a loss function J(W )’s (indicating
how ’bad’ an output is), gradient with respect to the weights
according to the following:

W l
ij = W l

ij − α
∂

∂W l
ij

J(W ). (5)

The partial derivatives ∂
∂W l

ij

J(W ) are calculated numeri-
cally with help of a method called Backpropagation [4] and
α is chosen as to indicate how sensitive each update of the
network should be to the gradient. Note that the loss function
is not restricted to being convex which means the algorithm is
susceptible to converging upon local optima rather than global
ones, this is in practice though usually not an issue.

C. Deep reinforcement learning
In order to utilize neural networks when optimizing a

control policy for a reinforcement agent one can use different
approaches. One example is to approximate the value function
mentioned earlier which indirectly gives the policy, in this
paper though we use a direct optimal policy approximation
through what are referred to as Policy Gradient Methods. The
network takes as input a representation of the state and directly
maps it onto a probability distribution of actions (or a policy),
this is then used in order to determine what action to take.

The loss function introduced in the previous part has to be
modelled in such a way so as to represent how actions and
rewards are related, a positive reward has to be the result of a
good action. We introduce the Cross Entropy function J(W ):

J(W ) = −
∑

rlogπ(a | s;W ). (6)

We see that in order to minimize J(W ), the policy has to
favour actions that give positive reward given a certain state.

III. METHODS

In this section, we discuss the practical issues of our
implementation. We show also how the rewards affected each
agent with respect to what state it transitioned to after taking
an action. Furthermore, we represent how the environment was
defined and represented.

A. Environment and rewards

The environment consisted of a 10 by 10 grid with three
horizontally moving obstacles where each agent had its own
respective goal (see figure 4). The rewards were adjusted so
that the agents always received a small negative reward from
each transition. Moreover, a larger penalty from either taking
an action that puts it on top of another agent or obstacle and
a big positive reward from getting to its goal (see table 1).

The state representation that the environment supplied
agents with consisted of a tuple with components representing
relative distances and directions to obstacles, agents and its
own goal and also rewards from each. It also contained
information regarding what direction each moving obstacle
was headed.

Fig. 4. The visualized environment with three agents in it, crosses represent
horizontally moving obstacles and squares are stationary goals.

TABLE I
DISTRIBUTION OF REWARDS THAT AGENTS COULD RECEIVE FROM
TAKING AN ACTION THAT TRANSITIONS IT TO A DIFFERENT STATE.

State Reward
Obstacle -1
Another agent -1
Goal 2
All states -0.1

B. Algorithm details

Initially, the goals, agents and obstacles were placed at
preset locations. This was followed by the obstacles updating
their position with one step horizontally and only changing
direction if encountering a wall. All agents could then take
one step and in response the obstacles took another and so
on. If one agent was to find its way to goal it froze in place
until all other agents also found theirs thus ending one episode.

All the implementations were done in Python3 using an
edited version of a publicly available GitHub code [5].
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IV. MAIN RESULTS

Fig. 5. Results from 10000 episodes one agent, two hidden layer with 24
neurons. The maximum reward was 0.3.

Fig. 6. Results from 10000 episodes one agent, two hidden layer with 24
neurons. The maximum reward was 0.3.

Fig. 7. Results from 10000 episodes two agents, two hidden layer with 24
neurons. The maximum reward for the agents were [0.2, 0.3].

Fig. 8. Results from 10000 episodes two agents, two hidden layer with 32
neurons. The maximum reward for the agents were [0.2, 0.3].

Fig. 9. Results from 10000 episodes thee agents, two hidden layer with 32
neurons. The maximum reward for the agents were [0.2, 0.3, 0.4].

Fig. 10. Results from 10000 episodes four agents, two hidden layer with 32
neurons. The maximum reward for the agents were [0.2, 0.3, 0.4, 0.4].
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TABLE II
AVERAGE PERFORMANCE/COMPUTATIONAL TIME FOR A LEARNING

SEQUENCE OF ONE TO FOUR AGENTS.

No Agents / nodes Global steps Time (s)
1 / 24 180,000 110
1 / 32 180,000 125
2 / 24 380,000 250
2 / 32 390,000 260
3 / 32 730,000 390
4 / 32 900,000 500

TABLE III
AVERAGE NUMBER OF COLLISIONS PER 2000 EPISODES EVALUATED OVER

TEN RUNS WITH LEARNED POLICIES.

No. agents Obstacle collisions Agent collisions
1 0 -
2 1.4 0
3 10.1 0.1
4 23.7 4.4

V. DISCUSSION

This section covers a direct analysis of the results given in
the previous section along with concerns regarding generality
and modelling of our algorithm. We also set the stage for
possible future research on the subject.

A. Data Analysis

All of the measurements performed and the data gathered
for the results were computed on a desktop with 4 cores,
2,2 GHz CPU and 16GB of RAM. The different times and
performance measurements are with regards to that compu-
tational power. During this section of the report references
to certain terms will be made, we begin with describing
these. An episode means that all of the agent have reached
their respective goals and a learning sequence is defined as
completing 10000 episodes.

B. Learning sequences

Table II functions as an quick overview for the time spent
on a learning sequence. The nodes defined in the table cor-
responds to the number of neural network nodes in the two
hidden layers. Global steps represents the number of actions
taken by all agents and the time was clocked from start to
finish. The values of Table II are not from a single learning
sequence but are instead composed of rounded averaged values
from three sessions.

Fig. 5 until 10 shows the gathered results of a complete
learning sequence. They are portrayed by graphs of rewards
as a function of episode. The interval for all six figures have
been set to be x-axis = [0, 104] and y-axis = [−20, 3]. In all
of the figures discussed here there have been large negative
rewards especially during the first episodes that were not able
to fit.

When increasing the number of agents to three or above the
acquired policy could often lead to a special situation. The
majority of the agents converged upon a reward near their
respective maximum. The remaining agents would instead

choose a policy leading to a negative reward caused for
example by a collision. This behaviour is partly a consequence
of the reward design in the algorithm. In MARL the design
of a suitable reward signal is a central problem and we used
a local one based on individual behaviour which is prone to
educate selfish agents. They ignore the others needs in order to
maximize their own reward and leaves them in a more difficult
state [6]. A typical scenario in the learning sequence can look
as in figure 11 where it is clear that when one agent chooses
greedily others may suffer.

Fig. 11. Four agent environment, the reference line is at -1.7 on the reward
axis and corresponds to the agents going the fastest way to goal with two
collisions on the way.

C. Evaluation of Learned Policies

After having learned policies over the course of 20.000
episodes, these were evaluated based on their collision fre-
quencies presented in table III. A collision is defined as one
agent taking an action that puts it on top of either an obstacle
or another agent, therefore; agents who stand still and collide
do not constitute a collision.

Not surprisingly, we see an increase in the number of
collisions when more agents are being used, although not
substantial. These numbers could likely be lowered with help
of more learning and fine tuning of α (see eq. (5)).

When visualizing the system, it is apparent that these
policies constitute agents moving along paths with as much
space between them as possible, thus lowering the chance of
having agents collide. This as opposed to making more room
between agents and obstacles, the reason being likely that the
behaviours of these are easier to learn since their movements
are deterministic.

D. Generality and Model Analysis

This project used the direct approach of attempting to map
states to actions i.e. Policy Gradient Methods. As has been
touched upon in the report, the method is susceptible to
converging upon local optima rather than global ones. This
was noticed as the agents sometimes would stay at certain
positions and not continue to explore the grid. However, if an
agent was to find its goal, it did not take much time for it to
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afterwards find its optimal policy, though not necessarily after 
having explored the whole environment.

The learned policies do seem to generalize in up scaled 
environments but fail to be meaningful in different settings, 
i.e. repositioning of goals and starting positions. This however 
does not have to be a problem depending on the situation in 
which the algorithm were to be implemented.

E. Future Work

• A rather large bias that was introduced in our algorithm
was how the network output was used in order to take
actions, this could have been modelled differently e.g.
instead taking its argmax and using an epsilon greedy [7]
approach.

• It would be interesting to compare convergence rates
between our approach and others, e.g. deep Q-value
networks [8].

• Learned policies in less complex environments e.g. with
less agents could be utilized in order to learn more
complex policies.

• Since the problem has a direct graphical interpretation,
an approach using Deep Convolutional Neural Networks
[9] would be worth inspecting.

• Modelling the environment with more bias towards mak-
ing collisions more frequent e.g. choke points could
be worth exploring to evaluate behaviour of a more
cooperative nature.

• In this project a constant learning rate was used to
generate policies, taking into account that this parameter
has a big impact on the result; it would be wise to
consider ways to choose this with more care, e.g. a
decaying scheme.

• Implementing a mixed reward signal i.e. a combination
of a local and global one, e.g. methods mentioned in [6].
This could be compared to the approach considered in
this report.

VI. CONCLUSIONS

• Finding optimal policies for multi agent systems does
work up to a limited amount of agents when using
policy gradient methods. Depending on the nature and
complexity of the system, simplifications may have to be
made.

• The initial neural network weights do affect the conver-
gence rate greatly when networks are learning.

• Learned policies are sensitive to how rewards are defined
during learning, if chosen poorly; unwanted behaviour
does arise in the result.

• Learned policies do not generalize to new environments,
though they may be utilized in similar settings to make
the learning more effective.

• The learning rate i.e. α is hard to choose so as to not end
up in a local maximum but still find the optimal policy.
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Exploring Deep Reinforcement Learning
Algorithms for Homogeneous Multi-Agent Systems

Jesper Brunnström and Kamil Kaminski

Abstract—Despite advances in Deep Reinforcement Learning,
multi-agent systems remain somewhat unexplored, in comparison
to single-agent systems, with few clear conclusions. In order to
investigate this, two algorithms have been implemented and tested
on a simple multi-agent system: Deep Q Learning with several
improvements (EDQN) and Asynchronous Advantage Actor-
Critic (A3C). The result shows that with an increasing number of
agents, learning a well performing policy takes more time. When
only a few agents are used, the performance of both algorithms
when fully trained is similar and could be viewed as satisfactory.
With more than 3-4 agents the performance of the A3C algorithm
decreases while EDQN maintains its good performance. Certain
hyperparameters of these algorithms have been investigated and
the results have been presented. In conclusion EDQN performs
better than A3C with multiple agents. For both algorithms, there
is a strong sensitivity with regards to the hyperparameters.

I. INTRODUCTION

In machine learning, most algorithms demand huge amounts
of data, where the correct answers are already known. Such
a scenario is known as supervised learning. For some tasks
the optimal way to perform the task is not known, or the
cost needed to record enough correct answers is unreasonably
high. For this kind of scenario Reinforcement Learning (RL)
provides a way to arrive at a solution. The purpose of this
project is to explore algorithms in RL, which allows teaching
of a learning entity through only positive and negative rein-
forcement.

Since the introduction of Deep Q Networks [1], the devel-
opment of reinforcement learning algorithms has accelerated
significantly. Superhuman performance has been demonstrated
in a series of complex tasks, such as Go [2], Atari 2600 games
[1] and Chess [3]. Less has been accomplished in the domain
of multi-agent systems, where more than one entity is acting
simultaneously to accomplish its own goal.

In this project, the objective is to evaluate some of these
recent reinforcement learning algorithms for a system with
multiple agents, which in general are more difficult than single
agent systems. The task to be learned draws inspiration from
autonomous robots in a warehouse, where a single robot needs
to transport items from different places to a drop-off point,
while avoiding collisions with the others in communal areas
as well as avoiding colliding with a wall.

For this purpose, algorithms for deep reinforcement learning
are implemented and evaluated on a set scenario. Section II
explains all the necessary technical details as a background.
Section III then translates these general ideas to our specific
implementation method while section IV showcases our results
and analysis. Finally section V discusses all key findings,
conclusions and recommendations for future studies.

II. BACKGROUND

A. Reinforcement learning

Reinforcement learning (RL) deals with the problem of
learning to make optimal choices in a dynamical system,
without knowing its properties [4]. This is viewed as an agent
making decisions in an environment. The properties of the
environment at a given time are defined by its state, which
could be the position of the agent, or something more complex.
From the state information, the agent performs an action and
receives a reward.

Environment

Agent

st rt

st+1

at

Fig. 1. Flowchart of a RL system. Here, at is an action, rt is a reward and
st is a state, while st+1 is the next state.

For a system like the one shown in Figure 1 many different
learning algorithms can be constructed and used. For the
purposes of this project Q-learning, with some additions,
is selected to be one evaluated algorithm, as described in
section II-C. Q-learning is a general RL algorithm used very
commonly. As a measure of comparison a secondary algorithm
AC3 is implemented, described in section II-D.

B. Artificial Neural Networks

A fundamental component used in deep reinforcement
learning algorithms are Artificial Neural Networks (ANN).
The multi-layer perceptron (MLP) type of ANN, used in
this project, is built on the concept of simple non-linear
computational units that, when combined, can compute very
complex functions. These computational units, neurons, are
arranged into layers, where a neuron in a certain layer gets a
weighted sum of the outputs from the earlier layer as input.
These networks can have an arbitrary number of layers, as well
as number of neurons in each layer. An exception is the first
and last layer, which will need to correspond to the desired
dimension of the input and output vectors.

To train an ANN, a loss function has to be defined. The
training objective is to minimize the loss function. Given
a certain input, the output of the ANN is computed, from
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x1

x2

x3

x4

y1

y2

y3

Fig. 2. Visualization of an ANN with inputs and outputs

which the loss can be calculated. The gradients of the network
weights with regard to the loss function are determined, and
the weights are adjusted a small amount in the direction that
decreases the loss function the most.

C. Q-learning

The Q learning algorithm aims to estimate the Q(s, a)
function, where a is an action performed in state s, which
is the expected value of taking an action, given a certain state.
It is a bootstrapping algorithm, meaning that the estimate of
the Q function is based on earlier estimates. [5]. The action of
an agent is selected based on some behavioral policy which
in most cases focuses on selecting an action with a high Q
value, for exploitation, with some probability of selecting some
random action, for exploration. Thereafter, using the received
reward r, the Q-function is updated according to

Q(s, a) ←− Q(s, a)+η(r+γmaxa′Q(s′, a′)−Q(s, a)). (1)

In order to perform this update the best action a′ in the
next state s′ needs to be found. Then, the state s′ becomes the
current state s and the sequence is restarted and iterated until a
terminating condition for the current episode is satisfied, e.g.
the agent has reached the goal. The algorithm is run for as
many episodes as necessary to find a satisfactory policy.

What defines the Q algorithm as an off-policy algorithm is
that the best next action a′ is used in the update. An on-policy
algorithm would take into account what would happen if the
best available action was not selected, meaning that a safer
policy is more likely to be preferred.

1) Enhanced Deep Q Learning (EDQN): Extensions to the
normal Deep Q Learning (DQN) algorithm have been made
according to the Rainbow Q algorithm [6] with the exception
of a few parts. Therefore the implemented algorithm is in this
paper named Enhanced Deep Q Learning, in order to distin-
guish it from Rainbow. The parts from the Rainbow algorithm
that are missing are distributional networks and n-step returns.
The parts that are included are experience replay, double Q-
learning, prioritized experience replay, dueling networks and
noisy nets.

Experience replay, removes the need to alternate between
running the environment, in order to gather information, and
training the network every timestep. Instead, for each action

all the necessary values to perform an iteration of the training
algorithm are saved. These are the current state, action, next
state, reward and also the priority used in prioritized replay
described further down in this section. The samples used for
training are therefore no longer sequential in time, and can also
be used more than once [7]. This allows for feeding training
data as batches into the neural network which further optimizes
the program time performance.

Double Q-learning, is the first improvement strategy in the
Rainbow Q architecture. It involves deployment of a secondary
artificial neural network, the target network, alongside the
main network. Regular Deep Q Learning suffers from an over-
estimation bias of the Q function. By having the main network
choose the best action and the target network estimate that
value, the bias is lessened. The procedure is described in more
detail in algorithm 1. [8] The target network is not trained,
instead the parameters θT are incremented towards the main
network parameters θM according to

θT = τθM + (1− τ)θT (2)

where θ is represents all the weights of a network. The target
network is updated each mini-batch, with the hyperparameter
τ controlling by how much, being typically a small number
near 10−3 [9].

Prioritized experience replay, aims to learn primarily from
the experiences in the memory where there is much to learn
[10]. The prioritization is made based on the loss function,
which is the temporal difference error, defined as

TDerror = (Qtarget −Q)2. (3)

The TD error is then used when calculating the priority
p, and subsequently the probability P with which the spe-
cific experience will be sampled from memory. The α is
a hyperparameter between 0 and 1 controlling the amount
of prioritization, while k is a small constant prohibiting the
probability from becoming exactly 0. The equations are then

pi = (TDerror + k)α

Pi =
pi∑

m
pm

. (4)

The TD error for a new transition is initially unknown, and
would require propagating through the entire neural network
to calculate. Instead a new transition is entered into the
memory at maximum priority, corresponding to the TDmax

hyperparameter. All TD errors are clipped between 0 and the
TDmax value

TDerror = c(TDerror) (5)

c(x) =




TDmax if x > TDmax

0 if x < 0

x otherwise.
(6)

Prioritized sampling introduces a bias to the expected value
of discounted returns, since it is no longer sampling from the
same distribution. This bias can be corrected for by adding
importance sampling weights w to the loss function. The
hyperparameter β controls the amount of correction, where 1
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corrects the bias completely. It becomes more important closer
to convergence, which means that β can be chosen to a lower
value at the start, while being slowly incremented towards 1.
With Msize being the size of the memory buffer, ω and L
become

w =
(P ·Msize)

−β

max(w)
(7)

L = (w · TDerror). (8)

Dueling networks, work by separating the structure of the
neural network into two streams, interpreted as value and
advantage, before joining them together into a Q(s, a) output
as visualized in Figure 3 [11]. The main difference between
the value and advantage is that the value line produces a
scalar representing the value of being in the state s, while
the advantage has one output for each possible action in state
s. The advantage function is defined by

A(s, a) = Q(s, a)− V (s). (9)

Since the Q function measures the value of choosing a
certain action, the advantage function becomes the value
gained when performing different actions compared to the
current state. By rearranging the equation, the relationship
becomes

Q(s, a) = A(s, a) + V (s). (10)

Currently, there is an infinite number of values for A(s, a)
and V (s) that gives the same Q(s, a). As a additional measure
to create the identifiability of A(s, a) and V (s) in the equation
(10), an averaging term is added. The number N is the amount
of possible actions, giving the expression

Q(s, a) = A(s, a) + V (s)− 1

N

N∑
i=1

A(s, ai). (11)

Algorithm 1 Train on mini-batch - EDQN
1: Assume parameters θM , θT
2: for range(iterations) do
3: s, a, r, s′, w ← batch � Receive a batch of values, all

steps below are done for the whole batch.
4: a′ ← argmax(QM (s′, a)) � Main network chooses

the best action in state s′

5: Qtarget = r + γQT (s
′, a′) � Target network gives

the Q value for the action
6: Train θM with Qtarget and return TD errors
7: Update priority p for batch
8: θT ← τθM + (1− τ)θT
9: end for

Noisy Nets, is a feature in the construction of the neural
networks that creates an efficient way of exploration for
the agent [12]. This is based on the concept of induced
stochasticity into the final layers of the networks, as shown
in Figure 3. This is realized by the equation

Hidden 1

Hidden 2

Hidden 3

Value Hidden Advantage Hidden

Value Advantage

Q(s, a)

Noisy Dense

Dense

Fig. 3. Network architecture for the EDQN. The main and target network is
identical, both utilizing this structure

y = (bµ +Wµx) + (bσ � εb + (Wσ � εw)x). (12)

where � corresponds to element-wise multiplication. Both
bµ, Wµ and bσ , Wσ are trainable while the εb and εw are
random variables. The ε are therefore responsible for the
noise supply and their effect will be reduced over time by
training which will decrease bσ and Wσ . The advantage of
noisy nets over simpler methods for exploration is that the
algorithm can change the amount of stochasticity depending
on its uncertainty in different states.

D. Asynchronous Advantage Actor-Critic (A3C)

In an Actor-Critic algorithm, both a policy π(s) and a value
function V (s) is learned at the same time. The policy is a
probability distribution over all possible actions, and the value
is a scalar describing the expected future discounted rewards
from the current state. The actor and critic are two separate
heads on the same neural network, such that they are sharing
most parameters, as can be seen in Figure 4.

The critic is trained by minimizing the sum of squares error
between the current value and true value V (s). Since the true
value is not known, it can be estimated with the discounted
return R for n time steps (t− 1, ..., t− n)

R =

n∑
i=1

γ(n−i)rt−i +

{
0 if st is terminal
V (st) otherwise.

(13)

The actor is trained to maximize the advantage A(s, a) of
the chosen actions. Generalized Advantage Estimation can be
used to estimate the advantage function for a given state and
action [13]. With n steps until the end of the episode, the
estimate is given by

δt = rt + γV (st+1)− V (st)

Â(st, at) =

n∑
i=0

γiδt+i.
(14)
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Hidden 1

Hidden 2

Hidden 3

Hidden 4

Actor HiddenCritic Hidden

Actor π(s)Critic V (s)

Global

Agent 1 Agent 2 Agent 3 Agent 4

Fig. 4. Visualization of the structure of the neural networks for the A3C
algorithm. All neural networks are identical, differing only in the way the
weights are updated.

In order to encourage exploration, an entropy term to maxi-
mize is added to the actor loss function. The entropy is defined
as H(π(s)) =

∑
π(s) log π(s). This will punish a policy

which is closer to deterministic, e.g. taking a single action
with probability 1. The critic and actor losses are then linearly
combined to form the complete loss function

Lcritic =
1

2

∑
(R− V (s))2

Lactor = −
∑

(A(s, a) logπ(s))− βH(π(s))
(15)

L =
1

2
Lcritic + Lactor. (16)

Experience replay cannot be used for an on-policy algo-
rithm like A3C. To stabilize learning, there is however still
something to be gained from decorrelating training data. This
is done by having copies of the same agent interacting in their
own copy of the environment simultaneously. At the start of
an episode, the agent copies all parameters from the global
network, making them identical. When training, calculated
gradients are passed on to the global network, without training
the individual network, making an individual agents policy
stationary throughout an episode [14].

Fig. 5. ”Gridworld A” environment

III. METHOD

A. Extending Learning to Several Agents

To be usable for the chosen problem, the learning algorithms
has to be extended to handle multiple agents. Since all agents
are identical, given the same position and goal, the learning
is done using the same or identical neural networks for all
agents. For EDQN which is an off-policy algorithm, this
is accomplished by all agents feeding the same experience
replay memory, from which one neural network is trained
by sampling randomly. When training the A3C, the same
mechanism that is meant to train multiple copies of a single
agent in parallel environments, can be used to train the global
network from multiple agents in a single environment.

B. State Representation

The way in which the state information is encoded influ-
ences the efficiency of learning. Figure 6 is an illustration
of the information that is provided to the agent. The agents
current position (shown as the circle) and goal position (shown
as the cross) are expressed in Cartesian coordinates on the
grid. In this implementation, a choice has been made to
discard information about other agents exact position, to allow
for a simpler representation. Four digits encode the presence
of a wall or another agent in a position next to the agent,
with 1 representing an occupied space, and 0 representing an
unobstructed space.

Fig. 6. Visualization of agent perception

C. Environment

The environment upon which all of the testing is performed
is the ”Gridworld A” shown in Figure 5. It shows to offer a
good balance between complexity and size. Larger and more
complex environments required much more computational
time and significantly more detailed hyperparameter tuning.
On the other hand, smaller environments could not offer
enough space to facilitate more agents. To summarize some
details and rules of the environment:

• Within the environment, the agents are allowed to move
up, down, left and right as well as stand still, one agent
at a time.

• They are allowed to choose actions which lead to a
collision, in which case they will receive their negative
reward but no position change will occur.

• The objective is to move back and forth between their
goal and home square. The home square is static, while
each time they return home they receive a new goal.
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D. Reward Design
The rewards that the agent is given have to be chosen. There

are four different types of possible events upon an action,
which will need to be assigned a reward value, all of which
are shown in Table I. The design of the reward signal began
by choosing the goal event to be rewarded with exactly 1, and
the other rewards then chosen in relation to that value. Higher
negative rewards for collisions increase the risk of an agent
learning only to stand still. Due to the static nature of the
wall collisions they appear easier to learn, so the magnitude
of the wall collision reward is chosen to be lower than the
agent collision reward. An action which places the agent in
an empty square is rewarded with a small negative value, in
order to force the agents to reach their goals faster.

TABLE I
REWARD VALUES

Event type Reward

Goal 1
Wall Collision -0.2
Agent Collision -0.5
No event -0.01

E. Implementation Details
The implementations of the algorithms are written in

Python, utilizing the TensorFlow [15] and NumPy [16] frame-
works. TensorFlow provides a way to design ANNs con-
veniently and more easily understandably in Python syntax.
Many options for different kinds of neural network building
blocks are provided which are useful for experimentation. Ten-
sorFlow also provides more advanced optimizers for stochastic
gradient descent, such as the AdamOptimizer, used in all
algorithms in this project. The computational time associated
with the ANNs is decreased heavily compared to a pure
implementation in Python, due to an optimized implementation
in C++, and the static nature of its computational graphs.

F. Experimental Method
The four main metrics investigated are the number of col-

lisions between two agents, collision with a wall, the number
of reached goals, as well as the average reward per timestep
for each agent. These give a sufficient amount of information
to evaluate the level of performance. Given the Gridworld A
environment from Figure 5 and the rewards chosen in Table I a
solution that avoids colliding and most of the time chooses the
fastest route is between 0.1-0.15 average reward per timestep.

For a fair comparison of performance of the two main algo-
rithms EDQN and A3C, some hyper-parameter tuning needs to
be performed. A very exhaustive and thorough exploration has
not been possible due to the limited time and computational
resources. The focus has been instead aimed towards finding
satisfactory values for most parameters with a focus on those
that show a high correlation with general performance. Those
parameters which are not shown in the result section have
thus been found to have limited effect or a good value for
them has been estimated during the implementation testing or
from previous studies.

IV. RESULTS & ANALYSIS

A. Hyperparameters

1) Network structure: Among the most important hyperpa-
rameters is the network structure of the ANNs. This implies
how many hidden layers and how many neurons there are
in the standard dense layers before the split layers. Figure 7
shows the testing results of some of these configurations.
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Fig. 7. A comparison of different number of neural network layers, with
different number of neurons in the hidden layers (input to output from bottom
to top). Performance is measured in average reward per timestep after 3 · 105
timesteps of training. Error bars show standard deviation calculated based on
6 test repetitions.

In the tests, summarized in figure 7, it becomes evident
that there is a difference between EDQN and A3 when it
comes to what network structure is the best. On single layer
configurations the EDQN performs on an acceptable level
while the A3C struggles. It is also clear that single layer
configurations do not benefit from more hidden nodes, but
instead see a sharp decrease in performance. In dual layer
configurations EDQN seems to have its best possibilities. A3C
shows high variation between tests for all network structures
with acceptable performance. One general observation is that
the EDQN works much better on networks where the layers
have 100 or more nodes while A3C does not show this kind
of dependency.

2) Learning rate η: When testing different values for
the learning rate η there is a clear tendency towards better
performance using values between 10−4 and 10−3, as can
be seen in Figure 8. Testing was performed by measuring
the performance once after a set number of timesteps, early
enough that the agents are still learning. This should translate
into a slight bias in favor of faster learning rates over slower
learning rates, even though learning might be more stable with
the slower one. In real use, learning rates towards the lower
part of the suitable value range, near 10−4, have proven to be
most useful.

3) Discount factor γ: By having a lower γ, actions further
back in time get discounted more, giving them less weight,
while higher values for γ increase their importance. Therefore,
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Fig. 8. A comparison of performance when using different learning rates,
measured in average reward per timestep after training for a total of 3 · 105
timesteps with 3 agents. The line shows the mean and the shadows show the
standard deviation from 3 tests.
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Fig. 9. A comparison of the learning performance when using different
discount factors, measured in average reward per timestep after training for
a total of 3 · 105 timesteps with 3 agents. The line shows the mean and the
shadows show the standard deviation from 3 tests.

finding an optimal γ can be critical for efficient learning. Large
environments with sparse rewards may therefore need a high
γ. Figure 9 shows the results when measuring performance as
a function of γ. While not entirely unaffected, both algorithms
are robust to changes in γ within reasonable ranges. There is
a slight tendency towards worse performance in A3C as γ
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Fig. 10. A3C performance comparison for one agent with a different number
of parallel environments. The line shows the mean and the shadows show the
standard deviation from 2 tests.

becomes small (below a threshold of about 0.9). Close to 0.9
is a safe value for both algorithms.

4) Number of Parallel Environments: When using the A3C
algorithms, the number of parallel environments can be viewed
as a hyperparameter to be tuned. Both a higher number of
agents and a higher number of environments provides less
correlated training data. This suggests that when using only
one agent, the positive effect of multiple environments should
be the strongest. A comparison between 1, 4 and 16 parallel
environments for a single agent can be seen in Figure 10. The
number of timesteps in each environment is compensated for,
such that the correlation of training data should be the only
prominent difference. The plot suggests that the effect of the
number of parallel environments are not negligible, but still
small. Less disturbances and signs of unstable learning can be
seen in the agent trained with 16 parallel environments over
the others, while the most can be seen in the agent trained
with 1.

B. Comparison between the number of agents

The performance of the two algorithms with different num-
ber of agents can be seen in Figure 11 for EDQN, and in Figure
12 for A3C. When using A3C, every new agent increases the
time needed for learning and decreases the average reward
per timestep for the best found policy. With 7 agents, the
algorithm converges to a policy where the agents manage to
avoid collisions, but do not find any goals. It accomplishes this
by rarely taking an action other than standing still. EDQN is
robust with regards to multiple agents, the number of timesteps
until convergence is largely unchanged. A higher number
of agents slightly decreases the average reward per timestep
of the final policy, which is principally due to having to
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Fig. 11. Performance of EDQN with different number of agents. The
performance shown is the average of all present agents. The line shows the
mean and the shadows show the standard deviation from 3 tests.

navigate around the other agents. However, with many agents,
a slightly higher disposition towards non-optimal paths are
demonstrated.

There is a tendency in both algorithms for the single agent
to, for a short time, suddenly drop considerably in performance
by repeatedly colliding with walls. Increasing the number of
agents to two drastically decreases this behavior.

The number of agent collisions for these tests are shown
in Figure 13 for EDQN and Figure 14 for A3C. The number
of agent collisions is not clearly dependant on the number of
agents present. EDQN shows an stronger ability to learn to
avoid collisions than A3C.

V. DISCUSSION

A. Key findings and conclusions

Both the EDQN and A3C algorithms have been found to
deliver sufficient learning capability for the introduced task in
the project. Many of the analyzed features of the algorithms
have been shown to affect the final performance as well as the
rate at which the algorithms reach the final state. However, it
became evident that between different attempts of the same
test, the results varied heavily. This has made it somewhat
difficult to draw unbiased conclusions. From the tests one can
however see that EDQN performs better than AC3, especially
when employing many agents.

One of the major focuses of the research has been to
maximize the average reward per timestep, which directly
corresponds to the agents finding efficient paths, while at
the same time avoiding collisions with other agents and the
environment boundaries. Learning to avoid the agent to agent
collisions has been shown to be the most difficult task. Despite
all efforts to converge towards a solution where the agents do
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Fig. 12. Performance of A3C with different number of agents. The perfor-
mance shown is the average of all present agents. The line shows the mean
and the shadows show the standard deviation from 3 tests.

not collide, they sometimes still would do so occasionally. The
agents manage to become much better at avoiding colliding
with the walls. This aspect shines light on the difficulty
imposed by a multi-agent system.

B. Future studies
There are many aspects of even this rather simple task that

could not be properly covered in this work. This work could
be expanded to cover implementation of convolutional neural
networks, which are used in many difficult problems in deep
learning. It would become especially useful in scenarios with
larger environments, with continuous or near continuous time
and space. Additionally, all the proposed improvements of the
Rainbow DQN could be implemented, some of which are also
applicable to the A3C.

When looking at the aspect of interaction between multiple
agents, a natural step forward would be allowing the agents
to take actions simultaneously. To further incite interaction,
including cooperation between agents as a goal could provide
additional insight. An example could be by constructing tasks
that require one agent to open a door for the other agents to
pass.
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Real-time System Control With Deep
Reinforcement Learning

Gustav Gybäck and Fredrik Röstlund

Abstract—We reproduce the Deep Deterministic Policy Gradi-
ent algorithm presented in the paper Continuous Control With
Deep Reinforcement Learning to verify its results. We also strive
to explain the necessary machine learning framework needed to
understand the algorithm.
It is a model-free, actor-critic algorithm that implements target
networks and mini batch learning from a replay buffer to increase
stability. Batch normalisation is introduced to make the algorithm
versatile and applicable to multiple environments with varying
value ranges and physical units. We use neural networks as
function approximators to handle the large state and action
spaces.
We can show that the algorithm can learn and solve multiple
environments using the same set up. After proper training the
algorithm has produced a real-time decision policy which acts
optimally in any state given that the environment is not too
sensitive to noise.

I. INTRODUCTION

There are many different applications for reinforcement
learning in a multitude of industries. In manufacturing it can
be used to make smarter robots whom in turn can speed up
production, in the financial sector it is of great interest due to
its ability to learn optimal trading policies. Our reinforcement
learning algorithm has many similarities to the philosophy of
tabula rasa. It is a model free algorithm that is applicable
to many systems, learning how to behave in it and thrive
according to the preset rules. So far the possible applications
has been limited to simpler problems with discrete or low
dimensional action spaces where it is possible to access the
outcome of every action. The number of possible actions
multiplies astonishingly fast for even a simple discretisation
of a robot arm. If it has seven joints and they can bend
left, right, or do nothing it will accumulate to 37 = 2187
possible actions. For fine tuning of modern robots a naive
guess is to be able to control it with 360o precision which
means 3607 ≈ 7, 8 · 1017 actions. The discrete algorithms are
simply not applicable. Recently a new reinforcement learning
algorithm has been proposed in Continuous Control With Deep
Reinforcement Learning [1] which is capable of learning in
these high dimensional action spaces. This is made possible
by the utilisation of neural networks as an approximations of
functions which are almost impossible to learn completely.
It is an actor-critic algorithm with a replay buffer that store
transitions during exploration, these transitions are used in a
mini batch to improve the learning rate and avoid learning
from correlated data. Batch normalisation is introduced to
address the issue of learning from different sources or different
units of measure. The algorithm acts in a deterministic manner
and to guarantee adequate exploration noise is added to the

action space. When fully trained, the algorithm has produced
a policy which can make decisions in real-time.

We will present a self contained explanation of the methods
used in the algorithm.

II. BACKGROUND

A. Preliminaries

We work with reinforcement learning algorithms where an
agent interacts with a deterministic environment E in discrete
timesteps as seen in Figure 1. We model the problem as a
Markov decision process (MDP) [2] which comprises of: a
compact state space S , an action space A = Rn, an initial
state distribution p(s1), transition dynamics p(st+1|st, at), and
a reward function r(st, at) over S × A → R where st ∈ S,
at ∈ A.

For each timestep t the agent takes an action at in E
according to a policy µ, receives an observation xt ∈ S of
E, and a reward rt = r(st, at) from E. To meet the Markov
property, that every transition is independent of past events
p(st+1|s1, a1, . . . , st, at) = p(st+1|st, at), we assume that the
system is fully observed xt = st.

Fig. 1: Common Reinforcement learning setup with an agent
acting in an environment, gets a reward and a new state.

In the general case, a policy is stochastic and maps states to
a probability distribution over the action space A, but since we
work with a deterministic policy that maps states to actions,
one-to-one, instead of a probability distribution, the transition
dynamic is p(st+1|st, at) = δµ(st),at

. The return is the sum of
the discounted rewards over all future state-actions pairs with
the discount factor γ ⊂ (0, 1), rγ =

∑∞
k=t γ

k−tr(sk, ak).
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The value function, V µ(s) = E[rγ1 |S1 = s;µ] and the
action-value function, Qµ(s, a) = E[rγ1 |S1 = s,A1 = a;µ]
defines the expected return following the policy
µ starting in the state st and taking an action
at. We denote the discounted state distribution as
ρµ(s′) =

∫
S
∑∞

t=1 γ
t−1p1(s)p(s → s′, t, µ)ds. With it

we can define the performance objective that we want to
optimise as

J(µ) =

∫

S
ρµ(s)

∫

A
µθ(s, a)r(s, a)dads = Es∼ρµ,a∼µ [r(s, a)]

(1)
where J(µ) is the expected return with s chosen from
the discounted state distribution ρµ and a from the pa-
rameterised policy µθ with the parameter vector θ ∈ Rn.
To optimise J(µ) is to find the policy which follows the
action-value function in each step and since none of them
are given we will need to learn them. We will make
use of the recursive property of the Bellman equation [3]
to approximate the action-value function as Qµ(st, at) =
Ert,st+1∼E

[
r(st, at) + γEat+1∼µ [Q

µ(st+1, at+1)]
]

Since we will work with a deterministic policy, µ, the inner
expectation is redundant and the remaining equation is simpler
to work with.

Qµ(st, at) = Ert,st+1∼E [r(st, at) + γQµ(st+1, µ(s1))] (2)

We need data to train our model, in MDP data is called
observations and when learning from them we make two
distinctions, on- and off-policy learning.

On-policy learning is when the samples used for training
are generated by the same policy µθ along its trajectory in the
environment. The distribution of samples is determined by the
policy and if correlated samples are not treated properly it can
lead to biased learning [4].

Off-policy learning is when we train our policy on samples
that are generated by watching a second policy act in the
environment. Learning the action-value function Qµ off-policy
is possible since the expectation in equation (2) is solely
dependent on the environment.

III. METHODS

Here we present the two learning methods, Q-learning [5]
and Deterministic Policy Gradient [6] that we will combine in
an architecture called actor-critic [7]. Due to the heavy com-
putations and the difficulty of learning the true action-value in
the continuous case we will utilise function approximation.

A. Function approximation

Function approximation is commonly used in mathematics
to simplify expressions or to get an understanding of how it
behaves in a small, well defined neighbourhood. In reinforce-
ment learning we use it to address the huge state, and action
spaces that we encounter in the continuous case. Optimising
over every action which is used in discrete Q-learning isn’t
viable when the number of possible actions goes to infinity.
Function approximation address this and reduces the size of
computations, thus improving the time efficiency dramatically.

Just introducing any approximation in the policy gradient
algorithms won’t necessary guarantee that it follows the true
gradient w.r.t θ. D. Silver et al [6] solved this and defined a
class of compatible function approximators Qw such that the
gradient ∇aQ

µ(s, a) won’t be affected if we replace it with
∇aQ

w(s, a).
1) Conditions for compatible function approximators:

A function approximator Qw is compatible with a policy
πθ,∇θJ(θ) = E

[
∇θµθ(s)∇aQ

w(s, a)|a=µθ(s)

]
, if

1) ∇aQ
w(s, a)|a=µθ(s) = ∇θµθ(s)

�w
2) y minimises the mean-squared error,

MSE(θ, w) = E
[
κ(s; θ, w)�κ(s; θ, w)

]
where

κ(s; θ, w) = ∇aQ
w(s, a)|a=µθ(s) −∇aQ

µ(s, a)|a=µθ(s)

Proof is found in Appendix B.

B. Q-learning

Q-learning as proposed by Watkins [5] is an off-policy
algorithm that wants to learn the action-value function Q by an
iterative update function. Q is initiated as an arbitrary function
and then slowly progress towards the experienced value for
each update,

Qµ(s, a) ← (1− α) ·Qµ(s, a)︸ ︷︷ ︸
old value

+ α︸︷︷︸
learning rate

·
(
r(s, a) + γ · max

a
[Qµ(s′, a)]

)
︸ ︷︷ ︸

learned value

(3)

where s′ is the next state after taking action a in state s.
It utilises the Bellman property, which we can see inside
equation (2), to find the true value in a transition. To guarantee
convergence and learn Q each state-action pair needs to be
visited infinitely often [8], this grows impractical for a con-
tinuous algorithm because of the size of the state-action pair
set. Parameterised Q-learning uses an approximation which
learns by minimising a loss function for each update. It is
similar to the previously mentioned one but is adapted to a
parameterised approximation of Q. The loss function L(θQ)
is designed to describe the squared difference between the
estimate of Q(st, at) and r(st, at) + γQ(st+1, µ(st+1)).

yt = r(st, at) + γQ(st+1, µ(st+1)|θQ) (4)

L(θQ) = Est∼ρβ ,at∼β,rt∼E

[
(Q(st, at|θQ)− yt)

2
]

(5)

Minimising the loss function optimises the Q-function approx-
imation for the given transition and not for all transitions and
can thus become unstable. Implementing the loss in an update
function will increase its stability but slow down the learning
rate [1].

C. Policy gradient

Policy gradient algorithms as defined in Deterministic Policy
Gradient Algorithms [6] try to optimise the parameterised
policy µθ by evaluating the performance objectives gradient
and adjust the parameter vector θ to converge towards it.
It is guaranteed to converge to at least a local minima. To
escape the local minimas we need adequate exploration when



189

C5A SYSTEM CONTROL WITH DDPG

learning which can be achieved by introducing noise in the
action space.

∇θJ(µθ) =

∫

S
ρµ(s)∇θµθ(s)∇aQ

µ(s, a)|a=µθ(s)ds

= Es∼ρµ

[
∇θµθ(s)∇aQ

µ(s, a)|a=µθ(s)

]
(6)

Proof is found in appendix A.

D. Actor-critic

Based on the policy gradient and Q-learning, the actor-
critic is an algorithm which uses two simultaneous working
components. The critic learns a parameterised approximation
of the action-value function Qw(a, s) ≈ Qµ(s, a) according
to equation (3) and is then used by the actor to sample the
policy gradient. The actor function adjusts the parameters θ
in the policy µ, which maps states to an action, by gradient
descent, equation (6), where the sampled Q-function from the
critic is used.

Both of these functions are parameterised and are thus
approximations of said functions. This architecture with ap-
proximations was first introduced by Sutton [7] two decades
ago and is still widely used [6].

IV. ALGORITHM

The Deep Deterministic Policy Gradient (DDPG) is an
actor-critic algorithm based on the DPG algorithm [1]. Here
the critic Q(s, a) approximates the action-value function and is
learned through the Bellman equation, while the parameterised
actor function µ(s|θµ) is updated by applying the deterministic
policy gradient theorem:

∇θµJ ≈ Es∼ρβ

[
∇θµQ(s, a|θQ)|s=st,a=µ(st|θµ)

]

= Es∼ρβ [∇aQ(s, a|θQ)|s=st,a=µ(st)∇θµµ(s|θµ)|s=st ] (7)

Three areas of concern for a naive implementation are
stability in learning, generality across environments and ability
to fully explore an environment. To this end a few additional
structures are included into the DDPG algorithm, these are
presented in this section.

A. Batch Learning with Replay Buffers

Learning in higher dimensional state and action spaces as
we do in the continuous case grows impractically slow without
the introduction of large non-linear function approximators.
Due to the non-linearity this inclusion means that the learning
is no longer guaranteed to converge. A contemporary work to
the DPG shows that by utilising neural networks as function
approximators and learning in batches will ensure increased
stability [9]. Batch learning however scales poorly to larger
networks so the DDPG therefore instead learns from mini
batches.
Drawing inspiration from the Deep Q-network algorithm [10],
DDPG introduces a replay buffer R. The replay buffer is
used to store transitions, in the form of the current state,
the action taken, the reward received and the resulting state
(st, at, r, st+1), during exploration of the environment. This

buffer supplies a mini batch, M of size N ∈ Z , of randomly
sampled transitions at each update for the actor and the
critic to learn from. The randomly selected transitions lets the
algorithm train from uncorrelated samples which increases the
learning rate [1]. Once the buffer is filled with transitions, the
newest sample replaces the oldest.

B. Target Networks

The implementation of neural networks as function ap-
proximators also increases the risk of divergence for Q-
learning due to the fact that the learnt network Q(s, a|θQ)
is also used to calculate the update target yi in equation
(5). The DDPG algorithm mitigates this problem with the
introduction of so called target networks adapted to work with
the actor-critic framework. Two new networks are created,
Q′(s, θQ

′
) and µ′(s|θµ′

), these are used to calculate the target
values of the critic and the actor respectively. These target
networks are updated at a slower rate than the other networks
θ′ ← τθ+(1−τ)θ′, τ � 1 where τ is the learning rate of the
target networks. The slower update rate increases stability to
a large enough degree to offset the slight decrease in learning
speed.

C. Batch Normalisation

A technique adopted into the DDPG to generalise the
network input is called batch normalisation. A problem
which may occur when exploring different environments
is the possible variance in observation data, both different
physical units and varying ranges. Batch normalisation is
a technique which solves this by normalising the samples
in each mini batch to have unit mean and variance for
each dimension in the batch. This would otherwise have
to be manually tuned for each separate environment. Batch
normalisation also reduces internal covariate shift [11], an
occurrence during training caused by the dependence of a
layers input on all the preceding layers. This means that the
layers in a network must continuously adapt to new input
distributions, thus the problem is of greater concern the
deeper the network is.

D. Noise

Thorough exploration of an environment is very important
as otherwise certain features, such as a large reward at an
end goal, might be missed during training causing the learnt
policy to be of poor quality. A way to ensure an adequate
exploration is a noise function N , this noise is added when the
actor selecting which actions to take µ′(st) = µ(st|θµt ) +N ,
thus ensuring that more possible actions will be explored.
Caution is needed when choosing a noise since a strong noise
might push the algorithm past a narrow optima. DDPG uses
noise generated from a Ornstein-Uhlenbeck process [12], the
process generates temporally correlated values tending closer
towards zero with each application. While not part of the
original DDPG we also tested a new form of noise called
parameter space noise [13], which will be explain further in
the discussion.
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Algorithm 1: DDPG algorithm [14]
Randomly initialise the critic network Q(s, a|θQ) and an
actor network µ(s|θµ) with weights θQ and θµ.

Initialise target networks Q′ and µ′ with weights
θQ

′ ← θQ and θµ
′ ← θµ.

Initialise replay buffer R.
Initialise return list Return.
for episode = 1, G do

Initialise a random process N for action exploration.
Receive initial observation state s1.
for t = 1,T do

Select action at = µ(st|θµ) +N according to the
current policy and exploration noise.

Execute action at and observe the reward rt and
the new state st+1.

Store transition (st, at, rt, st+1) in R.
end
Sample a random mini batch M of N transitions

from R.
Set yi = ri + γQ′(si+1, µ

′(si, ai|θµ
′
)|θQ′

).
Update critic by minimising the loss:
L = 1

N

∑
i∈M (yi −Q(si, ai|θQ))2.

Update the actor policy using the sampled policy
gradient:

∇θµJ ≈
1

N

∑
i

∇aQ(si, a|θQ)|a=µ(si)∇θµµ(si|θµ)

Update the target networks:

θQ
′
← τθQ + (1− τ)θQ

′

θµ
′
← τθµ + (1− τ)θµ

′

for t = 1,T do
Select action at = µ(st|θµ) to evaluate the

current policy.
Execute action at and observe the reward.
Store reward in Return.

end
end

V. RESULTS

We have tested the algorithm with code and environments
provided by OpenAI Gym [15] and Mujoco [16]. MountainCar
is a relatively simple environment where the agent tries to drive
a car up a slope however the engine is not strong enough so
the car needs to first drive up an opposing slope to gather
momentum. A positive reward is earned after reaching the
goal while a small negative reward is imposed when engine
power is used. The HalfCheetah environment has the agent
try to run as far and efficiently as possible, a rendition of
both these environments can be see in Figure 2. After 20k
time-steps the policy is updated and the learnt policy is tested
without added noise, Figure 3 and 4 shows the performance
of the policy plotted over time trained. In the MountainCar
environment the algorithm learns an optimal policy after two

(a) MountainCarContinuous-v0
(b) HalfCheetah-v2

Fig. 2: Still shots of the environments that the algorithm learns
to behave in.

Fig. 3: Performance of the algorithm in the environment
MountainCar, the environment is considered solved if a reward
of at least 90 is achieved. Y-axis shows average reward
between each update, X-axis show number of time-steps.

Fig. 4: Performance of the algorithm in the environment
HalfCheetah, the first line shows a sample performance with
action space noise (AN) and the remaining four illustrates the
potential of parameter space noise (PN) and the impact of
different levels of said noise.

to three updates while the HalfCheetah environment could not
be solved perfectly by any of the set-ups we tried.

VI. DISCUSSION

A. Exploration and Noise

Ensuring a sufficient exploration is one of the most impor-
tant factors for learning optimal policies. A common problem
in some environments, such as HalfCheetah, is the possibility
for the algorithm to optimise towards a local minimum. There
exist many proposed ways to mitigate this issue each limited
in its own way, such as requiring additional complicated
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structures, having a narrow area of application or disregarding
temporal structure, thus requiring more samples [13]. DDPG
adds temporally correlated noise to the actions chosen to
increase exploration, however this is not sufficient to learn
optimal policies in certain environments. A similar solution
to this is a new method which has shown success by ap-
plying noise directly to the parameters of the current policy
θ̃ = θ+N , where N is Gaussian noise. Parameter space noise
initially behaves similarly to temporally correlated noise but is
able to keep exploring more options and is therefore less likely
to get stuck in a undesirable policy. As can be seen in 4 this
yields greatly improved results over action space noise. Blindly
increasing the strength of the noise did not prove fruitful after
a certain point, we believe this is due to the very erratic nature
of the exploration making it difficult for the algorithm to settle
on a particular policy. Parameter space noise has been further
shown to yield improved exploration and therefore quality of
the learnt policies in a variety of environments especially ones
with a spares reward function [13, Figure. 2].

B. Hyperparameters

In the implementation of the algorithm multiple hyperpa-
rameters were chosen by field standards. Many of these have
a big influence on the performance of the algorithm such as the
type and strength of the noise, the learning rate τ , or the size
of the buffers. This can be seen in how different the algorithm
learns the HalfCheetah environment when the strength of the
parameter noise varies. Despite this no conclusive strategy
on how such parameters can be optimally chosen have been
found, this is an open field of research which currently garners
a lot of attention.

C. Future work

During this project we have found some improvements that
can be made to the algorithm and the underlying framework.

A study on environment construction to examine how the
reward affects the learning rate of algorithms like DDPG who
are sensitive to environments with sparse rewards. Adding
potential fields based on the rewards size and location might
improve learning and exploration.

There are still many unexplored fields in Machine Learning
that can improve or ratify field standards. Network depth
and width along with its structure affect the performance in
undocumented ways.

Test if a combination of noise can improve early learning
rate and still achieve an optimal policy in sparse and complex
environments.

VII. CONCLUSION

The Deep Deterministic Policy Gradient algorithm can
properly learn competitive policies across multiple continuous
environments, with very little input and no prior knowledge
of said environment. Despite the implementation of neural
networks as function aprroximators learning proved to be
stable in each of the environments tested though the learnt
policy was not necessarily optimal for a more complex envi-
ronment like the HalvCheetah. The algorithms main limitation

is a propensity to get stuck in non-optimal policys, mostly in
complex environments which require a lot of exploration. The
algorithm is however compatible with newer ways to increase
exploration and we believe it can be further optimised in the
future making it applicable in even more areas.

APPENDIX A
DETERMINISTIC POLICY GRADIENT THEOREM [6]

A. Regularity conditions

p(s′|s, a),∇ap(s
′|s, a), µθ(s),∇θµθ(s), r(s, a),

∇ar(s, a), p1(a) are continuous in all parameters and variables
s, a, s′

B. Proof of the deterministic policy gradient theorem

The proof follows the same lines as the stochastic pol-
icy gradient in Sutton [7] The regularity conditions imply
that both V µθ (s) and ∇θV

µθ (s) are continuous functions
of θ and s and the compactness of S implies that for
any θ, ||∇θV

µθ (s)||, ||∇aQ
µθ (s, a)|a=µθ(s))|| and ||∇θµθ(s)||

are bounded functions of s. We will use this to exchange
derivatives and integrals, and the order of integration whenever
necessary in the following proof.

∇θV
µθ (s) = ∇θQ

µθ (s, µθ(s))

=∇θ

(
r(s, µθ(s)) +

∫

S
γp(s′|s, µθ(s)V

µθ )(s′)ds′
)

=∇θµθ(s)∇ar(s, a)|a=µθ(s)

+∇θ

∫

S
γp(s′|s, µ(s))V µθ (s′)ds′

=∇θµθ(s)∇ar(s, a)|a=µθ(s)

+

∫

S
γp(s′|s, µ(s))∇θV

µθ (s′)ds′ (8)

+

∫

S
∇θµθ(s)∇ap(s

′|s, a)|a=µθ(s)V
µθ (s′)ds′

=∇θµθ(s)∇a

(
r, (s, a) +

∫

S
γp(s′|s, a)V µθ (s′)ds′

)
|a=µθ(s)

+

∫

S
γp(s′|s, µθ(s))∇θV

µθ (s′)ds′

=∇θµθ(s)∇aQ
µθ (s, a)|a=µθ(s)

+

∫

S
γp(s → s′, 1, µθ)∇θV

µθ (s′)ds′
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Further expanding this gives us an iterative formula that will
will take the sum of.

=∇θµθ(s)∇aQ
µθ (s, a)|a=µθ(s)

+

∫

S
γp(s → s′, 1, µθ(s))∇θµθ(s

′)∇aQ
µθ (s′, a)|a=µθ

ds′

+

∫

S
γp(s → s′, 1, µθ(s))

∫

S
γp(s′ → s′′, 1, µθ)∇θV

µθ (s′′)ds′′ds′

=∇θµθ(s)∇aQ
µθ (s, a)|a=µθ

+

∫

S
γp(s → s′, 1, µθ(s))∇θµθ(s

′)∇aQ
µθ (s′, a)|a=µθ

ds′

(9)

+

∫

S
γ2p(s → s′, 2, µθ(s))∇θV

µθ (s′)ds′

...

=

∫

S

∞∑
t=0

γtp(s → s′, t, µθ)∇θµθ(s
′)∇aQ

µθ (s′, a)|a=µθ(s′)ds
′

Which we use to expand the following.

∇θJ(µθ) = ∇θ

∫

S
p1(s)V

µθ (s)ds

=

∫

S
p1(s)∇θV

µθ (s)ds (10)

=

∫

S

∫

S

∞∑
t=0

γtp1(s)p(s → s′, t, µθ)

∇θµθ(s
′)∇aQ

µθ (s′, a)|a=µθ(s′)ds
′ds

=

∫

S
ρµθ (s)∇θµθ(s)∇aQ

µθ (s, a)|a=µθ(s)ds

APPENDIX B
COMPATIBLE FUNCTION APPROXIMATION [6]

A function approximator Qw is compatible with a policy
πθ,∇θJ(θ) = E

[
∇θµθ(s)∇aQ

w(s, a)|a=µθ(s)

]
, if

1) ∇aQ
w(s, a)|a=µθ(s) = ∇θµθ(s)

�w
2) y minimises the mean-squared error,

MSE(θ, w) = E
[
κ(s; θ, w)�κ(s; θ, w)

]
where

κ(s; θ, w) = ∇aQ
w(s, a)|a=µθ(s) −∇aQ

µ(s, a)|a=µθ(s)

A. Proof of the compatible function approximation

If w minimises the MSE then the gradient of MSE(θ, w)
w.r.t w must be zero. We then use the fact that, by condition
1, ∇wκ(s; θ, w) = ∇θµθ(s),

∇wMSE(θ, w) = 0

E[∇θµθ(s)κ(s; θ, w)] = 0

E[∇θµθ(s)∇aQ
w(s, a)|a=µθ(s)] =

E[∇θµθ(s)∇aQ
µ(s, a)|a=µθ(s)]

= ∇θJ(µθ)or∇θJβ(µθ) (11)
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Generalizing Deep Deterministic Policy Gradient
Gustaf Jacobzon and Martin Larsson

Abstract—We extend Deep Deterministic Policy Gradient, a
state of the art algorithm for continuous control, in order
to achieve a high generalization capability. To achieve better
generalization capabilities for the agent we introduce drop-out
to the algorithm - one of the most successful regularization
techniques for generalization in machine learning. We use the
recently published exploration technique, parameter space noise,
to achieve higher stability and less likelihood of converging to a
poor local minimum. We also replace the nonlinearity Rectified
Linear Unit (ReLU) with Exponential Linear Unit (ELU) for
greater stability and faster learning for the agent. Our results
show that an agent trained with drop-out has generalization
capabilities that far exceeds one that was trained with L2-
regularization, when evaluated in the racing simulator TORCS.
Further we found ELU to produce a more stable and faster
learning process than ReLU when evaluated in the physics
simulator MuJoCo.

I. INTRODUCTION

Discrete control reinforcement learning has been around
for a long time and succeeded in numerous different
tasks. However, successful continuous control reinforcement
learning algorithms have not shared this success until
recently. The problem with continuous control problems is
the infinite action and state space. Many of the state of the
art discrete space control algorithms do not work or perform
poorly in a continuous space. Deep Deterministic Policy
Gradient (DDPG) (Lillicrap et al. [1]) is a continuous control
algorithm that has proven to be very successful in optimizing
continuous control problems. However, we found DDPG to
be very sensitive to hyper-parameter values which may cause
it to exhibit large variance in performance, often causing
convergence to poor local minimums.

The problem of overfitting in deep reinforcement learning has
not been properly targeted in the past. Recent papers such
as (Zhang et al. [2]) and the current OpenAI competition
(https://blog.openai.com/retro-contest/) for old SEGA games,
where the algorithms are evaluated on previously unseen
levels, suggests that the problem of overfitting is now coming
into light for reinforcement learning.

In this report, we aim to extend on DDPG by employing
known methods that have been proven to increase the stability
of deep neural networks. We also aim to make the algorithm
generalize well to new similar environments, i.e. we target
the issue of overfitting in deep reinforcement learning. We
evaluate the learning process and generalization capability
of our modified DDPG on a number of different simulation
environments.

II. BACKGROUND

A. Markov Decision Processes (MDPs)

Reinforcement learning is a subfield of artificial intelligence
inspired by the psychology of children and animals. If the
decision makers actions are encouraged, the probability to
again perform such actions will be strengthened. Likewise,
poor actions will result in poor reward and will therefore lead
to such behavior being mitigated. In this paper, we consider
control problems that can be described by a Markov Decision
Process (MDP).

MDP is a mathematical way to represent decision making
and it is a discrete time stochastic process. An MDP has the
Markov Property which means the next state of the system
and its distribution depends on the current state and action
only. It can be mathematically described as the probability
to go to a new state only depends on the current state i.e
P[st+1|st] = P[st+1|s0, ..., st], where st is the current state
and s0, ..., st−1 is the history [3].

In the process, there is an agent that makes the decisions
about which action a ∈ A to take. By taking actions the agent
interacts with the environment. The environment is everything
outside the agent and gives the agent some feedback/reward
rt ∈ R and a new state st+1 ∈ S every time an action is
taken by the agent, each time step t = 0, 1, 2.... The state
space S contains all the states the environment can represent,
A represent all actions that the agent can take and R all
different rewards the agent can receive from the environment.
The probability to go to a new state s′ in and receive a reward
r is described in (Sutton and Barto [3]) and (Puterman [4]) as

P(s′, r|s, a)=̇P [St = s′, Rt = r|St−1 = s,At−1 = a] (1)

where =̇ means it is a definition. The expected reward can
then be calculated as

r(s, a)=̇E[Rt|St−1 = s,At−1 = a] (2)

The chain of events can be seen in Figure 1.

Fig. 1: MDP: As shown in the Figure, the sequence of
events is: s0, a0, r1, s1, a1, r2...
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B. Policies and Value function

Reinforcement learning algorithms often try to estimate the
benefit of being in a state or to choose an action in a state.
How good it is to be in a specific state is defined by the
expected discounted return of future rewards. The expected
reward depends on how the agent acts. The policy π defines the
rules of the agent’s decision and it contains the probabilities
to choose possible actions. The value and policy function
together forms the state-value function Vπ(s) and it is the
value of being in a given state when following a policy π,
expressed as in (Sutton and Barto [3]):

Vπ(s) = Eπ[Gt|St = s]

= Eπ

[ ∞∑
k=0

γkRt+k+1|St = s
]

for all s ∈ S (3)

where the Gt is the discounted return of future rewards and
γ ∈ [0, 1] is the discount factor.
A similar function is the action-value function Qπ . In (Sutton
and Barto [3]) it is defined as “the value of taking an action
a in state s under policy π, denoted Qπ(s, a), as the expected
return starting from s, taking action a, and thereafter following
policy π” with the following equation

Qπ(s, a) = Eπ[Gt|St = s,At = a]

= Eπ

[ ∞∑
k=0

γkRt+k+1|St = s,At = a
] (4)

These functions can be approximated by letting the algorithm
gain experience.

Optimal policies and value functions are the goals of reinforce-
ment learning. These functions maximize the expected reward
when following a given policy π∗. All the optimal policies
use the the same optimal state-value function V∗ and optimal
action-value function Q∗ and is given in (Sutton and Barto
[3])as:

V∗(s, a)=̇max
π

vπ(s) (5)

Q∗(s, a)=̇max
π

qπ(s) (6)

If wanted, Q∗ can be rewritten in terms of V∗ into

Q∗(s, a) = E[Rt+1 + γV∗(St+1)|St = s,At = a] (7)

for all s ∈ S and a ∈ A.

Equation (5) and (6) can be found with the Bellman equation
which will now be briefly explained.

In reinforcement problems, the value function is not known
and must be approximated. The Bellman equation describes
the value of a state as the value of other states. It is defined

as

Vπ(s) = {eq. 4} =
∑
a

π(a|s)
∑
s′

∑
r

p(s′, r|s, a)

·
[
r + γEπ[Gt+1|St+1 = s′]

]

=
∑
a

π(a|s)
∑
s′,r

p(s′, r|s, a)
[
r + γvπ(s

′)
] (8)

It is a recursive equation. By exploring all states, the value of
being in one state can be approximated. The value of being in
one state is, of course, dependent on how the current policy
or the current reward function is defined.

C. Off-policy and On-policy

These optimal policies and value functions described by Equa-
tion (5)-(6) can be approximated with an on- or off-policy. We
will use an off-policy algorithm in this paper. In (Sutton and
Barto [3]) off-policy is described as following. “We call π the
target policy because learning its value function is the target
of the learning process, and we call µ the behavior policy
because it is the policy controlling the agent and generating
behavior. The overall problem is called off-policy learning
because it is learning about a policy given only experience
off (not following) that policy”. In Q-learning (explained in
sec. II-D), which is an off-policy algorithm, the learning of the
optimal action-value function does not depend on the behavior
policy other than the fact that the behavior policy controls the
states that will be visited and in turn have their action-value
function updated. Convergence to the optimal action-value
function Q∗ is guaranteed if every state in the environment
is reachable and visited frequently enough (Sutton and Barto
[3]). If the behavior policy is stochastic then, as t → ∞, every
state-action pair will have been visited adequately often and
updated, thus Q → Q∗.
On-policy algorithms can only learn while doing the task at
hand i.e the target policy is the behavior policy.

D. Model-Free Learning

Many reinforcement learning algorithms including the
one described by this paper are model-free. Model-
free reinforcement learning algorithms do not know the
environments underlying model and do not strive to learn the
dynamics of the environment. A model-free approach can be
used when the underlying model is to complex to evaluate.
Every step the agent takes in the environment is sampled
and stored. The information can then be used to approximate
the optimal action-value function for example in Q-learning,
which will be explained shortly.

We now consider a basic reinforcement learning control
problem. There will be an agent interacting with an
environment, that consist of a finite number of discrete states
st ∈ S , and in each state, there is a finite number of possible
actions at ∈ A. The actions the agent will take is defined by
the policy π(s, a), which is the probability of taking action a
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in state s under stochastic policy π. Every time step (t), the
agent will choose an action according to the agents current
policy π(st, at). This action will then change the state to st+1

and yield a reward (rt) from the environment. The reward
is a measurement of how favorable it was to move to state
st+1. If the environment is of stochastic nature and satisfies
the Markov Property it can be described as an MDP.

Associated with each state is the action-value function Q(s, a).
It defines the expected discounted cumulative reward, that can
be collected onwards from that state by choosing action a,
defined as Qπ(s, a) = Eπ

[∑∞
k=0 γ

kRt+k+1|st = s, at = a
]

(Sutton and Barto [3]). In Q-learning, the agent can be trained
with e.g. ε-greedy choosing an action:

a =

{
argmaxa∈A{Q(s, a)}, with probability 1− ε

random a, with probability ε
(9)

where ε ∈ [0, 1], usually a small value. Observe the instan-
taneous reward and the new state and update the algorithm
according to Equation (10) (Sutton and Barto [3]).

Q(st, at) ← Q(st, at)+α[rt+1+γmax
a

Q(st+1, a)−Q(st, at)]

(10)
Given that all states are reachable and visited frequently
enough and the learning rate α is sufficiently small Equation
(10) will converge to the optimal policy.

E. Policy Gradient Algorithms

The policy π can also be optimized directly. The most common
approach to optimize a neural network (described in sec.
II-H) is with Stochastic Gradient Descent (SGD). With SGD,
the negative gradient of the loss function w.r.t. the weights
will be followed to minimize the loss. If the policy can be
expressed by a function it is also possible to use the same
approach by following the Policy Gradient. Starting in state
s0 the discounted cumulative reward onwards from that state
the agent can collect is given by Gt =

∑∞
k=0 γ

kRt+k+1. The
optimal agent will use the policy π∗(s, a) that maximizes the
expected discounted cumulative reward E [Gt|π∗]. This will
be referred to as the performance objective J . If the policy
is approximated with a parameter θ i.e. πθ(s, a), the perfor-
mance objective can be written as an expectation (Equation
11). ρπ(s′) (Equation 12) is the (improper) discounted state
distribution when transitioning for t steps away from the initial
state distribution p1(s).

J(πθ) =

∫

S
ρπθ (s)

∫

A
r(s, a)πθ(s, a) dads

= Es∼ρπ,a∼πθ
[r(s, a)]

(11)

ρπ(s′) :=

∫

S

∞∑
t=1

γt−1p1(s)p(s → s′, t, π) ds (12)

where p(s → s′, t, π) is the density of the state distribution
in state s′ after transitioning for t time-steps while following

the policy π (Silver et al. [5]).

By applying the gradient with respect to θ to Equation (11)
it is possible to update the policy in the direction of steepest
ascent. By use of the Policy Gradient Theorem (Sutton et al.
[6]) Silver et al. [5] finds the gradient of J(πθ) to be Equation
(13).

∇θJ(πθ) =

∫

S
ρπ(s)

∫

A
∇θπθ(s|a)Qπ(s, a) dads

= Es∼ρπ,a∼πθ
[∇θ log πθ(s|a)Qπ(s, a)]

(13)

The gradient can be calculated either by using batches or
by incremental sampling. Calculation of the gradient with
batches often results in a more stable path, however, it
is prone to become stuck in a local maximum. When an
incremental approach is used to calculate the gradient it is
called Stochastic Gradient Ascent (SGA). This because the
gradient is calculated for a single sample or small batch and
therefore cause a stochastic behavior. SGA is more likely to
find the global maximum at the cost of stability.
Many tasks have a reward at the end of an episode. In those
cases, the policy gradient algorithm cannot calculate the best
path (also called the Credit Assignment Problem [7]).

F. Deterministic Policy Gradient Theorem

The Policy Gradient Theorem can be extended to deterministic
environments. In a deterministic environment every action the
agent takes will change the state to the intended next state
with probability one, i.e. p(st+1|st, at) = 1. This can cause
problems because, as mentioned previously, convergence is
only guaranteed if the agent visits and evaluates all possible
states. It is possible to force adequate exploration by adding
noise to the deterministic policy. (Silver et al. [5]) does
this by having a deterministic target policy learn from a
stochastic behavior policy. With a deterministic policy µθ the
the performance objective J(µθ) = E {rγ1 |µ} is defined in
(Silver et al. [5]) as Equation (14). Silver et al. [5] also proves
the Deterministic Policy Gradient Theorem as Equation (15).

J(µθ) =

∫

S
ρµ(s)r(s, µθ(s)) ds

= Es∼ρµ {r(s, µθ(s))}
(14)

∇θJ(µθ) =

∫

S
ρµ(s)∇θµθ(s)∇aQ

µ(s, a)|a=µθ(s) ds

= Es∼ρµ

[
∇θµθ(s)∇aQ

µ(s, a)|a=µθ(s)

] (15)

G. Actor-Critic

Both the policy gradient and Q-learning can be used in
conjunction. DDPG, which will later be described more in
detail, is an Actor-Critic algorithm that utilizes both the
deterministic policy gradient and Q-learning.

Actor-Critic algorithms calculate the policy function and
action-value function independently. The policy function is
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Fig. 2: Actor-Critic Network

called the actor because it chooses which action that should
be taken in each state. The evaluation of the action (action-
value function) is called the critic because it determines how
favorable the actor’s performance was. The actor will choose
the action according to its current policy. The critic then
receives a reward from the environment that it uses to compute
the TD-error (α-part of Equation (10)). If the resulting TD-
error is positive the critic will critique the actor to take that
action more often and if it is negative the critic will critique
the actor to take that action less often (Sutton and Barto [3]).
The critic can be updated with for example Q-learning.

H. Artificial neural networks

Deep reinforcement learning algorithms utilizes artificial neu-
ral networks, which we refer to as neural networks for simplic-
ity. Neural networks are universal function approximators. In
neural networks, neurons are units which are activated when
they receive input. The summed inputs of a neuron is fed
through the activation function that act as a nonlinear mapping
separating the layers. The output is then fed forward to the next
layer units. How much a single unit affects other units depends
on the synapse efficacy, the weights between the layers. Neural
networks are used to approximate for example functions or
decision surfaces. During training, the weights are trained to
better approximate the goal function. Often in reinforcement
learning (as in other fields of machine learning) a loss gradient
is used to calculate the best way to update the weights e.g.
the gradient of the action-value function. However, since the
correct behavior is not known, this differs from supervised
learning, where the ground truth is already known and the
network can be updated accordingly by minimizing e.g. the
cross-entropy between the ground truth and perceived truth.
In this report the neural networks are modeled in layers as in
Figure 3 where there only exist connections from one layer
to the next. Note that each node in one layer is connected to
every node in the next layer.

I. Deep Deterministic Policy Gradients (DDPG)

In deep reinforcement learning, neural networks are used
to approximate policy and value functions. The Deep
Deterministic Policy Gradient algorithm (DDPG) utilizes
4 neural networks. DDPG is an “actor-critic, model-free
algorithm based on the deterministic policy gradient that can
operate over continuous action spaces” (Lillicrap et al. [1]).

It is an off-policy algorithm that uses a replay buffer. When
the agents commit an action, the current state, the action
committed, the new state and the received reward is stored
in the replay buffer. From the replay buffer, the algorithm
then samples a random mini-batch B of N samples. This
is then used in the update step of the algorithm. As stated
in (Lillicrap et al. [1]) the state space becomes too large
in continuous state space problems. To be able to cope
with the problem, the policy and action-value functions are
approximated with neural networks in DDPG. Convergence
is no longer guaranteed when these nonlinear functions are
used. Since Q-learning has proven to be unstable, when used
in conjunction with neural networks Lillicrap et al. [1]),
DDPG utilizes two target networks (π′ and Q′) in order to
slow down the update rate of the weights in the actor and
critic networks, thus increasing the stability. This technique
has been shown to yield good results both with DDPG and
Deep Q-network (Lillicrap et al. [1]).

The critic is updated with Q-learning by minimizing the loss
function L:

L(θ) =
1

N

∑
i

(yi −Q(si, ai|θQ))2 (16)

where yi = ri + γQ′(si+1, µ
′(si+1|θµ

′
)|θQ′

)) i.e. it is
dependent on the target networks.

For the policy update, the weights are updated in order to
maximize Equation (15). For both these optimization tasks
SGD is used (minimizing the negative of Equation (15) in the
policy case).

III. ALGORITHM

With our algorithm we will try to address the problem of
DDPG often finding poor local minimums. We do it by in-
troducing a deeper structure with drop-out regularization. Our
goal is that this algorithm will converge to an overall better
optimum then DDPG with good generalization properties.
Our modifications to the original DDPG include:

• Normalizing the input to zero-mean and unit-variance
before feeding it into the neural network.

• Changing the activation function from ReLU to ELU

...

...
...

...
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Fig. 3: An example of how neurons in a neural network is
connected.
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• Changing from batch normalization to layer normaliza-
tion in the neural network.

• Applying Drop-out after the layer normalization in each
layer in the neural network.

• Implementing parameter space noise.

1) Normalization: Before feeding the input to the neural
network we compute the running mean and variance of the
input data x and normalize the input to zero mean and unit
variance:

x̂ =
x− µs√
σ2
x + ε

(17)

µ is the expected value, σ is the standard deviation and ε is a
constant used for numerical stability. Non-zero mean inputs
will bias the first layers in a specific direction, the update
to the first layer weights are xζ where ζ here refers to the
back-propagated scalar error. The reduction of the variance
to unit variance is done to balance the rate of learning for the
weights connected to the input. Both these steps increase the
rate of learning (LeCun et al. [8]).

Nonlinearity: In neural networks, different nonlinear activation
functions are used to process the input. ReLU (Rectified Linear
Unit) is defined as

f(x) = x+ = max(0, x), (18)

where x is the input to the neuron. It is a partly linear
function which is 0 with input < 0.

ELU (Exponential Linear Unit) (Clevert et al. [9]) is the same
as ReLU when input ≥ 0. The difference is that ELU can
give negative output with the following equation, where x is
the input,

f(x) =

{
x if x ≥ 0

α(exp(x)− 1) if x < 0
(19)

The hyper-parameter α controls the negative value of the
saturated region where exp(x) → 0. ELU enables the
possibility of having zero-mean activations of the neurons,
thus allowing for the back-propagating gradient to be both
negative and positive. Non-zero-mean activations will act
as a bias for the next layer in the neural network. This
causes a unwanted bias shift, increasing with the order
of correlation between the layers. By using ELU this
issue can be minimized. Having the bias shift kept to a
minimum the back-propagating gradient will closely resemble
the natural gradient, thus it will speed up the learning process.

To decrease the bias shift between layers we use ELU as
activation function in our neural networks except for the
output layers.

2) Layer normalization: Training with neural networks is
computationally expensive. There exist multiple techniques
to decrease training time of neural networks and to remove
covariate shift. Covariate shift refers to the change of distri-
bution of the input during training in reinforcement learning,

or the shift in training and test data when handling for example
images, where the images may be darker or lighter than
training data. In layer normalization, the input to each layer
is normalized for every training case. The mean and variance
are calculated as below.

µl =
1

H

H∑
i=1

ali, σl =

√√√√ 1

H

H∑
i=1

(ali − µl)2 (20)

H denotes the number of hidden nodes in a layer, µ is the
expected value, σ is the standard deviation, ali is the summed
input of ith node in the lth layer. The summed inputs are then
normalized as:

âli =
gli
σl

(ali − µl) (21)

where gli is the gain factor used to scale the normalized
activation before the activation function.

We apply layer normalization between the layers of the neural
network instead of batch normalization as in the original
implementation of DDPG. Layer normalization is better
suited with the applied parameter noise. Since each weight is
perturbed with the same scale of noise, layer normalization
is used between the layers due to the different sensitivities
to noise that each layer may exhibit. Layer normalization,
just like batch normalization, is also useful for reducing the
number of iterations it takes to train a neural network.

3) Drop-out: In drop-out, each layer’s units in a neural
network are randomly selected to have their connections
removed. This introduces noise in the neural network and
forces the neural network not to rely on single strong nodes
that have overfitted on the training set and thereby forcing
the network to improve generalization. The probability to
drop the connections from a neuron to the next layer is called
Drop-out probability and can be chosen as desired in [0, 1]
(Srivastava et al. [10]).

We use drop-out to add some additional noise in the neural
network and improve the generalization capability of the
neural network.

4) Parameter space noise: Due to the deterministic nature of
DDPG, it is necessary to add noise to the action space in
order to force adequate exploration. Recently Plappert et al.
[11] showed that applying noise to the weights of the neural
network can lead to better and more stable results with DDPG,
compared to adding noise directly in the action space as in
(Lillicrap et al. [1]). Parameter space noise is a technique for
introducing noise in the action space by adding zero-mean
Gaussian white noise to the weights of the neural network.
The algorithm is adaptive by tuning the standard deviation σ
of the Gaussian white noise in order to achieve the desired
perturbation in the action space δ. This is done by evaluating
the L2-norm of the action taken by the perturbed actor µ̃(s|θµ̃)
(θµ̃ = θµ + N (0, σ)) and the non-perturbed actor µ(s|θµ).
This distance d in the action space is then used to scale σ:
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σ ←

{
1
ασ, if d(µ, µ̃) > δ

ασ, if d(µ, µ̃) ≤ δ
(22)

α is a constant used to scale the update, usually α = 1.01.
Adding noise to the weights of neural networks is also
shown in (Fortunato et al. [12]) to increase learning from
sub-human to super-human on some of the Atari environments.

Randomly initialize critic network Q(s, a|θQ) and actor
µ(s|θµ) with weights θQ and θµ

Initialize perturbed actor µ̃(s|θµ̃) with weights
θµ +N (0, σ)

Set desired action space noise δ
Initialize target network Q′ and µ′ with weights
θQ

′ ← θQ, θµ
′ ← θµ

Initialize replay buffer R
for episode=1, M do

Receive initial observation state s1
for t=1, T do

Select action at = µ̃(s|θµ̃) according to the
normalized state, current policy and parameter
noise

Execute action at and observe reward rt and
observe and new state st+1 ;

Store transition (st, at, rt, st+1) in R
Sample a random mini batch B of N transitions
(si, ai, ri, si+1) from R

Calculate distance
d(µ, µ̃) =

√
1
N (µ(sB|θµ)− µ̃(sB|θµ̃))2

Update σ:

σ ←

{
1
ασ, if d(µ, µ̃) > δ

ασ, if d(µ, µ̃) ≤ δ

Update perturbed actor network
θµ̃ ← θµ +N (0, σ)

Set yi = ri + γQ′(si+1, µ
′(si+1|θµ

′
)|θQ′

))
Update critic by minimizing the loss:
L = 1

N

∑
i(yi −Q(si, ai|θQ))2

Update the actor policy µ(s|θµ) using the
sampled policy gradient:

∇θµJ ≈
1
N

∑
i ∇aQ(s, a|θQ)|s=s,a=µ(si)∇θµµ(s|θµ)|si

Update the target networks:

θQ
′ ← τθQ + (1− τ)θQ

′

θµ
′ ← τθµ + (1− τ)θµ

′

end
end

Algorithm 1: Our modified version of the DDPG algorithm
which originally comes from [1].

As mentioned in (Plappert et al. [11]), a negative aspect of
adding noise to the action space directly is that the added
noise is independent of the current state, i.e. the probability
that the same action will be taken by the agent in a specific
state is therefore minimal. By perturbing the weights in the

TABLE I: The dimension of the simulated tasks in the MuJoCo
environment. dim(s) is the the underlying physics model
dimension, dim(a) is the number of action dimensions [1].

Task Name Dim(s) Dim(a)
InvertedPendulum-v2 4 1
HalfCheetah-v2 17 6
Swimmer-v2 8 2

neural network only once per episode, the same action will
be chosen by the agent if a state is revisited once or more
during that episode. For our algorithm, this is not true since
drop-out will cause the agent to take another action even if
a state is revisited during the same episode, at least until
some amount of generalization has been achieved. However,
we implement parameter space noise in our algorithm to
remove some uncorrelated randomness to the actions and
thus correlate the states to a specific exploratory action for
each episode.

5) Algorithm pseudo-code: Our algorithm can be seen in
Algorithm (1).

IV. EXPERIMENTS

We use MuJoCo simulation environment (Todorov et al.
[13]) together with OpenAI gym (Brockman et al. [14])
and TORCS (Loiacono et al. [15]) driving simulator for our
experiments. For the MuJoCo environments, we ran each
simulation for 10k steps and then evaluated the performance
over 10 episodes, for a total of 1M steps for the environments
without an early terminal state. We ran 200k steps for the
InvertedPendulum-v2 due to the early terminal state. The
lesser steps are due to the extended simulation-time these
environments require. We ran a total of ten of these runs
with different random seeds and then calculated the median
maximum reward and responding credible region (95%)
achieved for each evaluation step.

TORCS is a driving simulation environment, where the agent
has access to a number of sensors e.g. angle to road axis,
position on the track and speed. We trained the agent for 1M
steps on the “Alpine-1” track and then evaluated it on multiple
test tracks. We used a reward function r(v, θ) = v · cos(θ)−
v · 2| sin(θ)|, where v is the current driving speed and θ is the
angle to the road axis. We also included a negative feedback
for taking damage, e.g. driving into the track barrier.

A. MuJoCo Environments

The simulated environments have the dimension stated in
Table I (Brockman et al. [14]).

The following information about the environments are
gathered from (Lillicrap et al. [1]), section 9.2.
Swimmer-v2: A worm looking creature with 3 links learn to
swim in an environment. The best possible reward is given
when moving as fast as possible. It moves by moving its two
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TABLE II: Maximum reward achieved on evaluation tracks
after training the agent for 1M steps.

Track With Drop-out Without Drop-out
E-road 364 k 116 k
Alpine-2 40.8 k 38.6 k
Spring 150 k 22.3 k
Forza 447 k 66.1 k
Wheel-2 310 k 42.2 k
Ruudskogen 145 k 16.3 k
CG-track-2 796 k 142 k

joints.
HalfCheetah-v2: The simulated Cheetah should move as fast
as possible to maximize its reward. The Cheetah has only
two legs and is bound to a 2d plane.
InvertedPendulum-v2: The goal is to balance a pole on a cart.
The best possible reward is given when the pendulum is in
the upright position and a small force is applied.

We evaluated our algorithm on the HalfCheetah-v2 environ-
ment without drop-out or with ReLU instead of ELU as
a measure of the performance due to the new parameters
introduced by us. The results of these experiments can be seen
in Figures 4, 5 and 6. Further, we evaluate our algorithm on the
other environments stated in Table I. The results from these
evaluations can be seen in Figures 7 and 8. In the figures
the 95 % confidence interval of the episodic total reward is
illustrated as the shaded area.

Fig. 4: Evaluation of the performance of our algorithm, with
ELU and drop-out. The Figure illustrates the median return

of 10 randomly seeded trials.

B. TORCS Environment
We ran a training session of 1M steps for our algorithm on
the Alpine-1 track, the performance was then evaluated as
the maximum reward achieved over 10 runs for multiple test-
tracks, these results can be seen in Table II.

V. DISCUSSION

As can be seen in Figures 4, 5 and 6 running ELU with drop-
out outperformed both other setups in the HalfCheetah-v2

Fig. 5: Evaluation of the performance of our algorithm, with
ReLU and drop-out. The figure illustrates the median return

of 10 randomly seeded trials.

Fig. 6: Evaluation of the performance of our algorithm, with
ELU and without drop-out. The figure illustrates the median

return of 10 randomly seeded trials.

environment. We also note that an agent trained with ELU
exhibit less variance in performance and a faster climb than
one trained with ReLU in the HalfCheetah-v2 environment.
This was expected since ELU is supposed to increase the
stability and increase the steepness of the learning curve in
deep neural networks.

We found that in order to achieve high rewards on
InvertedPendulum-v2 which has an early terminal state
we had to lower the drop probability of the nodes. This is
reasonable since the noise introduced by dropping 40 % of the
nodes is quite large and may result in an accidental terminal
state. This causes a negative trend due to the low amount
of training samples that can be gathered if the agent enters
a terminal state early in the episode. However, on the other
environments, we found that with high drop-out probability
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Fig. 7: Evaluation of the performance of our algorithm on
the Swimmer-v2 environment. The figure illustrates the

median return of 10 randomly seeded trials.

Fig. 8: Evaluation of the performance of our algorithm on
the InvertedPendulum-v2 environment. The figure illustrates

the median return of 10 randomly seeded trials. We have
excluded the confidence interval due to most runs quickly

converge to a reward of 1000.

our algorithm could still achieve results on par or better than
the results achieved by the original DDPG-algorithm. Our
algorithm also performed on par with the results reported
by Plappert et al. [11] in all environments we tested except
HalfCheetah-v2, where we could not reproduce the high total
rewards reported.
Considering that we only trained the agent 50 times per
episode (this is equivalent to once every 20 steps for the
environments without early termination, e.g. HalfCheetah-v2)
we consider the results achieved as highly acceptable.

The results achieved in TORCS shows that an agent trained
with drop-out generalize their driving capability to other tracks
far better than an agent trained without drop-out. The result

also shows that drop-out can be successfully employed as a
regularization technique in deep reinforcement learning. The
agent’s behavior, however, was not optimal as the top speed
reached on the test track was a mere 120 km/h. This could
possibly be resolved with better reward and penalty functions.

VI. CONCLUSIONS AND FUTURE WORK

We believe that this report shows that drop-out, a
regularization technique that is widely used in other
subfields of machine learning as image classification, can
be successfully employed in deep reinforcement learning
as a method to increase the generalization performance of
the agent. Our results reported for the MuJoCo and TORCS
environments shows that agent is still capable of converging
to a well performing policy when drop-out is utilized. We
also found that using ELU in the neural networks increased
both the rate of convergence of the agent, often to a better
policy, and the stability of the learning process. However,
DDPG is very random and we noticed a great variance in
performance for different random seeds. We believe that in
order to have more confidence in the conclusion of this report
more trials needs to be done. This could be done with better
hardware (GPU server) in order to run multiple sessions in
parallel.

We did not put a lot of emphasis in optimizing the hyper-
parameters in this report. This is a possible extension to
further increase the performance of the agents. As a further
work, a Bayesian optimization framework could be used in
order to find the optimal choice of hyper-parameters. The
methods investigated in this report could also be tested on
other reinforcement algorithms, for example DQN and A2C,
in order to see if similar improvement can be found.
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APPENDIX A
EXPERIMENTAL SETUP

In our experiments we used the following hyper-parameters;
The actor and critic learning rates were set to 0.0001 and
0.001 respectively. The Critic’s discount factor was 0.99.
Both the actor and critic network had 3 hidden layers with
(800, 600, 400) nodes with the nonlinearity ELU, the output
layers used tanh and linear activation for actor and critic
respectively. We used a soft target update of τ = 0.01.
The desired perturbation in the action space was set to
δ = 0.2. We used a drop probability of 0.4 and 0.2 for the
non-early terminal state and early terminal state environments
respectively. See table III.

For exploration, we used parameter space noise with an initial
action-deviation of 0.1 and the desired action-deviation of 0.2.
The adoption coefficient was kept as 1.01.
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We implemented the algorithm in Tensorflow 1.7.0, and the
optimizer we used was Adam (Kingma and Ba [16]).

TABLE III: Values of hyper-parameter used in the report.

Parameter Value
Actor network learning rate 0.0001
Actor hidden layers architecture H1=800,

H2=600,
H3=400

Critic network learning rate 0.001
Critic hidden layers architecture H1=800,

H2=600,
H3=400

Discount factor for critic updates (γ) 0.99
Soft target update parameter (τ ) 0.01
Desired action-deviation (δ) 0.2
L2 regularization strength 0.0
Drop-out probability 0.4
Maximum size for the replay buffer 100000
Size of minibatch for minibatch-SGD 128
Maximum exploration steps 1000000
Normalize observations True
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SMART CITIES ARE TALKING CITIES
More than half of the world’s population lives in urban areas today and that number is only grow-
ing. This increased urbanization requires more efficient use of our finite resources such as roads, 
power and water. How can we meet these new demands? One answer is smart use of sensors and 
communication networks to create so called ‘Smart Cities’.
 
Smart Cities are cities which talk through communication networks and systems. These systems make the 
city more efficient, less polluted and make better use of our resources. One such application is self-driving 
cars. If these do not communicate they are only marginally better than human drivers. But self-driving 
cars which communicate with each other and the city as a whole allow for much greater possibilities. As an 
example, your car will know what is happening at the upcoming intersection and will slow down to avoid a 
full stop, saving both time and fuel whilst also being safer. Queues will almost completely be  eliminated and 
pollution can drastically decrease.

Smart Cities use a mesh of communication networks that enable control of resources by knowing everything 
they need to know about their inhabitants and assets. Through efficiently allocating its resources, the city 
can become more environmentally friendly and a better place to live overall. One example of how this allo-
cation can be done is through a smart electrical grid. Such a grid connects all plugged in electrical devices 
and optimises their use-time, allowing for smoother and more efficient power usage. A smart-grid is also a 
necessity if we are to truly implement renewable energy as an effective source of power.

In short, the cities of the future will be similar to, but more efficient than, the cities of today. Whilst there are 
some concerns regarding implementation as well as the privacy of citizens, the benefits heavily outweigh 
the costs. Should we accept them, talking cities will become the future standard and are ultimately the next 
stage in human technological evolution. 
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Communication networks have during the last 
century vastly increased in size and complex-
ity from the electrical telegraph in the 1830s to 

today’s internet. Networks enable worldwide com-
munication between people. A smart city utilizes this 
technology and connects previously disconnected 
devices into large-scale networks. These systems can 
exchange a large amount of data to enable efficient 
allocation of resources. As infrastructure develops 
over time, large-scale networks provides a cost effec-
tive solution to upgrading and incorporating roads, 
powers and traffic management in a Smart City.
 
The Smart Cities of the future will depend on many 
subsystems, one of these being reliable and efficient 
autonomous vehicles. These vehicles will transmit 
a large amount of data ranging from safety-related 
messages to entertainment data for the passengers. 
For these vehicles to be safe, data loss is unacceptable 
and messages need to be transferred very quickly, 
as such different messages need to be prioritized be-
tween each other. Current network protocols do not 
allow for such prioritization and therefore, new pro-
tocols need to be developed, this was the goal of pro-
ject group D1. The project resulted in two different 
communication protocols, each with its own benefits 
and disadvantages.
 
Large amount of data transmitted between infra-
structure nodes require algorithms to sort, direct 
and prioritize data to avoid data loss and unneces-
sary network traffic. Algorithms that generate these 
networks play a key role to ensure that all systems in 
the Smart City can function simultaneously. Project 
Group D3a worked on connecting traffic lights, en-
abling real-time, traffic management to reduce con-
gestion, pollution and travel times. With a decentral-
ization approach, an algorithm to generate networks 
from geographical data has been developed.
 
As everything in a Smart City relies on electricity, 
having a communication network for the power grid 
can assist in juggling a varying demand and sup-
ply for energy. Information regarding energy con-
sumption will more easily be available for citizens 
to enable them to make smart decisions. The focus 
of project group D3b has been to optimize a commu-
nication network for electrical power grids. Wired 
and wireless approaches have been considered and 
compared with regard to network diameter, cluster-
ing and safety, amongst other factors. The result of 
the project provides an insight in how to optimally 
design a communication network for power grids for 
real-time management.
 
In order to take full advantage of these projects, 
further research is required. As all of the projects 
have a theoretical approach there are implementa-
tion issues which need to be resolved. Furthermore, 
communication networks for autonomous cars need 

more research regarding handling of a large number 
of users sending large amounts of data. Connected 
traffic lights and power grids lay only the ground-
work for real-time management of power and traf-
fic but need algorithms to analyze and act based on 
the accumulated data. Security and robustness are 
two important factors in a network. A careful eval-
uation of these aspects is crucial, as without power 
a Smart City will be crippled with effects such as 
extreme traffic congestion and uncontrollable cars. 

ETHICAL AND ENVIRONMENTAL IMPACT 

Smart Cities have the potential to completely revo-
lutionize urban life, providing a stress-free environ-
ment where humans are the centerpiece and effects 
of waste and pollution are diminished. But before we 
are able to reach this utopian society there are impor-
tant ethical issues to resolve. 

Communication networks, formed by connected 
devices and vehicles, transmit large amounts of data. 
This data needs to be encrypted as it will contain 
sensitive information such as personal details and 
control signals etc. The individual’s right to privacy 
is a pressing issue in today’s society. As data becomes 
more readily available, so do the tools for analyzing 
the data. Gathering data from the smart grid and 
autonomous cars can enable a thorough mapping of 
citizens lives, making them vulnerable and allowing 
hostile forces (such as hostile countries, criminals or 
terrorists) to exploit these weaknesses.
 
For instance, autonomous cars’ signals may contain 
information regarding destination, passengers, re-
maining fuel or charge etc. This opens up for hijack-
ers to take advantage of potential exploits and accu-
mulate data for potential malicious use. As such, the 
Smart City needs clear rules to protect its data from 
hostile forces, all whilst allowing for smart use of this 
data for the benefit of society. A utilitarian view on 
this subject is not enough for this purpose as no indi-
vidual should suffer for a societal gain.
 
All individuals are created equal and Smart Cit-
ies shall reflect this as the suggested systems affect 
all inhabitants whilst also allowing for institutional 
control of large infrastructures. Personal economic 
wealth should not enable the use of these systems for 
personal gain, e.g. wealthy individuals should not be 
prioritized by having traffic lights turn green on their 
way to work whilst less fortunate citizens are depri-
oritized. There are however circumstances in which 
these systems ought to make such prioritizations. For 
instance, emergency personnel such as police, fire-
fighters and ambulances should in emergency situ-
ations be prioritized in order to be able to save more 
lives.
 
Reduced emissions, noise pollution and increased 
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air quality are generally results of decreased traffic 
congestion. However, constructing and altering in-
frastructure costs resources and energy and in addi-
tion, more vehicles could also start driving because of 
the better traffic flow. The same principle applies to 
Smart Grids, as the Smart Grid could lower electric-
ity prices there might be a potential rise in electricity 
use. 

The Smart City also facilitates the circular econo-
my where processes such as reuse, repair and recy-
cling are used to minimize carbon emissions. Every 
car is evaluated to be reused, recycled or repaired 
and not immediately scrapped. Waste is not turned 
into landfill but instead repurposed to reduce the 
environmental cost of remanufacturing. In order to 
enable the circular economy, it is important that the 
activity of all systems is measured to gather data to 
determine what each part of the system should do at 
any given time. This could, in theory, reduce waste 
levels to essentially zero. 

Smart Cities can create a significantly better urban 
environment, improving the standard of living and 
making its citizens happier - The potential to form 
a safe, sustainable society is an opportunity which 
cannot be rejected. Creating this Smart City requires 
not only large investments, time and fundamental 
change to infrastructure, but also a change in our 
way of living in general. Citizens need to share their 
private data with corporations and authorities and 
mutual trust must be established. The benefits men-
tioned in this reflection will improve our lives in such 
positive manner that we believe that the concept is 
worth realizing, even if the road to completion is long 
and complex.
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Message Prioritization for Autonomous Vehicle
Communication
Erik Tällberg and Simon Edström

Abstract—For autonomous vehicles to operate safely and effi-
ciently they need to communicate messages with each other and
the roadside infrastructure. Messages related to safety are more
important than messages related to e.g. entertainment but the
communication protocols of today do not allow for prioritization
between these message types. In this report we analyze the
possibility of such prioritization by extending simple medium
access control protocols such as slotted-ALOHA and frequency
division multiple access to allow for this. The performance of
these extended protocols are then evaluated and compared using
custom made simulations. We conclude that it is possible to
prioritize between message types and that a combination of
extended frequency division multiple access and slotted-ALOHA
yields better performance results than one used separately.

I. INTRODUCTION

As we move towards more automated societies it is only
natural that this transition happens within the automotive
sector as well. In recent years there has been an increase in
interest regarding self-driving cars and for these to operate
efficiently and safely they need to communicate with each
other [1]. Many traffic situations include many cars operating
within the same area at the same time which poses a problem
for the current methods of communication [2]. Whilst it is
possible for cars to communicate in these situations it may
not be with an acceptable performance to allow the many
benefits of self driving cars. Therefore new communication
solutions need to be designed, modeled and analyzed to allow
seamless communication between autonomous vehicles [3].

In this report we aim to analyze basic communication pro-
tocols, extend these protocols to also allow for prioritization
between different message types, evaluate and compare these
protocols with the help of analytical models and simulations.
Firstly, in section II, we present the requirements for au-
tonomous vehicles, our choice of physical layer properties,
some relevant MAC protocols and tools for modeling these.
Then we present our extended protocols in section III and
how we model and simulate these in section IV. After that we
present our results in section V to thereafter move into analysis
and discussion in section VI and VII respectively. Lastly, we
summarize and conclude this paper in section VIII.

II. LITERATURE STUDY

The literature on the communication requirements for au-
tonomous vehicles describe what types of messages an au-
tonomous car may use [1] with respective performance re-
quirements [4], [5], what physical layer properties we can
expect [2], which different multiple access protocols are
applicable [6] and how to model and evaluate these [7].

A. Types of messages used in autonomous vehicles and their
requirements

From [1] it can be deduced that there are two main types
of messages used in autonomous vehicles (AVs):

1) Messages which are essential to the vehicle’s operation
and safety, containing information such as position,
direction, speed, intention etc. Such messages are called
”control messages”. For the purpose of this report, all
these messages will be referred to as ”high-priority
messages” (HPM).

2) Messages which are ”nice-to-haves” but are not
essential for the passenger’s safety. Such messages
could include entertainment and other services. For the
purpose of this report, these messages will be referred
to as ”low-priority messages” (LPM).

The requirements of these message-types vary [4], but for
the purposes of this paper, requirements and specifications
where chosen from [5] and [8] according to:

1) High-priority - automated overtake:
• End-to-end latency (maximum delay): 10 ms.
• Reliability: 99.999% of all packets must make it

through within the specified end-to-end latency.
• One packet is sent every 10 ms, yielding a high-

priority packet (HPP) input rate of λ0,HP = 100
packets/s.

2) Low priority - watching 1080p quality Netflix:
• Average bitrate of Rnx = 5 Mbit/s which

yields a low priority packet (LPP) input rate of
λ0,LP = Rnx

L = 2083 packets/s, where L is the
packet size.

Regarding the packet size of high and low priority messages,
we use a packet size of L = 300 bytes. This is what is needed
for a low degree of automation according to [5]. In reality,
the packet size for low priority messages can be larger but for
reasons of simplicity, we instead chose to increase the input
rate of these packets so that the average bitrate becomes 5
Mbit/s as stated above.

Our goal here is to modify existing link layer communi-
cation protocols to prioritize between the messages of high
priority and messages of low priority. This should be done in
a way so that the high-priority messages exactly match their
requirements (with an added safety factor) and then use the
remaining resources for low priority messages.
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B. Physical layer properties

The research and development on ”vehicle-to-infrastructure
and vehicle-to-vehicle communication” (V2X) the last years
has led to efforts in standardization for V2X technologies.
The European Telecommunications Standards Institute (ETSI)
has in its European Release 1 defined that the most relevant
access technology for V2X communication is ITS-G5 which
is similar to IEEE 802.11a [2]. Therefore, in this analysis, we
will use the IEEE 802.11a data rate of 54 Mbit/s.

C. Relevant multiple access protocols

Two main protocol types where identified: Slotted-
ALOHA (SALOHA) and Frequency Division Multiple Access
(FDMA). Other protocols such as Time Division Multiple
Access (TDMA), polling and Carrier Sense Multiple Access
(CSMA) where also looked at briefly but discarded because of
their complexity to implement for our problem (autonomous
vehicle communication) and difficulty to prioritize between
message types. However, later on, we will compare the chosen
protocols with the industry standard and thus a brief explana-
tion of CSMA is also given.

1) SALOHA: All of the allotted bandwidth is shared be-
tween message types. All users using the network transmit
data-packets immediately when they have something to send.
This creates collisions between the packets and if two or more
packets collide, all of their information can be assumed to be
lost. The term ”slotted” here refers to the fact that users are
only permitted to start sending their packets at certain time-
intervals. This is to avoid a small part of the start or end of the
message colliding, as even a small collision can destroy the
entirety of the message. When a packet collides, the transmit-
ting user sends the packet again after a certain time interval
called a ”backoff time”. When a packet has collided and is
awaiting retransmission we call that packet ”backlogged”. One
of the main benefits of SALOHA is the fact that no central
controller is necessary for message-coordination as is the case
with e.g. TDMA or CSMA; its throughput, delay and stability
are however lower than that of other protocols. If the channel
becomes oversaturated with messages then it becomes unstable
and no messages are transmitted of the channel, a more formal
definition of this is discussed later in this report. [7]

2) FDMA: The available frequency band is split up into
multiple sub-bands. These frequency sub-bands then act inde-
pendently from each other, working as separate communica-
tion channels. Each channel is allotted to a single user which
tunes its filters to send and receive only in its own channel.
Its simplicity is advantageous but when some users don’t have
anything to send some of the available bandwidth resources is
wasted. [6]

3) CSMA/CA: Carrier sense multiple access with collision
avoidance is a protocol that is similar to (unslotted) ALOHA.
However, the main difference is that a user starts by listening
to the channel before transmitting and if it is not busy it
transmits. If the channel is perceived as busy it has to wait
and perform a backoff procedure. [7]

D. Mathematical modeling of multiple access protocols

The performance of FDMA and SALOHA is discussed in
[7]. We have chosen to focus on throughput, S, and delay,
D, for the different protocols. First, however, a common
nomenclature must be established for the analysis:

• λHP, λLP: amount of packets being sent per second
on average for high-priority and low-priority packets
respectively.

• RB : available bitrate for the physical channel in bits per
second.

• L: the size of one packet in bits.
• tp: amount of time it takes for one packet to send in

seconds, also called ”slot-time”.
• Nc: amount of cars using the channel.

For all applications, the slot time tp is always given by

tp =
L

RB
(1)

1) SALOHA: Two main equations from [7] are given for
the throughput and delay respectively:

SSALOHA = G(n)e−G(n) (2)

and
DSALOHA = E[nretx]E[tretx] +

3

2
tp (3)

which can be expressed as

DSALOHA = (eG(n) − 1)(
3

2
tp +

1

β
) +

3

2
tp (4)

An explanation of the parameters within these equations
follows.
Because of the fact that the channel both has new packets
as well as old packets being retransmitted, after colliding the
total input to the channel can be modeled as:

λt(n) = λ+ nβ (5)

where n refers to the number of backlogged packets, 1/β to
the average amount of time before a packet is retransmitted and
λ as the external input to the system. In [7], backoff times are
chosen at random according to the probability density function
(PDF):

ptrts(a) = βe−βa, a ≥ 0 (6)

where β is a system parameter here chosen as β = 10tp.
G(n) refers to the average amount of packets that should be
transmitted per time-slot and is given by

G(n) = λt(n)tp (7)

This, however, raises an issue for modelling as the number
of backlogged users is not known. However, through manip-
ulation of equations in [7] such as:

G(n)

SSALOHA
=

λt(n)

λ
=

1

Psucc
=

1

e−G(n)
(8)

we can express λ as a function of G(n) according to:

λ =
G(n)

tp
e−G(n) (9)
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To find G(n) not as a function of the number of backlogged
packets, n, but instead as a function of the external input, λ,
we simply have to invert equation 9 which gives us:

G(n) = −W0(−tpλ) = G(λ) (10)

where W0 is the principal branch of the Lambert function.
There are two more things to note, the first is that from

equation 3, E[nretx] refers to the average amount of packets
that are being retransmitted and E[tretx] refers to the average
time it takes for retransmitted packets to successfully transmit.
The second is that the total external input to the system, λ is
given as

λ = (λ0,HP + λ0,LP )Nc (11)

where λ0,HP and λ0,LP and refers to the average number
of packets being sent per second for one car for high- and
low priority messages respectively. This gives us enough
information to express SSALOHA and DSALOHA as functions
of our known inputs. For easier analysis, DSALOHA can be
normalized and expressed in amount of slot-times instead of
amount of seconds according to:

D̃ =
D

tp
= (eG(λ) − 1)(

3

2
+
(̃ 1

β

)
) +

3

2
(12)

2) FDMA: The two main equations for delay and
throughput as stated in [7] are:

SFDMA = λtp (13)

and

DFDMA =
Nc

λ
(SFDMA +

(SFDMA)
2

2(1− SFDMA)
) + τp (14)

where τp is the propagation delay here set to 0.

The fixed rate Rb can be divided in different ways, e.g.
into a number of equally large channels or into two channels
with a channel split ratio of γ ⊂ [0, 1]. For the first, each
of the channels get Rb/Nc for Nc number of cars and for
the second, each channel gets the two channels get Rbγ and
Rb(1 − γ). Equations 13 and 14 are for the case when the
available frequency band is divided into Nc equally large sub-
bands.

III. EXTENSION OF BASIC PROTOCOLS

The basic protocols outlined in the previous section cannot
inherently differentiate between different types of signals. To
achieve this, the protocols must be extended.

A. SALOHA

The SALOHA protocol described in [7] uses a backoff
algorithm whereby once a packet has collided, its backoff
time is chosen according to equation 6. This is however
fairly unstable according to [7] which is also shown later
in section IV-A3. A better approach is to make the backoff
time be randomly chosen from a time-window with uniform
probability. We call the start of this window tb1 and the end
of the window tb2. Therefore, once a packet collides it will

land somewhere between these two at random as illustrated
in figure 1. This method is still generally unstable but if we
double tb2 for the packet every time it crashes the system
becomes much more stable. We call such a system one of
”quadratic backoff windows”.

Fig. 1. A graphical illustration of an example system using the extended
SALOHA protocol. It is illustrated that HPP and LPP can both collide and
not collide, that if they collide they try to retransmit and that the HPPs backoff
window is smaller than the LPP backoff windows (tb2,HPP < tb2,LPP ).

Now, to differentiate between different types of packets we
can vary the initial window size, tb20, as this will consid-
erably affect the following window sizes of the packet as
it continuously collides before finally transmitting correctly.
For high-priority packets we use a smaller tb20 than for low
priority packets, hopefully leading to a smaller delay and
higher throughput.

B. FDMA+SALOHA

The FDMA protocol described in [7] allots a channel to one
specific user no matter how the frequency band is divided. To
instead allot the channel to a specific message type that can
be sent from all users, a modification of the protocol to handle
the traffic in each channel is needed. We chose to do this by
combining FDMA and SALOHA as illustrated in figure 2.

Fig. 2. A graphical illustration of the extended protocol FDMA+SALOHA.
It is illustrated that the total available frequency is divided into two sub-bands
with split ratio γ. The upper sub-band is allotted to HPM and receives γRb

of the total bandwidth while the lower sub-band is allotted to LPM which
receives (1− γ)Rb. Within each sub-band there is a SALOHA protocol. Of
note is that the two sub-bands will have different slot times unlike in the
figure as they will have different bitrates.
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In our case, we have two types of messages and choose to
divide the systems fixed rate Rb into two channels with the
split ratio γ ⊂ [0, 1]. For each channel, there is a SALOHA
protocol that handles the traffic that arises when many cars are
using the channel. All messages are of the same type in each
channel but they are sent from different users, meaning that
packets can still collide and have to be retransmitted. In this
case, unlike for the extension of pure SALOHA, the initial
window size for the backoff times are the same for all packets
and message types but qaudratic backoff windows are still
used.

IV. MODELING AND SIMULATION METHOD

A. SALOHA
To evaluate how our protocol with quadratic backoff times

works we can either use analytical models as described in
section II or we can build a simulation to see what actually
happens when we implement our protocol. Both of these have
their respective advantages and disadvantages.

1) The simulation software: A simulation software was
created in MATLAB. In order to better understand what
happens during a simulation, a graphical representation was
developed. A simple demonstration with explanatory text can
be seen in figure 3. The real simulated system more closely
resembles that in figure 4 which uses a simulation time (tend)
of 100 slots. For the real simulation, the system is simulated
for hundred or thousands of slots. An unstable system is shown
in figure 5. We define this to be the case when the external
input λ is greater than than the throughput S for a normalized
offered load G greater than 1, see figure 6. This can essentially
be described as the input of the system (λ) being greater than
the output of the system (S when G > 1).

The simulation can be used to look at the effect of various
parameters such as tb20, γ, simulation runtime tend, message
length L, the maximum number of collisions before resetting
tb2 etc. and combine them with different amount of cars to
observe system performance. It also allows choosing from
different backoff-protocols to compare their performance.

Once the simulation environment is set up we measure
performance indicators of interest. The software gives the
following outputs, anything can however be studied within the
simulated system if one chooses:

• Normalized system throughput, S.
• Normalized delay for high- and low priority packets, D1

and D2. Only packets which are successful have their
delay time recorded.

• Successful packets within the simulation time, P1 and P2.
• Number of collisions for high- and low priority packets,

nc1 and nc2.
• Average number of backlogged packets at every time slot,

mnblp

• Average normalized offered traffic, G
• If the system was stable or not according to our previous

definition, Pstable

• The percentage of packets that succeeded within the
required end-to-end latency, Pe2e, as defined in section
II-A.

Fig. 3. A graphical illustration of what happens during a simulation runtime,
here for a simple case with low λ. New packets have brighter colors while
resent packets get darker the more times they have collided. At slots 1, 3
and 4, three LP packets arrive and instantly succeed. At slot 8, a HP and
LP packet arrives at the same time and collide. The HPP waits for 1 slot
and then resends, and by chance (25%) the LPP waits the same amount.
At slot 10, another LPP arrives. The two HPP and LPP packets from slot
8 have now both collided twice meaning they will wait anywhere from 1
to tb20,HP 2ncol = 1 ∗ 22 = 4 and 1 to tb20,LP 2ncol = 4 ∗ 22 = 16
slots respectively. This works out well in this specific simulation snapshot as
all packets arrive at slightly different times from slots 13 to 15, with a new
LP packet arriving at slot 16. To clarify further, six new LP and one new
HP packet has arrived in this simulation runtime. For further simulations, the
backoff window start (tb10) is equal to 0 and not 1 as it is here. For this
snapshot, S = 7/18 and G = 12/18.

Fig. 4. A graphical illustration of a simulation with a higher λ and longer
simulation time. This system has a high load but is not yet unstable.

Because of the fact that the results vary for each simulation,
an average from Nsim number of simulations is always used.
The simulation takes a long time to run and to lower this
calculation time, the simulation can be tuned not to run if
it detects an unstable configuration or if it knows that a
simulation will be unstable.
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Fig. 5. A simulation which yielded unstable results, showing what happens
when λ becomes too large for the system to handle. Here, the green/black
mass of long blocked packets can be seen growing larger and larger when the
simulation time increases, indicating a buildup. It is clear here that G > 1
and that λ ≈ 1 is greater than S = 8/101.

Fig. 6. A figure taken directly from [7] describing the stability of SALOHA.
λ can be seen as the input and S can be seen as the output when G is larger
than 1. When S becomes smaller than λ the system is no longer stable as
the input is greater than the output. This happens at G = G2. Note that this
figure is for the analytical equations outlined in section II-D and not using
quadratic backoff windows.

2) Modeling vs. Simulation: An analytical model provides
a deeper understanding what is going on and allows us to
easily change the system configuration as well as exploring
a whole space more exactly whilst not taking a long time to
calculate. However, the analytical model is only precise in a
few cases and requires a lot of approximation, thus making it
unsuitable for e.g. large values of λ.
The simulation gives us a more realistic scenario making
it more applicable but takes a long time to calculate and
can be very dependent on how long it is allowed to run. It
also comes with the issue that we only simulate within a
short time which becomes an issue when e.g. the backoff
time is relatively large compared to the simulation runtime.
Some packets will be recorded as not being successful purely

because they did not succeed within the simulation time, even
if they would have succeeded if the simulation would have
run longer. Therefore when the load becomes high, the delay
measurement sometimes looks to become lower but this is
only because the (sometimes very few) packets that made it
through are recorded - the rest are lost.
To analyze and compare the model with the simulation, known
equations for delay and throughput were taken from [7] and
compared with the same parameters within the simulation.
This gave a throughput and delay which can be seen in figure
7 and figure 8 respectively. The backoff times here are not
chosen from a window but instead follow the PDF from
equation 6.

Fig. 7. System throughput for model from [7] compared to built simulation.
The simulation took averages from Nsim = 100 runs for each data point.

Fig. 8. Average packet delay for model from [7] compared to built simulation

We see that the model holds true for small values of λ but
does not hold true as λ increases. The reason for this becomes
very clear as we look at the number of backlogged packets.
From equations 5 and 7, the number of users for the analytical
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model can be found to be modeled as:

n =
(G(λ)

tp
− λ

)
/β (15)

Recording the average amount of backlogged users in the
simulation and comparing them to equation 15 gives figure
9.

Fig. 9. Average number of backlogged users for model from [7] compared
to built simulation. The ”jag” here at λ = 0.24 is from an anomaly in the
simulation.

This shows that the model holds true for small enough
values of λ but does not work when λ becomes too large.
This is expected and noted in [7] but no explicit threshold for
λ is mentioned. Because of the fact that a central issue within
this report is ”how much can we increase the system input λ
before our requirements are no longer satisfied?” a choice was
made to base the analysis and final results on simulations only.

3) The choice of quadratic backoff window: The reasoning
for choosing quadratic backoff windows was partly motivated
by the fact that it will become easier to prioritize between
message types but in principal the same approach could have
been taken with the given exponential distribution. The main
reason, as stated earlier, is that the stability of quadratic
backoff windows far greater than that of the exponential
distribution as shown in figure 10.

4) Correcting for simulation artifacts: As outlined earlier,
simulating does not come without its problems. One such issue
is that the average- and maximum packet delays are affected by
how long the simulation is allowed to run. This is illustrated in
figures 11 and 12. This is because as the simulation is allowed
to run longer and longer the probability of earlier sent packets
succeeding increases. This effect is amplified the larger λ is
which is clearly seen when comparing figures 11 and 12 as
λHP < λLP .
To compensate for this, the largest 1% of all delay values are
removed from the calculation of delay as only there are only
a small handful of outliers which is seen in 11. Even though
there are not just a few outliers but instead very many which

become an issue for LPM, this is not an issue since there is no
requirement for low priority delay and as such, this is not of
the same importance. This will of course affect the accuracy
of the delay values but this is a better approach than allowing
tend to have a large impact.

Fig. 10. Stability of quadratic backoff windows for two different values of the
initial backoff windows size, tb20 compared to an exponential distribution.

Fig. 11. How different sending times affect delay for high-priority packets.
A few peaks can be seen but if the largest 1% of them are removed the values
are not too disturbed. This effect is however amplified the larger the input
rate for HPM.

B. FDMA+SALOHA
Our FDMA+SALOHA protocol can be seen as two separate

channels that each use a SALOHA protocol. Therefore, the
same simulation method as described earlier is used to analyze
this protocol as well. However, some small modifications are
needed. Firstly, we set the simulation to only have one message
type per channel as they do not interfere for this protocol.
Secondly, the variable being tested has to be set to γ and not
tb20. Each channel is then analyzed individually as a system
with a normal SALOHA protocol.
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Fig. 12. How different sending times affect delay for low priority packets.

C. Finding a γ and tb20,LP to match the requirements for high
priority messages

To find the optimal γ and tb20,LP for our protocols we
investigate how the protocols perform in relation to the re-
quirements given in section II-A. The limiting requirement is
the reliability - that 99.999% of packets must succeed within
the specified end-to-end latency. For HPM this requirement
can be considered as 100% meaning that every packet has to
be successfully transmitted. This is because we would need to
run the simulation for 100 000 packet slots before we even
allow a single packet to fail and the simulations here only run
for a few thousand slots at most.

To find what sub-band split ratio, γ, fulfills the reliability
requirements we begin by looking at all HPM data points
(combinations of Nc and γ) that are stable. Then, out of these,
we look at all points that fulfill the reliability requirement.
But this is not enough since some of these data points belong
to the unstable area of the LPM. We have to take this into
consideration and remove all of the unstable LPM data points.
What we get is a map of all data points that are in the stable
area and that achieve the requirements.

To optimize HPM performance for extended SALOHA
we need to find the optimal initial window size for LPM,
tb20,LP . This is however a more difficult issue as increasing
tb20,LP will increase the performance of HPM and decrease
the performance of LPM without end but at a diminishing rate.
In theory one can increase tb20,LP to allow any number of cars
but as shown in section V, this is not possible. As such, the
question at hand is how many cars each protocol can handle
in regards to our HPM requirements and what is acceptable
for LPM despite there being no strict requirements.

V. RESULTS

A. How γ affects performance for FDMA+SALOHA

The sub-band split ratio, γ, plays a large role in the
performance of our FDMA + SALOHA protocol. As seen
in figure 13 and 14 it directly affects the throughput for both

HPM and LPM respectively. What we see is that the maximum
throughput follows a linear relationship between γ and Nc. A
larger γ, which means that HPM get most of the bandwidth
resources, increases the HPM throughput for a large number of
cars. For LPM it is the other way around, a small γ increase
the throughput for many cars. We could have guessed this
from equation 1 and 13 since Rb depends on γ. However, for
a smaller number of cars, this is not the case. This is due to
the fact that throughput is a measure of saturation for G < 1.

For a constant number of cars, an increase of the bandwidth
makes the channel less saturated and therefore the throughput
is smaller.

Fig. 13. Throughput for HPM as a function of sub-band split ratio γ and
number of cars Nc. The dark blue area is where the protocol becomes unstable
and no simulations have been done.

Fig. 14. Throughput for LPM as a function of sub-band split ratio γ and
number of cars Nc. The dark blue area is where the protocol becomes unstable
and no simulations have been done

The sub-band split ratio, γ, affects packet delay for both
HPM and LPM as illustrated in figures 15 and 16. It also
affects stability which is seen in the dark blue corner areas as
well as in figure 17. For the stable area, darker colors indicate
a smaller delay.
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Fig. 15. Delay for HPM as a function of sub-band split ratio γ and number
of cars Nc. The top left area has infinite delay as the system in unstable there.

Fig. 16. LPM delay as a function of sub-band split ratio γ and n.o. cars Nc.

Fig. 17. Stable (bright) and unstable (dark) data points for HPM.

We see that the maximum delay, in the same way as
throughput, follows a linear relationship with γ and Nc. For
HPM and a constant number of cars, a larger γ yields smaller
delays, for LPM it is the other way around.

For all FDMA + SALOHA results, simulation parameters of
Nsim = 150 and tend = 1000 where used. These parameters
where chosen from many tests to minimize computation time
whilst preserving statistical accuracy.

B. How tb20,LP affects performance for the extended SALOHA
protocol

The initial window size affects both the SALOHA protocol
delay and throughput performance. In figure 18 and 19 it can
be seen that, for a constant number of cars, the throughput
increases and the HPM delay decreases as tb20,LP increases.

Fig. 18. Throughput as a function of LPM initial backoff window size
tb20,LP and number of cars Nc. tb20,HP is here set to 1.

Fig. 19. HPM delay as a function of LPM initial backoff window size tb20,LP

and number of cars Nc. The area to the top left has infinite delay and is highly
unstable.
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It can also be of interest to look at how the LPM delay is
affected by increasing tb20,LP , this is illustrated in figure 20.
To analyze which combinations of Nc and tb20,LP that match
our requirements we must also look at how many packets
succeed within the required end-to-end latency as specified
in section II-A. This is shown in figure 21. However, many of
the points illustrated in these figures do not belong to stable
configurations which can be seen in figure 22. Despite shorter
simulation runtime, we chose to keep a large portion of the
specified area to analyse as this gives a clearer picture what
is going on. This is especially true for figure 21 where it is
very clear that more cars and a smaller value of tb20,LP lead
to fewer HP packets succeeding within the required delay.

Fig. 20. Mean normalized delay for LPM expressed in amount of packets.
Note that for larger values of Nc the delay is displayed as decreasing but this
is only because of the fact that very few packets are successful. The area to
the top left has infinite delay and is highly unstable.

Fig. 21. Percentage of high priority packets that succeed within the end-to-end
latency requirement.

Fig. 22. Stable (bright) and unstable (dark) data points for SALOHA.

C. Finding tb20,LP and γ that match the HPM requirements

The optimal sub-band split ratio, γ, for our
FDMA+SALOHA protocol is determined as the peak
of the bright area in figure 23. It is approximately γ = 0.7
and yields a capacity of roughly Nc = 20 cars.

Fig. 23. Map of HPM data points that are stable and fulfill the delay and
reliability requirements (bright) and points that do not (dark). This graph is
produced by setting the requirement that no packets can fail within the end-to-
end latency and that the LPM channel must be stable. One roughly achieves
this graph by setting the maximum delay to 225 packets (10 ms for Rb=54
Mbit/s) from figure 15 and then applying the LPM stability requirement from
figure 16.

The optimal initial window size for LPM, tb20,LP , cannot
be determined as easily. To find the amount of allowed cars
we must take which data points from figure 21 that match
our requirement of 100% succeeding packets which gives us
figure 24.
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Fig. 24. Data points fulfilling the requirements for the extended SALOHA.
This graph is produced by setting the requirement that no packets can fail
within the end-to-end latency and that the system must be stable.

The problem now becomes that the only negative effect of
increasing tb20,LP is that the delay for LPM is also increased
which in turn has no requirement. This means that in theory
it is possible to have as many cars as one wishes using the
extended SALOHA protocol simply by increasing tb20,LP

but the issue is that the LPM delay will grow very quickly
in regards to the amount of cars that the system can handle.
This is because the allowed number of cars follows a log2
relationship with tb20,LP which can be seen from the fact
that G = 1 is linear in figure 25 which has a logarithmic
x-axis. As explained earlier in section IV-A1, for high loads
it is at G=1 where the system will become unstable. Seeing
as figures 22 and 24 are closely linked, it is G = 1 which can
be assumed to say where the line goes for how many cars
can be handled for different combinations of Nc and tb20,LP .

Fig. 25. Normalized offered load, G, in relation to tb20,LP , for SALOHA.
This is for the special case G=1 after which point we can assume instability
because of the high total input rate of the SALOHA channel.

For large values of tb20,LP in relation to the system runtime,
tend, G is not accurate. This is because once a LPP has
collided in a system with parameters tb20,LP = 1024 and
tend = 1000 it will never be sent within the simulation runtime
again. To analyze this further, a simulation of much greater
tend was done which shows the true nature of G = 1 which
can be seen in figure 26. G = 1 closely matches the stability
of the system which in turn closely follows the amount of
allowed cars that the system can handle.

Fig. 26. G = 1, in relation to tb20,LP and for tend = 8000.

Figures 25 and 26 are contour plots of how the normalized
offered load (which can be seen as the input from both new and
retransmitted packets) changes in regards to our parameters.
G = 1 is especially interesting to follow as it shows when the
system most likely becomes unstable as previously discussed.
Looking at figure 26 we clearly see that for small tb20,LP

in relation to tend follows a predictable nature and as such
analytical equations can be derived. Even though different
values of tend give different results in regards to G and there-
fore different number of allowed cars for extended SALOHA,
relevant connections between variables can still be made as
all simulation parameters are kept constant when comparing.

VI. ANALYSIS

Comparing the results for our extended SALOHA and
FDMA+SALOHA protocol from section V-C reveals that it
is generally better to divide the frequency band into two sub-
bands if we want to prioritize between two types of messages.
The extended FDMA+SALOHA protocol with the optimal
split ratio can manage roughly 20 cars whilst the extended
SALOHA protocol only manages a handful of cars as seen in
figure 23 and 24 respectively. However, we can further increase
the amount of cars the extended SALOHA protocol can handle
be continuously increasing tb20,LP but this is very slow. But
how slow? From figure 26 we can approximate the relationship
between the amount of allowed cars and tb20,LP to follow the
equation:

Nc{G = 1} = 0.18 log2(tb20,LP ) + 2.9 (16)
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This means that we need a tb20,LP of 2 to allow for 3 cars,
70 to allow for 4 cars, 3300 to allow for 5 cars, 155 000 to
allow for 6 cars, 7 300 000 to allow for 7 cars and so on. This
would mean a delay of 6 minutes or so for the case of 7 cars
which is generally not considered good performance. If you
however consider the our specific use case, watching Netflix
at 1080p quality, delay does not actually have that much of an
impact as once the entertainment starts rolling all packets are
delayed by the same amount simply meaning that everything
takes a long time to change. Even in this case though, users
would most likely get frustrated if they had to wait 6 minutes
to change movie and as such a feasible limit can be drawn to a
LPM delay of half a second giving a total amount of allowed
cars of 5.

This can be compared to the case of FDMA+SALOHA
which at its optimum of 20 cars has a LPM delay of around
4.6 milliseconds. It is worth noting that because of the
reasons outlined in section IV-A4 these values or not to be
interpreted directly but rather in relation to each other.

From a principle standpoint, we could say that extended
FDMA+SALOHA decreases bandwidth and therefore maxi-
mum bitrate whereas extended SALOHA increases delay of
LPM. For the case of watching Netflix, this could mean
lowering quality for FDMA+SALOHA whilst waiting longer
between changing movies for SALOHA. However, using the
numbers outlined above, it is clear that FDMA+SALOHA is
better in essentially every way.

The reason for this is that the requirements for HPM are
our limiting factor meaning we can push their input to the
limit and be able to disregard what happens with the LPM.
When the two are mixed up, despite the added amount of
bandwidth, the HPM are not protected in any way from the
huge amount of LPM and so are lost in the crowd, greatly
decreasing performance.

VII. DISCUSSION

Our simulation study suggests that the solution with split
frequency band performs better for a larger number of users
when it comes to the requirements for HPM. The results
presented does compare the performance of our two protocols
but not much more. In reality however, the number of cars
these protocols will have to manage is generally greater than
20. Networks could be split up into many sections of 20 users
each but it is more desirable to allow for more users using the
same protocol.

A. Comparing our protocols to the forefront in industry -
WAVE

As mentioned in section II-B the access technology for
AVs issued by ETSI is ITS-G5. This technology utilizes
the multiple access protocol CSMA with collision avoidance
(CSMA/CA) [9]. A performance comparison between this
protocol and slotted ALOHA is made in [7]. There, we can
see that CSMA/CA has a larger throughput than SALOHA, but
also a larger delay for larger throughput. This indicates that its
reliability is not as not as good as SALOHAs when the traffic

increases. This is also strengthened by [9] who writes that
CSMA/CA does not perform well in congested situations. We
believe it is safe to say that our FDMA+SALOHA protocol has
the potential to outperform CSMA/CA regarding the reliability
of HPM in congested situations.

B. Implications of our findings for society
Our findings suggest that basing vehicle communication

technology on the physical layer solution IEEE 802.11a with
MAC protocol FDMA+SALOHA can manage approximately
20 vehicles. In reality, this number of vehicles is fairly small.
In dense city environments, the numbers are more often than
not larger than this which of course implies some challenges.
In situations like this, we can no longer ensure 100% reliability
or small enough delays. This increase the risk of accidents
and precautions that decrease the efficiency enabled by this
vehicular communication has to be taken.

However, there are many further solutions to explore, eg.
that not all cars has to share its data, drop HPM which
transmission time is longer than the delay requirement or
infrastructure-based solutions.

C. 5G - Performance potential of next generations network
system

Even if we can apply further solutions to improve
the performance of our protocols with the IEEE 802.11
technology there will still be problems regarding congestion.
This is due to that the available spectrum is limited for
IEEE 802.11 technology. There are further problems with
this technology. As mentioned, the wireless system for AVs
has to support a diverse set of applications. For the IEEE
802.11 standard to cope with this it requires a wide spread of
infrastructure-based solutions called roadside units (RSUs),
this may not always be practical. The next generation wireless
system, 5G, aims to solve these problems by both augmenting
existing solutions and introducing new ones. For example,
today’s widely accepted system 4G LTE supports integration
of WiFi and the unlicensed spectrum but 5G will extend
this to also support the integration of 3G, 4G, Bluetooth
and others. This augmentation will allow AVs to connect to
the most suitable network for different types of messages. [10]

Furthermore, 5G can be seen as an implementation of a
set of building blocks. The most relevant ones for vehicular
communication and AVs are listed in [10] and are here shortly
explained:

1) Proximity service: Proximity service (ProSe) provides
awareness for AVs by discovering devices and services in
its proximity. It enables AVs to receive ad hoc location
information and to communicate without an infrastructure. By
avoiding the transmission from passing through the core of the
network this provides high data rate transmissions and efficient
utilization of resources.

2) Mobile edge computing: Mobile edge computing (MEC)
moves some of the core functionalities closer to the user (the
edge). This enables the extremely low latencies required for
AVs.
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3) Network slicing: Network slicing eases management of
all available access networks that 5G embraces by logically
separating them. For AVs, different network slices can be
based on the type of message. HPM can be specified as a slice
that requires high reliability and very low latency while LPM
can be specified as a slice that enhances infotainment user
experience by ensuring high-bandwidth content distribution.

Together, these building blocks solve many of the short-
comings of today’s standards for vehicular communication.
Together they can ensure safety by fulfilling the requirements
for HPM in a resource efficient way. ProSe also increases the
security for AVs by being able to determine the source of hack-
ing attacks. MEC enables intensive computing applications to
deliver results on time by moving cloud services closer to
the edge of the network. Network slicing can designate slices
based on the diversity of requirements for different messages.

Note that network slicing is similar to our
FDMA+SALOHA solution. The difference is that our
solution slices the frequency band to meet the requirements of
HPM while network slicing designates a slice of the available
networks to do the same.

Even without these special building blocks, 5G will simply
be able to increase the maximum bitrate by a factor of more
than 100 comparing with todays standards [11]. As shown with
our analysis of FDMA+SALOHA, the relationship between
allowed number of cars and bitrate is linear. Therefore, using
our only our simple protocol outlined in this paper, the amount
of allowed cars could be closer to 2000 if we used the physical
layer properties of 5G. This should be an acceptable number
to split the network communications cell in.

To summarize this section we can conclude that 5G will
implement many different improvements to existing solutions.
This enables the network systems to utilize their resources in
a highly efficient way and thus fulfilling all requirements for
AV communication even during highly congested situations.

D. Critique of our method
It is safe to say that our analysis has provided a result that

one of our two proposed protocols performs better in regards to
AV communication requirements. It is a very narrow analysis
as it only investigates the MAC in the data link layer and does
not dig deeper into the physical layer. The assumptions made
for AV communication in section II-A limits this analysis since
there are many more scenarios and requirements for AVs.
However, this analysis is sufficient to compare the protocols
since we base the analysis of each protocol on the same
assumptions and use the same simulation software with the
same parameters.

1) The issues that come with simulation: The main benefit
of simulation is that it more closely resembles that of a real
system and allows a brute-force method for finding answers.
This is because very few assumptions have to be made.
Instead, the drawback factor comes from the fact that only
a limited runtime can be simulated. This has a number of
effects:

• As the system generates randomly every time, many
iterations have to be run to achieve a reliable result.

This leads to very high computation times (many of the
graphs in this report took 10+ hours to compute) without
necessarily giving extremely accurate results. An example
of this is the allowed number of cars ”edge” in figures
23 and 24.

• For large values of initial backoff time in relation to
simulation runtime the results become inaccurate. This
is seen when comparing figures 25 and 26.

• The system starts with 0 packets every time. Therefore,
we are actually simulating the start of a communication
process Nsim times and not a static steady state system.
For large values of tend the effects of this becomes
smaller but they are never the less always there.

• It is difficult to change how the system works in com-
parison to using analytical models. Models can be easily
changed and give a deeper understanding whilst simu-
lations require a lot of work to implement and the user
only sees input and output without understanding what is
actually happening. This is however necessary when the
systems become too complex.

• The values for packet delay become very dependent for
large values of λ. This is shown in section IV-A4. Whilst
this is not a very big issue for comparing two protocols
using the simulation with the same parameters, it does
make it difficult to compare to other protocols. In combi-
nation with the fact that new protocols can be difficult
to implement, this is can be a problem. Furthermore,
because of the fact that the amount of allowed cars is
affected by the delay values, this can be an issue when
determining the total amount of allowed cars for our
protocols.

• Considering the fact that the main reasoning behind
using simulations instead of models was that models
where not accurate for large λ, the simulation may be
not as useful as one first thinks. This is because, as
outlined in the previous point, for large λ the results for
delay are not easily studied. However, by studying how
parameters are affected by tend it is possible to outline
analytical equations that describe these relationships. A
brief analysis of this was done and a graph of throughput
depending on tend can be seen in figure 27.

2) Defining stability: Stability in this report is defined using
analytical models outlined in [7]. Since we can only see
a snapshot of a simulation, we can only use approximative
values of G and S which is what defines stability. For the
simulations used in this report, a data point is considered
unstable if a single one of the Nsim number of simulations was
unstable as this indicated that the system should be unstable
if allowed to run for a long time.

3) The premise for real SALOHA: As outlined in [7],
real SALOHA uses acknowledgement messages (ACKs) to
communicate to the sending user that their message has been
received correctly. If the user does not receive such a message
then that package is considered not to have been successful.
That we have ignored this is not a major issue as this entire
backoff procedure can take place within a single SALOHA
slot. However, this does strain the assumption that the packet
size L can be considered as 300 bytes.
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Fig. 27. How different values of tend affect system throughput. We see here
a negative log2 relationship, indicating that the system throughput becomes
smaller with larger tend but that this effect diminishes quickly.

4) Other assumptions: The assumption of our inputs, that
is 100 packets per second for HPM and 5 Mbit/s for LPM
is a very specific case. We have also assumed that neither of
these can be changed. For instance, it seems more likely that
a better approach would be to simply lower the quality of the
Netflix stream to allow more cars rather than have a constant
quality at all times. This can be generalized to the fact that our
protocols do not in any way listen to the environment that they
are communicating in which in all likelihood greatly decreases
their performance.

We also assume the absolute best conditions for our physical
layer properties that is, a maximum bitrate of 54 Mbit/s whilst
this will be lower in reality. Other factors such as the speed of
the cars using the network and the distance between the cars
also play a major role. whilst we have essentially studied the
case for still cars that are right next to each other.

E. Further analysis

1) Creating more stable protocols: As outlined in [7]
there are many ways to make protocols more stable. The
main way is to make the system listen to how congested the
current channel is and adjust backoff windows and input rates
according to this. The introduction of a controller, that is a
unit which coordinates traffic can further increase stability.
We have here adhered to techniques which are relatively
simple to implement. This is an active choice but performance
should be able to be greatly increased if other methods are
approached.

2) Changing tb20 for HPP: In this report, we have only
analyzed what happens for increasing initial backoff windows
for LPM. The graphs outlined in section V however, show
that the system should perform better if HPM have a slightly
larger value of tb20.

3) Changing tb1: For the protocols outlined in this
paper, the start of the backoff window does not change and is
always set to the packet slot that is right after packet collision.
Changing this could lead to a difference in performance.

4) Changing the backoff window in other ways: Our pro-
tocols use a flat probability distribution for when the packets
should arrive within the packet window. Other probabilities
such as normal or poission distributions within the window
itself could also make a difference in performance. One could
also imagine the window being divided and spread out in such
a way as to allow certain time-sections to be reserved for high
priority messages whilst the remaining time is available for
low priority messages.

We have here chosen to only study how quadratically
increasing window sizes affect system performance. The
window size could however be modified to change in a
different manner, say in such a way that tb2 increases
exponentially.

5) Splitting networks into small cells: As outlined in this
report, a communication protocol can handle a handful of
cars. Even advanced protocols of today can only handle a
few hundred cars [2]. This means that the cars regardless of
protocol need to be split up into multiple ”communication
cells” that each can handle the specified amount of cars. This
could then be applied to a general traffic simulation to further
analyze how systems would work in the real world.

6) Further work in a broader sense: To fully analyze what
MAC protocols that are optimal for AV communication many
different versions and combinations of the entire wireless
system has to be analyzed and compared. As seen in the
discussion about the potential and performance of 5G, a lot
of different solutions are proposed to be utilized for different
types of use-case requirements in different situations. All of
these solutions has to be carefully analyzed and perfectly
optimized.

There are many more MAC protocols to analyze, FDMA,
slotted ALOHA and their combinations are only some of
many. How can CSMA be modified to prioritize between dif-
ferent types of messages? Might HPM interrupt a transmission
of LPM and how would that affect the performance of a CSMA
protocol? These types of questions can be asked for all MAC
protocol solutions.

Further analysis that could be made in the broader case of
AV communication could be research on how new innovative
solutions affect the performance of the communication. How
could unmanned aerial vehicles boost communication perfor-
mance in AV scenarios? Or what if AVs use another physical
communication medium?

VIII. SUMMARY AND CONCLUSION

In this report, we aimed to investigate how MAC protocols
can be extended to allow for message prioritization in the
context of autonomous vehicles. Two different modifications
to existing protocols have been proposed, analyzed and
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compared in regards to industry requirements. This was done
by building a simulation software in MATLAB and simulating
the scenario of two types of messages, low priority and high
priority. Our proposed protocol FDMA+SALOHA performed
better in terms of reliability and delay for a larger number of
cars than what our modified SALOHA protocol performed.
Our results show that FDMA+SALOHA can manage 20 cars
while fulfilling the requirements, mean while our modified
SALOHA only can manage around 5 cars under the same
requirements. We conclude that these protocols would
not suffice in reality since the wireless systems has to be
able to manage more than 20 cars at a time in some situations.

Moreover, we also concluded that simulations produced
more accurate results than that of models and that a SALOHA
system with quadratically increasing backoff windows is
more stable than one with exponentially distributed backoff
times.

Lastly, we saw that that our proposed protocol with split
frequency band probably outperforms the CSMA/CA protocol
regarding relibability for HPM in congested situations.
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Modelling Communication Networks
for Active Traffic Management

Jens Fagerberg and Lucas Bergstrand

Abstract—Emissions, travel times and traffic congestions in
urban areas have become a central issue with increasing urban-
isation. By actively monitoring and managing traffic flow via
traffic lights there can be extensive improvements in these areas.
To enable communication between infrastructure components
an underlying network is needed to route information. These
networks can be both centralised and decentralised which both
have advantages and disadvantages. By studying and modifying
existing network models, such as the Barábasi-Albert and Erdős-
Rényi, an algorithm that generate a robust and safe communi-
cation network can be constructed, which has been the main
goal of the project. To ensure that an optimal model is being
used, robustness was analysed by comparing parameters such
as average node degree, network diameter, clustering and effi-
ciency. Network robustness was prioritised as it ensures network
reliability and resilience and this led to the conclusion that a
decentralised network model was suitable for the application.

I. INTRODUCTION

With increasing urbanisation and population growth, society
face extensive environmental changes and new problems arise
that require innovative solutions. The concept of applying
Internet of Things-technology to infrastructure is a rapidly
growing field of study and market with an estimated annual
revenue of $88.7 billion by year 2025 [1]. This technology
may be used for autonomous vehicles, smart energy man-
agement, home automation, traffic management and structural
health monitoring to mention a few.

As the number of vehicles has been increasing since year
2000 [2] and by 2030, 60% of the world’s population are
estimated to live in urban areas [3], it’s clear that congestion
problems have to be resolved in order to decrease emissions,
travelling times and economic loss. As of today, economic
loss caused by traffic congestion, in the U.S alone, are ap-
proximately $180 billion annually [4].

Changes to the road network are either extremely expensive
or not possible. It has grown over time and countless road
segments are independent projects being connected to each
other. Therefore, solutions has to be developed with this in
mind and adapt to the current infrastructure.

One solution to congestion is active traffic management. By
enabling traffic lights to connect and exchange information
with one another, traffic flows at junctions can be monitored
and actively managed. Similar studies have initially shown that
it’s possible to achieve a 26% reduction of travel times, 40%
idle time reduction and 21% reduction in emissions [5].

Communicating traffic lights provides a solution to enable
increased efficiency for existing infrastructure. Providing an
alternative solution, instead of large scale changes in infras-

tructure which requires large monetary investments and takes
time.

Another use for this technology is for public transportation
routing and urban planning. Data collected can not only be
used to reroute bus lines in case of accidents or construction
sites but also be used to evaluate future investments in infras-
tructure.

This project has focused on the communication infrastruc-
ture needed to connect traffic lights to each other. The network
needed can be created and analysed with network science and
models existing in this field of research. It has also provided
a method of robustness and performance analysis.

II. NETWORK SCIENCE

Network science is the study of networks. This involves
communication networks, computer networks, biological net-
works, social networks etc. Network Science provides a large
number of tools for modelling, analysis and optimisation of a
network.

Networks consist of nodes, connected by links. There are
a number of properties to consider in a network. These
properties and how they correspond to parameters of a com-
munication network will be introduced in this section.

• Node Degree: The number of links associated with the
node.

• Weight: A link can be assigned a weight which can
represent i.e. transmission distance or cost. In our network
model, all links are unweighed as distances are small
enough to consider transmission times as instant.

• Adjacency Matrix: Matrix representation of links and
nodes in the network. Elements of the square matrix
indicate if two nodes are connected. If they are, the
element is equal to the weight of the link otherwise the
element is equal to zero. The adjacency matrix for the
undirected network in 1 is

A =



0 1 0 1
1 0 1 1
1 1 0 1
0 1 1 0


 (1)

• Degree Distribution: Degree distribution of a network is
defined as the distribution of probability that a random
node has the degree k. This is an important aspect, as the
degree distribution describes the network in an efficient
manner and also enables simple comparison between
networks. This aspect will be discussed further in section
VI.
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• Undirected and Directed Networks: As shown in figure
1, networks can be both directed and undirected. In com-
parison to the directed network, its undirected counterpart
enables two-way communication. A communication net-
work is therefore in most cases undirected, as two-way
communication is desirable. Using undirected graphs will
reduce computing time as the adjacency matrix becomes
symmetrical.

Fig. 1. Undirected (left) and directed network (right).

• Shortest Path: As there are not only one path between
two given nodes. We are interested in the shortest path
between the two nodes, shown in figure 2.

Fig. 2. Shortest path between node 0 and 5 in yellow.

• Network Diameter: The longest shortest path between
any two nodes in a network is called the diameter,
dmax. This parameter determines how closely connected
the network is, increasing L will generally decrease the
diameter of the network.

• Connectedness: An important parameter of a network
is connectedness. A network is connected if and only if
all paths between two nodes are finite. If a network is
not connected there are parts of the network which is
inaccessible, meaning you cannot reach all nodes in a
network from any given node. An unconnected network
is not suitable for the purpose of communication.

• Clustering Coefficient: Clustering coefficient, Ci, mea-
sures the local link density around a node, i, in other
words, how many of the nodes connected to node i are
connected to each other.

Ci =
2Li

ki(ki − 1)
(2)

where Li denotes the number of links between the ki
neighbours of node i. A clustering coefficient of 1 corre-
sponds to all local nodes being connected and a clustering

coefficient of 0 corresponds to all local nodes being
disconnected, illustrated in figure 3.

Fig. 3. Two networks with C0 = 0 and C6 = 1

III. CENTRALISED AND DECENTRALISED NETWORKS

An important aspect to consider in the design of a com-
munication network is whether the network should be cen-
tralised or decentralised. Two different approaches with dif-
ferent strengths and weaknesses. It’s important to analyse
and compare these two approaches to be able to choose the
approach most suitable for the application.

A. Decentralised Network

In comparison to its centralised counterpart, which can be
seen in figure 4, decentralised networks have no hubs. The
degree distribution is more uniform, and messages are relayed
from node to node until it reaches its final destination. A
decentralised network is harder to maintain as there are no
hubs and all nodes has to handle multiple connections and in-
formation routing. The increased complexity and connectivity
of these nodes result in a more robust system as information
has multiple routes to the final destination.

Fig. 4. Decentralised network.

1) Erdős-Rényi Model: The Erdős-Rényi (ER) model was
first introduced in 1959 [6]. This model is used to generate
decentralised, random networks from a given number of nodes.
The most important aspect of the ER models is that the
probability of connecting two nodes is uniform and hence,
the degree distribution of the network is Poisson-distributed.
This is an important aspect to consider and will be discussed
further later in the article.
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The network G is defined with, G(N,p), where N is the
number of nodes and p is the probability threshold. The
network is generated by choosing two nodes and generating
a random number between 0 and 1. If the random number is
greater than p, a link is placed between the two nodes. This
procedure is repeated for every possible link in the network.

This model inherits some important properties [7]:
• If p > (1+ε) lnN

N the network will surely be connected,
and vice versa.

• If Np < 1 the network will surely not have connected
components larger than O(log(N))

• If Np = 1 the network will surely have a component
with maximum size of N

2
3 .

• If Np > 1 the network will surely have a giant compo-
nent.

These characteristics are of importance to the ER model as
it allows the user, to some extent, to control network structure.

Decentralisation is the most important factor for our com-
munication network. Downtime will increase congestions and
eventually expose drivers to unnecessary risks, leading to
potential economic loss and larger environmental pollution
which is the direct opposite of what’s desired.

With these definitions in mind, it was decided that for this
application, a decentralised approach is most suitable. This
approach would provide a network with higher robustness
and connectivity but also an infrastructure where an expensive
data centre that needs maintenance and personnel is avoided,
effectively reducing cost.

Choosing a decentralised network also simplifies the analy-
sis of the network as they can be modelled with the ER model.

B. Centralised Network

In the centralised approach there’s a clear hierarchy. Mes-
sages are communicated to a central node and then relayed to
its final location. All communication passes this central node.
In the mathematical models these central nodes are hubs, with
a lot of links to the smaller children. This approach with a
central server will result an easier system to maintain, the hubs
needs to be very sophisticated whilst the children are simpler
and only need to gather data and relay to the hub, as seen in
figure 5.

The hubs are the greatest strength and the biggest weakness
of the centralised network. It provides a natural node for anal-
ysis of gathered data and can be used to easily communicate
with other nodes. Although if the hub is experiencing problems
and seize to function the whole network can be crippled as
there is no way for the nodes to communicate with each other.

A centralised approach would be suitable if a data centre is
needed to perform large, real-time calculations. Something that
could become necessary if big data analysis is implemented
to prevent congestions before they occur or if public transport
routes can be effectively changed whenever problems arise.
Although, these calculations can be done remotely, and control
signals could be sent to the network of traffic lights.

1) Barabási-Albert Model: The Barabási-Albert (BA)
model was developed by Réka Albert and Albert-László
Barabási during the late 1990s. Several real networks, such as

the World Wide Web, possess scale-free properties and growth
by preferential attachment, which led to the development of
this network model [8]. Most real network have power law
degree distributions and not Poisson-distributions. The degree
distribution of these networks can be described mathematically
as

pk ∼ k−γ (3)

where γ denotes at which rate degree probability decrease.
Networks whose degree distribution follow a power law have
scale-free properties. In these networks hubs exist, which are
nodes with higher than average degree. The number of hubs
are small, and the number of low degree nodes are high.

The BA model will produce networks with a power law
degree distribution, where a small number of nodes has a large
number of links and many nodes have very few links. This
property is the main difference between the ER model and the
BA model and will have an effect on how the communication
network will be constructed, investigated further in section
VI-A.

Fig. 5. Centralised network.

The method of generating a network using the BA model is
more complex compared to generating a network with the ER
model. As you start off with two nodes and connect the nodes.
Then you add a third node. This node will connect to either
node 1 or node 2 or both. This is where the random aspect
is present. For every new node, the probability for the node
to connect to another node is proportional to the number of
links of the other node. A node with twice the number of links
will have twice the probability to be connected. The process
is repeated until the desired number of nodes is reached.

With this method of generating the network, hubs will be
formed as the probability is weighed by the degree of the node.
Highest degree nodes have higher probability of connecting.
This method is called preferential attachment.
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IV. REQUIREMENTS

As traffic flows and the probability for congestion heavily
varies during a 24-hour period, it is clear that situations like
morning and afternoon traffic define what requirements the
network has to satisfy. If information is transmitted at a too
low frequency, congestions will still occur, and desired func-
tionality wouldn’t be reached. Consequently, if information is
transmitted at a too high frequency, network capacity will be
affected resulting in data loss or unnecessary hardware costs.

A. Technical Specification

Every traffic light, seen as a node in the network, has
to communicate certain information at a certain frequency.
During i.e. midday and at night when very little congestion
occurs, there is small or no need for active control and
therefore the system could be in standby. When the system
is actively managing traffic, we’ve estimated that each node
should transmit the following information every 15 seconds.

• Current state: Green or red signal.
• Consumed time in current state.
• Any errors detected. If the traffic light is out of order,

then other rules at that intersection (signs etc.) should be
applied.

• Current traffic flow by evaluating sensor data.

This will be a data packet. The amount of information might be
trivial, but doing appropriate optimisation from the beginning
ensures that the network is allowed to expand, and hardware
costs can be reduced.

B. Economic Specification

As current infrastructure has to be replaced or modified,
large investments are needed and small reductions in cost for
each unit lead to large decreases in the overall project cost.

Therefore, when constructing the network, the economical
aspect should be considered. Cost can be reduced by min-
imising hardware requirements. This can be done by reducing
the amount of data transmitted, minimise connections to other
units and for wireless systems, reduce transmission range.

V. METHOD

A. Software

Algorithms have been programmed in Python in which the
library NetworkX has been utilized for network construction
and analysis. NetworkX provides a framework to construct
graphs. It also provides methods for calculating parameters,
degree distributions and creating graphical representations of
networks.

NetworkX, and the authors personal preferences were the
main reasons why Python was chosen as programming lan-
guage over MATLAB. The documentation for NetworkX [9]
has been thoroughly studied.

B. Network Models

As networks appear in technological, biological and social
applications there is, as a result of this, various models that
quantifies different characteristics of these networks. Intu-
itively, we do not expect any similarities between a social
network and a communication network, but this is not the case.
Networks in different applications exhibits similar behaviour.
We’ll investigate if some of these models may be suitable for
generating the network that connects traffic lights.

1) Barabási-Albert Model: Introduced in section III-B1,
this model generates a random network with scale-free proper-
ties, where a preferential attachment-mechanism is used, and
the node connectivity is chosen beforehand.

Preferential attachment is a process which propose that
nodes with high degree has an increased probability to connect
to new nodes in the network.

The probability for a newly added node to connect to
another node i is calculated by dividing the degree of node
i by the sum of degrees of pre-existing nodes, as shown in
equation 4.

pi =
ki∑
j kj

(4)

which states that nodes with higher degrees achieve a higher
probability.

As the network possess the scale-free property the degree
distribution follows a power law. Average path length, l,
increases proportionally to the network size

l ≈ lnN

N lnN
(5)

2) Unit Disc Model (UD): Proposed in 1995 [10], this
model aims to better model the behaviour of wireless
transceivers. It is a popular model in which the transmission
range of each node is taken into consideration. One flaw of
this model is that it assumes that every transceiver has a
perfectly circular broadcast range, which in reality isn’t true
and affected by antenna construction, antenna placement and
physical obstructions.

The probability for two nodes to connect in this model are
based on the Euclidean distance

pi,j = |xi − xj |< dt (6)

between the two nodes. This distance has to be lower than a
threshold distance, which is defined by the transmission ranges
of the nodes.

3) Adjacent Nodes Model (AN): The project group at-
tempted to develop their own network model in order to gain
understanding about the complexity of networks and their
generating algorithms. The base idea is to connect one node to
a number of nodes in its proximity. This value can be changed
together with a maximum distance between two nodes. Com-
pared to the Unit Disc and BA model, this takes both node
connectivity and maximum distance in consideration.

When the algorithm generates the network, it will connect to
the adjacent nodes until it reaches either the maximum distance
or maximum connections thresholds.
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C. Geographical Data

Fig. 6. Traffic lights in Stockholm.

In order to generate a communication network for traffic
lights in Stockholm, information regarding their positioning
throughout the town is needed. Data was acquired from
Stockholm Municipality. GPS-position provide not only valu-
able information regarding network approach but also the
geographical constraints needed if wireless communication
is being considered. In Appendix A an extraction of the
geographical data is shown, where the coordinates are in RT90
and SWEREF format.

D. Network Generation

To compare and analyse networks it is needed to program
algorithms that generate these. This has been done with
Python and NetworkX. The procedure to generate ER and AB
networks has been discussed in section II.

As it has been decided to have decentralised approach,
the model needs to reflect this approach, while using the
geographical data gathered. It’s theorised a traffic light will
affect nearby traffic lights more than distant ones. Therefore,
the model has to be complemented to take into account the
geographical location of the traffic lights.

In order to satisfy the need for larger connectivity in
closer proximity and having a decentralised approach to the
network, the authors propose a modification of the ER model.
Instead of having a completely random network with a uniform
probability, the probability is weight with respect to distance
between the two nodes. The probability should be proportional
to the inverse of the distance, rij. Thus, the probability can be
described as

pij =
Ci

rij
(7)

Where Ci is a scale coefficient. The scale coefficient is
different for every node i and it defined as follows,

Ci =
1∑N

j=1
1
rij

(8)

Another version of this model has also been considered,
when the probability is proportional to the inverse of the
distance squared. These models will be referred to as the R
and R2 model respectively.

VI. ANALYSIS AND OPTIMISATION

In this section we analyse network parameters in order to
determine the properties of the networks and thus determine
which models are suitable for connecting traffic lights.

A. Degree Distribution

The degree distribution is a statistical presentation of all
node degrees in a network. It’s an intuitive representation
and contains information about the network structure. This
measure has been mentioned in section II and in this section,
histograms will be presented for each network type.

1) Erdős-Rényi Network: In the ER model, the event that
pairs of nodes connect are independent from each other,
therefore, this model yields a network, that for large N,
are Poisson-distributed. The structure of this network can be
modified by changing the probability for two nodes to connect,
which has been explained in section II.

Fig. 7. Degree distribution for Erdős-Rényi model.

In figure 7 we can observe the typical appearance of a
Poisson-distribution with a mean of approximately 30 con-
nection, lowest node degree around 14 and the highest degree
around 44.
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Fig. 8. Degree distribution for Barábasi-Albert model.

2) Barábasi-Albert Network: In comparison to the ER
model, this model captures phenomenons observed in real-
world network. The degree distribution follows a power-
law, indicating the existence of hubs caused by preferential
attachment.

Figure 8 represents the degree distribution of BA network
with edge connectivity of five. We can see that the The
exponential reduction in node degrees indicate that we have a
few hubs of different sizes, and that our network probably is
split into several components.

3) Unit Disc Model: The unit disc models yields a degree
distribution that share similarities with the degree distribution
for the Erdős-Rényi network.

Fig. 9. Degree distribution for Unit Disc model.

It can be observed in figure 9 that the mean node degree is
around 8. Not taking preferential attachment into consideration
in our model might be one of the reasons why we don’t
observe a degree distribution following a power law.

B. Network resilience

Data transmitted across the network has to be protected in
order to ensure the integrity of the network as well as safety of
drivers, pedestrians and vehicles. Unauthorized users getting
access to control signals could have catastrophic consequences
such as traffic accidents and road blocks which obstruct
emergency vehicles.

The information can be protected by using data encryption
and firewalls, but also by isolating the network to communicate
on a separate frequency or with a private protocol rather than
public options like 802.11 WLAN and 4G.

Ensuring that a network can withstand malicious attacks are
of great importance but is beyond the scope of this project.
Although, robustness analysis do affect network resilience,
which is discussed in the next section.

C. Robustness analysis

Robustness states how well a network can ensure function-
ality when nodes, link or other parts of the network break
down which obstructs data transmission. Networks with high
robustness will avoid cascading failures when equipment fail
at one location by having alternative paths that data can be
transmitted through.

There are several important parameters that’ll be considered
when analysing robustness of a network [11].

1) Average shortest path: There can be multiple paths
between a pair of nodes. Although, the shortest path denotes
how many nodes the information has to pass to reach its
destination. The average shortest path distance across the
network indicates how dependent nodes are of each other.
If the average distance is 1, then it can be concluded that
all nodes directly connected to each other. Therefore, a lower
value indicates higher robustness.

ã =
1

N(N − 1)

∑
i,j∈G

di,j (9)

Where di,j is the shortest distance between node i & j and n
is the total number of nodes in the network G.

2) Edge connectivity: The number of edges that can be
removed prior to the networking becoming disconnected. A
network is robust if it stays connected even though edges are
being removed, hence, a large edge connectivity indicates the
network is robust.

3) Average clustering coefficient: The local clustering coef-
ficient of a node is calculated as the proportion between links
in its neighbourhood divided by the number of possible links.

〈C〉 = 1

N

N∑
i=1

Ci (10)

Ci is the local clustering coefficient, defined in section II.
A higher average clustering coefficient means more links

between neighbouring nodes and therefore the network is more
robust.
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4) Network efficiency: Network efficiency is based on the
idea that information between two nodes travels along the
shortest path. The efficiency of this communication is defined
as the inverse of the shortest distance. The average efficiency
across the network measures the mean flow-rate of information
[12].

E =
1

N(N − 1)

∑
i�=j∈G

1

di,j
(11)

As the efficiency is proportional to the sum of inverse of the
distance, a high efficiency indicates higher robustness.

5) Algebraic connectivity: It has been proven [13] that al-
gebraic connectivity is defined as the second lowest eigenvalue
of the Laplacian, which has been described in previous section.
The magnitude of this is a measure of how well the network
is connected and is zero only if and only if the graph is
disconnected. Considering this, a higher value result in higher
robustness.

6) Number of spanning trees: A spanning tree is defined as
a graph which includes all available nodes without any cycles.
In order for a spanning tree to exist in a network, it has to
be connected and therefore a higher number of spanning trees
indicate a more robust network. Kirchoff’s Theorem states that
the number of spanning trees in graph G can be calculated as:

t(G) =
1

N

N∏
i=2

λi (12)

Where λi are the non-zero laplacian eigenvalues.
7) Effective graph resistance: By looking at the network

as an electrical circuit, all links can be considered (for an
unweighed network) having resistances of 1 Ohm. The ef-
fective resistance corresponds to the total resistance over the
circuit when applying a current over these series- and parallel
connections. Once again, the non-zero laplacian eigenvalues
can be used to calculate this measure [14]:

Re = N

N∑
i=2

1

λi
(13)

As in an electrical circuit, a lower resistance is desired and
indicates higher robustness.

8) Percolation limit: Assuming that node removal occurs
randomly, the percolation limit is calculated as [15]:

Pc = 1− 1
〈x2〉
〈x〉 − 1

(14)

where 〈x〉 and 〈x2〉 is the average node degree and the
variance respectively. The percolation limit yields the critical
threshold of how many nodes that can be removed before
disconnecting the network. As of this, a higher value indicates
higher robustness.

All parameters explained in this section has been collected
for following networks:

• Barabási-Albért Network with different connectivity.
• Network generated with unit-disc model.
• Network generated with regard to 5 closest nodes.

These parameters for networks generated with the Barabási-
Albért model with different connectivity are presented in table
I.

TABLE I
ROBUSTNESS PARAMETERS BA MODEL

Network generated with BA model
Edge Connectivity 2 3 4 5 6
Average Distance 3.86 3.32 3.00 2.83 2.71

Efficiency 0.29 0.32 0.35 0.37 0.39
Average Clustering 0.040 0.040 0.044 0.054 0.061

Algebraic Connectivity 0.53 1.18 2.11 2.93 3.79
No. of Spanning Trees 3.99 5.97 7.95 9.92 11.88
Eff. Graph Resistance 170e3 98e3 69e3 53e3 43e3

Percolation limit 0.89 0.91 0.93 0.94 0.95

It can be observed from the data in table I, that the
Barabási-Albért network model, in which desired connectivity
is selectable, robustness increases as we increase the connec-
tivity. All parameters increase in magnitude except for average
distance and graph resistance which decrease with increasing
robustness.

TABLE II
ROBUSTNESS PARAMETERS RANDOM AND UNIT-DISC MODEL

R model R2 model AN model
Edge Connectivity 1 1 1
Average Distance 3.10 3.95 11.55

Efficiency 0.346 0.277 0.126
Average Clustering 0.03 0.11 0.13

Algebraic Connectivity 0.551 0.301 0.004
No. of Spanning Trees 9.61 6.70 4.40
Eff. Graph Resistance 49e3 84e3 375e3

Percolation limit 0.90 0.85 0.74

In table II robustness parameters are presented for the R,
R2 and unit-disc model. All three networks have an edge
connectivity of 1, which is caused by that two clusters are
connected through 1 link. This can be altered with to increase
robustness. But as mentioned earlier if the distance is large
between nodes the effect is decreased. Thus this might not be
an issue, but analysing this is beyond the scope of this project.

Comparing the AN model to the R and R2 models, it can
be concluded that the 5 closest model is inferior. Seen in table
II the effective graph resistance is a factor 10 larger than the
R and R2 models. The average distance is four times larger
for the 5 closest model and algebraic connectivity is a factor
100 smaller. With respect to these aspects we discard the AN
model in favour of the R and R2 models.

The R and R2 models, provides a good alternative to
the the Barabási-Albért model with the exception for edge
connectivity. When the probability of a node establishing a
link is reduced in the R2 model, average clustering increase,
increasing robustness, but remaining parameters indicate that
the network generated with the R2 model is less robust
compared to the R model.

As a modern communication network can handle large
information of data with low hardware requirements and
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transmission speeds being very high. We conclude that a
modified ER model with a probability proportional to the
inverse of the distance between the nodes is suitable for
a decentralised network approach. The R model is from
a robustness perspective better compared to the R2 model,
although both models can be used.

VII. RESULTS

The network study performed and presented in this re-
port verifies that random models, even after modification,
is suitable for the application of connecting traffic lights.
By developing a new model and comparing to known ones,
such as Erdős-Rényi and Barábasi-Albert, characteristics and
performance was able to be estimated.

Three models were developed and tested, being mentioned
as ”Adjacent Nodes (AN)”, ”R” and ”R2”, where R and R2 are
the same model but with probability of connecting reducing
with linearly and quadratically. The AN-model were discarded
as it didn’t provide satisfactory results in either performance
or robustness. The other two were based on the Erdős-Rényi
and Unit Disc models.

This proved to be a well functioning model in regard to
robustness with e.g. low resistance and high percolation limit.
As a decentralised approach were chosen, it was decided to
modify the ER model as the random model doesn’t create
any hubs. Consequently, the network do not follow a power-
law degree distribution which is common for real networks
and provides an almost constant average path length when the
network is growing.

The model needs improvement as edge connectivity, as
seen in table II, is only 1. This is related to nodes having a
maximum number of connections and the order in which nodes
are connected to the network. If all adjacent nodes within the
transmission range of a node i has reached this limit, it will
not be able to connect to something. Also, if network growth
is of importance, it might be a good idea to do modifications
to the BA model instead of the ER, which was done here.

Fig. 10. Network generated with ”R”-model.

VIII. FUTURE WORK

As network structure is the foundation to enable communi-
cation between traffic lights, further work is required before
implementation. In terms of network analysis, the algorithm
can be further developed in regard to network growth and by
modifying the Barb́asi-albert model instead of Erdős-Rényi
model. One important improvement to the chosen algorithm
is to increase edge connectivity.

A communication protocol suitable for this application has
to be chosen and evaluated through simulation, which is also
needed to analyse network performance. The project group
researched and planned to perform simulation in OmNet++,
but this test was discarded as it is beyond the scope of this
project. When simulation has been conducted one might look
into hardware solutions and investigate the economic cost of
this project.

IX. CONCLUSION

The goal of this project was to model and analyse a network
model for traffic lights in an urban environment with the long-
term goal of active traffic management. This has been done
by researching network models and implementing appropriate
models with gathered geographical data of traffic lights in
Stockholm, Sweden.

The authors decided, after having evaluated both a cen-
tralised and decentralised approach, that a decentralised ap-
proach is better with the main argument of higher network
robustness even though economical costs will be larger. In
order to compare results a centralised model was analysed.

The models used was the Barabási-Albért model, Erdős-
Rényi model and models based on the Erdős-Rényi model
, R and R2 models and a model connecting the 5 closest
traffic lights. The R, R2 and AN models was introduced to
take into consideration the geographical location of the traffic
lights. As the authors theorised that nodes in close proximity
will communicate more frequently and the effect of traffic
management diminish as distance between nodes increases.

Analysis of the different models yielded results resulting
in the AN being discarded as the performance and robustness
was inferior to the R and R2 models. Comparing the R and R2
models, with data from II, the performance and robustness are
similar but as average distance and effective graph resistance
is larger and algebraic connectivity and efficiency is lower.
The R model is superior.

The Barabási-Albért model produced similar results to the R
model. Acting as a confirmation that the R model is applicable
for the application. As the Barabási-Albért model models a
centralised network, the R model provides an alternative for a
decentralised approach.

It is concluded that using a random model which takes
geographical data into consideration is suitable for use in
traffic light communication with a decentralised approach.
Further research is required to implement such a network.
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APPENDIX
EXTRACT OF TRAFFIC LIGHT GEOGRAPHICAL DATA

NTS_ID Namn RT90_X RT90_Y Extra_In Sweref_N Sweref_E
160038 Lidingovagen - Fortifikationsforvaltningen6582968 1629888 RT90 6582815 675602
160039 Karlbergsvagen - Dalagatan6582374 1627409 RT90 6582191 673131
160040 Odengatan - Sveavagen6582525 1628031 RT90 6582349 673751
160041 Karlbergsvagen - Vastmannagatan6582386 1627522 RT90 6582204 673244
160042 Karlbergsvagen - Upplandsgatan6582400 1627619 RT90 6582219 673341
160043 Odengatan - Upplandsgatan6582320 1627660 RT90 6582140 673383
160044 Norrtullsgatan - Vanadisvagen6582827 1627541 RT90 6582645 673257
160045 Tegnergatan - Dalagatan6581732 1627766 RT90 6581553 673496
160046 Dalagatan - Radmansgatan6581841 1627704 RT90 6581661 673432
160047 Odengatan - Dobelnsgatan6582595 1628166 RT90 6582421 673885
160048 Odengatan - Roslagsgatan6582688 1628343 RT90 6582516 674061
160049 Roslagsgatan - Surbrunnsgatan6582771 1628293 RT90 6582598 674010
160050 Odengatan - Birger Jarlsgatan6582735 1628430 RT90 6582564 674147
160051 Birger Jarlsgatan - Surbrunnsgatan6582817 1628385 RT90 6582645 674101
160052 Odengatan - Tulegatan6582642 1628258 RT90 6582469 673977
160053 Sveavagen - Surbrunnsgatan6582605 1627996 RT90 6582429 673715
160054 Sveavagen - Frejgatan6582783 1627899 RT90 6582605 673616
160055 Frejgatan vid Tulegatan6582904 1628117 RT90 6582729 673832
160056 Valhallavagen - Roslagstull6583342 1628022 RT90 6583166 673732
160057 Valhallavag -  Ingemarsgatan - Birger Jarlsgatan6583147 1628201 RT90 6582973 673913
160058 Sveaplan 6583187 1627685 RT90 6583007 673397
160059 Sveavagen - Vanadisvagen6582963 1627798 RT90 6582784 673513
160060 Norrtull 6583186 1627383 RT90 6583002 673095
160061 Norra Lanken - Uppsalavagen6583318 1627302 RT90 6583133 673013
160062 Norra Stationsgatan - S:t Eriksgatan6583045 1627213 RT90 6582859 672927
160063 Valhallavagen - Lidingovagen6582537 1629374 RT90 6582377 675093
160064 Valhallavagen - Engelbrektsgatan6582674 1629049 RT90 6582510 674767
160065 Valhallavag - Danderydsg. -  Dr  Kristinas Vag6582745 1628951 RT90 6582580 674668
160066 Valhallavagen - Uggelviksgatan6582730 1628842 RT90 6582564 674559
160067 Valhallavagen - Odengatan6582868 1628676 RT90 6582700 674392
160068 Valhallavagen - Frejgatan6583057 1628406 RT90 6582886 674119
160069 Birger Jarlsgatan - Frejgatan6582993 1628281 RT90 6582820 673995
160070 Frejgatan - Roslagsgatan6582948 1628200 RT90 6582774 673915
160071 Valhallavagen vid Surbrunnsgatan6582940 1628585 RT90 6582771 674300
160072 Valhallavagen - Sibyllegatan6582343 1629705 RT90 6582187 675427
160073 Valhallavagen - Artillerigatan6582323 1629832 RT90 6582169 675554
160074 Valhallavagen - Vartavagen6582137 1630254 RT90 6581988 675978
160075 Valhallavagen - Banérgatan6582089 1630391 RT90 6581942 676116
160076 Valhallavagen vid Gyllenstiernsgatan N & S6581976 1630675 RT90 6581832 676401
160077 Karlavagen - Oxenstiernsgatan6581663 1630641 RT90 6581519 676371
160078 Valhallavagen - Erik Dahlbergsgatan6582240 1630034 RT90 6582089 675757
160079 Sveavagen - Kungsgatan - Apelbergsgatan6581652 1628490 RT90 6581482 674220
160080 Sveavagen - Olof Palmes Gata6581692 1628472 RT90 6581522 674202
160081 Sveavagen - Adolf Fredriks Kyrkogata6581821 1628404 RT90 6581650 674132
160082 Sveavagen - Tegnergatan6582025 1628297 RT90 6581853 674023
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Modeling Communication Network in Electrical
Grids

Gurpreet Singh

Abstract—There is countless number of systems in the world
that require communication between different component. One
of such systems is the electrical grid. The electrical grid is
required to communicated at all times to work properly. The
communication in the electrical grid is usually carried out
through wired connection with the power lines or wirelessly. One
of the things it need to communicate is the energy production
and consumption, if the network becomes unbalanced the system
can be overloaded or underloaded which can cause a blackout.
This happened in Italy in 2003, a power line became faulty
and overloaded the connected lines, which caused a nationwide
blackout. Such events can be minimized if the network is designed
with security and efficiency in mind. Network Science is a tool
that makes it easier to analyse and study networks. By first
creating a model and then analysing attributes of the model such
as, diameter, clustering coefficient and edges. By analysing these
attributes it is possible to draw conclusions on security, speed and
cost. The models that were used is the BarabsiAlbert (BA) model,
ErdsRnyi (ER) model and an adaptation of the Watts-Strogatz
(WS) model. These models were compared with the attributes in
respect. The results show the BA model is the fastest, the WS
model is the most secure and cost-efficient and the ER model does
not excel at anything. It is concluded that none of the models
are ideal and a model should be selected after what is required
of it.

I. INTRODUCTION

The world consists of many systems that require the cooper-
ation of millions, sometimes billions, of components. Such as
mobiles phones, computers, electrical grids or a community of
people connected to each other. These systems are collectively
called complex systems, such complex systems can be studied
using network science [1].

One of these complex systems is the communication net-
work in electrical grids. The electrical grid is one of the
fundamental infrastructure in the modern society, it reaches
billions of people and is often taken for granted. It is also
highly communication dependent, it would not work without
it. One of the things the network must communicate is the
energy production and consumption [2]. This is due to the fact,
that the energy consumption and production needs to almost
match each other at all times. If the balance comes out of
proportion for an extended period of time, the system can be-
come overloaded or underloaded, which can cause a blackout.
The network must also communicate sudden changes or events
that can cause harm to the it. If the communication network
is not effective and poorly constructed, with poor security and
speed these changes can have profound consequences, such as
in Italy in 2003.

On September the 28th, 2003 a power line became faulty
in the Swiss power system. This caused the connected lines

to overload, the system operator was not able to discharge
the overload which caused a failure in the connected lines.
All imported energy to Italy was lost and the system could
not handle the fluctuation which then caused a nationwide
blackout [3].

There are several factors that play a role in an effective
communication system. A few of them are, speed, security
and cost.

There are many models that generate a network, the ones
that will be examined in this report are the Barabási-Albert
(BA) model, Erdös-Rényi (ER) model and an adaptation of
the Watts-Strogatz (WS) model. The models will be generated
in MATLAB and tested and compared for each criterion using
Network Science.

II. COMMUNICATION TECHNOLOGIES

There are several diverse ways the electrical grid can
communicate, such as: using cellular communication, WLAN
or Power Line Communication (PLC). All these diverse ways
can essentially be collectively summarized to wireless commu-
nication and PLC. Wireless communication commonly has the
structure of a centralized network and PLC has the structure
of a decentralized network and follows the power lines. In a
centralized network all components connect to a centralized
node as seen in figure 1. In a decentralized network the
components are more spread out and more interconnected as
seen in figure 1.

III. NETWORK REQUIREMENTS

There are a few requirements for a communication network,
it must have sufficient security, the speed of the network
must be high and the cost must be low. The security of a
network is proportional to its clustering coefficient, the speed
of the network is proportional to its diameter and the cost is
proportional to the amount of edges in the network.

A. Security

The security in a network is one of the most important
requirements. A network that has poor security is highly
vulnerable and very unstable. A centralized network is very
vulnerable to targeted attacks, as many if not all components
connect to a central node. If the central node is compromised,
the whole network can fall apart. However, the centralized
network is not as vulnerable to random attacks, such as, natural
disasters. There is a higher probability that a node with small
number of edges will be compromised in a random attack.
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Fig. 1. Illustration of a centralized and decentralized network.

A decentralized network is not as vulnerable to targeted
attacks, because there are no nodes that connects to several
other nodes. It is also not vulnerable to targeted attacks,
because, most of the nodes are connected to a small number
of other nodes.

The security of a network is proportional to its clustering
coefficient.

B. Cost

The cost of a network is an essential criterium as without
it, the ideal network would be a network where very node is
connected to every other node. A network that has this struc-
ture is called complete graph. This is highly cost inefficient,
and the number of edges would be proportional to

Cost ∝ N2, (1)

where N is the number of edges, this is not efficient.
The cost is considered as proportional to the amount of

edges there are in the network. It is also assumed that the
edges have the same properties and are equally long.

C. Speed

The speed determines how quickly information can travel
in the system. If the speed is low, it can take too long for the
system to response, which can cause power failure or harm the
system. The speed of the system is proportional to diameter
of the system.

IV. NETWORK SCIENCE

Network Science will be used to study and model the
communication network in the electrical grid. A network
contains nodes and edges, nodes represent stations in the

electrical grid, such as, houses, generators and transformers.
The connections between these stations are called edges [1].
Edges can represent a physical connection between two nodes
or a wireless connection and allow communication between
the connected nodes. The network has some key features that
can be studied. These key features are: Degree distribution,
diameter and clustering.

A. Degree Distribution

One of the main properties of a node is its degree (k),
the degree of a node is defined as how many nodes it
links to (number of edges). The degree of every node is
used to determine a networks degree distribution. The degree
distribution describes the probability of finding a node with k
amount of edges in a network. The degree distribution hints
at what the topology of the network is [4]. Figure 2 shows
the degree distribution for two networks. Network a’s degree
distribution is b and network c’s degree distribution is d.

Fig. 2. Illustration of degree distribution for two networks.

B. Diameter

The diameter of a network is the largest shortest path
between any two nodes. The shortest path between node A and
B is the path that visits as few nodes as possible in-between
when going from node A to node B [5]. The diameter hints
at what the speed in the system is.

C. Clustering

Clustering shows how interconnected a nodes neighbours
are. The clustering coefficient shows what a networks structure
tends towards. It shows the relationship between a node’s
neighbours and if they are connected. The local clustering
coefficient is defined as the number of connected nodes divided
by total number edges a node has. The global clustering
coefficient is defined as
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C =
1

N

N∑
i=1

Ci. (2)

Where Ci is the local clustering coefficient and N is the
total number of nodes.

Real networks have tendency to have a higher clustering
coefficient than random networks. The closer the clustering
coefficient is to 1 the more interconnected it is. A network
with clustering coefficient equal to one will be a complete
graph as seen in figure 3. A network is a complete graph if
every node will connect to every other node. If the network
has a higher clustering coefficient a node is less likely to
become detached from the network. The clustering coefficient
is therefore, considered to proportional to the security of the
network.

Fig. 3. Clustering coefficient values for different networks.

V. NETWORKS

A. Scale-Free Network

The scale-free networks degree distribution follows a power
law. This means that the probability of finding a node with k
edges is about

pk ∼ k−γ , (3)

where usually, 2 < γ < 3. The probability for a node
existing with many edges is small; however, it is not zero.
Therefore, there are few nodes with many edges, these are
called hubs. Hubs makes the diameter shorter, however, the
network also becomes less safe. Figure 4 shows the degree
distribution for a power law, and how it can be represented on
a map [6].

Fig. 4. Power law degree distribution (Scale-Free).

B. Random Network

The random networks degree distribution can follow a
binomial or Poisson distribution. Most of the nodes in a
random network have a degree close to k and there are only
a few nodes with a degree higher or lower. There are no hubs
in a random network as seen in figure 3 [7].

Fig. 5. Random degree distribution (Poisson distribution in this case).

C. Power Line Network

The last communication network that is going to considered
is a communication network that follows the power line. This
network therefore will only have nodes connect to the nearest
nodes, there will not be any connections between two far-away
nodes.

VI. METHOD

The models are created in MATLAB. Each model is run 50
times and the average result of diameter, number of nodes and
clustering coefficient is calculated.

A. Barabási—Albert Model

A scale-free network is generated using the Barabási-Albert
(BA) model. The BA model creates a random network which
is centralized. The BA model represents a wireless communi-
cation network as it has hubs and is centralized. The algorithm
for the model first generates N number of nodes. It then
adds one node at a time and connects it to m number of
existing nodes. It is connected with preferential attachment,
which means that the higher a nodes degree is, the more likely
is it to connect to a new node. The probability of connecting
to an existing node is defined as:

Π(ki) =
ki∑
j kj

. (4)

Where ki is the degree of node i and
∑

j kj is the sum of all
degrees. The BA model does not take geographically location
in to account and does not represent real placement of nodes.
It is typical of the BA model to generate a network with a
small diameter, which makes the communication faster [8].
The value of m is set to 2 in order to have around 200 edges
in the network. The initial number of nodes is also set to 2,
the first steps of the algorithm is seen in figure 6.
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Fig. 6. First steps of Barabsi-Albert model with m = 2.

B. Erdös–Rényi Model

The Erdös–Rényi (ER) model generates a random network.
The algorithm generates N number of nodes and then selects
two nodes and connects them with a probability p. This is done
for every two combinations of nodes [9]. The probability p is
set to 0.02 as it generates around 200 edges which matches
the ER and WS model.

C. Adaptation of Watts—Strogatz Model

The algorithm for the Watts-Strogatz (WS) model generates
N number of nodes. Each node is then connected to its
nearest k nodes, as seen in figure 7. The WS model is a
one-dimensional model, an adaption of this model is therefore
required for to work in two dimensions. The adapted model,
the Power Line (PL) model, is generated by first generating N
number of nodes on a rectangular plane. The distance between
every pair of nodes is calculated. Every node is then connected
to its k geographically closest nodes. The value 3 is used for
k in this project, in order to give the network around 200
edges. The PL model represents the PLC network as it is
decentralized and the nodes only connect to the closest nodes.

Fig. 7. The Watts-Strogats model with 12 nodes and k = 4.

VII. RESULTS

The results are based on the average of 50 simulations. They
show that the BA model has a clustering coefficient of 0.1462,
a diameter of 6.436 and 189.2 number edges in average. The
ER model has a clustering coefficient of 0.02927, a diameter
of 15.83 and 220.8 number edges in average. The PL model
has a clustering coefficient of 0.5138, a diameter of 22.59 and
171.4 number edges in average.

The results are summarized in table 1. The figures of the
models are displayed in figure 8, 9 and 10. The figures are
randomly picked from one of the 50 simulations.

TABLE I
RESULTS FOR EACH MODEL

Clustering Coefficient Diameter Total Number of Edges

BA Model 0.1462 6.436 189.2

ER Model 0.02927 15.83 220.8

PL Model 0.5138 22.59 171.4

Fig. 8. The BA model visualized with 100 nodes.

VIII. DISCUSSION

From table 1 it is possible to see that the BA model has the
shortest diameter, the second highest clustering coefficient and
the second highest number of edges. The ER model has the
lowest clustering coefficient, the second smallest diameter and
the highest number of edges. The PL model has the highest
clustering coefficient and has the lowest number of edges,
however, it has the largest diameter.

Fig. 9. The ER model visualized with 100 nodes.
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Fig. 10. The PL model visualized with 100 nodes.

These results show that none of the models are ideal, as they
excel at different areas. The BA model is the best if speed is
the only criteria and where cost and security is not as high a
priority. PL model on the other hand is the ideal model if cost
and security is considered, although it is 3.5 times slower than
the BA model. The ER model does not excel at anything, it
is not worth considering as the AR model is superior to it in
every criterion.

There network attributes have limitations as they do not
fully represent the real requirements. The cost has only been
considered with the total number of edges in the network.
Because the distance between different nodes can vary signif-
icantly it is not the best assumption. The fact that it is assumed
that every connection is the same is also problematic, as what
kind of connection it is between nodes can vary. It can be
a wireless connection or a physical, and the cost can vary
significantly. The AR and ER model are not geographically
dependent, to be able to consider the distance between nodes
there must be a geographical dependency. The models must
therefore be modified.

The diameter is also not the average shortest distance be-
tween all nodes. It is the overall largest shortest distance. This
can be questionable because as there can exist a few isolated
nodes that increase the diameter considerably. Therefore, it
might be better to use the average shortest path instead of the
diameter.

The global clustering coefficient only tells us how inter-
connected the average node is. It does not tell us how inter-
connected every node is. This is problematic, as most of the
network could be very interconnected, however, there might
exist a node that is not interconnected at all and is a weak
link. Such a node is a threat to the whole network and must
be taken into consideration. The lowest clustering coefficient
should also be considered when analysing the network, this
can point out weak links.

To improve the results achieved in this result it might be
sensible thing to combine the AR network for its speed and
the PL network for its security. This however, is something

that needs further analysis.

IX. CONCLUSION

The communication network in electrical grids have been
modelled using three different models, in order to analyse
which one of them is the ideal. The models that have been used
are: The Barabási-Albert Model, the Erdös-Rényi Model and
an adaptation of the Watts-Strogatz model. The models were
analysed with cost, speed and security in mind. The conclusion
that have been drawn are summarized below.

• None of the tested models were ideal. Barabsi-Albert
model can be selected if the cost and security is not as
high of a priority. The power line model can be selected
if the speed is not as high of a priority. The ER model
should not be selected.

• The diameter of the network does not perfectly represent
the speed in the network and should be considered
adapting.

• The cost of a network can vary on depending distance
between nodes and types of connections. This cost model
is therefore, not perfect and can be improved upon.

• The clustering coefficient does not display weak links in
the network. It might be good to also analyse the node
with the lowest clustering coefficient.
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THE INTERNET OF INSECURE THINGS
Imagine driving your car when someone else takes control over dashboard functions, steering, 
transmission and brakes, all through a compromised wireless connection. This is not fiction, its 
reality. In 2015, two hackers demonstrated a major flaw in the newest Jeep model. This resulted in 
a recall of 1.4 million cars and a big wakeup call for the industry.

By connecting our everyday items to the internet, we expect more flexibility and an increase in user experi-
ence. This is the main purpose of the Internet of Things; one of the hottest technological trends today. With 
this, however, comes another issue. The issue of cyber security.

The problem with connecting all of our old technological devices to the internet is maybe not obvious at 
first, however it is a problem that could lead to fatal consequences. At the time of developing most of our old-
er devices, IT-security wasn’t really that big of an issue. Cars, for instance, is a great example of this. Inside 
a car is an entire network of computers connecting all of the components, some directly linked to the most 
vital functions, such as steering and braking. By design, this network is very trusting and there are often 
times no security measures put up to stop messages with ill intent to be sent over the network. 

Today cars often have internet access embedded from the factory, otherwise they can be connected through 
the use of third-party devices. The implication of this is very obvious. Without proper IT-security imple-
mented in internet connected cars there will be dire consequences if someone with ill intent gets remote 
access.

Previously, attacks on cars have been through physical access, but the game has changed. Multiple demon-
strations of car hacks have already showcased exploits in connected cars, including one example where 
hackers were able to wirelessly steer a journalist off the road. If hacks like these are carried out with bad 
intentions, it would lead to major consequences. It would open a door to a new kind of crime.



238

CONTEXT E: SMART CITIES: CYBERSECURITY

Cyber security is one aspect that is often over-
looked while trying to modernize and intercon-
nect different devices. The Internet of Things 

(IoT) is being built, and it is growing rapidly.  This 
has the possibility of creating large scale problems 
as our society is gradually becoming more connect-
ed. Entire cities and their infrastructures are soon 
going to be connected into massive networks with 
large amounts of data flowing within them. As socie-
ty trusts these products with increasingly important 
everyday tasks, it is the manufacturer’s responsibil-
ity to make sure that the devices they supply are se-
cured. The question then becomes: how do you test 
these devices and networks for security flaws?

The first task in compromising a systems security is 
to identify attack vectors, possible entries in to the 
system. This is what the work of group E2a and E2b 
was based on. The groups investigated the securi-
ty of a specific IoT system, Telia Sense. Telia Sense 
consists of an OBD-II adapter which together with 
their mobile application can be used to connect a car 
to a smartphone. Due to the unit’s connection to the 
cars internal network, combined with its internet ca-
pability, a remote attack could be made possible. By 
creating a threat model, attack vectors and potential 
exploits could be mapped. By thorough testing of 
identified threats, one can verify if weaknesses exist 
in the system. Threats of higher priority were tested 
primarily. The result of the work is a documentation 
of the security testing that was performed.  

After finding a compromised node in a network, 
attacks are no longer contained to just one unit. By 
gaining access to a seemingly unimportant device in-
side of a network, the security of the entire network 
could be jeopardized. Continuing the theme of cyber 
security in cars, project group E3 focused on model-
ling and analyzing the internal communications net-
work of a car. This was done by using a modelling 
software called Securicad. It has been developed by 
Foreseeti, an offspring company with roots in KTH. 
The software allowed for structuring and mode-
ling of different security implementations that can 
be used in an IT-network. Then the model could be 
analyzed using Securicad’s built in calculator which 
uses a probability-based way to check for vulnerabil-
ities and time-to-compromise in different objects in 
a model. By learning how an in-vehicular network is 
structured and what security implementations are 
used. The group was able to create a model which 
correlates with known vulnerabilities and weak-
nesses in automotive networks. 

By using the results obtained from the two projects, 
future work could be extended to other parts of the 
Internet of Things. Primarily, similar testing and 
modelling of different IoT systems could be carried 
out by following the same method as described in 
the projects. Continued testing of different devices, 

possibly using other technologies, could add on to a 
template for testing and modelling IoT devices. This 
could be of great use to manufacturers when design-
ing these types of products. Secondly, any results 
that showcase actual security flaws of the systems 
are going to be of great interest to the service provid-
ers. Even results that imply that the system is secure 
could be of use to the owners.

IMPACT ON SOCIETY AND ENVIRONMENT 

The potential impact of insufficient work related to 
cyber security could be massive,both on society and 
the environment. It is not sustainable to implement 
poor security measures in the design phase, and then 
expect to fix it after safety issues have been discov-
ered afterwards. Security needs to be taken into con-
sideration right away to avoid products becoming ob-
solete after an exploit is found. To combat this, secure 
over-the-air updates should be made possible. This 
would save the resources that are necessary to pro-
duce and install the updated hardware. However, not 
all problems can be solved using software updates. 
Therefore, it is important that manufacturers strive 
to achieve security by design. On the other hand, 
additional security measures might result in higher 
energy consumption. Processing cryptography, for 
example, requires a significant amount of time and 
processing power. This is one of the sacrifices that 
must be made to maintain personal integrity within 
systems; which is another topic of great importance. 

Due to the increasing amount of data that we share 
about ourselves online, keeping this data secure is vi-
tal. Data that is collected by these IoT devices should 
ideally only be available to the person who used the 
product, and in some cases the service providers. 
Collecting all this data could be used in deep map-
ping of a person. This digital fingerprint could be on 
such a private level that it would be a grave violation 
of personal integrity if this was made available to 
other people. To some extent, this could be used by 
governments in mapping of individuals and popula-
tions. 

On a societal level, the potential consequences of se-
curity breaches could be massive, especially in infra-
structure. Since future cities most likely are going to 
be connected into large networks, attacks could com-
promise many important functions in society. Pow-
er transmission, transportation and communication 
could be at risk. This is most likely going to be a fu-
ture method of warfare. 

As mentioned before, poorly implemented cyber 
security could have a negative effect on both socie-
ty and the environment. That is why it is important 
for manufacturers to address these issues. However, 
maybe we can’t always trust the manufacturers with 
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this; this is where ethical hacking and threat mod-
elling becomes important. One could argue that it is 
unethical to look for weaknesses in user systems. By 
uncovering a flaw in security during testing, systems 
could go down and possibly expose sensitive data. 
However, if the testing is carried out with good in-
tentions and if potential results are handled correct-
ly, this should be considered ethically acceptable. By 
discreetly disclosing security flaws to system owner, 
the final goal is to improve security for everybody. 
This is why continued work within this context is 
important.
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Internet of Things Hacking
Simon Carlsson and Max Näf

Abstract—As the Internet of Things is gaining more traction in
the market, people are becoming more comfortable with having
their daily equipment connected to the internet, fewer are taking
the security aspect seriously. By attempting an attack on the
Telia Sense, an IoT device connected to a car, it is shown
how an attacker could try to compromise this type of system
and how developers and engineers in the field can test their
devices. Information from the device was obtained, including
debug information and program code. Telia Sense was found to
be a well secured device with a lot of thought and consideration
given towards cyber security, therefore a successful attack was
not able to be performed. However, the methods and procedures
described in this paper are still valid and does aid in securing a
device.

I. INTRODUCTION

TODAY smart devices are at high demand, Internet of Things
(IoT), is one of the most popular buzzwords in the tech

industry and with the launch of 5G approaching, IoT devices
will only become more common. These new types of devices
bring a promise of a better-connected future, with benefits
never before possible. Ericsson estimates that 5G internet will
hit the market in 2020 [1], but already there is a big market for
IoT-devices. However, with an ever-growing market of smart,
connected devices comes the question of cyber security. How
safe are these devices? And is it possible to compromise an
IoT device remotely to obtain user data or to gain control over
the device?

In this paper, we aim to illustrate how the security of IoT
devices can be examined and tested for by attempting to
compromise a specific IoT system. This device promises to
“Enhance your car”. It is marketed for older cars, and aims to
bring smart functionality to cars which previously had none.
The device can provide the user with information about the car,
such as: current position through GPS, driving data and even
car service information. All of which can be viewed at any
time by the user via a mobile application. However, connecting
the cars internal network to the internet can pose a big problem
if it were to be compromised. The car manufacturers had a
mindset that you had to be physically connected to the car
to manipulate it. It was not designed to be accessed via these
kinds of devices. This results in the internal car network being
quite exposed [2].

II. BACKGROUND

A. The Smart Citys Cybersecurity

In this project, one aspect of the Smart City’s Security is in
focus, Cybersecurity. The market is pushing more and more
connected devices in to our everyday life, smart- locks, lights
and cars are only a few examples. With the constant expanding
market, only limited by the imagination of developers. We
as a society have built an infrastructure dependent on a

stable internet connection and electricity. There are a lot of
interesting topics and discussion to be made about this, in this
paper, the focus is at IoT-devices, designed as a complement
to older equipment and how they interact and handles safety
in the smart city. One of these devices is Telia Sense.

B. Telia Sense
The Telia Sense is a device developed by ZTE as the

VM6200S and marketed by Telia in Sweden, see figure 1.
The same platform is sold in the USA and marketed by T-
Mobile, an American mobile carrier, as the SyncUP DRIVE
[3]. It is described as a way to modernize your car. The
device is interesting since it connects directly to the cars
internal network via the On-Board Diagnostics (OBD) port,
and through its internet connection it is potentially accessible
from the entire world. The device is part of a payed service
with a bundled mobile data plan and mobile application. The
device is marketed to the average consumer wanting more
information about their car and also to gain 4G internet
connection within the car. Possible tools to breach or secure
this device could give a valuable lesson for future development
of similar IoT products.

Fig. 1. The ZTE VM6200S, Telia Sense [4].

In order to attack, and or test the device for safety issues, the
attack vantage point needs to be established. In the industry, it
is common to categorize this vantage point into two categories,
white box- and black box perspective.

C. White box Perspective
If the target device is known to the attacker i.e. the attacker

has access to the source code, schematics, encryption keys, etc.
This is known as a “White box perspective”. This is typically
the perspective a security tester at the manufacturer would
have. By knowing everything about the device, the security
of it can be very easily tested, and potential entry points in
the software can be quickly spotted and taken care of. In
addition, there are also multiple tools developed around white
box security testing which can display potential security flaws
and their likelihood of being exploited.
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D. Black box Perspective

If the target device is not known to the attacker, i.e. the
attacker has limited information about the device. Then it is
known as the “black box perspective”. This would typically
be the case for a conventional hacker and is how this project
sees its target. Working with a black box perspective poses
a lot of challenges for the attacker. Since nothing is known,
everything needs to be investigated and penetration tested in
order to find potential vulnerabilities.

E. CAN

Modern cars use an internal network standard called Con-
troller Area Network (CAN) [5]. The CAN bus was created by
Bosch and introduced to the general consumers around 1990.
The CAN network exists in two different versions, CAN A
(11-bit) and CAN B (29-bit) [6]. The CAN transceiver system
have migrated from cars to an increasing number of products,
including railways, airplanes and medical equipment, and is
a standard when using multiple transceivers. This network
often consists of multiple independent agents communicating
at the same time but with set rules for which one gets to
transmit over the network and which to listen. It enables
fast and stable communications, but relies heavily on that
only the desired transceivers are connected to the network.
Therefore, the manufacturers implementing the CAN network
had no intention of allowing external third-party devices to be
connected.

F. Threat Model

To be able to focus resources and time at the correct weak-
nesses in the system, a threat model is usually constructed.
This model has two main benefits. For a black box perspective,
it provides a better understanding of the device and the
different functions connected to it. Also, it serves as a checklist
for the attacker, and can help priorities possible vulnerabilities.
For a developer in the white box perspective, the threat model
can provide valuable information of possible threats that might
have been overlooked. There are even possibilities to model
a device or piece of software for security issues. One of
these modelling tools is the Microsoft Threat Model Tool [7].
This gives the user a list of identified threats between the
different connection points and also classifies weaknesses and
which attacks are possible. This tool is marketed for software
developers programming for Microsoft platforms, but it can
still be useful for other projects.

G. Testing and Report

The last step is to test the identified safety issues, here the
threat model is used to make sure that important vulnerabilities
have been tested for. This is highly dependent on the type of
attack surface. A penetration test might be software injections
in servers, reading data from chips and interfering communi-
cations to and from the device. Often, a combination of these
are required for an actual attack. For example, information
about a device’s hardware might be needed to implement a
software attack.

III. THREAT MODELLING

The simplified threat model map for the Telia Sense can be
seen in figure 2. The complete threat model image was made
in the Microsoft Threat model tool and can be seen under
Appendix. The different parts of the model is explained in an
enumerated list, with numbers correlating to the numbers in
figure 2.
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Fig. 2. Simplified threat model

This map shows how the Telia Sense communicates
between the server, the car and its sensors and radios. All of
which can be an interesting attack surface. Information was
gained through general usage, Telias Website [8], information
from ZTE [4] and third-party services [9]. This follows the
methods introduced by Aaron Guzman and Aditya Gupta [10].

1) Telia Sense. This is the main device in this network.

2) The micro USB port. This can be seen in the promotional
videos for the T-Mobile variant of the VM6200S [3].
This is a standard connection to a computer, likely used
when servicing the unit. Therefore, the port could be
closed for entrance, or it could possibly require specific
drivers.

3) Secondary server. The Telia Sense communicates to other
servers as well, including the connection to Trafikverket,
where information about registered cars in Sweden is
stored. This is likely a one-way communication, that is
used at the registration of a new car in the application.
There exist other services as well, including connection
to the “Folksam drive safe” service, that rewards the
user with better insurance. It is most likely that this is a
one-way communication through the server.

4) The mobile application. The application communicates
directly to the servers owned by Springworks [11], an
affiliated company of Telia. Information is likely encoded
using the https protocol, keeping information safe. The
user of the application can change a few parameters,
such as the router SSID and password.

5) Main server. Between the Telia Sense and the mobile
application lies a server. The server processes the
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information from the unit and stores it for all the users
of that device. The data is likely to be transmitted at
least by IPv4 standards.

6) The Car. This is the main target, directly connected via
an OBD port, to the Telia sense.

7) Device sensors. The Telia Sense has a couple of sensors,
including an accelerometer with a gyroscope that
measures hard breaks and or when something collides
with the car.

8) The GPS connection. It is probably used to send direct
information about the unit’s position. It can also be part
of measuring the cars velocity, instead of reading it from
the car. The GPS standard is developed by the United
States military and spoofing by foreign nation have been
speculated. The data is sent via circularly polarized
EM-waves at 1575.42 MHz & 1227.6 MHz frequency
[12].

9) The Wi-Fi router. The Wi-Fi router is a very interesting
access point in the device, often protected by a
password. However, IP addresses can be exploited as
seen in previous cases of car hacking [13]. After gaining
interesting IP addresses and passwords, entrance could
be made via a computer from all around the world.

10) The internet connection. In this case Telia is the internet
provider that also sells the unit in the name Telia Sense.
In most cases this is a 4G LTE connection (in Sweden
83.65% is covered by LTE network) [14], this is a highly
secure network and often comes encrypted with multiple
keys around 128-bit in length [15].

11) The Bluetooth connection. The unit has Bluetooth
possibility and it is stated to be a possible connection
point. For Bluetooth 4.0 (present in the VM6200S), a
P-192 Elliptic Curve function is used for generating the
link key between the devices. Since the device lacks the
possibility to enter a pin code, it is likely to use the
“Just Work” protocol of Bluetooth [16].

IV. IDENTIFICATION OF VULNERABILITIES

With multiple connection points comes potentially multiple
attack surfaces. It might only take one vulnerability in order
to compromise the entire system. Therefore, it is important to
consider all possible vulnerabilities.

A. Software Vulnerabilities

With IoT devices comes usually proprietary software, in
the form of servers, web interfaces and mobile applications.
These different types of software can all have their respective
weaknesses and possible attack surfaces. By identifying what
is used by that particular IoT device, and how the information
is exchanged, the attacker can interfere transmissions and

possibly modify or read the data sent. By looking at what
data is transmitted between the server, the Telia Sense and the
application. A proxy can be used to read data transmitted and
also probably manipulate values. Bluetooth can also be a way
to transmit malicious messages and possibly take control of
the device. The attacker would need to breach the password
to connect, but after that there could be a lot of possibilities,
since these types of attacks have been seen to be very effective
before [17].

B. Hardware Vulnerabilities

Sometimes it is not enough just to attack the system
remotely. It might be to many unknown parameters, such as
encryption keys, passwords or IP addresses. It is common
to store this type of information inside the device’s program
memory. Therefore, manufacturers usually design in several
ways to prevent attackers from getting to this information.
For instance: It is possible to read the program memory of a
microcontroller, this is usually done via a Joint Test Action
Group (JTAG) programmer/reader [18]. However, there is an
option to disable the JTAG line completely. This is a so-called
fuse and cannot be reset, preventing the attacker from reading
the memory.

Although the entirety of the program memory might be
blocked, there might still be other ways for an attacker to
compromise the hardware. By analyzing data flow inside
the unit, other memory locations might be found which are
unprotected.

V. MAIN CRITICAL POINTS

By analyzing the threat model and the unit through disas-
sembling, a better understanding of the unit was gained and the
devices vulnerabilities could be categorized using the STRIDE
system [10]. Some attack surfaces have been chosen as the
main weaknesses, and are then scored using the DREAD threat
scoring system [10]. These paths would be the final way an
attack could be performed. However, information needed to
execute the attack may be extracted through other exploits
such as the software or hardware vulnerabilities mentioned
previously.

A. STRIDE

Here the different threats are classified into categories for
better understanding of how different weaknesses could affect
the device.

Spoofing of user identity
– By claiming to be admin, an attacker can gain access

to the router network through an IP address.
– Getting access to the device by acting as the host

server.
– Open access to Bluetooth by cracking password, ECC

key.
Tampering
– Read data sent on the CAN network.
– Read data sent from the processor.
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– Set up proxy to read data between the mobile Applica-
tion and the server.

Repudiation
– Enable data transmission via USB.
Information Disclosure
– Use a proxy to read information sent via the Applica-

tion to server.
– Read sent and received data between device and server.
– Read data sent on the device directly by probing.
Denial of Service
– Overload CAN network and disable other communica-

tion between transceivers.
Elevation of Privilege
– Get admin privileges by finding relevant data in the

code.

B. DREAD

The DREAD system helps in scoring the different suspected
vulnerabilities:

Damage potential: How great is the damage if exploited?
Reproducibility: How easy is it to reproduce the attack?
Exploitability: How easy is it to perform the attack?
Affected users: How many users are affected?
Discoverability: How easy is it to find the vulnerability?

The DREAD model has a risk rating system from 1-3. where
1 is a low risk, 2 is medium and 3 is a high risk.

Execute CAN commands sent via the local Wi-Fi hotspot.
Damage potential: 3
The ability to send commands over the hotspot would
enable arbitrary commands to be sent over the CAN
network.
Reproducibility: 2
If one gain access through the hotspot it is highly likely
that all other units will have the same weakness.
Exploitability: 2
This requires a lot of knowledge about IP hacking, but it
will probably be manageable by someone with moderate
knowledge.
Affected users: 3
This affects all devices sold under the name Telia Sense
or perhaps all VM6200S units.
Discoverability: 2
The method of getting access to IP addresses are well
known, but how to use this to manipulate the processor
is not well documented.

Dread score: 12

Note this is in the case of a hacker in the proximity of
the router Wi-Fi, in the case with a hacker exploiting a
device thought an Android phone the R, E, A is scaled
down to 1 due to the extra steps and smaller install base
and change the Dread score to 8.

Send information by acting as the host server.
Damage potential: 3
By acting as the host server, the attacker could tell the
unit that new CAN-commands are available for the car.
This means that for example an arbitrary command can
be loaded instead of the “check engine” command.
Reproducibility: 2
Since all the devices connect to the server in a similar
way, hacking one would make it possible to hack multiple.
However, depending on how messages are sent it is not
possible to state that all could be controlled simultane-
ously.
Exploitability: 1
Acting as the server in of its self is a difficult task. Then,
getting the unit to talk to a computer instead of the real
server when both are live at the same time is a big
challenge.
Affected users: 3
Since all devices communicate to the same server, acting
as this server would apply to all units.
Discoverability: 1
Working from a “black box” perspective, very little of
the actual server and what it would take to mimic it
is known. It might be very difficult to take over the
communication to the real server.

Dread score: 10

Modify data sent from the application.
Damage potential: 1
Since the web server probably has a white list of what
commands can and cannot be sent the damage potential
will be quite low. If the server doesn’t have such a
function the damage potential could be huge.
Reproducibility: 2
Since the server is always active and ready to receive
commands, uploading and receiving commands can be
done whenever. One might need to know the user-ID and
password for each attack scenario.
Exploitability: 1
Since the server needs to validate the user, one probably
would need to know the user-ID and password in order
to communicate with the server.
Affected users: 3
All users are connected to the same servers which implies
that all users are exposed to the threat. At least for the
Telia Sense service.
Discoverability: 1
Since the communication between the application and
the server are very limited, there is very little information
to be modified.

Dread score: 8

Direct connection via Bluetooth.
Damage potential: 2
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If connection and control are given via Bluetooth a close
proximity attack could be likely.
Reproducibility: 1
The Bluetooth connection is not active by default, it must
be activated by third-party services.
Exploitability: 2
The encryption system for Bluetooth is known, (ECC for
4.1), and also there is a lack of confirmation on the device
so it will probably use the “Just Work” authentication.
Affected users: 1
It is not likely that the devices will have a activated
Bluetooth connection and if not it will have to be started
by the user in some way.
Discoverability: 1
The ECC encryption needs to be broken, which is very
difficult.

Dread score: 7

VI. PENETRATION TESTING AND RESULTS

When the device’s functionality has been thoroughly
mapped and ranked, it is time to test the highest risk vul-
nerabilities.

A. Test Platform

A test platform was made to enable easy manipulation
of JTAG, UART and Flash memory. The platform contains
connectors to the CPU that enables fast and sturdy connection
for the different protocol wires. With this platform, reading
data with the unit plugged in to a car is possible. The platform
made it easier for testing and reading various transmissions of
data. The platform can be seen in figure 3.

Fig. 3. Here the test platform is showed with the top PCB removed to expose
the soldered-on connections.

B. Direct Device Communication

The direct communication is any communication directly
to the unit.

1) Communication Between Device and Server: The most
interesting part of the Telia Sense Application is its commu-
nication to the server. This is the main way information gets
sent to and from the device, and it is also via this connection
information from the car is transferred. One big possibility
for an attack is the CAN command the application sends to
read information from the car, e.g. battery voltage. If another
command could be sent instead, there would be a direct way
to control the car, and a fairly easy exploit. By using the
software OWASP ZAP [19], it was possible to set up a proxy.
Then, by installing a certificate on an Android phone, it was
possible to read the communication between the server and
the Android application for the Telia Sense. This included
communication to the “Machine to Human server” (M2H),
hosted by Springworks. In figure 4, one “get request” from
the application is shown.

PATCH https://users.machinetohuman.com/v1--
HTTP/1.1

X-M2H-OS-Type: Android
X-M2H-OS-Version: 4.4.2
X-M2H-Client-Version: 1.29.6016
X-M2H-Model-Manufacturer: samsung
X-M2H-Model-Name: mondrianwifixx
X-M2H-Partner: Telia
X-M2H-Market: telia-se
Authorization: Bearer

eyJhbGciO--6IkpXVCJ9-z-4g
Accept-Language: sv
Content-Type: application/json; charset=UTF-8
Content-Length: 24
Connection: Keep-Alive
User-Agent: okhttp/3.6.0
Host: users.machinetohuman.com

Fig. 4. OWASP ZAP, get request to the M2H server. I.e. the Android
application is requesting data from the server Machine to Human. A response
followed, which is non important. This figure only aims to convey a general
idea of the communicationl.

Unfortunately, no direct CAN messages was sent and only
Wi-Fi router names and passwords was actually possible to
type in and send. The proxy made it possible to change some
values, like the Wi-Fi standby timer, and they were visible
in the UART study (discussed later). However, the device
did not accept arbitrary characters and or arbitrary lengths.
Therefore, we can conclude, information is passing through
the server, but it does not really affect the device in any
meaningful way.

2) Reading of CAN Port: By connecting the direct CAN
output pins, CAN High (6) and CAN Low (14), on the
Telia Sense OBD port shown in figure 5, to an oscilloscope.
Readings was possible to extract from the device. This is
evidence that the car do receive direct commands from the
device and if they where to be tampered with one could
probably control or interfere the car. However, to actually read
the message is difficult as cars uses different commands for
the same function. Information can however be decoded, but
that is outside the scope of this paper. This confirms the threat
model CAN communication and enables hacking of the car.
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Fig. 5. Telia Sense standard OBD-II port with the two pins of the CAN bus
highlighted.

3) Port Scanning: By reading the UART and flash memory,
strings referring to IP addresses was found. The IP addresses
are of private IPv4 type, they have a Machine to Machine
(M2M) tag and was not possible to ping or access by a
computer. These were scanned for open ports using Nmap.
The command “nmap -T4 -A -v -Pn” was used to scan the
first 1000 ports. The scan showed the highest level of security
and no open ports. The Nmap showed interesting connections
between the hard-coded messages and the one appearing
when booting. The topology is showed in figure 6 and is
done from the Wi-Fi hotspot generated by the Telia Sense to
minimize the risk of being stopped by internal security such
as firewalls. In Nmap, the service was categorized as having
less than one open port. And thus rated as very secure.

Fig. 6. Topology of the Nmap scan from the hotspot to the three servers.
Hotspot (localhost) in the center and then the three servers.

4) Bluetooth Connection: Hardware exposing and
distributor pages shows that there exists a Bluetooth antenna
inside the device. Testing showed that this connection is
most likely hidden and or turned off since it could not be
found by any devices. There exists an extra payed service
where the user connects a small device to the Telia Sense
that warns the driver if the local speed limit is broken. This
device could activate the Bluetooth and possible provide an

access point. This was not tested since it requires the service
to be coupled with personal insurance information. There are
other ways to find hidden Bluetooth networks as describes in
[20]. However, articles regarding finding a hidden Bluetooth
examines older versions of Bluetooth.

5) JTAG Readings: By using the datasheet for the
processor [21], the JTAG port was located. In order to
communicate with the processor, signal wires were soldered
on to the chip. These wires were then connected to a Segger
J-Link [18]. In theory if the ports were active this could
be a way to extract program code, passwords and possibly
also write code to the processor [22]. However as previously
mentioned, it is common practice to close the JTAG port
in an end use product to prevent tampering and access by
unauthorized users. For the Telia Sense, the JTAG protection
was engaged thus preventing this attack.

6) UART Readings: By using the datasheet for the pro-
cessor, the UART port was found. Similarly, to the JTAG
readings, wires were soldered to the processor. There are
several UART connections on the board, one was identified as
a debug console. These types of debug consoles can provide
very helpful information about the device in real time. The
read was successful and the information could be read at a
baud rate of 115200 baud. The extracted information gave
more insight in how the device actually worked, also there
existed messages to the server, one example is seen in figure
7. However, these messages were encrypted and were not
possible to be decrypted, since the key and receiving system
was unknown. Fortunately, other types of information were
able to be extracted, like the three different IP-addresses that
connected to the device, clear text communication for Wi-Fi
passwords and username as well as the current/last known
GPS location. However, this was strictly a print console, and
no information were able to be sent to the device. This helped
to strengthen the understanding for the product and validate
our threat model. Especially the IP addresses was made to
attempt hacking the Wi-Fi environment.

C. Hardware Exploits

The Telia Sense device is also equipped with hardware that
can be manipulated in a few ways. These could be used to
reach main functions and possibly internal files.

1) Micro USB port: A Micro USB port was found
underneath the plastic cover, see figure 8. It was not
mentioned by Telia, but it is shown on the T-Mobile variant
of the VM6200S. Attempts to reach files or information via
USB was made using both a Windows and a Mac computer.
However, the device did not appear connectable without
proper drives. Information about the device was extracted by
using the Windows USB analyzing tool, USBview, developed
by Microsoft for analyzing USB ports [23]. This program
stated that it should be user connectable but not debug
capable as seen in figure 9.
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* send pack frame features:
* type: 3
* frame no: 14h
* effective data length: 8

* msg total length: 61
* msg data type: 0403

* time: 486581
*/
before enc data:(L=32)<58 AB 22 AF 4D 33 24

B7 03 00 14 00 08 04 03 5A 97 E9 E9 77 05
F1 97 0B 97 43 96 94 A4 29 94 4A >

CBC iv: (L=8)<A0 25 3B 2A 0E 58 24 15 >

after enc data:(L=32)<DC B1 0A 45 94 85 59 10
EC 46 22 8A A8 AA DA 8C EF B2 73 C0 1F 25
5F B2 11 F8 59 42 5B 91 22 29 >

****processing has receives the data
frame......

Fig. 7. UART dump with AES encrypted (CBC) communication to the server.

Fig. 8. One of 3 PCB’s inside the Telia Sense showing the hidden USB port.

2) Flash Memory: When inspecting the Printed Circuit
Boards (PCBs), it was found that the processor’s boot mode
was set to external boot. The boot memory was identified as a
2 MB Macronix flash memory [24]. This meant, by reading the
flash memory contents, one could extract the firmware directly.
This was later done by de-soldering the chip and reading its
contents with a universal programmer/reader, TL866CS. In
order to make the output file more readable, it was translated
into ASCII. Here, hard coded numbers and values along with
text strings could be read directly. These types of data can
provide very useful information about the device, especially if
the manufacturer has hard coded a password or an encryption
key. In this instance, no passwords or keys was found, but
the servers IP address was possible to read. By changing
this IP address to something else, the communication to the
server could potentially be piped through a computer and
read directly, which might expose a new attack surface. Apart
from what mentioned above, not a lot of information can
be extracted from the firmware without decompiling it. This

[Port2] : USB-enhet (sammansatt)

Is Port User Connectable: yes
Is Port Debug Capable: no
Companion Port Number: 11
Companion Hub Symbolic Link

Name:USB#ROOT_HUB30#4&19393024&0&0#
{f18a0e88-c30c-11d0-8815-00a0c906bed8}
Protocols Supported:
USB 1.1: yes
USB 2.0: yes
USB 3.0: no

Device Power State: PowerDeviceD0

---===>Device Information<===---
English product name: ‘‘ZTE Technologies MSM’’

ConnectionStatus:
Current Config Value: 0x01 -> Device Bus

Speed: High (is not SuperSpeed or higher
capable)

Device Address: 0x09
Open Pipes: 3

Fig. 9. Information about the USB connection extracted by USBview.

gives the hacker the ability to read the source code. Due to
the compiling process, a lot of information is lost and the
resulting code is far from readable, and next to useless unless
the attacker knows exactly what to look for.

VII. CONCLUSION

We have shown how IoT devices work from a cyber security
point of view. In addition we have shown were these type
of devices may have weaknesses and how one can go about
testing for them. The fact that we did not succeed in an attack
on the Telia Sense, maybe has less to do with our methods
being bad, and more to do with the Telia Sense being a well
made IoT device, with cyber security in mind throughout the
entire system.

VIII. DISCUSSION

The initial assumption was that the Telia Sense was a fairly
secured device with a few overlooked safety issues. However,
after first deconstruction, it was clear that the device was
professionally built with quality and high value components.
Test after test showed that the device was more secure than
initially thought. Especially the fact that UART readings
showed encrypted messages to the server and no seemingly
hidden passwords was to be found reading through the trans-
lated binary file from the flash memory. The locking of the
JTAG port together with hidden and turned off Bluetooth, and
inactive USB port greatly hinders intruders and raises the bar
for hacking the device.

We are not professional hackers, nor safety tester with
experience in the field. Hence we might have missed a couple
of safety issues. When reading the FLASH memory, a lot of
information was gained. We made the conclusion that we did
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not obtain any more information about the device that would
of aided in hacking it. But this may fall as being false, since
there might be information that we overlooked. This is true for
all of our testing, were somethings may have been overlooked.
However, that does not change the conclusion of this report.
We believe that almost any system may be hacked, the question
is only how difficult. Hacking the Telia Sense is still not a task
for a novice attacker.

The term hacking is one of the more interesting parts of this
project. It is a word loaded with a lot of assumptions, nega-
tivity and stigma. Hacking could be lots of different things,
spanning from government programs attacking infrastructure,
self-employed hackers trying to find vulnerabilities in bigger
companies or an interested customer trying to figure out how to
gain more of their new product. The course “Ethical Hacking”
has been introduced to KTH this last year and have gained
immense publicity and interest. This is a first great step to
reshape the image of the hacker and establish a safer software
environment for the future. The next important step is to
form a better regulation of what is legal and what is not.
Arguments can be made that the customer can manipulate their
own product at will. But there are also counter arguments,
that it disturbs patents, user agreements and introduces new
potential attack surfaces. If we want to investigate the security
of a given system by attempting to hack it, we must do so
without harming the system and or tampering with others
property, such as another users data. And any findings should
be reported before published, so as no one can take advantage
of the security flaws found.

A. ZTE and their status today

At the time of writing this report, multiple news about
ZTE and the suspicion of them extracting user data and
leaving backdoors in the user’s devices is circulating. ZTE
is based in Shenzhen, China and multiple American internet
providers are now in the process of removing their devices
from the American market. Finding something to strengthen
this accusation could be a huge breakthrough, especially in
such a heavily connected device as the ZTE VM6200S [25].

B. Future work

For future projects, there now exist a test platform. Infor-
mation have been extracted in the form of a Flash memory
and UART readings. This Flash can easily be unmounted
and rewritten, and new data can be read. The JTAG port
could be examined again with a different method. There also
exist Bluetooth that could be activated by using the Folksam
drive safe add-on. Also, there could be more experiments
by writing the driver for the USB and enable access that
way. However, there would probably be more interesting to
look at another device such as the ELM327, this comes in
different configurations but is easier to access and already have
connection via multiple mobile applications.
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APPENDIX
THREAT MODEL

Fig. 10. The complete threat model for the Telia Sense
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Security Testing of an OBD-II Connected IoT
Device

Gustav Marstorp and Hannes Lindström

Abstract—The Internet of Things (IoT) is a rapidly growing
network. As society begins to trust the devices in the IoT with
increasingly complex tasks, issues regarding the security of these
devices are of high priority. An example of an IoT-device in which
failure of security could be fatal, is the Telia Sense. Telia Sense
is an OBD-II dongle which together with a mobile application
connects a car to a smartphone.

In this paper, the discoveries that was made during security
testing of Telia Sense will be discussed. The system was investi-
gated through a black box perspective. Primarily, a model of the
system was produced. Threats were then identified, ranked and
tested accordingly.

No major vulnerabilities were found. The results all indicated
that Telia Sense is a well secured system. The main reasons to
this is the fact that the device has very limited functionality
and its communications are bounded. Even though no major
vulnerabilities were found, this paper can still be used as a guide
for future testing of security in IoT devices.

I. INTRODUCTION

A. Background
Cyber security is an issue of increasing importance, es-

pecially considering the rate of which the IoT is growing.
The Mirai malware, which affected countless IoT-devices, is
what enabled some of the largest DDoS-attacks in history [1].
Despite this, cyber security can still be overlooked by the
manufacturers in an attempt of getting their product out on
the market as quick as possible. This lack of security is the
reason that ethical hackers exist. Ethical hacking is the concept
of attempting to expose security vulnerabilities, and thereafter
informing the system owners in order to make the system more
secure.

This project investigated the security of one specific IoT
system: Telia Sense. Telia Sense consists of an OBD-II adapter
which together with a mobile application can be used to
connect a car to a smartphone.

B. Telia Sense
Telia Sense is an IoT system consisting an OBD-II dongle

and a mobile application [2]. Together, the two makes it
possible to connect a car to a smartphone. The OBD-II dongle
also functions as a Wi-Fi hotspot. The device is manufactured
by ZTE with the model name VM6200S.

The mobile application shows information about the regis-
tered car. Both physical information as dimensions and survey
period but also status of the car. By collecting data from
the dongle, the app sends warnings when the battery level
is low, emissions are too high or if the engine lamp indicates
defects. It is also possible to access the car’s location as well
as information on previous trips [2].

C. OBD-II

The OBD-II port is a 16-pin connection port, often times
placed below the steering wheel. Its primary use was to give
independent repair shops and car dealers access to download
diagnostic data and run tests, for example on emission [3].
Today there is a growing market of devices that utilize OBD-
II in order to give owners access to the same data through their
smartphone. In 1996 the OBD-II port was made mandatory for
all cars in the United States. In 2001 the same standard was
introduced to all gasoline fueled cars in Europe [3].

D. CAN

Through the OBD-II port it is possible to get direct access
to the Controller Area Network (CAN). For over 30 years,
CAN has been the standard for internal networks in passenger
cars. CAN was not designed to be secure from intrusion and
had no reason to be, since the only way to access it was
through physical access [4]. Connected to this network are
electronic control units (ECUs). These units are what connects
the mechanical functions of the car to the electronic control
system; this includes vehicle operations such as the throttle,
breaks, steering and also simpler functions like the locks [3].
On a CAN bus, messages are broadcasted to all nodes. The
CAN frame includes a destination field and every node ignores
data that is not addressed to them. However, information about
the source is not included in the frame. This means that the
receiving node can not know where the message comes from
and if it is trustworthy or not [3].

E. Project goal

The main goal of the project was to investigate potential
flaws in security of the Telia Sense system. The question asked
was: how secure is Telia Sense, and is it possible to access
the CAN network by hacking the unit?

II. SYSTEM MODEL

In order to be able to carry out sufficient security testing
of a system, a model of the system is of much use. Testing
of the device is carried out from a black-box perspective; this
means that very little prior information is given regarding the
system architecture and what security measures have been
implemented. Because of this, some testing had to be done
in order to make sure that the model was as true to reality as
possible. This map, which can be seen in figure 1, of the
system could then be used as a starting point in the task
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of identifying attack vectors and creating a complete threat
model.

To identify which servers are being used, a proxy was set
up to intercept traffic between the app and the internet.

III. THREAT ANALYSIS

A. Identifying threats

A threat analysis was carried out based from the system
model, and the threats were categorized according to the
STRIDE model. STRIDE is an acronym that stands for Spoof-
ing of identity, Tampering with data, Repudiation, Information
disclosure, Denial of service and Elevation of privileges [5].

Considering the limited extent and goal of the project, some
categories of threats were of higher priority. In order to send
arbitrary CAN messages from the dongle, an attack involving
elevation of privilege or tampering with data seemed most
likely. The main threats, those which seemed most likely to
lead to a working exploit, were identified and listed in tables I
to V.

TABLE I
THREAT 1

Threat
description

Attacker gets access to a root shell on the device,
then uses this to execute commands.

Threat target Internet interface of the Sense dongle & Wi-Fi
hotspot

Attack
techniques

Attacker manages to compromise a service running
on an open port.

TABLE II
THREAT 2

Threat
description

By analyzing the mobile application, the attacker
gains access to information about the system, e.g.
backdoor accounts, configuration files, source code
and private keys.

Threat target Telia Sense mobile application

Attack
techniques

Through deconstruction and analysis of the app,
an attacker discovers files or code which contains
sensitive information.

TABLE III
THREAT 3

Threat
description

By analyzing the firmware, the attacker gains access
to information about the system, e.g. backdoor ac-
counts, configuration files, source code and private
keys.

Threat target Firmware of the Sense dongle

Attack
techniques

By obtaining, deconstructing and analyzing the
firmware, an attacker discovers files or code which
contains sensitive information.

TABLE IV
THREAT 4

Threat
description

Attacker succeeds in performing a buffer overflow
attack on the device.

Threat target Sense dongle.

Attack
techniques

Attacker manages to overrun buffer boundaries by
tampering with data that is sent to the server

TABLE V
THREAT 5

Threat
description

Attacker succeeds in performing a command injec-
tion attack on the device.

Threat target Sense dongle.

Attack
techniques

Attacker manages to insert and execute commands
by tampering with data that is sent to the server

B. Rating threats

The threats were rated using the DREAD rating system.
DREAD stands for:

• Damage potential: How great is the damage if exploited?
• Reproducibility: How easy is it to reproduce the attack?
• Exploitability: How easy is it to attack?
• Affected users: Roughly how many users are affected?
• Discoverability: How easy is it to find the vulnerability?
The rating system of DREAD is 1-3. 1 is low risk, 2 is

medium risk and 3 is high risk. The final risk is then ranked
where 5-7 is low, 8-11 is medium and 12-15 is high risk [5].
The result of this is displayed in table VI.

TABLE VI
DREAD

Threat 1 Threat 2 Threat 3 Threat 4 Threat 5

D 3 2 2 3 3

R 2 3 2 2 3

E 2 2 2 1 1

A 3 3 3 1 1

D 3 2 2 1 1

Total 13 12 11 8 9

IV. THEORY

A. Port scanning

To combat the possibility of remote attacks of the device, it
is very important that its internet interface is secured properly.
One basic task that can be performed during reconnaissance
of a remote system is port scanning. Port scanning can be
performed in multiple ways and by using different protocols,
however, the primary method is the same. By attempting to
connect to a port and then analyzing the response (or lack of
response), conclusions can be drawn about whether the port is
open or closed. Open ports indicate a running network service
and, to an attacker, a possible point of entry. Because of this,
it is recommended to avoid publicly open ports if they are not
required.
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Fig. 1. Basic map of the Telia Sense system.

The information gathered from a port scan is not restricted
to finding open ports. By using different types of probe
packets, additional information can be gathered. For example,
OS-fingerprinting and version detection of services can be
performed. This could improve an attackers possibilities of
finding vulnerabilities.

Despite the simplicity of a port scan, there are countless
examples of exploits made possible because of services on
publicly open ports. One notable example is discussed in [6];
in this case the researchers found multiple open ports, one of
which they were able to compromise. The service that they
found was bound to the open port was a D-Bus message
service which is used for inter-process communications. By
using this exposed service, a command injection vulnerability
was discovered. However, this vulnerability was not even
needed since the service already included a feature to execute
arbitrary shell commands. This further goes to show the
importance of not leaving key services exposed to a potential
attack.

B. Mobile application

The analysis of the mobile application can be divided into
two parts: static analysis and dynamic analysis.

Static analysis is a method used to study a program without
executing it. The purpose is to detect errors or weaknesses
in the program. Usually an automated tool is used to make
the process easier. These tools go through the code and looks
at app permissions, browsable activities and other additional
functions. Examples of poor usage of coding standards and
potential vulnerability are flagged. This could, for example,

be hardcoded sensitive information such as private keys or
IP-addresses [7].

Android apps are usually written in Java source code
and then compiled to Java bytecode. Bytecode is computer
object code, designed for efficient execution by a program
often referred to as a virtual machine. The virtual machine
translates each generalized machine instruction into a specific
machine instruction, instructions that the computer processor
understand. In android machines this virtual machine is called
android runtime (ART). ART uses bytecode as input. The for-
mat for these files are DalvikEXecutable (.dex) or Optimized
Dalvik Executable (.odex) [8].

To perform static analysis of an app, the program code need
to be readable for humans. When downloading an Android
package kit (APK), which is the package file format for
android apps, this is not the case. The APK consist of a lot
of different files: program code, assets, resources, certificates
and a manifest file. The program code, which in the APK is
in .dex or .odex format, is very interesting when investigating
security. To make the code readable for humans, it needs to
be decompiled. First to Java bytecode and then to Java source
code, in which it was originally written.

The second part of analyzing an application is the dynamic
half. During dynamic analysis, data storage and server com-
munications are investigated in runtime.

How data is stored in an app is important. Storing critical
data in an unsecure manner can lead to negative consequences.
A commonly used way of saving permanently small collec-
tions of key value-pairs is with the SharedPreferences API [9].
The file is stored within the app’s data directory. By gaining
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root level access it is possible to get the data stored in the
SharedPreferences file where sensitive information could be
found.

The communication part of the dynamic analysis can be
done by setting up a proxy. All HTTPS traffic between the
app and server can then be displayed and even tampered with.
By executing all of the functions in the app at least one time,
it is possible to map which server are used for what purpose
[7]. Inputs can also be tested for command injection and buffer
overflow vulnerabilities.

C. Firmware

When it comes to controlling an IoT device, the firmware
and the hardware that it is running on is fundamental. This,
combined with the fact that security in firmware is often
times overlooked by developers, is why it is of great interest
to an attacker. Firmware analysis is often times performed
with the aim of locating: passwords, private keys, vulnerable
services, configuration files, backdoors or source code [10].
The amount of work required to be successful in this task can
vary; some manufacturers and industries puts more effort into
complicating the reverse engineering process than others.

The first step that is required in order to start analyzing the
firmware is, naturally, obtaining it. This can be achieved in
multiple different ways. For instance, it can be downloaded
directly from the vendor, it can be proxied during an update
and finally: Firmware can be dumped from the hardware [10].

D. Hardware

When it comes to hacking IoT-devices, especially devices
like Telia Sense, exploits that require access to the hardware
is not going to be the major thing to worry about. Despite
this, it is still important that security researchers do not forget
to explore this aspect. Information about the hardware can be
crucial in order to succeed in executing a software exploit.
Communication interfaces that were intended for debugging
and programming can be of help to a hacker, for instance, by
presenting runtime information. In some cases, these interfaces
might even present a root shell. Some of the main communi-
cation interfaces to pay attention to are: USB, UART, SPI, I2C
and JTAG [11].

V. METHOD

A. Port scanning

Port scanning of the Telia Sense dongle was executed using
multiple different approaches. What differed between these test
was not only the content of the test probes, the source of the
scans also connected to the dongle through different interfaces.
The setups that were used includes the following:

• Source of scan connected directly to the Sense’s hotspot
(scanning the local IP-address assigned to the gateway)

• Source of scan located on a different network, scanning
the Sense over the internet using its global IP-address.

• Source of scan connected to the hotspot of one Sense,
scanning another Sense over the internet using its global
IP-address.

For all of these configurations, the ports were probed
using both UDP and TCP. The program that was used for
the scanning was Nmap: one of the most popular network
scanning softwares.

B. Mobile application

In this project, static analysis was performed by using the
automatic tool Mobile Security Framework (MobSF). The
Telia Sense APK was downloaded and then inputted to MobSF,
which then decompiled the app and analyzed its content.
In the program interface, components as activities, services,
receivers and providers were listed. It also analyzed API usage,
app permissions, browsable activities and additional functions.
Code sections that indicate the possibility of a vulnerability or
hardcoded sensitive information were flagged. These sections
were then reviewed manually.

In order to perform the dynamic analysis of the Telia Sense,
Burp Suite was used. Burp Suite is a graphical tool for security
testing. By setting up a proxy, all the data traffic between
the app and servers could be observed. By executing all the
functions inside the app and analyzing the messages that are
being sent to the servers, information about how the app and
servers work can be gained. To complement this information,
the app’s data storage was analyzed. The SharedPrefs file
and its content was scanned during runtime. This was made
possible by ”rooting” the Android phone, which gives access
to root level directories and files.

By using the proxy in Burp Suite, messages to the server
were intercepted and edited after they had left the phone.
This allowed for the ability to test how the server responded
to illegitimate messages and modified values of variables. In
order to detect what was being forwarded to the physical unit,
the UART read console was observed at the time of testing.
The main focus of this testing was to look for the possibility
of injection or buffer overflow attacks, (targeted at the dongle,
not the servers). In both tests, settings regarding the hotspot
configuration were changed in the application. This would then
trigger a message to be sent to the Sense device, and not stop
at the server.

In the case of testing for buffer overflow vulnerabilities, this
was performed by modifying the SSID and password string
variables to be of a very large size.

Injection vulnerabilities were also tested for by editing
the SSID and password fields, this time the variables were
modified to include special characters and system commands
in different forms. The UART read console was then studied
in hopes of responses from the device that could indicate that
system commands were being executed.

C. Firmware

The firmware of Telia Sense was not available for download
online. Also, the device communicates with the server over
an encrypted 4G-connection, this means that proxying or
mirroring was not an option. Because of this, an attempt of
acquiring the firmware was made by dumping the contents of
the flash memory that the device boots from. This was done
by using a TL866CS, a universal programmer/reader. In order
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to do this, the flash memory had to be desoldered from the
PCB.

Further analysis of the flash-dump was performed by using
Binwalk. Binwalk is a penetration testing tool which can be
used for scanning binary files for embedded files and source
code.

D. Hardware

Disassembling the Sense-dongle and removing metal shield-
ing exposed a USB-C port. By using the data sheets of the
processor [12] in combination with a multimeter, additional
JTAG and UART interfaces could be located. Unfortunately,
it was not possible to establish a connection with the USB port
from a computer. It was also not possible to communicate with
the device over the JTAG interface. However, readings of the
UART port were successful at 115200 baud.

VI. RESULTS

A. Port scanning

Table VII shows the result of the port scans were UDP- and
TCP-probes were used.

TABLE VII
RESULTS FROM PORT SCANNING

Probing with
TCP

Probing with
UDP

Source of scan located on a
different network, scanning the
Sense over the internet using a
global IP-address

Port 53 open
The rest of
the ports were
open—filtered.

All ports were
either closed or
open—filtered

Source of scan connected di-
rectly to the Sense’s hotspot
(scanning the the local IP-
address assigned to the gate-
way)

All ports were fil-
tered

All ports were
either closed or
open—filtered

Source of scan connected to
the hotspot of one Sense, scan-
ning another Sense over the
Internet using its global IP-
address

All ports were fil-
tered

All ports were
either closed or
open—filtered.

B. Mobile application

The results of the static analysis were limited. In table VIII,
the issues that MobSF discovered in its code analysis are listed.
However, by reviewing the code sections affected by hand, no
actual threats were discovered.

The analysis of the traffic between the app and server,
in combination with the data found in the SharedPrefs file
lead to a understanding of how the application worked and
what variables were being passed on to the servers. This
understanding was mainly used in testing for injection and
buffer overflow vulnerabilities in the device.

The modified messages that contained very large strings (to
test for the possibility of buffer overflows) were not accepted
by the server. Since the servers controlled the variables for
size, this was not a feasible attack.

However, the servers did accept special characters in strings.
These modified messages were then forwarded to the device.

The UART readings on the device, did not indicate any
successful injection of commands. This attack technique was
then set aside as well.

TABLE VIII
MOBSF CODE ANALYSIS

Issue Severity
This App uses Java Hash Code. It’s a weak hash function and
should never be used in Secure Crypto Implementation.

High

App can read/write to External Storage. Any App can read
data written to External Storage.

High

Files may contain hardcoded sensitive informations like user-
names, passwords, keys etc.

High

IP Address disclosure Warning

App creates temp file. Sensitive information should never be
written into a temp file.

High

The App uses an insecure Random Number Generator. High

This App may have root detection capabilities. Secure

C. Firmware
By dumping the contents of the flash drive, we were

presented with a binary file. By translating this file into ASCII
and reading its contents, it could be concluded that major
sections of the file were compressed or encrypted. An entropy
analysis was performed using Binwalk, and the results of this
are shown in figure 2. This entropy analysis seems to confirm
the assumption that the firmware is compressed or encrypted.

The file was also scanned for signatures that indicate file
systems or partition headers etc., however, none were found.

Fig. 2. Entropy graph of the binary file which was dumped from the device.

D. Hardware
The UART communication interface presented a read con-

sole which printed information regarding the device’s status
and hotspot settings, for instance. It was, however, only a read
console and commands could not be executed.

VII. DISCUSSION

A. Port scanning
The port scans all indicated that the system was well

secured. No vulnerable services were discovered, and nearly
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all ports were classified as filtered. This means that the packets
were dropped somewhere in the process, most likely due to
a firewall. This is an excellent countermeasure to take in
order to make port scanning less rewarding to an attacker.
Even though potentially vulnerable services are running on
the device, utilizing different rules for filtering their traffic
can complicate the process for a hacker. Not only does the
attacker now have to compromise the service itself, but also
find a way to bypass the firewall. This could be very time
consuming and could, for example, require spoofing.

B. Mobile application

The result of the statical and dynamical testing of the
mobile application did not present any obvious vulnerabilities.
It did, however, help in getting an understanding of how the
system worked. This could in turn, be of help when testing
for vulnerabilities against command injection and buffer over-
flows. Any time a user gets the chance to input data into a
program, it is important that this input is verified. This is
handled by Telia well in the mobile application. However, by
modifying the HTTPS messages, some potential minor flaws
were discovered. For instance, special characters were able to
be sent to the device even though they were not supported.
In this case it did not turn out to be a problem, but a simple
verification on the server-side could stop these messages from
being forwarded at all.

C. Firmware

The content that was dumped from the flash memory
did not reveal much information. The developers seems to
have encrypted the firmware in order to make the reverse
engineering process much harder. This is definitely a reliable
way of making attacks harder to perform. However, some
might argue that a secure firmware or application does not
need to be obfuscated.

D. Hardware

None of the identified hardware communication interfaces
presented the user with a shell command line and only the
UART interface presented any data at all. This is good since
it counters the possibility of many hardware hacks, it also
complicates the information gathering process for attackers.

VIII. CONCLUSIONS

In conclusion, the Telia Sense system is very well secured
over all. What makes it so secure is mainly the fact that the
device has very limited functionality and its communications
are bounded. The app is very well separated from the actual
Sense dongle and it only communicates with the server.
When the communications are limited to one channel and the
functions that are handled are few, attackers are very limited
in finding a vulnerability. This was proven in the case of the
Telia Sense.

Furthermore, because of the fact that the device is connected
to the Internet over an encrypted 4G connection, it is going
to be very hard for a hacker to compromise this channel of

communication. This combined with the fact that the firmware
is hard to acquire makes it very difficult for an attacker to get
an idea of how the device functions at all. This makes it much
harder to attack.

Another important aspect of security is the ability to update
the firmware when vulnerabilities and bugs have been discov-
ered. Updates are carried out over the air (OTA), and once
again: this encrypted communication is hard for an attacker to
compromise.

If the work on this project was to be further continued,
a deeper analysis and exploration of the firmware would be
performed. Without additional information about the system,
it is going to be hard to manage to find any vulnerabilities.
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Modelling and Security Analysis of Internet
Connected Cars

Fredrik Krantz

Abstract—With more and more Internet connected devices
comes the question, are they secure enough. If such a thing as
a vehicle were to be hacked there could be dire consequences.
For example if someone acquired remote control of the brakes
and steering of a vehicle they could be controlled with illicit
intent. Several reports have shown that the internal networks of
a vehicle with the protocols and devices used today are vulnerable
to different kinds of attacks. So how can we make them more safe.
The first step should be to show how vulnerable these systems
are. This can be done in different ways. One way is to directly
try to gain access to critical devices on a physical car i.e hacking
it. Another way is to perform a manual security analysis of
the car to map different vulnerabilities and and try to exploit
those. A different way is to model the cars internal network
with a tool that could do threat modelling and simulate attacks.
One tool available being SecuriCAD. This tool is made with
ethernet networks in minds and computers connected to these
networks. An attempt to model in-vehicular networks shows to
work with some adjustments. When a generalised model of a in-
vehicular network is created in SecuriCAD the simulations shows
vulnerabilities that correlates with what is shown in other reports.
When modeling a 2014 Jeep Cherokee, the resulting attack tree of
a replay attack given by the simulations is comparatively accurate
to those attack steps made by Miller and Valasek when they
hacked the same Jeep model in 2015. The method used in this
project could be further improved but is a good proof of concept.

I. INTRODUCTION

An increasing amount of devices are being connected to the
Internet. Things such as toasters, phones, cars and many more
that you would not consider needing a connection in the first
place. But with proper implementation the Internet connection
could provide a higher quality of life. With the introduction
of IPV6 there is an increase in available IP addresses from
almost 4.3 milliard to over 34 followed by 37 zeros. There
will be almost no limitation on how many devices that can
be online at once. Though one of the biggest challenges
that this market is facing is the implementation of proper
cybersecurity. An increase in devices could lead to an increase
in cybercrime like ransomware and integrity breaches. This is
due to the vulnerabilities and exploits that already exists in
todays software and network architecture [1]. This concern
is amplified due to manufacturers focusing on getting new
performance effective devices on the market as fast as possible.
For example Intel’s CPUs which contained a function that
directly accessed the kernel memory. This is a huge security
risk and the patch for this caused that function call to take
twice the amount of time 1 which decreased performance.

1P. Bright, (2018, Jan) Whats behind the intel design flaw forcing numerous
patches?. [Online]. Available: https://arstechnica.com/gadgets/ 2018/01/whats-
behind-the-intel-design-flaw-forcing-numerous-patches/

The latest car models often come with a cellular connection
to the Internet and they are more computerised than ever.
Containing up to a hundred ECU:s. ECU stands for Electrical
Controller Units which control brakes, airbags and parts of the
engine. These are interconnected by networks. A combination
of ECU:s, sensors and different network buses creates a system
which for example lets sensors in the steering wheel send
signals to let the power-assisted steering know when the driver
is turning. The most commonly used network protocol in a car
is called Controller Area Network, or CAN for short. There are
several ways to breach into this network excluding an Internet
connection [2]. This shows just how vulnerable a car is to
exploits in several ways. How easy it is to access vital ECU:s
and how dire the consequences would be if someone had
access to those ECU:s. These vulnerabilities has been proved
to exist numerous times, one famous example is when Charlie
Miller and Chris Valasek acquired remote control of a 2014
Jeep Cherokee whilst a test subject was driving it on a highway
[3].

One way to improve security in these Internet connected
systems is to use advanced tools to model and analyse them.
This can show which parts of the network are most vulnerable
and how they can be secured.

The software SecuriCAD was used in this project for
modelling and simulation purposes. SecuriCAD is a threat
modelling and risk management tool in which the user is able
to model a home LAN or a larger corporate network. The
modeller can create a model of the topology of the network.
Then assign security measurements to different objects and use
the built in simulation tool to show the probability of different
threats. Some threats that is available to simulate is denial
of service, compromising of devices or replay attacks. The
attacker can also be connected to different objects in the model
based on where the modeller might think the attack will come
from. Either over the Internet or if the attacker have acquired a
company laptop and is directly connected to an internal LAN
[4]. SecuriCAD is developed and supported by Foreseeti which
is a spin-off company based on KTH research. SecuriCAD
uses a Bayesian methodology to interpret the probability of
simulated attacks.

A car can have several attack surfaces such as bluetooth,
a radio, DVD readers, physical access to the diagnostics port
and RFID systems [2]. But since this project is focusing on
cybersecurity in Internet connected devices these will not be
used in the modelling and analysis part. The attacks that
this project focuses on is the compromise of ECU:s, replay
and Denial of Service attacks on internal network buses.
Compromise meaning being able to take direct control the
device. These are shown to be realistic attacks that could be
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performed on cars [5]. In the modelling process there are
several limitations to be made. An internal vehicular network
is complex and consist of ten to even more than 100 electronic
devices. Therefore the ECU:s used in the model is reduced
to the most security critical ones i.e those connected to the
Internet and those who control vital functions such as braking,
steering and engine control.

This report is not a guide in how to model in SecuriCAD.
Although the steps taken to create the model will be shown.
The aim of this report is to create a model of a cars internal
network with an Internet connection and simulate attacks on
that network through that connection. The simulation results
will then be analysed to determine the accuracy of the model.

II. RELATED WORK

Previous research in the ICT-security field regarding cars has
focused on penetration testing, hacking and threat modelling.
Reports such as ”Hacking the can bus” [2] where they tested
different ways to access the CAN bus. ”A survey of remote
automotive attack surfaces” [6] where they penetration tested
and found exploits of a attack surface of an 2014 Jeep
Cherokee shows the penetration testing and Hacking of a
cars internal network. Threat modeling has also been made
of cars internal networks [7] where different threat modelling
methods such as STRIDE were used. Threat analysis was also
done where they step by step went through all potential attack
surfaces to assess the potential of an attack. Also complete
security analyses has been made such as ”Experimental Secu-
rity Analysis of a Modern Automobile” [5] where they explore
different vulnerabilities and demonstrate different attacks on
a cars internal network. These are all manual ways to test
the security of a cars internal network and are performed by
security experts and other workers in the ICT-security field.
There is no work found that completely and without expert
knowledge can threat model and security analyse a car like
the proposed method in this report.

III. METHOD

This project was done using a iterative method. A visuali-
sation of this method can be seen in Fig. 1. This method was
repeated every week from literature study to simulation. The
analyse was done when the model had met the goals set in
the workplan. Every week a part of the model was made and
simulated.

Fig. 1. Iterative method of the project

A. Literature Study

Knowledge about what a cars internal network looks like
and works is vital when you try to model it. Therefore a
literature study and search for information is done first in the
iterative process. This was done through Google by looking
for information from manufacturers, standards which are used
in the industry and by looking for academic papers about the
subject.

B. Modelling

Modelling is done in SecuriCAD. This is done by choosing
the appropriate objects to represent the different parts of a
cars internal network and connecting them together. Also the
security measurements in the different objects that are used
are set to the correct state based on information collected on
the subject.

C. Simulation Results and Analysis

SecuriCADs built in simulation tool is then used and
the results are noted. Then the next iteration begins with a
literature study.

After the model has been completed the results from the
latest simulation can be analysed. This is done to find the
accuracy of the model.

IV. RESULTS

A. Literature study

The first thing to consider is what does a cars internal
network look like. What components does it consist of and
what does the topology look like. Charlie Miller and Chris
Valasek did a survey on different car models, one being the
2014 Jeep Cherokee. This topology can be seen in fig. 2. This
is just one example of a topology and structure used within a
car. The design can vary much depending on the manufacturer.

The internal networking of a 2014 Jeep Cherokee consists
of three different networks. Two CAN and one LIN. Fig.
3 is a simple example of a CAN bus with three ECU:s
connected onto it. The red and the blue line represents the
physical function of the CAN. On the physical layer the CAN
uses a twisted pair cable and modulates digital signals with
voltage differentiation. CAN uses a protocol called CSMA/CA
(Carrier-Sense Multiple Access with collision avoidance) to
regulate the communication between devices [8]. This is a pro-
tocol which is also used in IEEE 802.11 (Wi-Fi). The version
of CAN used in this model is called CAN-FD. It has a larger
packet size and allows for some security implementations like
message authentication [9]. This is not possible in standard
CAN because of its small size of the package (8 Bytes).

The LIN (Local Interconnected Network) protocol that is
presented in Fig.2 is a low speed network which is used
when high bandwidth isn’t necessary. LIN is also cheap to
implement compared to other network technologies [10].

There is also other network types that are used in a car.
Though they are not used that much anymore. CAN is used
to connect the most interesting ECU:s in regard to this project
[2].
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Fig. 2. Topology 2014 Jeep Cherokee made by C.Miller and C.Valasek [6]

Two of these being the MOST (Media Oriented Systems
Transport) and the FlexRay protocol. MOST is used for media
devices and it allows for a higher bandwidth. It is used in some
models but not as much as the CAN protocol [6] [11]. FlexRay
is a time-deterministic protocol with higher bandwidth that is
used in time critical functions such as by-wire driving. It is
expensive to implement and not used as much as CAN [6]
[10].

Fig. 3. Example of a CAN bus with three ECU:s connected

The purpose of these network technologies is to create
a data communication channel between different devices in
a car. These devices are called ECU:s (Electronic Control
Units). ECU:s are embedded systems which controls electrical
systems on a vehicle. They can also function as a server that
handles calculations and only sends/receives data from other

ECU:s that control electrical systems 2.
The Radio box in Fig. 2 is an ECU with several functions

like bluetooth, cellular, radio and Internet connectivity. The
Radio ECU is connected to two CAN buses. One is called
CAN IHS and on that bus there are several ECU:s like those
that control seat heating and door motors. They are not printed
on this diagram because they are not the most critical ECU:s
if they would be compromised. On the CAN-C bus on the
other hand there are several ECU:s that can be considered
safety critical. Like the steering, braking, engine and key
control ECU:s. But also the Tyre Pressure Monitoring System
ECU is considered safety critical due to it having a wireless
communication interface [12].

Connected to the CAN networks are also a Body Control
Module. The BCM:s function is to control and send commands
to other ECU:s, so it doesn’t control any physical function
within the vehicle but acts as a controller for other ECU:s
functions. The BCM is also connected to a LIN on which
ECU:s like the rear view mirrors and lamp controllers are
connected. The BCM ECU acts as a gateway ECU between
two CAN buses and the LIN bus and can be compared to a
ethernet switch. It repackages the data to fit the standard of
different network protocols.

The software used on these ECU:s is either made entirely
by the manufacturer who develops the internal communication
network for a car. Or it is made using a already existing archi-
tecture standard. One such architecture is called AUTOSAR
which stands for AUTomotive Open System ARchitecture.
AUTOSAR is an open source standard which is developed
by a partnership between a large number of automotive man-
ufacturers [13]. AUTOSAR is the architecture that will be used
in the model. Because it’s open source thus easy to research
and because it’s becoming a world standard for automotive
embedded software it should be fair to use in the model [14].
There are two versions of AUTOSAR, Classic and adaptive.
Classic is used in this model due to it being the oldest and
most used. AUTOSAR Classic is based on OSEK which is a
standard for embedded operating systems in vehicles [15].

B. Modelling

First all objects in the model are created and assigned the
correct properties. The Host object in SecuriCAD is described
to be a kernel of an operating system and is used to represent
PCs or servers [16]. This object is the one used to represent
the ECU. On a Host object there is a required connection to
a SoftwareProduct object representing the operating system.
This software represents AUTOSAR. Both of these objects in
SecuriCAD has a selection of security implementations that
can be enabled, disabled and probability based. This can be
seen in Table I and Table II. The modelling of these objects
can be seen in Fig. 4.

The next step is to connect this ECU to a CAN-FD bus.
This is done by using the Network object in SecuriCAD. The
ECU:s is then connected to that CAN-FD object. This can
be seen in Fig. 5. The Network object doesn’t represent any

2Wikipedia contributors, (2018, Apr) Electronic control unit. [Online].
Available: https://en.wikipedia.org/ wiki/Electronic control unit
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TABLE I
HOST SECURITY SETTINGS

Defenses Implementation and reasoning/source for decision
ASLR

Address space layout randomisation.
This implementation fortifies

against buffer overflow attacks.

Not implemented in AUTOSAR classic.
But is on the adaptive platform [17].
Disabled.

AntiMalware
Antimalware detects, removes and deters malware attacks.

Is not implemented, can be in the future [18].
Disabled.

DEP
Data Excecution Prevention defends against buffer overflow

by making memory areas non-excecutionable.

Avaliable on the adaptive platform [17].
Not on the classic.
Disabled

Hardened
This represents the procedures in which unused services, ports

and hardware outlets are disabled.

No information available.
Set to unset. (Default value off)

HostFirewall
A firewall controls if dataflows should be blocked or allowed

between hosts.

No information avaliable.
Set to unset. (Default value off)

Patched
Represents if the hosts are up to date

with the latest security updates.

Set to on. An internet connection gives
improved software support and patch availability.

StaticARPTables
Maps IP addreses to MAC addresses to avoid spoofing.

Set to off. This measurements is with an ethernet
network in mind, not a CAN.

TABLE II
SOFTWAREPRODUCT SECURITY SETTINGS

Defenses Implementation and reasoning/source for decision
HasVendorSupport

If the product still is supported and has access to patches.
On, the model has a internet connection
and is assumed to still be supported.

NoPatchableVulnerability
If it is known that the software
has no patchable vulnerabilities.

No information available.
Unset (default is off)

NoUnpatchableVulnerability
If it is known that the software has no unpatchable vulnerabilities..

No information available.
Unset (default is on)

SafeLanguages
The sofware is developed in languages that perform checks to

reduce the risks of buffer overflow.

No information available.
Unset (default is off)

Scrutinised
If the software has been thoroughly tested and

checked for vulnerabilities.

No information available.
Unset (default is on)

SecretBinary
If there is access to the binary by an attacker.

The attacker can then detect vulnerabilities. No access to the binaries
makes it ”virtually impossible to find new vulnerabilities”.

No information available.
Unset (default is off)

SecretSource
If the sourcecode is opensource.

Autosar is opensource [13].
Set to off.

StaticCodeAnalysis
The use of tools to find vulnerabilities

and bugs.

No information available.
Unset (default is on)

Fig. 4. A Host and a SWP object connected to each other.

physical device. Just the fact that all objects connected to
Networks are connected to each other. The CAN-FD itself
has no security measurements enabled. The measurements

available on a network object is DNSSec, PortSecurity and
StaticARPTables. All of these are TCP/IP related and no
information was found on any comparable systems used in
CAN-FD.

Fig. 5. Three ECU:s connected to a CAN-FD network object
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The CAN protocol works in such a way that all messages
from devices connected to it are broadcasted. The receiver
knows which packages to pick up depending on the receiver
address in the package. Therefore we need to model this
broadcast behavior. This is done i SecuriCAD by using a
Dataflow object. The Dataflow object represents communica-
tion between Service and Client objects. So we need to add
Service and Client objects to the ECU hosts as well. A Service
and Client represents the function of the ECU e.g the power-
assisted steering that receives data from a sensor in the steering
wheel. A ECU doesn’t need to have both a Service and a
Client object. But for this generalised model both is used,
see Fig. 6. They also need an SoftwareProduct connected to
them so an AUTOSAR object is connected to all the Client
and Service objects. The Client and Service objects have one
security measurement which is called Patched. It is enabled
to represent the fact that the software is up to date and still
supported. With a Internet connection to the car manufacturers
can send out patches more efficiently.

Fig. 6. A Service and a Client object connected to an ECU

The connection type that can be seen in Fig. 6 denotes how
much access the Service or Client has to different commands
and function calls in the operating system and kernel. The
decision is to use the most secure option. Since there is no
information found about how much access a service on a ECU
in AUTOSAR has. In Fig. 7 the Service and Client objects
as well as the CAN-FD object are connected to a Dataflow
object. Simultaneously we can connect a Protocol object to the
Dataflow object. The Protocol gives options to chose different
security implementations that applies to the communication
over the CAN-FD bus. The security measurements available
is Authenticated, Encrypted and Nonce. The only one that is
supported on CAN-FD and is enabled is Authenticated [9].
The other two are disabled.

All objects don’t need to be shown all the time in Securi-
CAD. In Fig. 6 there are small markers on the ECU which
indicates that a Service and a Client is connected to it. A more
complete version of Fig. 5 can be seen in Fig. 8.

Fig. 8 is still generalised with names such as ECU 1 and
CAN-FD. The custom objects created in this model can be
exported and saved as components to be accessed in other
models. So with these objects the model in Fig. 9 is created.
Here every CAN-FD bus has its own dataflow connected to
its ECU:s and to the router.

Fig. 7. A dataflow object connected to Service, client, protocol and network
objects

Fig. 8. A model of a single CAN bus with three connected ECU:s

In Fig. 9 all ECU:s are named after certain parts of an actual
car. The ECU:s are connected onto two CAN-FD buses which
have their separate names, one is called Drivetrain and one
is called Chassi/safety control. This is an example on how a
part of an internal vehicular network can look like [19]. All
ECU:s in this model doesn’t both have a Service and a Client.
This decision was based on that only the ECU:s that requires
to send data to other ECU:s need the Client object. Like the
Driving Assistance which is an ECU without control over any

Fig. 9. A model of a cars internal network with two CAN buses
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electrical devices. Its purpose is to calculate for the driving
assistance functions based on input and send output to ECU:s
that handles driving functions.

There is also more objects introduced in Fig. 9. A Router
object called Gateway ECU, this is connected to a Firewall,
an IDS (intrusion detection system) and four networks [20].
Two of these being the CAN-FD buses. One other is a
administrative network that is required to use in SecuriCAD.
There is also the Internet network object. Internet is made
available through the use of a Connectivity Control Unit which
is attached to the gateway [20]. This isn’t represented by an
object in the model. Just that the CGW is connected to a
network called Internet.

The security measurements that can be set in this stage is in
the Firewall object. The Firewall has two measurements. If it
is enabled, and if the firewall ruleset is known to the modeler
and configured properly. The default setting is used for these.
Enabled is on and ruleset is probability:0.5 because there is no
public information available in how manufacturers configure
their firewalls on gateway ECU:s.

Fig. 10. SecuriCAD model of a 2014 Jeep Cherokee internal network

To summarise the security measurements that is enabled and
relevant for the model in Fig. 9

• For the Host ECU and softwareProduct AUTOSAR there
is Table I and II.

• No settings are enabled on the Network object.
• The Dataflow object has Authentication enabled.
• The Firewall has ruleset set to 0.5 and is enabled.
• The Service and Client has Patched set to on.
• The IDS Uses all the default values because it will not

be used in the simulation. This is further explained in the
Analysis section.

A model of a 2014 Jeep Cherokees internal network as
seen in Fig. 2 can also be created using the objects from the

generalised model with some changes. CAN is used instead
of CAN-FD in the Jeep. so authentication can be removed
from the security settings in the protocol object [3]. The Radio
ECU:s Firewall setting was enabled, even though access was
made through an open port other ports were closed. But the
open ports that were found by Miller and Valasek can be
represented by disabling the Hardened setting. This model can
be seen in Fig. 10

C. Simulation Results and Analysis

An Attacker object must be added for the model to be
complete. This attacker is connected to the object in which
the attack should start from. The Attacker is connected to the
Internet network with the connection type ”compromise” in
both the Jeep model and the generalized in Fig. 9. This is to
regard the Internet as unsafe. To show results there also needs
to be consequences attached to different attacks on objects. So
on the Engine control, Transmission service and Brake control
objects there is a 10 as consequence on the compromise attack.
This is because a compromise and access to these ECU:s and
service could lead to deadly road-accidents. On both CAN-FD
networks the consequence for Denial of Service attacks are
set to 9. this is because a DOS attack shuts down access to
ECU:s on that network. That isn’t as a direct threat to others in
traffic as if the brakes would suddenly be fully enabled and a
rear-ending could happen. Using the IDS in the model caused
the simulation service to not give a report. A quick view of
the attack path (Fig. 12) shows that BypassIDS that an IDS
should protect from isn’t existing. Therefore the IDS object
was removed before running the simulations.

Fig. 11. The IDS was removed before the simulations were made.

Fig. 11 is the resulting model. Using this model with Securi-
CADs simulation service gives the following risk assessment
on Fig. 12. All attacks are considered to be of high risk.

If the firewall would be disabled completely, The risk would
look like Fig. 13. All attacks considered to be in the critical
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Fig. 12. Risk matrix of simulations performed on Fig. 11

Fig. 13. Risk matrix from simulations performed on Fig. 11 with firewall
disabled

zone. This shows that there isn’t much beyond the firewall to
ensure that the network is secure.

The report also shows the attack steps the attacker made
to get to the attacks that were marked with a consequence
number. The attack steps for a Denial of Service attack on the
Drivetrain network can be seen in Fig. 14. This is with the
firewall enabled and set at 0.5.

Fig. 14. Attack tree of a Denial of Service attack on a CAN-FD network

Fig. 14 is a simple attack path. It shows measurements as a
green circle that can be made to further improve security. In
this case it has to do with the firewalls ruleset. If the ruleset
were to be set to 1.0 there would be a 0 risk for all attacks.
The attack path for the compromise of an ECU can be seen
in Fig. 15.

Fig. 15. Attack tree of a compromise attack on the Engine Control ECU

The attack path in fig. 15 is a bit more intricate. But it shows
which parts that can be improved and gives a better picture
about what security should focus on. Not just the first line of
defense (firewall) but trough all parts of the network.

The consequences used for the Jeep model in Fig. 10 is

• 3 for a compromise of the radio ECU. This is used as
a reference to see how much the probability lowers after
the initial entry of the network.

• 10 for a compromise of the Braking system ECU.
• 10 for a Denial of Service attack on the CAN-C network.
• 10 for a Replay attack on the CAN-C network. This

represents the actual attack made in the report by Miller
and Valasek where they were able to send commands over
the network unhindered [3].

Fig. 16 shows the probabilities of different attacks made
on the Jeep model. From this we can see that the probability
doesn’t change much between the compromise of the Radio
ECU and the other attacks. This shows that the network
security beyond the Radio ECU is completely void.

Fig. 17 is the attack path for the Replay attack on the CAN-
C bus on the Jeep Cherokee. The unknown service can be seen
as the D-bus service accessed in the actual attack [3]. Just
before the replay attack steps the attack path divides into two
different paths. The compromise path seems more likely since
ARP (Address resolution protocol) isn’t used in CAN. There
are several security measurements that could be implemented
that is given in the attack tree. Most of them affect the Radio
ECU itself, first and foremost the hardening of the ECU. This
is what allowed the attack to happen in the first place [3].

The simulation results can also show the TTC (time to
compromise) of an attack. The TTC of the Jeep replay attack
can be seen in Fig. 18. This graph indicates how many days it



264

E3: CAR ICT-SECURITY, MODELLING AND ANALYSIS

Fig. 16. Risk matrix of attacks on the Jeep Cherokee model

Fig. 17. Attack path of the Jeep replay attack

takes to reach a certain risk probability. The probability seen
in the matrices is the converged end-value in the TTC graph.

V. DISCUSSION AND CONCLUSION

A. Discussion

For future work in this field the suggestion is to get more
information about what security measurements are imple-
mented in a vehicular network and if other attack surfaces
such as bluetooth could be modeled. I had a meeting with two
master thesis workers in Foreseetis office, they were working
on developing new objects like the ECU in SecuriCAD. If
it is successful and added to the public product it could
give more accurate models and simulations of a cars internal
network. These more accurate models could provide vehicle
ICT-Security specialists with the tools they need to get a full
view of the security status of a vehicle. It is also a great tool to
use to show others with less knowledge about ICT the strength
and weaknesses of security in vehicular networks.

The Risk matrices confirm that security is lacking in the
internal networks of a vehicle [5] [2] [6]. The Attack path

Fig. 18. Time To Compromise of the Jeep replay attack

graphs shows which improvements can be made to secure
these networks. These improvements is relevant even though
a ECU is an embedded system and not as complex as the host
object that is used in SecuriCAD, but some attack steps could
be disregarded. For example the user access is something more
relevant for a computer than a embedded system.

As shown in the Jeep model and simulations, a replay attack
is possible to model and the attack path is almost completely
accurate if the UnknownService can be considered to be the
d-bus service which was used in the actual attack. User access
was actually granted to Miller and Valasek because the service
didn’t have a password restriction. Then by using physical
access to a Jeep Cherokee they had bought they developed
an exploit which could be used on unaltered Jeeps to replay
CAN messages on the CAN-C bus. The probability given in
the Risk matrix Fig. 16 for the replay attack could be up for
discussion since the model is made by using previously created
objects with some small changes. A small amount of research
has been made on the Uconnect software that is used in the
Radio ECU so there could be security implementations not
considered in the model. These implementations could change
the probability of the attack. But probably not the attack steps
used. The TTC graph in Fig. 18 is a very precise way to try to
predict the risk of a potential attack. This graph just as the risk
matrix can be taken with a grain of salt. More development of
SecuriCAD in regard to vehicle security could make the TTC
graph more accurate and the reliability would be the same as
the simulation results of computer networks.

B. Conclusion

SecuriCAD could be the go-to tool to give easy understood
and holistic security analyses of a cars internal network. But
further development is needed to show accurate probabilities
and attack steps that is relevant to vehicular networks and
embedded systems. The ECU which cannot accurately be
represented by a Host and a SoftwareProduct needs to be given
an own object to show the correct attack steps in a attack.
The simulations are based on Bayesian statistics and needs
to be further developed to give more accurate probabilities. If
these things are improved SecuriCAD can be used to model
and simulate attacks with the same accuracy on cars internal
networks as it has on TPC/IP networks.
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CONTEXT F1: BIG DATA AND AI

WHAT’S THE DIFFERENCE BETWEEN RAIN AND A WATERFALL?
Sheer volume. The amount of water transforms the physical properties and makes totally different ap-
plications possible. Information behaves the same way, when massive amounts of data is collected it 
transforms into big data.

Data is the new oil of the 21st century. Everytime you visit a major website, information of you and what you 
do is collected, stored and processed. What is this data used for, you may ask? Why are the majority of com-
panies today interested in your data and your habits?

Big data can be compared to a water drop in a waterfall. Every single piece of user information can be seen as 
a water drop and may seem to have quite limited impact. However, as the amount of water drops grows great-
er, the shape changes to one large stream. With this new shape comes numerous new applications. The same 
goes for big data. The information gathered is useless on its own, it is only when viewed in the bigger picture 
that the full power of big data is released.

IBM has used big data to predict malaria outbreaks based on many parameters that to the naked eye seem 
completely unrelated. They collected large amounts of information of, among others, soil acidity, tempera-
ture, rainfall, car and air traffic and successfully managed to predict outbreaks. With these predictions public 
health organizations can deploy intervention strategies in the most crucial areas.

Now picture a radically different waterfall, where the water is replaced with beer. Sounds strange? Not at all. 
Heineken has also rushed in to harness the potential for increased prosperity. They use their data to better 
get to know their customers, which allows them to improve their marketing strategies, but also to remove 
production bottlenecks.

So why are the majority of companies interested in your data? Big data provides enormous opportunities 
within a lot of areas, such as healthcare and productivity, which benefits customers, companies and society.

One thing is for sure, the waterfall that is big data is here to stay.
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Great data quantities are becoming ubiquitous 
and it unlocks possibilities in a wide range of 
applications. One such area is optimization of 

complex problems that cannot be solved analytically 
by known traditional methods. When the data sets 
grow larger the task of finding relations between var-
iables becomes more difficult. Being able to utilize 
the entire data set may be difficult and computation-
ally heavy.

Both projects within this part of the context em-
ploy a model optimization based on large data sets or 
powerful computation frameworks.

Project F1 has been applying traditional methods 
for time series forecasting applied on mobile network 
traffic. The project illustrates the challenge in fully 
utilizing all available data. When working with large 
data sets external regressors such as a Fourier series 
or a polynomial are viable in modelling the seasonal-
ity. However, the remaining data are very difficult to 
model using conventional methods.

Recent works have shown success by applying neu-
ral networks, more specifically recurrent neural net-
works, to make use of all data. We believe this subject 
has a lot of potential in modelling time series in the 
sense that it is able to use more data and should be 
further investigated.

Project F2 is focused on the implementation of an 
optimization algorithm used for image-based bio-
medical analysis. The algorithm solves an inverse 
diffusion problem which enables source localization 
and further, cell detection.

Convex optimization is suitable for formulating 
and solving complex problems, but is considered a 
bottleneck when introducing large sets of data. Im-
proving the scalability of optimization algorithms 
is therefore a crucial part in the development of big 
data analysis. The project explores possible perfor-
mance improvements by utilizing machine learning 
frameworks. The implemented algorithm will be able 
to autonomously perform as well as a human expert, 
being able to detect cells with a precision of up to 
90%.

A future development of this project could consist 
of generalizing the algorithm for different types of in-
verse problems to calculate model parameters from a 
set of observations.

The results of these two projects both have the po-
tential to have a positive impact on  the society and the 
environment in various ways. By being able to predict 
the amount of mobile network traffic, its capacity can 
be optimized, thus reducing electricity consumption 
which in turn benefits the environment and the econ-

omy. The second project is a part of the automation 
of image-based medical analysis where attempts are  
made to implement a method for parallelized compu-
tations resulting in increased efficiency of calculating 
complex problems. Among these problems are opti-
mization problems and inverse problems which can 
be applied to a wide variety of scientific areas.

IMPACT ON SOCIETY AND ENVIRONMENT

Big data seems to have a wide range of applications 
with positive impact on the society and environment. 
However, are there complications or is everything as 
great as it seems?

Big data analysis requires a lot of data and thus 
companies collect all potential information they are 
able to acquire. Naturally, this gives rise to privacy 
and integrity concerns among citizens as they lose 
control of what information is gathered and who has 
access to it. This issue has recently been getting ma-
jor attention as huge amounts of personal user infor-
mation from Facebook was obtained by the analytic 
firm Cambridge Analytica. The data was exploited to 
potentially affect the outcome of the U.S. presidential 
election in 2016.

Ownership of personal data does not lie with the 
individual but rather with the companies or govern-
ments collecting the data. This structure raises the 
question of the power to misuse that information. 
Companies and authorities having the full right to 
data creates an unfair distribution of influence as 
seen in the Cambridge Analytica scandal. Such distri-
butions could lead to more centralized decisions and 
reduce the democratic power of individuals. There 
is also currently a lack of regulations controlling the 
right to data and maybe more importantly, responsi-
bility of how that data is used.

It is also worth noting that if societal function be-
comes increasingly reliant on access to massive 
amounts of data stored externally, the societal secu-
rity risks also increases.

Although, big data comes with a lot of privacy and 
societal concerns, the huge amounts of data can 
be used to improve quality of life. The more that is 
known of you, the more services can be customized 
to fulfill your needs. This involves many applica-
tions, e.g. recommendation systems and digital per-
sonal assistants. These quality of life improvements 
are great additions to our daily life, however, clear 
regulations must be enforced.

Using big data requires vast quantities of storage 
and computational power. The storage often takes 
place in enormous data centers with energy con-
sumptions equivalent to that of a small village, which 
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in turn has a negative environmental impact.

Another aspect to consider is the materials used 
when constructing the data centers in question. 
Where have they been produced? How does the pro-
duction and transportation of these materials affect 
the environment on a local and global scale? A long 
haul can have a negative total impact even if the ma-
terials are extracted in a sustainable manner.

It is important to consider that the data stored holds 
information that could help in understanding and 
reversing our environmental footprint. A wide range 
of processes could be optimized for minimal environ-
mental impact and new methods could be discovered 
by examining collected data. The positive outcome 
that this could have is so profound that it is bound to 
heavily outweigh the unfavorable consequences.

Methods using big data analysis have, according to 
us, a benefit for individuals, society and the environ-
ment greater than the risks that it brings.
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Mobile network traffic prediction based on machine
learning

Louise Abrahamsson Kwetczer and Jakob Stigenberg

Abstract—The amount of data traffic sent through mobile
networks varies throughout the day and week. Thus, the network
experiences varying demand and therefore, the load on all the
back end systems in the core network is far from constant. By
being able to predict the load, the back end system capacity can
be optimized during the day, reducing maintenance costs and
energy consumption, affecting the environment positively. The
predictions may also be used for network planning.

The aim of this project was to predict the mobile network data
traffic based on two weeks of data aggregated into five minute
intervals. The data was treated as a time series and time series
forecasting methods were used, the ARIMA model using external
regressors based on a polynomial model and a Fourier series as
well as the TBATS model. Also, a recurrent neural network based
on a method called Long Short Term Memory was used.

The results show that the seasonal components of the time se-
ries are modelled well using simple methods such as a polynomial
model or Fourier series. However, modelling the dynamics of the
stationary time series is very difficult and the ARIMA model did
not perform well in this situation due to the long time predictions
made. Neither did the neural network or TBATS model manage
to model the stationary dynamics and were only able to capture
the seasonal components.

I. INTRODUCTION

In today’s society, people are constantly connected through
their mobile phones. Being connected to the internet where
ever you are is nowadays natural and the access to smart
phones, in Sweden, is steadily growing [1]. This growth
results in a lot of stress on the mobile network infrastructure.
Therefore, being able to predict the data usage is of interest for
network planning. Also, the system capacity may be optimized
to better correspond to the actual demand.

Mobile network traffic prediction can be treated as a time
series forecasting problem. A time series is a set of data
points, collected at regular intervals given in chronological
order. The time series is usually divided into a stationary part,
a seasonal part and a trend. The seasonality represents the
periodic variations of the data, e.g. ocean tides or lunar cycle.
The trend captures a long term increase or decrease in the data,
e.g. human population growth. The stationary part is what is
left when removing the seasonality and trend [2].

In this report, the mobile network traffic is analyzed using
time series forecasting models which is a well documented
area and there are plenty of models developed for this purpose
[3]. The two most popular methods are the ARIMA model and
exponential smoothing [4]. Also, neural networks have been
getting attention lately in time series forecasting [5] [6].

It should be kept in mind that the results can be extended
beyond mobile network traffic prediction to other areas where
system load is analyzed and to be predicted.

Fig. 1. The raw data used in this report. The first two weeks, the training
set, were used to predict the third week, the test set. With a total number of
6048 data points, the training set consisted of 4032 data points, leaving 2016
remaining data points to the test set.

However, first of all the performance indicators used will
be presented. The models are then developed and tested on
simulated data followed by the application on the real data.
Finally, a short discussion is given on an alternative approach
using neural networks.

II. MOBILE NETWORK DATA

The raw data that was provided contained the amount of
mobile network data sent in five minute intervals over three
weeks. Hence, the data set consisted of 6048 data points with
a weekly period of 2016 data points. Since there is only
three weeks of data it is assumed that there is no trend, the
time interval is too short to show any significant long term
differences. This is also seen in the raw data visualized in
Figure 1. Throughout the entire report, the first two weeks of
data are referred to as the training set followed by the third
week referred to as the test set. In other words, the two first
weeks will be used to predict the third.

A. Data generation

In order not to be bias when developing the different
models, artificial data was used instead of trying to fit a model
to the real data right away. The artificial data was designed in
order to resemble the real data’s behavior as much as possible.

To resemble the seasonality aspects of each week, the arti-
ficial data generated was constructed as a linear combination
of multiple sinus functions, each function having its own
amplitude, period and phase offset. In addition to the sinus
functions, normally distributed noise was added.
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Fig. 2. The generated data, after normalization to mean zero and standard
deviation one, used when testing the models. The x-axis represents time, each
step representing five minutes. The data marked train are two weeks of data,
4032 data points, following by one week of test data.

It was assumed that all possible seasonal patterns were
contained within one week, i.e. 2016 data points. That implies
that a period of the sinus functions must be a divider to 2016.
Thus the model was given by

f(xi) =

10∑
k=1

[
Ak sin(2πνkxi + αk)

]
+ ni (1)

The amplitudes, Ak, and the phase offsets, αk, were cho-
sen randomly. The periods, νk, were chosen to be the
largest dividers to 2016, i.e. ν1 = 2016, ν2 = 1008, ν3 =
672, . . . , ν10 = 144. Finally, the noise, ni, was normally
distributed. The data generated can be seen in Figure 2.

III. PERFORMANCE INDICATORS

The different models that were developed were tested and
compared using four different performance indicators. Apart
from two of the most commonly used functions, Root Mean
Square Error (RMSE) and Symmetric Mean Absolute Percent-
age Error (sMAPE) [7], the standard deviation of the error
(STD) and the coefficient of determination, R2 value, were
used.

The R2 value and sMAPE are both normalized functions. In
order to present normalized values of RMSE and STD, all data
is normalized, until the actual prediction is made, according
to

yi =
Yi − 〈Y 〉
STD(Y )

where yi is the normalized value, Yi is the original value, 〈·〉
denotes the mean and STD(·) denotes the standard deviation
defined as

STD(x) =
√
〈x2〉 − 〈x〉2 (2)

The inverse transformation is then given by

Yi = yi · STD(Y ) + 〈Y 〉 (3)

A. Root Mean Square Error, RMSE

The root mean square error, RMSE, is defined by

RMSE =
√
〈e2〉 (4)

where e is the error between the actual value and the predicted
value. RMSE gives an understanding of the average error size.
By examining the square of errors, large errors are weighted
more than smaller errors. A smaller error means a smaller
RMSE.

B. Symmetric Mean Absolute Percentage Error, sMAPE
There are many ways to define the symmetric absolute

percentage error, sMAPE [8]. In this report it is defined by

sMAPE =
2

n

n∑
i=1

|yi − ŷi|
|yi|+ |ŷi|

(5)

where y is the given data and ŷ is the forecast. The extremes
are given by ŷy ≤ 0 yielding a result of 2 and ŷ = y giving
0. Hence, the values obtainable are in the range [0, 2] with
0 being a perfect fit. sMAPE was designed to measure the
average percentage error and is thus another way of getting
an understanding of the average error size.

1) Issues using sMAPE to normalized data: Since sMAPE
assigns a value of 2 whenever ŷ and y are of opposite sign,
performance reported by sMAPE may be unjustified large
errors when the normalized data are used, since then the values
are close to zero. When the inverse transformation is done
however, then y, ŷ � 0 and the performance should be better
indicated by sMAPE. Therefore, the sMAPE results of the
models are only comparable to each other and not other papers
until the real unnormalized data is used in the Results section.

C. Standard Deviation, STD
The standard deviation of the error, denoted by STD, is

given by
STD =

√
〈e2〉 − 〈e〉2 (6)

where e is the error. The STD is useful for understanding how
the error varies. A lower STD means that the prediction errors
are contained within smaller region.

D. Coefficient of Determination
The coefficient of determination, or R2 value, is a normal-

ized function popular when determining the goodness of a fit
to data. It is defined by

R2 = 1− SSres

SStot
(7)

where,

SStot =
∑
i

(yi − 〈y〉)2 (8)

SSres =
∑
i

e2i (9)

with y representing the reference values and e is the difference
between the predicted value and the actual value. Equation
9 is exactly the sum of square errors and Equation 8 is the
sum of all deviations squared. Hence, the R2 value gives
a combined performance indication of the actual size and
deviation of the error opposed to what the RMSE and STD
indicates individually. In a perfect fit, SSres = 0 and thus the
R2 value would be equal to 1.
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Fig. 3. Root mean square error of a polynomial fit to the training set versus
the test set as a function of polynomial degree, M . Figure is taken from [9].

IV. OVERFITTING

When developing a model to fit the data it is important to
keep the issue of overfitting in mind. As Bishop [9] discusses,
if you are tasked with fitting a polynomial to a set of M + 1
data points, a polynomial of degree M will yield a perfect fit.
However, if this polynomial is to predict other data points there
is likely a large error. This phenomena is called overfitting. As
can be seen in Figure 3 taken from Bishop [9], a small training
error does not necessarily imply a small prediction error. Thus,
when fitting a model, the optimal model parameters are found
by minimizing the prediction error.

V. MODEL DEVELOPMENT

In this section, the different models used are discussed.
First of all, two simple curve fitting models are presented, the
Fourier series and then a polynomial model. Thereafter, the
ARIMA model is discussed followed by the TBATS model
which is based on exponential smoothing and Fourier series
[10].

A. Fourier series

A function can be expressed in a Fourier series

f(x) ∼ a0
2

+
N∑

n=1

an cos
( π
P
nx

)
+ bn sin

( π
P
nx

)
(10)

where an and bn are given by

an =
1

P

∫ P

−P

f(x) cos
( π
P
nx

)
dx (11)

bn =
1

P

∫ P

−P

f(x) cos
( π
P
nx

)
dx (12)

and 2P is the period and N is the number of Fourier terms
[11]. The period, 2P , will be fixed to the period of the data,
i.e. 2016, while N may be varied.

1) Fitting the Fourier series: an and bn were determined
using the training set applied to Equation 11 and 12, the
number of terms N was optimized using the test set. For
N → ∞ the Fourier series converges and ∼ in Equation 10
is replaced by an equality sign [12]. Thus, a larger value of
N yields a better fit to the data, although it might result in an

Fig. 4. Prediction RMSE of the Fourier series applied on artificial data. The
error was minimized using 17 Fourier terms, N = 17.

overfitted model, as discussed in Section IV. Hence, N should
be chosen such that the prediction error attains a minimum.

To determine the number of terms N , the Fourier series was
applied to the artificial data. Using the RMSE and varying
values of N the optimal number of terms was determined to
be N = 17 as seen in Figure 4.

B. Polynomial model

The polynomial model is based on simple polynomial
curvefitting. As the data is having a periodic behavior the
function fitted was also designed periodic. In order to capture
the dynamics without using polynomials of high degree, which
can be computationally heavy to fit, the function was also
divided into multiple divisions with each division containing
one polynomial function. Thus, each polynomial is used to
model certain sections of the periodic function. The overall
model is then given by

f(x) =




∑N
i=0 ai,1x

i 0 ≤ x < P
D

...∑N
i=0 ai,dx

i (d− 1)PD ≤ x < dP
D

...∑N
i=0 ai,Dxi (D − 1)PD ≤ x < P

f(x+ P ) = f(x)

(13)

where P is the period of the data, D is number of divisions
each period is divided into and N is the polynomial degree.
This model has two degrees of freedom, N and D, as P will
be fixed to the period of the data, i.e. 2016.

1) Fitting the polynomial model: The polynomial coeffi-
cients, ai,d, were chosen such that the square error of the
training set was minimized. The two remaining parameters,
D and N , were chosen according to the discussion in Section
IV. In Figure 5, the prediction RMSE is shown for different
values of these two parameters when applied to the artifcial
data. The optimal values were found to be D = 7 and N = 6.

C. ARIMA

ARIMA is an acronym for Autoregressive Integrated Mov-
ing Average. The model is typically written ARIMA(p, d, q)
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Fig. 5. Prediction RMSE of the polynomial model applied on artificial data.
The error was minimized using seven divisions, D = 7, and polynomial
degree of six, N = 6.

given by

y′t = c+φ1y
′
t−1+· · ·+φpy

′
t−p+θ1εt−1+· · ·+θqεt−q+εt (14)

where y′t is the observed value differentiated d times, εt−i

the previous forecast errors and εt is white noise [4]. In
other words, future predictions of y are made based on the
p previous values as well as the q previous errors. The
parameters, φi and θi, are fitted in a most likelihood sense, i.e.
chosen such that the observed data, in this case the training
set, is as likely as possible.

The ARIMA model can only be applied to stationary time
series, that is time series containing no trend or seasonal
patterns [4], however as previously stated no trend was present
in this work. Seasonal patterns can be dealt with using different
methods. One simple method would be to differentiate the data
until a stationary time series is achieved [13]. However, as
this method was not employed in this case, d was chosen to
d = 0. Another possible method would be to use the seasonal
ARIMA model which was developed to handle seasonal time
series. However, it does not handle seasonal patterns of long
periodicity and is best suited for quarterly or monthly data,
i.e. a period of 4 or 12, not a period of 2016 [14]. For
longer periods, Hyndman [14] suggested the use an external
regressors, e.g. using an external model to capture the seasonal
patterns and then applying an ARIMA model to the residual.
Thus, the ARIMA model was only applied to the residuals of
the polynomial model and the Fourier series.

Another issue that affects the ARIMA model is the way the
predictions are made. As seen in ARIMA definition in Equa-
tion 14, the predictions are made based on the previous values
and therefore, in longer prediction series, the predictions are
made based on predictions. This is generally a bad idea, as
an error caused in the first forecast is amplified in the next,
which is then further amplified in the following one, etc.

Two measures were taken in order to reduce these effects.
Firstly, the ARIMA model was only used to make 24 hour
predictions. After each prediction, the model was then refitted
using the real data after which another prediction was made.
Secondly, the data was aggregated to hourly, i.e. the demand
seen as constant over each hour, to which the ARIMA model

was applied to, this will be referred to as the stepwise ARIMA
model.

The ARIMA models were implemented using the
forecast package in R. After testing different values of
p, q, they were both finally chosen to p = q = 68.

D. Exponential smoothing, TBATS model

Exponential smoothing is a method that weights the input
differently. Forecasts are done by giving more recent data
larger weights and then decreasing the weights exponentially
as time passes.

Simple exponential smoothing is convenient to use when
there is no trend or seasonality [15]. The data is weighted
with the parameter α which varies between 0 < α < 1. With
a large value of α more weight is given to recent data and
with a small value of α more weight is put on older input.
The model is given by

yt+1 = αyt + α(1− α)yt−1 + α(1− α)2yt−2 + . . . (15)

M De Livera et al. [10] has developed the TBATS model
which is based on exponential smoothing and Fourier series.
It is an acronym for the key features Trigonometic, Box-cox
transform, ARMA errors, Trend and Seasonal components.
It has been shown to be able to handle time series containing
complex seasonal patterns as well as multiple seasonal periods
[10] as is the case with the mobile network data.

Using the TBATS model, the seasonal patterns can be
separated into one weekly pattern, i.e. with a period of 2016
data points, and one daily pattern, i.e. with a period of 288
data points.

Like the ARIMA model, the TBATS model was imple-
mented using the forecast package in R. The methodology
for how the TBATS model is fitted is presented in [10].

VI. MODEL RESULTS ON ARTIFICIAL DATA

In Table I the performance of the different models and
combinations of different models are presented. In the case
where two models are used, the first one is used to model the
seasonal patterns followed by the second one used to model the
residual. A few additional models based on the ones previously
mentioned have been introduced and are to be discussed below.

Before discussing the different models, it should be noted
that the use of just a Fourier series or polynomial model had
similar results compared to when also modelling the residual.
This is not unexpected as the models capture the dynamics of
the artificial data very well as it was constructed using multiple
sinus functions. The residual is merely noise added that does
not contain any pattern and may therefore be difficult to model.
This is confirmed by Figure 6 which shows the prediction of
the sole polynomial model and the residual.

A. Fourier series and polynomial model

The Fourier series and the polynomial model were both
applied to the residual of the seasonal modelling in an attempt
to capture what the initial model did not.
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TABLE I
PERFORMANCE OF DIFFERENT MODELS AND MODEL COMBINATIONS APPLIED ON ARTIFICIAL DATA.

Model RMSE sMAPE STD R2

Polynomial 0.6038 0.9237 0.6396 0.6034
Fourier 0.6040 0.9323 0.6393 0.6037

Polynomial + Polynomial 0.6025 0.9211 0.6022 0.6411
Polynomial + Fourier 0.6031 0.9218 0.6027 0.6404
Fourier + Polynomial 0.6035 0.9272 0.6032 0.6399

Fourier + Fourier 0.6046 0.9229 0.6043 0.6385
Polynomial + ARIMA(68, 0, 68) 0.9835 1.2448 0.6092 0.0435

Fourier + ARIMA(68, 0, 68) 0.9852 1.2465 0.6118 0.0403
Polynomial + Stepwise ARIMA(68, 0, 68) 0.6409 1.0087 0.6114 0.5938

Fourier + Stepwise ARIMA(68, 0, 68) 0.6435 1.0072 0.614 0.5906
TBATS 0.6380 0.9793 0.6220 0.5976

TABLE II
PERFORMANCE OF THE ARIMA MODELS WHEN REDUCED TO ZERO MEAN ON ARTIFICIAL DATA.

Model RMSE sMAPE STD R2

Polynomial + ARIMA(68, 0, 68) 0.6095 0.9261 0.6092 0.6326
Fourier + ARIMA(68, 0, 68) 0.6121 0.9287 0.6118 0.6296

Polynomial + Stepwise ARIMA(68, 0, 68) 0.6117 0.9375 0.6114 0.6300
Fourier + Stepwise ARIMA(68, 0, 68) 0.6143 0.9346 0.614 0.6268

Fig. 6. The prediction and residual when applying the polynomial model to
artificial data.

When modelling the residual, the models parameters were
selected such that the prediction error was minimized, i.e.
according to Section V-A1 and Section V-B1.

The combined models all perform better than the sole
models, although the improvement is small.

B. ARIMA model

The performance of the ARIMA model is very poor. The
RMSE of the ARIMA model used along with the polyno-
mial model is approximately 62% larger than just using the
polynomial model. The prediction results are thus worse using
the ARIMA model than if no residual model were used. This
is also the case when using the stepwise ARIMA model,
although significantly better results are achieved than the non
stepwise model.

Even though the average error size when using the ARIMA
models is increased, the standard deviation is reduced. This
suggests that a constant error is introduced. Upon closer
examination it was found that the predictions made using the
ARIMA models had a non zero mean, although the training

Fig. 7. The prediction and residual when applying the Fourier series to the
real normalized data.

set provided had a zero mean. Therefore, in Table II are the
ARIMA models presented again with their mean reduced to
zero. These predictions do outperform the sole use of a Fourier
series or the polynomial model, however do not outperform the
combined use of them.

C. TBATS

The TBATS model was specified to use all the seasonal
components used in the generated data as it failed to capture
the seasonal dynamics if only the periods 2016 and 288 were
used. In other words all ten different periods chosen in Section
II-A. Still the model did not keep up with the performance of
the Fourier series, this was surprising as it is based on one
[10]. However, it is also based on ARMA errors which may
be reducing its performance similarly to what could be seen
by the ARIMA models.

VII. MODEL RESULTS ON REAL DATA

Presented in Table III are the performances of the same
models and model combinations, using the same parameters,
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TABLE III
PERFORMANCE OF DIFFERENT MODEL COMBINATIONS APPLIED ON REAL NORMALIZED MOBILE NETWORK TRAFFIC.

Model RMSE sMAPE STD R2

Polynomial 0.3399 0.7524 0.3396 0.4402
Fourier 0.3430 0.7630 0.3427 0.4299

Polynomial + Polynomial 0.3392 0.7486 0.3388 0.4426
Polynomial + Fourier 0.3393 0.7450 0.3390 0.4420
Fourier + Polynomial 0.3429 0.7558 0.3426 0.4302

Fourier + Fourier 0.3431 0.7626 0.3427 0.4296
Polynomial + ARIMA (68, 0, 68) 1.2027 1.6304 0.3409 −6.0096

Fourier + ARIMA(68, 0, 68) 1.184 1.626 0.341 −5.7932
Polynomial + Stepwise ARIMA(68, 0, 68) 0.4288 0.9278 0.3662 0.1091

Fourier + Stepwise ARIMA(68, 0, 68) 0.4272 0.9019 0.3664 0.1155
TBATS 0.3375 0.8077 0.3360 0.4481

TABLE IV
PERFORMANCE OF THE ARIMA MODELS WHEN REDUCED TO ZERO MEAN ON REAL NORMALIZED DATA.

Model RMSE sMAPE STD R2

Polynomial + ARIMA (68, 0, 68) 0.3413 0.7732 0.3409 0.4357
Fourier + ARIMA(68, 0, 68) 0.3413 0.7648 0.3410 0.4354

Polynomial + Stepwise ARIMA(68, 0, 68) 0.3665 0.8374 0.3662 0.3490
Fourier + Stepwise ARIMA(68, 0, 68) 0.3667 0.8414 0.3664 0.3482

Fig. 8. The prediction and residual when applying the polynomial model to
the real normalized data.

that were applied on the artificial data. The same notation of
a seasonal model + residual model is used.

The simple Fourier series and polynomial model still cap-
ture the dynamics very well, as can be seen in Figure 7
respectively Figure 8, and therefore the addition of a residual
model gives small effect.

The ARIMA models suffered from the same problem as
when they were applied to the artificial data, namely make
predictions of non-zero mean although the training set had a
zero mean. Just as discussed in Section VI-B, the mean was
removed from the predictions yielding better results which are
presented in Table IV.

It should be noted that the single polynomial model per-
forms remarkably well, only beaten slightly by adding a
residual model of another polynomial model or Fourier series.

The TBATS and double polynomial model are the best
ones. The TBATS model outperforms all other models in
every area apart from the sMAPE parameter, where the double
polynomial model is best.

Fig. 9. The prediction made by the neural network.

TABLE V
PERFORMANCE OF A LONG-SHORT-TERM-MEMORY BASED RECURRENT

NEURAL NETWORK, LSTM-RNN.

RMSE sMAPE STD R2

0.5588 0.1733 0.5550 0.4329

VIII. NEURAL NETWORK APPROACH

Another approach that has been getting attention lately is
the use of neural networks. Specifically, the use of Long-Short-
Term-Memory based Recurrent Neural Network, LSTM-RNN,
and a method called long-term-short-memory has been shown
to generate great results [6].

A neural network was implemented using Keras which is
a high level API capable of running on Tensorflow [16],
as was done in this case. It was constructed using a hidden
LSTM layer of size 50, i.e.a hidden layer containing 50 nodes,
followed by a single output layer. The input layer had a size
of 3 and consisted of the day of week, hour and five minute
interval, again under the assumption that all seasonality is
contained within a single week.

The performance of the network applied to the real data is
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Fig. 10. Visualization of final prediction made using the TBATS model.

Fig. 11. Visualization of final prediction made using the double polynomial
model.

shown in Table V and the prediction is seen in Figure 9.

IX. FINAL RESULTS

TABLE VI
PREDICTION PERFORMANCE OF THE FINAL PREDICTION.

Model RMSE [kB] sMAPE STD [kB] R2

TBATS 59927 0.1523 59659 0.4481
Double polynomial 60226 0.1447 60167 0.4426

LSTM-RNN network 60743 0.1420 60337 0.4329

In Table VI, the final predictions made by the TBATS
model and double polynomial model are presented together
with the results from the neural network. Here, the data have
been inversely transformed using Equation 3 and therefore the
sMAPE score now gives a better justified score, as discussed
in Section III-B1. The TBATS prediction is seen in Figure
10, the double polynomial model in Figure 11 and the neural
network was seen previously in Figure 9.

When comparing the models, the performance indicators
are not conclusive. It seems that a better sMAPE score comes
at a lower RMS, STD and R2 score. This is explained by
the fact that RMSE and R2 both examine the squared error
while sMAPE only accounts for the mean error. However, as
the average error, RMSE, and standard deviation of the error,
STD, are found to be smallest for the TBATS model, it is
considered the best one, yet both the polynomial model and
neural network are close in comparison.

X. CONCLUSION

The modelling of seasonal components does not require
very advanced models. A plain Fourier series and the sim-
ple polynomial model developed both capture the seasonal
dynamics very well, as was shown in Figure 7 and Figure
8.

The remaining residual is difficult in modelling. The popular
ARIMA model has difficulties in modeling large amounts of
data and making longer predictions, even though 24 hours
predictions were made. Instead, capturing the mean of the
noise, using for example the polynomial model, showed much
better results than attempting to predict the peaks.

It should be remembered that the TBATS model, which
ultimately was found to be the best model, is based on a
Fourier series in the seasonal modelling [10]. Although the
model does include an ARMA model to predict errors, it has
no effect as the prediction seen in Figure 10 is smooth.

XI. DISCUSSION

A data analysis problem such as this one containing a lot
of data is, nowadays, commonly approached using a machine
learning perspective. Agrawal, et al. [6], managed to apply an
LSTM-RNN based neural network to data similiar to ours with
a MAPE result of approximetaly 0.06. Although their MAPE
definition and our sMAPE parameters are not the same, they
are still comparable. We believe that this methodology has a
lot of potential and should be further researched.

It should be noted that the data set used in this report does
not contain a lot of information. The prediction is made based
on two weeks of data, thus, the data consists of only two data
points per point to be predicted. Of course, this should be
enough to capture the seasonal trends, as has been successfully
demonstrated.

One would think that the residual should be captured by a
dynamic model such as the ARIMA model. If a lot of data
is transmitted in a five minute period, it should in most cases
be followed by a lower amount of transmitted data in the next
period. However, these patterns and these peaks seem to be
occurring randomly and are therefore difficult to predict. Thus,
the models are better of by simply capturing the more general
pattern seen in the residual instead of making long predictions
that amplify previous prediction errors.

Another approach that was not discussed in this report and
one that should also be further researched is the possible
combination of the traditional time series forecasting methods
and the LSTM-RNN based neural network. For example
Zhang [5] proposed what he calls a hybrid ARIMA model
with a neural network. Perhaps doing something similar using
the TBATS model and the LSTM-RNN network would give
good results.
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Source Localization by Inverse Diffusion and
Convex Optimization

Gabriel Bengtsson and Jesper Larsson

Abstract—The purpose of this project was to implement an
inverse diffusion algorithm to locate the sources of an emitted
substance. This algorithm has yielded successful results when
applied to biological cell detection, and it has been suggested
that the run time could be greatly reduced if adaptions for a
computation graph framework are made. This would automate
calculations of gradients and allow for faster execution on a
graphics processing unit.

The algorithm implementation was realized in TensorFlow,
which is primarily a machine learning oriented programming
library. Computer-generated biological test images were then
used to evaluate the performance using regular image analysis
software and accuracy metrics.

Comparisons reveal that the TensorFlow implementation of
the algorithm can match the accuracy metrics of traditional
implementations of the same algorithm. Viewed in a broader
scope this serves as an example to highlight the possibility of using
computation graph frameworks to solve large scale optimization
problems, and more specifically inverse problems.

I. INTRODUCTION

TESTING and monitoring immune systems is not a trivial
task since it needs to be performed in a very complex

system of biological processes in a living body. Generally,
scientists want to see the response of a specific part of the
immune system, but this may be difficult due to the overall
complexity of the system. Therefore, a way of testing specific
responses in an isolated environment is preferred, where there
is no need for invasive procedures or dangerous side effects
on the examined host system. Enzyme-Linked ImmunoSpot
(ELISPOT) and its modification FluoroSpot are ways of doing
this with high sensitivity and accuracy [1] [2]. ELISPOT
and FluoroSpot assays provide methods for analyzing the
response of the immune system in humans and animals. In
the beginning, the main use was detection of enterotoxins
produced from bacteria, only later moving on to specific
antibody-secreting lymphocytes and cytokines emitted from
cells [3].

This project deals with the problem of localizing active
cells emitting cytokines. The data in the form of photographs
acquired from the medical assays are hard to accurately
analyze, and one is usually compelled to do the analysis with
poor algorithms producing unsatisfactory results. This process
can be improved and automated using the method described in
[4]. The problem can be posed as an inverse problem where we
have the final state of a process but want the initial state. In this
case we have the positions of captured particles, but we want
the positions of the cells that have emitted the particles. Since
the particles move by Brownian motion before capture, this
problem can be modelled using a diffusion partial differential

Fig. 1. Example showing a FluoroSpot assay. Image by Mabtech, 2009.

equation and, furthermore, the effect of the diffusion can be
approximated using Gaussian kernels of varying sizes, where
a detailed explanation can be found in [4].

Since we can approximate the physical phenomena that
the particles undergo, this problem can be solved with opti-
mization. The accelerated proximal gradient algorithm (APG)
can solve the problem and be implemented in a TensorFlow
interface [5]. The algorithm involves calculating a gradient,
which is normally cumbersome to implement in code. For-
tunately, TensorFlow is equipped with a built in gradient
tool that allows automatic calculation of gradients given an
existing well-defined function. Many algorithms, including
previous solutions to the source localization problem, have
adopted manual differentiation, meaning a broad group of
similar algorithms could benefit from a new implementation
in a TensorFlow environment. Our goal has been to explore
the possibility of implementing an optimization algorithm for
large scale problems in TensorFlow.

II. THEORY

In this section we will clarify the concepts needed to
implement a working inverse diffusion program in Python
and TensorFlow. We will start by explaining the biomedical
background, continue with the key mathematical concepts and
the APG algorithm to finally finish with a way of measuring
binary classification performance.
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A. FluoroSpot

FluoroSpot works by suspending cells in a layer of agar
above a layer of immobilized antibodies at the bottom of
a microplate well. When the cells release particles, these
undergo Brownian motion in the agar medium until they
encounter the antibodies at the bottom and get captured [4].
The captured particles can then via a biological process be
combined so that they react to light of a certain wavelength
and become fluorescent. The samples are then photographed
while being illuminated with a monochrome light and, because
of the fluorescence, the captured particles can be observed, as
in Figure 1. These images are then used for localizing positions
of the sources, which, in this case, are the active cells.

B. Convolution

One of the main concepts when performing the inverse
diffusion algorithm is the convolution. This is a mathematical
transformation that can be interpreted as a way to mix two
functions. It is visually represented by allowing one function
to slide over the other one, where the convolution is the area
under each product of the functions [6].

There are several types of convolutions such as the contin-
uous integral convolution and the discrete convolution. This
project solely uses the discrete version in the form of discrete
Gaussian kernels which are isotropic (rotationally invariant).

C. Gaussian Filters

When applied through a convolution, a Gaussian filter
Gσ essentially blends the image together and removes high
frequency signals.

Gσ(x) =
1√
2πσ2

e−
x2

2σ2 (1)

Gσ(x, y) =
1

2πσ2
e−

x2+y2

2σ2 (2)

Here, (1) is the Gaussian kernel for a 1-dimensional filter.
It is normalized and thus an integral from −∞ to ∞ over the
kernel will have the value of 1. To get the Gaussian kernel for
2 dimensions we can simply multiply a vertical and horizontal
version of the 1-dimensional kernel which yields the result in
(2). We use the Gaussian kernel to approximate diffusion in
the xy-plane as described in [7], where the x and y coordinates
are defined relative to the center point of the filters.

When used as a discrete convolution, the Gaussian blur is
usually applied as a 2D-array. However, since the 2D-kernel is
the product of two 1D-kernels due to separability we can apply
the convolution in two steps, one for the horizontal kernel and
one for the vertical kernel. If the original matrix is m × n
the computation will involve mn calculations for every output
pixel, but if we use the separated method this changes to m+n
calculations. With the maximum kernel dimensions used in the
paper m,n = 361 as an example, a separation means that the
number of calculations is reduced by a factor of mn/(m +
n) = 3612/722 ≈ 180.

D. Computation Graphs

By defining mathematical operations as vertices connected
by edges, these vertices can be linked together in order to
form a graph. If the flow through this graph is set up in a way
such that the movement across each edge is unidirectional
and no edge loops back to a previous vertex the graph is
said to be a computation graph [8]. The use of these and
their broader generalization in computational networks have
become fundamental throughout machine learning applications
that rely on neural networks [9]. Apart from the mentioned
areas of use it has also been suggested that computation graphs
can be successfully applied to optimization problems, which
enables computations to easily be carried out on different plat-
forms such as GPUs and computer clusters. In addition to this
the computation graph implementation has been indicated to
outperform traditional methods when performing calculations
on large scale problems [8].

E. Accelerated Proximal Gradient Algorithm

Algorithm 1 Discretized Inverse Diffusion Algorithm

1: b̃(0) ← ã(0), i ← 0
2: repeat
3: i ← i+ 1
4: ã(i) ← b̃(i−1) − η

2
∇ãf(b̃)

5: ã(i) ← ã
(i)
+

6: p̃ ←

(
1− η

2
λ

[√
K∑

k=1

(
ã
(i)
k

)2
]−1)

+
7: for k = 1 to K do
8: ã

(i)
k ← p̃� ã

(i)
k

9: end for
10: b̃(i) ← ã(i) + α(i)(ã(i) − ã(i−1))
11: until convergence
12: ãopt ← ã(i)

The accelerated proximal gradient algorithm derived in [4]
and further discretized in [7] can be expressed as in Algorithm
1. The variable ã is a 3-dimensional tensor representation of
the image that will eventually be output as ãopt and further
analyzed for cell detection purposes. The three dimensions of
ã comes from the stacking of multiple 2D-images, allowing
Gaussian filters of different sizes to be separately applied to
each 2D-image. The initial state ã(0) is comprised entirely
of zeros. To increase the convergence speed the term b̃
is calculated, including α(t) = [t(i − 1) − 1]/t(i) where
t(i) = 1

2 +[ 14 + t2(i− 1)]1/2. This forms the acceleration part
of the algorithm.

The main objective is to minimize the sum of a cost function
and a regularizer, the former being

f(ã) =

∥∥∥∥∥w̃ �

(
d̃obs −

K∑
k=1

g̃k � ãk

)∥∥∥∥∥
2

2

(3)

with the K different layers of Gaussian kernels g̃k. The variable
w̃ is a weight parameter, which for the purposes of this project
is in its simplest possible form as a tensor where all elements
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have a value of 1, and d̃obs is the observed unaltered image.
In the summation term of (3) a blurring operation is applied
to ã, and furthermore

d̃obs =
K∑

k=1

g̃k � ãk (4)

is the condition for the global minimum of f(ã). This equation
is only true in a situation where the perfect ã is found with
respect to the Gaussian kernel discretization.

R (ã) = λ
M∑

m=1

N∑
n=1

‖ãm,n‖+ δR+M×N×K (ã) (5)

A regularizer used to steer the algorithm towards physically
reasonable solutions is built into the p̃ variable. The viable so-
lutions for this application are point-like sources representing
biological cells. The proper mathematical expression for the
regularizer used in this project can be seen in (5), with M and
N as the image dimensions, while the δ-function limits each
element in ã to be a positive real number. Included in both the
regularizer and its equivalent in Algorithm 1 is the adjustable
user parameter λ. Additionally, line 6 of Algorithm 1 holds
another parameter η precisely selected to ensure convergence.
The adjustable parameters have been chosen in [7] to be
λ = 0.5 and η = 1/σ̃max ‖w̃‖2 with the latter being simplified
to η = 1/σ̃max as the weights are all 1. Here, σ̃ are the
standard deviations for the Gaussian kernels as discretized in
[7], which for K = 8 yields σ̃max ≈ 64.7. Furthermore, the
K sigmas σ̄k actually applied in the algorithm are averaged
from these σ̃ such that σ̄k = {3.65, 7, 11, 18, 28, 38, 48, 60},
where k = 1, 2, 3, . . . , 8.

As for the mathematical operations in the algorithm, the
subscript (+)-operator is a positive clipping changing all
negative elements to zero, the � is a convolution and � is
element-wise multiplication.

Viewing the algorithm as a whole it can be thought of
as inverse diffusion taking place in multiple layers simul-
taneously. These layers are then merged to form the final
image. Each layer corresponds to a time frame, where larger
σ̄-values in the Gaussian filters mean that effects over longer
periods of time are simulated. This repeated merging of layers
over thousands of iterations forms the basis for the source
localization algorithm and is required to enable computer
software to accurately process the images.

F. F1-score

The F1-score is used in statistics to determine a test’s
accuracy by measuring the number of true positives (TP)
which are correct identifications, false positives (FP) which
are incorrect identifications and false negatives (FN) which
are unidentified true data points. There is one additional
complementary type: true negatives (TN), which are all false
points that have been correctly unidentified. The TP, FP and
FN values from a test are then used to calculate the F1-score
as following.

precision =
TP

TP + FP
, recall =

TP
TP + FN

(6)

Image

Convolution

Gradient

RegularizationVariables

Speedup

Fig. 2. Our computation graph implementation of Algorithm 1.

F1 = 2 · precision · recall
precision + recall

(7)

A perfect F1-score of 1 can only be achieved with solely
true positives being detected and the worst case F1-score
of 0 is only possible with no true positives. We use F1-
scores to compare our results to the cell counts of other
implementations.

III. IMPLEMENTATION AND EVALUATION

A. The Algorithm as a Computation Graph

Figure 2 shows the general outline of our computation
graph implementation, and the order in which the graph is
to be traversed when executed. Each of the nodes consist
of multiple mathematical operations combined to build the
more complex expressions seen in Algorithm 1. The nodes
in the middle column represent the convolution, gradient and
regularizer with their associated auxiliary operations, including
modifications of tensor shapes. The Speedup node is a direct
representation of the acceleration part of the APG, which is
found on line 10 of Algorithm 1. Moreover, the image on
which the algorithm is to be run is converted to a tensor
format by the Image node, while the Variables node handles
instantiation of variables, and their transfer across iterations.

In the Theory section it is stated that computation graphs
are acyclic, while our graph implementation clearly is not.
This contradiction is due to the graph in Figure 2 representing
the computations as they are performed over a number of
iterations. The connection from the Variables node leading to
the Convolution and Gradient nodes is there exclusively to
enable stored values to be used in subsequent iteration cycles.
If only a single iteration of the algorithm was to be performed,
the forward connection originating in the Variables node would
not be there.

Even though the edges between nodes have an explicit
orientation as displayed through the arrows, the order in which
sections of the graph are executed is not well-defined. This
execution order seems to be internally decided by TensorFlow
and may give rise to errors if not controlled correctly. An
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example highlighting the problem is encountered when a
variable is reassigned. Other operations depending on the
reassigned variable seem able to access this variable either
before or after the reassignment occurs, which affects the
calculation results.

B. TensorFlow Implementation

All of the code we have written and used to generate the
results discussed later can be found in [10].

The general procedure for the code is as following. In the
first step the observed image is loaded using ImageMagick
in the form of Pillow, a fork of the Python Imaging Li-
brary. The next step is to generate the Gaussian filters that
we use for the convolutions, which is done in a separate
file, where filters of sizes up to 6 · 60 + 1 in length are
created. Our filters are then weighted with (∆k)

1/4 where
∆k = {2.7, 4, 4, 10, 10, 10, 10, 14} and k = 1, 2, 3, . . . , 8.
This weighting is due to the diffusion density, with values
based on the original σ̃ discretization presented in [7]. After
we have done all necessary data pre-processing we can start
constructing the TensorFlow graph.

As an initial step the required variables are declared, be-
fore moving on to the mathematical operations of Algorithm
1. The two 1-dimensional convolutions are performed with
TensorFlow’s tf.nn.conv2d in two steps as described in the
Theory section. During the convolution the data structure is
changed to [Batch, Channels, Height, Width] from the usual
[Batch, Height, Width, Channels] due to the GPU being more
efficient in performing calculations on the former [11].

The cost function is defined as the �2-norm of the difference
between the current state of ã passed through the convolution
and the original image. This is done with the convolution
we just constructed and the function tf.nn.l2_loss which
takes care of calculating the squared norm. The output of
tf.nn.l2_loss is half of the squared �2-norm value so
we multiply it by a factor 2 to compensate. The gradient
in TensorFlow uses automatic differentiation on the previous
operations defined in the computation graph and is thus very
easy to use. We use TensorFlow’s tf.gradients to minimize
the cost function we defined in (3) with respect to B. This
gradient calculation needs to be performed with respect to
B, as otherwise TensorFlow will not be able to perform
the automatic differentiation. The code snippet directly below
shows the final step involved in the cost function calculation
followed by the gradient calculation, corresponding to the last
term of line 4 in Algorithm 1. It also demonstrates how name
scopes are adopted to organize operations in a more structured
way, and how it is possible to modify tensor dimensions
through indexing as in tf.gradients(cost, B)[0].

cost = tf.nn.l2_loss(tf.multiply(W,
D_obs - B_convolution_extended),
dtype=tf.float32) * 2

with tf.name_scope(’gradient’) as scope2_3_1:
gradient_step = tf.gradients(cost, B)[0]

Acceleration is a big part of the APG and works by mixing
the previous result with the current result on an iteration basis.

This mixing provides a speedup in the convergence of the algo-
rithm. After the mixing is done we save the results in variables
for the next iteration to use. The following section of code
shows how the variables t and α from line 10 of Algorithm 1
are determined, but also illustrates the critical concept of con-
trolling the execution order of operations in the computation
graph. In this example, the tf.control_dependencies()

scope is used both to guarantee that t is assigned before α and
that α is assigned before told, where told stores the current
value of t.

t = tf.assign(t, 1 / 2
+ tf.sqrt(1 / 4 + tf.square(t_old)))

with tf.control_dependencies([t]):
alpha = tf.assign(alpha,

tf.subtract(t_old, 1) / t)
with tf.control_dependencies([alpha]):

t_old = tf.assign(t_old, t)

After defining the computation graph, it is time to actually
run the graph we have constructed. Before we can run the
graph we need to create a session with tf.Session() and
then initialize all variables and constants, which is done with
tf.global_variables_initializer(). After the initial-
ization we run the graph by passing Python lists of all
operations we have defined to session.run(). This is done
at several places throughout the code, with one such location
shown in the code snippet below. Here, difference_run

handles the cost function and gradient calculations, alongside
multiply_run which contains the multiplication of p̃ and ãk
from line 8 of Algorithm 1.

session.run([convolution_run, difference_run,
regularizer_run, multiply_run,
speedup_run])

The data stays inside the TensorFlow back-end until we run
commands to extract it, which is done at regular intervals to
plot graphs shown later in the paper. After we have run 104

iterations the final image is extracted by squaring all elements
of ã, then summing the 3D-array down to a 2D-array before
taking the square root of all elements. The final step in the
image processing is to normalize the pixel values to [0, 255]
by using linear scaling.

Our code contains some additional features like estimates
of remaining run time and graph plotting but those are not
the focus of this report and as such will not be explained
in any greater detail. One key feature to point out however
is summaries, which are functions that gather data used for
plots.

C. Running the Program

We performed most of our runs on one of our laptops with
the following specifications: Intel Core i5-8250U, 8 gigabytes
of RAM and an Nvidia GeForce MX150. The laptop was
enough for testing the program, but for the final runs we had
access to a powerful server with an Nvidia Tesla P100. Fur-
thermore, the laptop runs version 1.6.0 of TensorFlow, while
the server only runs version 1.0.1. Each run of 104 iterations
took about 45–50 minutes on average (0.27–0.30 seconds per
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Fig. 3. Evolution of metrics as the program progresses during a run on
simulated images with 250, 750 and 1250 cells respectively.

iteration) on the laptop with all summaries enabled. A 104

iteration run on the server took approximately 12–13 minutes
(0.072–0.078 seconds per iteration) with all summaries dis-
abled. When disabling the summaries, we observed a running
time improvement of about 20%. During runs on the server
the GPU utilization usually stayed around 38–50% and the
CPU utilization around 5%, which leaves a lot of room for
improvement regarding utilization of the host computer’s full
potential.

We were given three images from simulated data with 250,
750 and 1250 active cells respectively. The algorithm runs in
constant time and does not depend on the number of cells in
the image.

TABLE I
TABLE OF THE F1-SCORES FOR ALL IMAGES

Number of cells F1-score

250 0.9083

750 0.7976

1250 0.7462

Figure 3 shows some metrics during runs on the simulated
images with 250, 750 and 1250 cells. The cost function
represents the �2-norm of the difference between the observed
image and the blurring operation applied to ã as in the right-
hand side of (4). Put in other words it shows how far off our
approximation of the original state is. The normalized predic-
tion’s square error (NSE) is a modification of the cost function
which is essentially obtained by dividing the cost function by
the norm of the observed image, expressed mathematically in
(8).

NSE =

∥∥∥∥d̃obs −
K∑

k=1

g̃k � ãk

∥∥∥∥
2

∥∥∥d̃obs
∥∥∥
2 (8)

The group sparsity regularizer (GS) graph shows a square
norm measurement of the tensor ã

GS =
M∑

m=1

N∑
n=1

√√√√ K∑
k=1

ã2k (9)

which is the core of the regularizer implicitly used in line 6
of Algorithm 1.

D. Cell Detection

When the run of the inverse diffusion algorithm is com-
pleted the cell locations are obtained. This is done using the
function peak_local_max included in the Python package
scikit-image, which can be set to find all pixels whose 8
surrounding pixels have a lower value than the pixel itself
[12]. The majority of image locations returned by this function
will be from faint pixels which for the most part are image
artifacts created during the inverse diffusion. To filter out the
false detections a threshold value is chosen by employing a
separate optimization algorithm which maximizes the F1-score
with respect to the threshold. The threshold is then applied to
the local maxima locations, removing them if their pixel value
is below the threshold value.

Figure 4 shows a small section of the graphical output
from the cell detection program. Furthermore, the F1-scores
calculated with the program have been tabulated in Table I.

IV. RESULTS AND DISCUSSION

In the rightmost image of Figure 4 there are examples of
the three binary classifications TP, FP and FN. The fourth
type, TN, is expressed indirectly by all white areas correctly
ignored by the algorithm. In the same image two examples
of off-centered TP detections can be seen in the top section,
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Fig. 4. The leftmost image shows a small region of the particle concentration in the simulated image provided by our supervisor. The middle image shows
the output from our program after 104 iterations with the leftmost image as input. The switch in colors is purely cosmetic, as the only metric that matters is
the intensity of each pixel. The rightmost image shows the cell counting algorithm’s output where orange crosses are detected cells and blue spots are where
the cells are actually located in the simulation. Locations with both a blue spot and a orange cross are true positives, only a red cross is a false positive and
only a blue spot is a false negative.

where the inverse diffusion algorithm converged to a point near
the true cell location. The chosen segment is representative in
that most detections are true positives in the complete output
image as well, meaning the output seems reasonable. The
reliability of the output is further strengthened by the similarity
with results presented in [7]. This resemblance is present
when comparing output images, but also when matching the
values for 750 cells in Figure 3 and the obtained F1-scores
with their equivalents in [7]. A significant difference between
our results and the original is the discrepancy in NSE graph
values. This has multiple possible explanations, such as the
use of slightly different Gaussian matrices compared to the
original implementation, or the possibility of an incorrectly
implemented NSE calculation in our code.

In Figure 3b we see that the algorithm converges at around
8000 iterations with regards to the cost function. Because
of this it is rather unnecessary to run the algorithm any
further than 104 iterations as there will probably not be any
improvements in the results. The fact that the GS graph values
converge at around 8000 iterations as well confirms that the
algorithm does not benefit from additional computational time
after that point.

The running time of the algorithm is far from perfect.
Even when considering the fact that most algorithm runs
are executed on a laptop, the run speed is slower than
expected. The new implementation should be exceptionally
fast compared to the old implementation in Matlab as Tensor-
Flow’s computation graph enables a significant improvement
in calculation efficiency [8]. Our initial guess trying to explain
this discrepancy is that we could improve the process by
using operation fusing and a more optimized compiler for
special GPU-operations [11]. However, despite the extended
processing time for images, the method still has a great
potential compared to traditional approaches, e.g. since the
new method can easily be transferred to a cloud computing
network like Google’s tensor processing unit Cloud TPU. Even

though the run time is an easy metric to compare one should
not forget that the primary focus of this work was to implement
the algorithm as a computation graph, not to improve the
speed of the program. The main benefit of using the automatic
differentiation in TensorFlow is the ease of use and not its
efficiency while running. This advantage in terms of usability
should allow for swift prototype testing and proofs of concept
for new solution approaches. Should a method be confirmed
to function properly in a TensorFlow environment it can then
be refined on other platforms.

The speedups seen from disabling the summaries were ex-
pected because they acted as interruptions in the main iteration
loop. In contrast, the limited utilization is unexpected and
much more difficult to diagnose and fix because it probably
is due to the general structure of our computational graph,
meaning it could necessitate fundamental structural changes
to fix.

One possible way of speeding up the program is to use fast
Fourier transform (FFT) for the convolutions [13]. We have
not had the time to explore this path and we are not com-
pletely sure that TensorFlow supports gradient computation of
FFT operations as of this report’s writing. Implementing the
convolution with FFT could speed up the calculation because
then the image and the filters we created earlier would be
transformed to the frequency domain. In the frequency domain
a convolution is simply an element-wise multiplication which
is less computationally heavy than the regular convolution.
The result would then be transformed back using the inverse
Fourier transform. These three computations have a lower total
computational complexity than the normal convolution, giving
an advantage when facing large data where the setup cost from
the transformation step is negligible.

Through the implementation of the algorithm a few impor-
tant details worth considering has surfaced. One such aspect is
the need to use tf.control_dependencies() to control the
order in which operation graph nodes are executed. For some
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parts of the computation graph the order of operations seems
to be crucial for the functionality of the program, as the desired
outcome is not attained otherwise. In other code sections it has
been possible to omit the tf.control_dependencies()

scope without affecting functionality. Basic profiling has re-
vealed that this manipulation of the operation order seems
to have a negative impact on the performance of the code,
increasing the run time. However, this effect on performance
has not yet been fully explored and is left for future work.

Another general point to note is the strict dimensional
requirements imposed on the tensors involved in some oper-
ations. Specifically, the multi-layered convolution operations
expect a 4-dimensional tensor, which forces all previous
tensors leading up to the convolution operation to be 4-
dimensional as well. These requirements are met by choosing
correct dimensions when declaring variables and changing
shapes using tf.reshape() or indexing.

A more obvious yet critical aspect is related to the format
in which images are saved after they have been processed.
Some image formats like JPEG use compression to reduce data
size, with the downside of simultaneously deteriorating the
quality. This in turn means that artifacts are introduced, which
would be detrimental to the output images as these are highly
sensitive down to the single pixel level. To eliminate this
source of error, formats implementing lossless compression
should be used, like PNG or TIFF.

V. SUMMARY AND CONCLUSIONS

A. Summary

We managed to achieve the main goal of this project
which was to implement the customized APG algorithm using
TensorFlow. We used our implementation to simulate inverse
diffusion on provided synthetic examples where the results
were satisfactory, with the final images having a limited
number of bright spots where the cells are located. In addition
to this we implemented the F1-scoring and checked that our
implementation matched the old implementation in terms of
accuracy. While the results from running the program are
fully satisfactory, the running time is not, meaning further
optimization is possible.

B. Conclusions and Future Work

TensorFlow has proved to be an efficient framework for
solving optimization problems. This usage is in contrast with
machine learning, which is what we perceive to be the most
common usage of TensorFlow. The success in employing the
algorithm is a great showcase for the potential of the compu-
tation graph frameworks and their ability to solve large scale
inverse optimization problems. The conceivable applications
are numerous, as inverse problems include all situations with
a known outcome and unknown initial conditions. Some of the
more interesting applications are studies of ocean dynamics,
air pollution, aeronautics, astrophysics and finance, all contain-
ing problems that could potentially be adapted to fit in a com-
putation graph [14] [15]. However, for this to be an attractive
option, actions will need to be taken to enhance performance.
This could potentially be done through the already addressed

merging of operations through operation fusing. Utilizing the
FFT or different kinds of GPU-specialized compilers may
also be valuable. Other ideas include experimentation with
the intuitively chosen discretization of the Gaussian kernels to
find better efficacy. Apart from the exploration of operation
order restrictions, it is likewise imaginable that other, not yet
contrived improvements of the computation graph composi-
tion, may provide further efficiency gains. If some, or all, of
the above advancements are completed, the computation graph
framework has the potential to surpass other implementations
designed to solve optimization and inverse problems.
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Inverse Diffusion by
Proximal Optimization with TensorFlow

Johan Sörell and Elias Ågeby

Abstract—We present a method for implementing a large
scale, proximal optimization algorithm in a machine learning
framework to solve an inverse problem. The algorithm is based on
a previously developed method for analyzing data of some image-
based immunoassays in the context of detecting diffused cells. By
employing TensorFlow through it’s Python API, parallelized com-
putations on graphical processing units, distributed processing,
automatic gradient computation and computational efficiency are
made available for implementation. Image processing methods
are also utilized throughout the implementation, resulting in a
F1-score of 0.91. The performance matches previous implemen-
tations of the algorithm presented, leading to the conclusion that
the TensorFlow platform is well suited and provides advantages
over traditional methods. We conclude that the method presented
coupled with the resulting performance is a proof of concept, by
providing an example of implementing convex optimization in a
machine learning framework.

I. INTRODUCTION

MACHINE LEARNING, and particularly deep learning,
has recently undergone rapid developments fueled by

an explosive interest in its applications. Requirements of
demanding computations on massive data sets has forced
machine learning frameworks to effectively utilize graphical
processing units, often referred to as GPUs. GPUs, in com-
parison to central processing units, CPUs, are exceptionally
capable of specialized, high performance computations.

Convex optimization, a method to formalize and solve
complex problems, traditionally scales poorly to problems of
big data sets that modern computer science presents. However,
research from Stanford [1] has shown that simpler optimization
modeling frameworks would benefit greatly from employing
the powerful tools of machine learning.

One of many machine learning frameworks is TensorFlow
[2], used by modern tech companies such as Google, Nvidia,
Snapchat, Uber and Airbnb. TensorFlow is a framework where
algorithms are presented as computational graphs, containing
features such as distributed processing on heterogenous plat-
forms, parallelized computations, computational efficiency and
automatic gradient definitions.

In this paper a convex optimization algorithm developed
at KTH by del Aguila Pla and Jaldén is implemented in
TensorFlow to further understand the process and possibilities
of utilizing machine learning frameworks for solving inverse
problems.

The algorithm solves a problem of source localization (SL)
in the context of cell detection in image-based immunoassays,
such as ELISPOT and FluoroSpot, which are used for a
wide variety of biomedical testing. In these assays, cells are
contained in a well and images of diffused particles bound to

the receptor-coated bottom are observed. From the observation
qualitative information about the cells can be acquired by re-
verting the diffusion process through digital signal processing.
Previous methods for solving the inverse diffusion problem has
been heuristic, whereas this method is derived from a model
of how cells behave in some biochemical assays.

We conclude that TensorFlow can be a suitable framework
for solving inverse problems, by showing an implementa-
tion process of a first order-optimization algorithm. This
is indicated by an agreeable F1-score when comparing the
TensorFlow implementation to a MATLAB implementation
made in [3]. This paper can thereby provide useful infor-
mation regarding the process of utilizing machine learning
frameworks for optimization problems and more specifically,
inverse problems.

II. THEORY

A. Inverse Problem

A lot of problems can be formulated as inverse problems due
to their mutual property of having a set of observable outputs
yobs created by a set of non-observable input parameters x. The
problem then is to calculate the values of the input parameters
based on the observed output. This is commonly achieved
by defining an observation model (y = f(x)) describing the
observation in terms of the unknown parameters. Comparing
the observation model with the observation then defines a
relationship between x and yobs. By taking the square norm of
the observation subtracted by the observation model a suitable
metric for analysing the input parameters error is set, usually
called a cost function. Solving the inverse problem is then a
matter of minimizing x with regards to the cost function

minimize
x

{
||yobs − f(x)||22

}
, (1)

as done in [4].
This method of solving an inverse problems is suitable

if the problem is well-posed, making it a convex optimiza-
tion problem. However, many inverse problems are ill-posed
meaning that there are multiple local minimum in the goal
function of (1), some of which might be non-feasible in the
given problem, i.e. being non-realistic solutions. This can be
averted in some inverse problems by adding a second term
to the minimization problem called a regularizer. This often
requires further knowledge regarding the problem, for example
which xs are feasible solutions. A suitable regularizer should
generally evaluate to zero if x is a feasible solution, and
evaluate to a large number if x lays outside the scope of
feasible values as explained by [4]. This ensures that the
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Parameters Observation
Model Cost Function

Regularizer

Observation

Output Variable

Fig. 1. Visualization of the method we present for solving a general inverse
problem.

solution to the optimization problem generates a feasible x.
The full structure of the discussed approach to solving inverse
problem can be seen in Fig. 1, in which the output variable is
the parameter subjected to minimization.

1) Inverse Convolution: An inverse problem can for exam-
ple be to revert a 2D convolution (∗) i.e. deconvolve an image,
in which the observation model would be the unknown sought
image x convolved with a filter kernel g, defining the blurring.
This gives the observation model y = g ∗x. The cost function
could then be defined as ||y − g ∗ x||22. If it’s known that the
pixel values lay in the range [0, 255] a suitable regularizer
could penalize pixel value outside that range, and evaluate
to zero otherwise. This won’t necessary reduce the number of
possible solutions to one but will provide an efficient reduction
of non-feasible solutions.

2) Inverse Diffusion: Using the method described above in
the case of inverse diffusion results in a three dimensional
structure of the filter kernel g̃ ∈ T+[N,M,K], seen in
Fig. 2 and explained in Section II-B. T+[N,M,K] is a
discretization in which N,M represents the spatial dimensions
and K the σ-dimension, further described in Section II-B.
The underlying sought parameters of the observation model
ã ∈ T+[N,M,K], also found in Section II-B, will translate
to more than 2 · 106 variables representing an observation
containing roughly 2.6 · 105 pixels. The significant difference
gives an indication of an ill-defined cost function. Therefore
a regularizer will be implemented to favor some characteris-
tics of ã and penalize others. The regularizers behavior and
function is explained in Section II-D.

B. Observation Model

The following section will describe the implementation
relevant details of the algorithm developed by del Aguila Pla
and Jaldén in [3] and [5], readers aiming to understand the
rigorous underlying theory are advised to read those.

The cell detection model developed in [3] is derived from
a model of how cells behave in some biochemical assays
constructed as a well with a receptor-coated bottom. In these
tests active cells release particles that diffuse according to the
3D diffusion equation

∂

∂t
c = D

(
∂2c

∂x2
+

∂2c

∂y2
+

∂2c

∂z2

)
(2)

−K M

N

g̃1

g̃2

g̃3

Fig. 2. A visualization of the Gaussian kernel structure to be convolved with
the PSDR to produce the observation ass described by the observation model.

and bind to the bottom of the well for some time depending
on the surfaces absorption rate

∂

∂t
d = κac|z=0 − κdd (3)

and desorption rate

−D
∂

∂z
c|z=0 = s+ κdd− κac|z=0. (4)

In which c(x, y, z, t) is the concentration of particles at the
position (x, y, z) at time t and D is the diffusion constant, κa

and κd are the absorption and desorption constants.
After the process of diffusion, absorption and desorption

the particles bound to the surface can be observed as an
image containing quantitative information regarding the cells
location, see Fig. 3. By reversing the diffusion, absorption and
desorption effect one can analyse the cells, hence an inverse
problem needs to be solved.

A proposed observation model by [3] is the source density
rate (SDR) s(x, y, t). Which is the rate that new particles are
released from cells on the surface of the well at coordinate
(x, y) at time t. The placement of particles on the bottom
of the well after some time t then depends solely on (2)
subjected to the boundary condition z = 0 that is (3) and (4).
However, measuring the absorption and desorption constants
is difficult and can vary between assays making it unsuitable
for a generalized SL algorithm.

Instead of describing a particle distribution from the SDR
it is shown in [3] that an equally legitimate model defines
the observation d in respect to the distance particles have
travelled from its source and the probability that the particles
are found bound. Thereby introducing a new function called
the post adsorption-desorption source density rate (PSDR)
referenced as a(x, y, σ) in the following equations, where σ
is the distance from its source. PSDR isn’t relying on any of
the physical absorption and desorption parameters (κa, κd and
D) mentioned as limitation for the SDR dependent observation
model. As stated by del Aguila Pla and Jaldén in [3] the PSDR
equation contains the same spatial information as the SDR but
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Fig. 3. A simulated observation of cells in an immunoassay. With a cell count
Nc = 750.

instead of expressing the particle concentration as a function
of time, the PSDR evaluates the concentration based on the
distance particles have travelled from its origin. The resulting
dobs can be expressed by the concentration of particles at
a certain distance from its source a(x, y, σ) convolved with
distance σ associated standard deviation of the Gaussian kernel
as

dobs(x, y) = d(x, y, T ) =

∫ σmax

0

gσ(x, y) ∗ a(x, y, σ)dσ (5)

where a(x, y, σ) is the PSDR, gσ refers to the isotropic 2D
Gaussian distribution with standard deviation σ, σmax =√
2DT , T is the time of the observation and D is the diffusion

constant. This observation model is what will be used to solve
the inverse problem because it features little knowledge of the
immunoassays properties and give equal SL capability as the
SDR reliant observation model.

C. Discretization

The SL problem described until now assumes an infinite res-
olute observation. Typically immunoassays are sampled with
a resolution of (2048,2048) pixels, demanding a discretization
of the observation model proposed in [5]. The discretization
process for the model found in [5] results in the following
modified discrete observation model,

d̃obs =

K∑
k=1

g̃k � ãk (6)

where ãk represents the discrete PSDR. The subscript k in
ãk and g̃k represents the discrete σ-dimension represented by
an arbitrary grid {σ̃0, σ̃1, ...σ̃K} conditioned by σ̃k > σ̃k−1.

σ̃k is the discrete standard deviation, scaled by the pixel size
(σk/δpix). g̃k is the 2D discrete Gaussian kernel defined as

g̃k [(m,n)] =
1√

σ̃k − σ̃k−1

∫ σ̃k

σ̃k−1

ωσ̃(m)ωσ̃(n)dσ̃. (7)

where the density for one pixel is

ωσ̃(m) =

∫ 1
2

− 1
2

[
Φ

(
m+ ρ+ 1

2

σ̃

)

−Φ

(
m+ ρ− 1

2

σ̃

)]
dρ.

(8)

In which Φ is the standard 1D normal cumulative density
function, inferring the structure of g̃k visualized in Fig. 2.

D. Solving by Optimization

Consider the optimization problem

minimize
ã∈RM×N×K

{f(ã) +R(ã)} . (9)

The problem of inverse diffusion discussed can be solved by
minimizing the cost function

f(ã) =

∥∥∥∥∥d̃obs −
K∑

k=1

g̃k � ãk

∥∥∥∥∥
2

2

(10)

and the attached regularizer

R(ã) = λ
M∑

m=1

N∑
n=1

‖ãm,n‖2 + δRM×N×K
+

(ã) (11)

to find an optimal solution ãopt. Where δRM×N×K
+

(ã) =

∞+, ∀ã < 0 and evaluates to zero ∀ã ≥ 0. Solving for
the minimum value of f(ã) +R(ã) is a convex optimization
problem on a non-smooth function and requires the use of a
proximal optimization algorithm.

The cost function is a squared euclidean norm of the
difference between the observation d̃obs and a 2D diffused
PSDR, which is an estimated observation d̃ as defined in (6).
Ideally, as ã converges towards the true PSDR the cost function
will converge to 0, but will in reality rather converge towards a
minimum function value due to restrictions of the observation
models accuracy and observational imperfections.

Optimizing with regards to only f(ã) creates a set of non-
unique, non-feasible solutions. Including a regularizer R(ã)
prevents the algorithm from converging to such non-feasible
solutions. del Aguila Pla and Jaldén [5] uses group-sparsity
regularization, favouring group behavior in the σ-dimension
in combination with sparsity in the spatial dimension, biasing
the algorithm’s solution to a PSDR containing few cells and
favoring grouping in the σ-dimension. The parameter λ is used
to set the significance of the regularizer.

The optimization problem posed in (9) to approximate the
PSDR can be solved using
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Algorithm 1 Accelerated Proximal Gradient Algorithm

Require: an initial ã(0) ∈ T+(M,N,K) and a discrete image
observation d̃obs ∈ T+(M,N)

1: b̃(0) ← ã(0), i ← 0
2: repeat
3: i ← i+ 1, α(i) = t(i−1)−1

t(i)

4: ã(i) ← b̃(i−1) − η
2∇ãf(b̃)

5: ã(i) ← ã
(i)
+

6: p̃ ←


1− η

2λ

[√∑K
k=1

(
ã
(i)
k

)2
]−1




+
7: for k = 1 to K do
8: ã

(i)
k ← p̃� ã

(i)
k

9: end
10: b̃(i) ← ã(i) + α(i)(ã(i) − ã(i−1))
11: until convergence
12: ãopt ← ã(i)

which is an adaptation of the Accelerated Proximal Gradient
developed and presented by del Aguila Pla and Jaldén in
[5]. The algorithm has a function value convergence rate of
O(i−2).

Alg. 1 approximates the discrete ãopt ∈ T+(M,N,K),
solving (9). The value of t is defined as t(i) = 1/2 +√
1/4 + t2(i− 1) for all i ≥ 2, t(1) = 1. Furthermore,

η = (σ̃max − σ̃min)
−1, all matrix powers are element-wise

and � represents discrete, zero-padded convolution.

E. TensorFlow

TensorFlow, released in November 2015 by Google, is the
central software framework of this project and will ultimately
manage all heavy computations. As stated by [2] TensorFlow
is an open source deep learning software library aiming to
be an interface for expressing large-scale machine learning
algorithms on distributed heterogenous systems.

Algorithms, most commonly in the field of machine learn-
ing, are in TensorFlow represented as computational graphs
describing the directed flow of data. The nodes of the graph
represent operations and the edges signify the data flowing
between the operations. Described in [6] the principal elements
of the computational graph are the data, represented as tensors,
operations, variables and sessions. These principal elements,
along with key features, are presented briefly in the following
paragraphs and the implementation details of this project, in
the context of computational graphs, are discussed extensively
in Section III.

1) Tensors: Every edge of the computational graph rep-
resents a data flow which in TensorFlow is referred to as
a tensor. Mathematically a tensor is the generalization of
matrices, vectors and scalars. Practically, in TensorFlow, it is
a set of elements of a fixed data type represented as a multi-
dimensional collection. A tensor is an interface referencing the
values stored in memory and every internal instance of data
in TensorFlow is represented as such.

2) Operations: An operation, a node of the computational
graph, is a generalized concept of combining or manipulating

data and can for example represent mathematical operations,
a constant or flow control, producing zero or more outputs
from zero or more inputs. In the context of the Python
API, a function representing an operation takes a tensor as
argument and returns the output tensor, i.e. enabling chaining
of operations. A computational graph can therefore be created
by obtaining Python variables as return values and passing
them forward as arguments.

3) Variables: A variable is a special type of operation
meant to maintain states between executions of the data flow
which typically is iteratively executed from start to end of the
computational graph. This is important since tensors of the
graph are destroyed between executions. Goldsborough [6] de-
scribes variables as ”persistent, mutable handles to in-memory
buffers storing tensors” where the assign operations are
provided to update and manipulate variables.

4) Sessions: A TensorFlow session is an encapsulation of
allocation and resource management in which tensors can be
evaluated and operations can be executed. This encapsulation
principle is in line with the aim of TensorFlow to be imple-
mented in distributed systems. The entry point to a session is
provided through the run interface. The input to the interface
specifies which tensors should be evaluated and the computed
value is returned.

When a tensor is to be evaluated, execution starts at the
corresponding output node and reverses through the graph to
determine which operations needs to be executed. Tensors then
flow from the relevant nodes to the output. Data flow can
be explicitly controlled by introducing control dependencies
which ensures that operations are executed in a specified order.

5) Gradient Computation: A powerful feature of Tensor-
Flow, which is highly relevant in the context of implementing
Alg. 1, is the automatic gradient computation. Confirmed
by [2] and [7], TensorFlows gradient computation works by
a symbol-to-symbol approach, where every differentiation is
done symbolically.

In detail, as established by [2], when computing the gradient
of a tensor β with regards to γ, TensorFlow first finds the path
in the computational graph between β and γ. Backtracking
from β to γ, the computational graph is extended with nodes
containing partial gradients for every operation in the path and
simultaneously composed through the chain rule. Evaluating
the gradient using this type of algorithm is stated by [7] to
be computationally inexpensive when comparing to numerical
methods.

6) Tensorboard: Tensorboard is described by the Tensor-
Flow developers guide [2] as a suite of visualization tools to
understand, debug and optimize TensorFlow programs. Cen-
tral to Tensorboard is the visualization of the computational
graph which provides a maneuvrable interface. Furthermore,
development of tensors can also be stored and presented as
scalars or images to name a few formats.

In practice, summary operations are added to the graph
and evaluated by using the run interface, outside the in-
terface a log file is written. An instance of tensorboard can
then be hosted from the log file through a web-interface, both
locally and externally accessible.
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f(b̃)

∇ãf(b̃)

ã(i)
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Fig. 4. The main computational graph for Alg. 1, originally extracted from
TensorBoard and modified for readability. Arrows represent tensors and their
direction. Nodes represent operations on tensors or in this case multiple
operations on tensors.

III. IMPLEMENTATION

Solving the problem formulated as inverse diffusion is a
matter of finding the global minima of (9). The method of
finding the minima consists of formulating one iteration of
Alg. 1 as a computational graph in TensorFlow and with an
observation d̃obs as input, iterating until the cost function
value of (10) reaches convergence. When convergence has
been reached a discrete approximation of the PSDR is the
result. This result can then be evaluated by detecting cells as
described in Section IV. In the context of investigating whether
TensorFlow is a viable framework for implementing these type
of inverse problem solvers, metrics other than cell detection
accuracy will also be compared to the numerical results of [5].

In the following paragraphs the development environment
and implementation details of the computational graph of Fig.
4 will be discussed as well as the method of execution. The
developed source code of this implementation can be found in
[8].

A. Development Environment

Python and TensorFlows Python API are the main compo-
nents of the implementation. Auxilliary functions are enabled
mainly by Python packages NumPy and Scikit-Image. The
versions used are as follows, TensorFlow 1.7.0, TensorBoard
1.7.0, Python 3.6, NumPy 1.14 and Scikit-Image 0.13.

B. Execution

The execution of the computational graph starts by creating
a session and initializing all variables. When a session has been

Fig. 5. The cyclic computational graph of t showing how simple operations is
used to create more complex structures. Shown as presented in TensorBoard.

established, the iterative runs of the algorithm are executed
with a Python loop, in which the run interface of the session
is used to evaluate tensors. Execution of tensors representing t,
α, ã(i−1) and ã(i) are invoked by naming them via the run
interface in chronological order with regards to the steps of the
algorithm. However, investigations regarding the importance
of specifying the execution order as such has only been done
to an extent. It is possible that the data flow control is more
efficiently implemented through control dependencies instead.

C. Auxilliary Nodes

Auxilliary nodes are collections of operational nodes that
support the main computational graph by providing initializa-
tion, input and output. Calculation of α(i) for example, is done
in an auxilliary node to the main computational graph and is
used as a coefficient when defining b̃(i).

1) Computation of α and t: As described in Section II-D
α(i), is dependent on both t(i) and t(i − 1). The expression
for t(i) is implemented as a cyclic computational graph which
conserves the recursive nature while providing the flow control
of a loop.

As can be observed in Fig. 5 the numerical value of t is
accessed by two parallellized data flows, one to access the
previous value t(i − 1) and the other to compute the current
t(i). The last operational node of the computational flow,
which is an addition, directs its output to both the operational
nodes computing alpha and to an assign operation. The
assign operations are integral in our implementation of

cyclical computational graphs because they enable the looping
flow control where an iteration is executed by a call to assign
t, as discussed in Section II-E.
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2) Image Input: The ImageSetup node is responsible
for reading and formatting the input image, a (N,M) RGB-
image. The image is converted to grayscale and stored in a
tensor using the native TensorFlow datatype tf.float32
to represent the elements.

To be compatible with the TensorFlow function
tf.nn.conv2d() , described in Section III-D2, the

format of the image tensor has to be 4-dimensional
(batch,M,N, channels). Since neither batch or channels is
utilized the format of the image tensor ultimately results in
(1,M,N, 1).

3) Kernel: Kernel setup is done based on a list of
standard deviations [σ̃1, σ̃2, · · · , σ̃K ] and will output a list
of 1D Gaussian kernels stored in 4-dimensional tensors
[g̃1, g̃2, · · · , g̃K−1]. The reason for storing the tensors in lists
instead of depthtwise is discussed in Section III-D2. Two coin-
dexed lists containing averaged values of σ and corresponding
weights are generated from the input list according to Section
II.

For every value of σ̃k a one-dimensional NumPy array
of size n = 7σ̃k is created, size being chosen to contain
above 99.9% of the cumulative density function. The Gaussian
function (8) is calculated for every list position where m is the
distance to the center of the list. Take note that the Gaussian
kernel generated is the approximation g̃k discussed in Section
II-C. To ensure correct centring of the kernel, the calculation
of the center n/2 is implemented with controls to make sure it
evaluates to an odd integer.

To ensure correct centring of the kernel, the center n/2 is
controlled to always be an odd integer.

As with the setup of the image, the NumPy-arrays has to
be represented as 4-dimensional tensors. The format of the
filter argument in tf.nn.conv2d() , for a (x, y)

sized filter, is (x, y,Channels In,Channels Out). Only one
channel is used for in- and output, because of the separable
kernel implementation discussed in Section III-D2, and the
kernel tensors are therefore shaped as (n, 1, 1, 1).

4) Initialization: The algorithm requires an initial ã(0) ∈
T+(M,N,K) and a discrete image observation d̃obs ∈
T+(M,N). The observation d̃obs is set to the tensor created
by ImageSetup . The initial guess ã(0) is in this imple-
mentation set to a (1,M,N,K) tensor of zeros, where the
first dimension is only relevant for compability with functions
executing convolutions. The shape of the initial ã(0) is in
practice defined by the resulting tensor of an element-wise
multiplication of d̃obs and a (1, 1, 1,K) tensor. By using the
function tf.multiply() , which enables broadcasting, the
smaller tensor is broadcasted across the larger to create com-
patible shapes and a (1,M,N,K) tensor is created, illustrated
in Fig. 6.

5) Image Output: When convergence has been reached, or
rather when all iterations of the algorithm have been run, the
3D ã needs to be summed over its K-dimension, as described
in detail in Section IV-B. The summed image can then be
extracted from the session as a 2D NumPy-array by extracting
the 4D tensor ã from the session and slicing it.
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Fig. 6. Illustration of the shape defined by broadcasted multiplication when
initializing ã(0) from the shape of d̃obs. The lighter color shows elements
created automatically within TensorFlow.

D. Computational Nodes

The operational nodes that contain the essential operations
of Alg. 1 are the computational nodes which constitutes the
main computational graph in Fig. 4. Essential concepts and im-
plementation details of these nodes are discussed extensively
below.

1) Define b̃: Opposed to the structure of the algorithm,
b̃(i−1) is computed at the beginning of each iteration, this
rearrangement of the structure reduces the number of variables
stored in between iterations. In a case where that variable
would be of dimensions (512, 512, 8) a count of about 2 · 106
elements updated every iteration is cut. Instead of requiring
another variable for b̃ it can be calculated before updating
the variables of ã(i) and ã(i−1), essentially rewriting the
expression of the 10th line in Alg. 1 to b̃(i−1) ← ã(i−1) +
α(i)(ã(i−1) − ã(i−2)).

2) Cost Function: If the kernels were represented
as described in Section II the convolutions of (10)
could be computed by calling the TensorFlow function
tf.nn.depthwise_conv2d() which will use the K

different kernels for convolving with the corresponding K
layers of b̃. This requires that the kernels are stored in a tensor
in the order of magnitude (7σ̃max, 7σ̃max,K, 1), which scales
poorly when storing kernels with a wide range of sizes. The
tensor would be a majority of zero-valued elements reducing
the performance of convolutions and increases the memory
allocation needed.

Instead the kernels are stored as independent tensors in a
list and a coindexed list of b̃ is created by splitting along the
σ-axis. For every layer k in the σ-dimension, the g̃k� b̃k con-
volution is computed through a zero-padded 2D-convolution
and the results are stored in a list. By enabling zero-padded
convolution the output is ensured to have the same shape as
the input in cases where the kernel extends outside the range
of the image. The step lengths of the convolutions are defined
as 1 pixel in every direction. The list of convolution results is
summed and the squared euclidean norm is calculated.

Further improvements of performance can be achieved by
introducing filtering with separable kernels. Since the two-
dimensional gaussian kernel g̃k is separable it can be expressed
as a convolution between two one-dimensional gaussian ker-
nels, g̃k = g̃1D,k � g̃ᵀ1D,k. In combination with convolutions
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associative property equation (10) can be written as

f(ã) =

∥∥∥∥∥d̃obs −
K∑

k=1

g̃1D,k � g̃ᵀ1D,k � ãk

∥∥∥∥∥
2

2

. (12)

The number of operations required for a convolution, with a
(N,N) picture and a (P, P ) kernel, is N2P 2. With separable
kernels that number is reduced to 2PN2, providing a relative
reduction of operations ψ = 0.5P . In the context of this
implementation the relative reduction has to be considered
and averaged over all kernel sizes weighted by the amount
of operations related to each corresponding convolution as

ψ =

∑K
k=1 P

2
kψk∑K

k=1 2Pkψk

= 3.5

∑K
k=1 σ̃

3
k∑K

k=1 σ̃
2
k

. (13)

Where kernel size Pk = 7σ̃k results in a relative reduction per
convolution of ψk = 3.5σ̃k.

Therefore, by introducing separable kernels, considered with
default parameters, the resulting, relative speed-up of runtimes
for the convolution operation is theoretically ψ ≈ 220 times.
Since convolution is the most expensive operation of the
algorithm, this reduction is significant.

This is implemented by first filtering with a one-dimensional
gaussian kernel in the first dimension with a 2D convolution
similarly to the fashion described above. Secondly routing
the output to another convolution using the same kernel but
transposed along the 2nd dimension.

3) Gradients: The gradient ∇ãf(b̃) is computed symboli-
cally, automatically and internally in TensorFlow, as described
in Section II-E5. A fundamental property of the computational
nodes’ structure, enabling the automatic gradient computation,
is the start-to-end back propagation, i.e. the operational nodes
can be symbolically traced from the start of the iteration to
the end. The back propagation is essential to the automatic
gradient computation of TensorFlow as explained earlier.

4) Non-Negative Projection: When defining ã(i) and p̃ a
non-negative projection is used to make sure that ã(i) ∈
T+(M,N,K) and p̃ ∈ T+(M,N), essentially replacing
δRM×N×K

+
(ã) of (11). The projection is implemented for every

element e as max{0, e} which sets every negative element to
0 and positive values remains intact.

IV. PERFORMANCE EVALUATION

To evaluate the performance of the implementation, met-
rics such as detection accuracy and cost function value are
compared to results presented in [5]. A convincing simi-
larity between the two would indicate that the TensorFlow
implementation is fully functional. Evaluation is done at the
convergence of (9) with simulated data as input. Required
output data for evaluation is retrievable both via TensorBoard
and internally.

A typical example of a converged estimation is given in
Fig. 7. As discussed in II-D the optimization problem favors
sparsity in the spatial dimension and grouping in the σ-
dimension leading to the general behavior of creating smaller
regions of intensity from the larger ones in the original
observation.

Fig. 7. A comparison of the original observation d̃obs (left) and the estimated
ãopt (right), summarized over the σ-dimension, in a segment of the spatial
dimension wih cell count Nc = 250 cells.

A. Input Data

Data for running and evaluating the algorithm consists of
3 images of (512, 512) pixels and a corresponding text file
containing positions of the cells to be detected as x- and y-
coordinates. The different images available have cell counts
Nc = {250, 750, 1250}, considered as a few, average and
many cells, and have been simulated as described in [3].
For valid comparable results between implementations the
simulated images used in testing was provided by del Aguila
Pla and Jaldén [3]. When running on this simulated data the
ground-truth data is known and an assessment of the accuracy
can be done.

TABLE I
DEFAULT PARAMETERS FOR EVALUATING THE IMPLEMENTATION

Parameter Value

σ̃0, σ̃1, ...σ̃8 2.3, 5, 9, 13, 23, 33, 43, 53, 67

λ 0.5
K 8
η 15.5 · 10−3

Iterations 104

Execution of the implementation is done with a set of
parameters presented in Table I and are considered as the
default parameters throughout this report, they ensure that the
results are comparable with the results of [5]. The set of σ is
proposed as the Gaussian kernels standard deviations in [5],
as well as the value of λ. It is also stated that convergence of
the cost function value is reached before 104 iterations. The
values of K and η are induced by the set of σ̃0, σ̃1, ...σ̃8 as
K = 8 and η = (σ̃8−σ̃0)

−1 making them computed internally
and only included in Table I as a point of reference.

B. Detection

Evaluation of detection performance is done by comparing
detections with the known true positions of the data. Detec-
tions are generally provided as tuples,

{(rl, pl)}Ll=1 (14)

containing a position in the image as pixel-based coordinates
rl ∈ R2

+ and a pseudo-likelihood pl ≥ 0.
As stated in [3], the pseudo-likelihood is a ”non-negative

number proportional to the confidence assigned to the specific
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True Position Detection

Fig. 8. A segment of source localization results comparing true positions to
detections. The segment represents a part of an observation with a cell count
of 250 cells.

detection”. Generally, in the application of cell detectors, a
threshold of pseudo-likelihood is manually tuned to achieve
the optimal accuracy of the assay. The method is emulated
by choosing an optimal F1-score, described further below,
resulting in the following image which is a partial, spatial
representation of detections and true positions.

With a converged ã, the estimated discrete PSDR, an image
of 2 dimensions can be created from the 3-dimensional ã as
p̃ =

√∑
k ã

2
k. A pixel of the image with intensity value pmax

and connected boundary pixels of value pl < pmax is defined
as a regional maxima and is regarded as a detection. Pixels are
considered with 8-connectivity, i.e. a pixel at position (x, y)
is connected with the pixels at (x± θ, y ± ι)∀ θ, ι ∈ 0, 1.

TABLE II
RESULTING F1-SCORE, PRECISION AND RECALL FOR INPUT DATA SETS OF

DIFFERENT CELL COUNTS Nc

Nc F1-score Precision Recall

250 0.91 0.94 0.87
750 0.82 0.93 0.74
1250 0.76 0.85 0.69

F1-score is a number in the range [0, 1], reaching its best
value at 1 and worst at 0, used to quantify the detection
accuracy of the assay. Defined as

pre =
TP

TP + FP
, rec =

TP
TP + FN

, F1 =
2 · pre · rec
pre + rec

(15)
it is a weighted average between precision and recall which
are given by the amount of true and false positives, TP and
FP, and false negatives FN.

The fraction of correct detections among all retrieved is
precision and the fraction of recall is among all positive de-
tections. An example of the correct sources and the algorithms
converged PSDR with optimal F1-score can be seen in Fig. 8.

For every value of pseudo-likelihood ν in the set of de-
tections a F1-score is calculated by matching all detections,

101 102 103 104

60
64
68
72
76

Iterations

Cost Function [dB]

101 102 103 104
−35
−30
−25
−20
−15
−10

Iterations

NSE [dB]

101 102 103 104
61

62

63

64

Iterations

GS [dB]

Fig. 9. Expected convergence of the cost function, NSE and GS as established
and presented in [5]. Comprising results from 50 images with cell count
Nc = 750.

in decreasing order of pl, with pl ≥ ν against ground-truth
detections. The tolerance of detections are 3 pixels, a true
position (x, y) can therefore be matched with one detection in
positions (x± θ, y ± ι)∀ θ, ι ∈ 0, 1.

Expected F1-scores, presented in [5], with a working imple-
mentation and input data as discussed in IV-A, is numerically,
in the order of increasing number of cells 0.9, 0.81 and 0.75.
Resulting F1-scores of our implementation is presented in
Table II.

C. Optimization Parameters

Other than the value of the cost function, del Aguila Pla and
Jaldén plot the convergence of the normalized square error
(NSE) and the group-sparsity (GS). The NSE is defined as
f(ã)/||d̃obs||22, and GS is the first term of the regularizer (11).

Since the cost functions, NSEs and GSs convergence rate
and value is invariant between runs with the same image, and
should be similar between images with comparable spatial
features. A value of these metrics similar to the one presented
in [5], by del Aguila Pla and Jaldén would thereby argue
for a correct implementation when testing with the provided
images. Their findings can be seen in Fig. 9. And the numerical
result from our implementation can be seen in Fig. 10 for the
different numbers of simulated cells.

D. Runtime

The runtime of the algorithm is measured running on a
GeForce GTX 1060 6 GB. Using the parameters displayed in
Table I the algorithm takes 430.3 seconds to run. Naturally
runtimes is strongly hardware dependent and the runtime
presented should only serve as an indication.

As a point of reference the MATLAB implementation of
the algorithm that we are comparing running on a NVIDIA
Quadro M5000 with the same parameters takes 99.6 sec-
onds.
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Fig. 10. Evolution of cost function, NSE and GS values for the algorithm
with default parameters for different cell counts.

V. DISCUSSION

A. Performance Metrics

Comparing the performance evaluation metrics with the
results of [5] a strong correlation can be identified. The F1-
Scores presented in Table II reaches the expected values, close
to the upper limit of the interquartile range for all sets of
input data. The evaluation metrics values in Fig. 10, when
compared to Fig. 9 converges in a similar pattern although
the convergence speed and numerical values differ. There is a
number of minor details in the implementation and evaluation
that might cause this variation which are discussed below.

Choice of the initial value ã(0) could be a factor causing the
iterations needed for convergence to differ from the expected.
The current initial guess of the PSDR is a tensor containing
only zeros. How much the initial guess effects the convergence
has not been investigated in detail, however since the PSDRs
desired behavior is sparsity in the spatial dimension a sparse
guess of the PSDR e.g. only zeros is likely to provide a low
initial value of the goal function in (9) compared to a non-
sparse PSDR.

Another possible difference that may induce inequalities
between the shape of the evaluation metrics shown in Fig.
10 and the results from the MATLAB implementation is that
a mean of 50 runs of each image is used by the algorithm in
MATLAB. Whereas the algorithm implemented in TensorFlow
is run for a single observation for each Nc. Thus it is expected
that the results presented in Fig. 9 is smoother than in Fig. 10.

The data type of the tensor elements also has an impact.
Since a 32-bit float has a different resolution than an 8-bit
integer, the choice of data types throughout the implementation
might have a noticeable effect although not researched here.

Overall by comparing the results from the cost function,
normalized square-error, group-sparsity and F1-score the im-

plementation have very similar characteristics of what is
expected from the algorithm described in [5], thus providing
confidence that the implementation is correct. One way to
further validate the implementation could be to investigate
the implementations robustness to noise in the observations as
done for the MATLAB implementation. Testing should also be
performed on an extensive set of input data, containing both
simulated and real data.

However, the convincing precision of the F1-scores is a
strong indication that the implementation is working as in-
tended although optimization and structural improvements can
be made in the future.

B. Solving Inverse Problems

The functional implementation presented in this paper is
a proof of concept that inverse problems can be expressed
and solved using a machine learning framework such as
TensorFlow. Whether this can be said for the general case
can not be concluded based upon the results presented.

Building on the work of [1], which discusses implementa-
tion of convex optimization using machine learning frame-
works. The theoretical background has been extended and
validated in the case of an inverse problem solved by proximal
optimization. However, according to [1], this only applies to
simpler optimization problems since operations required for
more complex problems have not yet been introduced in the
frameworks and may prove difficult to implement using native
TensorFlow functions.

Solving inverse problems with these types of frameworks is
a relatively unexplored field. However, a proof of concept can
serve as a background and reference when researching inverse
problem solving or optimization within a machine learning,
programming framework.

Having said that, a wider variety of inverse problems would
have to be investigated in the context of TensorFlow before any
general conclusions can be drawn regarding to how efficiently
they can be implemented.

Since the implementation in MATLAB runs on a higher
performance GPU and is optimized with respect to runtime, it
is expected that a non-optimized TensorFlow implementation
is slower. The kernel approximation used in MATLAB also
result in a smaller filter used in the convolution operator, which
highly effects the runtime in a favourable way. It would be
interesting to further investigate the difference in speed by for
example running an optimized version of the implementation
on the same platform, thus better quantifying the benefits of
using TensorFlow compared to MATLAB for solving inverse
problems.

VI. CONCLUSION

Resulting in a F1-score, matching previous implementations
of the algorithm presented, we conclude that the implemen-
tation is working as intended. Therefore demonstrating that
convex optimization algorithms can efficiently be implemented
in a machine learning framework such as TensorFlow, specif-
ically in the context of inverse problem solving.
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VII. FUTURE WORK

Future work would consist of further investigating general-
ized inverse problem implemented in TensorFlow. Mainly by
developing a library for constructing inverse problems in a
more streamlined way by presenting an observational model,
cost function, regularizer and input data. Above all, abstracting
the more complex TensorFlow API.
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CONTEXT F2: BIG DATA ANALYSIS

HARDER, BETTER, FASTER, AI
Do you like sorting your socks after washing them, or would you rather have someone else do it for 
you? Imagine having to sort billions of socks every day. Researchers spend a lot of time labeling 
data, a task not unlike sorting socks. AI technology can automate this, letting physicians and biol-
ogists focus on more complex tasks and fully utilize their competence.

Data classification is an important part of all research. In many medical applications the data sets tend to be 
particularly large, and in sleep research the classification of recorded data may take weeks for a biologist. 
With the help of AI we can leave the trivial classification problem to computers, who will perform the task 
faster than a human could. An automated system could do a couple of weeks’ worth of work in seconds, thus 
the bottleneck will move from classifying to gathering data.

Problems that either lack an algorithmic solution or has a solution too complex or time-consuming to find 
manually is ideal for AI. One example of a problem well suited for AI algorithms is pattern recognition. AI 
can be trained to distinguish patterns in data, which can be used to discriminate cancer cells from healthy 
cells, classify sleep states, or tell different kinds of proteins apart from each other. Such classification prob-
lems are usually solved by feeding the data sets into a neural network that determines the correct label to each 
data point.

Deep neural networks is a technology in the field of AI, focusing on mimicking the human brain via building 
networks of interconnected neurons. The recent advances in computational power and the amount of data 
being available today has created an ideal environment for the development of neural networks.

Today, medical data can be shared between hospitals and institutes over the internet and this leads to larger 
amounts of data being more accessible. Combining data will improve knowledge when encountering rare 
diseases and lead to more effective diagnosis.
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The availability of large amounts of data coined 
the term Big Data. Modern computational pow-
er along with new algorithms allow for the ex-

traction of useful information from these enormous 
datasets. This implies data is a resource that has in-
creased in value and will continue to do so while ma-
chine learning develops. Management of this data is 
traditionally done manually and therefore takes a lot 
of human resources.

In some cases it might not even be feasible to let a 
human analyze the data because of the enormous 
amounts. Therefore, there is a need to design algo-
rithms that analyze the data. There is a lot of infor-
mation in large amounts of data that are not apparent 
to the human eye. However, machines can see deep-
er layers, which means, they would not just ease the 
workload but also extract useful information that a 
human could never find.

Many organizations have achieved different types 
of benefits from the automation of Big Data analysis, 
which brings significant cost advantages. It is faster 
and has better accuracy when it comes to decision 
making. Having better control over a big amount of 
data can also lead to more new products and achieve-
ments.

All projects in this subcontext utilize tools within 
AI and statistics to optimize or enhance an estab-
lished system, sleep scoring and antennas, respec-
tively. 

The aim of Project F3 (a,b and c) was to automate 
the process of identifying different stages of sleep in 
rodents. All groups were able to construct an auto-
mated system employing feedforward neural net-
works which reached a classification accuracy equal 
to that of manual classification by researchers. A big 
advantage of an automated system is that it can label 
a large amount of data in a fraction of the time it takes 
to do it manually.

Project groups F4(a and b) have analyzed large sets 
of time varying channel estimations of a Multiple-In-
put-Multiple-Output system (MIMO) of antennas. 
The goal was to estimate the short-term covariance 
matrices of this data and develop tools to evaluate 
the stationarity of the underlying stochastic process. 
Tools like those developed in this project will be valu-
able in the implementation of 5G networks, which are 
heavily dependent on MIMO transmission schemes.

The results of the projects show that the use of AI 
and statistical analysis in systems managing large 
amounts of data can optimize or enhance the per-
formance of the systems. In addition, these tools can 
perform tasks that are typically carried out by hu-
mans allowing them to focus on more general deci-
sions, seeing the bigger picture and being creative. 

It can also be concluded there are many other areas 
within the fields of medicine and communication 
where similar tools can potentially be implemented.

Big Data and artificial intelligence are rapidly de-
veloping areas. Many simple tasks may be automated 
with the help of machine learning, and unsupervised 
learning creates a possibility to train robots and 
networks without human interference. To entirely 
remove humans from the process could be the next 
step for statistical analysis, since they might analyze 
with a bias. For example, an improvement of project 
F3 could be to use unsupervised learning and thus 
minimize the need for human work from the start.

IMPACT ON SOCIETY AND ENVIRONMENT

Letting artificial intelligence perform trivial tasks, 
such as classification, would save a lot of time. It 
would also lead to the rearrangement of work roles 
by letting researchers focus on more complex tasks, 
which would be a more efficient way of managing re-
sources. This would increase both the productivity 
and revenue, as well as create a more fulfilling work 
environment for the employees.  

Even so, as work gets more and more automated 
there are reasons to be cautious. If most workers 
are replaced with machines, workers and unions 
will lose their ability to influence corporations. This 
would lead to power and money being heavily cen-
tralized, which would be negative for a democratic 
society.

Although companies can reduce costs and increase 
efficiency by taking advantage of AI and Big Data 
there are drawbacks as well. Society and organiza-
tions are not completely safe from hackers. There 
have been several incidents where big companies 
such as Sony and Yahoo have been attacked. Not only 
does this affect the economy of the companies, but 
also the safety of their customers. Some companies, 
like Facebook, have already specialized in collecting 
and selling data about their users.

Not only hackers might abuse the access to this 
large amount of data. The social credit system being 
developed by the Chinese government is daunting. 
The system gathers huge amounts of data on Chinese 
citizens which it then processes and scores using AI. 
Your score will not only be based on your habits but 
also those of your friends. This is approaching an 
Orwellian dystopia. Similar systems could easily be 
implemented by organizations with access to lots of 
data about civilians, and seemingly harmless infor-
mation can be arranged into more complex knowl-
edge about someone.

AI systems have proven to be incredibly efficient 
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at solving many problems traditionally handled by 
humans, but how these systems work internally is 
still not very well understood. An interesting issue to 
consider is that it could be problematic to have a sys-
tem make important decisions, without us knowing 
what factors it considers and to what degree. There 
might be a risk that the system starts behaving in a 
completely unexpected way in some particular case if 
the underlying mechanisms have not been carefully 
studied. Researchers at Carnegie Mellon University 
were able to show that facial recognition software 
could be fooled by printing certain patterns on the 
frames of eyeglasses. This issue highlights the im-
portance of future research within AI and related 
fields, in order to develop a deeper understanding of 
its fundamental properties. 

In conclusion, we believe that AI and Big Data 
present great opportunities to improve quality of life, 
and is something that should be developed further. 
As long as a way to protect individuals’ information 
and a way to manage the upcoming unemployment 
is found, artificial intelligence will lead the way to a 
bright future.
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Automatic sleep scoring using Keras
Lovisa Colérus and Karla Rehn

Abstract—Sleep scoring is a diagnosis tool used for medical
research. Using electroencefalography (EEG) a researcher ob-
serves the electrical activity in the brain and classifies the EEG
into different stages. The goal of this project is to develop a
tool for automatic classification of sleep data from rodents, one
of the most common test subjects in modern medical research.
EEG data from AstraZeneca is used to train a neural network,
developed with Keras. Some augmentation of the data is done to
increase the accuracy. The data is classified into different sleep
stages with 91% accuracy.

I. INTRODUCTION

SLEEP scoring is a process widely used to further research
in biological and medical fields. Sleep is a field which

is fairly uncharted. Even though sleep is a huge part of
humans and animals life, the mechanics isn’t understood or
researched enough. This means the disturbances in sleep from
medicine, stress and the environment are hard to predict.
Mental illnesses that affect sleep and sleep disorders are hard
to treat when the basic concept isn’t fully charted [1]. Rodents
and mice are common test subjects that are genetically similar
to humans and their brains work in similar ways to our brains
[2]. This means that studying their sleep patterns can further
the understanding of human sleep without involving humans,
which is costly. Rodents and mice have short life spans and
are cheap to keep, which is why they are so extensively used
to study medicine. The medical effects across generations is
possible to study since several generations can be bred and
come into adulthood in a year.

Sleep scoring in this case consists of a researcher analyzing
the sleep of rodents by classifying sections of EEG and
EMG data. It’s a relatively cheap and easily implemented
research method. However, it demands a lot of manual work
by experienced researchers who classify the data by hand after
the measurements are done. If each measured sleep interval
has to be classified by a human, the bottleneck of research
will come in classifying the data. If this bottleneck could be
removed, a lot of time and money would be saved.

By using a computer to classify the data, the process could
be automated and the limit of usable data would then be
decided by the available processing power and ability to gather
enough samples. A larger amount of data means more accurate
results, might save money, and might get better medicine to
patients in the long run. The ability to gather samples will
then be limited by the amount of rats that are available and
the time it takes for a researcher to set up the experiments.

II. BACKGROUND

A. Machine Learning and Neural Networks
Machine learning evolved from the study of pattern recog-

nition and computational learning theory in Artificial Intelli-
gence. It’s the theory of computers learning without someone

explicitly programming them, and the construction of algo-
rithms that can learn from vast amounts of data. Machine
learning is a collection of techniques to train computers. The
one used in this project is supervised learning.

1) Fully Connected Neural Network: A neural network
mimics the neurons in the human brain. A neural network is
built of single neurons that make up ”layers”, several parallel
neurons that aren’t connected to each other, but where each of
the neurons are connected to every neuron in the next layer
and gets input from all of the neurons in the past layer and
from a bias unit [3]. Figure 1 shows a model of a simple neural
network. It has an input layer, one hidden layer and one output
layer. The structures of the hidden layers and the processing
of data in the connections of layers is designed by humans.
Between every neuron and the next layer there is a weight.
The neural network will fit the weights between the layers to
get the desired output in the output layer from training inputs.

2) Supervised learning: Supervised learning is a common
path in machine learning when large amounts of labeled
”training” data is available. The algorithm is presented with
tuples, input data paired with the desired outcome. The training
data will be analyzed to create a function that maps all the
examples to their specified class. The idea is that the function
should then be able to map unknown input data to its correct
output class. It’s assumed that each tuple in the training data
is independent and if the distribution isn’t uniform there are
ways to influence the algorithm to treat the classes differently
or uniformly, whichever is desired. If there is a bias towards
some outcomes, the function will be biased to being wrong
in the cases with lesser amounts of training data, since it’s
a higher probability of an uncertain input being of the most
common class [4], [5].

To determine how the function fits reality, a loss function
is defined. Example loss functions are the mean squared error
(MSE) or categorical cross entropy (CCE). The output from
the neural network is a number for each neuron in the final
layer and the neuron with the highest number is chosen as
the class for the input sample. A loss function calculates the
distance from the network’s output to the true output. To
minimize the loss the network should have a more precise
output. Further reading on MSE and CCE can be found at [6]
and [7]. To circumvent that the algorithm too often guesses
on the most common class, weights can be fitted to classes,
which means the distance from one output node will be scaled
by the weight. The algorithm will guess the class that gives it
the minimal loss, and with weights the decision can be guided.

3) Activation functions: To each neuron in a neural net-
work an activation function is assigned, usually the sigmoid
function,

f(z) =
1

1 + e−z
(1)
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Fig. 1. Fully Connected Neural Network. Data is fed forward from input, through the hidden layers and gives an answer in the output, which is the node
that contributes the lowest loss. The weights W are updated as the network is trained to achieve this.

the hyperbolic tangent,

f(z) = tanh(z) (2)

or the rectified linear function,

f(z) = max(0, z) (3)

These functions fit all the values into [0, 1], [−1, 1] and [0,∞]
and depending on the problem at hand, different activation
functions should be used. The activation function decides how
the neurons should treat their input. A neuron which uses
the rectified linear function is called a rectified linear unit or
ReLU.

Our network mainly uses ReLU as activation function, but
in the final layer softmax, defined as

f(z)j =
ezj∑K
k=1 e

zk
j = 1, 2, ...,K (4)

4) Overtraining and Dropout: Overtraining is when the
networks fits itself too closely to the training data, to get
everything right at the cost of generalization. This isn’t a
quality that should be sought after, therefore it is good to be
content with a lower accuracy in training to be able to handle
variations in the testing data.

Dropout in a Neural Network is used to avoid overtraining.
It randomly removes a specified percent of the connections
in a layer, which means the network has to be able to work
without those. This means it will generalize better and not get
stuck in mimicking the training data exactly.

5) Gradient descent: Gradient descent is the main concept
of training in a neural network. The network’s objective is
to minimize the loss, and it uses gradient descent to get to a
local minimum [8]. The weights between the neuron layers
are adjusted proportionally with the negative gradient with
each epoch. This will lead the loss function to reach a local
minimum.

There are different approaches to gradient descent, the most
common being Stochastic Gradient Descent (SGD). Another
approach is ’ADAM’, which is well suited for noisy or sparse
gradients. Further reading on ADAM can be found in [9].

6) Keras terminology: The high level API Keras is used to
develop the neural network in this project. The Keras model
used is the sequential model. The sequential model is a linear
stack of layers. The layers are as mentioned earlier mostly
neurons with activation functions, but some also includes
normalization and regularizers. More reading on the sequential
model, and Keras in general can be found at [10].

B. Measuring Accuracy
Measuring the accuracy of the classification can be done

in some different ways. The measurements used during the
testing of the designed network will be precision, recall, F1
score and accuracy.

Precision is the percentage of samples correctly classified
as A from all samples classified as A. Recall is the amount of
samples correctly classified as A from the amount of samples
being A. F1 is defined as

F1 = 2 ∗ (precision ∗ recall)
precision+ recall

(5)
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Finally is accuracy the total percentage of correctly classi-
fied samples.

C. EEG - Electroencephalography

EEG measures the activity of the brain. It’s an electro phys-
iological monitoring method that is usually noninvasive and
electrodes are placed on the scalp. In this case it was invasive,
as the electrodes were placed inside the skull of the rats to
lessen noise from e.g. muscular activity. EEG measures signals
generated by the activity of neuronal populations, so called
”brain waves” [11]. These signals are voltage fluctuations
caused by ionic currents in the brain’s neurons. In humans,
EEG is mostly used to diagnose epilepsy, sleep disorders,
coma, brain death etc [12], [13].

D. EMG - Electromyography

EMG measures the voltage in muscles by measuring the
movements of ions across the membranes of muscle cells. The
voltage is linear to the muscle activity, and measures muscular
activity that might not be visible to the human eye [14]. With
our rodents it was used to show how much muscular activity
the rats had and the data is used with the EEG readings to
classify the rats sleep patterns [12].

E. Sleep classes

The rats can be in one of three states; awake, sleeping in
REM or sleeping in NREM. They are mostly awake, and sleep
during short periods spread out over the day. EEG and EMG
for the three states are visualized below, in 2, 3 and 4. The
EEG and EMG in the plots are taken from rat5, the brainwaves
differ some between individuals but the general characteristics
of the states can still be seen. To better show the difference
between the different states, the plots go from one state to
another.

1) Wake: The state of being awake is characterized by
low amplitude EEG and high frequencies. Muscular activity is
high, since the rats are often moving around if they are awake
[11].

2) NREM - Non-Rapid Eye Movement: The state of NREM
sleep is characterized by slower EEG and an increase in
amplitude. There is no muscular activity [11].

3) REM - Rapid Eye Movement: During REM sleep EEG
has low amplitude. There is some muscular activity and eye
movements but the rat is not moving with intent or purpose
[11].

F. Dataset

The data is taken from nine different rats, eight of them
have around 20 hours of data, one has eight hours and one
has 20 minutes. The data was EEG and one of EMG or ECG.
The algorithm is only supposed to use EEG and EMG, which
means the rats with ECG won’t be used together with other
rats, since it will probably not be comparable to the EMG-
data. In total there is 111 hours of recorded EEG from the
rats and these are split into four second intervals and labeled
”Wake”, ”NREMS”, ”REMS”, with and without artifacts.

There are 2000 points of EEG and 2000 points of EMG
for each four second interval. We have six different classes of
data in our classification problem: Wake, REM, NREM and
the three but with artifacts. The focus of the classification is
the classes without artifacts.

G. Problems with the dataset

Around 70% of the data is for the state ”Wake”. Most of the
other data is ”NREMS”. This means we have few samples of
”REMS” and the algorithm will be likely to ignore that class
altogether to minimize loss.

Muscle movement can affect the EEG-readings, this is more
prevalent when the sensors are at the scalp and not inside the
skull. Some of the samples have ”artifacts”, which means they
are unclean or a transitional sample. These have their own
classes to separate them from the clean samples. This could
be a problem since a sample could be mostly clean with the
end being a transition, which can be difficult for the algorithm
to process correctly. Since only the clean classes are important
and our focus of this project is to classify the clean classes,
we will not take the artifacts into account. The rats with few
artifacts will be used and these have so few artifacts that we
can disregard those classes altogether to simplify the problem.

1) Which rats should be used?: Rat 3, 6 and 7 have samples
from all types of sleep and few artifacts. Rat 5 have few
artifacts but almost no REM-samples, which makes it hard
to use if we want to train on it, but it can be used for testing
if we have trained on a different rat.

III. METHOD

The neural network developed to classify the data was
developed using the high level API Keras. To be able to
properly train the network the data was augmented in several
ways. First, we normalized the input to get a zero mean and
standard deviation of 1. Then we tried different approaches to
build our network and process the data in Matlab.

One theory was that sleep is time-dependent. This would
matter more for humans since humans sleep in longer time
periods, while rats have shorter sleep intervals [1]. However,
since we randomized the data to train on equal amounts of all
classes, we could not use the time dependency. Our approach
was just to test different amounts of layers, neurons, class
weights and optimizers in the network to see which gave the
best results. Since only few of the samples had artifacts, and
taking those into consideration made the classification of the
pure classes worse, the weights on the artifact-classes were
put to 0. This means that the network only classifies the data
into one of the three states wake, REM or NREM.

To get better results, we tried to change the input data to see
if data augmentation made it easier for the network to classify
it. Stochastically choosing the training/testing samples, Fourier
transforming the data and increasing the number of samples
was approaches we tried. Increasing the number of samples
was achieved by splitting the input matrix in its EEG and
EMG components, flattening the matrices to a array and using
a window of length 2000 that moved 20 samples at a time,
which were added to a matrix of new EEG and new EMG
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Fig. 2. EEG and EMG for the states ’REMS’ and ’Wake’. Left of the red line the rat is asleep in REM, to the right the rat is awake.

Fig. 3. EEG and EMG for the state ’NREMS’ and ’Wake’. Left of the red line the rat is asleep in NREM, to the right the rat is awake.

samples, which were then added to the end of the original split
matrices and joined again. To the array of labels we added the
right labels corresponding to the new samples.

After we got the network to work sufficiently on one rat,
which was our original goal, we tried to train it on one rat
and test it on another or train it on two rats and test it on a
third rat to see if we could generalize well with our network.

We trained the network for 40 epochs on batches with ...
samples. An epoch is when the network is given a part of the
data samples and then evaluates the results. By observing the
reached accuracy and making small changes to the network
we managed to develop our final network.

IV. RESULTS AND DISCUSSION

The final network is a sequential model consisting of 4
layers with 256, 128, 512 neurons in each and an output
layer with 6 output neurons. We used the optimizer ’ADAM’
and ’RELU’ as activation on all layers except the output-
layer, were we used ’softmax’. Two times we used Dropout
with 0.2 as parameter between the first and the second and
then the second and the third layer to avoid overtraining.
Batchnormalization was implemented between the second and
third layer. The first layer had a kernel regularization. The
weights was put to 1 for the clean classes and 0 for the classes
with artifacts.
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Fig. 4. EEG and EMG for the state ’NREMS’ and REMS’. NREM to the left and REM to the right. Note that the scale on EMG is 10−6, instead of 10−4

as in the earlier pictures.

A. Normalizing the data

Without the normalization, the neural network filtered out
the input data as noise, which meant nothing got into the
output and the network simply guessed on the class that had
the most samples to get the highest accuracy. When we have
zero-mean and a standard deviation of one, the network could
actually classify and gave an output that was dependent on the
network structure instead of which sample class had the most
samples.

B. Stochastically choosing the training samples from a rat

This is what gave the most significant increase in accuracy.
Sleep isn’t a stochastic process, it’s time-dependent, which
means many of the samples are grouped together. By choosing
the training samples by a pseudo-random algorithm we get a
training set that mirrors the distribution of sample classes. If
we just chose the first X amount of samples we might not even
get samples from all the classes to train on. It is obvious that
the network will get better results if if can train on all kinds
of classes, and the simplest way to get a good distribution
for every rat is to use a pseudo-random algorithm to choose
the training samples. This also gives a more reliable result
since we train and test on different samples each time and
not a given set. If the accuracy is consistent it means that the
results doesn’t depend on which samples we trained on.

C. SGD vs Adam optimizing function

SGD and Adam solves the same optimizing problem, but
SGD can take a lot more time. While using SGD or Adam
on the same amount of epochs we got an accuracy of 0.18 vs
0.94. This means that the SGD didn’t converge for our chosen
step lengths and Adam was the much more reasonable choice.
SGD was tried several other times with better results and it
converging, but Adam performed better every time, which is
why SGD was abandoned. Similar experiments were made

with other optimizers, but none had a consistent significant
improvement.

D. FFT

Fourier transforming the normalized input data gave a
significant improvement for training and testing on one rat,
as seen in table I and II. This might be since the original
researcher studied the spectral analysis and this mimics it a bit,
or that the data had more significant attributes while Fourier
transformed.

No FFT Precision (0, 2, 4) Recall (0,2,4)
Rat 3 (0.91, 0.97, 0.80) (0.98, 0.92, 0.82)
Rat 5 (0.89, 0.95, 0.98) (0.99, 0.87, 0.70)
Rat 7 (0.85, 0.92, 0.90) (0.96, 0.90, 0.57)

TABLE I
NORMAL INPUT DATA. 0, 2, AND 4 BEING THE CLASSES WAKE, NREM

AND REM

FFT Precision (0, 2, 4) Recall (0,2,4)
Rat 3 (0.97, 0.92, 0.79) (0.96, 0.98, 0.93)
Rat 5 (0.91, 0.97, 0.98) (1.00, 0.92, 0.89)
Rat 7 (0.91, 0.95, 0.91) (0.98, 0.93, 0.87)

TABLE II
FOURIER TRANSFORM OF THE INPUT DATA. 0, 2, AND 4 BEING THE

CLASSES WAKE, NREM AND REM.

E. Data augmentation to increase the number of samples

There were fewer REM-samples than NREM and Wake,
which is why we tried to make extra REM-samples first. There
was no improvement, the accuracy was the same or slightly
lower when training with extra samples. One of our project
goals was to try this method, since we thought it would be
helpful, but the network had probably already seen the same
kind of data. Considering the rather high accuracy reached
even when trained on quite few samples, the network probably
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had enough data from one rat even without the extra samples.
An extension could have been to use REM-samples from a
different rat to extend the number of REM-samples, but as seen
further down, our network didn’t generalize that well and we
never tried this method since we concentrated on generalizing
the network.

F. Training on one rat, testing on a second

Our network doesn’t seem to generalize that well, we only
get a precision of 85%, with REM only having a precision of
30%. Here we tried with and without Fourier transformed data,
with no observed significant improvement. The precision even
went down one or one half percentile with Fourier transformed
data, which means Fourier transforming doesn’t help us with
generalizing, it might contribute to overtraining, which we
don’t want.

Similar experiments was done while training on two rats,
testing on a third, with extra REM-samples, FFT and tweaking
of the network to make it generalize better, but similar results
were achieved with the focus being on that the REM-samples
get low precision and recall.

G. Accuracy reached

We trained on 7000 samples, validated on 1000 samples
and tested on the rest of the samples, 11800 for rat 3, 8200
for rat 5 and 13600 for rat 7. Our neural network reached an
accuracy of 93%, 91%, and 90% percent for rat 3, 5 and 7
respectively.

This can be compared with Matlab’s Neural Networks.
Matlab’s Neural Networks is a built in tool in Matlab for
creating very simple neural networks with one layer and a
number of neurons specified by the user.

With its standard settings Matlab’s neural network reached
an accuracy of 79.9, 66.9 and 60.8 percent. Matlab’s network
trained on 70%, validated on 15% and tested on 15% of the
data. Especially when classifying REM our network performs
better than Matlab’s, with 93% correctly classified compared
to Matlab’s 0%. Other automatic sleep classifiers also report
REM as the class hardest to classify [15] [12]. The confusion
matrix for rat 3, the rat which Matlab performs best on, can
be found below, and compared with the confusion matrix for
our network for the same rat.

As can be seen in Fig 6, our network reaches much better
results in every way.

V. SUMMARY AND CONCLUSION

Implementing a Neural Network to process research data
is a sound approach and it is possible to implement it in a
reasonable amount of time. It will save time and work hours
of specialists that can concentrate on more important things.
There is a need for large datasets to properly train the rats
and to generalize the network to see all different variations.
These datasets should already exist since researchers have been
classifying data by hand for a long time, which means the huge
investment to gather data is already done. The profit margin
of implementing a similar network would be huge, since the

Fig. 5. Confusion matrix for Matlab’s Neural Network on rat 3

Fig. 6. Confusion matrix for our network on rat 3

network doesn’t take long to write and the training data is
already gathered.

Our network works reasonably well and we reached our
set goals, but it might not be the best network to use on large
amounts of data, since it doesn’t generalize that well. It seems
to have a tendency to overtrain when we test on new rats. It
might be the case that with more different rats to train on
the network would generalize better, but maybe the design of
a network with access to hundreds of rats would need to be
slightly different.



307

F3A MACHINE LEARNING FOR SLEEP SCORING

had enough data from one rat even without the extra samples.
An extension could have been to use REM-samples from a
different rat to extend the number of REM-samples, but as seen
further down, our network didn’t generalize that well and we
never tried this method since we concentrated on generalizing
the network.

F. Training on one rat, testing on a second

Our network doesn’t seem to generalize that well, we only
get a precision of 85%, with REM only having a precision of
30%. Here we tried with and without Fourier transformed data,
with no observed significant improvement. The precision even
went down one or one half percentile with Fourier transformed
data, which means Fourier transforming doesn’t help us with
generalizing, it might contribute to overtraining, which we
don’t want.

Similar experiments was done while training on two rats,
testing on a third, with extra REM-samples, FFT and tweaking
of the network to make it generalize better, but similar results
were achieved with the focus being on that the REM-samples
get low precision and recall.

G. Accuracy reached

We trained on 7000 samples, validated on 1000 samples
and tested on the rest of the samples, 11800 for rat 3, 8200
for rat 5 and 13600 for rat 7. Our neural network reached an
accuracy of 93%, 91%, and 90% percent for rat 3, 5 and 7
respectively.

This can be compared with Matlab’s Neural Networks.
Matlab’s Neural Networks is a built in tool in Matlab for
creating very simple neural networks with one layer and a
number of neurons specified by the user.

With its standard settings Matlab’s neural network reached
an accuracy of 79.9, 66.9 and 60.8 percent. Matlab’s network
trained on 70%, validated on 15% and tested on 15% of the
data. Especially when classifying REM our network performs
better than Matlab’s, with 93% correctly classified compared
to Matlab’s 0%. Other automatic sleep classifiers also report
REM as the class hardest to classify [15] [12]. The confusion
matrix for rat 3, the rat which Matlab performs best on, can
be found below, and compared with the confusion matrix for
our network for the same rat.

As can be seen in Fig 6, our network reaches much better
results in every way.

V. SUMMARY AND CONCLUSION

Implementing a Neural Network to process research data
is a sound approach and it is possible to implement it in a
reasonable amount of time. It will save time and work hours
of specialists that can concentrate on more important things.
There is a need for large datasets to properly train the rats
and to generalize the network to see all different variations.
These datasets should already exist since researchers have been
classifying data by hand for a long time, which means the huge
investment to gather data is already done. The profit margin
of implementing a similar network would be huge, since the
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network doesn’t take long to write and the training data is
already gathered.

Our network works reasonably well and we reached our
set goals, but it might not be the best network to use on large
amounts of data, since it doesn’t generalize that well. It seems
to have a tendency to overtrain when we test on new rats. It
might be the case that with more different rats to train on
the network would generalize better, but maybe the design of
a network with access to hundreds of rats would need to be
slightly different.
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VI. POSSIBLE EXTENSIONS

A larger dataset would possibly improve the generalization
aspect. Hiring researchers to gather a larger dataset is huge
investment of time and money from the start, but the dataset
should already exist since these experiments have been done
many times.

To use unsupervised learning for clustering the data and then
label it manually lowers initial hours of human work. This
might need more in upkeep and might not perform well, and
humans will still need to classify the labeled data afterwards.
But it is an interesting road to take and see what could be
achieved.

Another extension could be to calculate the probabilities for
a rat to transition between the different sleep stages and build
a time-dependent network with this transition matrix, e.g. a
Hidden Markov Model.

An extension that has been done is to have multiple clas-
sification systems instead of single classification [15], which
is what we have used. This might be better at generalizing
since it uses several approaches and evaluates them instead of
relying of a single source.
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Power Spectral Density Based Sleep Scoring Using
Artificial Neural Networks

Josef Malmström and Najib Yavari

Abstract—Sleep scoring is the process that medical researchers
use to analyze the sleep of a subject. By looking at signals in the
brain and muscles, it is possible to determine the current sleep
state of the subject. The procedure is traditionally done manually,
requiring a lot of tedious processing of data. In this report, a
machine learning system that automates the process of sleep
scoring is studied and developed. The system works by estimating
the power spectral density of the electroencephalography (EEG)
and electromyography (EMG) signals, and training an artificial
neural network to classify the correct sleep state. The signal
processing was done in Python and the artificial neural network
was implemented in Keras, using a TensorFlow back end. Finally,
the implemented system proved to have an accuracy comparable
to that of manual sleep scoring on five different rat datasets.
Additionally, the system was able to generalize beyond the rat
specimens it was trained on, meaning it could potentially be used
on specimens that lack labeled sample data.

I. INTRODUCTION

The process which biological and pharmacological re-
searchers use to analyze the sleep of a subject (animal or
human) is called sleep scoring [1]. The procedure is to first
capture signals while the subject sleeps and then classify (or
score) time periods of these signals to different classes. These
classes attempt to identify different stages or states within the
sleep process. Sleep scoring is widely used by scientists to
understand the fundamental networking of the brain, as well
as to ensure certain properties of pharmacological compounds,
see for example [2], [3], [4]. The procedure is simple and
inexpensive to implement but the analysis of the data is time
consuming and requires a lot of manual work by experienced
researchers. Therefore it is more convenient to have a system
which can analyze the data and classify the different sleep
stages automatically.

A combination of artificial intelligence and machine learn-
ing techniques are used in an increasing variety of areas. One
of the most practical areas to use this combination is in data
analysis for biological research. By taking advantage of a
machine learning tool called artificial neural networks (ANNs)
researchers would be able to eliminate the most complicated
and time-consuming processes. Artificial neural networks are
computing systems inspired by the biological neural networks
that constitute animal brains [5]. Such systems are able to learn
different tasks by considering examples. In other words, there
is no need for explicit task-specific programming. Nowadays
ANNs are becoming more advanced and can be applied in
different fields to automate processes.

Researchers from Astra Zeneca have provided us with a set
of sleep scoring data from five different rats. The data contains
brain activity signals (EEG) and muscle activity signals (EMG)

which have been classified and labeled according to the
different sleep stages that they represent. The aim of this
project is to implement an algorithm utilizing ANNs, which
can learn from signal patterns and classify the different sleep
stages automatically.

Our proposed method is to estimate the power spectral
density of the EEG and EMG signals, using an established
algorithm such as Welch’s method, and then train an ANN to
classify the signals from this estimate.

Section II provides the necessary background on sleep
scoring, supervised learning, ANNs, TensorFlow, Keras and
power spectral density estimation. The implemented method
is explained in detail in Section III. The achieved results
are presented in Section IV. Finally, Sections V-VI contain
a discussion and conclusions regarding the achieved results.

II. BACKGROUND

A. Sleep scoring

To study sleep two different signals are mainly used, i.e,
the electroencephalogram (EEG) and the electromyography
(EMG). These are the brain and muscle activity signals respec-
tively in both humans and animals. EEG signals are mainly
used for testing and analyzing electrical activity in the brain.
Electrical impulses are the communication bridge between
brain cells, therefore, EEG signals can keep track of brain
activity by analyzing signal wave patterns [6]. To record EEG
signals small flat metal discs called electrodes are placed on
the scalp of the subject. When electrical impulses are passed
through the brain cells, the electrodes capture the signals and
send them to a computer that records the results. This process
can be seen in Fig. 1. The procedure for recording the EMG
signals is essentially the same as for EEG with the difference
that EMG captures the muscle electrical activities instead. By
recording the EMG and EEG signals researchers can determine
the sleep/wake states in animals for the different period of time
to quantify the sleep stage structure. This helps researchers to
study the brain’s electrophysiological activity during sleep. For
manual sleep scoring the EEG and EMG are typically recorded
and divided into short time segments called epochs, which are
manually labeled to indicate what sleep/wake stage the subject
is in [7]. There are generally three different sleep stages that
researchers are interested in classifying i.e. Wake (W), non-
rapid eye movement sleep (NREM) and rapid eye movement
sleep (REM). When the specimen is not sleeping the state is
obviously wake but when the specimen sleeps, a sequence of
several sleep cycles occur. Each one of these cycles contains
different sleep stages. NREM is a stage where the subject
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Fig. 1: Example model of brain cells and the placement of an
EEG electrode.1

sleeps with its eyes closed, but the muscles are still quite active
and the subject can be woken up quite easily [8]. During the
REM sleep stage the muscle activity is very low and as the
name indicates, the eyes start moving rapidly in all directions.
REM is the stage where the subject is generally considered to
be in deep sleep. Dreaming occurs mostly during REM sleep.
In this stage the heart and respiration rates increases and the
subject may get an irregular rhythm [8]. The EEG and EMG
signals in these different stages are shown in Fig. 2.

Fig. 2: EEG and EMG signal pattern in W, NREM and REM
stages.

As shown in Fig. 2 and Fig. 3 respectively the EEG and
EMG signals have different amplitude and frequency in differ-
ent stages. This is what the researchers use for distinguishing
and classifying the sleep stages manually. Another method is to
study the power spectral density of the EEG and EMG signals
and try to find a pattern for each stage. The power spectral
density in Fig. 3 shows for example that for REM stage there is
a huge peak in frequencies 4 Hz - 8 Hz; NREM has a peak in
0.1 Hz - 4 Hz; Wake stage has various frequencies mixed but
an increased participation of high frequencies. After visually
analyzing signals, each epoch is labeled by an expert to the
corresponding stage which can be seen in Fig. 4.

This type of sleep scoring is a very time-consuming process
with low accuracy. Since the scoring is done manually, it is
based on subjective decision-making and highly dependent on
the researcher performing the scoring. The process is done by
simply visually inspecting the patterns and the results can have
down to 83 % accuracy which is quite low [9]. Taking this
into consideration it is very important to develop an automated
system for sleep scoring.

1Thanks to Adeline Rachalski, Ph.D. for the permission to reuse this figure.

Fig. 3: Mean power spectral density of the EEG and EMG
signals for each sleep state. From top to bottom: REM, NREM,
Wake.1

Fig. 4: Labeled EEG and EMG signals to corresponding
stages; REM, NREM and W.1

B. Machine learning

Machine learning is a field of study exploring ways to
let computers learn from data, without being explicitly pro-
grammed. Since the 1990’s, there has been a great boom in the
development of this field, which can in part be attributed to the
increasing availability of digitized information. While machine
learning researchers were originally focused on achieving
artificial intelligence (AI), the aim has mostly shifted to
solving more practical problems by also borrowing concepts
from the fields of probability and statistics [10]. Automation
of sleep scoring is one such problem which some researchers
are hoping to solve.

Machine learning tasks are mainly divided into two cat-
egories, depending on the input data. Two subdivisions of
machine learning are supervised learning and unsupervised
learning. Common applications of supervised learning are
handwriting recognition, spam detection and speech recog-
nition. In supervised learning a set of example inputs with
corresponding labels is provided. The task is then to find a
mapping between the inputs and the labels, by training an
algorithm on the data. One major challenge in supervised
learning (and in all of machine learning) is to learn a mapping
between inputs and the corresponding labels that generalizes
beyond the example data. If for example the input data are
handwritten digits and we are attempting to find an algorithm
that can correctly differentiate between digits, the algorithm
might learn a mapping that is specific to the provided example
data (e.g the handwriting of only a subset of people) which
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can not be generalized for the future inputs. This undesirable
phenomena is known as overfitting or overtraining.

To avoid overfitting, the available data is typically split into
three sets: training data, validation data and test data. The
training data are the example inputs and labels used to train the
learning algorithm. The validation data is used to ensure that
the algorithm is not overfitting to the training data, by period-
ically verifying that the patterns that the algorithm is learning
from the training data also applies to the validation data. When
the learning algorithm has been fully trained, the test data is
used for a final evaluation of the established algorithm. Since
the test data was not looked at by the algorithm during training,
the idea is that this final evaluation can effectively examine
how well the learned classifier generalizes.

Supervised learning can be used to automate sleep scoring
by manually labeling a small subsection of the recorded signals
and using this dataset as training, validation and test data.

C. Artificial neural networks
An artificial neural network (ANN) is one form of comput-

ing system used for supervised learning. The fundamental idea
of an ANN is that a highly complex mapping between inputs
and outputs can be modeled by a interconnected network of
simplistic nodes, so called neurons, that each perform very
basic computations. An example model of a single neuron
and its computation, as described by [5] can be found in Fig.
5. In this example, there are three inputs, but in general, a
neuron can have an arbitrary number of inputs. The parameters
w1, w2, w3 and b are known as the neuron’s weights and bias
unit respectively. Each neuron has one weight for each of its
inputs, and one single bias unit. The neuron takes its inputs
x1, x2, x3 as well as its weights and bias and computes a real
valued output. The elementary function that the neuron uses
in its computation is called the activation function. While the
weighted sum of inputs may be a very large (positive or nega-
tive) number, the activation function provides some limitation
to the interval of possible outputs. In the case of Fig. 5 the
activation function is the sigmoid function σ(z), which is a
common choice of activation function due to its smooth nature
as seen in Fig. 6. Other common activation functions are the
linear rectified and softmax activation functions [5]. The linear
rectified activation function is defined as f(z) = max(0, z),
and has been proven to have certain properties that enable
better training of deep neural networks [11]. The softmax
function is defined in such a way that the computed value
is always in the interval (0, 1), and can be interpreted as a
probability. For this reason softmax is often used as activation
function for the output of artificial neural networks that are
used for classification problems. This allows the output of the
network to be interpreted as the probability that the input data
belongs to a particular class.

An artificial neural network (often just referred to as a
neural network) is constructed of multiple layers of neurons, as
exemplified in Fig. 7. The most basic kind of neural network,
a so called feedforward neural network, consists of an input
layer, a number of hidden layers and an output layer. The
network as a whole computes a different output depending on
the input and the choice of weights and biases for the neurons.

Fig. 5: Example model of a single neuron using the sigmoid
activation function. x1, ..., x3 denotes the inputs, w1, ..., w3

the weights, b the bias unit and σ(z) the sigmoid activation
function.

Fig. 6: Graph of the sigmoid function in the interval [−6, 6].

Neural networks can be used for supervised learning by
modifying the weights and biases until an optimal mapping
from the inputs to the corresponding labels is found. Formally,
this is done by defining a loss function C (also called a cost
function) that serves as a metric for how well the network is
mimicking the mapping between training inputs and outputs.
Depending on the problem, the loss function can be defined
in different ways. For multi-class classification problems such
as sleep scoring, a loss function called the cross-entropy loss
function is typically used [5].

Fig. 7: A feedforward neural network with two hidden layers.
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To tune the neural network for an ideal mapping between 
inputs and outputs, an algorithm finds t he s et o f weights 
and biases that minimizes the loss. Generally, this algorithm 
consists of some variation of an optimization algorithm called 
gradient descent [5]. In gradient descent the (locally) minimum 
loss is found by iteratively computing the gradient of the loss 
function, taking a step of predetermined length in the opposite 
direction of the gradient and then repeating this process until 
taking a step no longer decreases the loss. To visualize this 
graphically, it is equivalent to moving to the minimum point 
along the path with the biggest incline.

To compute the gradient in the theoretically ideal way, you 
would need to calculate the gradient for each training input 
and then average them. In practice this would be very time-
consuming when there is a lot of training data, so typically 
you instead pick a random subsection of the training inputs 
and average their resulting gradients. This variation of gradient 
descent is called stochastic gradient descent (SGD) [5].

There are many other optimization algorithms that use 
similar methodologies to find an optimum. One popular algo-
rithm for learning applications in computer vision, language 
processing and other many other classification problems is the 
Adam optimizer, detailed further in [12].

In order to perform this algorithmic approach to minimizing 
the loss we need a method for computing the gradient of the 
loss function in each step of the descent to the minimum point. 
The standard method for doing this is called backpropaga-
tion [5]. The goal of backpropagation is to find t he partial 
derivatives that make up the gradient of the loss function. The 
gradient consists of the partial derivatives of C with respect to
the biases and weights of the neural network, ∂C

∂bl
j

and ∂C
∂wl

jk

,

where blj denotes the bias of the jth neuron in the lth layer,
and wl

jk denotes the weight on the connection from the kth

neuron in the (l−1)th layer and the jth neuron in the lth layer.
These derivatives can not easily be computed directly from
the loss function as it is generally defined in terms of outputs
and inputs to the neural network, not in terms of weights and
biases. Through backpropagation a set of equations to compute
the derivatives can be derived. The equations are presented and
explained briefly below.

In order to facilitate the equations for backpropagation some
new notation is needed. Let z =

∑
wixi + b denote the input

to a neuron’s activation function, and a = σ(z) denote the
output, where indices may be added according to the structure
above, to specify the position of the neuron in the network.
For the sake of clarity, let us from now on consider a neural
network with L layers, where the Lth layer is the output layer.

Let us define a quantity called the error δlj , which describes
how the loss changes with respect to the output from a
particular neuron through the equation

δlj =
∂C

∂zlj
. (1)

In vectorized form (1) may be written as

δl =
∂C

∂zl
. (2)

for each layer l. As shown by [5], the errors in the output
layer can be expressed as

δL = ∇aC · σ′(zL). (3)

where ∇a denotes the gradient with respect to a. The errors in
an arbitrary layer can be expressed as a function of the errors
in the subsequent layer, according to the equation

δl = ((wl+1)T δl+1) · σ′(zl) (4)

as also shown by [5]. Note that since δl is vector valued,
wl+1 is a matrix comprised all the weights for the neurons
in the (l + 1)th layer. Also note that the errors in the output
layer can not be computed with (4), since there is no (L+1)th

layer. From the errors in each layer, the partial derivatives that
comprise the gradient can be computed through the equations

∂C

∂blj
= δlj (5)

∂C

∂wl
jk

= al−1
k δlj (6)

Equations (3) - (6) provide the outline for an algorithmic
approach to computing the gradient in each step of gradient
descent. First the input to the neural network is fixed, and
all the internal inputs zl and outputs al are computed. The
errors in the output layer δL are computed through (3). (4) is
then used to find the errors for all other layers by propagating
the errors in the output layer backwards through the network
(hence the name backpropagation). From the calculated errors,
(5) and (6) can then be used to compute the derivatives in the
gradient.

As discussed in Section II-B there is an undesired phenom-
ena called overfitting. Overfitting is a major problem when it
comes to implementing ANNs or machine learning in general.
There are many techniques developed to prevent overfitting,
one of which is called regularization. This technique attempts
to enforce constraints on the neural network in order to avoid
overfitting or otherwise discourage undesirable properties [5].
Although there are also many different ways of applying
regularization, one method is called dropout. The algorithms
behind the dropout method involve modifying the neural
network while it is training. The goal with dropout is to
temporarily deactivate some percentage of the neurons when
dropout is applied on a layer. Neurons are chosen completely
randomly for deactivation and it is important to keep in mind
that the neurons are deactivated just temporarily and can
be restored afterward. Fig. 8 demonstrates how the dropout
method applied on a layer will work. While the network is
training, and the neurons are randomly deactivated out of the
network, other neurons have to somehow handle the process
and work instead of the absent neurons. This will gradually
result in reduced dependency of the network to have all the
internal neurons activated. The effect is that the network is
forced to become less sensitive and learn a more balanced
and general representation, which helps avoid overfitting.

The theory on artificial neural networks is extensive and
the above is only a brief overview of the relevant material.
For proofs or further explanations of the presented concepts,
see for example [5].
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Fig. 8: An example of a feedforward neural network with and
without applied dropout regularization. Note that the faded
neurons are only temporarily inactive during training of the
neural network.

D. TensorFlow and Keras

TensorFlow is an open-source machine learning framework
that can for example be used to implement artificial neural
networks on various platforms including standard CPUs and
GPUs [13]. TensorFlow was a product of Google Brain
Team designed to be an asset for the Google’s Machine
Intelligence research organization. Gradually it became more
popular among the other AI researchers due to its wide range
of application.

Keras is a high-level API designed specifically for ANNs,
that can use TensorFlow in the back end [14]. The Keras
documentation states that ”It was developed with a focus on
enabling fast experimentation. Being able to go from idea
to result with the least possible delay is key to doing good
research.” [14].

E. Power spectral density estimation

To extract information about the power content of a signal,
its power spectral density can be studied. As shown by [15],
the power spectral density RX(ν) of a time discrete stochastic
process X(n) can be defined as

RX(ν) = lim
N→∞

E


 1

N

∣∣∣∣∣
N−1∑
n=0

X(n)e−j2πνn

∣∣∣∣∣
2

 . (7)

As further detailed by [15], a natural first estimation of the
spectral density given a realization x(n) of X(n) is

R̂X(ν) =
1

N
|Fd[x(n)]|2 , (8)

where Fd denotes the discrete time Fourier transform. This is
a rough estimation known as the periodogram. In periodogram
estimations the energy from high peaks in the power spectrum
tends to leak into adjacent frequencies, a property known as
spectral leakage [16]. In order to decrease the variance and
spectral leakage other algorithms for estimating the spectral
density have been established.

In order to decrease the variance of the original periodogram
estimator we can split the signal x(n) into a number of

Fig. 9: Signal x[n] split into K equal length segments with
window function w[n] applied to each segment. Source: [16],
used with permission.

segments of equal length, compute the periodogram for each
segment and then average all the periodograms to find a mean
estimation. To decrease the spectral leakage, a window func-
tion with certain desirable spectral properties shown by [16],
can be applied to each of these segments. Fig. 9 shows this
methodology graphically. These modifications to the simple
periodogram results in an estimator called Bartlett’s method
[16]. Bartlett’s method has both lower variance and lower
spectral leakage than the periodogram. A disadvantage with
this method however is the window function has the majority
of its energy in the middle of each segment, while approaching
zero towards the edges of the segments, as seen in Fig. 9. This
essentially means that only a subsection of all available data is
used to compute each of the periodograms, since the samples
at the edges of each segment are virtually multiplied by zero.
Intuitively, an optimal estimator should take as much of the
available data as possible into consideration. In an attempt to
make better use of the data, we can instead split the signal into
a larger number of segments with a certain degree of overlap,
typically 50 % as shown in Fig. 10.

Fig. 10: Signal x[n] split into K equal length overlapping
segments with window function w[n] applied to each segment.
Source: [16], used with permission.

This approach produces an estimator called Welch’s method.
The use of overlapping segments in Welch’s method typically
results in an even lower variance, whereby it is generally
preferable over Bartlett’s method [16]. A more detailed review
of Welch’s method and other spectral estimation techniques
can be found in [16].

III. METHOD

In this section, the implementation of the sleep scoring
system using ANNs is described. An overview of the system
in its entirety can be found in Fig. 11, where all the steps are
visualized as a flowchart.

A. Experimental data

For this project, a set of data containing EEG and EMG
signals from five different rats was provided by the supervisor.
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Fig. 11: An overview of the sleep scoring workflow defining
the classification process.

The signals for each rat is separated into 19 800 segments,
each four seconds in length. These segments will henceforth be
referred to as epochs. The signals were sampled at a sampling
frequency of 500 Hz, so each epoch contains 2000 samples
of EEG signal and 2000 samples of EMG signal. In this
way, the dataset for each rat is formated in a 4000 × 19800
matrix. All the epochs have been manually labeled by the
researchers at Astra Zeneca, so for each dataset matrix there
is also a corresponding matrix of labels. The labeling data
is in a 6 × 19800 matrix shape where the columns show the
state of each epoch in the data matrix. The different states and
their corresponding label can be found in Table I. Epochs have
been assigned the labels X, 1 or 2 either when noise or other
discrepancies in the data are present or when an epoch contains

TABLE I: States and their corresponding labels.

Name State Label
W Wake [1 0 0 0 0 0]T

X Wake with artifacts [0 1 0 0 0 0]T

NREM non-REM sleep [0 0 1 0 0 0]T

1 non-REM sleep with artifacts [0 0 0 1 0 0]T

REM REM sleep [0 0 0 0 1 0]T

2 REM sleep with artifacts [0 0 0 0 0 1]T

a transition between states, so that multiple states are present
in one epoch. For example, state X may represent an epoch
where there is a transition between W and NREM, so that it
contains signals which can be both W and NREM. It may also
represent an epoch that contains signals corresponding to the
Wake state only, but with some noise or discrepancies in the
signal.

Fig. 12 shows a graph of the EEG- and EMG-signals over
500 consecutive epochs and their corresponding labels.

The five provided datasets are detailed in Table II. Note that
some of the datasets are a bit smaller, and that two (Rat 5 and
Rat 7) have a significant presence of artifacts in parts of the
signals.

TABLE II: List of datasets, their size and comments from the
researcher.

Name Length of recording Comment
Rat 3 22 h
Rat 5 18 h Signal loss at start. EMG not so good.
Rat 6 24 h
Rat 7 23 h Poor EMG.
Rat 8 24 h

Fig. 12: A 500 epochs long sample of the experimental data
provided by the supervisor.

B. Data manipulation

The original data is provided in Matlab format, but because
the TensorFlow and Keras are implemented in Python the data
was exported to Python using Scipy. It is more convenient
to manipulate the data in the same environment, as the data
become more compatible with the TensorFlow and Keras.
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As the main goal of the project is to build a sleep scoring
system which can classify among the main three stages i.e W,
NREM, and REM the epochs labeled to indicate presence of
artifacts or state transitions (labels X, 1 and 2) were relabeled
to their corresponding regular state (W, NREM and REM
respectively). This was done by writing a function which takes
the labeling dataset as input and goes through all the columns
one by one. If the column is labeled as state X then it is
transformed to the W label. Similarly, all the state 1 labels are
transformed to NREM and all the state 2 labels are transformed
to REM labels, so the result is that the data contains only the
main three sleep stages as it is shown in Fig. 4.

Since this remapping results in only three states, each state
no longer needs to be identified by a six element vector. The
labels for each class are therefore changed according to Table
III, in order to simplify computations.

TABLE III: Main states and their modified labels.

Name State Label
W Wake [1 0 0]T

NREM non-REM sleep [0 1 0]T

REM REM sleep [0 0 1]T

An observation over the data showed that the provided
data contains more than 70% of only the stage W. This
means that stage NREM and REM are rarely occurring in
the dataset, compared to W. This is an issue when it comes to
the training the neural network. To train the neural network,
some part of the data is chosen randomly as an input, then
the neural network starts to train by classifying the input data
and comparing it to the solution. If the input data contains
lots of the W stage then the neural network only familiarizes
with this stage. This results in a poor classification accuracy
when it comes to the validation since the neural network has
not learned the patterns of the other stages. It only makes an
assumption that all the stages are W. Therefore it is important
that the input data for training is somewhat balanced between
all the states.

To solve this issue of imbalanced classes, an algorithm
to generate more epochs with labels REM and NREM was
implemented. First, all REM and NREM epochs in the data
that had an adjacent epoch from the same state were identified.
By picking out half of the samples from two adjacent epochs
and forming a new epoch from those samples, an additional
epoch with the same state could be created. The process is
visualized in Fig. 13. Additionally, more epochs could be
generated by gradually skewing the ratio of samples picked
from the first epoch and the samples picked from its adjacent
epoch, as illustrated in Fig. 14. By varying the displacement
parameter d, shown in Fig. 14, the number of new epochs
generated from the adjacents can be controlled. The smaller
displacement that is chosen, the more new epochs are able to
fit within the original adjacent epochs. Enough new epochs to
approximately balance the classes were generated by choosing
different displacements d for REM and NREM.

C. Estimation of power spectral density
Fig. 2 shows the EEG and EMG signal patterns in the time

domain for the three different sleep stages. While the signals

Fig. 13: A new epoch is generated by taking half of the
samples from adjacent epochs.

Fig. 14: New epochs are generated by skewing the ratio of
samples from each of the adjacents by d samples.

are clearly visibly different, it is quite difficult to identify a
clear pattern for the neural networks to distinguish and learn.

Fig. 15 shows the pattern for the power spectral density
of each sleep stage. This was calculated by averaging the
periodogram of all individual epochs in each class from the
dataset of one of the rats (Rat 3). It is clear that the patterns
are much more distinguished in the frequency domain, as was
discussed in Section II-A.

Fig. 15: Mean periodogram for the three different sleep stages.
ν denotes normalized frequency. The patterns appear to be
more prevalent in the EEG signal.

Welch’s method, in the form of Scipy’s built in function
signal.welch, was used to estimate the power spectral density
of both the EEG and EMG signals separately for each epoch.
Default parameters were used for the estimation; 256 sample
length of each segment, 50 % overlap, density scaling and a
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Hanning window as window function. The signal.welch func-
tion was configured t o c ompute a  o ne-sided s pectrum. This 
resulted in a 256/2 + 1 = 129 sample estimate for each of the 
EEG and EMG signals. The estimated spectra for each epoch 
were then normalized with the integral of the corresponding 
estimate for the same epoch, which was computed numerically 
using Simpson’s rule. The original time domain data for each 
epoch was replaced with the estimated power spectra of the 
signals sequenced (first the EEG spectrum, and then the EMG 
spectrum). The new data was formatted in an equivalent form 
to the time domain data, resulting in a 258×19800 data matrix 
instead of the original 4000 × 19800.

D. Neural network model

A feed forward neural network model was implemented in
Keras using a TensorFlow back end. The input layer of the
neural network was comprised of 258 input neurons, since the
input would consist of the two power spectral density estimates
of the EEG and EMG signals, each 129 samples in length.
There were two hidden layers consisting of 125 and 75 neurons
respectively. The output layer of the neural network consisted
of three output neurons. Dropout regularization set to 20 %
dropout rate was used on the input layer and the hidden layers.

The rectified linear activation function was used for the
hidden layers. For the output layer the softmax activation
function was used to get a binary output, in compliance with
the previously defined labels.

Categorical cross entropy was used as loss function and the
Adam optimizer was used for training.

E. Single rat classification

The neural network was first trained and tested on the
dataset of one rat at a time. This will henceforth be referred
to as single rat classification. By shuffling the data and then
partitioning it, the dataset was randomly split into 5 % training
data, 5 % validation data and 90 % testing data.

F. Cross-rat classification

Next, there was an attempt to use the neural network for
cross-rat classification. This was done by first training and
validating on the dataset of one rat and training on another.
In this case the entire dataset of the rat that was trained
and validated on was used by shuffling and splitting equally
between training data and validation data. The entirety of the
dataset from the other rat was used for testing. The described
procedure was repeated for the combinations presented in
Table IV.

TABLE IV: Combinations for which cross-rat classification by
training on one rat was attempted.

Training & Validating Testing
Rat 3 Rat 8
Rat 5 Rat 6
Rat 6 Rat 8
Rat 7 Rat 6

In a second attempt at cross-rat classification the neural
network was trained on the dataset of two different rats.

The data was partitioned by shuffling and selecting half of each
dataset as training data and the remaining halves as validation
data. The entire dataset of a third rat was used as testing data.
The described procedure was repeated for the combinations
presented in Table V.

TABLE V: Combinations for which cross-rat classification by
training on two rats was attempted.

Training & Validating Testing

Rat 3 & Rat 6 Rat 8

Rat 5 & Rat 7 Rat 6

IV. RESULTS

In this section the achieved accuracies for each of the test
cases are presented in confusion matrices, see for example
Fig. 16a. A confusion matrix depicts the number of epochs
classified to each class as well as what the true class of
the epochs were, in a tabular form. The classification of
the implemented system is shown on the x-axis (”Predicted
Class”) and the actual label of the epoch is shown on the y-axis
(”True Class”). The main diagonal therefore shows the number
of correctly classified epochs. The bottom right square of the
confusion matrix shows the overall classification accuracy.

The gray squares in the matrix provide two additional met-
rics of the classification performance known as precision and
recall. The following example from [17] compactly explains
the concepts: A system for recognizing pictures of dogs is
given a number of pictures, only 12 of which depict a dog.
The system classifies 8 of all the pictures as dogs, but only
5 of these were actually of dogs. In this case, the precision
of the system is 5/8, while the recall is 5/12. This example
shows how the precision provides a metric for how many of
the samples classified to one particular class were actually
correct, while the recall is a metric for how many samples
belonging to a particular class that the classifier was able to
find.

A. Single rat

Resulting confusion matrices when training and testing on
each of the five rats separately are found in Fig. 16. Graphs
of how the loss and accuracy varied during training for Rat
3 are found in Fig. 18. Corresponding graphs for each of the
training sequences (both single rat and cross-rat) were nearly
identical and are therefore omitted.

B. Cross-rat

Resulting confusion matrices when training on one rat and
testing on another are found in Fig. 19. Resulting confusion
matrices when training on two rats, and testing on a third
different rat are found in Fig. 17.
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(a) Rat 3 (b) Rat 5

(c) Rat 6 (d) Rat 7

(e) Rat 8

Fig. 16: Resulting confusion matrices when training and
testing on each rat individually.

V. DISCUSSION

A. Result analysis

For single rat classification a general classification accuracy
between 89 % - 95 % was achieved depending on the rat
specimen, as seen in Fig. 16. Manual sleep scoring can have
an accuracy of around 83 % when evaluating the conformity
between different researchers [9]. It is important to keep in
mind that the accuracy of our classifier is evaluated on data
labeled by a single researcher, who does not achieve 100 %
accuracy herself, meaning that the true accuracy might not
be quite as high as indicated by our results. However, we
assume that our classifier has at least equal accuracy to that
of manual scoring, since our scoring conforms better to the
classification of one researcher than how well manual scoring
generally conforms between different researchers.

Given that some of the rats had datasets containing more
artifacts than others, as seen in Table II, this should be taken

(a) Training: Rat 3 & 6
Testing: Rat 8

(b) Training: Rat 5 & 7
Testing: Rat 6

Fig. 17: Resulting confusion matrices when training on two
rats and testing on a third rat.

into account when evaluating the performance of the classifier.
It is clear from Fig. 16 that the dataset with the most artifacts
(Rat 5) resulted in the lowest accuracy. However, for one of the
datasets that had no unusually high presence of artifacts (Rat
8), the accuracy was slightly lower than for a dataset that did
have significant artifacts (Rat 7). Given these circumstances,
there are no clear conclusions to be drawn regarding how
artifacts in the signals affect the performance of the classifier.
A natural assumption is that the classifier should perform
better on data without artifacts, but it is believed that other
factors play a bigger role in this case. For example, Rat 5,
which gave the lowest accuracy also had the smallest dataset,
with only 18 hours of recorded data, compared to 22-24 hours
for the other datasets. Consequently, the low accuracy may
just be attributed to the fact that the classifier had less data to
train on for Rat 5.

A challenge for automated sleep scoring systems is to be
able to generalize beyond one specific rat specimen. The
results in Fig. 19 show that the general classification accuracies
are significantly lower when training on the dataset of one
rat, and testing on another, despite the fact that an entire
dataset was used for training. The accuracies in this case varied
between 70 % - 82 % depending on the choice of datasets.

When extending the attempt at cross-rat classification to
training on the dataset of two rats, and testing on a third dataset
the general classification accuracies increased, as seen in Fig.
17. Specifically, the results show that training on the combined
datasets of Rat 3 and Rat 6 resulted in a significantly higher
accuracy than training on either of the datasets from Rat 3 or
Rat 6 separately when testing on Rat 8, as seen in Figs. 19a,
19c and 17a. The same result was achieved when testing on
Rat 5 and Rat 7 combined, or separately and testing on Rat 6,
as seen in Figs. 19b, 19d and 17b. It is also noteworthy that
when training on Rat 5 and Rat 7, which both had indications
of significant presence of artifacts according to Table II, a
very high classification accuracy of 92.9 % was achieved when
testing on Rat 6. This further upholds our belief that there are
more important factors than the presence of artifacts to take
into consideration.
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(a) Training accuracy over training epochs.

(b) Training loss over training epochs.

(c) Validation accuracy over training epochs.

(d) Validation loss over training epochs.

Fig. 18: Accuracy and loss for training and validation over
training epochs during training on Rat 3.

(a) Training: Rat 3
Testing: Rat 8

(b) Training: Rat 5
Testing: Rat 6

(c) Training: Rat 6
Testing: Rat 8

(d) Training: Rat 7
Testing: Rat 6

Fig. 19: Resulting confusion matrices when training on one
rat and then testing on another.

B. Method analysis

To feed the neural network, a more established and old
fashion way is to extract features such as standard deviation,
minimum amplitude, maximum amplitude, mean and energy
from the data and let the neural network train on these features.
However extracting features requires lots of calculation and
can in some sense not be considered as an automated machine
learning process. For that reason, to feed and train the neural
network with only the power spectral density is a state-of-the-
art approach in the field of machine learning. Our results has
proven that this method holds promise as an option to manual
sleep scoring as well as feature extraction based approaches.
There are a lot of ongoing studies aiming to develop methods
that require minimal data manipulation to train the neural
network. How our power spectral density based approach
compares to other automated methods is left for future studies
to explore.

C. Future work

The implemented method of using the estimated power
spectral density of the EEG and EMG signals as input to
a neural network has proved effective. A possible further
development of this method would be to explore what effect
the choice of estimator has on the performance of the classifier.
We believe that using Blackman-Tukey’s method for power
spectral density estimation may improve on the performance
of the sleep scoring, as this method has lower variance than
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Welch’s method that was used here. However, it is not well
known how a higher variance or lower resolution in the
spectrum affects the neural network’s ability of identifying
the patterns in the spectrum, so this is something for future
research to explore.

Currently the algorithms for sleep scoring is implemented in
such a way that the neural network is making decisions upon
each epoch individually. For future work it would be helpful to
extend the algorithm to where it can take the state of previous
epochs into consideration as well. We believe that considering
the previous epochs can help the neural network to achieve a
higher accuracy when it is difficult to make a decision based
only on one epoch. The idea is that when the neural network
is not able to make a solid decision due to e.g. bad data or
similarity in pattern between sleep stages, it can then look into
how the previous epochs were scored. If they were scored as
Wake it is more likely to be Wake in the current epoch as well.
This is valid because, the time difference between epochs are
obviously very short, and it is more accurate rather than the
neural network to make a wild guess.

For future work, it would also be interesting to study the
possibilities of implementing a sleep scoring system using an
unsupervised learning neural network which is more advanced
and complex. By implementing an unsupervised learning neu-
ral network the problem of labeling a large amount of data
manually would be eliminated which is the desired goal of
many medical researchers.

VI. CONCLUSIONS

An automated sleep scoring system using power spectral
density estimation and artificial neural networks was devel-
oped. The system was trained and tested on five datasets,
each from a different rat specimen. When trained on a 5
% subsection of a dataset from one rat, validated on a 5 %
subsection and tested on the remainder of the same dataset
the system reached an accuracy of 88 - 96 %, depending
on the rat specimen. When trained on the full datasets of
two rat specimen and tested on the full dataset of a third
rat the system reached an accuracy of 87 - 93 %. The
accuracy of the developed system is comparable to that of
manual classification. The developed power spectral density
based approach to automated sleep scoring thus seems to hold
promise as an alternative to manual scoring as well as to other
automated approaches. In addition, the high accuracy when
training and testing on different rat specimen is an indication
that the system is able to generalize well beyond a single
specimen, meaning it could potentially used on specimen that
lack labeled sampled data.
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Machine Learning for Sleep Scoring
David Ekvall and Rebecka Winqvist

Abstract—In today’s society, Artifical Intelligence (AI) has
become one of the most controversial research topics. The
Artifical Neural Network (ANN) is a form of AI designed to mimic
the human brain and is typically used for pattern recognition.
This is especially useful within the medical field where ANN:s
have already been implemented in a variety of applications.
This project focuses on the possibility of extending the use of
ANN:s to also be used to facilitate diagnosing sleep disorders, by
investigating how well they can classify sleep states in rats.

Two different types of network architectures were considered
in this project: one fed with information from one single sleep
state, and one fed with information from multiple consecutive
sleep states. The highest classification accuracy achieved by the
networks were 96.78 % and 97.02 % respectively.

The networks were fed with features extracted from the
provided Electroencephalography (EEG) and Electromyography
(EMG) data of the rats. This enabled a reduction of the
complexity of the ANNs, which resulted in low training times. It
was concluded that feeding the network with extracted features
from the data was a good approach, and that a network with
access to information about several sleep states classified with
the best accuracy.

I. INTRODUCTION

Sleep scoring plays an important role in diagnosing various
sleep disorders, such as sleep apnea, narcolepsy and insomnia.
In sleep scoring, typically EEG and EMG data is analyzed to
distinguish different sleep states in the patient, as well as to
provide a measure of the structure, organization and the quality
of sleep. Analyzing and classifying such data is a quite tedious
process and requires the attention of a physician. To instead let
a computer perform the classification would save both time and
money, as well as allow physicians to focus on more complex
tasks and further research.

There are currently two major difficulties with developing
an AI for sleep scoring. One is the placement of the electrodes
on the patient. The second is the fact that sleep structures
varies a lot from one person to another, making an AI trained
on a specific patient unsuitable for classifying sleep of another.

The main goal of this project is to develop a neural
network for classifying sleep states in rats and to investigate
the possibilities of generalizing the input data to enable the
network to classify sleep for more than one rat. On average
a rat is awake 75 % of the day, meaning the network should
classify with an accuracy higher than that. An accuracy below
75 % would imply that the classifier performs worse than a
constant guess of the wake-state.

The provided EEG and EMG data has been gathered from
five different rats and consists of 111 hours of sleep split
into 4-second epochs with data points sampled at 500 Hz.
We extracted and normalized five different features from each
epoch in each rat to be used as input to the neural networks.

Feature extraction reduces the amount of resources required
to describe large sets of data that could contain redundancy.

Choosing features that accurately represent the data is a
nontrivial task, as the features should be uncorrelated.

II. NEURAL NETWORKS

A. Network architectures

An Artificial Neural Network (ANN) can be viewed as
a weighted, directed graph, in which the nodes represent
artificial neurons. The connections between the neurons are
illustrated by the edges, with weight coefficients reflecting the
impact on the network of each individual connection [1] [2]
[3].

The artificial neuron is a mathematical function and the
fundamental building block of a neural network. The neuron
produces a single output, y, based on the inputs and their
corresponding weights [4], and the operation can be described
mathematically by

y = ϕ

(
n∑

i=1

wixi + b

)
(1)

where xi is the input with corresponding weight wi, b the bias,
and ϕ the activation function. The weights and the bias are set
by the network during training while the activation function
is chosen based on the original problem.

Depending on the nature of the network’s connections,
ANN:s can be divided into two categories [1]:

• feed-forward networks, in which there are no feedback
loops or connections between neurons occurring in the
same layer, i.e., all connections go in the same direction
(forward), and

• recurrent networks, in which feedback loops are present.
Examples of both types are depicted in Figure 1(a) and 1(b)
respectively.

x y

(a) Feed-forward.

x y

(b) Recurrent.

Fig. 1. Two examples of neurons in different network types.

A network consisting of only an input layer and an output
layer is called a single layer neural network, while a network
with any additional layers, referred to as hidden layers, is
called a multilayer network. The most commonly applied type
of networks are the Multilayer Feed-forward (MLF) neural
networks, consisting of neurons ordered into multiple different
layers [1]. For example, an L-layer network would consist of
one input layer (by convention not counted as a layer), L− 1
hidden layers and one output layer, sequentially connected in



322

F3c: SLEEP SCORING

x1

x2

x3

y1

y2

Hidden
layer

Hidden
layer

Input
layer

Output
layer

Fig. 2. An example of a 3-layer MLF network.

a feed-forward manner as described above [1] [2]. In Figure
2 a network consisting of three layers is depicted.

There is no universal optimal number of hidden layers and
neurons in a network. It rather depends on the complexity
of the problem and available data. For example, in some
applications, reducing the number of hidden layers may be a
very costly operation in terms of the total number of neurons
in the network [5], while in others two hidden layers have
proven sufficient [2] [6].

Among the different implementations of MLF networks the
most popular is the Multilayer Perceptron (MLP) [1]. An
MLP employs a non-linear activation function, which enables
the network to approximate almost any smooth function, and
highly non-linear functions in particular, hence the popularity.

B. Learning paradigms

There are three main learning paradigms for MLF net-
works: supervised learning, unsupervised learning and hybrid
learning, where the latter is a combination of the first two.
In supervised learning, also referred to as ”learning with a
teacher”, the network is provided with a training set, i.e.,
a set of desired input-output mappings, which allows the
network to adjust the weights to produce outputs as close to
the correct ones as possible [1] [3]. In unsupervised learning,
where the desired outputs are unknown to the network, the
network is instead forced to investigate correlations of patterns
in the input data and then by itself determine if and when the
performance is satisfactory [1] [2].

C. Backpropagation algorithm

The backpropagation algorithm is a training technique used
in supervised learning that utilizes a procedure known as the
method of gradient descent to localize the minimum of the
loss function [4] [7] [3]. The basic principle of the algorithm
is to evaluate the derivatives of the loss function with respect to
the weights and then propagate the errors backwards through
the network [8]. A summarized version of the algorithm is
presented below [4] [1]:

1) initialize network weights to small random numbers;
2) feed network with an arbitrary first input vector from

training data;
3) propagate the input forward though the network;

4) compute error signal by comparing the actual output
with the desired output;

5) propagate error signal back through the network;
6) generate new weights to minimize error;
7) repeat steps 2-7 with new input vector until error is

below a certain threshold.
For a more exhaustive description see [8].

In step 6 the new weight coefficients are determined by
using an optimization algorithm, typically a gradient descent
[4]. In gradient descent the idea is to minimize the loss
function, L, with respect to the weights and biases according
to [9]

winew
= wiold − α

∂L
∂wiold

(2)

binew
= biold − α

∂L
∂biold

(3)

where α is the learning rate specifying how far to move
the weights in the direction of the gradient. A low learning
rate would give more reliable training, but the optimization
will be time consuming. On the other hand, if the learning
rate is too high, the loss function might diverge [10]. In the
Adam Optimization Algorithm, an optimization algorithm that
utilizes gradient descent, the proposed initial learning rate is
α = 0.001 [11].

D. Activation functions

The weighted sum in (1) is described by

z =
n∑

i=1

wixi + b (4)

and can take on any value within the range (−∞,∞). This
sum, z, is applied to the activation function, ϕ, whose main
task is to produce a more comprehensible output.

In (4), the input is linearly transformed by the weights
and the bias. Thus, to enable a network to approximate
arbitrarily complex functions, ϕ must be chosen to be a
nonlinear function, such as sigmoid, tanh or Rectified Unit
Linear (ReLu) depicted in Figure 3.

One of the major drawbacks with both tanh and sigmoid
is the vanishing gradients phenomenon. From Figure 3 it
is clear that the gradient of both the sigmoid and the tanh
function evaluates to zero close to the boundary values of their
respective range. This means that the gradient will evaluate
to zero in neurons where ϕ(z) saturates, which means the
weights corresponding to such neurons will not be updated in
the backpropagation algorithm. The ReLu function does not
suffer from this problem for z > 0, making it the most popular
choice of activation function [12] [13] [14].

E. Multiclass classification

The output of a neural network is a vector in which each
element represents the probability of the input belonging to a
certain class. Typically, the activation function for the neurons
in the output layer is set to be the softmax function. Softmax
takes a K-dimensional vector of arbitrary values and produces
a K-dimensional vector where each element lie within the
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Fig. 3. The behavior of the three different nonlinear activation functions.

range (0, 1) and the sum of the elements evaluates to 1. The
function is mathematically described by

σ(z)j =
ezj∑K
k=1 e

zk
j = 1, . . . ,K (5)

and its output can thus be used to represent a probability
distribution over K different outcomes [15].

F. Loss function

As with activation functions, there exists a multitude of loss
functions. One example is the Cross entropy function widely
used in classification problems when labels, y, are assumed
to take values 0 or 1. The function measures the divergence
between two probability distributions and entails that a small
value of L corresponds to a similarity in the distributions, and
can be described by

L = − 1

n

n∑
i=1

[yiln(ŷi) + (1− yi)ln(1− ŷi)] (6)

where y is the desired output, ŷ the produced output and n
the length of the output vector. This is thus a way of learning
with logarithmic error metrics, a method proven less prone to
get stuck at local minimums [2].

G. Overfitting

Adding more neurons to a network will not necessarily lead
to better performance. In fact, too many neurons may cause
the network to memorize the individual input-output mappings
in the training set, rather than learning to generalize between
similar input-output patterns. This phenomenon is known as
overfitting or overtraining, and will cause poor performance
when the network is fed with inputs slightly different from
the inputs used to train the network [3]. Overfitting can be
prevented by either scaling down the network, i.e., reducing
the number of neurons, or by adding dropout [16] [17].

Dropout is a technique used to reduce overfitting by ran-
domly eliminating (dropping) edges in the network. Elimina-
tion of a neuron is equivalent to temporarily removing it from
the network along with its corresponding input and output
connections. The most basic implementation of dropout is to
set a fixed dropout-probability, p, for each individual neuron
and then assign p a value by either using a validation set
or simply by choosing p = 0.5, which has seemed to be an
optimal value in a large variety of implementations [17] [18].

H. Validation- and Training data

In supervised learning, pre-classified data is used when
training the network. This data set is further divided into two
sets: one training set, used to set the weights and biases, and
one validation set, used to provide a measure of how well the
network classifies unknown data.

The ratio between training data and validation data has a
big impact on the performance of the neural network and a
common practice is to use 70:30. A larger validation set would
provide a more nuanced representation of the performance,
while a larger training set would give the network more
information to base the setting of weights and biases on [19].

III. METHOD

The provided data contained artifacts, i.e., various distur-
bances mainly caused by poorly placed electrodes on the rats,
but also by several shifts between the different sleep states in
the data. This data was split into two sets, one where data still
contained artifacts and one where artifacts had been removed.
The number of samples in each set is presented in Table I.

The following five different features were then extracted
from each 4-second epoch of the EEG and EMG signals
respectively

• Standard Deviation
• Number of zero crossings

EEG features

W
SWS
REM

S
T

D
Z

C
S

k
e

w
.

K
u

rt
.

Epochs

M
a

x
M

in

Fig. 4. Relations between the different sleep states and the extracted features
from the EEG data.
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Fig. 5. Relations between the different sleep states and the extracted features
from the EMG data.

TABLE I
NUMBER OF SAMPLES IN EACH SET FOR EACH RAT.

Rat No artifacts Artifacts
Rat 1 19273 19800
Rat 2 15432 16200
Rat 3 21252 21600
Rat 4 20846 21600
Rat 5 15430 21600

• Skewness, a measure of the asymmetry of the probability
distribution of the data

• Kurtosis, a measure of how likely a certain extreme
outcome of the distribution is

• Number of local maxima and minima

These specific features were chosen as they have proven to
effectively represent the time series data of an EEG signal
[20]. Figures 4 and 5 visualize how the features relate to the
three different sleep states.

In this project two different kinds of networks have been
implemented; a point network and what we call a consecutive
network. In both types the number of hidden layers was set
to two and the number of nodes were chosen according to
the thumb rules presented in [6]. The different network archi-
tectures are presented in Table II and are further elaborated
throughout this section. Both network types use ReLu as their
activation function, Adam as optimizer and cross entropy as
loss function.

A. Input vectors

The feature vector for an individual sample, i.e., a 4-second
epoch, is described by

x =

[
xEEG

xEMG

]
(7)

where

xEEG =




xstd

xzc

xskewness

xkurtosis

xmaxmin




xEMG =




xstd

xzc

xskewness

xkurtosis

xmaxmin




(8)

All individual features for each rat were normalized to lie
within the range [−1, 1]. This was done to investigate whether
the networks in this project could be trained with one rat
and validated with another, i.e., to investigate whether feature
normalization would enable generalization of the networks to
use them to classify sleep states for more than one rat.

B. The point network

The point network was designed to classify a certain 4-
second epoch based solely on the features from that particular
epoch. The network was thus fed with a total of ten features,
five EMG features and five EEG features, and produced three
values corresponding to the probabilities of the sleep state
being either WAKE, SWS or REM as output, see Figure 6.

Before training the network all sample data was first orga-
nized into a set of feature vectors. This set was then shuffled
and split into one training set, containing 70 % of the data,
and one validation (test) set of the remaining 30 %. The
network was then trained by iterating over the training set
20 times. After the last iteration, the network was validated
with the test data to assess how well the network classified the
epochs. This entire procedure was repeated 60 times to obtain
a more accurate and reliable representation of the network’s
performance, as the shuffling of the data would provide the
network with a different training set and validation set for
each training session.

To investigate what impact any ambiguous sleep epoch
could have had when training the network, i.e., how these
epochs could have impaired the setting of the weights and
biases, an additional point network was implemented. For this
implementation an improved data set was created by feeding
the initial network with all sample data and removing all
epochs the network classified with an accuracy lower than
75 %. The new network was then trained and validated solely
with data from the improved data set in the same manner as
described above.

C. The consecutive network

After the point network the consecutive network was imple-
mented. It was designed to classify a certain 4-second epoch
based on feature information from both the particular epoch
in question, its n preceding sleep epochs, as well as its n
succeeding sleep epochs. The idea behind this implementation
was to provide the network with additional information about
a particular epoch’s adjacent states to improve classification
foremost of ambiguous states. It was based on the fact that if
an epoch is both preceded and succeeded by the same sleep
state, that epoch is very likely to belong to the same state.
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Fig. 6. The architecture of the point network. For simplicity, the single neuron
in the input layer here represents ten neurons, one for each feature in the input
vector x, and the single output neuron represents three neurons, one for each
sleep state probability.

TABLE II
TABLE OF THE DIFFERENT NETWORK ARCHITECTURES. CN IS SHORT FOR

CONSECUTIVE NETWORK.

Number of Neurons
Hidden Layer

Network type Input Layer 1 2 Output Layer
Point network 10 15 8 3

CN, n = 5 110 143 44 3

CN, n = 10 210 273 84 3

CN, n = k 20k + 10 26k + 13 8k + 4 3

Before training the network, the sample data was first
organized into a set of stacked feature vectors described by

S =







xk−n

...
xk

...
xk+n



,




xk+1−n

...
xk+1

...
xk+1+n



, . . . ,




xk+m−n

...
xk+m

...
xk+m+n







(9)

where each centered element within each vector, {xk, xk+1,
. . . , xk+m}, represents the feature vector of the epoch to
be classified. This set was then shuffled and divided into one
training set and one validation set with the ratio 70:30. The
training was executed in the same manner as for the point
network with the input now being 2n + 1 vectors instead of
one, see Figure 7.

To avoid overfitting in the consecutive network, 20 %
dropout on the input layer and 50 % dropout on each hidden
layer was added.

The results using the point network showed that Rat 1 was
the easiest for the network to classify correctly, while Rat 4
was the most difficult, see Table III under section Results.
Based on this information, it was decided only to use these
rats to find the optimal number of preceding and succeeding
epochs in the network architecture, i.e., the optimal n. Figures
8 and 9 under Results shows that the optimal n for Rat 1 and
Rat 4 was n = 5 and n = 10 respectively. Using these values,
two networks for every individual rat were then implemented.

D. Generalized networks
The idea of a generalized network is to use it to classify

sleep states for more than one rat. Three such networks

xk−n

...

xk

...

xk+n

...

...

... yk

Hidden
layer 1

Hidden
layer 2

Input
layer

Output
layer

Fig. 7. The architecture of the consecutive network. For simplicity, each
individual input neuron i, fed with input vector xi, here represents ten
neurons. The single output neuron represents three neurons, one for each
sleep state probability.

were implemented for each rat; one point network and two
consecutive networks, one with n = 5 and one with n = 10.

The process of training and validating these networks dif-
fered from the methods described in the previous sections.
The network was trained on all the data from one single rat
and then validated four times, one time for each of the rest
of the rats. The training data was still iterated over 20 times,
but since training set now was constant, there was no need to
repeat the training process multiple times.

IV. RESULTS

All results for networks trained and validated on individual
rats are presented as 95 % t-Confidence intervals. The clas-
sification accuracy of the point network and the consecutive
network with both n = 5 and n = 10 is presented in Table III
and Table V respectively. The accuracy for the point network
trained on data from the improved data set is presented in
Table IV.

The relation between the number of adjacent epochs, n, in
the consecutive network and the classification accuracy of the
network for Rat 1 and Rat 4 is depicted in Figure 8 and Figure
9 respectively.

The classification accuracy for the networks trained on one
single rat and validated with the data from the other rats, with
removed artifacts, is presented in Table VI. The results using
data with artifacts present is presented in Table VII. In both
tables, CN is short for Consecutive Network.

The overall highest obtained classification accuracy for the
point network was 96.78 % for Rat 1. For the consecutive
networks the corresponding accuracy was 97.02 % for Rat
1 in the network with n = 5. For the generalized networks
the highest accuracy was 94.95 % when training on Rat 2
and validating with Rat 1, which was achieved using the
consecutive network with n = 10.
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Fig. 8. Relation between the accuracy and the value of n in the consecutive
network for Rat 1. The dashed line goes through the median of the different
accuracy distributions.
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Fig. 9. Relation between the accuracy and the value of n in the consecutive
network for Rat 4. The dashed line goes through the median of the different
accuracy distributions.

TABLE III
THE ACCURACY IN THE POINT NETWORK.

Rat No artifacts Artifacts
Rat 1 0.973± 0.53e−3 0.961± 0.67e−3

Rat 2 0.920± 0.88e−3 0.907± 0.91e−3

Rat 3 0.962± 0.71e−3 0.952± 0.71e−3

Rat 4 0.898± 0.97e−3 0.878± 1.5e−3

Rat 5 0.951± 0.91e−3 0.944± 0.89e−3

TABLE IV
THE ACCURACY OF THE POINT NETWORK WITH AN IMPROVED DATASET.

Rat Rmvd. samples(NA/A) No artifacts Artifacts
Rat 1 698/1043 0.988± 0.41e−3 0.981± 0.41e−3

Rat 2 1936/1769 0.966± 0.57e−3 0.949± 0.89e−3

Rat 3 1127/1609 0.982± 0.39e−3 0.976± 0.52e−3

Rat 4 3630/4103 0.950± 0.69e−3 0.944± 0.70e−3

Rat 5 1080/1742 0.976± 0.61e−3 0.971± 0.53e−3

TABLE V
THE ACCURACY OF THE CONSECUTIVE NETWORK.

Rat n No artifacts Artifacts
Rat 1 5 0.976± 0.54e−3 0.965± 0.62e−3

10 0.975± 0.54e−3 0.965± 0.56e−3

Rat 2 5 0.930± 0.92e−3 0.917± 1.4e−3

10 0.934± 0.83e−3 0.923± 1.0e−3

Rat 3 5 0.969± 0.52e−3 0.962± 0.63e−3

10 0.968± 0.51e−3 0.962± 0.66e−3

Rat 4 5 0.933± 1.0e−3 0.912± 1.4e−3

10 0.938± 0.84e−3 0.925± 1.0e−3

Rat 5 5 0.957± 0.8e−3 0.955± 0.59e−3

10 0.956± 0.78e−3 0.955± 0.73e−3

TABLE VI
PERFORMANCE OF THE GENERALIZED NETWORKS. ARTIFACTS REMOVED.

Tested on
Trained on Rat 1 Rat 2 Rat 3 Rat 4 Rat 5

Rat 1
Point
CN, n=5
CN, n=10

90.58 %
91.45 %
91.75 %

90.57 %
91.20 %
92.46 %

86.36 %
87.18 %
85.31 %

83.81 %
88.46 %
89.90 %

Rat 2
Point
CN, n = 5
CN, n = 10

93.51 %
96.03 %
95.95 %

87.24 %
88.61 %
89.21 %

87.40 %
87.87 %
87.96 %

85.95 %
85.45 %
87.59 %

Rat 3
Point
CN, n = 5
CN, n = 10

94.86 %
96.21 %
95.54 %

87.44 %
88.84 %
89.94 %

80.14 %
80.14 %
82.90 %

93.24 %
94.53 %
94.80 %

Rat 4
Point
CN, n = 5
CN, n = 10

95.64 %
96.66 %
96.24 %

91.17 %
92.71 %
92.34 %

89.38 %
89.07 %
88.58 %

85.28 %
85.41 %
85.76 %

Rat 5
Point
CN, n = 5
CN, n = 10

95.93 %
94.48 %
92.93 %

86.47 %
86.73 %
87.58 %

94.75 %
94.91 %
94.29 %

83.58 %
81.51 %
82.75 %
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TABLE VII
PERFORMANCE OF THE GENERALIZED NETWORKS. ARTIFACTS PRESENT.

Tested on
Trained on Rat 1 Rat 2 Rat 3 Rat 4 Rat 5

Rat 1
Point
CN, n = 5

CN, n = 10

86.69 %
85.25 %
88.70 %

89.85 %
91.65 %
93.72 %

83.55 %
86.04 %
84.29 %

70.45 %
72.73 %
71.39 %

Rat 2
Point
CN, n = 5

CN, n = 10

91.96 %
93.76 %
94.95 %

86.86 %
87.25 %
87.84 %

86.79 %
86.74 %
86.28 %

67.71 %
74.84 %
71.47 %

Rat 3
Point
CN, n = 5

CN, n = 10

93.57 %
94.23 %
94.8 %

85.80 %
87.00 %
87.40 %

80.18 %
82.61 %
80.20 %

84.83 %
85.79 %
85.04 %

Rat 4
Point
CN, n = 5

CN, n = 10

92.33 %
94.28 %
94.54 %

88.9 %
90.82 %
90.75 %

87.18 %
90.23 %
88.75 %

74.53 %
67.60 %
63.88 %

Rat 5
Point
CN, n = 5
CN, n = 10

92.67 %
92.80 %
93.20 %

78.57 %
83.92 %
83.89 %

92.44 %
92.98 %
91.73 %

75.73 %
73.71 %
78.18 %

V. DISCUSSION AND CONCLUSION

It is important to take into account that all results, discus-
sions and conclusions in this project have been based on the
assumption that the provided data was 100 % accurate. It is,
however, very likely some of the data was faulty, which implies
the results could be slightly misleading.

A. Network architecture

In this project all networks consisted of one input layer, two
hidden layers and one output layer. This architecture proved
successful for our project, but there is, however, no way of
stating this would be the overall optimal solution for any given
problem.

When it comes to the number of hidden layers, there is
an incentive to increase the number of hidden layers if the
function to be realized by the network proves to be complex.
However, in many applications using only two hidden layers
could actually be sufficient. Increasing the number of hidden
layers, and thus also the number of neurons, would indeed
increase training time as well as the risk for overfitting, but
may on the other hand improve the network’s performance.
In other words, it would be impossible to present a general
optimal architecture for neural networks, as it depends heavily
on the problem to be solved and the given specifications.

Another tuning parameter is the dropout probability, p, in
the input layer and the hidden layers. By decreasing p the risk
for overfitting increases, while a too large p could result in
very few neurons in the network.

When comparing the results from the point network and
the two consecutive networks, we see that the consecutive
networks in general classified with a better accuracy. Although

they took longer to train than the point network, accuracy
was in this project a higher priority and we thus conclude
that a consecutive architecture is the preferred type for this
application.

B. The generalized network

As all data had zero mean and was normalized to make
it uniform, it was found to be possible to train a network
on data from one rat, and use it to classify sleep states of
another. Seen in table VII the data from Rat 1 performed well
on networks trained on any other Rat, while Rat 5 generally
performed the worst. Table VI shows that removal of artifacts
from the training and testing data causes the performance to
rise a significant amount.

C. Number of epochs in consecutive network

Increasing the number of epochs, n, in the consecutive
network resulted in an overall relative increase of accuracy
but also longer training times. There seems to be no obvious
optimal value of n that applies for all rats, see Figure 8 and 9,
which is assumed to be due to the divergent sleeping patterns
between the rats. We only chose to investigate for Rat 1 and
Rat 4, since the point networks for these rats performed with
the best and worst accuracy respectively, and assumed the
optimal n for the other rats to lie between

A rat with few sleep state changes should in theory be easier
to classify for the consecutive network, due to the observation
of adjacent epochs. Rat 4 and Rat 1 were specifically investi-
gated as their point network accuracy was the best and worst
respectively, see Table III. As this approach resulted in two
different optimal values of n for the two rats, we implemented
two consecutive network with n = 5 and n = 10 respectively
for each rat, as we assumed that the actual optimal value for
those rats would lie somewhere within the range [5, 10].

For both of these values of n, the consecutive network
performed better than the point network for all rats.

D. Feature extraction

Our feature extraction approach does not actually utilize the
network’s full capacity, as the main task for a neural network
is to find patterns within data sets. The more modern approach
would be to use data augmentation instead, which rather
involves expanding the base data set by adding additional data
points derived from the ones supplied. We chose to manually
extract features ourselves and feed them into the network as
that gave us better insight on the problem, as well as provided
us with the freedom to specify what features the network
should initially take into account.

We chose not to extract any additional features to feed into
the network, mainly due to the difficulties of finding more
suitable ways to represent the data without causing ambiguity.

E. Goals

Our main goal of reaching a classification accuracy of at
least 75 % was reached with great margin for both the point
network and the consecutive networks for all rats. Overall
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the generalized networks performed well and reached high 
accuracies. For Rat 5, however, the performance was quite 
poor, which probably can be explained by the large amount of 
artifacts in the data set. We conclude that generalized networks 
could be implemented in the future but it would require more 
extensive preprocessing of data.
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Testing a MIMO Channel for Stationarity
Gustaf André

Abstract—There is an increasing demand for better com-
munication networks, e.g. better data rates and an improved
bandwidth. As a response there is a lot of research being invested
towards MIMO systems as a possible solution.

In this paper data from a MIMO system with a fixed
transmitter (8 antennas) and a mobile receiver (4 antennas)
was investigated. The goal was to estimate the duration, during
which, the MIMO system could be considered stationary. This
was done by first estimating a correlation matrix for every time
sample and then using the Correlation Matrix Distance function
to measure how similar or dissimilar the different correlation
matrices were within fixed time intervals. This was looked at
from both the transmitter and receiver side. The result shows
that the stationarity lasts for about 1.34 seconds and 5.2 seconds
respectively for the receiver and transmitter.

I. INTRODUCTION

The Multiple-Input Multiple-Output (MIMO), meaning
multiple antennas at both the transmitter and the receiver,
technology has been around for more than 15 years. It started
out as a ’wild’ academic pursuit and because of the processing
power required it could not be realized. However since a few
years back the research interest has increased a lot thanks
to partly modern processing power. More specifically a lot of
the interest has been in Massive MIMO (MMIMO) technology
which in principle is the same as MIMO but with a lot more
antennas, often 10-20 times as many. An example of where
it will be deployed is the new 5G mobile network. MMIMO
offers a performance up to ten times the current 4G network,
better data rates, better link reliability and large improvements
in throughput, radiated energy efficiency and a very high
spectral efficiency [1] [2] [3].

However there are several challenges that needs to solved.
As the number of antennas increase so does the complexity of
the signal processing. Moreover if, say, the receiver antennas
are not fixed, e.g. mounted on a moving car the instantaneous
channel gains cannot be obtained at the transmitter. This leads
to the need of a statistical approach instead [4].

This project has looked into a similar scenario where 8
transmitter (Tx) antennas was fixed on the flat roof of a
building while the 4 receiver (Rx) antennas was mounted on
a moving vehicle. The data studied was taken from a radio
propagation measurement campaign where the vehicle drove a
mapped out route in Kista, Stockholm. Given this scenario, the
data can be modeled by a multivariate Gaussian distribution,
which in turn means that the statistical properties of the data is
described by the covariance matrix. The aim of this project was
to estimate this covariance matrix and to then use it to test the
underlying stochastic process for stationarity. This was done
by using the Correlation Matrix Distance (CMD) function
which compares how similar or dissimilar two matrices are.
The result was then used to estimate how long the stochastic
process could be assumed to be stationary.

II. BACKGROUND AND THEORY

This section will briefly go through the background and
theory in order to get an understanding of how a MIMO system
can be modeled and how the stationarity can be tested. Section
II-A briefly explains what a stochastic process is while section
II-B introduces a MIMO model and sections II-C and II-D
describes stationarity and how it can be tested.

A. Stochastic process and mean

A stochastic signal, or stochastic process, can be seen as
a signal consisting of several different (often infinite amount
of) functions, each function with their respective probability.
As such, a stochastic process needs a statistical description
[5]. A basic example of this would be coin tossing. If the coin
tossing is modeled as a stochastic process, C, where heads and
tails are respectively represented as ones and zeros and each
with a probabiliy of 50%. The stochastic process C would
have a mean of 0.5. However if a test of tossing the coin 500
times is done the outcome will highly unlikely have a mean
of 0.5 due to random chance [6]. This is true for any number
of repeats of the test. Furthermore each attempted test will
most likely have a different mean and can each be seen as a
different realization of the stochastic process C. By utilizing
these realizations an estimated mean of C can be calculated.
In general the more data each realization contains the more
accurate the estimation will be [5].

In general the observed estimated mean is described as

x̃ =
1

N

N∑
n=1

xi (1)

where N is the number of data points and xi is the ith data
point. It is well known that the more data points used the
closer x̃ is to the true mean value x̄ [7].

B. MIMO model

The antenna setup, as mentioned, had a fixed transmitter
(consisting of 8 antennas) communicating with a mobile
receiver (consisting of 4 antennas). The transmitter can send
different signals at the same time and frequency, which means
that the receiver antennas each receive multiple signals. Each
pair of Tx and Rx antennas can be seen as sub-channels to
the MIMO channel function which is a matrix. These sub-
channels can be represented by vectors and are, in general,
described as follows. Let nR and nT represent the number of
Rx and Tx antennas respectively. The sub-channel vectors at
the receiver can then be defined as h̄1, h̄2, h̄3, h̄4, ..., h̄nR

where each vector has a length of nT . These vectors can be
used to define a MIMO channel matrix H of size nR × nT .
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H =




h11 h12 . . . h1nT

h21 h22 . . . h2nT

...
...

. . .
...

hnR1 hnR2 . . . hnRnT




Where the hij th element corresponds to the sub-channel
between the ith Rx antenna and jth Tx antenna. To be
more precise, H consists of the frequency responses of all
sub-channels at a specific point in space and time, i.e. an
instantaneous channel transfer matrix [8].

If the MIMO channel is time invariant and frequency flat,
the constant channel gains can be estimated at the receiver
and fed back to the transmitter. However for mobile MIMO
channels, which is studied in this paper, the channels are time
and frequency dependent. This means that the matrix H can
be written as H(t, f), i.e. time and frequency dependent.
Though, according to [9], by utilizing Fourier transformation
and orthogonal frequency division multiplexing the channel
can be reduced to only being time selective. If the channel
is then modeled as a stochastic process and stationarity is
assumed the channel statistics (mean and covariance) are
constant. These can be estimated at the receiver. However the
stationarity assumption does not necessarily hold and as such
needs to be investigated [10].

C. Correlation matrix

In order to investigate the stationarity of the stochastic
process the correlation matrix is needed [10]. The chosen
model in this project to estimate this is the Kronecker model.
The Kronecker model assumes that the spatial Tx and Rx
correlation are separable. As such the full spatial correlation
matrix RH is given by

RH = RTx ⊗RRx (2)

where ⊗ is the Kronecker product and the Tx and Rx
correlation matrices are given by

RTx = E[HHH] (3)

RRx = E[HHH ] (4)

Where H is the instantaneous channel transfer matrix, HH is
the hermitian (complex conjugate transpose) of the matrix H
and E[ · ] the expected value operator [11]. In general the full
correlation matrix with discrete time can be written as RH(n).
In order to ensure a reliable estimate of RH(n) an averaging
of the different realizations from the bandwidth is needed.

D. Stationarity & CMD

The mobile MIMO channel can be considered stationary
when the correlation matrix RH(n) stays constant [10]. Thus
a method for comparing the different RH(n) is needed. A

suggested method to measuring this have been introduced by,
[12], which is the CMD. The CMD, in essence, compares the
inner dot product between two matrices and is normalized
to a range of zero to one. The largest value of the inner dot
product will be seen when the two matrices are of maximum
similarity, which in turn means that the CMD value will be
zero. The opposite is also true, i.e. minimum value of the
inner dot product corresponds to maximum dissimilarity and
a CMD value of one. Mathematically the inner dot product is
described as

〈R(t1)R(t2)〉 =
∑
i

∑
j

r∗ij(t1)rij(t2)

= tr{R(t1)R(t2)}
(5)

Using Cauchy-Schwarz inequality the maximum value of the
equation above, 5, can be expressed as

〈R(t1)R(t2)〉 = tr{R(t1)R(t2)}
≤ ‖R(t1)‖f‖R(t2)‖f

(6)

where tr is the trace function and ‖ · ‖ is the Frobenius norm.
Equation 6 can also be expressed as

tr{R(t1)R(t2)}
‖R(t1)‖f‖R(t2)‖f

<= 1 (7)

The CMD function can now be described as

CMD(R(t1)R(t2)) = 1− tr{R(t1)R(t2)}
‖R(t1)‖f‖R(t2)‖f

(8)

III. METHOD

Section III-A describes the measurements and data structure
while section III-B described how the estimations and test was
implemented.

A. Measurements and data structure

A frequency response was recorded every 5.33 ms at 162
different frequencies ranging from 2.6503 GHz to 2.6665 GHz.
By utilizing GPS a latitude and longitude position could also
be recorded, at an interval of one second. Table I gives a brief
overview of the measurement data and setup. The campaign
resulted in 5 different data-series and totaled to 198 files. Each
file contained the frequency response from all sub-channels
over 162 different frequencies over a period of 2000 time
samples (10.66 seconds). The only exception was the last
file for each data-series. To get a better visual understanding
the channel data can be seen as a four-dimensional function,
ch(Tx,Rx, f, t), where Tx corresponds to the eight antennas
at the transmitter and Rx to the four antennas at the receiver,
f represents the 162 different frequencies and t the 2000 time
samples. For example ch(1, 2, 3, 4) would be the frequency
response from the sub-channel between the first Tx antenna
and the second Rx antenna at 2.6505 GHz at time 21.32 ms. f
can also be seen as corresponding to 162 different realizations
of the stochastic process.
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TABLE I: Properties of the measurement campaign

Time sample interval 5.33 ms
Frequency 2.6503-2.6665 GHz
Bandwidth 16.2 MHz
Transmit antennas 8
Receive antennas 4
Wavelength 0.113 m
Number of frequency samples 162
Frequency sample spacing 0.1 MHz

B. General implementation

The implementation for finding how long the stationarity
lasted was all done in MATLAB. The first step was to extract
the MIMO channel matrices (H) from the data. Next the
correlation matrices RTx, RRx were estimated with the
equations 3 and 4 and by averaging over the bandwidth. The
averaging was done by calculating a mean based on all the
162 different realizations of H . Once this was achieved a
test for stationarity using the CMD function was done. The
implemented CMD algorithm can be described as follows.
First let RRx1 correspond to the RRx matrix at time n = 1,
thus in one file with 2000 time samples there will 2000 RRx

matrices. This leads to the following breakdown.

• Set a fixed sample interval to time average over, e.g. 77
• Calculate CMD(RRx1,RRxn) for n=2,3,4,...,77 and store

each result so that a mean over the interval can be
calculated and stored in a vector CMDresult

• Repeat for the next interval which in this example would
be CMD(RRx78,RRxn) n=79,80,81,...,154

• Repeat this for all the remaining samples

Essentially the fixed sample intervals correspond to a
fixed amount of time, e.g. a sample interval of 77 corresponds
to 77 × 5.33 = 410.41 ms. As such the CMD algorithm can
be used in order to see how many of these time segments
that have a CMD value outside a fixed constraint. More
specifically, the duration of which RRx and RTx can be seen
as constant, i.e. the duration of stationarity of the stochastic
process.

When all data files have been iterated through, the vector
CMDresult can be searched for all indexes outside a set of
constraints. In this case these were < 0.1, < 0.15, < 0.2.
The same process is done with RTx.

In an attempt to visualize the algorithm figure 1 and 2 are
presented. Figure 1 represents a whole data segment without
any interval splicing. Figure 2 represents the data being divided
into intervals of equal lengths, labeled 1 through 6. Let the
whole data segment consist of 2000 correlation matrices. This
means that each interval will have roughly 2000/6 = 333 cor-
relation matrices. Now according to the algorithm 333 CMD
values will be calculated for each interval, which will then be
used to calculated a CMD mean value. This can be displayed
with the example of interval 1 where CMD(RRx1,RRxn)
for n=2,3,4,...,333 will be calculated, which is then used to
calculate the mean CMD value of interval 1. The process is
repeated for intervals 2 through 6.

Fig. 1: A whole data segment

Fig. 2: Data segment split into intervals of equal length

1 2 3 4 5 6

IV. RESULTS

The numerical results from the CMD algorithm are shown
in tables II through VII and are split into the transmitter and
receiver side. Tables II to IV show the receiver results and
tables V to VII show the transmitter results. The first column
in the tables show the length of the intervals used. The second
column is the number of indexes in the CMDresult vector
outside the constraints and the number in parenthesis is the
total number of sample intervals. The third column represents
the second column as a percentage of the total number of
indexes in the CMDresult vector. For example in table II the
number of indexes in CMDresult outside of the constraint
is 143 out of 5096, i.e. 2.81%. The figure 3 to 10 shows a
graphical overview of the CMDresult vector. The y-axis show
the CMD value while the x-axis show the sample intervals.
This means that the graph presents the resulting mean CMD
from each sample interval.

The results indicate that if a CMD constraint is set to
<0.2 and no more than roughly 6% of the CMD values are
allowed to be outside the constraint. That the duration of
stationarity at the receiver is about 1.34 seconds and roughly
5.2 seconds at the transmitter. Another way of viewing the
duration of stationarity is by looking at how many meters it
lasts for. When looking at the average speed of the vehicle,
8.33 m/s, a stationarity lasts for roughly 11 meters and 43
meters respectively for the receiver and transmitter.

V. DISCUSSION AND FUTURE WORK

A. Discussion

The results show that an assumed stationarity does not
last for very long, only a few seconds. Furthermore there
is a proportionally large difference between the duration of
stationarity at the transmitter when compared to the receiver.
This is visually highlighted by the figures 3 to 10. If the
constraint is set to < 0.2 and the interval 539 is looked at,
then only 2.68% of the CMD values are outside the constraint
at the transmitter. In contrast with 17.89% at the receiver.
This suggests that there is a lot less spatial change in the
environment at the transmitter as opposed to the receiver.
Which is reasonable considering that the transmitter is at a
fixed position while the receiver is mobile.

The implemented algorithm for calculating the CMD is
quite simple and only looks at a given interval at a time. This
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TABLE II: Rx CMD constraint set to <0.1

interval length number of CMD ≥ limit
(number of intervals)

CMD ≥ limit in %

77 143 (5096) 2.81%
231 240 (1764) 13.61%
385 304 (1176) 25.85%
539 326 (784) 41.58%

TABLE III: Rx CMD constraint set to <0.15

interval length number of CMD ≥ limit
(number of intervals)

CMD ≥ limit in %

77 73 (5096) 1.43%
231 137 (1764) 7.77%
385 178 (1176) 15.14%
539 215 (784) 27.42%

TABLE IV: Rx CMD constraint set to <0.2

interval length number of CMD ≥ limit
(number of intervals)

CMD ≥ limit in %

77 41 (5096) 0.80%
231 92 (1764) 5.22%
385 117 (1176) 9.95%
539 141 (784) 17.98%

TABLE V: Tx CMD constraint set to <0.1

interval length number of CMD ≥ limit
(number of intervals)

CMD ≥ limit in %

77 18 (5096) 0.35%
231 39 (1764) 2.21%
385 68 (1176) 5.78%
539 76 (784) 9.69%
1000 89 (392) 22.70%

TABLE VI: Tx CMD constraint set to <0.15

interval length number of CMD ≥ limit
(number of intervals)

CMD ≥ limit in %

77 8 (5096) 0.16%
231 15 (1764) 0.85%
385 33 (1176) 2.81%
539 37 (784) 4.72%
1000 38 (392) 9.69%

TABLE VII: Tx CMD constraint set to <0.2

interval length number of CMD ≥ limit
(number of intervals)

CMD ≥ limit in %

77 3 (5096) 0.06%
231 5 (1764) 0.28%
385 19 (1176) 1.62%
539 21 (784) 2.68%
1000 25 (392) 6.38%

leads to it not being able to detect regions where a longer time
of stationarity could exist. For example a longer duration of
stationarity might be found if the vehicle was driving within
line of sight and in a straight line. On the other hand with
small intervals the algorithm quickly reacts to drastic changes
in the spatial environment. For example in a scenario where
the vehicle makes a sharp turn and is no longer in line of sight
of the transmitter.

B. Future work

There are several parts which could be expanded upon. One
example would be to look into how the environment looks like
at points of a high CMD value.

Fig. 3: Rx set with an interval of 77

Fig. 4: Rx set with an interval of 231

Fig. 5: Rx set with an interval of 385

Fig. 6: Rx set with an interval of 539
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Fig. 7: Tx set with an interval of 77

Fig. 8: Tx set with an interval of 231

Fig. 9: Tx set with an interval of 385

Fig. 10: Tx set with an interval of 539

This could be done by looking into what time stamp the
CMD value spikes and then cross-reference it to the GPS
coordinates. Another interest would be to distinguish whether
segments of the route are in line of sight or not and then
to compare the coordinates time stamps to the corresponding
CMD values.

Furthermore, [10], indicates that the CMD function may
underestimate the channels non-stationarity when compared
to other metrics. A problem which apparently becomes more
noticeable during non-line of sight. As such it would be
interesting to expand upon this project to include the use of
different metrics and methods to estimate the stationarity and
compare the performance.

VI. CONCLUSION

This paper presents, based on real data, how correlations
matrices can be estimated and an example of how it can be
utilized in order to test a MIMO channel for stationarity.

The produced results show that there is a large difference in
the duration of stationarity when comparing the results from
the receiver and transmitter. The reason for the difference is in
particular due to the MIMO channel being heavily dependent
of its’ spatial environment but also because the transmitter was
fixed in contrast to the receiver that was mobile.

A further look at the data could be of interest, especially a
comparison between different metrics and methods.
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Estimation of Statistical Properties
in a Mobile MIMO System

Torsten Molitor and Hilding Wollbo

Abstract—Several measures to evaluate the stationarity of
a MIMO radio channel are proposed and implemented. The
analysis is performed on a Kronecker model implementation of
the channel matrix covariance, which describes the statistical
characteristics and transmission properties of the radio channel.
The analysis involves calculating the Path Gain, Eigen Quotient
and Correlation Matrix Distance. A novel measure, Time of
Stationarity, is introduced based on the CMD and is seen to
correlate with changes in the Eigen Quotient.

I. INTRODUCTION

PROCESSING OF SIGNALS in systems with multiple
transmitting and receiving antennas is dependent on the

assumption that the radio channel is Wide Sense Stationary [1].
This is possible and has been shown in [2] and [3].

One of the main advantages of a Multiple Input Multiple
Output (MIMO) system is that a signal will be received at
several antennas so that the total received information can be
combined to improve the quality of the communication.

Another benefit of MIMO systems is that the spectral
efficiency and channel capacity can be increased by using
multiple independent data streams in transmission. If complete
information of the channel (CSI) is available this is achieved
by precoding schemes, allowing a number of data streams
as large as the rank of the channel covariance matrix to
be transmitted without mutual interference. With increasing
demand for wireless data rates, the study of MIMO systems
will become even more relevant.

In the case of a mobile transmission environment, e.g. a
car, the WSS assumption will only hold for a limited period
in time. Therefore it is important to develop methods by which
to estimate how long the environment can be trusted to keep
its statistical properties.

An explanation of the MIMO system model is given in
Section II. Here we use the theory of time continuous sig-
nal processing to derive some of the common mathematical
models used to analyze MIMO systems. In Section III we
introduce our implementation of the covariance estimation and
investigate methods by which to analyze a covariance matrix.
A wide range of measures are introduced which are then
employed in Section IV. The main analysis of the report is
conducted in Section IV. Therein some of the measurements
introduced in Section III, which are rather ambiguous when
viewed only in themselves, are combined into new methods
of evaluating channel characteristics. Discussion of the results
and their validity is done in Section V and is followed by a
conclusion in Section VI.

II. MIMO MODEL

A Single Input Single Output (SISO) transmission channel
in the frequency domain is modeled as:

Y (f) = H(f)X(f) +N(f), (1)

where X(f) is the transmitted signal, Y (f) is the received
signal, H(f) is the frequency response and N(f) is noise.
Now consider a transmission model with Nt transmitting
antennas and Nr receiving antennas. The resulting model is

Y = HX +N (2)

where X = [X1, . . . XNt
]T is the transmitted signal,

Y = [Y1, . . . YNr
]T is the received signal and N is noise.

The complete frequency response of the channel is modelled
as:

H(f) =



H11(f) . . . H1Nt

(f)

...

. . .

...

HNr1(f) . . . HNrNt
(f)


 (3)

where Hij is the frequency response of the system linking
the j:th transmitting antenna to the i:th receiving antenna.

In any real world implementation of a MIMO system the
channel will vary with time when the transmission envi-
ronment changes. Typical phenomena include transmitters or
receivers being mobile and moving scatterers etc. Therefore H
is modelled with a time dimension too. The resulting channel
model will be H(t; f) ∈ 4. In the time domain, each of these
elements can be visualized as a time varying impulse response
h(t; τ), exemplified in Figure 1.

For a stationary channel the impulse response can be
modeled as an LTI filter according to Equation (4).

hij(τ) =

S∑
k=1

αkδ(τ − Tk), αk ∈ (4)

TABLE I
GLOSSARY

MIMO Multiple Input Multiple Output
LOS Line of Sight
LTI Linear and Time Invariant
LTV Linear and Time Variant
CMD Correlation Matrix Distance
TOS Time of Stationarity
WSS Wide Sense Stationary
CSI Channel State Information
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Fig. 1. The magnitude |hij(t; τ)| of a single impulse response of the channel
matrix at four different points in time.

S is the total number of scatterers, αk is the complex
attenuation and phase shift constant and Tk is the delay of
the k:th path [4]. When estimating a time varying channel a
similar structure can be applied [5].

hij(t; τ) =

S∑
k=1

αk(t)δ(τ − Tk(t)), αk ∈ (5)

Modeling the channel as a sum of scatterers creates a pattern
like the one in Figure 1. Assuming that the evaluated environ-
ment is quasi-stationary, in that the position and orientation of
the antennas, as well as the position of the scatterers do not
change significantly during the estimation of the channel, we
assume that the amplitude of each attenuation constant αk(t)
is constant. The phase, however, is sensitive to even small
changes. Hence the phase of αk(t) is uniformly distributed
on [0, 2π] and thus αk(t) and hij(t; τ) are zero mean. The
impulse response of the channel is modelled as an LTV filter
according to Equation (5). The resulting output signal from
i:th to j:th antenna is given by the convolution in Equation
(6).

y(t) = hij(t; τ) ∗ x(t) =
∫ ∞

−∞
hij(t; τ)x(t− τ) dτ (6)

In the frequency domain, this is equivalent to:

Y (f) = Hij(t; f)X(f). (7)

The channel matrices H change rapidly, which motivates
the study of higher order statistics. Under the assumption that
the channel is WSS and that the scattering is uncorrelated,
the second order statistics stay constant over time and fre-
quency [6].

One practical second order statistic to evaluate is the co-
variance matrix, which contains information about angles of
arrival, average transmitted power and the degree of multipath
propagation in the channel.

TABLE II
MATHEMATICAL OPERATORS

(·)T transpose
(·)∗ conjugation
(·)H hermitian transpose
〈·〉 generalized inner product
{·} expectation operator

tr{·} matrix trace
|| · ||F frobenius norm

III. COVARIANCE ESTIMATION AND DERIVED MEASURES

The mathematical operators in this section are explained in
Table II.

A. Covariance extraction

The most general form of the covariance matrix of a MIMO
channel is

R = {vec(H)vec(H)H} ∈ NtNr×NtNr (8)

according to [5]. This method leads to a covariance matrix
containing the correlation between every pair of antennas in
the system. In the general case, this covariance matrix has a
dimension of NtNr ×NtNr.

Another, more compact, model is the Kronecker channel
model described in [7] as:

Hkron =
1√

tr{RR}
R

1/2
R G(R

1/2
T )T (9)

The channel is then completely described by the covariance
matrices calculated separately at the receiving and transmitting
antennas respectively. The covariance matrices RT and RR

are defined as:

RT = {HTH∗} ∈ Nt×Nt (10)

RR = {HHH} ∈ Nr×Nr (11)

by [5] and [6]. This model greatly decreases the complexity.
We can estimate RT across a number of sampled channel
estimates as:

R̂T =
1

N

nN∑
n=n1

HT (n)H∗(n) (12)

and R̂R with Equation (11) analogous to this. An estimate
R̂ will onwards be denoted R for the sake of brevity.

B. Correlation Matrix Distance

The Correlation Matrix Distance (CMD) is a measurement
introduced by Herdin in [6], defined as:

dcorr(R1,R2) = 1− tr{R1R2}
||R1||F ||R2||F

(13)

where dcorr ∈ [0, 1]. With R1 = R2, the CMD becomes zero.
Writing Equation (13) in vectorized form as:
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dcorr(R1,R2) = 1− 〈vec(R1), vec(R2)〉
||vec(R1)||2||vec(R2)||2

(14)

it becomes apparent that CMD measures the degree of
orthogonality between two covariance matrices in n×n space.
In this paper CMD is used interchangeably with dcorr.

C. Path Gain

The gain1 of the channel is given, through Parseval’s theo-
rem, as follows.

By using the channel model in Section II, assuming that
the transmitted signal is white noise on a limited frequency
spectrum and that there is no interfering noise, the total
received energy at the base station is:

∞∫

−∞

{|y(t)|2} dt =

fmax∫

fmin

{|Y (f)|2} df =

=

fmax∫

fmin

Nrpy df = pyNr(fmax−fmin) (15)

Where y(t) contains the signals from all the receiving
antennas and py the average received power per frequency
and antenna.

If the average transmitted power per frequency and antenna
is px, we may express py in terms of the covariance (see
Appendix A) as:

py
px

=
Nt

Nr
tr{R} (16)

With the covariance matrix estimation introduced in Sec-
tion III, the path gain of the channel response is then defined
as:

γ = 10 log10(
Nt

Nr
tr{R}) (17)

which is used as a metric to determine the rate of power
dissipation in the channel.

D. Eigen Quotient

The Eigen Quotient is a measurement of the quotient
between the geometric and arithmetic mean of the eigenvalues
of a covariance matrix R. It is introduced by the authors after
advice from their supervisor. A similar measure denoted “The
ellipticity statistic γ” is defined in [8].

qeig(R) =

N∏
i=1

N
√
λi

1
N

N∑
i=1

λi

=
N det{R} 1

N

tr{R}
(18)

with the property 0 ≤ qeig ≤ 1 . The quotient becomes unity
if all of the eigenvalues are equal and approaches zero if one

1“Gain” is used in favour of “Loss” to avoid terms such as “low loss”,
which could be interpreted as a “high gain”.

eigenvalue is dominant. Hopefully these properties might make
the Eigen Quotient a useful measurement in determining the
degree of multipath propagation and to evaluate changes in
the spatial structure of the channel.

E. Time of Stationarity

Time of stationarity (TOS) is a measurement derived from
CMD and introduced by the authors. Given a number of
covariances R = [R1, . . .RN ] sampled at intervals with
length τ (s), the TOS is defined in Algorithm 1 for each
i ∈ [1, N ].

Algorithm 1 TOS Algorithm
j = 0
while CMD(R(i),R(i+ 1 + j)) < 0.1 do

j = j + 1
end while
TOSi = j · τ

The Time of Stationarity (TOS) is used to measure the
forward duration of stationarity, by measuring the greatest
possible consecutive number L of matrices from a point i with
the property CMD(Ri,Ri+L) < ε. In the analysis ε = 0.1
was used.

F. Correlation Coefficient

One measurement used in calculating the correlation be-
tween two stochastic variables is Pearson’s correlation coeffi-
cient, defined as:

ρ =
cov(X,Y )

σXσY
∈ [−1, 1] (19)

The correlation coefficient measures how far two stochastic
variables are from a perfect linear correlation, with 1 and -1 in-
dicating perfect positive and negative correlation respectively.

IV. RESULTS

The analyzed data was collected from a channel sounding
campaign performed in Kista, Stockholm by Ericsson in 2008.
The measurements were carried out using a MIMO trans-
mission scheme with 8 receiving antennas at the stationary
base station and 4 transmitting antennas on a moving vehicle.
The obtained data was presented in files of 8x4x2000x162
frequency responses, where the third and fourth dimension
represent time and frequency samples. The data came as five
different recordings. Each recording had between 23 and 45
files corresponding to 244 s and 377 s respectively.

It was assumed that the channel estimation for each time
sample is an outcome of a wide sense stationary zero mean
process with uncorrelated scattering. The frequency dimension
was used to create a more accurate covariance estimate by
averaging over the frequencies.

The channel estimates were sampled with 5.3 ms and
the 162 frequencies spanned a 20 MHz band centered at
2.66 GHz. The calculations were implemented and performed
in MATLAB.
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A. Covariance implementation

Given the channel estimation H(n, f) sampled over time
and frequency, a general covariance estimation across all fre-
quencies and chosen time samples n1 to nN was implemented
as:

RT =
1

162 ·N

nN∑
n=n1

f162∑
f=f1

H(n, f)TH(n, f)∗ (20)

in accordance with Equation (12). The channel estimation
was split into sections over which the covariance was cal-
culated. The sections were non overlapping and had a length
(N ) of 20 samples, corresponding to 106 ms. At a speed of 30
km/h this will correspond to roughly 8 wavelengths which will
improve the covariance estimate. For the calculations in IV-C,
the resolution had to be increased to N = 2. However, when
using the route plot to visualize the transmission environment
the resolution was limited by the relatively slow and irregular
GPS update frequency, see Figure 2. Hence a length (N ) of
200 samples were used in the plots of Section IV-B.

34 36 38 40 42 44 46 48
0

2
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6

8
·10−2

Time (s)

C
M
D

CMD
GPS updates

Fig. 2. The CMD (between each consecutive covariance estimation) in relation
to the GPS update frequency for N = 200 in Eqn. (20), corresponding to a
new covariance estimate every 1.06 s in Section IV-B.

B. CMD spatial analysis

To get a general idea of how the channel covariance changes
during the measurements, the CMD between all subsequent
covariances was calculated along the route of the vehicle.

Mapping the calculated CMD:s to a color scheme, the
route was colorized and allowed for comparison between the
estimated data and the transmission environment as seen from
the map. The CMD was scaled with a linear saturating function
with slope k = 3, mapping all CMD:s ≥ 1

3 to a solid red. This
was done because the CMD was mostly in the range of [0,
0.4]. A CMD of 0 corresponds to black. The resolution of
the mapping was limited, and the CMD measure used in the
analysis only considered consecutive covariance matrices.

This resulted in a color scheme that detected changes that
were drastic enough to be noticed over 1.06 s, however a
“slow” change over a longer time interval would not be visible.

Overall, it is not possible to determine the complete trans-
mission conditions from the CMD mapping alone, but it gives
a general view of sudden environmental changes and regions
of homogeneity.

1) Case study, Recording 1: Part of recording 1 is shown
in Figure 3. When the vehicle passes the base station (BS) at
(A) there is large variation in the transmission channel even
though the path is straight, possibly because of large variations
in the scattering environment. At (B) there are several possible
causes of the spike in CMD, one possible interpretation is
the emergence into line of sight, another the sudden loss of
reflection from the building on the right side of the road. At
(C) there is a relatively long segment of high CMD, possibly
due to a rich scattering environment in combination with the
vehicle turning.
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Fig. 3. A segment of the first recording. The same color coding is applied
in the two following case studies.

2) Case study, Recording 3: The CMD colormap of
Recording 3 is shown in Figure 4. At (A) the vehicle passes out
of sight from the base station which is indicated by a sudden
increase in CMD, similarly to the same spot in Recording
1. After the turn into the section between the houses in
(B), the CMD is notably symmetrically low for the duration
of the whole hairpin turn, indicating that the transmission
environment is quite homogeneous. At (C), the car drives
along a straight path with a somewhat homogeneous scattering
environment, followed by a sharp spike in CMD at the turn.
The spike in CMD could possibly be due to a reemergence
into LOS, but this is not obvious just from viewing the map.

F4B: STATISTICAL PROPERTIES OF A MIMO SYSTEM

200

300

400

500

600

700

800

900

1000

1000

900

800

700

600

500

400

BS

A

C

B

Fig. 4. A segment of the third recording

3) Case study, Recording 5: A segment of Recording 5 is
shown in Figure 5. The base station is not within the frame of
the image but the green lines mark the direction in which it
is situated. At (A) the sudden change might be caused by the
loss of reflection from the house in the top left corner of the
image. The covariance matrices are somewhat affected by the
angle of incidence with regard to the base station, as can be
seen in the turns at point (B). However, this is not an obvious
general result. The route between points (B) and (C) seems
homogeneous which is confirmed by an unnoticeable degree
of change. At point (D) there is a sudden spike in the CMD,
which is most likely due to the reemergence into LOS and
change in the scattering environment.

C. Pointwise CMD expansion in time

Starting from a given point (Ri) in the covariance matrix
sequence, the CMD in comparison to the (L) following co-
variance matrices was calculated. This was done for each co-
variance matrix, using a sample length of N = 2 according to
Equation (12). The mean, µ, of all these pointwise expansions
was calculated and is presented in Figure 6 and Appendix B.
Taking the mean of all these covariance sequences gives a
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general description of how fast the channel changes, and also
an indication of the expected difference in channel charac-
teristics of a general urban environment. The resulting CMD
expansion grew rapidly with a high standard deviation. This
indicates that the mean of the CMD might only be used as a
relevant measure for time spans much shorter than a second.

The blue line in Figure 6 marks an upper bound of one
standard deviation, which means that 15 % of each measured
series will be above it. It is possible to conclude with 85 %
certainty that the CMD within 0.1 seconds from any point in
the measurements will be less than 0.1 (see the first horizontal
line in Appendix B). Likewise the CMD will be less than 0.2
within 0.6 seconds with 85 % certainty.
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Fig. 6. Short term CMD expansion. µ is the mean CMD expansion of each
point in the covariance sequence, σ is the standard deviation.

D. Path Gain Dependence of the Eigen Quotient

It has previously been shown that the degree of Path
Gain is crucial for the capacity of MIMO transmission
schemes [4], [9].
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3) Case study, Recording 5: A segment of Recording 5 is
shown in Figure 5. The base station is not within the frame of
the image but the green lines mark the direction in which it
is situated. At (A) the sudden change might be caused by the
loss of reflection from the house in the top left corner of the
image. The covariance matrices are somewhat affected by the
angle of incidence with regard to the base station, as can be
seen in the turns at point (B). However, this is not an obvious
general result. The route between points (B) and (C) seems
homogeneous which is confirmed by an unnoticeable degree
of change. At point (D) there is a sudden spike in the CMD,
which is most likely due to the reemergence into LOS and
change in the scattering environment.

C. Pointwise CMD expansion in time

Starting from a given point (Ri) in the covariance matrix
sequence, the CMD in comparison to the (L) following co-
variance matrices was calculated. This was done for each co-
variance matrix, using a sample length of N = 2 according to
Equation (12). The mean, µ, of all these pointwise expansions
was calculated and is presented in Figure 6 and Appendix B.
Taking the mean of all these covariance sequences gives a
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general description of how fast the channel changes, and also
an indication of the expected difference in channel charac-
teristics of a general urban environment. The resulting CMD
expansion grew rapidly with a high standard deviation. This
indicates that the mean of the CMD might only be used as a
relevant measure for time spans much shorter than a second.

The blue line in Figure 6 marks an upper bound of one
standard deviation, which means that 15 % of each measured
series will be above it. It is possible to conclude with 85 %
certainty that the CMD within 0.1 seconds from any point in
the measurements will be less than 0.1 (see the first horizontal
line in Appendix B). Likewise the CMD will be less than 0.2
within 0.6 seconds with 85 % certainty.
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point in the covariance sequence, σ is the standard deviation.

D. Path Gain Dependence of the Eigen Quotient

It has previously been shown that the degree of Path
Gain is crucial for the capacity of MIMO transmission
schemes [4], [9].
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By comparing the distribution of Path Gain with that of
the Eigen Quotient, some general trends with regards to
multipath propagation in comparison to transmitted power
were discerned.
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Fig. 7. A segment of the covariance sequence. “MP” signifies Multipath
Propagation characteristics, “LOS” marks regions with Line of Sight. A high
Eigen Quotient strongly correlates with a low path gain.

Studying Figure 7 we can see that the Eigen Quotient seems
to have an inverse relationship to the path gain. A low Eigen
Quotient is an indicator of one strong eigen value typical of
a dominant mode of propagation, most likely a LOS environ-
ment. This would indeed result in a higher path gain. The
high Eigen Quotient could be interpreted as the transmission
environment having many scatterers, which would decrease the
received power. However, this is not an obvious relationship.

Thus it seems that a low Eigen Quotient is a requirement
for higher path gain, indicating that the Eigen Quotient could
possibly be used as a measurement to determine whether or
not a MIMO channel is in a multipath or LOS condition.
However, the Path Gain is strongly dependent on the distance
between the transmitter and the receiver. By looking at smaller
segments of 100 samples separately, the Path Gain dependence
on distance was mitigated.

The correlation coefficient, Equation (19), between the Path
Gain and the Eigen Quotient was studied for all segments of
the covariance data. Looking at a set of separate scatter plots
in Figure 8, we can immediately recognize a more obvious
correlation than what was possible to see in Figure 7.

The average correlation coefficient across all channel
recordings was calculated to be ρ = −0.6628 with a standard
deviation of σ = 0.2652, indicating a negative and quite strong
linear relationship. The average linear coefficient fitted from
the scatter plots was calculated to be k = −15.7 · 10−3 with
a standard deviation of 9.4 · 10−3.

E. Time of Stationarity

Plotting the TOS of the channel in Figure 9, we see clear
triangular patterns emerge at locally homogeneous sections
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Fig. 8. The 3 series are 10 second series of the covariance sequence. The
different levels in Path Gain between the series are caused by differences in
the distance to the Base Station. The linear trend within each series indicate
that the Eigen Quotient is a good measure for deducing if the channel is in
LOS or a Multipath state.

with low CMD. Furthermore, these triangular patterns ap-
pear parallel to one another, indicating that there are several
“modes” of stationarity that the vehicle can be in at the same
time.

Another interesting behaviour is that an abrupt change in
the Eigen Quotient seemed to be related to a disappearance of
TOS, as seen in Figure 10. This would seem to be an intuitive
result, since a high TOS is related to stationarity in the channel,
and a stationary Eigen Quotient indicates a constant mode of
propagation. Therefore CMD could be used to detect changes
in the distribution of eigenvalues of the covariance.

Plotting the histogram for the distribution of TOS in Fig-
ure 11, we see a roughly exponentially declining pattern. The
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Fig. 9. A sequence of the CMD and TOS. The triangular patterns of the TOS
arise parallel to one another.
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Fig. 10. The end of the triangular patterns of the TOS appear simultaneously
to changes in the Eigen Quotient.

average TOS for the channel data was calculated to be 2.2 s
with standard deviation 3.3 s.

Comparing the distribution between the TOS and the Eigen
Quotient in Figure 12, it would seem that the regions of highest
TOS was correlated with a high Eigen Quotient. However,
this was likely due to population bias and a statistical analysis
failed to reveal any simple linear relationships.
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Fig. 11. The distribution of TOS in the channel as a histogram. µ is the mean
and σ the standard deviation.

V. DISCUSSION

In most of the analysis we limited ourselves to only making
covariance estimations over 20 sampled channel estimations,
corresponding to 106 ms. With a maximum vehicle speed
of 30 km/h, this time interval corresponds to a maximum
distance of 0.883 m, equivalent to 8 wavelengths, given the
sounding frequencies around 2.66 GHz. The implications of
this sample choice have not been studied directly in this
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Fig. 12. The distribution of TOS in relation to Eigen Quotient. The regions
with extraordinarily high TOS were all located in the range of qeig ∈ (0.8, 1).

report. Averaging over a longer time period would generally
result in a more accurate estimation of the channel, given
that the transmission environment remained constant. Should
the channel change rapidly, a longer averaging interval would
instead create a blurred and noisy estimation of the covariance.
For comparison, there was similar sounding conditions in [1],
but a longer averaging time interval, 166 ms, was used.
Future work, with similar conditions and CSI, could relate
the covariance averaging interval to the speed of the vehicle
instead of a set number of samples.

Extensive analysis was performed using the CMD, and it
was possible to estimate a general rate of change for the
transmission channel. The drawback (and benefit) of using
CMD is that it is a purely relative measure. By only comparing
each consecutive covariance it has to be taken into account,
that, if the changes in the channel were slow and gradual
enough, a large net change in the transmission environment
would remain undetected over time, leading to a false belief
in the channel being stationary.

The patterns that where discovered using the TOS measure
could be used to create a model for how to efficiently up-
date precoding schemes. By keeping in mind that previous
transmission characteristics might return, these processes can
be made computationally cheaper by avoiding new channel
estimations.

In this manner, one way of analyzing the environment would
be to compare new trends to both recent and less recent trends.
The transmission environment is not necessarily changing
continuously to new states. Oftentimes, a new change in the
transmission environment would revert to a prior state, which
is exemplified by the parallel triangles emerging when plotting
the TOS measure.

The most practically promising result was the very strong
negative correlation obtained between the Path Gain and the
Eigen Quotient, which enabled us to estimate the degree of
multipath propagation in the channel. This is useful since
the Path Gain is more dependent of the distance between
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transmitter and receiver than the line of sight conditions. That
way, in using the Eigen Quotient to determine LOS, there is
no need to normalize by distance.

The most abstract part of the analysis conducted was
probably the comparison between the Eigen Quotient and the
TOS. We investigated if there was a simple linear relationship
between the Eigen Quotient and the TOS, but the analysis
was biased due to 58 % of the data being in the range of
qeig ∈ (0.8, 1). However, we found that abrupt changes in the
Eigen Quotient was strongly correlated to the end of a TOS
triangle, i.e. indicating a spike in CMD.

Exploiting multipath propagation in MIMO systems is
central during the development of modern wireless network
schemes, we believe that future studies involving the measures
we have proposed in this report, applied in more diverse
environments, is needed in order to determine their potential.

VI. CONCLUSION

In this report we introduced four measures to be used in
the assessment of the statistical properties of MIMO radio
channels. The introduced measures were implemented in an
environment with perfect CSI, in the form of a large file
containing the frequency response of an 8x4 MIMO system.
Evaluating the different measures, we confirmed relationships
between the Eigen Quotient and the Path Gain, as well
as between the Eigen Quotient, the CMD and the herein
introduced TOS.

APPENDIX A
DERIVATION OF AVERAGE TRANSMITTED POWER
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APPENDIX B
MEAN CMD EXPANSION ANALYZED IN SECTION IV-C

Time (s) µ µ + σ

0.011 0.012 0.027
0.032 0.030 0.065
0.053 0.039 0.082
0.074 0.046 0.092
0.106 0.053 0.104
0.117 0.055 0.108
0.159 0.061 0.119
0.201 0.067 0.129
0.254 0.073 0.140
0.307 0.079 0.150
0.403 0.089 0.171
0.509 0.098 0.190
0.604 0.106 0.204
0.700 0.112 0.216
0.806 0.118 0.227
0.901 0.123 0.236
1.007 0.128 0.244
1.505 0.143 0.268
1.993 0.153 0.282
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HOW THE INNER WORKINGS OF SNAPCHAT CAN HELP DIAGNOSE CANCER
Imagine you just came out of the shower and received a Snapchat. With your interest peaked you 
want to open the Snap and reply immediately. However, your hair is looking like a bird’s nest. To 
your help you have Snapchat’s pattern recognition algorithm that recognizes your face and gives 
you a makeover. What a relief! But is pattern recognition only a gimmick?

Classification algorithms are not only used as toys to swap faces with your dog, it has vast applications in 
medicine and technology. The same underlying algorithm can also be taught to recognize a tumor in a scan 
of your brain, or to recognize your license plate number so you no longer need to stop at a toll station. The 
applications are endless and not always noticeable. If you just opened your phone using your finger you 
might have been making use of a classification algorithm without even knowing.

However, there are reasons for concern. With improvements in pattern recognition, privacy is on the line. 
Imagine if everyone were able to infer your political or religious views from your shopping habits or the 
movies you prefer, without ever having to meet you. Today, companies are already gathering and using in-
formation about you and selling them to third parties who can use this for any purpose they want.

This is not to say artificial intelligence cannot do good. For instance medical doctors will have computer ad-
visors helping them diagnose uncommon diseases, cancer will be recognized by machines specialized only 
at detecting cancer and spread of infection will be predicted before they occur.

Currently students at KTH Royal Institute of Technology are looking at ways of implementing pattern- and  
object recognition on different classification problems. In the spirit of object- and pattern recognition, the 
students have applied their skill and imagination on different problems.

The scope of this current project might be small, but the lessons learned could be applied on a larger scale. 
Perhaps saving the environment or treating cancer patients with a much higher precision and success rate 
than ever before. What the future holds is hard to know. But maybe, by observing pictures of the past, we 
can classify what it might bring.
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In recent times the amount of data available for 
companies and researchers has increased expo-
nentially. These volumes of data are commonly 

referred to as Big Data and have led to an increased 
interest in possible applications of this knowledge. 
However, just letting a computer go through all data 
manually would be a waste of time and resources. 
New ways of classifying and clustering data that are 
fast, efficient and accurate are needed.

In light of this, a great amount of effort and research 
has been put into Artificial Neural Networks that 
have shown good performance on classification and 
clustering. By using a classification Neural Network 
or one that organizes data, it is possible to extract 
intrinsic similarities of the data. This could lead to a 
greater understanding of underlying trends or pat-
terns and limit a set of data to what is relevant for the 
task at hand. Be it to classify potential cancer cells 
from a massive amount of medical data or to recom-
mend a good movie to watch on a Friday night. 

Project group F5 has focused on recommender sys-
tems which can predict new items for users based 
on their past behaviour. In this project different al-
gorithms from two subclasses of recommender sys-
tems, Collaborative- and Content-based filtering, 
have been implemented and tested. The algorithms 
can predict movie ratings from a given dataset. The 
efficiency of the algorithms has been measured by 
calculating the error between rated movies and their 
predicted ratings. The results were assessed by com-
paring them with previous researches in this area.

The principle behind recommender systems has 
applications in all service and retail oriented busi-
nesses. With large inventories that are too large for 
customers to sift through, there is an increased need 
to provide the customers with the tools to process the 
data and extract relevant information effectively. For 
recommender systems, it means that large amount of 
data on users’ behaviour is analysed to recommend 
new items. This gives a better user experience for the 
consumers who get relevant items recommended, 
e.g. movies, music, ads and much more. For the ven-
dors, it means an increase in sales. Overall, recom-
mender systems contribute to a better quality of life, 
optimization of service and economic growth. 

Project group F6 has examined how the perfor-
mance of image classification problems changes 
when a transparent barrier is introduced in the im-
age. Specifically, the goal was to determine whether 
machine learning is a viable approach for this type 
of problem.

The results seem to indicate that performance on 
the images with barriers is high enough to make the 
approach feasible in real-world applications. Howev-
er, the performance on the barrier sets is significantly 
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worse than the performance on clean images. The dif-
ference in performance may be due to the usage of a 
single layer network and might disappear if tested on 
another network. The effectiveness of the algorithms 
becomes even better in the instances where training 
was conducted on datasets that included some bar-
rier images. Since collection of data is normally easy 
for the actors that may want to utilise this method, 
such datasets can easily be created. This speaks fur-
ther to the benefit of adopting a machine learning 
approach in a wide range of applications including 
retail and surveillance.

Classification of obscured images could potentially 
help identifying criminals where the person in ques-
tion may be behind a car window or similar. It could 
also improve the day to day life of people in the form 
of easier shopping where cashiers are not needed. In-
stead cameras would keep track and identify all ob-
jects a customer removes from the store.

A continuation of this problem could be to evalu-
ate performance as a function of barrier thickness, 
distortion, color change etc. One may then be able to 
do predictions on real world data, in which the bar-
rier takes different forms. This type of project would 
also reveal the limitations of this kind of technology. 
A further continuation of the project could be to rec-
reate the current project using a larger dataset and 
a more advanced network in an attempt to increase 
its performance. This would reveal the upper bounds 
of performance with the machine learning approach 
and allow us to evaluate if it would be suitable for real 
world applications.

The main objective of the projects is to contrib-
ute to a better quality of life. With the vast applica-
tions in e-commerce as well as medicine, there is a 
continuous need for improvement. Wherever there 
are large amounts of data that have to be processed 
and interpreted, the work in this area may lead to 
improvements in everyday life by saving time and 
making recurring tasks simpler. It may also improve 
research by saving time for researchers and finding 
new, previously unnoticed, patterns by being able to 
process more data than humans ever could.

Future work within the topic of these projects can 
be extended to better classify objects as well as pre-
dict user behaviour. To better predict user behaviour 
in recommendations, work in hybrid systems may be 
of interest. Further improvements in the projects can 
be done with larger datasets or in different areas of 
application. More complex algorithms and different 
methods can also be explored in order to increase 
performance.

IMPACT ON SOCIETY AND ENVIRONMENT

There are several ways in which Big Data and AI 
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could impact society. Perhaps the scariest is the 
breach of privacy. In modern society most people, if 
not all, leave a substantial data footprint. In the case 
of machine learning it is possible to extract behav-
ioral patterns and by extension, things like political 
and religious views. One concrete example is the 
suggested citizen rating system in China, where each 
citizen gets benefits/demerits based on things like 
their movie preferences and how highly rated their 
friends are. Potentially positive aspects include mov-
ie recommendations, automated shopping and pre-
dicted medical conditions. However, it is important 
to note that data analysis is not feasible without ac-
cess to large amounts of data. In order to benefit from 
these new tools, the public must be willing to surren-
der some data to a second party. This brings the need 
for strict regulation and control when it comes to the 
use, gathering and handling of data. 

When the applicability of AI increase it will re-
sult in a reduced need for human labor. The unem-
ployment issue is a pressing one, as this is likely to 
happen and in fact is already happening as we speak. 
The issue is not entirely new, as the shift of technol-
ogy has always impacted the labour force, either in 
terms of its size or its composition. However, this 
change might be different, as it is not only happen-
ing very quickly but also affects almost all sectors. 
For perhaps the first time, new jobs may not appear 
to replace the ones that are bound to disappear. The 
results of this change may be devastating for an un-
prepared society. In contrast, fewer people required 
to work could bring a surge in culture and human ex-
pression. It is vital to introduce a support system for 
those affected to have a chance for other employment 
or financial support. There is also a need to think 
about the necessity of using a machine as a replace-
ment and when it is appropriate. However, the bene-
fits outweigh the risks if society is willing to adapt to 
the inevitable changes.

The use of Big Data requires large scale storage 
on servers, which run on electricity all hours of the 
day. Larger amount of data will increase the require-
ment of servers and computational capacity which 
will raise energy consumption, and affect the envi-
ronment negatively. However, by finding new ways 
through optimization and automatization we could 
reduce our carbon footprint substantially. This could 
also lead to new jobs by opening up new sectors and 
a better quality of life by freeing up time spent on me-
nial tasks.
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Recommender Systems for Movie
Recommendations

Toni Hinas and Isabelle Ton

Abstract—Recommender systems are becoming a large and
important market, with commerce moving to the internet and
the ability to keep a larger stock of products, one of the biggest
hurdles is to organize and show the right product to the right
customer. Recommender systems aim at tailoring their products
based on their customer need, by predicting how much a user
would like a particular product. The recommender systems
implemented in this project are within Collaborative filtering
(CF) and Content-based filtering (CBF), with a final hybrid
system based on combining the systems of CF and CBF. The
aim is to evaluate how features such as number of latent factors,
regularization factor and learning rate affect prediction accuracy
for CF using Matrix factorization and compare the Root-mean
square error (RMSE) for the three different systems.

Collaborative filtering using matrix factorization resulted in
lower RMSE than CBF and the largest factor in lowering
error was learning rate. The results did indicate that CBF
might perform better than CF when the user-base is small,
while also having possibility of somewhat different functionality
by recommending products which themselves are similar. The
Hybrid recommender system had the lowest RMSE but with
insignificant improvements from that of the CF method.

I. INTRODUCTION

Recommender systems are an essential part of any busi-
nesses wanting to make a higher profit of their assortment.
But the reason it has such a large effect is because the value it
brings to the customers. As such, recommender systems can
be described as a service that helps users find what they like
[1].

One class of recommender systems is called Collaborative
filtering (CF), in which predictions are made based on the
knowledge of the preferences of other users. By grouping
people with similar taste, the natural conclusion becomes that
that they might also like what one user has shown interest in
[2]. Collaborative filtering is, according to [3], one of the most
important techniques to promote new items and increase sales.

Other methods include Content based filtering (CBF), which
bases the recommendations on the similarities between the
items the user likes. For instance it might recommend an
action movie based on the number of action movies that a
user have seen [1]. These two systems are often combined in
a hybrid recommender system, which bases recommendations
on the similarities a user has with another user, as well as the
similarities between the items a user likes.

This study will cover CF and CBF methods for recom-
mender systems and will combine these two into a hybrid
recommender system. The CF method will be implemented
using Matrix factorization (MF) in the form of a model based
collaborative filtering, and will further evaluate how factors
such as learning rate, regularization factor and number of
latent factors affect the resulting RMSE. The CBF method

will be implemented using term frequency-inverse document
frequency (tf-idf). It will also evaluate the efficacy of these
three recommender systems in terms of resulting RMSE. Each
of these recommender systems are discussed separately and
then compared. All recommender systems will be evaluated
using the MovieLens dataset of 100004 ratings [4].

II. MODELING TECHNIQUES

A. Matrix factorization

A recommender system can be modeled as a matrix, where
the rows represent the users, and columns represent the items
of interest, in this case movies. The matrix contains ratings
provided by the users, and is often very sparse [5]. As we
are dealing with many dimensions, it is not efficient to calcu-
late every single rating separately. With matrix factorization
however, the dimensionality is greatly reduced by instead
calculating two low-rank matrices which are multiplied to
reconstruct the original matrix size [2].

One implementation of collaborative filtering is the latent
factor model. The idea behind this is to characterize items and
users with a number of factors [6]. In the context of movie
ratings, the factors for the movies could be visualized as the
extent of a certain genre, or other less obvious qualities found
in a movie. However, what these factors in reality represent
is not explicitly decided, but implicitly learned by the system
[6].

Matrix factorization is, according to Koren et al. [6], one
of ”the most successful realizations of latent factor models.”
It has become popular in recent years because of its good
scalability and predictive accuracy [6], and is known for
being used in the Netflix prize competition.

The matrix factorization model defines two low-rank
matrices, P and Q respectively. These are mapped to a
joint space Rk of dimensionality k which is the number of
latent factors [6]. The full matrix with ratings is represented
by Rm,n where m is the number of users and n is the
number of items. The user matrix P is thus represented by
an (m× k) matrix, whereas the Q is made up of an (n× k)
matrix. The full prediction matrix can then be calculated
by R̂m,n = P × QT . Each user is represented by a user
vector pu ∈ Rk and each item represented by an item vector
qi ∈ Rk. For an item i, the elements of qi measures the extent
of which the item is possessing the latent factors, positive or
negative. For each user u, the elements of pu measures the
extent of interest a user has in the corresponding factors. By
calculating the dot product qi

T pu, we get a representation
of the user’s overall interest in the item’s characteristics [5]
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[6]. This is the approximation of a user u’s rating of item i,
denoted r̂ui. The approximation will from here on be referred
as prediction, which is given by

r̂ui = qTi pu. (1)

To calculate the predicted ratings we have to find values of the
vectors qi and pu for each user u and each item i such that
they minimize the squared error of the observed and predicted
rating, while also avoiding overfitting. This results in a loss
function [6] defined as

L = min
q�,p�

∑
(u,i)∈Ω

(rui − qTi pu)
2 + λ(‖qi‖2 + ‖pu‖2) (2)

where Ω is the training data and λ is the regularization factor.
The prediction error is defined as the difference in rating and
prediction

eui = rui − qTi pu. (3)

The loss function is defined as the values of pu and qi for
all u and i that minimizes the error between the ratings
and predictions. By fine-tuning the variables, it is possible
to approach a minimum, i.e. a prediction matrix with a small
error as possible within the limits of the loss function.

B. Overfitting and Regularization

A model which is overfitting data can not generalize well
to new information because it is modeled too precise to the
training data. The goal is to create a model such that it can
detect a general pattern for the existing data points while also
be applied to the unseen data, also called test data, of the same
data set. Machine learning algorithms are particularly at risk
of overfitting [7]. However, by controlling the regularization
factor λ, it can be prevented.

C. Bias terms

Other factors that needs to be taken into consideration to
produce more accurate predictions are the bias terms. While
equation (1) takes account for the interactions between users
and items, biases between users and items are not represented
as they are ”independent of any interaction” [6]. With these
terms we are able to catch systematic tendencies, e.g. if a user
is always giving a high or a low score, and reduce the observed
ratings to their unbiased value which can then be compared
to the factor model. Thus, we get the approximation

bui = µ+ bi + bu, (4)

where µ is the global average, bu is the average rating given
by user u, and bi is the average rating of item i. The bias term
bui extends the prediction [5] [6], yielding

r̂ui = qTi pu + µ+ bi + bu. (5)

It follows that equation (2) and (3) are extended with the bias
term as well. Thus, the final loss function to minimize [6] is

L = min
p�,q�,b�

∑
(u,i)∈Tr

(rui − µ− bu − bi − qi
T pu)

2+

λ(‖pu‖2 + ‖qi‖2 + bu
2 + bi

2)

(6)

with the error defined as

eui = rui − (qTi pu + µ+ bi + bu). (7)

The challenge of matrix factorization is the computation of
the user and vector matrices, pu and qi [6]. There are various
machine learning algorithms for this, with different benefits
depending on the objective. One of them is Stochastic Gradient
Descent, which has been favored because of its computational
efficiency.

D. Stochastic Gradient Descent

The Stochastic Gradient Descent (SGD) is an algorithm
which minimizes an objective function by calculating the
gradient and taking a step in the opposite direction in order
to reach the minimum [6]. This is done by calculating the
derivative of the loss function L with respect to the vectors
pu and qi. The SGD algorithm is defined by the following
equations

pu ← pu + γ(euiqi − λpu)

qi ← qi + γ(euipu − λqi)
(8)

where γ is called learning rate in the context of machine
learning. The Stochastic Gradient Descent algorithm iterates
trough all ratings in the training set, and repeats this step until
convergence [8]. This training can also be applied to the user
and item biases, yielding

bu ← bu + γ(eui − λbu)

bi ← bi + γ(eui − λbi).
(9)

The stochastic part of SGD describes the approach of which
this algorithm reaches the minimum. In the original Gradient
Descent, the algorithm iterates trough all samples before taking
a step, but with SGD it takes a step after each sample, saving
a lot of time and computational power [8].

E. Learning rate

One of the most important parameters which determines if
the algorithm converges is the learning rate. If the learning rate
is too small, the algorithm will take longer time to converge,
while if the learning rate is too large, it will diverge [9]. It is
encouraged to use a function where the learning rate decreases
over time [8], because the prediction error is larger at the
beginning and decreases as the algorithm is training.

One type of decay function is the step decay, described by
the equation

γ = γ0 · dropfloor(
epoch

epochdrop ) (10)

where γ0 is the initial learning rate and drop is the rate of
decay. Epoch drop is the number of iterations for each value of
drop, and epoch is the current iteration of the training. Floor
is a mathematical function which returns the largest integer
less than, or equal to the fraction.
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F. Term Frequency-Inverse Document Frequency

Term Frequency-Inverse Document Frequency, also known
as tf-idf, is a method for valuing how important a term is to a
specific document. The idea of term frequency is to weight
how often a term occurs in a document and subsequently
how much that term describes that document. This has to be
adjusted by how many terms there are in total in that document
[10], defined as

fterm =
f

nt
(11)

where fterm is the frequency of a term occuring with the
frequency f in a document, among nt terms in the document.
The main problem that arises due to this is that certain terms
will occur in many documents and as such will not be as
important of a term to describe that document. In text these
terms will be words, such as ’the’, or ’an’, which occur very
frequently but do not describe a document particularly well.
In movies these terms would be ’comedy’ or ’drama’ which
does indicate what type of movie it is, but not as well as ’Peter
Jackson’ or ’Adam Sandler’ would describe a movie. As such,
inverse document frequency is used to devalue the terms that
show up in all documents [10]. This is described by

fid = log
( nd

nd(t)

)
(12)

where nd is the number of documents and nd(t) is the number
of documents that contain the term. It follows that tf-idf can be
calculated by multiplying the term frequency with the inverse
document frequency,

tfidf = fterm · fid (13)

and as such it is possible to value how much a term describes
a document, without overvaluing commonly occurring terms
[10].

G. Similarity

In recommender systems, the main purpose behind measur-
ing tf-idf is to create a vector describing a document, with each
element in the vector corresponding to a term. With that vector,
cosine similarity can be used to measure the similarity between
two vectors, user vector �u and movie vector �i, yielding

similarity(u, i) =
�u ·�i

‖�u‖‖|�i‖
. (14)

Calculating the cosine similarity gives you an estimate of
how similar two vectors are to each other. The resulting value
is a value between 0 and 1, with a 1 indicating total similarity
[11]. One drawback of only measuring the similarity between
a user vector and a movie vector is that it is not sensitive to
whether a user likes what it has seen.

III. METHOD

Collaborative filtering and content based filtering techniques
were implemented separately and a hybrid approach were
executed by adjusting the prediction based on both the col-
laborative and content-based filtering methods. The data used

was collected from the MovieLens 100k dataset [4]. The data
contained 100004 ratings of 9125 movies made by 627 users.
The ratings varied from 0.5 to 5, with increments of 0.5.
However, most ratings were integers from 1 to 5. Both systems
were implemented using python.

The ratings where divided into training and test sets. The
training data was used for the algorithm to build a model of
the predicted ratings, and test data was used to validate the
results.

A. Collaborative Filtering

To start off, ratings from the MovieLens set were divided
into training and test data, 80% and 20% respectively, and then
put into matrices. The initializations of the vectors pu and qi
is done by choosing a number for the latent factor k, and then
randomizing values from a normal distribution ∈ N(0, 1

n ), as
suggested by [12], where n is the number of samples being
trained.

The training of the item and user vectors pu and qi is
accomplished by minimizing the loss function with the SGD
algorithm. For each observed rating, a prediction r̂ui is made,
and error eui is calculated. Then the user and item vectors
are updated according to equation (8) as well as the biases
according to equation (9). Once the algorithm has trained, the
full matrix with the predicted ratings is calculated.

B. k-fold Cross-validation

One problem one has to consider is the trade-off that arises
due to the partitioning of the training and test data. It is
desirable to maximize the training size for the algorithm to
make more accurate predictions, but also to maximize the test
size to get a better validation. But every data point that goes
into the training set is a loss for the test set, and vice versa.
One solution to this is to use cross-validation, where the data
is partitioned into k number of folds. One fold is then selected
as the test set, and the rest is used for training. That means
that the algorithm is running k number of times, and that
all data points is ultimately used as both training and test.
The performance of the algorithm is then evaluated by taking
the average test result. The number of folds was chosen to
5, keeping the same ratio of training and test as mentioned
earlier.

C. Content-based Filtering

The content based filtering approach aimed to predict ratings
based on the content of the movies a user has watched. The
information about movies that were used to compare movies
were actors, genres and directors. Data from these movies for
the top 3 actors and the director of the movies was taken from
the website Imdb.com, whereas the genre of the movie was in
the Movielens dataset.

User predictions were made based on each individual user’s
previously watched movies. As such the data was partitioned
for each user with part of the data used to create user vectors
and part of their data only used for testing.

Tf-idf was used on the terms in a user’s movie history to
establish user vectors which reflect what terms are associated
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with a user’s taste. The frequency of a term in a movie was
binary in nature, the genre, director and actor would only
show up once. Adjustments to the terms in a movie were
made to reflect whether the user liked the movie or not. If
a movie had below that user’s mean rating, the terms were
counted as a negative influence on the corresponding terms.
This was done in order to not only measure the similarity
a movie had to a user, but to also be able to predict what
rating the user would give that movie. A user who always
rates comedies lower than average would consequently have
a user vector with a negative weight for ’comedy’. Once a
user vector was established, equation (14) was used to predict
whether a user would like a movie by calculating the similarity
between the vectors. Given the added negative weight based
on bad ratings, the resulting value is a value between -1 and 1.
This corresponded to how negatively or positively associated a
user would rate the terms in the movie in particular. The mean
user rating µu was taken as a starting point for the prediction,
with the weight of that term either lowering or increasing the
predicted rating, yielding

r̂ui = µu + similarity(u, i) · σu (15)

where σu is the standard deviation of a user’s rating. The
weight is the sum of all the term weights and thus the cor-
responding value associated with how positively or negatively
the user would view the movie. The standard deviation was
used to vary the prediction based on the spread of the users
ratings.

D. Hybrid algorithm

A hybrid algorithm was implemented to test the joint
performance of CF and CBF. The predictions were made by
using a weight β of the results of the CF and CBF method,
to produce the final rating

r̂ui = (1− β) · r̂CF + β · r̂CBF (16)

where β ranges from 0 to 1. Further restrictions were made
wherein CF prediction alone would be used if the number of
terms associated with a movie and a user were fewer than 3.
This choice was made because such predictions for CBF were
shown to be poor due to too few terms describing the movie.

E. Error measurements

The error measurement used to evaluate the results is the
root-mean-square error (RMSE). This is calculated by

RMSE =

√√√√ 1

N

∑
(u,i)∈Ω

(r̂ui − rui)2 (17)

where N is the number of ratings in the training set Ω. The
RMSE is sensitive to large variations in the error, which means
it will be a good predictor of the accuracy of the algorithms
in general. The smaller the RMSE, the better results.

IV. RESULTS

A. Collaborative filtering

All parameters that can be regulated has been plotted to
evaluate the best results. For the values that are plotted in
each graph, the rest remained static.

To implement MF, the latent factor k needs to be decided.
One thing to take into consideration is that the higher number
of latent factors, the longer the program takes to execute
because of the number of latent factors in pu and qi that
needs to be trained. Several values for the latent factors and
regularization factors were plotted to evaluate the best values
for the parameters. In Figure 1 it is seen that both the latent

Fig. 1. RMSE as a function of latent factor and regularization factor. Static
values for the initial learning rate and step function parameters: γ=0.001,
drop=0.97, epoch drop=15. Step size for latent factor in the plot is 5 (discrete
values).

factor and regularization factor has a small impact on the
RMSE. At a lower value of the regularization, the RMSE
increases almost linearly as the latent factor gets higher. From
the looks of the plot, the best values are k=50 and λ=0.0001.

The parameters of the learning rate, drop, and epoch drop,
were also tested as a function of the RMSE. All three
parameters were tweaked in consecutive order, resulting in
Figure 2. The purpose of this was to evaluate what rate of
decay resulted in the best RMSE, and from the plot it is seen
that the parameter with the most impact is the rate of the decay,
i.e. the drop. With a drop of 0.95 for three different learning
rates and with four different epoch drops, the RMSE stayed in
a low interval and yielded the best results. This is illustrated
by the three lines at the bottom of the plot. In the cases were
learning rate had a larger variations, i.e. smaller value of drop,
the plot shows a greater variance in RMSE. The epoch drop,
which is the step size for the decay, does not seem to impact on
the RMSE significantly for the two highest values of the drop,
especially in the cases of the learning rates 0.0010 and 0.0015.
With the best parameter values, the learning rate ranges from
0.0015 to 0.0012 at 80 iterations.

A better overview of the results, other than the RMSE, is
the plot of the error distribution seen in Figure 3. The error
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Fig. 2. Three different parameters affecting the RMSE: learning rate,
drop, and epoch drop. Static values for the latent factor and regularization
parameters: k=70, λ=0.01. The data is in fact discrete values, however, line-
style plot presents a more distinguishable overview.

TABLE I
THE BEST PARAMETER VALUES FOR THE COLLABORATIVE FILTERING

ALGORITHM.

Symbol Parameter Optimal value

k Latent factor 50

λ Regularization factor 0.0001

γ Learning rate 0.0015

Drop 0.95

Epoch drop 20

is calculated according to equation (7). A positive error is the
result of a prediction that is smaller than the actual rating,
and vice versa for a negative error. The result shows that
the majority of predictions has an absolute error less than or
equal to 1 out of maximum 5. More specifically, 75% of the
test ratings had an absolute error less than 0.5. Out of the 10
times this test was executed, all cases resulted in the similar
distribution density. What is also apparent is that the algorithm
has a tendency to make higher predictions.

Another thing illustrating the robustness of the system is
the impact of the k-fold cross-validation, which did not affect
the RMSE to a significant extent. The values for the RMSE
in one test run would differ 0.02 at most, offering very little
improvement.

The best values for the parameters of collaborative filtering
is presented in Table I. One parameter which also has an
impact on the results is the number of training iterations,
i.e. the number of times to perform the SGD algorithm.
Similar to the latent factor, the number of iterations affects
the time and computing power it takes to train data. The
RMSE was also calculated as a function of number of 10
to 100 iterations, which showed that the higher the number of
iterations, the lower the RMSE. However, at a certain number
of iterations, the result approaches a limit where the RMSE
improves by an insignificant amount in comparison to the time

Fig. 3. The result of the collaborative filtering presented in error distribution.
The plot is presenting one test run, with test data size of 20k ratings. All of
the optimal values have been used for the parameters. This run got an RMSE
of 0.896.

and computational power that it requires. This happened for
iterations over 80. For this reason, the iterations were simply
chosen as 80 without further evaluation. For example, Figure
1 took around 6 hours to calculate with 70 iterations for each
training case. One test was run to see how predictions were
affected by the number of users in the system, this showed
that the RMSE increased to 0.96 when data from only 50
users were used.

B. Content-based Filtering

The content-based filtering system was implemented to be
tested using RMSE on an equal basis as the collaborative
filtering method.

Fig. 4. RMSE as a function of percentage of movies used to build user vectors

In figure 4 the RMSE can be seen decreasing given the
number of movies used to build the user vectors. In each case
the number of movies tested on is 25% of each user’s watch
history, but the user vector is built using differing percentage
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TABLE II
RMSE COMPARISON OF THREE DIFFERENT IMPLEMENTATIONS. THE

HYBRID IS A COMBINATION OF THE TWO FORMER.

Type: Collaborative Content-based Hybrid

RMSE: 0.890 0.960 0.887

of the user’s movie history. This was implemented to test the
efficacy of the terms to predict ratings. As can be seen, the
RMSE decreases given more knowledge of a user’s movie
history, with 75% of a user’s history used to predict movie
ratings resulting in an RMSE of 1.05.

C. Hybrid system

The best weight β for the hybrid algorithm was shown to be
0.2. This choice was decided by running the system 4 times
and seeing which weight consistently yielded low RMSE. This
yielded the best results presented in Table II.

V. DISCUSSION

A. Collaborative Filtering

With the combination of optimal parameter values, the
results of collaborative filtering algorithm resulted in a decent
prediction accuracy. The parameter that had the greatest impact
in getting the best results is the learning rate. This is also
apparent in equation (8) and equation (9), seeing as the
learning rate regulates the step size of the gradient. The other
parameters such as the latent factor and regularization factor
had a minor impact in comparison, with improvements at the
size of 0.007 in RMSE.

The different learning rate parameters shows the most
interesting results. In Figure 2 it can be seen that for a smaller
step size, i.e. small value of epoch drop, the learning rate
will decay too quickly than what is optimal. The curve of the
learning rate would in this case look similar to an exponential
decay. Hence, a slower decay yields better results for all three
learning rates, and it becomes even better if the decay is
small, i.e. larger value of drop. With a drop of 0.95 for every
20 iterations, the learning rate ranges from 0.0015 to 0.0012
after 80 iterations with the optimal values. This small change
makes the step decay function rather redundant, and a constant
learning rate seems to have been sufficient.

B. Content-based Filtering

The content-based filtering method performs moderately
worse than collaborative filtering using matrix factorization.
This was in part expected as previous results have indicated
the strength of matrix factorization [6]. However, it might also
in part be due to too few terms used to describe the movies.
One important thing to note is that the implementation of
the content-based filtering does in this case not make use of
measuring similarity between movies, which is a functionality
that albeit difficult to evaluate is used by for instance Netflix.
This functionality would thus be useful for recommendations
regardless of it having inferior RMSE to the collaborative
filtering method. As can be seen in Figure 4 the accuracy

of the system is greatly affected by the amount of data
used for predictions. This indicates that this system should
probably not be implemented for users with very few movies
watched. However, given its content based approach it is
unaffected by other users and as such could be valuable for
making predictions on new movies that have not been seen.
Similarly there are indications that CBF might be at least
equally effective if the user base is small, as the RMSE for
CF increased to 0.96 when the user base was 50.

C. Hybrid recommender system

The hybrid recommender system performed better than the
content-based filtering method but only slightly better than
collaborative filtering on its own. As the result of the hybrid
system yielded an insignificant improvement at its best, further
testing was dropped.

D. Further development

This thesis aimed to implement two recommender systems
and make a hybrid recommender system by combining the
two systems. Many improvements can be done using the
content-based recommender systems. Minor improvements can
be done using more terms to describe each movie, especially
if greater care is taken to only use types of terms that have
high predictive power. Potential initial terms which can be
used to improve predictions are release date, movie titles and
production company. The hybrid recommender can be adjusted
to have differing weights for CBF based on the amount of
movies a user has seen.

VI. CONCLUSION

This study made three recommender systems, one using a
collaborative filtering method, another using a content-based
filtering method. These two recommender systems were finally
combined into one. The study found that the CF method
resulted in a RMSE of 0.890, the CBF method had a RMSE
of 0.960 and the hybrid recommender system had a RMSE
of 0.887. This result was achieved on the movieLens 100k
dataset, with 80 000 of the ratings used for training and 20
000 used for testing. The optimal factors for the collaborative
filtering was a learning rate of 0.0015 with a 0.95 drop after
every 20 iteration. This was implemented using 80 iterations
in total. The regularization factor was chosen to be 0.0001
with 50 latent factors. Learning rate was the factor which
most influenced the RMSE. The Hybrid recommender system
made no significant improvements to the results from the CF
system. However, the authors believe that a hybrid method
has potential to improve upon the CF method in a significant
manner if implemented differently.
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F5B. NEURAL NETWORKS FOR MOVIE RECOMMENDATIONS

Recommender Systems for Movies
Using a Class of Neural Networks

Sophie Remstam and Sabeen Nawaz

Abstract—In this project a recommendation system for suggest-
ing movies is implemented, in the field of Collaborative Filtering
(CF). The system is created with a Restricted Boltzmann Machine
(RBM), which is a two-layer neural network. The main tool used
for programming the RBM is the TensorFlow library, imported
to Python. The performance of the system is evaluated with
Root Mean Squared Error (RMSE) where the error between the
observed movie ratings and the predicted ratings is computed.
This study shows how different parameters of the RBM, e.g.
number of hidden units, mini-batch size, epochs and learning
rate, affect the prediction error. The results show that parameter
values within a specific range can generate good recommendation
with low prediction error. The lowest RMSE, with optimal values
for RBM’s parameters, is documented at 0.80, while the aim of
this project is to reach a prediction error lower than 1.1. How
to improve the accuracy of the model is discussed and the result
is compared to previously done studies in the area of CF.

I. INTRODUCTION

A recommendation system is an application whose purpose
is to suggest items to a user based on the users previous
behaviour. The recommended items could be movies, music,
news articles and much more. Recommendation systems have
a very wide application and can be used to recommend almost
anything in web applications. This benefits the consumers as
they do not need to spend time exploring items by themselves
but can instead use the recommendations. It also benefits the
online businesses/vendors who get more sales as a result.
Amazon alone experienced 29% growth in sales in 2012
compared to the previous year and this increase growth was
believed to be due to the new recommendation system they had
implemented. McKinsey & Company states in [1] that 35% of
the items consumers purchase on Amazon are recommended
to them. They also stated that 75% of the media watched by
users on Netflix is recommended to them. Netflix considered
recommendation systems so important that they announced
a competition called the Netflix Prize. Whoever that could
increase the accuracy of movie predictions by 10% would be
awarded with 1 million dollars by Netflix [2]. These facts
highlight the importance of recommendation systems and how
much of value they are for optimization of service.

Although all recommendation systems have the same pur-
pose, to recommend items, there are still many types of
recommendation systems which work in very different ways.
All the different types of recommendation systems can be
divided into two different subclasses, Collaborative Filtering
and Content-based Filtering.

Collaborative Filtering (CF) systems generate recommen-
dations for a user based on their ratings of items compared

to the ratings of other users who have rated similar items.
Collaborative filters look at the similarities between users, i.e.
users with the same type of behaviour tend to share interests
[3]. Many popular methods in CF are based on vector space
models, e.g. Pearson Correlation or Matrix Factorization [4].
Neural networks can also be applied to CFs [5].

Unlike CF, Content-based filters (CBF) look at the proper-
ties of the items. A CBF recommends items that are similar to
the items the user has liked before, in terms of some associated
features. How to build up the user profiles depends on the
learning method. Neural networks, decision trees and vector
space models have all been applied before to CBFs [6].

This paper covers a study of an algorithm for movie
recommendations in the subclass Collaborative Filtering. The
studied algorithm is a Restricted Boltzmann Machine which
is a shallow neural network. The main task in this project is
to implement the RBM for movie recommendations and to
evaluate the systems performance with RMSE. The program
is supposed to make recommendations for movies based on
the dataset from MovieLens. Part of the assignment is also to
examine how to divide the datasets into training and test sets,
how to feed the RBM with the data, i.e. model the input, and
how to select the parameters for the RBM. The performance
of the system is measured with varying parameters of the
RBM, e.g. hidden units, mini-batch size and number of
epochs, in order to examine how the parameters affect the
networks performance. The final goal is to get a Root Mean
Squared Error (RMSE) lower than 1.1.

II. THEORETICAL BACKGROUND

In this section, we explain the algorithm for the recom-
mender system and how to evaluate its efficiency. First we
describe what a RBM is and how it is modeled. Then, we
explain how the RBM is trained by approximating the gradi-
ents to the parameters with Contrastive Divergence. Lastly, we
describe the error measurement method, RMSE, and how it is
used to assess the RBM’s performance.

A. RBM

A Restricted Boltzmann Machine (RBM) is a stochastic
neural network with only two layers, a visible and a hidden
layer. The visible layer with m visible units is designed as both
the input and the output layer. The hidden layer with n hidden
units represents the features of the input data. All the visible
units are connected with the hidden units, giving a complete
Bipartite graph. There are no connections between the units in
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a layer, which is a restriction to Boltzmann Machines, hence
the name Restricted Boltzmann Machines. The connections
between the nodes are given by a weight matrix W where
Wij is the weight parameter for the connection between the
visible unit vi and the hidden unit hj . A bias is also assigned
to each node in the layer where bj is the bias for a hidden
unit and ai the bias for a visible unit (Fig. 1) [5] [7].

Fig. 1. The figure shows the RBM network with m visible units and n hidden
units which are connected with weights. Biases are assigned to each node in
the layers.

Training a RBM is a procedure where forward and
backward passing is involved. A forward pass is the passing
of the input data to the hidden layer through calculations,
while a backward pass implies that the data is passed back
to the visible layer and is reconstructed. After some forward
and backward passes between the visible layer and the hidden
layer, the data in the visible layer is reconstructed. The
output is the last reconstruction from the visible layer. The
weights and biases of the nodes are adjusted to minimize
the error between the input data and the reconstructed data [8].

1) The Model: RBM is a probabilistic model where the
binary states of the nodes are given by distribution functions
[9]. Given a binary vector v representing the visible units and
a binary vector h containing the binary hidden units, for each
state of the network the energy of the state can be described
by a joint energy function:

E(v,h) = −
∑

i∈visible

aivi −
∑

j∈hidden

bjhj −
∑
i,j

vihjwij (1)

where vi and hj are the binary values for a visible unit i and a
hidden unit j. ai and bj denote the biases for the visible unit i
and the hidden unit j. W is the matrix containing the weights
for each connection wij . The probability by which a hidden
unit has the binary value 1, given the state of the visible units,
is described by

p(hj = 1 | v) = σ(bj +
∑
i

viwij) (2)

Similarly, the probability for the states of the visible units,
given the states of the hidden units, is explained by

p(vi = 1 | h) = σ(ai +
∑
j

hjwij) (3)

where

σ(x) =
1

1 + e−x
(4)

σ(x) is the sigmoid function acting as the activation function
for the nodes.

Equations 2 and 3 give the joint probability p(v,h) which
is the probability for each possible pair of hidden and visible
vectors, as

p(v,h) =
1

Z
e−E(v,h) (5)

where Z is the normalization factor given by summing over
all possible pairs of hidden and visible units:

Z =
∑
v,h

e−E(v,h) (6)

The marginal distribution of the visible units v is given by
summing over all possible hidden vectors h

p(v) =
1

Z

∑
h

e−E(v,h) (7)

Overall, these equations describe the state of the network
and they are later on used in the training process of the
network [8].

2) Training the model using Contrastive Divergence: In
order to learn the parameters for the RBM; biases for the
nodes and weights for the connections between the nodes, the
model needs to be trained. The parameters are calculated by
performing the gradient ascent in the log-likelihood function
of equation 7. To learn the weight matrix W, the gradient with
respect to each weight connection wij is calculated with [10]:

�wij = −∂ log p(v)

∂wij
= e(〈vihj〉data − 〈vihj〉model) (8)

where e is the learning rate and 〈.〉 denotes the generalized
inner product. 〈vihj〉data is called the positive gradient which
represents the expectation with respect to the observed data.
〈vihj〉model is the negative gradient which represents the
expectation with respect to the model. The learning rate can
be set according to a rule of thumb described in document [8]
where e is set to 10−3 times the weights. Too large learning
rate would increase the reconstruction error drastically [8].

The positive gradient is easily computed using the observed
user-rating data to calculate the states of the hidden units with
equation 2 given the observed vector v and then taking the
outer product of v and h. The negative gradient represents
the expectation with respect to the model and can not be
computed analytically. To compute the second term, Con-
trastive Divergence algorithm is used. The algorithm follows
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an approximation to the gradient and is based on Gibbs
sampling [5]. The algorithm for calculating the weight W
with k number of Gibbs steps is demonstrated below [9]:

Algorithm 1 k-step contrastive divergence
Input: RBM (v0, . . . , vm, h0, . . . , hn), training batch S
Output: gradient approximation ∆wij ,∆ai and ∆bj for

i = 1, . . . , n, j = 1, . . . ,m

1: init ∆wij = ∆ai = ∆bj = 0 for i = 1, . . . , n, j =
1, . . . ,m

2: for all v ∈ S do
3: v(0) ← v
4: for t = 0, . . . , k − 1 do
5: for i = 1, . . . , n do
6: sample h

(t)
i ∼ p(hi | v(t))

7: for j = 1, . . . ,m do
8: sample v

(t+1)
j ∼ p(vj | h(t))

9: for i = 1, . . . , n, j = 1, . . . ,m do
10: ∆wij ← ∆wij + p(hi = 1 | v(0)) · v(0)j −

p(hi = 1 | v(k)) · v(k)j

11: ∆bj ← ∆bj + v
(0)
j − v

(k)
j

12: ∆ai ← ∆ai + p(hi = 1 | v(0))− p(hi = 1 | v(k))

13: ∆wij ← ∆wij

|S|
14: ∆bi ← ∆bi

|S|
15: ∆ai ← ∆ai

|S|

v
(0)
i and h

(0)
i is the state of the visible and hidden unit i derived

from the observed data. v(k)i and h
(k)
i is state of the visible

and hidden unit after k Gibbs steps.
3) Making Predictions: When the network is trained and

the weights and biases are updated, then the predictions can
be made by feeding the RBM with the known and unknown
ratings for a user. The RBM will then make predictions for
unknown ratings by computing one forward and backward
pass and reconstructing the input with new predicted ratings.
The predictions are computed by calculating the probability
for a user liking the next movie (represented by a visible
unit) vm+1 given the visible units for the known movie
ratings v1, v2, ..., vm. The probabilities for liking the other
movies are calculated iteratively. The process of calculating
the predictions is given by the following equations [5] [10]:

P (vm+1 = 1 | v1, . . . vm) ∝
∑

h1,...hj

e−E(vm+1,vm,...v1,h)

Z
(9)

where v1, . . . , vm represent the observed movie ratings,
E(v,h) is the energy function 1 and Z is given by (6). ∝
denotes proportionality. Equation 9 can be further reduced to

P (vm+1 = 1 | v1, . . . vm) ∝

ebm+1

J∏
j=1

(1 + exp(
∑
i,j

viwij + wm+1,j + bj))
(10)

B. RMSE

There are many methods to evaluate the performance of a
recommendation system and one of the most commonly used
is the Root Mean Squared Error (RMSE). RMSE is used to
evaluate the error between a given dataset and the estimated
dataset. For a RBM it means that the error between the input
and the reconstructed input needs to be evaluated. RMSE gives
a measure for how far on average the error is from 0 by looking
at the pairwise difference between the original input and the
reconstructed input [11]:

RMSE =

√√√√ 1

n

n∑
l=1

(yl − ŷl)2 (11)

yl is the observed datapoint l, ŷl is the datapoint l estimated
by the RBM and n is the number of datapoints.

III. METHOD

In this section we explain what tools are used to implement
the algorithm and how the datasets are utilized. First we
explain the environment in which the program is developed,
TensorFlow. Secondly, we explain the datasets in detail and
how they are applied to the RBM. Lastly, we describe the
error measurements.

A. TensorFlow

TensorFlow is a library for computing numerical operations
where computations and states are represented by dataflow
graphs. The nodes in the dataflow graph represent operations,
while the edges represent tensors. The data (tensors) literally
flows between the nodes of the graph, which gives TensorFlow
its flexible architecture. TensorFlow is used for expressing
machine learning algorithms and it is optimized for executing
these algorithms, especially deep neural networks. The library
has many tools for building a neural network and training
it with huge amount of data [12]. The reason TensorFlow is
used is because it is optimized for neural networks and the
program’s structure is simple. With prior knowledge of tensors,
TensorFlow is easy to learn quickly. It is also recommended
for working with neural networks by [13] and [14].

B. Movie Datasets

In order to evaluate the RBM model a MovieLens dataset
which was acquired by the GroupLens research was used.
This dataset consists of 1 000 209 explicit ratings, 3900
movies by 6040 users. All of the ratings are made on a 5-star
scale and only whole-star ratings are allowed. Every rating
is reported with a timestamp. Each movie and user has an
unique movie ID and user ID respectively. The movie IDs
have corresponding title of the movie, but all 6040 users are
anonymous and are represented by only user ID. Each user
has at least known 20 ratings [15].

The algorithm for RBM was implemented in Python and
several libraries are used. The RBM and initial values of the
model are created by using a combination of TensorFlow and
Numpy in Python.
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The data set is processed with the help of the Pandas library
from which functions are used to parse the data and store it in
lists. Numpy is used to initialize the vectors which represent
the visible and hidden units in the RBM. The data is stored in
a list so that each list in the list of lists contains the ratings for
one user. The ratings, which are numbers on a scale from 1 to
5, are first normalized, i.e. divided by 5, before being added
to the list of ratings for a user.

The datasets are divided into training and test set such that
10% of the latest ratings from each user are selected for the
test set while the remaining 90% ratings from each user are
selected for the training set.

The dataset is applied to the RBM in a way where the m
visible units represent the m amount of movie ratings for each
user and the n hidden units represent the features of the input
data, see Fig. 1.

A RBM is constructed for each user in a mini-batch where
the number of hidden units are the same for all networks.
As described in algorithm 1, the weight matrix W and bias
vectors a and b are calculated for each user in a mini-batch
of users. The amount of users in each mini-batch is called
the mini-batch size. The weights and biases of the RBM are
then updated with the average of all users’ weights and biases
in a mini-batch. The next mini-batch uses these updates to
calculate the new weights and biases to update them. The steps
are repeated for every mini-batch. The number of times the
algorithm uses the mini-batches to train the network is called
epochs. One epoch is completed when the RBM has been
trained with all mini-batches one time. The calculations are
explained thoroughly in section II.

C. Error measurements

The error measurements are calculated with RMSE
according to equation 11. The error is measured for the
test and training data separately. The vector yl in equation
11 contains the knows ratings from the training or test set
and the ŷl consists of the reconstructed ratings. The error is
measured between the given ratings and the reconstructed
ratings which are not normalized.

IV. RESULTS

The dataset used for training the network is derived from
the dataset from MovieLens as explained in section III. B. It
contains only 1000 users with 90% of their ratings on 3900
movies.

The RMSE of the training set depends on some parameters
of the network. The parameters which affect the behaviour
of the network, thus affecting the results are the number of
hidden units, the learning rate, the batch size and the number of
epochs. How each parameter affects the network was examined
by varying that parameter meanwhile the others were set to
fixed values. Those fixed values which were the initial values
of the network are listed below:

• Number of hidden units = 60
• Learning rate of Contrastive Divergence = 1
• The number of epochs = 100

• Mini-batch size = 10

Each setting was run five times, producing five different
RMSE values, and the mean value of those has been docu-
mented. How the RMSE varies depending on the mini-batch
size is shown in Fig. 2. The program is trained faster with
larger mini-batch size but it also gives a larger RMSE.

Fig. 2. The graph shows the RMSE as a function of increasing mini-batch
size.

The error between input and reconstructed data while
varying epochs can be seen in Fig. 3. The error rapidly
converges between 50 and 100 epochs. The model seems to
be converging towards ∼ 1.05.

Fig. 3. The graph shows the RMSE as a function of increasing epochs.

In Fig. 4, it can be observed that the prediction error de-
creases with increasing amount of hidden units. Three different
values of learning rate were reviewed in the analysis of the
hidden units. As the Fig. 4 shows, when learning rate e is
set to 0.001 the error diverges. With a learning rate of 1 the
accuracy increases with more hidden units much faster than
with a learning rate set to 0.0001.

After examining the parameters effect on the network, the
values which gave the lowest RMSE in each case were selected
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to create the optimal network. The optimal network generated
predictions with RMSE of 0.80. The parameters were set to
240 hidden units, 100 epochs, 10 as batch size and learning
rate of 1.

Fig. 4. The graph shows the RMSE as a function of amount of hidden units.
The RMSE was examined for three different learning rates.

V. DISCUSSION AND CONCLUSIONS

The system was implemented successfully on the datasets
from MovieLens and the goal was also reached. The goal
was to get an RMSE below 1.1 and the achieved result is
0.80. How the RBM’s parameters affect its behaviour was also
examined successfully. It was observed that a higher amount
of hidden units gave better results and that the learning rate
affected the convergence of the error. From the results it can
be concluded that a greater number of epochs generates better
results by decreasing the error. However, higher number of
epochs increases the computation time significantly. As can
be seen in Fig. 3, the RMSE starts converging after ∼ 50
epochs which means that a higher amount of epochs would
not decrease the error significantly, but the drawback would
be a greater computation time. From the tests it was found
that mini-batch size affected the results by raising the RMSE
linearly with higher mini-batch size.

The model was analyzed with both training and test set,
but RMSE of the test set did not differ so much from the
training set. Test set’s error (0.75) was only ∼ 0.05 less
than the training sets error (0.80) in the case where optimal
parameters were used. As can be seen in Fig. 4, the lowest
the RMSE achieved is 0.95 with the settings: learning rate=1,
epochs=100, mini-batch size=10 and hidden units=240. These
settings were also used for creating and training the optimal
RBM. However, the optimal RBM gave an error of 0.80 for
the training set which is much lower than 0.95. That is because
0.95 is the mean of five different RMSE values generated with
the same setting but 0.80 is the lowest RMSE achieved among
several iterations.

When approximating the negative phase of the gradient it
should take only one element of the training set in every step
(called on-line learning, i.e. batchsize=1) [9]. But in order to

train the RBM faster and to skip updating all the weights and
biases 1000 times, the training data (users) are divided into
subsets and the gradients are computed for each subset (called
batch learning). The accuracy of this gradient approximation
decreases unless the RBM takes into account all elements of
the training dataset. However, it only calculates the gradient
one time per batch, thus decreasing the accuracy. This could
be a reason for getting higher RMSE when increasing the
mini-batch size.

Since RMSE takes the square of difference between the
observation and prediction before calculating the average error,
it does not show the mean of error magnitude. Another
disadvantage of this measure method is that the direction of
errors will not be noticed because of the use of quadratic
performance. However, RMSE penalizes large errors more
than other metrics which makes RMSE more useful for
measuring the accuracy of results from RBM. Taking these
facts into account, RMSE as a measuring method works fine
for this case. However, the performance could have further
been analyzed with another measuring method, e.g. MAE or
F-measure, to be sure that the results are still just as good as
when using RMSE.

The model also suffers from data sparsity problem. Data
sparsity problem is experienced because there are total 3900
movies of whom very few are rated by the users, around
20-50 are rated by each user. This makes it difficult to find
similarities between the users behaviour since they can rate
a very wide range of movies and only few have been rated.
The current model does not take data sparsity problem into
account. For further development of the model, this problem
could be the focal point.

The results were compared to other studies done on movie
recommendations with collaborative filtering methods. In the
project [4] where a memory-based, model-based and a hybrid
system in collaborative filtering are evaluated, the result show
that the RMSE for varying amount of data for all models
was between 0.9126 and 1.1388. The methods that were
used in that study are based on Pearson correlation, matrix
factorization and k-fold cross validation. This shows that RBM
outperforms these methods since the RMSE achieved with
RBM in this project is 0.80. The result was also compared
with the results in the studies [16] and [10] done on RBM
with MovieLens datasets. The lowest prediction error reported
in [16] is ∼ 0.55 and the lowest RMSE documented in [10]
is ∼ 0.92. Since the lowest RMSE achieved in this study
lies between ∼ 0.55 and ∼ 0.92, the result is considered
good. Generally, machine learning algorithms performance is
evaluated on a validation set which is not the case in this
project where the RMSE is calculated on the training and
test set. The idea of dividing the datasets into only two sets,
training and test set is derived from [16].

All in all, a recommender system for suggesting movies
was implemented with a two layers neural network, RBM.
Important parameters of the RBM were examined to see how
they affect the performance and finally the values of the
parameters which gave the best results in the tests were used
to create the optimal RBM. The optimal RBM made good
predictions with a RMSE of only 0.80, in comparison to
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previously done studies in the field of Collaborative Filtering.
There are still some issues the implemented RBM does not
deal with, like the data sparsity problem.
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F6A: VIABILITY OF IMAGE CLASSIFICATION

Viability of Image Classification with Introduction
of Transparent Barriers

Gustav Norén & Emanuel Ravemyr

Abstract—In this thesis, image classification of difficult data
through the use of machine learning algorithms is evaluated using
a Kernel Machine. When trying to classify objects in images in
real world situations the object in question might be behind some
form of transparent obstruction or barrier. By implementing a
simple machine learning algorithm this thesis aims to provide
an approximate lower bound for the performance of machine
learning algorithms in such circumstances.

Results show that machine learning is a viable option even
though performance decrease with barrier complexity and thick-
ness. In the best case performance dropped less than one
percentage point when using a simple barrier compared to using
no barrier and allowing the algorithm to train on images with
objects behind said barrier. Performance is much worse when
not allowing the algorithm to train on images with barriers.
Furthermore, performance seems to be largely independent
on image size despite the loss of information associated with
introducing barriers.

I. INTRODUCTION

Machine learning has garnered immense attention lately and
is considered one of the largest growing fields in contemporary
science. This is despite the fact that the machine learning
concept is quite old. In other words something seems to have
happened in the last couple of years making machine learning
algorithms widely useful. Partly due to better training methods
(machine learning algorithms) but mostly due to the growing
production of data in today’s society and more powerful
computers. As a direct result there is a necessity to identify the
type of problems and/or datasets in which a machine learning
solution is applicable.

Normal areas where machine learning is applied include
financial applications, classifying pictures and helping doctors
diagnose patients. Generally these problems can be divided
in two categories i.e. regression problems and classification
problems. A classification problem has the relatively simple
goal of taking some input and placing it in a single category.
An arch-typical example would be identifying which animal is
in a picture. A regression problem takes some input and instead
of mapping it to a single category it is placed in multiple. An
example could be guessing house market trends where output
parameters to guess could be house price, location, distance
to services, paint color and so on.

This thesis will focus on image classification, the problem
of determining what a picture depicts. The area has quickly
grown in the hands of social media, which eagerly explores
facial recognition, behavior etc. This area also has important
applications in law enforcement and in the case of Amazon
Go; retail [1]. In other words the possibilities of image
classification are already being explored heavily. For a more

Fig. 1. Example of how the dataset looks. Images are using a single bag,
three bags, one sheet and four sheets as barriers.

thorough explanation of the possibilities and limitations of
classification problems see for example [2].

However, most exploration is done using clear images
whereas few experiments are done with physically obscured
data. For instance a person seen behind the windshield of a
car or an object being reflected in water. A person watch-
ing through the windshield of a car may be distracted by
reflections, but would in most cases be able to determine
the presence or absence of a person behind the wheel. For a
computer, that may not be so easy. Taking it one step further,
recognizing attributes of a person, may prove to be too much
of a challenge. Coming up with a framework to solve these
kinds of issues can be used in above applications and surely
many more.

This thesis will aim to evaluate the performance of machine
learning applied on a database of images where the object is
hidden behind some transparent barrier. In such a case the
image is not only less visible but can also be distorted. So
far experimentation, as seen in [3] and [4], has been done by
applying computer generated barriers such as Gaussian noise,
blurring and contrast. In this thesis two different physical
barriers will be used in varying thickness. If machine learning
methods perform well on this more general problem it would
suggest that machine learning methods could be more powerful
than previously known. An example image of how the dataset
looks is given below, see Figure 1.

II. TERMINOLOGY

In this thesis the physical obstructions used in images will
be denoted barriers. Images taken of objects that are not placed
behind a barrier will be denoted as clean or raw images while
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all images with objects obstructed behind a transparent barrier
will be denoted as barrier images or images with barrier.

III. THEORY

The core concepts of Machine Learning and Pattern Recog-
nition is outlined in [5]. Some further explanation of the more
important concepts and algorithms are given below as well as
a detailed explanation of the algorithm used in this thesis.

A. Classification problems

In the context of this thesis the classification problem
concerns object recognition. The problem is supervised, as all
objects given to the algorithm have already been classified
by a human supervisor. Given some data for testing T , a
database D, a classification C and some Classification algo-
rithm A(p, q) → R(q, C) the classification problem may be
expressed as:

A(D, T ) → R(T , C)

Where R is a comparison of the Algorithm classification
and the supervised classification C. The general goal of the
problem is to make the algorithm result as close as possible
to the given classification, without making the algorithm aware
of the existing classification.

B. Supervised learning algorithms

Since this thesis only concerns classification problems this
section will cover how supervised learning algorithms (SLA)
solve this problem in particular even though SLAs can be
used on other problems. In essence SLAs are used to classify
unknown input given some set of known data.

SLAs use a set of labeled training data

D = {(x1, y1), ..., (xn, yn)}

where each xi ∈ Rd, yi ∈ {1, ..., C}, d is the dimension of an
input vector xi and C is the number of categories. The goal
is to use D to find (learn) a classification function

g : Rd → {1, ..., C}

In other words to take an input vector of dimension d and
return a suggested class for said vector. Here a typical example
of how the classification function looks and functions will be
given.

As seen in [5] and [6] the classification function generally
has the form

g(x,W,b) = arg max
1≤j≤C

fj (1)

where fj = wT
j x+ bj and

W =



wT

1
...

wT
C


 ∈ RC×d, b =



b1
...
bC


 ∈ RC×1 (2)

Furthermore [5] states that the function f = Wx + b in
(1) is called the (linear) classifier and returns a vector with a
score for each of the C categories. This score is how much
the algorithm considers an input vector x to belong to each

category respectively. Function g then classifies the input as
the category with the greatest score.

To explain why this is possible consider the most important
aspect of the function f i.e. the weight matrix W . It is a
matrix of real values called weights where each weight has
the purpose of deciding how much a single input element in
x contributes to the score of a single category. Another way
to see it is that each class has some template that represents
all inputs that belong to that class. Then if an input vector
corresponds well to a template it will receive a high score and
vice versa. The bias vector b is just the scores that will be
output if no input vector (or a zero vector) is given and will
not be considered in this thesis but is mentioned because of
its frequent use.

There remains the problem of learning W and b so that
unknown input vectors are classified as accurately as the
algorithm is capable of. Commonly this is done by utilizing
loss functions, again according to [5] and [6]. To simplify
notation labels for the training data will be represented by
one-hot target vectors since the function f (in equation (1)) is
in vector form. One-hot target vectors ti replaces the label yi
where each element in ti is zero except element yi which is
set to one. In this way the classification will be correct if j in
the classification function g (equation (1)) corresponds with
element yi in ti.

One basic loss function as seen in [5] is the squared error
loss (equation (3)) which is very intuitive. Here the loss
function is simply the squared distance from the target vector
ti and the vector f . Since f is the score for each class the loss
function has the meaning of distance from the target label to
the suggested label (in one-hot representation).

L(D,W,b) =
1

n

n∑
i=1

∣∣∣∣ti − (Wxi + b)
∣∣∣∣2
2

(3)

To learn W and b one needs to find elements in W and b
that minimize the loss. However, it is undesirable to find W
and b so that the loss is zero. Zero loss would mean perfect
classification of the training data but the networks purpose is
to classify unknown data which is seldom a perfect match of a
training example. Achieving too low loss is called over-fitting.
The most common way to mitigate this as seen in [5] and [6]
is to use a regularization term.

L(D,W,b) =
1

n

n∑
i=1

∣∣∣∣ti − (Wxi + b)
∣∣∣∣2
2
+ λ||W ||2F

Where

||A||F =

√√√√
m∑
i=1

n∑
j=1

||ai,j ||2

for some matrix A ∈ Rm×n is called the Frobenius norm and
is the matrix equivalent of the 2-norm for vectors. Lambda
is called the regularization parameter, fulfills λ ≥ 0 and
determines the amount of regularization. There is no simple
way to know what lambda should be for best performance on
testing data.

In this thesis optimization of the loss function will be done
with a well known trick called the kernel trick as shown in
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[5]. Supervised learning algorithms using this trick are often
called kernel machines and is covered below.

C. Kernel Machine

As will be shown the kernel machine is an algorithm which
is exceptionally fast at training. However, training time scales
with the size of the dataset and usually substantial amounts
of memory is required. In other words kernel machines are
suitable for smaller datasets where each input vector is very
large since training time mostly scales with the number of
input vectors and not their size.

In the endeavor to optimize loss some new notation will be
introduced. For simplicity the bias vector b shall be omitted,
this vector can be hidden inside the weight matrix W if one
so desires but is not necessary for the goal of this thesis.
Generalize the multiplication of W with xi by letting W be
multiplied by some function φ(xi) ∈ Rd×1 and let

T =
(
t1, . . . , tn

)
∈ RC×n, Φ =

(
φ(x1), . . . , φ(xn)

)
∈ Rd×n

this way the loss function can be written simpler as:

L(W ) =
1

n

∣∣∣∣T − (WΦ)
∣∣∣∣2
F
+ λ||W ||2F

Minimizing the loss over W is equivalent to

argmin
W

[
1

n

∣∣∣∣T − (WΦ)
∣∣∣∣2
F
+ λ||W ||2F

]
(4)

This can be done by taking the derivative of L with regards
to W and finding where this derivative is zero. In other words
fulfilling equation (5).

dL

dW
= − 1

n
(T −WΦ))ΦT + λW = 0 (5)

Rearranging equation (5)

W =
1

λn
(T −WΦ)ΦT

and renaming part of it as

ψ =
1

λn
(T −WΦ)

one ends up with
W = ψΦT (6)

Inserting equation (6) into (4) one ends up with an equation
equivalent to (4) but that can be optimized over ψ:

argmin
ψ

[
1

n

∣∣∣∣T −
(
ψΦTΦ

) ∣∣∣∣2
F
+ λ||W ||2F

]
(7)

At this point it is starting to become evident why kernel
machines can be trained quickly. Comparing equations (4)
and (7) the striking difference is the fact that a matrix W
multiplied by vectors which are then summed has turned into
matrix multiplication between ΦT and Φ which is called the
kernel function or rather the matrix variant of it.

The kernel function, sometimes referred to as the kernel
trick as seen in [5], is simply the dot product of a function φ
acting on two vectors:

k(x,x′) = φ(x)Tφ(x′)

Where x and x′ are any two input vectors. As a side note the
function φ(x) is called a feature space mapping, see [5] for
more details on this.

There are several ways to construct a kernel function as
seen in [5] but in this thesis a well known kernel will be used
called the Gaussian Kernel, or a Radial Basis Function Kernel,
which holds the property:

k(x,x′) = k(||x− x′||2)

where any norm could be used instead of the 2-norm but the
2-norm is one of the most commonly used. Specifically the
kernel function that will be used in this thesis is:

k(x,x′) = exp

(
−||x− x′||22

2σ2

)

Using the kernel definition to substitute ΦTΦ in (7) one
achieves

argmin
ψ

[
1

n

∣∣∣∣T − (ψK)
∣∣∣∣2
F
+ λ||W ||2F

]
(8)

Where K = ΦTΦ ∈ Rn×n is the kernel function applied to
all training data.

To optimize for ψ in equation (8) one can take the derivative
with regards to ψ and find where the derivative is zero. Doing
so yields the following:

− 1

n
(T − ψK)KT + λψK = 0 (9)

The matrix K is symmetric and thus hold the property KT =
K meaning equation (9) can be reduced to:

− 1

n
(T − ψK) + λψ = 0

Solving for ψ one gets:

ψ∗ = T (K + nλI)−1 (10)

Where I is the identity matrix and the resulting matrix ψ∗

gets denoted by a star to signify that it is the optimal ψ. In
equation (6) it is stated how ψ relates to W and by using
ψ∗ the appropriate weights for W is found. To classify some
unknown input x first apply function φ(x) and then multiply
W with φ(x). In following the above procedure one ends up
with a suggested target vector equivalent to the function f in
equation (1).

t̂ = T (K + nλI)−1k(x) (11)

Here t̂ denotes the vector equivalent to f and k(x) = ΦTφ(x)
is the kernel function applied on x and all training data.

D. Classification Accuracy and Error

In the testing part of this thesis, two types of errors are
tested. First is the classification error which is the measure
of misclassification in an absolute sense. Namely, the error is
given as the number of incorrectly classified images divided
by total number of tested images. The classification error is
mostly presented by its inverse, the classification accuracy and
is a very intuitive way to present algorithm performance.

The absolute classification error is a more delicate measure
of classification performance, as it measures the norm of
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the vector distance between the algorithm’s classification and
the correct classification. This is a very good measure for
comparison between classification on different sets. The value
does however not give any additional understanding. See
equation (12) for the error function used in this thesis.

error = 20 ∗ log

(
||T − T̂ ||F
||T ||F

)
(12)

IV. METHODOLOGY

The project follows a very causal time line. First, a dataset
must be created with some images without barriers. These
form the basic training set. In this case, the objects are fruits.
Due to fruit being prone to change colour or shape with
time and environmental impact, the images were taken over
the course of one weekend. Then images with barriers must
be added into the dataset, in order to do varied testing and
training. The same objects will be used in the barrier images
as the non-barrier images. The barriers in this case was plastic
bags and plastic sheets. In order to test the limitations of the
method, one, two and three layers of barriers were applied to
the objects, see section IV-A. When the dataset is completed,
an algorithm must be devised to process the data. In this case,
a Kernel Machine was used, see section IV-B. Finally, the
algorithm is used to test the dataset, which will provide the
results of this thesis. How this is done is described in section
IV-C.

A. Generating the new dataset

The dataset consists of ten categories of fruit and at least five
specimen for each category. Usage of at least five specimen
was considered enough since it is possible to orient the same
specimen in different ways so that it is difficult to tell if an
image is of the same specimen or not.

There is always a trade off between size and quality when
creating a dataset. For this thesis it was decided that the quality
and diversity of the dataset was the most important goal to
achieve. Therefore, the datasets are very diverse but rather
small. This decision was made mainly for time concerns since
the creation of data was not very costly or advanced, but very
time consuming.

For barriers, two types were used to examine different ways
in which images might be occluded. One is transparent grocery
bags and the other is transparent plastic sheets. Grocery bags
soften corners but somewhat take the shape of the object
whereas plastic sheets merely serves as a filter. In total three
levels of bags were used by placing the objects inside one,
two or three bags at a time. For foil four levels were used by
placing objects behind one, two, three or four plastic sheets
at a time. Based upon the assumption that humans have a
harder time correctly classifying objects inside many layers
of plastic bags than behind sheets more levels of sheets was
used. The assumption was made on the authors observation
while collecting fruits.

Per category of fruit 25 clean images (without barrier) were
collected and 15 barrier images per level of barrier totaling to a
dataset of 1300 images. However, the largest dataset to be used

in a single test consists of 400 images. This is because most
images belong to different types of barrier images. Each image
can contain either one or more specimen of the same category.
In order to reduce misclassification due to outside factors, all
images were taken in the same location, with similar light
conditions and background.

For images with barrier, two different approaches were
adapted. When the barrier consisted of plastic bags, the items
were simply placed into the bags and then photographed.
Efforts were made to ensure that there was minimal folding of
the plastic bag over the objects, so that the number of layers
would be consistent. When the plastic foil was used as the
barrier, a sheet of foil was fixated over the table at an angle
to give some constant reflection from light. When applying
more layers, these were placed upon the already fixated foil
sheet. The properties of the plastic foil lead to sheets sticking
together. Due to this some ripples were caused in the surface.
Since the same sheet was used for all images, the effect of the
ripples are similar throughout.

All images were taken with a Canon EOS 400 D in
raw format, cropped to center the object(s) in question and
then downsampled to .png files. Downsampling was done
to different image sizes for the purpose of examining how
performance is dependent on image size which is important
in real world applications. Pixel sizes for images used was
339× 250 and 15× 11 and each pixel contains RGB values.

B. Algorithm
In this thesis an algorithm called a Kernel Machine is used.

For a full explanation on how the Kernel Machine works see
section III. The primary reason for using a Kernel Machine is
because it is much faster to train in comparison to other meth-
ods for the specific dataset used. In general networks have one
weight matrix (or more) W which is filled with C×d number
of weights, see equation (2), which have to be learned. Where
C is the number of classes to identify and d the dimension of
an input vector. If the dimension d is very large training time
will be great since the amount of weights to learn is also great.
However, by using Kernel Machines the amount of weights to
learn is essentially reduced to n × n where n is the number
of training examples. In other words for the relatively small
dataset (n never exceeds 350) in this thesis with extremely
large input vectors (d = 339 × 250 × 3 = 254250) a Kernel
Machine is appreciated.

The algorithm was implemented using MATLAB since the
creation, manipulation and usage of large matrices is central to
using the Kernel method. First, a database generating function
was written which converted the image files into vectors
holding data for the RGB-values of each point. Other functions
were then written to generate the kernel matrix, finding the
optimum value for λ and calculate the classification accuracy.
All inner details of how the Kernel Machine works are in
section III. There are some variations to how Kernel Machines
can be done but only the one used in this thesis is covered in
section III.

A more advanced algorithm than the Kernel Machine would
probably perform better but would only lengthen training times
and is not important for the purpose of this thesis.
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C. Testing the dataset

The testing procedure is relatively simple but is tailored to
yield the easily comparable results with a small dataset. First
what is tested will be outlined for clarity followed by the actual
procedure of how the testing was done.

The main purpose is to compare performance between using
barriers and not using barriers (clean images). As such tests
were done on clean images, barrier images trained on only
clean images and barrier images trained on both clean and
barrier images. Furthermore tests were done on high pixel
images (339 × 250 pixels) and low pixel images (15 × 11
pixels).

Since the dataset is small how one selects which data will be
used for training the network and which will be used for testing
it has a large impact on performance. As such the testing set
was randomly generated and evaluated many times for each
experiment i.e. run for many iterations. In the case of tests only
on clean images 50 out of 250 images were used for testing
and the remaining 200 for training. For barrier experiments
50 out of 150 barrier images were used for testing and either
all clean images were used for training or all clean images
and the remaining 100 barrier images. In each iteration the
testing set was picked at random by taking five images from
each class. This ensured that training was equal for all types
of images. In total, 500 iterations were done for each test.

After all iterations are done, the saved accuracies are used
to get a total average accuracy, as well as to find the standard
deviation of the accuracies. This data is which is presented
in the results section. By running many iterations statistical
fluctuations cancel out and what remains is easily comparable.

Testing is done on images without any barrier, as well as
images up to three bags or four foils. No image contains both
barriers.

V. RESULTS

The results of testing will be presented with graphs and
tables. They are divided into tests on bags and tests on foil
with tests done on clean images added to both for comparison.
All details are presented in tables that include the image
size, average accuracy across all iterations, average absolute
error across all iterations and standard deviations for average
accuracy and error. Then graphs are shown of the average
accuracies for easy comparison.

Since many iterations are run for each test a visualization
of accuracies for all iterations is given in Figure 2.

A. Results on plastic bags as barrier

In Table I and II are results of tests done when using plastic
bags as barrier. The case of zero layers of barrier indicate
testing on clean images and in this case training data are 200
clean images and testing data is 50 clean images. In the case of
one or more layers all 250 clean images are used for training.
For Tabel I the Kernel Machine only uses clean images as
training data and for Tabel II it additionally uses 100 barrier
images.

To get a more clear overview of how the accuracy depends
on the number of barriers, see Figure 3 and 4.

Fig. 2. Variation in testing accuracy for 15x11 images for training and testing
on clean images.

TABLE I
RESULTS WHEN TRAINING ON CLEAN DATA AND TESTING ON PLASTIC

BAG(S).

Size (px) No. of
Layers

Average
accuracy

(%)

σ of
average
accuracy

(pp)

Average
absolute

error

σ of
Error

15x11 0 69.9 0.228 1.5 0.8

339x250 0 70.2 0.223 2.34 0.45

15x11 1 53.3 0.223 0.96 0.5

339x250 1 51.5 0.219 1.15 0.33

15x11 2 42.8 0.201 1.17 1.0

339x250 2 41.8 0.201 0.5 0.37

15x11 3 35.3 0.147 1.59 1.26

339x250 3 35.0 0.169 0.52 0.31

B. Results on plastic foil as barrier

For the accuracy on the datasets tested on images with
plastic sheets, see Table III and IV.

Once more, the accuracies are presented in graphs for the
reader’s convenience, see Figure 5 and 6.

VI. DISCUSSION

A. Creating a dataset

The creation of proper datasets is one of the most important
parts in machine learning since a poor dataset might not yield
accurate results. The creation of the dataset was more time
demanding than expected, and therefore the creation took place
over the course of two days. It is entirely possible that the
fruit may have changed colour enough to reduce classification
performance. Another aspect of the time demanding process
is the natural changing of light. Despite choosing a room with
sufficient lighting, natural light may have changed during the
creation of data. This may also bear an adverse effect on the
results.

This changing of light may have had an even larger effect
on the images where the reflection of light played a large part,
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TABLE II
RESULTS WHEN TRAINING ON CLEAN DATA AS WELL AS THE PLASTIC

BAG(S) AND TESTING ON PLASTIC BAG(S).

Size (px) No. of
Layers

Average
accuracy

(%)

σ of
average
accuracy

(pp)

Average
absolute

error

σ of
Error

15x11 0 69.9 0.228 1.5 0.8

339x250 0 70.2 0.223 2.34 0.45

15x11 1 67.0 0.214 1.48 0.65

339x250 1 65.1 0.241 1.95 0.31

15x11 2 62.6 0.241 1.34 0.66

339x250 2 63.3 0.241 1.75 0.26

15x11 3 62.6 0.241 1.34 0.66

339x250 3 60.3 0.254 1.65 0.24

Fig. 3. How accuracy depends on the number of layers of bags when training
on clean and/or layer images for images of size 15x11.

namely the images with the sheet barrier. Since images of the
same class were take within a small time interval the algorithm
may learn to recognize the light signature of a class, rather than
the feature that a person might recognize fruit from. This is
especially bad as images belonging to the same class will not
typically have similar light signatures in another setting.

Another point that may impact the classification perfor-
mance is the aspects of focus and centering. For most images,
efforts were made to ensure the camera was focused on the
objects but sometimes the barrier came into focus instead. Fur-
thermore, each object was not centered when taking the picture
but centered by cropping resulting in some irregularities in
size, form and background. Images are however quite diverse
so this should not contribute much to bad performance but it
is worth pointing out.

B. Choosing an algorithm

When choosing the Kernel Machine an assumption on the
necessary image size was made. The idea was that large
amounts of pixels would counteract the reduced visibility and
as such let performance drop less than for small images.
However, results indicate that severely reducing image size

Fig. 4. How accuracy depends on the number of layers of bags when training
on clean and/or layer images for images of size 339x250.

TABLE III
RESULTS WHEN TRAINING ON CLEAN DATA AND TESTING ON PLASTIC

FOIL(S).

Size (px) No. of
Layers

Average
accuracy

(%)

σ of
average
accuracy

(pp)

Average
absolute

error

σ of
Error

15x11 0 69.9 0.228 1.5 0.8

339x250 0 70.2 0.223 2.34 0.45

15x11 1 39.7 0.205 0.83 0.56

339x250 1 40.1 0.143 0.66 0.30

15x11 2 23.6 0.165 2.39 0.84

339x250 2 30.0 0.138 0.55 0.19

15x11 3 22.9 0.147 2.02 0.99

339x250 3 21.6 0.116 0.35 0.16

15x11 4 18.8 0.116 0.19 0.97

339x250 4 23.9 0.156 0.13 0.10

has very little effect on performance. In other words a more
complex algorithm could be used and training time would still
be low. One expects that in such a case performance would be
higher but that is of little import to the result’s viability since
the main concern is the drop in accuracy from clean images
to images with barriers.

It is also important to note that the results of a specific
network may not generalize to results of other networks. Since
the basic idea is the same in most networks one expects that
results do generalize but it is unclear how changing a network
would impact say performance on images with many layers
of barrier. Deeper networks with more than the one layer used
in this thesis may be better at disregarding the barriers but
could also overfit more to the specific barrier. In essence more
research is needed.

C. Tests

Since the dataset is very diverse, it’s small size may cause
issues. In this case, accuracy may depend heavily on what
images get chosen for testing. To avoid this issue, testing
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TABLE IV
RESULTS WHEN TRAINING ON CLEAN DATA AS WELL AS THE PLASTIC

FOIL(S) AND TESTING ON PLASTIC FOIL(S).

Size (px) No. of
Layers

Average
accuracy

(%)

σ of
average
accuracy

(pp)

Average
absolute

error

σ of
Error

15x11 0 69.9 0.228 1.5 0.8

339x250 0 70.2 0.223 2.34 0.45

15x11 1 69.4 0.237 1.77 0.54

339x250 1 57.6 0.237 1.62 0.28

15x11 2 60.2 0.268 1.28 0.49

339x250 2 46.7 0.219 1.14 0.32

15x11 3 65.7 0.246 1.30 0.52

339x250 3 47.9 0.232 1.20 0.24

15x11 4 61.1 0.246 1.12 0.59

339x250 4 50.3 0.219 1.37 0.19

Fig. 5. How accuracy depends on the number of layers of foil when training
on clean and/or layer images for images of size 15x11.

is done in several iterations. According to the central limit
theorem in statistics, this will cause the mean of the calculated
values to reach a proper mean of the distribution. This should
lead to results that are fairly statistically secure. However, tests
were made with 500 iterations, which while a large number,
may not be sufficiently large to remove all statistical flux. Be-
cause of this, the deviation of both accuracy and classification
error is given, alongside the actual performance of both these
measurements. Since the values of these deviations are small
throughout the results (See Table I to IV) one can verify that
the number of iterations is indeed large enough to produce
satisfiable results.

D. Accuracies depending on number of layers and training
set

Consider the results from training only on raw images, see
Tables I and III and Figures 3, 4, 5 and 6. It is clear that
performance drops significantly with increasing number of
layers which is in line with the expectation. Each introduced
layer of barrier increases the difference between tested images

Fig. 6. How accuracy depends on the number of layers of foil when training
on clean and/or layer images for images of size 339x250.

and trained images. Worth noting is that performance is still
better than random guessing even for high number of layers
and much better than random guessing on few layers.

For results when training on raw images and barriers (of the
same layer as testing) see Tables II and IV and Figures 3, 4,
5 and 6. Except for anomalies with higher accuracies for few
pixels (which is discussed in section VI-E) the same pattern as
before is apparent with decreasing accuracies with increasing
number of layers. However, in this case accuracies are in
general much higher with the lowest accuracies (high number
of layers) are higher or about the same as training only on
clean and testing on a single layer. These results are also within
expectation because of two reasons. One is that introducing
barriers in training data gives the network opportunity to learn
how barriers distort the image. The other is that the number of
training data has increased which can be a source of unreliable
results. It is unknown how large performance would be in
the case of training only on raw images but using as many
raw images as the total amount of training data used in when
training on both raw and barrier images. In other words these
results are not entirely comparable but given the small dataset
this approach is still preferable since otherwise the training set
would have a very high ratio of barrier images.

As a side note an interesting phenomena can be observed
in Figures 3, 4, 5 and 6. For some cases performance increase
when the number of layers increase. This is contrary to the
expectation.

E. Accuracies depending on image size

The expected result of higher performance on images with
more pixels seems to be refuted, see in particular Figure 5
compared to 6 but also Figure 3 compared to 4. In the case
of plastic sheets this could be related to the fact that the same
sheets are used for all images and taken in a series (see section
VI-A). It could also be related to how down-sampling works
and the fact that it relates to some average over a number
of pixels. If distortions cancel out on average down-sampling
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would result in images that seem less obstructed by a barrier.
However, more research is needed to draw any conclusions.

F. Comparison of barrier type

In Figure 1 images using both barriers are shown and for
a human onlooker it is possible to surmount that the case of
plastic sheets is easier to classify. The statement is based upon
the fact that plastic bags reduce the visibility of edges much
more than the plastic sheet. However, comparing Figures 3
and 4 to Figures 5 and 6 (trained on both clean and barrier) it
is not easy to draw such a conclusion. On one hand Figures
4 and 6 (high number of pixels) seem to indicate that the
Kernel Machine had a harder time classifying images using
plastic sheets as barriers. On the other hand Figures 3 and 5
(low number of pixels) seem for the most part indicate that
images using plastic bags are harder to classify except for the
case of two layers. As to why this might occur is difficult to
say but the phenomena is worth pointing out for further study.

G. Classification error and standard deviations

The highly diverse dataset presented a problem of accuracies
being highly dependent upon the choice of training data, see
Figure 2. By randomly selecting training data and running
the same experiment many times and calculating the mean
value this was counteracted as can be seen in the case of the
standard deviations (for the mean) being around 0.2pp. On the
other hand calculating mean for the accuracies in Figure 2 or
similar yields a value around 5pp.

H. Applicability to real world settings

The dataset used is very diverse. This was however a
conscious decision by the authors, as diversity of data is a very
natural thing. In an applied setting, data would in many cases
be more uniform than the used data set. But since the algorithm
is functional already with very diverse data, it makes sense that
performance would not be adversely effected if testing- and
training were data more similar to one another. An appropriate
next step before implementing this would be to create a larger
dataset which would be less diverse but contain even more
classes and data points. This dataset could then be run on a
more advanced network, as the results of this thesis seems to
suggest that performance is not too sensitive in regard to the
size of the trained images. This would enable the use of neural
networks, etc. These types of networks typically perform very
well and could bring the project to a state where it is prepared
for applications.

VII. CONCLUSION

The results indicate that the usage of machine learning is
applicable when trying to classify images behind barriers, as
long as training is done on data with similar barriers. The
performance drop in these cases were less than 8% for all
instances when testing on one barrier layer, and for some
datasets, around 1%. Given the similarities between many
machine learning algorithms it is reasonable to expect similar
performance differences for other situations and networks.

In other words, results suggest that using a more advanced
network and larger datasets performance may become suf-
ficiently high for real world applications. The results do
however suggest that training only on clean images would not
be sufficient when trying to achieve acceptable performance.
Here the performance was shown to drop between 20% to
40% on one layer and only performing slightly better than
random choice on several layers. This would most likely not
be reversed by a larger dataset or a more powerful network.

APPENDIX A
MATLAB CODE

testSets = {’Raw’,’Bag1’,’Bag2’,’Bag3’};
%testSets={’Raw’,’Foil1’,’Foil2’,’Foil3’,’Foil4’};
%testSets={’Raw’};
nrTests=500;
testVec=0:length(testSets)-1;
meanAccVec=zeros(1, length(testSets));
for i=1:length(testSets)

[accVec, errVec]=runTests(testSets{i},nrTests);
meanAcc=mean(accVec);
meanAccVec(i)=meanAcc;
meanErr=mean(errVec);
stdAcc=std(accVec);
stdErr=std(errVec);
save(testSets{i},’accVec’,’errVec’,’meanAcc’,

’meanErr’,’stdAcc’,’stdErr’);
end
plot(testVec, meanAccVec);
xlabel(’Number of barrier layers’);
ylabel(’Accuracy’);

function[accVec,errVec]=runTests(barrier, nrTests)
[X_Raw, T_Raw] = LoadRaw();
[X_Barrier, T_Barrier] = LoadBarrier(barrier);
accVec = zeros(1,nrTests);
errVec = zeros(1,nrTests);
for i=1:nrTests

if (strcmp(barrier,’Raw’))
[X_Train, T_Train, X_Test, T_Test]

= RandomizeDataRaw(X_Raw, T_Raw);
else

[X_Train, T_Train, X_Test, T_Test]
= RandomizeDataBarrier(X_Raw, T_Raw,

X_Barrier, T_Barrier);
end
[acc, err] = KernelCodeFunction(X_Train,T_Train,

X_Test,T_Test);
accVec(i) = acc;
errVec(i) = err;

end
end

function [X_Raw, T_Raw] = LoadRaw()
filepath = ’...’;
classes = {’apple’,’banana’,’carrot’,’lemon’,’onion

’,’orange’,’pear’,’paprika’,’potato’,’tomato’};
X_Raw = [];
T_Raw = [];
for i=1:length(classes)

t = zeros(10, 1);
t(i) = 1;
for j=1:25

image = imread([filepath,
classes{i}, num2str(j),’.png’]);

X_Raw = [X_Raw, image(:)];
T_Raw = [T_Raw, t];

end
end
X_Raw = im2double(X_Raw);
end
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function[X_Barrier,T_Barrier]=LoadDataBarrier(
barrier)

filepath = ’...’;
classes = {’apple’,’banana’,’carrot’,’lemon’,’onion

’,’orange’,’pear’,’paprika’,’potato’,’tomato’};
X_Barrier = [];
T_Barrier = [];
for i=1:length(classes)

t = zeros(10, 1);
t(i) = 1;
for j=1:15

image = imread([filepath,barrier,’\’ ,
classes{i}, num2str(j),’.png’]);

X_Barrier = [X_Barrier, image(:)];
T_Barrier = [T_Barrier, t];

end
end
X_Barrier = im2double(X_Barrier);
end

function [X_Train,T_Train,X_Test,T_Test]
= RandomizeDataRaw(X_Raw, T_Raw)

X_Train = [];
T_Train = [];
X_Test = [];
T_Test = [];
for i=1:10

testImages = randperm(25, 5);
lia = ismember(1:1:25, testImages);
for j=1+(i-1)*25:25+(i-1)*25

if (lia(j-(i-1)*25) == 1)
X_Test=[X_Test,X_Raw(:,j)];
T_Test=[T_Test,T_Raw(:,j)];

else
X_Train=[X_Train,X_Raw(:,j)];
T_Train=[T_Train,T_Raw(:,j)];

end
end

end
end

function [X_Train,T_Train,X_Test,T_Test]
=RandomizeDataBarrier(X_Raw, T_Raw,
X_Barrier, T_Barrier)

X_Train = X_Raw;
T_Train = T_Raw;
X_Test = [];
T_Test = [];
for i=1:10

testImages = randperm(15, 5);
lia = ismember(1:1:15, testImages);
t = zeros(10, 1);
t(i) = 1;
for j=1+(i-1)*15:15+(i-1)*15

if (lia(j-(i-1)*15) == 1)
X_Test=[X_Test,X_Barrier(:,j)];
T_Test=[T_Test,T_Barrier(:,j)];

else
%Comment these lines out to
%remove training on barriers
X_Train = [X_Train, X_Barrier(:,j)];
T_Train = [T_Train,T_Barrier(:,j)];

end
end

end
end

function [acc, err]=KernelCodeFunction(X_Train,
T_Train, X_Test, T_Test)

J = length(X_Train(1,:));
K = my_kernel_fast(X_Train,X_Train);
K_test = my_kernel_fast(X_Train,X_Test);
[bestLambda,lambdaVector,accVec,T_hat] =

find_best_lambda(T_Train,T_Test,J,K,K_test);

acc = Calculate_accuracy(T_Test,T_hat);
err = abs(Calculate_error(T_Test,T_hat));
end

function K=my_kernel_fast(X,Y)
N1=size(X,2);
N2 = size(Y,2);
n1sq = sum(X.^2,1);
n2sq = sum(Y.^2,1);
D = (ones(N1,1)*n1sq)’ + ones(N1,1)*n1sq -2*(X’*X);
temp=2*sum(sum(D))/N1/N1;
D = (ones(N2,1)*n1sq)’ + ones(N1,1)*n2sq -2*X’*Y;
K = exp(-D/temp);
return

function [useLambda,lambdaVector,accVec,T_hat]
= find_best_lambda(T_train,T_test,J,K,K1)

maximal = 0;
bestLambda = 0;
lambdaVector = [];
accVec = [];
lambdaRange = 10.^(-10:10);
for lambda = lambdaRange

I = eye(J);
M = T_train*((K +lambda*J*I)^(-1));
thatt = M*K1;
count = Calculate_accuracy(T_test,thatt);
lambdaVector = [lambdaVector,lambda];
accVec = [accVec,count];
if count > maximal

maximal = count;
bestLambda = lambda;

end
end
useLambda = bestLambda;
M = T_train*((K +useLambda*J*I)^(-1));
T_hat = M*K1;

function accuracy=Calculate_accuracy(T,T_hat)
errnum = 0;
N=size(T,2);
for i=1:N

score_est = T_hat(:,i);
score_gt = T(:,i);
[~, maxind_est] = max(score_est);
[~, maxind_gt] = max(score_gt);
if(maxind_est~=maxind_gt)

errnum = errnum + 1;
end

end
accuracy=(N-errnum)/N;
end

function error=Calculate_error(T,T_hat)
error=20*log10(norm(T-T_hat,’fro’)/norm(T,’fro’));
end
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Applicability of a Translucent Barrier Based Model
of Noise

Linus Nilsson and Oskar Kviman

Abstract—The aim of this project was to create our own data
set consisting of images of fruits and vegetables. A subset of the
data set was composed of images where the fruits and vegetables
were obscured by a plastic bag. We then evaluated the difficulty
of this data set using a simple kernel machine algorithm. The
performance drops considerably when introducing the above
mentioned subset to the data set. The algorithm was to classify
the different types of fruits and vegetables present in the data
set. We also created the data set in different pixel dimensions,
sufficiently reducing the computation time of the algorithm while
not suffering a large drop in classification performance. This
enables algorithms which complexity are highly dependent on
input dimension size to use the data set. From our different
experimental setups we were able to conclude that the machine
outperforms humans on small input dimensions, given that the
humans had no prior knowledge of the data set.

I. INTRODUCTION

There has been a massive resurgence in interest for artifi-
cial intelligence, machine learning and neural networks. The
theories aren’t new but with the increase in computational
power the areas where these can be applied have been greatly
increased.

Problems which can be solved with machine learning are
many. One of these are object recognition for which neural
networks (NN) and support vector machines (SVM) have been
shown to perform well on. State-of-the-art performances are
often obtained by using deep neural networks, (DNN). The
argument being, that the use of many layers lets the DNN
to learn different abstractions of the input data, in each layer.
Among the DNN architectures, convolutional neural networks,
(CNN) [1], are commonly used. Object recognition has a wide
range of application, from surveillance to detecting people or
objects in the domain of autonomous vehicles. A common way
to demonstrate the capability of a machine learning algorithm
is to train and test it on popular, public data sets (e.g. MNIST,
Caltech 101 etc.) [2], [3]. In this way, the NN’s or SVM’s
performance is comparable. Because of this, when developing
a machine learning algorithm or a network, it is rare to produce
a data set of your own. Also, the procedure of generating a
data set is considered time costly.

With this in mind, we have chosen to deepen our under-
standing of the field by creating our own data set. The data
set consists of images of fruits and vegetables (objects) that
are either ”clean” (there are no barriers or obstructions) or
”obscured” (the object(s) are placed inside a plastic bag).
The data set consists of 10 different objects to be classified.
These 10 categories were made up of 10 different fruits and
vegetables. The obscured object images can be seen as a noisy
version of the clean images. The approach of using plastic bags
as noise is new and we have not seen it implemented on any

other data set. The common way of introducing noise is to
either add a white Gaussian noise to for example an audio
recording, or by distorting random pixels in an image. So the
approach of having a physical barrier as noise is an interesting
and unusual method of adding noise.

Choosing hyper parameters and optimizing DNNs is con-
sidered a complicated affair and the methods of doing so are
not well understood at the time of this report. So, in order to
better understand and evaluate our attained results, we chose a
simpler machine learning algorithm called kernel machine [4].
This was then used on our custom data set. We used different
image sizes for our tests, ranging from 300 × 300 pixels to
10 × 10 pixels. The idea behind using a low dimensional
representation of the data is that computation time for machine
learning algorithms often depends on the dimension of the
input data. When handling images in the RGB (Red Green
Blue) model, a dimension reduction from 300×300 to 10×10
pixels represents a reduction from 270000 data points to 300
data points. Thus, approximately one percent of the original
information in the image is sustained.

The results and findings in this paper aim, rather than opti-
mizing the machine performance, to demonstrate the increased
difficulty of the data set when the objects are placed in plastic
bags, thus demonstrating the usefulness of this type of noise.
Useful, as in, for example, the context of improving self-
checkout machines. Furthermore, we explore whether data that
has been dimensionally reduced still can be interpreted and
classified by the kernel machine. Throughout the paper, we
compare human and machine performances on our generated
data set. The transparent plastic bags distort the geometry of
the object inside it. We presume that, classifying a common
fruit or vegetable in a transparent plastic bag should be trivial
for a human, but perhaps not for a machine. Hence, the
comparison.

II. THEORY

In this section, we will describe the process of kernel-
based optimization, i.e. formulate the optimization problem
to be computed while introducing the notations to be used
throughout the paper, and how the images are compressed.

A. Kernel method

SVMs are used to generate a decision boundary separating
different classes in a data set [5]. The kernel method is an
SVM which uses the supervised learning heuristics to train in
order to classify images not seen before. This type of learning
heuristic implies that the images (feature vectors) handed to
the machine during training are labeled with the correct class;
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letting the machine take part of these labels (targets), in order
to improve its classification performance.

1) Kernel function: When attempting to separate the
classes, the problem can be simplified by observing the data
in a higher dimensional space. This due to the fact that
relations that are nonlinear in some lower dimension might
be found linear in a higher dimension. Consider, for example,
the XOR problem. In Fig. 1a (two dimensions), there exists
no hyperplane which can divide the two classes X and circle,
as opposed to the case in Fig. 1b (three dimensions) where a
hyperplane can be clearly fitted between the two classes. With

(a) Illustration of the XOR problem in 2D. X and O represent
two different classes.

(b) Illustration of the XOR problem in 3D. X and O represent
two different classes.

Fig. 1: The XOR problem in 2D (a) and 3D (b).

this in mind, we find some function Φ, which performs the
mapping

Φ : x ∈ IRn �−→ Φ(x) ∈ IRN, (1)

where x is a feature vector inputted to the system and n < N .
The kernel function will perform dot products between the

mapped input vectors, why some concern about the absence

of an upper bound on N arises. Defining the mapped vectors
in IRN as N → ∞ would obviously not be computable. We
give an example showing that the vectors need not be defined
explicitly, hence an unbounded N causes no need for concern.
Consider the case where

Φ : x ∈ IR2 �−→ Φ(x) = (x21, x
2
2,
√
2x1x2) ∈ IR3.

We now perform the dot product

Φ(x) · Φ(z) = x2
1z

2
1 + x2

2z
2
2 + 2x1x2z1z2

= (x1z1 + x2z2)
2 = (x · z)2,

where z ∈ IR2. As mentioned the kernel function performs a
dot product between the mapped input vectors, hence we can
derive the kernel function

κ(x, z) = Φ(x) · Φ(z) = (x · z)2, (2)

for this specific case. It has been shown that this example
generalizes to any higher dimension N , in [6].

Above we introduced some nonlinear mapping with polyno-
mial properties. Despite the simple nature of the exemplified
kernel function, the most used kernel function is the Gaussian
kernel

κ(x, z) = exp

{
−||x− z||2

2σ2

}
, (3)

where the constant 2σ2 can be computed as the average
distance between all the feature vector pairs in the input space.
Note that the less similar all the input vectors are, the larger
the constant. This in turns, will make the kernel function more
sensitive to dissimilar vector pairs, as the function decays
towards zero with the dissimilarity of the vectors. Fig. 2 & 3
give visual interpretations of the function in two dimensions.
As can be seen, the radius, centered at z, determines whether
κ(x, z) → 0 or if κ(x, z) > 0 and is inversely proportional to
the constant 2σ2.

z x

Fig. 2: Illustration of the Gaussian kernel in two dimensions
with some radius, centered at z, so that κ(x, z) → 0.

2) Optimization problem: Here we shall reformulate an
argmin optimization problem in order to attain an expression
for the optimal target estimation, t̂. Before deriving this ex-
pression, we clarify the difference between targets (t), feature
vectors from the training set and feature vectors from the test
set (x).
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z
x

Fig. 3: Illustration of the Gaussian kernel in two dimensions
with some radius, centered at z, so that κ(x, z) > 0.

When using the supervised learning heuristics, a data set is
commonly divided into two subsets; a training set and a test
set, where the number of training samples (J) is larger than the
number of test samples (Q). Since, as mentioned above, the
kernel method uses supervised learning, all feature vectors in
the data set must be labeled. In classification problems a label
is programmed as a one-hot vector, i.e. all vector elements
are zero except for a single element that is one, and we will
refer to this vector as a target vector, t. If element i in tk is
nonzero, then the correct class represented in feature vector
xk is the class corresponding to index i. Formally, we have

tk ∈ IRC, (4)

where C denotes the number of classes in the data set and
k the observed sample. We can now formulate the data set
mathematically as

S = {(x1, t1), ..., (xk, tk), ..., (xJ+Q, tJ+Q)}. (5)

Now let us denote the training set as Strain and the testing
set as Stest, then we let

Strain, Stest ⊆ S

and, importantly,

Strain ∩ Stest = ∅.

Recall that Stest must not have been proposed to the machine
during training, since this would be cheating. Finally, before
returning to the optimization problem, we define our feature
and target matrices as

X =




x1
1 . . . x1

k . . . x1
J+Q

...
. . .

...
...

xk
1 . . . xk

k . . . xk
J+Q

...
...

. . .
...

xP
1 . . . xP

k . . . xP
J+Q




∈ IRP×(J+Q), (6)

T =




t11 . . . t1k . . . t1J+Q
...

. . .
...

...
tk1 . . . tkk . . . tkJ+Q
...

...
. . .

...
tC1 . . . tCk . . . tCJ+Q




∈ IRC×(J+Q). (7)

Firstly we choose Φ(x) to be a general nonlinear function,
mapping the feature vector to some other dimension. When
this mapping has been performed we want to represent the
result in the same space as the corresponding target vector,
i.e. IRC. This is achieved with the matrix

W ∈ IRC×P (8)

which projects Φ(x) onto IRC. Optimizing this projection is
what we call training, hence the argmin problem to be solved
is

argmin
W

1

2J

J∑
k

||tk −WΦ(xk)||22 s.t. ||W||2F ≤ ε, (9)

for the k’th pair in Strain. ||.||F denotes the Frobenius norm.
The purpose of the constraining is to avoid overfitting or
overtraining the system to the training samples [4]. Through a
Lagrangian multiplier λ, equation (9) can be rewritten as the
unconstrained optimization problem

argmin
W

1

2

J∑
k

||tk −WΦ(xk)||22 +
Jλ

2
||W||2F . (10)

Note that λ is a scalar which can be chosen to prevent or
let the values in W to grow unbounded by either choosing
a larger or smaller scalar value, respectively. Solving (10) in
matrix form gives the optimal solution

W∗ = − 1

Jλ
(T−W∗Φ)Φ�, (11)

where Φ is the element wise mapping of X. We next perform
a variable substitution, substituting W∗ in (11), as in [4],
attaining the optimal target estimation as

t̂ = T[Φ�Φ+ JλIJ ]
−1Φ(x)�Φ(x′). (12)

We can rewrite (12) as

t̂ = T[K+ JλIJ ]
−1κ(x), (13)

where K = Φ�Φ is a J×J matrix composed of dot products
between mapped feature vectors, hence kernel functions, from
the training set, and κ(x) = Φ(x)�Φ(x′) a J-dimensional
kernel vector [7]. Note that x ∈ Strain and x′ ∈ Stest and
that the kernel function to be used in calculating K and κ(x)
can be any kernel function, for example the Gaussian kernel
(3), as long as it fulfills (2).

III. METHOD

In this section we detail how the practical part of the
project was conducted and structured. We have identified three
distinct parts of the project as creating the data set, setting up
the experiments and performing human tests. These will be
outlined below.
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A. Creating the data set

When creating the data set we sought to have our pictures
as structured as possible. By as structured as possible, we
mean having our objects in roughly the same position for all
pictures, the same light and the same distance and angle from
the camera. To fulfill these conditions we created an all white
background to place the different fruits on. We then measured
and marked a certain distance from the object where we could
place our camera on a tripod and made sure we had good
lighting on that position at all times.

The aim for this project was to test the ability of a kernel
machine to identify 10 classes of fruits and vegetables, both
on their own or when obscured by a plastic bag. For our 10
classes we chose the following fruits and vegetables (objects):

• Apple
• Banana
• Carrot
• Lemon
• Onion
• Orange
• Pear
• Peppers
• Potato
• Tomato
For each class we had 7 unique objects at our disposal. The

aim was to divide the objects into groups of 5 and 2. The
5 objects were then used for the clean images, meaning the
images of objects without the plastic bag barrier. For each class
the group composed of 5 objects, the objects were arranged so
that we had 25 images, making for 250 clean images in total
for the 10 classes. An example of how an unedited clean image
looked like can be seen in Fig. 4. The objects in the second
group were then arranged in plastic bags so each class had
10 obscured object images, making for a total of 100 images
of fruits in plastic bags. An example of an unedited barrier
image can be seen in Fig. 5.

As instructed by our supervisor, the other group (F6a) with
the same project as us gathered their own images of objects
in a similar fashion. Their were in general not as structured as
ours, the fruits were more spread out and the lighting shifted
from image to image. There were also some differences in the
amount of images for each class, i.e not necessarily 25 clean
images per class or 10 obscured object images. These were
combined with ours to make a larger collection of 497 clean
images and 254 obscured object images.

To be able to make the images manageable for MATLAB R©,
the images had to be reduced in size. To do this and to be able
to test on different dimensions of input data we used a photo
editing program called IrfanView R©, this allowed us to do batch
editing of all photos at once. We resized the images to 10×10,
15× 15, 20× 20, 30× 30, 50× 50, 100× 100, 200× 200 and
300×300 pixels as well as cropping them to only include the
white background and the fruits. When reducing the size of the
images we reformatted the images to the PNG format (Portable
Network Graphic). The PNG-compression uses and algorithm
called Deflate, which in turn is built on the LZ77 algorithm
[8]–[10]. This is a lossless compression algorithm, meaning

Fig. 4: Unedited clean image of a banana

Fig. 5: Unedited obscured object image of potatoes

that the loss of information when compressing is low, it is a
widely used format and the interested readers are encouraged
to look it up for further information. Examples of 300× 300
pixel images after resizing and cropping can be seen in Fig. 6
& 7. Examples of cropped and resized 10 × 10 pixel images
can be seen in Fig. 8 & 9.

Fig. 6: Edited 300× 300 pixel image of a clean banana
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Fig. 7: Edited 300× 300 pixel image of an obscured potato

Fig. 8: Edited 10× 10 pixel image of clean bananas

We then used MATLAB R©to vectorize our images (feature
vectors), while still keeping the RGB scale. When an image is
represented in RGB scale each pixel has three different values.
Thus the image is composed of three stacked matrices with the
same dimensions as the image’s resolution. The stacked matri-

Fig. 9: Edited 10× 10 pixel image of an obscured tomato

ces are then vectorized to form the feature vector. Each image
was assigned a one-hot vector as target vector. This means
that for each pair in S, see (5), the target vector, t, contains
a single one indicating which class it belongs to and zeros in
the remaining positions, e.g t = (1, 0, 0, 0, 0, 0, 0, 0, 0, 0)� for
apples and t = (0, 1, 0, 0, 0, 0, 0, 0, 0, 0)� for banana and so
on, according to the order of the bullet points under sections
Method (III-A) and Theory (II-A2).

B. Experiment setup

When structuring how we wanted to conduct our experi-
ments we chose an approach of having 4 different test cases,
referred to as DB1, DB2, DB3 and DB4.

• DB1’s training set, Strain, consists of vector pairs (x, t)
corresponding to clean images and vector pairs corre-
sponding to obscured object images in the test set, Stest.

• For DB2, vector pairs in Strain correspond to a subset
of clean images and those in Stest correspond to the
remaining clean images.

• DB3 is a setup where the vector pairs in Strain corre-
spond to a mixture of all the clean images and a subset of
the obscured object images, while the vector pairs in Stest

correspond to the remaining obscured object images.
• DB4 is the inversed experiment setup from DB1.
For each experiment we ran the test case 50 times and in

each iteration we drew new random vector pairs to the training
and testing sets and saved the accuracy. The performance of
the 50 iterations was calculated as the mean squared error of
the saved accuracies and this is what we present as our final
result for each test case as well as the standard deviation. Also,
the mean error was saved and calculated for these test cases
(See subsection III-D for more details on how the accuracy
and error are defined). On test cases DB1 and DB4 we make
sure to use different segments of training and testing sets by
decreasing the total number of used images by 5 and 10. For
DB2 and DB3 we use 20% of the test set in each iteration,
still drawing random vector pairs each time. See TABLE I for
a summary of the experiment setups.

To ensure a good regularization and optimal performance
for each test case, we sweep over λ, presented in (10), to find
the peak in accuracy. As mentioned in section Theory (II-A2),
a larger valued λ puts more emphasis on upper-bounding the
weight’s values. This experimental way lets us determine the
optimal λ for each test case.

TABLE I: Experimental setups

Experiment setup Strain Stest

DB1 clean obscured
DB2 clean clean
DB3 clean & obscured obscured
DB4 obscured clean

C. Human tests

When outlining the tests to be done on humans, it is partly
based on the assumption of the humans prior knowledge of the
presented objects, i.e. the objects’ appearances both with and
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without barrier. The comparison between human and machine
we found to be of interest was the performances when the
vector pairs in Stest correspond to the ”obscured” images,
why the humans were only tested on ”obscured” images.
When presenting the downsized images, we tested the humans’
ability to interpolate the observed object, i.e., in practice, the
ability to estimate.

We performed two tests on 10 humans. The size of the group
of humans was not picked based on any standard. We wanted
the size to be a fraction of the number of test runs performed
by the machine, while practically being manageable. First we
let them classify 50 300× 300 pixel images, then 50 10× 10
pixel images. They were presented with ten options, the same
as the machine, matching the ten classes in the data set. The
group was selected among our friends which neither had prior
knowledge or seen any of the images in any of our data sets.

The test was done in a controlled environment where we had
written a MATLAB R©GUI application that showed the subject
an image with 10 different answers corresponding to our 10
classes of fruits and vegetables. When an answer has been
chosen they click a next button which shows a new image to
classify. This was then repeated over 50 images per set, the
two sets chosen were randomly selected images of obscured
objects on 300×300 pixels and then on 10×10 pixels. Every
test was taken by a single person at a time to ensure the person
was not influenced by anyone else. The performances were
evaluated by the humans’ accuracy on the 50 images.

D. Evaluating the machine performance
To evaluate the performance of our machine we used an

approach of calculating the normalized mean error (NME) on
a logarithmic form as well as looking at the standard deviation
over all the iterations to see how reliable our accuracy was.
The logarithmic NME was used to show how the size of the
error varies, as the accuracy is only a relative measurement.
To account for randomness when choosing different training
and test sets, i.e if we would get mostly images of the same
object in training and testing or if we would get less barrier
images in the training set when evaluating DB3, we ran the
algorithm 50 times per test, drawing new random vector pairs
each iteration. With this approach the NME was calculated as:

NME = 20 · log10

(∥∥t− t̂
∥∥2
F

‖t‖2F

)
, (14)

where ‖·‖F denotes the Frobenius norm. In equation (14) t
denotes the target vector and t̂ denotes our estimated target
vector calculated as derived in equation (13) in the theory
section.

The machine accuracy was calculated as:

accuracy =
N − no.errors

N
, (15)

where N is the number of runs, in this paper 50, and
no.errors is the sum of erroneous classifications by the ma-
chine, i.e. argmax

i

(
ti
)
�= argmax

i

(
t̂i
)

, evaluates to an error.

This gives us the mean percentage of correct classifications
over N runs. This definition of accuracy was also how human
performance was determined.

IV. RESULTS

Here we present the machine and human performance
results from our experiments. To be able to make machine
versus human comparisons, we have chosen to focus on the
machine’s results on the experiment setups involving 10× 10
and 300×300 pixel images. With this in mind, we still present
how the machine’s performance is affected by the decrease in
pixel dimensions.

A. Machine performance results

In Fig. 10 we observe the machine’s decrease in accuracy as
the pixel dimensions are decreased. The machine was tested
on DB3, see TABLE I, with 50 iterations per pixel dimen-
sions. Note that, for practical reasons, we restrict ourselves to
analyzing the results obtained when handling 300 × 300 and
10×10 pixel images. As can be seen in the figure, the accuracy
decays with the reduced pixel dimensions. After 30×30 pixels,
the machine’s accuracy experiences a relatively large drop,
approximately 8%.

The machine’s classification results of interest are presented
in TABLE II. It shows the testing NME, testing mean accuracy,
the total computation time (the average time, over all N = 50
iterations, it takes to compute training and testing) and the
experimentally derived λ. In Fig. 11 the accuracies performed,
over 50 iterations, by the machine are demonstrated for all of
the experimental setups with pixel dimensions 10 × 10. Fig.
12 show the accuracy results performed by the machine, when
the pixel dimensions were 300× 300, over 50 iterations. The
fluctuations observed in both of these figures were due to the
varying complicity of the data set. The vector pairs randomly
drawn to Stest in one iteration, could apparently impose more
or less difficulty for the machine than in the next iteration.

Fig. 10: Accuracy as function of pixel dimensions, DB3.

The experimental way of determining λ by iterating over a
set of lambdas from 10−10 to 105 are shown in Fig. 13 for
10×10 pixels and Fig. 14 for 300×300 pixels. The peak in the
plots represent at what lambda we see a peak in performance
for the particular experimental setup and input dimension.
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TABLE II: Performance on two pixel dimensions of interest

Setup 10× 10 pixels 300× 300 pixels
NME Mean accuracy Time (s) λ NME Mean accuracy Time (s) λ

DB1 −0.52 39.2± 1.2% 0.0243 10−4 −1.34 50.4± 1.0% 8.8060 10−4

DB2 −2.56 69.1± 4.2% 0.0138 10−4 −4.16 82.1± 3.8% 6.1110 10−4

DB3 −1.43 53.4± 3.6% 0.0317 10−4 −2.01 64.2± 3.3% 11.3126 10−4

DB4 −0.37 44.7± 1.0% 0.0100 10−4 −1.2 49.6± 1.0% 4.9262 10−6

TABLE III: Performance on gray scale images (300× 300)

Setup 300× 300 pixels
NME Mean accuracy λ

DB1 −0.26 32.7± 1.0% 10−4

DB2 −2.89 73.8± 4.2% 10−6

DB3 −1.11 46.1± 3.4% 10−5

DB4 −0.48 36.7± 0.9% 10−4

TABLE IV: Human performance on 10× 10 & 300× 300 pixels

Subject # 10× 10 pixels 300× 300 pixels
1 16% 82%
2 34% 74%
3 48% 76%
4 30% 88%
5 36% 88%
6 44% 92%
7 52% 92%
8 44% 100%
9 22% 86%
10 28% 92%

Mean accuracy 35.4% 86.6%

Fig. 11: Accuracy over iterations for all experimental setups,
10× 10 pixel dimension

B. Human performance results

The results from testing 10 human subjects for each dimen-
sion are shown in TABLE IV. We can see from the mean
accuracies that humans outperform the machine on 300× 300
input dimension, and the machine outperform humans on
10× 10 input dimension.

Fig. 12: Accuracy over iterations for experimental setups,
300× 300 pixel dimension

V. DISCUSSION

A. Machine performance analysis

Observations that have been made about how the machine
evaluates what the objects are, is that it seems to rely on the
colors of the object. When we proposed gray scale images
to the machine the performance dropped significantly, see
TABLE III. This is what one would expect, since the machine
can learn to rule out a great deal of objects based on color.
E.g. if the displayed object is yellow, the probability of the
object being a banana, lemon or pepper should increase.
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Fig. 13: Accuracy vs lambda on all experimental setups, 10×
10 pixel dimension.

Fig. 14: Accuracy vs lambda on all experimental setups, 300×
300 pixel dimensions

When supplying gray scaled images, the machine is forced
to evaluate the object through its geometry. Comparing TA-
BLE II and III we can observe a significant drop in accuracy
for experiment setups where the obscured objects are present,
i.e. DB1, DB3 and DB4. For DB1 we experience approxi-
mately a 20% drop in accuracy when comparing 300 × 300
(RGB) and 300×300 (Gray scale). This is explained by that the
obscured objects have not been presented during training, i.e.
the geometry of the obscured objects have not been learned.
This opposed to DB2, when the obscured objects are not
present, where the drop in accuracy is less than 10%.

Another key observation made about the machine perfor-
mance concerns the impact of downsizing. Despite the large
loss in information when training on 10 × 10 pixels (RGB),
the results associated with this image dimension outperforms
the results associated with 300 × 300 pixels (Gray scale)
on all experiment setups containing obscured objects. This
further emphasizes the importance of preserving the color
for the machine. The results displayed in TABLE II show
that accuracy does not suffer more than an 11% drop for
any experiment setup. Also the computation time, for training

and testing, is at most approximately 380 times faster when
handling the 10× 10 pixel images. The reduced computation
time is due to that the operations computed by the κ(x)
component in (13) is dramatically reduced.

When evaluating the machine performance, keep in mind
that the kernel machine is a rather simple algorithm. That
being, there is only one way of improving the performance, i.e.
through finding the optimal λ. This single parameter choice
lets us draw conclusions about the difficulty of the data set in
a simpler manner; we do not have to evaluate the effects of a
great many parameters choices. Ways of gaining better results
(higher accuracies) would be to pick another algorithm, or to
generate more data to the data set. We remind the reader that
our aim was not to optimize the machine performance, but to
demonstrate the difficulty of the data set when introducing the
specific noise. This has been shown in TABLE II and III.

B. Human vs. machine performance

The experiment setup comparing humans and our machine,
was based on some assumptions: adult humans are acquainted
with common fruits and vegetables. If these were to be put in a
transparent plastic bag, the ability to recognize the (distorted)
object should be preserved, why the participants were not
allowed a training set. Also, when comparing accuracies, we
chose to observe the machine’s accuracy on DB3. Please recall,
that in the DB3 setup, the machine has been trained on both
obscured and non-obscured objects. A training similar to a
person’s.

By far, humans outperform the machine on larger dimen-
sional images of distorted objects. This is in line with what
we assumed. For humans, the problem arises when switching
to a low dimensional image, here as seen in Fig.8 & Fig.9.
Apparently, it is difficult for a human to discern what is being
shown in a 10×10 pixel image. The machine on the other hand
has been trained on 10 × 10 pixel images and classifies the
objects with similar precision as for the 300×300 pixel images.
The reasoning behind not letting humans train beforehand
on a set of images, is clear from our assumption above.
Their prior knowledge should allow them to extrapolate certain
information in the image, and interpret the distorted object on
display. This, perhaps, makes the comparison between humans
and machines unfair. When the authors of this paper, classify
the 10×10 pixel images of obscured fruits, the performance is
around 60% which is far better than the machine. This implies,
a bit of human training might be sufficient to turn the tables.
After the tests, some participants shared they had experienced
a drop of energy when not being able to interpret many images
in a row. This was, of course, not a problem for the machine.

Another observation when talking to the subjects taking
the test on 10 × 10 pixel images, is that most of the high
scoring participants used the same approach as, we believe,
the machine did. That is, looking mostly at the color in each
image, and from it drawing the conclusion of what it might
be. This makes for an interesting angle of approach. When the
dimension is large enough, humans outperform the computer,
using, presumably, more sophisticated methods to classify.
But, when the image dimension is low enough, the humans
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resort to the same type of classification as the machine, with
poorer results. Given our presumption in Introduction (I), this
is a surprising result.

C. Characteristics of the data set

As mentioned in Method (III), our data set is composed
of images from both our group and another group, F6a. The
objects in our images were more centered and structured with
a specific type of lighting, while the other group’s images
were less structured. When initially running tests on only our
images we consistently attained a 96% accuracy on DB2. The
results demonstrated in TABLE II (and all the other results in
the paper), were obviously attained from both group’s images
and are not close to the initial accuracy. One could argue
that when the objects in all the images are structured and
ordered in a systematic fashion, the machine has a better
chance of identifying what it is, thus the initial results. The
argument is based on intuition and the fact that when having
more homogeneous images in the data set, the algorithm does
not need to be as general. On the other hand, in a real life
situations, data is seldom neatly organized. So, the need to
develop general algorithms is reasonably more important than
creating a neatly organized data set. For example, a data set
containing our type of noise, could be used to train a model
that evaluates pictures a camera takes in a grocery store.
The pictures could be of fruits and vegetables that shoppers
pick out to buy. The fruits and vegetables would then be
disorganized in the plastic bag, which, again, emphasizes the
need of a general algorithm.

Another key observation from our results, concerns the fact
that when plotting the mean accuracy over several iterations
we have large fluctuations in the accuracy from one iteration
to the next. The fluctuations are probably an effect of too
few data samples to be able to give a good representation of
the different objects in each iteration. Please recall, that in
every iteration we draw a certain ratio of the test set, Stest,
why one iteration could involve images harder to classify,
than during the next iteration. If we would have accumulated
more images the standard deviation for the accuracy should
have dropped, while the accuracy should have increased. The
standard deviation should decrease, since every test run would
involve a larger representation of the objects. The accuracy
should increase, since the machine is given better conditions
to generalize.

D. Future work

When summarizing what have been learned and discussed
in the previous sections, a few points for improvement stands
out. The most noticeably being exploring other algorithms
and enlarging the data set. Also, there are further interesting
experiments that can be made on the data set.

With background to what was discussed under section
Discussion (V-A), we propose the following recommendation:
In order to outperform the kernel machine’s results on our data
set, one should implement a network or machine that can learn
more complex representations of the data. For example, a deep
neural network (DNN), such as a convolutional neural network

(CNN). As mentioned in section Introduction (I), these types
of architectures often achieve state-of-the-art performances,
why we believe that the performance could be enhanced even
on a small data set like ours.

Improvements can be made for the data set, as well. The
obvious being, to increase the number of images that form
the total set. How many samples that would suffice, is non-
intuitive and probably depends on the chosen algorithm. How-
ever, ”the more the merrier” seems to be a fitting expression
when discussing data.

One experiment that would be interesting, is how the in-
creased thickness of the barrier would impact the performance.
This could have been done by choosing a material which one
could scale in thickness; letting the obscured objects set of im-
ages consist of this; having an identical set for each thickness.
Our analysis under Discussion (V-A), implies that we would
see a sudden, large drop in accuracy at some interpretation
threshold. This because, as the barrier thickness increases, both
the object’s color and geometry becomes distorted.

We mention, under Discussion (V-B), that perhaps the
comparison in performance on the 10×10 pixel data set is not
fair. We argue, that the images are distorted to such extent that
it is hard to claim super-human performance by the machine.
Especially since, the machine has been trained on the low
dimensional images. Hence, we propose an experiment setup
where the machine trains on the 300× 300 pixel images and
is tested on the 10 × 10 pixel images. Then the comparison
would undoubtedly be fair.

VI. CONCLUSION

We set out to create a data set, to which a subset would
be composed of objects obscured by plastic bags. This was
assumed to impose a challenging task for a simple object
recognition algorithm. This assumption, in conjunction with
a greed to achieve better performance results, led us to di-
mensionally reduce the images’ pixel sizes. By doing this, we
enable more complex, better-performing algorithms to use our
data set. We have investigated, through different experimental
setups, whether the machine would be able to interpret the
lower dimensional images. Also, we compared our machine
to human performances on our data set. We found that:

• The introduction of plastic bag barriers, dramatically
reduced our performance independent of input data di-
mension.

• By reducing the input data dimension, we experienced a
drop in performance, but perhaps of non-fatal proportions.
By using a more complex algorithm, this performance
loss can be recovered. By expanding the number of
samples in the data set, we expect to see a increase in
performance.

• Humans outperformed the machine on 300 × 300 pixel
input images. This due to the machine’s inability to
generalize on a non-general data set. However, the ma-
chine outperforms humans on 10 × 10 pixel images.
We have reason to believe, that humans use the same
kind of classification as the machine in this case. I.e,
mostly looking at color in the image, rather than geometry
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in conjunction with color. On the other hand, we also
believe, a human that has been trained on 10× 10 pixel
images, would likely outperform the machine on the
current data set.
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THE TOKAMAK: A FAILED DOUGHNUT OR AN ENVIRONMENTAL SALVATION?

Imagine a world where carbon emissions is not an issue. A world where energy consumption is 
not correlated to bad conscience. Thanks to the tokamak fusion reactor, this imagination can be-
come reality - but there are many obstacles and the journey has just begun.

The theory of fusion is as easy as combining two nuclei into one. However, replicating this is something that 
has been shown to be quite difficult. The only places in the universe where fusion takes place naturally are 
at the core of stars. With 15 million degrees Kelvin and a tremendous pressure, our star, the Sun, manages to 
break the bonding energy of the nucleus and accomplish the unthinkable. For the last years, mankind has 
bolstered courage enough to accept the very same challenge of imitating this process.

So what plan does mankind have in mind, for the realization of controlled fusion? Out of many various solu-
tions, one specific has gained a lot of attention: The so called “tokamak”. With its doughnut-like shape and 
distinctive magnetic field, it turns out to be a promising solution. For fusion to occur within the tokamak, 
fuel is a necessity. Generally, this takes the form of hydrogen isotopes. For this fuel, extreme temperature is 
essential to overcome the repellent force of the positive nuclei. Without the pressure of a star, the tempera-
ture must also be a lot higher than a star - between 100-200 million degrees Kelvin.

Heating the hydrogen to such temperatures forces the electrons to get separated from the nuclei and the 
hydrogen becomes a plasma. Due to this, plasma receives the property of being ionized, which opens up the 
possibility to confine it with strong magnetic fields. In order for the plasma to not crash into the walls of the 
reactor, the plasma must be confined along a circular orbit, which puts further restrictions on the magnetic 
fields. These magnetic fields also contribute to forming a current in the plasma that heats it. Unfortunately, 
this heating is rarely enough. One way to further heat the plasma is to adopt a technique referred to as “Ion 
Cyclotron Resonance Heating”. This is not as frightening as it may sound, as the process resembles the one 
of a microwave. Just as the microwaves resonate with the resonance frequency of water, the radio waves in 
the reactor resonate with the frequency of the plasma. The neutrons that are released as rest products of 
the fusion reaction can not be confined by the magnetic fields. Therefore they forcefully crash into the outer 
walls of the reactor. This is where lithium has been thoughtfully placed, in order to form tritium with the 
incident neutrons. The kinetic energy of the neutrons also result in heat in the walls, which are cooled by 
water whose steam run a turbine, which finally results in energy to our electric grid.

The most expensive and anticipated fusion project is known as ITER, standing for International Thermo-
nuclear Experimental Reactor. This reactor is a tokamak, which is currently being built in southern France, 
and it will be the first fusion reactor to actually produce energy, and not consume it. This would be a huge 
step forward in nuclear research, since it would be a living proof that fusion reactors can be energy profita-
ble. However it is a complex process, and it will take a long time before it becomes commercialized, if even at 
all.
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The process of fusion is to fuse smaller nuclei 
to larger ones. This is a process that demands 
a huge amount of energy. In order to heat the 

plasma to reach sufficient energy for the reaction to 
occur, there are several techniques. One such exam-
ple is Ohmic Heating (OH). This means that a current 
is induced in the plasma which heats it. For small to-
kamaks, this technique is enough to achieve a proper 
temperature of the plasma but for larger tokamaks, 
other techniques have to be added to the process. 
This can be realized by a technique called Ion Cy-
clotron Resonance Heating (ICRH). ICRH involves 
sending radio waves into the plasma from antennas 
that are placed in the reactor walls. The radio wave 
has a frequency that makes it possible to achieve res-
onance between the radio wave and the plasma. It is 
this resonance that constitutes the heating process.

The high temperature together with the bombard-
ment of particles from the fusion process makes the 
inside of a fusion reactor a stressful environment. 
The particles can cause damage in form of erosion or 
get trapped inside the walls of the reactor. The choice 
of material for the walls and the design of the reactor 
is important to minimize the erosion and the amount 
of entrapped particles in order to make fusion reac-
tors more sustainable. 

The largest fusion experiment, to date, is ITER. 
This is an experimental fusion reactor that is being 
built in southern France, which is scheduled to pro-
duce more energy than it consumes in 2035. There 
are also plans to build an even bigger experimental 
reactor called DEMO, which is currently scheduled 
to produce electricity for the electric grid in 2050. 
A fusion power plant has the potential to work as 
a practically endless energy source whose nuclear 
waste does not have the same longevity as the nucle-
ar waste that comes from nuclear power plants.

Project G3 has been studying how effective one can 
drive a current within a plasma for the future fusion 
power plant DEMO. Current drive is important to 
achieve a stable plasma that has a proper tempera-
ture for fusion to accrue. In order to drive a current 
within the plasma there are several techniques pos-
sible. The one that has been studied in project G3 is 
Ion Cyclotron Resonance Heating (ICRH). With 
ICRH one can control the plasma state by regulat-
ing the radio wave that is transmitted into the plas-
ma. Depending on how efficient the current could be 
driven a stable and more controlled plasma can 
be obtained. 

For fusion research, current drive with ICRH has 
the potential to drive a plasma in steady state for a 
longer period of time, making the process of fusion 
more sustainable. Sustainable fusion processes is 
crucial in order to have fusion reactors that produce 
electricity for whole societies in the future.

Unanswered questions that remains for next year’s 
students could be to study how the current drive ef-
ficiency, is affected by different temperatures and 
geometry of DEMO. Is there a certain geometry and 
temperature that enables the most efficient current 
drive one can get?  

The objective of project G2 has been to study and 
graphically represent the distribution of deuterium 
in surfaces for fusion applications. The surfaces in-
side a fusion reactor gets bombarded with particles 
from the reaction and an important issue is how 
much of the hydrogen fuel will get trapped in the re-
actor walls. This is undesirable not only because of 
the loss of fuel but also because it would decrease the 
walls life expectancy. Mapping the distribution of 
deuterium in the surfaces is important for optimiz-
ing the choice of wall materials and investigating the 
possibility of fuel removal methods.

Ion Beam Analysis (IBA) is used to analyze sam-
ples that have been exposed to a reactor like environ-
ment. IBA is a analytic technique where the sample 
gets bombarded with ions of a specific energy and 
by measuring the energy levels of the back scattered 
particles with a detector.

In the future, it could be investigated how consid-
ering more parameters would affect the result of the 
calculations. An example would be to further con-
sider the formulation of stopping power, which is the 
force that slows down ions traveling through 
materials. This could either be to consider the stop-
ping power of the back scattered proton through the 
material, or to consider the composition of materials 
to determine stopping power as a function of spatial 
coordinates.

IMPACT ON SOCIETY AND ENVIRONMENT

Fusion power plants have the potential to supply sus-
tainable and  environmental friendly energy to socie-
ties in the future. Unfortunately, there are questions 
about the possibility of a future of fusion as there is 
no direct answer if fusion will ever work. But if it 
will, it is envisaged that each reactor will have about 
the same outgoing effect as a fission reactor and take 
up about the same amount of space. Fusion pow-
er plants would probably be very expensive which 
probably will lead to a much more rapid expansion in 
rich countries. This could lead to increasing the eco-
nomic gaps between rich and poor countries. Howev-
er, while the hydrogen fuel is cheap, the maintenance 
of a fusion power plant may prove to be so expensive 
that they will not be built for economic gains, but 
only for environmental gains.

Building a fusion reactor has negative environmen-
tal impacts, which is mainly linked to the materials 
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that are used. The required materials that is affecting 
the environment the most is lithium and beryllium. 
Firstly, beryllium, which probably is the best 
material for the inner walls of the reactor, is toxic. 
Secondly, lithium is needed for the fuel cycle of a fu-
sion reactor and mining it will have a negative envi-
ronmental impact. This is a problem, since the oper-
ation of a fusion reactor will require about three tons 
of lithium per year.

Operational fusion reactors will not directly con-
tribute to global warming, as they do not produce 
any carbon emissions. They are a sustainable energy 
source with countless of beneficial aspects, however 
one drawback is the production of radioactive waste. 
In a fusion reactor only a small fraction of every re-
action will produce waste, in comparison to a fission 
reactor where every reaction will. In consequence, 
the amount of radioactive waste will be much less, 
approximately one millionth of a fission reactor of 
the same power. Additionally, the waste is less dan-
gerous due to its composition of mostly low energy 
beta emitters. Another beneficial aspect is the short 
decay time. Long term management of nuclear waste 
is one of the biggest issues with fission power, as it is 
hard to guarantee the safety for the long time it needs 
to be stored. However, as the storing time for fusion 
is only about 100 years compared to fission’s 100 000 
years, it is much less troublesome to take responsibil-
ity of the waste.

The neutron bombardment from the fusion pro-
cess could be used for enriching uranium, which 
could be used for manufacturing nuclear weapons. 
Even though opening up the possibility for nuclear 
weapons is an issue for fission power plants as well, 
a large scale expansion of fusion power plants could 
indirectly make nuclear weapons more accessible.

The question if fusion reactors would increase the 
probability of making nuclear weapons is, by us, 
deemed to be redundant in present time. Fission al-
ready offers the opportunity, and it has done so for 
many decades. Furthermore, fission reactors would 
be a cheaper alternative to produce nuclear substanc-
es, since fusion reactors today are excessively expen-
sive. If the day comes when most of fission reactors 
have been replaced by fusion reactors, the signifi-
cance of this issue will increase.

Many may think that fusion research seems ex-
pensive, when they learn that the ITER project has 
had an investment of 13 billion Euro. Yet history tells 
us this is quite reasonable. Comparing with anoth-
er project, such as the Apollo space project, whose 
price tag landed around 100 billion Euro, one could 
argument for the greater potential gain of the fusion 
research. Even if we will come to the conclusion that 
fusion will never work, the research may still prove 
beneficial for other applications. An example is how 

the development of digital signal processing from the 
Apollo space project indirectly resulted in the CAT-
scan machine. However, if fusion would work, we 
would get an undependable clean energy source that 
could save the world.
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The Mapping and Visualization of Deuterium in
Surfaces of Plasma Facing Components

Axel Trange and Jonas Widegren

Abstract—In this paper we discuss how the spatial distribu-
tion of deuterium and especially its depth distribution can be
determined and visualized for Plasma Facing Components (PFC).
The main incentive of the project is to find attractive ways of
presenting the distribution. Common ways of presentation are
cross sectional 2D images. However, to give a more interactive
way of studying the data we present a distinctive 3D solution. To
reach this goal, a software was developed in MATLAB that used
nuclear reaction data from micro Ion Beam Analysis (µ-IBA),
to estimate the deuterium distributions of samples with trapped
deuterium. The next step was to present the data, which was
realized by a rotatable three-dimensional graph of transparent
data points with shifting colors of deuterium concentration
relative to the surface material. Deuterium distribution of a
divertor surface from the JET tokamak is visualized, along
with deuterium blisters in a tungsten surface. The precision and
the significance of the results may be improved by theoretical
expansion and numerical methods, such as the consideration of
concentration dependent stopping power expressions.

I. INTRODUCTION

IN fusion reactors, Plasma Facing Components (PFC) is
a term for any component that is directly exposed to

ions, electrons and electromagnetic radiation of a plasma.
This includes the inner walls of a fusion reactor. The plasma
confined within the reactor mostly consists of the primary fuel
sources, Deuterium (D) and Tritium (T). Due to the energetic
flux of the plasma and confinement difficulties, ions will react
with the surface of the PFC:s and become trapped. Since
the plasma in the reactor mostly consists of the mentioned
hydrogen isotopes, trapping of these are undesirable as they
affect fuel efficiency [1].

The trapping of particles in the surface leads to deposition,
which alters the properties of the material [1] and erosion,
which in turn causes several problems. Firstly, the erosion
limits the lifetime of the fusion reactor components [1], [2].
Secondly, the erosion causes dust. When the dust releases
into the plasma it contaminates it, which causes cooling and
dilution [1]. Furthermore the erosion will cause subsequent
deposition leading to increased hydrogen retention and the
breaking up of deposited layers [2], which entails dust pro-
duction.

Due to safety reasons, an upper limit has been set for the
tritium inventory in the torus of the reactor [3]. The tritium
inventory can lead to hydrogen dust explosions, and as tritium
is radioactive it could pose a threat if it would be released
to the atmosphere in case of a loss of vacuum accident [1].
Trapped tritium also constitutes a potential health hazard for
the fusion reactor personnel.

As tritium and deuterium both are hydrogen isotopes their
chemical properties are similar. When mapping the deuterium
distribution in samples from experimental reactors one can
then assume that tritium will be trapped similarly. Investigating
these distributions is a key to find materials for the PFC that
can sustain the ion flux in a fusion reactor for sufficient time
and also for investigating possible fuel removal methods [4].

With this said, the focus of this project is to map the
deuterium in PFC:s in a perspicuous manner. That is, to
develop a software that presents an illustrative visualization
of the deuterium distribution, and especially its depth, in the
surfaces of PFC:s.

To accomplish this, data from a method known as Ion Beam
Analysis (IBA) was utilized. By irradiating a sample with
an ion beam of set energy, nuclear reactions occur within
the surface. This results in protons emitted in the backwards
direction, whose energy spectrum is recorded with a detector.
The proton energy distribution is digitized with a multi channel
analyzer and the channel contents together with the position
of the ion beam gives sufficient data for an estimation of depth
and position of the deuterium distribution in the sample. This
paper includes methods for this estimation and presentation of
results thereof.

II. THEORY

In this section, a review of how Ion Beam Analysis (IBA)
is executed is presented, followed by theoretical methods to
estimate the deuterium distribution in a sample from micro
IBA data. These methods describe how the IBA data can be
used to estimate the depth and concentration of deuterium.
The methods also include how parts of the uncertainties of
the IBA data can be considered.

A. Ion Beam Analysis and its Setup

The principle of Ion Beam Analysis (IBA) is probing an ion
beam over a sample and detecting particles from the beam’s
interaction with the sample. In this project, the sample exposed
to the IBA is a component that has been irradiated in a fusion
reactor-like environment. Hence it has a deuterium inventory.
The goal of the IBA is to detect nuclear reaction products
of deuterium and the incident ion, in this case 3He2+. When
limiting to nuclear reactions in this fashion, the procedure is
referred to as Nuclear Reaction Analysis (NRA).

The energies of the reaction products are measured with a
surface barrier detector, here an annular Si detector, and sorted
into digital channels of a multi channel analyzer. However,
since different particles are emitted from the reactions, it is
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1. Ion beam axis
2. Annular Si detector
3. Target sample
4. Si(Li) X-ray detector
5. Microscope

Fig. 1. An illustration of the setup of a typical micro ion beam analysis, where we modelled the setup in the graphics tool Blender 2.79b. All components
are placed in a vacuum chamber. The ions hit the target, and the resulting nuclear reactions produce particles whose energies are measured in the detectors.

advisable only to study one particle. This can be done by
covering the annular detector with an aluminum foil thick
enough to filter away heavier nuclei. This way only protons are
detected, and a proton count energy spectrum can be obtained
from the deuterium reactions.

An illustration of a micro beam analysis setup (µ-IBA) is
shown in Figure 1. While the annular detector measures the
proton energies of the reactions, there is other information to
measure as well. The X-ray detector visible in the same illus-
tration measures characteristic X-ray photons, due to atomic
excitations by the beam ions, which can be relevant for X-ray
spectra and calibrations. The Scanning Electron Microscope
(SEM) in Figure 1 depicts the surface of the material, which in
turn can be adopted to analyze the correlation between surface
properties such as cracks and holes with deuterium retention.

A copper grid is often placed on the target within the area
scanned by the ion beam. This is for reference purposes, which
eases calibrations and can be used to determine the ion current.
It can also be used to determine ion beam dimensions and as
reference when considering the distortion of the SEM image.

B. Particle Reactions and Kinematics

The nuclear reaction of the incident 3He2+ ion and the deu-
terium nucleus, 2

1H+, is described by the following reaction:

3
2He+2

1 H → 4
2He+ p+Q0 (1)

This reaction is often described in a more compact manner
as D(3He,p)α, where the D refers to the deuterium and α
to the helium nucleus. The incoming 3He2+ ions from the
ion beam reacts with deuterium in the sample, which forms
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Fig. 2. The kinematics for the D(3He,p)α in the IBA environment. Here I is
the incident 3He2+ ion, B is the proton emitted in the backwards direction, T
is the deuterium target particle and R the recoiling 4

2He2+. θ is the emitted
proton’s angle relative to the surface normal and φ is the angle of the recoiled
4
2He2+.

4
2He2+ and a proton. The Q-value is the energy released from
the reaction and is for this reaction 18.352 MeV [5]. However,
how the energy gets distributed between the alpha particle and
the proton is estimated through the kinematics of the particles.

In Figure 2, a model of the kinematics is described. The
relation between the different particles momentums p before
and after the reaction can be described with momentum
conservation as:

pI = pBcos(θ) + pRcos(φ)

0 = pBsin(θ)− pRsin(φ)
(2)
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By rearranging this expression:

pI − pBcos(θ) = pRcos(φ)

pBsin(θ) = pRsin(φ)
(3)

squaring both sides:

(pI − pBcos(θ))
2 = p2Rcos

2(φ)

p2Bsin
2(θ) = p2Rsin

2(φ)
(4)

and adding them together and simplifying the expression, the
following second order polynomial can be formed:

p2I + p2B − pIpBcos(θ) = p2R (5)

By Utilizing energy conservation for the reaction [6]:

EI +Q = EB + ER = Etot (6)

where Q is the energy released by the reaction, together with
the relation between energy and momentum:

E =
p2

2m
(7)

where m is the particle’s mass. Ultimately solving Equation
(5) for the emitted proton’s momentum, pB , gives:

pB =
−bB ±

√
b2B − 4aBcB
2aB

(8)

where:
aB = 1 +

mR

mB
, bB = −2pIcos(θ)

cB = p2I + 2mREtot

(9)

Similarly, solving Equation (5) for the incident 3He2+ ion’s
momentum pI will give:

pI =
−bI ±

√
b2I − 4aIcI
2aI

(10)

where:
aI = 1− mR

mI
, bI = −2pBcos(θ)

cI = p2B +
mR

mB
p2B − 2Q0mR

(11)

C. Cross Section and Relative Concentration

When studying nuclear reactions in this fashion, it is essen-
tial to consider the microscopic cross section of the reaction.
There is a cross section for every nuclear reaction, which can
be grasped as the likelihood of that nuclear reaction to occur.
More specifically, the total cross section, σ, is defined as:

σ =
dN1

dt

1

ΦN0
(12)

where Φ is a particle beam flux, i.e. the number of incoming
particles per unit time and area, N1 is the total number
of nuclear reactions caused by the beam flux and N0 is
the number of targets for the specific nuclear reaction. An
illustration can be seen in Figure 3.

What is mentioned above describes the total cross section.
However, what is often more relevant is the differential cross
section, which is the total cross section per solid angle. It is
more relevant, mainly because the nuclear reaction tends to
be observed through a relatively small solid angle and not the

�

�

�

Φ
N0

Incoming particles

AB

Fig. 3. Illustration of cross section of the D(3He, p)α reaction, as the lined
areas to the right. The incoming particle beam flux of 3He2+ over the area
AB results in N1 nuclear reactions with the N0 number of deuterium nuclei.

entire space. The cross section that a particle detector observes,
σd, is described by integrating the differential cross section, dσdΩ ,
over the solid angle, Ω, of the observing detector.

σd =

∫
dσ

dΩ
dΩ (13)

The cross section for the reaction is not constant. It is
highly dependant on the energies that the particles possess
immediately before the nuclear reaction occurs. As the energy
of the incident particle diminishes as it travels through the
matter of the surface, the cross section will change too. A
result of this is that the number of detected protons of the
nuclear reaction at a certain depth is not proportional to the
amount of deuterium at that depth. This is an important consid-
eration to determine the concentration of the element subject
to the particle flux. To estimate the concentration of the subject
element, deuterium, the cross section for the analyzed reaction
must therefore be considered to obtain a correct concentration
in regard to material depth. By combining Equation (12) and
Equation (13), the number of detected nuclear reactions of a
detector with solid angle Ω from an ion beam can be described
as:

Nd =

∫ T

0

Φ dt

∫
dσ(E)

dΩ
dΩ CDdxAB (14)

Here CD is the absolute deuterium concentration, dx is an
infinitesimal surface depth, AB is the area of the ion beam
and dσ(E)

dΩ is the energy dependant differential nuclear cross
section. Note that CDdxAB is the total amount of deuterium
nuclei in a differential depth. With this expression and the
atomic density of the surface material it is possible to deter-
mine the relative concentration of deuterium in a sample.

D. Stopping Power

When charged particles travel through a material they will
lose some of their energy due to interactions with the matter.
These interactions are from the Coulomb forces from other
charged particles in the matter, namely electrons and positive
nuclei [7]. When considering stopping power it is, due to
atomic density variations, feasible to introduce stopping power
per atomic density, often referred to as ε(E). The stopping
power per atomic density, ε(E), changes with the incoming
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Fig. 4. Visualization of stopping power. Stopping power acts on the incident
3He2+ ion traveling through the material before the reaction. It also acts on
the proton traveling out of the material towards the detector after the nuclear
reaction.

particle’s energy and varies for different particles and materi-
als. By multiplying the atomic density, n, with the stopping
power per atomic density, the stopping power, S(E), can be
obtained.

S(E) = nε(E) (15)

As a particle travels through a material and loses parts of
its kinetic energy due to the stopping power, the distance
traveled can be obtained. Figure 4 shows an illustration on how
stopping power acts on the helium-3 ion. By integrating the
inverse of the stopping power, from the energy at the instant
before the nuclear reaction to the energy of the particle before
entering the surface, the depth of the nuclear reaction can be
calculated:

∆x =

∫ E0

E1

1

S(E)
dE (16)

where E0 is the particle’s energy before entering the surface
and E1 is its energy at the reaction depth.

III. METHOD

Through this section the methods used for determining the
deuterium distribution is thoroughly described. The methods
of reaching a presentation was divided into three parts: Con-
sidering the statistics of the data, converting energy to depth
and determining the relative deuterium concentration. This was
further complemented by methods of presenting the data, such
as representing various relative deuterium concentrations with
different colors.

A. Implementation of Ion Beam Distribution and Channel
Uncertainty

The methods of considering the primary statistical problems
were implemented in two steps. Firstly, the two-dimensional
distribution of the ion beam’s flux was considered in order
to proceed from a count map of proton energies to nuclear
reaction data in terms of probability. Secondly, the uncertainty
in channel accuracy was considered. Below we describe each
step in further detail.

For each detected proton count, there is an uncertainty in
terms of reaction location. When the ion beam irradiates at

Fig. 5. Two-dimensional Gaussian distribution with a 20 and 14 pixel width
in respective dimension. The standard deviations were chosen as one sixth of
the pixel widths. P(x,y) is the probability function of a single count’s position
from a single nuclear reaction.

a set position, digitally analogous to a set pixel, one can not
conclude that the nuclear reaction occurred at this very pixel.
This is due to the width of the ion beam, which is normally
wider than one pixel. Hence the position of where the reaction
took place could be described in terms of a two-dimensional
probability function of the pixels of respective dimension. The
ion beam intensity was approximated with the following two
dimensional Gaussian distribution:

f(x, y) = Ae
−(

(x−x0)2

2σ2
x

+
(y−y0)2

2σ2
y

)
(17)

Furthermore, the two-dimensional distribution of the ion
beam’s flux is often non-uniform along the axes, meaning that
the flux is somewhat elliptical.

The distribution of the ion beam’s flux is illustrated in
Figure 5. The implementation of this probability function
can be realized in the sense that all the detected proton
counts for a specific energy channel, gets convoluted by the
above distribution. This can be described by the following
expression:

Ai
S = Ai

C ∗GBeam (18)

where AC is a matrix of count positions in channel i, GBeam is
the matrix of the discrete approximated ion beam distribution
and Ai

S is the smoothed matrix of count positions in channel i.
Note that this is a two-dimensional convolution. Applying this
equation to the count position matrix of a set channel results
in smoothed data per plane. Replicating this process for all
channels and combining the matrices ultimately results in a
three-dimensional matrix of probabilities of where the nuclear
reactions possibly occurred and hence where deuterium may
be located, in the lateral plane.

The energy resolution of the measurement is constrained
by the spread in beam energy, uncertainty in the interaction
angle, energy straggling of the primary ions of some depth in
the target, detector resolution and some other limiting effects.
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This gives an uncertainty in the channel accuracy, which was
approximated with the following Gaussian distribution:

g(z) =
1

σz

√
2π

e−
1
2 (

z−z0
σz

)2 (19)

With this expression a Gaussian kernel was used to smooth the
channels of the data as described by Equation (18), but with
GBeam replaced by a vector with discrete values of g(z).

Moreover, the convoluted concentrations are affected by
counting statistics. Since the number of protons detected in any
energy interval or spatial volume is Poisson distributed, and
with the central limit theorem the uncertainties in concentra-
tion can likewise be assumed to have a Gaussian distribution.

D(3He, p)α
9Be(

3He, p0)
11B

�
�
�
���

�
�
�
���

Fig. 6. Spectrum of detected counts in each channel for the 3/8 carbon divertor
tile of the JET tokamak. The D(3He,p)α and the 9Be(3He,p0)11B reactions
are identified.

B. Converting Channel Data to Energy

The relation between the channel number and the energy
level of the proton are linear and can be described with the
following simple expression:

E = a+ bC (20)

where E is the energy, a is the channel offset, b is the
channel to energy factor and C is the channel number. To
calibrate the channel data to energy, Equation (20) must be
solved. This requires two equations as we need to solve for
two unknown parameters. By plotting the spectrum of the
proton counts in all of the channels, the parts of the spectrum
that correspond to different reactions can be identified. The
peaks for the D(3He,p)α reaction along with another easily
recognized reaction are localized, as shown in Figure 6.

As the surface reactions are not affected by the stopping
power of the sample material the energies corresponding to
these channel numbers could be derived from the the reac-
tion’s particle kinematics. Therefore, by localizing the channel
number of two surface reactions, the two energies derived will
result in sufficient information to determine the parameters of
Equation (20).

Due to reading errors caused by the channel uncertainty, cal-
ibration with further reactions could be considered. This would

result in an overdetermined equation system, and solving it
with the least square method would improve the precision
of the results. In this project, however, calibrating with two
reactions has been deemed enough to estimate the parameters.

C. Depth Estimation

The different energy levels of the incoming protons deriving
out of the D(3He,p)α reaction’s part of the spectrum in Figure
6 corresponds to different depths for the nuclear reaction. To
determine these depths, it is essential to know the energy of
the helium-3 ions right before the reactions.

The energy of the helium-3 ion at the instant before the
nuclear reaction with deuterium, can be derived from the
energy levels of the detected protons through two steps: By
considering the stopping power of the helium-3 ion traveling
through the material, and by considering the stopping power
of the proton on its way out of the material. Nonetheless, due
to the greater mass and charge of the 3He2+ ion, its stopping
power is significantly greater than the stopping power of the
proton. Because of this, only the stopping power of the helium
ion was considered in this project.

As stated in the theory section, the reaction depth of the
3He ion with deuterium is given by Equation (16). However,
to solve this equation some form of stopping power expression
must be formulated. The stopping power data used in this
project was acquired from J.F Ziegler [8], which presents
continuous expressions for both the nuclear stopping and the
electronic stopping. However, since the electronic stopping is
the dominant factor in the studied energy interval, the nuclear
stopping was disregarded.

As the proton’s stopping power was neglected, the energy
of the helium ion right before the nuclear reaction, E1, can
be calculated from the incident particle’s momentum as in
Equation (10) with the parameters of Equation (11). With the
utilization of the relation between energy and momentum the
energy, E1, can be expressed as a function of the detected
proton’s energy, E2:

∆x =

∫ E0

E1(E2)

1

S(E)
dE (21)

which gives the deuterium depth, ∆x, as a function of the
detected proton’s energy.

D. Ion Current and Relative Concentration Assessment

The ion beam current is calculated from the X-ray yield
from some part of the copper grid within the swept area,
after a calibration measurement where the backscattering yield
of 3He from the copper is measured simultaneously with
the X-rays. The backscattering yield from an energy interval
corresponding to backscattering from a near surface region of
the copper is given by:

HRBS =
Q

e
Ωx

(
dσ

dΩ

)

R

Ndx =
Q

e
Ωx

(
dσ

dΩ

)

R

∆E

[ε0]
(22)

where
(
dσ
dΩ

)
R

is the Rutherford cross section, Ωx is the solid
angle of the X-ray detector and [ε0] is the cross section factor
for backscattering. The Q

e Ωx factor is used to determine the
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Fig. 7. Cross section for the D(3He,p)4He reaction, spline interpolated with
experimental results from V.K. Alimov et. al. [5], complemented with lower
ion energy results of W. Möller and F. Besenbacher [9].

ion current of the ion beam. The relation between the ion
beam’s particle flux Φ and the electric current of the 3He2+

ion beam is: ∫
Φdt =

1

2eAB

∫
Idt (23)

where AB is the area of the beam and 2e is the charge of
each particle. Inserting this in Equation (14) and solving for
the concentration CD yields:

CD =
2eN∫

Idt
∫ dσ(E)

dΩ dΩdx
(24)

Division by the absolute concentration of the other elements
in the sample, Cx, results in the relative concentration, CD

Cx
,

of deuterium:

CD

Cx
=

2eN

Cx

∫
Idt

∫ dσ(E)
dΩ dΩdx

(25)

For the differential cross section of the D(3He,p)α reaction,
experimental results of V.K. Alimov et. al. [5] were used,
complemented with lower ion energy results of W. Möller and
F. Besenbacher [9]. With the combined data the differential
cross section was approximated by adopting cubic spline
interpolation, as shown in Figure 7.

E. Presentation of the data

There are several ways to present the depth information
of the deuterium. One option is to represent it as cross
sectional 2D images at different depths, for example to see the
concentration of shallow and deep deuterium, as illustrated in
Figure 8 and Figure 9 by H. Bergsåker and I. Bykov [10].

The focus in this project has been to present an illustrative
representation of deuterium in three dimensions. Features to
this presentation include change of color and size scaling
of the deuterium representative markers, with the relative
concentration of the deuterium. Furthermore, a threshold for

Fig. 8. 2D representation of shallow deuterium of a JET carbon divertor
sample at 0-12 µm, as presented by H. Bergsåker and I. Bykov [10].

Fig. 9. 2D representation of deep deuterium of a JET carbon divertor sample
at 12-20 µm, as presented by H. Bergsåker and I. Bykov [10].

the lower limit of deuterium concentration was implemented.
This was done because of two reasons. Firstly, setting a
threshold to exclude a certain deuterium concentration further
highlights the high deuterium concentrations, since the low
concentration markers tend to wrap around and conceal the
higher concentrations. Secondly, the amount of data easily be-
comes unmanageable due to lack of computing power. Lastly,
the ability to zoom and rotate the plot was also implemented
in the software, to ease the analyzing of the data.

IV. RESULTS

Two samples have been studied. The first studied sample
was a carbon divertor surface from the JET tokamak and the
second sample was a wolfram surface with deuterium rich
blisters. Below we describe the samples and present their
deuterium distributions.
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Fig. 10. 3D representation of the deuterium distribution of the JET carbon
divertor, without the cross section or statistics considered.

Fig. 11. 3D representation of the deuterium distribution of the JET carbon
divertor, simulated with 7x5 µm2 ion beam dimensions. A relative deuterium
to carbon concentration (D/C) threshold is set to exclude concentrations lower
than 5.0%.

A. Visualization of Deuterium in the JET Carbon Divertor

The examined sample has been a carbon divertor surface of
the JET tokamak. It is a tile of position 3/8 with the dimensions
of 850x700 µm2. The µ-IBA of the sample was executed with
a 3 MeV 3He2+ ion beam in the Tandem laboratory Uppsala,
whose nuclear reaction data was studied to obtain the results
shown in Figure 10, Figure 11, Figure 12 and Figure 13.

In Figure 10 one can see the deuterium distribution of
the carbon sample when the statistics of both the ion beam
Gaussian distribution and the channel uncertainty are ex-
cluded. Since the ion beam of the IBA is estimated to be
somewhere between 5-15 µm [10], Figure 11 shows the
deuterium distribution with the approximated minimum ion
beam dimensions of 5x7 µm2. In Figure 12 the estimated
maximum ion beam dimensions of 15x13 µm2 was used, and
a concentration threshold was set to 2.4% to highlight higher

Fig. 12. 3D representation of the deuterium distribution of the JET carbon
divertor, simulated with15x13 µm2 ion beam size and a threshold excluding
relative deuterium to carbon concentrations (D/C) lower than 2.0%.

Fig. 13. 2D representation of the deuterium distribution of the JET carbon
divertor, simulated with 15x13 µm2 ion beam dimensions and a threshold
excluding relative deuterium to carbon concentrations (D/C) lower than 1.6%.

concentrations. Figure 13 is simulated with parameters similar
to Figure 12, but with a view parallel to the surface normal.

B. Visualization of Deuterium in Wolfram Blisters

This sample was of wolfram with several blisters filled
with deuterium. The tandem Pelletron accelerator in Tandem
Laboratory (Uppsala, Sweden) adopted a micro ion beam
system to study the sample [11]. The 3He2+ ion beam was of
3.0 MeV and 100-300 pA and a size of approximately 10x15
µm2. The scanned region of the sample, named A0088, was
estimated to have a size of 2x10−3 mm2 [11]. Nuclear reaction
data of the D(3He,p)4He reaction was studied to localize
deuterium in the sample. A SEM image of the wolfram sample
is shown in Figure 14 and Figure 15 shows the detected
counts in the scanned area with the SEM image overlaid. The
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Fig. 14. Deuterium blisters of the wolfram sample A0088, taken with a
confocal laser scanning microscope.

Fig. 15. Nuclear reaction data with overlaid surface image of one of the
blisters in Fig. 14. No statistics considered.

deuterium distribution in the sample is shown Figure 16 and
Figure 17 from two different angles.

V. DISCUSSION

Below we interpret the results of the deuterium distribu-
tions of the two samples. We also discuss limitations of
the presented software and suggest continues work to our
project. Determining the deuterium distribution throughout
further samples and materials may aid results that suggest
certain fuel removal methods.

A. Interpretation of Results

When studying these kinds of data the material densities
in the samples are affecting the results greatly and could
be a significant factor of error. In the surface of the carbon
divertor the density differs to tabular carbon densities, due
to the cracks and frailties caused by the harsh environment
it has been in. These distortions are reducing the density
considerably. This makes it difficult to estimate the atomic
density of the sample, and thus challenging to obtain precise
depth results. The carbon sample was assumed to solely consist
of amorphous carbon with a density of ∼ 1g/cm3 [10].

Fig. 16. 2D representation of the deuterium distribution of the wolfram
sample. P(x,y) is the probability of finding deuterium per pixel if 256x256
are the pixels of the whole sample.

Fig. 17. 3D representation of the same deuterium distribution as shown in
Fig. 16.

The presentation of the JET carbon divertor surface can be
compared to Igor Bykov’s 2D representation of the same data
in Figure 8 and Figure 9 [10]. It is worth mentioning that
Bykov’s data shows the average column-wise concentration
for the shallow and deep deuterium, which is an adequate
approximation over the range of these depths. However, the
advantage of having a three dimensional presentation is that
it is possible to show the concentration of every depth cor-
responding to a channel simultaneously. These differences in
representation is evident when comparing Bykov’s maximum
concentration Figure 8 and Figure 9, which is significantly
lower than our maximum concentrations in Figure 11, Figure
12 and Figure 13.

The significance of the dimensions of the ion beam is appar-
ent when compering the minimal and maximum approximated
ion beam dimensions in the carbon sample. This can be seen in
Figure 11 and Figure 12 as the relative concentration results
are changing considerably. Furthermore, when studying the
carbon sample from the JET reactor in Figure 12, a pillar of
deuterium is visible. It is reasonable to question if the depth is
correct in this pillar due to the high deuterium concentration
throughout it. Both the material density and stopping power
differs from the rest of the sample in this pillar, which is not
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considered in our software. It is also visible that the deuterium
tend to accumulate at some depth in the carbon, rather than
at the layers closest to the surface.

In the wolfram sample the limited amount of data together
with the large ion beam dimensions, in regard to the sample,
makes it reasonable to question the statistical significance of
the results presented in Figure16 and Figure 17. Furthermore,
the great uncertainty in the presented deuterium depth and
concentration in wolfram blisters does not only arise due
to the very limited data, but also due to the homogeneous
concentration dependence approximation in the software. This
is far from the case while studying wolfram blisters, since they
are filled with deuterium and the concentration of materials
fluctuate to the extreme. Lastly, the SEM image in Figure 16
seem displaced to the deuterium distribution and while some
displacement is likely it could also be an effect of the limited
amount of data.

B. Limitations of the Software

In the developed program, there are certain errors that
become apparent due to the approximations that were made.
These errors depend on the properties of the analyzed sample.
The approximation that we deem to result in the greatest error
is the disregard of spatial concentration dependence. Ideally,
the concentration of different materials should be formulated
in three dimensions and be determined locally for every point
of data. However, since this is a complex process, only homo-
geneous concentration of different materials was implemented.
Furthermore, the more the concentration of different materials
vary locally within the sample, the greater the error of this
approximation becomes.

Since the software is limited in this fashion, this is some-
thing that should be carefully considered when choosing
the samples to analyze. The results of samples with great
variation in spatial material concentration should not be taken
too seriously, due to the great uncertainties in depth and
concentration. On the contrary, this makes suitable samples
for study either samples where the concentrations of elements
are close to homogeneous, or where the concentrations of
materials other than the main surface material are relatively
low. Ultimately, e.g. carbon samples with low deuterium
concentration will have fairly accurate depth and concentra-
tion, while the deuterium in especially wolfram blisters will
have tremendous uncertainty in both depth determination and
relative concentration.

Beryllium (Be) is too present in the sample, and is often
more localized to the surface. This is reasonable since Be
traveling through Carbon (C) has greater stopping power
than Deuterium (D) traveling through C. The Be data is not
considered in the presented program. However, it is possible
to analyze how the disregarding of Be concentrations in the
sample would affect the D concentration and depth calculation
accuracy. By noting the similarities of the atomic densities
of the elements [8] and the similar stopping power of the
helium ions from the ion beam, traveling through beryllium
and carbon [8], the depth accuracy should not be affected to
great extent.

C. Applications of the Program
The presented software can be applied e.g. to assess deu-

terium inventory of a sample, to suggest what fusion reactor
materials are preferred in regard to the amount of hydrogen
fuel they trap and to suggest fuel removal methods depending
on the surface material and deuterium distribution.

An important field of research is the methods of removing
trapped hydrogen fuel from the fusion reactor walls. Not only
because of how the trapped fuel affects the fuel efficiency
of the reactor [1], but also due to safety reasons [1]. C.H.
Skinner discusses possible methods to remove trapped hy-
drogen isoptopes in the form of e.g. oxidation [12]. Since
hydrogen isotopes tend to be released from carbon at elevated
temperatures [12], the goal for the fuel removal is to heat the
hydrogen isotopes in some way. The oxidation process works
in the sense of thermal oxidation resulting in emission of D2O,
CO2 and CO [13], but it leaves oxygen compounds on the
surface of the material. To restore the conditions of the wall
material He and D glow discharges can be used in conjunction
with boronization to reduce oxygen impurities [12].

Another possible fuel removal method is laser ablation,
which works in the sense that the surface of the material
with trapped hydrogen isotopes is removed. For this method,
deposited layer properties such as thickness is sought to avoid
damaging the surface material [14]. This is a parameter that
can be determined from the results of our presented software.

D. Future Work
In both of the analyzed and presented samples, locally

changing stopping power and densities would improve the
result, and implementing this is a possible continuation of
our project. The current approximation in the software is to
linearly add the stopping power of each element relative to its
concentration in the whole sample. However, if the sample has
locally great material variations this would lead to significant
errors. An apparent example of this is the wolfram sample
that was analyzed, where the stopping power and the material
density in the blisters changes drastically.

The size and standard deviations of the two dimensional
Gaussian distribution that is an estimation of the ion beam’s
flux is affecting the result greatly, as seen in Figure 11 and
Figure 12. Another continuation of our work could be an
implementation of a method to approximate these parameters.
This could be done by observing the ion beam’s interactions
with the copper grid. The stopping power of the proton
traveling through the material out of the reaction depth could
also be added, but this would probably not change the results
considerably.

VI. CONCLUSION

A software to present the deuterium distribution in Plasma
Facing Components in a three dimensional way has been
developed. The software was developed in MATLAB and
presents deuterium distribution with different marker sizes and
colors depending on the relative deuterium concentration. The
disregard of the spatial variations of concentration of different
materials in the samples is a significant error source to the
results.
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Modeling of Current Drive with Radio Waves on
DEMO
Erik Gåvermark

Abstract—In fusion reactors, one has to make sure that the
plasma does not come in contact with the reactor wall. This
is done by accelerating electrons within the plasma creating a
current. One method to do this is to transmit radio waves into the
plasma from antennas which are located in the reactor wall. In
this paper, the current current has been studied in a new design
of DEMO. In this new design the placement of the antennas is
meant to enable a more effective generation of current.

A program called FEMIC has been used to create a model of
DEMO consisting of plots and data that describes how the radio
waves propagate through the plasma and how ions and electrons
absorb energy from the radio waves. A function for the current
drive efficiency has been implemented in FEMIC. FEMIC has
then been used to calculate the wave field and generated current.

The study showed that there is one particular frequency of
the radio wave that enables optimal generation of current which
agrees qualitatively with results from other experiments. The
study also showed that the placement of the antennas is not
optimal considering the current drive as the radio wave does not
reach the center of the plasma where the current was found to
be most effective generated.

I. INTRODUCTION

Fusion of hydrogen atoms can enable access to an almost
endless energy source in the form of fusion reactions. ITER is
a prototype fusion reactor, which is expected to demonstrate
the viability of fusion. DEMO will be a next stage fusion
reactor, which will demonstrate the potential of the commer-
cial exploitation of fusion reactors [1]. Fusion occurs when a
hydrogen gas consisting of deuterium and tritium, is heated
to a certain temperature. Due to the high temperature, the
hydrogen gas becomes ionized. It is desirable to achieve fusion
during sufficient long time if future fusion reactors would
supply energy to societies. Current drive is a technique that
helps to create longer pulses. Current drive involves creating a
current within the plasma. The current is driven by radio waves
that are being transmitted into the plasma using an antenna.
The amount of power required for creating or ”driving” this
current is described by the current drive efficiency [2]. In
this paper, the current drive efficiency for a specific design
of DEMO will be studied.

A. Tokamaks

Tokamaks are fusion reactors where the plasma is confined
within a container that has the geometry of a torus. The plasma
is confined within the torus with the help of magnetic fields.
There are two types of magnetic fields in the tokamak: the
toroidal magnetic field and the poloidal magnetic field [2].

In today’s tokamaks, the plasma current is driven induc-
tively. As in a transformer, the current is transmitted from an
external coil to the plasma, which acts like a secondary coil

that creates the poloidal magnetic field, which confines the
plasma [2]. The toroidal field is created by coils that are wound
around the tokamak. The two magnetic fields create field lines
in the plasma in the form of a helix [2]. The poloidal and
toroidal magnetic fields make it possible to confine the plasma
in a steady state of equilibrium [3]. When a charged particle
is located in a magnetic field its motion perpendicular to the
magnetic field corresponds to an orbit which is characterised
by the gyro frequency and the gyro radius [3].

B. Current drive

Current drive involves generating a current in the toroidal
direction. This toroidal current induces magnetic field in the
poloidal direction, according to Ampere’s law. The Bootstrap
current can make up to 80 % of the toroidal current [3]. The
Bootstrap current is created by electrons which circulates in
the opposite direction to the ions due to a high pressure-
gradient. Thus, the plasma creates a current that confines it
[2].

Ion Cyclotron Resonance Heating or (ICRH) is one tech-
nique to both heat the plasma and drive the toroidal current.
Ion Cyclotron, stands for the specific frequencies of the ion
motion around the field lines. Resonance heating stands for
the technique to ”match” the radio wave frequency with the
cyclotron frequencies, creating a resonance making it possible
for the ions to absorb the radio wave energy [3]. In this work,
the goal is to drive a current by accelerating electrons and
therefore one must avoid heating the ions as they tend to
absorb the majority of the radio wave energy.

II. WAVE EQUATION AND DIELECTRIC TENSOR

During ICRH the wave power is transported from the
antenna into the plasma using the magnetosonic wave. To
describe the magnetosonic wave Maxwell’s equations are used
[4]:

∇ ·E =
ρc
ε0

(1)

∇ ·B = 0 (2)

∇× E = −∂B
∂t

(3)

∇× B = µ0J +
1

c2
∂E
∂t

(4)

By taking the curl of Faraday’s law and substitute 4 into 3,
one gets the time dependent wave equation:

∇×∇× E +
1

c2
∂2E

∂t2
= −µ0

∂J

∂t
(5)
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The current density can be split into two components; the
induced and external current density. By Fourier transforming
in time, i.e. ∂

∂t → −iω, and using the constitutive relation

Jind(ω) = σ(ω) ·E(ω) (6)

we get the wave equation in the frequency domain,

∇×∇×E− ω2

c2
KE = iωµ0Jext (7)

where

K = I+
i

ε0ω
σ. (8)

Here σ is a tensor. The dielectric tensor is given by [4]

K(hot) =




K1 K2 0
−K2 K1 +K0 −K5

0 K5 K3


 (9)

The elements are given in [4].
A model for the conductivity σ is needed to describe the

relation between the electric wave and the induced current. In
the calculations for the current drive, a warm plasma model is
used. In order to understand how the so called magnetosonic
wave propagates a simpler cold plasma model is used.

Now, the hot plasma model could be introduced as it being
used to calculate the physical model for DEMO. Here, and for
simplicity, the cold plasma model will be derived instead as the
hot plasma model is difficult to understand. What separates the
hot and the cold plasma model is that the cold plasma model
doesn’t describe damping of a wave. It is also inaccurate at
resonances and mode conversions. Starting off by defining the
existing forces within the plasma:

m
∂u
∂t

= q(E + u × B0). (10)

The goal here is to derive a relation between u and E.
Thereafter one can further calculate J, σ and then K. Fourier
transforming 10, simplifies the procedure. The Fourier trans-
formed equation of 10 can be written as

−iωmux = q(Ex + uyB0)

−iωmuy = q(Ey + uyB0)

−iωmuz = qEz

(11)

Now these equations can be solved for u which gives

ux =
q

m

(iωEx − ωcEy)

ω2 − ω2
c

uy =
q

m

(ωEx + iωcEy)

ω2 − ω2
c

ux =
q

m
Ez

(12)

Here ωc = qB0

m is the angular (cyclotron) frequency.
Equation 6 can be rewritten as

Jind(ω) = σ(ω) ·E(ω) =
∑
i,e

nvq (13)

By letting v = u, equation 14 can be written as:

Jind =
∑
i,e

nuq (14)

were u is given by equation 12. With equation 8, one can
now find the cold tensor:

K =




K⊥ −iKA 0
iKA K⊥ 0
0 0 K‖


 (15)

where

K⊥ = 1−
∑
j

ω2
pj

ω2 − ω2
cj

KA =
∑
j

ωcj

ω

ω2
pj

ω2 − ω2
cj

K‖ = 1−
∑
j

ω2
pj

ω2

(16)

and ω2
pj =

n0q
2
j

mjε0
is the square of the plasma frequency.

The dispersion relation can now be determined as the
dielectric tensor is known. By setting K equal to zero one
gets:

∣∣∣∣∣∣

n2
‖ −K⊥ iKA −n⊥n‖
−iKA n2

⊥ + n2
‖ −K⊥ 0

−n⊥n‖ 0 n2
⊥ −K‖

∣∣∣∣∣∣
= 0 (17)

Here n‖ =
cK‖
ω and k‖ is large compared to the other

components. This simplifies the dispersion relation and gives
an equation for the perpendicular wave number k2⊥:

k2⊥ =
c2

ω2
(kyy − n2

‖ +
kxykyx
kxxn2

‖
) (18)

The solutions to equation 18 tells if the wave is a propagat-
ing wave, which happens if the solution for k2⊥ is positive. If
the solution is negative the wave is evanescent, i.e. it decays
exponentially [5].

The solutions to equation 7 with the hot dielectric tensor
is two types of waves, a fast (FW) and a slow wave (SW).
This type of wave combines magnetic energy, pressure and
kinetic energy. It propagates perpendicular to the magnetic
field, according to equation 18. The wavelength in the direction
of the magnetic field is given by the antenna geometry as
λ‖ = 2π

K‖
where K‖ =

nφ

R . nphi is called the toroidal mode
number and R stands for the radius.

One can evaluate 18 if the toroidal mode number, magnetic
field, temperature and density of the plasma are known. In
this work, these values are provided in an input file described
below.

III. LANDAU DAMPING

The condition for wave-particle resonance is given by [3]

ω = k‖v‖ + lωc l = 0, 1, 2, ... (19)
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Here, l stands for the l:th harmonic, ωc represents the ion
cyclotron frequency and v‖ is the thermal velocity. This is
an equation for the relation between the movement of the
electrons or ions and the wave. When l = 0, equation 19
is referred to as Landau damping which is the name of the
phenomena where electrons absorb energy from the electric
component of the radio wave. Here v‖ depends on the thermal
velocity through v‖ = ω

k‖
. k‖ depends on the magnetic fields

and is approximated by the following equation [2]:

k‖ =
Bϕnϕ

BR
. (20)

Here, Bϕ is the magnetic field in the toroidal direction, nϕ

the toroidal mode number and R the major radius.

IV. CURRENT DRIVE EFFICIENCY EQUATION

The physical model of the current drive efficiency is a
quotient between the current density and the power: η = J

P
where P is the effect absorbed by the electrons. The model is
given by [6]

η =
38.4 · 1018 · Te

lnΛ · ne
· η (21)

Here, Te is the electron temperature given in keV, ne the
electron density and lnΛ is the Coulomb logarithm. η depends
on a collection of variables and constants as

η = CMR̄η0
(22)

The variables are defined as [6]:

C = 1− exp(−(cyt)
m)

M = 1 + a(
λt

ζ0
)k

R̄ = 1− εn
√

x2
t + ζ20

εn(xt + ζ0)

η0 =
K

ζ0
+D +

4ζ20
5 + Z

yt = (1− λ2
t )(

ζ20
λ2

)

λ2
t = 1− B

BM

ε =
r

R

ζ0 =
ω

k‖v‖

(23)

Here, B represents the average local magnetic field and BM

for the maximum magnetic field at one flux surface. R is the
radius from the axis of the torus to the center of the plasma, r
is the radius from the flux surface to the center of the plasma.
The constants c = 0.389, m = 1.38, a = 0.0, k = 3.0, n =
0.77, xt = 3.5, D = 3.83

Z0.707 and K = 3.0
Z are given in [6]. Here

Z represents the effective ion charge.

V. APPROACH

The COMSOL Multiphysics based FEMIC code [7] have
been used to calculate plasma heating and current drive. In
this code, equation 21 have been implemented to calculate the
current drive efficiency and current drive.

Equation 21 is defined on one flux surface. The FEMIC code
calculates the current drive over a number of flux surfaces that
cover the whole plasma. All substantial parameters used in
equation 21 are stored in an input file which describes all the
necessary values used to describe the simulation model. The
calculations begin at the first inner flux surface and finishes
on the outer flux surface.

The equilibrium file contains the information about equi-
librium magnetic fields expected in DEMO. The program
structure can be seen in figure 1.

Fig. 1. Diagram over FEMIC code

Figure 2 shows the actual geometry of DEMO. The plasma
is enclosed by a wall called the first wall. The region between
the plasma and the first wall is called scrape - off layer. The
antenna is placed inclined above the plasma. This is a new
design (which is supposed to enable better current drive) and
in this work its suitability will be studied for current drive.
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Fig. 2. The geometry of DEMO. The green lines represent the ICRF antennas.
The gray area represents the reactor wall and scrape - off layer. The red region
represents the plasma.

VI. RESULTS

The parameters of DEMO are is specified in table I [8].

TABLE I
DESIGN PARAMETERS OF DEMO

Parameter Short form Value Unit
Major radius RMAJOR 9.39 m
Minor radius RMINOR 3.6 m

Toroidal mode number nϕ 34 1
Toroidal magnetic field B0 4.9 T

Plasma temperature T 27 keV
Electron density n 1.20 ·1020 m−3

Tritium proportion pT 49.9 %
Deuterium proportion pT 49.9 %

Helium proportion pHe3 0.1 %
Frequency span f 44 - 66 MHz

Before any simulations were performed, equation 21 was
confirmed by reproducing the results from [2], which is based
on the theory from [6]. The recreated curve can be seen
in figure 3 and the corresponding curve from [2] is shown
in figure 4. The reason why the graphs differ is that the
temperature profile and the geometry and magnetic fields
differ. For the curve in figure 3 the temperature on axis is the
same as the curve in figure 4 but beyond that the temperatures
differ. One other factor contributes to the difference is the
design of DEMO used in 4 differ from the one in this work.

The locations of the ion cyclotron resonances are shown in
figure 5. R = 11 m is the place where the ICRH antennas that

transmits the waves are located. R = 7 is the location of the
inboard wall.

Fig. 3. Recreated current drive efficiency from [2].

The lower green dashed line represents the frequency 44
MHz and the upper represent the frequency limit of 66 MHz.
The black, red and blue curves represent the position of
the third harmonic tritium and second harmonic deuterium,
fundamental harmonic helium and second harmonic tritium,
and fundamental harmonic deuterium.

Fig. 4. Actual current drive efficiency from [2]. The red curve is based on
equation 21. Here T = 40 keV and n = 1.25 · 1020 kg/m3, where T is the
on axis temperature and n the plasma density.

By increasing the frequency, one can see that every reso-
nance is moving to the left towards the inner wall of DEMO.
As the damping at the ion resonances is strong, a large amount
of power is absorbed. To optimize the electron absorption, one
must make sure that the electric wave avoids the ion cyclotron
resonances.

Two scenarios corresponding to the frequencies 62 MHz
and 48 MHz, denoted A and B are shown in figure 6 and 7
respectively. In figure 6, the wave propagates into the plasma
passing close to the center by approximately 1 m and bends
off in a way so it hits the outboard wall again near the bottom
of DEMO. The wave starts to fade about 2 m over the center
and fades even faster as it passes the center.
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Fig. 5. Location of ion resonances. The black curve represents third harmonic
of tritium and second harmonic of Deuterium. The red curve represents second
harmonic of tritium and fundamental harmonic for Helium. The blue curve
represents the fundamental harmonic for Deuterium. The green dashed lines
represents every radio wave frequency 44 - 66 MHz. The frequency interval
is 2 MHz. The y axis shows frequency and the x axis shows the location.

Fig. 6. Electric field norm for scenario A (62 MHz).

In figure 7 electric wave propagates along the same path as
the wave in scenario A. In contrast to scenario A, the wave
starts to fade as the wave from the upper antenna enters the
plasma. By studying 5 is is clear that the reason is the presence
of the second harmonic tritium and fundamental harmonic
helium resonances.

Figure 8 shows the electron absorption for scenario A. The
electron absorption starts about 1 m into the plasma and is
most intense where the electric field starts to fade.

Fig. 7. Electric field norm for scenario B (48 MHz).

Fig. 8. Electron absorption for scenario A (62 MHz) .

Figure 9 shows the electron absorption for scenario B.
Here the electron absorption has its peak at approximately
1 m into the plasma but ends abruptly. The reason is the
second harmonic tritium and the fundamental harmonic helium
resonances. The electron absorption increases slightly, but is
rather low compared with scenario A, which depends on the
lesser amount of energy the wave has after coming across an
ion cyclotron resonance.

The ion and electron absorption was studied for frequencies
48, 54, 58 and 62 MHz, denoted scenario B, C, D and A. This
gives an understanding of how how the ion absorption behaves
as the frequency changes and how much the frequency increase
affects the electron and ion absorption.
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Fig. 9. Electron absorption for scenario B (48 MHz).

Figure 10 shows the ion absorption for scenario A, B, C
and D. The y-axis represents the ion absorption as power over
cubic meter. The x-axis represents ρpol which is a normalize
presentation of the radius of DEMO. ρpol = 0 represents the
center of the plasma and ρpol = 1 represents the edge of
the plasma. In scenario B, the ion absorption is high and
widespread over a large area of the plasma. This confirms the
high amount of energy the ion cyclotron resonances absorb.
In scenario C, the resonance has moved closer to the center
as the ion absorption is closer to center. In scenario D, the
resonance is starting to exit the path of the wave as the ion
absorption is decreasing. In scenario A, the ion absorption is
lower compared to the other scenarios and is widespread over
the outer area of the plasma, i.e. between ρpol = 0.5 and 1.
This indicates that ion absorption is low and the resonances
are located toward the inward and outward walls.

Figure 11 shows the electron absorption for all four sce-
narios. The y and x-axis represents the same thing in figure
11 and 10. For scenario B, the electron absorption is lower
compared to the other scenarios. As the frequency increases
with scenarios C, D and A, the electron absorption increases.
This can be compared with figure 10 where the opposite occurs
for the ion absorption. One can therefore see a clear relation
between ion and electron absorption. If the ion absorption
increases, the electron absorption decreases.

The absorption for every ion and the electrons was calcu-
lated for the range of every frequency. This enables a clearer
view of how the ion and electron absorption changes with
the frequency. The ion absorption for every ion and electrons
over frequency is shown in figure 12. At 44 MHz, the ion
absorption is quite low but the electron absorption is high.
As the frequency increases, the absorption of tritium and
helium increases and the deuterium and electron absorption
decreases. When the absorption of tritium and helium has
reached their maximum values, the absorption of both ions
start to decrease again throughout the rest of the frequencies.

When the absorption of tritium and helium reaches zero,
the absorption of electrons reaches its maximum value. At
the same point the absorption of deuterium increases rapidly
and the electron absorption starts to decrease again. One can
thereby confirm the relation between the electron and ion
absorption for every frequency.

The current drive for every frequency is shown in figure
13. If figures 12 and 13 is compared with each other there is
a similarity between the actual current drive and the electron
absorption. This is in fact expected as the current drive is a
measure of how many electrons that can be accelerated and
create a current. This in turn depends on how many electrons
that is being absorbed in the first place.

Fig. 10. Ion absorption for different frequencies.

Fig. 11. Electron absorption for different frequencies.

Figure 14 shows the current drive efficiency for scenario A
and for three temperatures. The current drive efficiency has
the same shape for every of the three curves. They start off
at a value at the center and decreases, acting as a linear line
to a point where the slope of every curve change. Thereafter
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the curves decrease with almost the same rate throughout the
whole distance to the edge of the plasma. The temperature
clearly has an importance in the current drive efficiency as
increases the efficiency. The reason why the curves change
rate at ρpol = 0.1 is that the plasma temperature is higher near
the center.

Fig. 12. Electron and ion absorption over the frequencies 44 - 66 MHz.

Fig. 13. Current drive over the frequencies 44 - 66 MHz.

VII. DISCUSSION

If figure 13 is analyzed, it is clear that the frequency 62 MHz
gives the highest current drive. The frequency 58 MHz gives a
similar value, indicating that the current drive is not sensitive
to changes in the frequency. Figure 6 shows that the wave
amplitude is higher near the antennas. Thus, the closer the ion
cyclotron resonances get to the antennas the more energy is
absorbed.

In figure 5 one can see that for 62 MHz the second harmonic
tritium and fundamental harmonic helium resonances are lo-
cated at approximately 7 m which is quite near the first wall.

The third harmonic tritium and second harmonic deuterium
resonance have entered the ”critical location” near the antennas
yet. This is the reason why the wave in figure 6 propagates
through the whole plasma without being damped by the ion
cyclotron resonances.

Fig. 14. current drive efficiency for scenario A with different temperatures.

This can be compared with scenario B where the second har-
monic tritium and fundamental harmonic helium resonances
are the most critical. The resonances are located right in front
of the antennas. This explains why the wave in figure 7 is
attenuated to below 2 V/m within 1− 2 m from the antenna.
The tritium and helium resonances absorb almost 60 % of the
wave energy.

The figures 10, 11, 12 and 13 one can further confirm
that 62 MHz is the most promising frequency as the ion
absorption is low and the electron absorption is high. By
looking at figure 11, the maximum value of every curve is
positioned at the same place and if one would normalize
these curves they would look the same as well. One can find
the reason by studying figures 6 and 7. One can see that
in the position corresponding to ρpol = 0.45 the wave goes
from propagate perpendicular to every flux surface to almost
parallel over a larger area of the third innermost flux surface.
The electrons therefore absorb more power per volume at this
location compared to other locations in the plasma. This is
also the reason why the ion absorption for scenario C is higher
than scenario A. The ion absorption for scenario A is more
widespread than scenario C which proves why scenario still
is a more optimal scenario.

One thought about the electron absorption profile is that the
electron absorption is the same for every frequency, but the
ion absorption changes for every frequency. This shows the
importance of the location of the resonances.

The current drive efficiency in figure 14 explains how
important it is for the wave to reach the center of the plasma.
In figure 14 shows how the current drive efficiency can be
optimized in two ways. The first is to have a high plasma
temperature as the slope of the red graph is steeper than the
black curve. The second is to make it possible for the wave to
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reach the plasma center as the slope for every curve becomes
steeper as it gets closer to the center. Thus, a high plasma
temperature is desirable considering current drive. However, if
it is possible to raise the temperature in DEMO is a question
that lies outside the scope of this work. One can still speculate
how the current drive changes for different temperature and
density profiles, which describes how the temperature and
density changes over ρpol.

The results from [8] shows that the interval of 47 to 62
MHz is promising and the electron absorption increases as
the frequency approaches 62 MHz. This strengthens the belief
that the frequency 62 MHz is a good choice for DEMO.

By comparing the antenna placement in this paper with the
one in [2] one notice disadvantages and advantages with both
of them. In [2] the antennas is placed on the outer wall in
level with the center and directed straight towards it.

The greatest advantage with the antenna placement in
[2] with the electric wave actually reaches the center of
the plasma. Thus, the current drive increases rapidly as the
wave approaches and reaches the center. The current drive is
therefore more efficient due to the antenna placement than the
antenna placement in this paper.

The disadvantage with the antenna placement in [2] is the
sensitivity to resonance placement. If a resonance would enter
the second wall it would directly absorb large parts of the
electric field. Thus, one must always prevent the resonances
entering the plasma from the outboard wall. The placement of
resonances is the advantage of the antenna placement in this
paper. The antenna placement allows a resonance to enter the
plasma and be located between the second wall and the lower
antenna. This also allows a resonance (if there is any between
the center end the first wall) to be placed closer to the inboard
wall. Due to the geometry of DEMO, where the outboard wall
is outstretched and the inboard wall is compressed, the electric
wave turns as it propagates. It propagates into an arc directed
downward, which allows it to avoid resonances that are located
outside the arc. For example, the wave in figure 6 avoids the
resonance that is located at R = 7.5 m. As the electric wave
propagates into an arc, it can propagate between resonances
which the electric wave in [2] can’t as the electric wave
always propagates perpendicular to the plasma. The antenna
placement in [2] is probably better than the one used in this
paper despite the sensitivity of the resonance placement. If the
geometry could be changed so the wave could reach the center
of the plasma then the placement of the antennas used in this
work would be better.

VIII. CONCLUSIONS

In this report, a functional model for current drive efficiency
has been implemented in the program FEMIC. This model has
been used to study the current drive efficiency for a specific
design of DEMO where the antennas have been positioned
higher up on the wall.

The result shows that the current drive efficiency highly
depends on the temperature and how well the electric wave
reaches the center. The results also showed that the current
drive directly depends on the electron absorption, which de-
pends on the placement of resonances. If the ion absorption

is high, then the electron absorption is low which means
that the scenario is not optimal. If the ion absorption is low
instead, the electron absorption is high, which leads to a
greater current drive. One frequency that gave the best-case
scenario concerning current drive and current drive efficiency
was found and was confirmed by previous experiments.

The placement of antennas used in this study has the ad-
vantage of a lower sensitivity to the placement of resonances.
However, this design of DEMO is not the optimal one due to
the electric waves incapacity to reach the center.
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WAYS OF EXPLORING MOONS
On a clear winter evening the lens maker Galileo Galilei pointed a telescope towards the sky for 
the first time in history. When he looked upon the planet Jupiter he noticed four small celestial 
bodies orbiting around it. This made him realise that our moon is not the only moon in the Solar 
System, but that Jupiter had moons as well.

The moons that Galileo found, later to be called the Galilean moons, consist of Io, Europa, Ganymede and 
Callisto. Today, 400 years after Galileo’s original findings, we have more advanced methods of viewing these 
moons that allow us in great detail to research the extreme conditions that exists on the moons.

One of these methods is the Hubble Space Telescope (HST), a satellite orbiting the Earth in low orbit taking 
high resolution pictures of objects as close as the moon to galaxies far, far away. Another of these new  
methods is space probes that fly past Jupiter. They give us the possibility to view the Galilean moons at a 
much closer distance than from Earth. One of these probes is called New Horizons and it took pictures of 
Jupiter and the Galilean moons on its way to Pluto.

In the near future, the James Webb Space Telescope (JWST) will be launched into space. This telescope will 
be placed at a point further away from the Earth, meaning the pictures it takes will not contain any  
interference from the Earth’s atmosphere. Since it is placed further away from the Earth, JWST will also 
have the opportunity to observe space continuously, contrary to HST. The development of space telescopes 
has come a long way in a short period of time and who knows what we will be able to observe in the future.

Picture: NASA
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The Earth is unique in many ways compared to 
other celestial bodies in our solar system. It has 
liquid water, an atmosphere, a magnetic field 

and most importantly of all - life. However, there are 
similarities with other planets such as Venus which 
has a similar size, and Mars which is believed to have 
had liquid water on its surface. Planets are not the 
only celestial bodies that exhibit Earth-like proper-
ties, some moons also show similarities to Earth, for 
example the Galilean moons orbiting Jupiter.
 
Io is one of the Galilean moons and is the closest of 
the moons to Jupiter. It has a size slightly bigger than 
our moon and a large atmosphere compared to other 
moons. Unique for Io is the high volcanic activity. Io 
is in fact the most volcanically active body in the Solar 
System and it spews out SO2 at such a high rate that 
it loses approximately one tonne of mass per second. 
Some of this mass gets ionized in Jupiter’s magnetic 
field, forming a ring-shaped cloud of ions contained 
by the magnetic field around Jupiter, known as the Io 
plasma torus.
 
Ganymede is the largest of the Galilean moons as 
well as the largest moon in the entire Solar System. 
It has a tenuous atmosphere which mainly consists 
of O2 molecules. Ganymede is one of a kind since it is 
the only moon known to have a magnetic field of its 
own. The magnetic field is partially the reason for the 
creation of another rare property, auroral emissions. 
Electrons are accelerated along the magnetic field 
lines and collide with atmospheric particles. This 
collision causes particle excitation which produces 
the auroral emission. Two auroral ovals are formed 
by the emissions, in the northern and the southern 
hemisphere.
 
These unique characteristics have been thoroughly 
observed and collected from two sources, and the re-
ceived data will be the focus of this context. H3 used 
data from the Space Telescope Imaging Spectrograph 
(STIS) on board the Hubble Space Telescope (HST), 
orbiting around Earth, and H2 used data from the 
ALICE instrument on the New Horizons (NH) space 
probe, taking photos of planets and moons on its way 
to Pluto. Both instruments are spectrographs, cap-
turing images and separates light into wavelengths. 
This gives information of chemical composition, den-
sity, temperature and motion.

The project groups focused on different tasks with 
the magnetic field to connect them. The project H2 
focused on the plasma torus surrounding Jupiter, 
created by the volcanic activity on Io. The amount 
and ratio between species of Oxygen and Sulphur, 
as well the ratio between the two atom families was 
examined. In  project H3 a 3D model of the auroral 
oval emissions of Ganymede was created. The model 
contains the main auroral characteristics - longitude, 
latitude, altitude, gap and tilt. Images captured by 

HST were used to improve the accuracy of the mod-
el by using a quantitative comparison paired with an 
optimization method.
 
These two projects may contribute with new 
knowledge of the phenomena that can be found in 
our solar system such as magnetic fields, auroral 
ovals and plasma. The research conducted on Earth 
has given a broader understanding of these phenom-
ena. However, since we only have one Earth on which 
to do research, we could use the knowledge of other 
celestial bodies in the Solar System to further our un-
derstanding of these phenomena. In the future this 
knowledge could perhaps be used to more deeply un-
derstand how our own planet works.
 
For future projects one could look at the data that 
the New Horizons ALICE instrument collected from 
its main target Pluto to determine the molecular 
composition of Pluto’s atmosphere. Another idea for 
future projects is to take the method used in H3 to 
create a 3D model of the auroral ovals of other celes-
tial bodies such as Jupiter and Saturn.
 
In the near future, the James Webb Space Telescope 
(JWST) will be launched. This telescope will be 
placed in a Lagrangian point, stationary to the Earth 
and further away than HST. While the HST views 
the Universe in optical and ultraviolet wavelengths, 
JWST will primary view in the infrared spectra. With 
a larger spectrum to analyse, hopefully the knowl-
edge of the Galilean moons and many other celestial 
bodies will continue to expand. What kind of data 
that will be collected by JWST is not yet determined 
but hopefully we will get more data on the Galilean 
moons that can be analyzed in future projects.
 

IMPACT ON SOCIETY AND ENVIRONMENT

The Galilean moons research is fundamental re-
search, which means it is not directly applicable in 
any societal or environmental aspect. This raises the 
question - why spend time, money and resources on 
pure science when it could be allocated elsewhere?
 
Humans have always been curious and that is one of 
the reasons as to why we as a species spread so quick-
ly around the Earth. Since most of the Earth already 
has been discovered, our need for discovery has to 
be directed elsewhere. This is one reason why pure 
science in the form of space exploration is useful and 
worth spending resources on. It is a natural urge for 
us to understand how the universe behaves and why.
 
The results of the research when exploring space 
could also be useful to understand Earth. When 
learning more about phenomena on other celestial 
bodies, the knowledge might be applicable on our 
planet. There is also the risk that humanity one day 
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will need to leave Earth in search of a new home. It is 
therefore very important for us to know which plan-
ets and moons have the possibility of being habitable 
for humans.
 
One problem with sending satellites into orbit is 
that they can contribute to space debris. If a signifi-
cant amount of debris is in orbit around the Earth, it 
can lead to some zones being filled to such a high de-
gree that the zones are no longer usable. Some actions 
have been taken to prevent this, like making sure sat-
ellites descend back to Earth or sending them deeper 
into space when they are no longer being used. There 
are also plans to send up cleaning robots into space 
that will grab on to space junk and send it back to 
Earth to burn up in the atmosphere.
 
During launch there is a possibility of failure which 
in the worst case will result in an explosion. If the 
payload of the rocket contains radioactive substanc-
es, this failure could lead to a catastrophic outcome. 
In that event, radioactive particles might spread over 
large areas and lead to contamination. For exam-
ple, New Horizons uses plutonium, a synthetically 
created radioactive element, to power the satellite 
to the edge of the Solar System. However, for space 
probes, sent to the edge of the Solar System the risk of 
spreading out radioactive substance on Earth is lim-
ited to the launch. For satellites orbiting Earth there 
is also a risk of radioactive scattering in the event of 
re-entering the Earth’s atmosphere.
 
It could be argued that the ultimate goal of space 
exploration is finding extraterrestrial life. Life be-
yond our planet is something humans have dreamt 
of finding for a long time and its existence may not 
be as improbable as one might think. It is known that 
one of the most important criteria for life as we know 
it is liquid water, which has been discovered on at 
least two of the Galilean moons. Everywhere water 
has been found on Earth, so has life. Therefore it is 
a possibility for life to exist on these moons as well.
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Analysis of the ion Composition in the Io Plasma
Torus From Observations by the New Horizons

Mission
Jacob Cederlund and Carmen Dahlin

Abstract—The object of this project is to analyse data from the
plasma torus around Jupiter. The material in the plasma supplied
by Jupiter’s moon Io is composed mostly of the elements oxygen
and sulphur at different ionisation states and the torus has a
changing environment. The goal is to analyse the composition of
the torus and calculate the ratios between the two elements as
well as the ions of each element and compare it to previously
done research.

The images that are analysed were taken by the spectrograph
Alice on board the space probe New Horizons, during its flyby
of Jupiter in 2007. The images were taken in the range of 520
– 1870 Å. The atomic database CHIANTI is used to simulate a
spectrum and compare it with the data from the New Horizons
mission and calculate the ratios.

The analysis of the spectrum shows that the ratio of oxygen to
sulphur in the Io plasma torus was lower in 2007 than previously
seen, as well as a higher O+ to O++ ratio than has been found in
previous studies. This may be the result of the volcanic eruption
of Tvashtar the same day as the data was gathered.

I. INTRODUCTION

IO is the most volcanically active body in the entire Solar
System. It is a moon of Jupiter and is the closest of the

Galilean moons to Jupiter. Being so close to Jupiter and its
neighbouring moons, Io is subjected to a high amount of
shifting gravity. This shifting gravity generates friction that
creates heat, leading to volcanic activity. The high volcanic
activity results in Io spewing out about a tonne of SO2 per
second, causing a ring plasma being formed at the same
distance to Jupiter as Io. This ring is called the Io plasma
torus [1].

Several missions have gathered data from the Galilean
moons and one of these is called the New Horizons (NH) space
probe and is a mission by NASA [2]. On board this space
probe is the Alice instrument that took UV spectrographic
images of the moons [3]. Since ions emit UV light in specific
wavelengths, these images can be used to measure the ion
composition (also called abundance of species) of an object.
The ions in the torus originates from SO2 molecules in Io’s
atmosphere [1]. However since the atoms in these molecules
gets ionised at different rates it is of interest to examine
whether the ion composition of the torus stays at the same
ratio of 1:2 as the SO2 molecules they originate from.

Research of the torus has been done previously, using
data from the Hubble Space Telescope, as well as data from
earlier flybys [4]. Gathering data with space probes allows
for exploration of the torus up close and to more accurately
study how the torus changes over time. By observing Io at the

same time as gathering data from the torus, may also make
it possible to see how changes on Io affect conditions in the
torus.

The aim of this project is to estimate the composition of the
different chemical species in the plasma torus around Jupiter,
compare it to older data and analyse possible changes in the
composition and ratio of species in the torus. The analysed
data were taken by New Horizons during its flyby of Jupiter
in the beginning of 2007. The data was gathered by the Alice
Ultraviolet Imaging Spectrograph instrument as described by
Stern et al. [3], and the images of the Io torus have not
previously been thoroughly analysed.

II. BACKGROUND

A. Jupiter

Jupiter is a gas giant and is the largest planet in the Solar
System. It is big enough to fit 1300 Earths inside of itself and
its atmosphere is composed mostly of hydrogen and helium.
Jupiter rotates faster than the other planets in the Solar System
[5], with a rotation period of 10 hours [6] and it has a magnetic
field that is 20 times as strong as the magnetic field on Earth.
It has 67 known moons, the four largest of which are called
the Galilean moons and are named Io, Europa, Ganymede, and
Callisto [5].

B. Io

Io is slightly larger than Earth’s moon and is the closest
of the Galilean moons to Jupiter, about 6 RJ (Jupiter radii)
from Jupiter. Being so close to Jupiter as well as to the
other Galilean moons, it is subjected to a high amount of
shifting gravity, creating powerful tidal forces which leads to
volcanic activity. Io has 400 active volcanoes, making it the
most volcanically active celestial body in the Solar System.
This volcanic activity sends up large amounts of SO2 in Io’s
atmosphere [7] and for such a small moon the atmosphere is
quite large [1].

When Jupiter rotates, its strong magnetic field rotates along
with the same 10-hour period as Jupiter. Since the ions that
the plasma torus is made of are charged particles, they interact
with Jupiter’s magnetic field and get pulled along by it. The
magnetic field sweeps around Io which, together with Io’s
weak gravity, makes Io lose material from its atmosphere at a
rate of about one tonne of per second [1], [7] through various
processes discussed in section II-E. Since Jupiter’s rotational
period is shorter than Io’s orbital period (of 42.5 hours [8]),
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some of the ions in Io’s atmosphere gets accelerated into the
torus around Jupiter and some are pulled towards Jupiter’s
poles, resulting in auroras in Jupiter’s upper atmosphere [7].

C. Neutral cloud

The SO2 from Io’s volcanoes mostly leave Io’s atmosphere
through a process called sputtering (see section II-E) as shown
by Johnsson [9], which creates a banana shaped gas cloud of
neutral particles around and in front of Io. This is called the
”neutral cloud” (see Fig. 1 and 2). Most of the neutral particles
released by sputtering has a velocity lower than Io’s escape
velocity, and will therefore return to Io [1].

D. Torus

There is ring of charged particles in and around the orbit
of Io called the ”plasma torus”. The torus has an angular
orbit, which comes from the fact that the charged particles
follow Jupiter’s magnetic field, which is at an angle to Jupiter’s
rotational axis as seen in Fig 1. The plasma torus is optically
thin, which means that the photons created in the torus
escape the plasma easily without further interaction with other
particles in the plasma [1].

The primary source of material in the plasma torus is
ionisation of the neutral cloud. Since it is the plasma torus
that is responsible for the sputtering in Io’s atmosphere and
supplying the neutral cloud, the plasma torus could be seen as
self-sustainable [1].

As described in Schneider and Bagenal [1], the torus can
be categorised into three main regions, illustrated in Fig. 1.
The temperature changes through the torus, where the outer
region has a higher temperature and the temperature decreases
toward Jupiter [10]. Electronvolt or eV is often a convenient
description for temperatures, where 1 eV= 11605 Kelvin, and
is used in certain fields, for example plasma physics.

Fig. 1. Illustration from Schneider and Bagenal [1], showing Jupiter, Io,
neutral cloud and the torus.

Fig. 1 and 2 from Schneider and Bagenal [1] shows the
banana shaped cloud moving in front of and partly behind Io.
The hot torus ionises the material in the back part of the cloud
more frequently than the part of the cloud moving in front of
Io located in the cold torus. This results in the banana shape
of the neutral cloud.

Fig. 2. Obtained from Schneider and Bagenal [1], illustrating the neutral
cloud in relation to Io and Io’s orbit.

The electron density will affect how the spectrum looks and
to determine the electron density (ne) of the torus Steffl et al.
[11] showed that it could be calculated with equation (1) and
(2) as a function of the distance given in Jupiter radii (r).

ne = 2200 cm−3(r/6)−5.4 for r < 7.81 RJ (1)

ne = 400 cm−3(r/6)−12 for r > 7.81 RJ (2)

E. Processes

There are several processes providing the plasma torus with
material. The most important process is called sputtering, and
is when high speed ions in the torus collide with neutral atoms
in Io’s atmospheres, that in turn collide into other atoms (this
process is illustrated in Fig. 3, called ”Atmospheric sputter-
ing”). Typically, one torus ion can give enough momentum to
eject several atoms into Io’s corona, or even away from Io
entirely. This is the main process for new material to end up
in the neutral cloud, which in turn supplies material to the
plasma torus [1], [9].

The second most important process that transfers material
from Io’s atmosphere to the torus is when electrons in the
torus ionise atoms in the atmosphere. This will accelerate the
atoms into the speed of the torus by Jupiter’s magnetic field
[1] (this process is illustrated in Fig. 3, called ”Ionization”).

Another process is when ions in the torus charge exchange
with neutral atoms in the atmosphere. This process results in a
slow moving ion and a neutral high-speed atom (this process
is illustrated in Fig. 3, and is called ”Charge Exchange”).
The ion then accelerates into the torus with the help of
Jupiter’s magnetic field. Ejection can also happen due to
elastic collision between ions with high speed and atoms in
Io’s atmosphere, resulting in charge exchange and sputtering.
Lastly, a process called electron-impact disassociation will
break down molecules into their component atoms. Table I
shows examples of different processes and their approximate
lifetimes [1].

There are also charge exchange processes that happen
between the neutral cloud and the torus. An ion from the torus
will then take an electron from an atom in the neutral cloud



409

H2. ANALYSIS OF THE IO PLASMA TORUS

Fig. 3. Taken from Schneider and Bagenal [1], shows processes occurring
between the torus and Io’s atmosphere.

TABLE I
OBTAINED FROM SCHNEIDER AND BAGENAL [1], SPECIFYING ESCAPING
MATERIALS LIFETIMES IN THE TORUS, AT AN ELECTRON TEMPERATURE

OF 5 EV AND AN ELECTRON DENSITY OF 2 000 ELECTRONS/CM3 .

Process Example Lifetime
Electron impact
ionisation

O + e− → O+

S + e− → S+
∼ 100 hr
∼ 10 hr

Charge exchange O + O+ → O+ + O* ∼ 50 hr
Electron impact
dissociation SO2 + e− → SO + O ∼ 4 hr

and in turn become neutral, disconnecting it from the magnetic
field. The new neutral will keep the high velocity it had as
an ion in the plasma torus and escape the Jovian System as
seen in Fig. 2 denoted ”Stream”. A second process between
the neutral cloud and the torus is molecular ion dissociation,
which creates a fast spray of neutral atoms [1].

According to Schneider and Bagenal [1], the ions in the
torus seems to stay in the torus for an order of 100 rotations,
this means that the neutral cloud only adds around 1% of new
plasma for each rotation of the torus. The ratio between the
lifetime of a neutral atom (< 20 hr) and the plasma transport
timescale (∼ 40 days) also happens to be around 1%.

F. New Horizons

New Horizons is a NASA space probe with Pluto as its
main target. It was launched in January 2006 and on its way
to Pluto it passed both Mars and Jupiter. When it passed Jupiter
in 2007, between February 25th and March 2nd, it performed
a gravity assist to increase its velocity and while performing
this, it gathered data of Jupiter and its moons.

One of the instruments on board New Horizons is a UV
imaging spectrograph (UVIS) called Alice. This means Alice
takes spectrographic images in the ultraviolet part of the
spectrum, and its primary objective was to gather data from
Pluto’s atmosphere and establish the relative abundance of
species in Pluto’s atmosphere [3]. A spectrograph has the
ability to split or disperse light into its component wavelengths
[12] and the Alice instrument has a range of 520 – 1870 Å
(1 Å = 0.1 nm) [3]. This wavelength range is of interest since

many of the emission lines of oxygen and sulphur ions is in
this range and will make analysis the torus possible [12].

The entrance slit for the Alice instrument is made of two
parts, the narrow section and the box section, see Fig. 4. The
narrow section, called the Airglow slit is used to look at the
spectra of celestial objects like Io and Pluto, and is the part
of the slit that will be used in the project. This section has
the angular dimension of 0.1◦ × 4◦ and the box section has
the angular dimension 2◦ × 2◦. Alice has a spatial plate scale
of 0.27◦ ± 0.01◦ and a spectral plate scale of 1.832 ± 0.003
Å/pixel [3]. The plate scale (noted p) is described by the
frame’s angular field of view (noted dθ) and the size of the
detector (noted ds), the size could either be given as a physical
dimension (mm) or per pixel. The plate scale can be calculated
through equation (3) [13].

p =
dθ
ds

(3)

Fig. 4. The image obtained from Stern et al. [3] shows the entrance slit of
the Alice instrument, it is made up of a wide SOC slit and narrow Airglow
slit.

Temperature can influence the detector electronics. Shifting
electronics temperature can change the pixel scale, however
this happens uniformly. Uniform pixel scaling is also a result
of instrument pointing. Slit curvature aberrations; effects of
the optical design of the system, is the main reason to cause
straight, vertical features to be curved on the detector [3].

During New Horizons flyby of Jupiter images of Io were
taken [14], [15], the same day as the spectrographic images
used in this paper was taken. This image, taken by New
Horizons (see Fig. 5) shows a volcanic eruption of the Tvashtar
volcano on Io.

G. Earlier research

Earlier research has been done to analyse the composition of
the plasma torus. Nerney et al. [4] reanalysed a large amount of
older data using CHIANTI 8.0. CHIANTI is a database used to
calculate spectra of astrophysical plasma and Nerney et al. [4]
showed that CHIANTI 8.0 made a difference when calculating
plasma containing some of the ions in the torus, compared to
the previous version of CHIANTI. Their results are given in



410

H2. ANALYSIS OF THE IO PLASMA TORUS

Fig. 5. Image taken from [14], [15], showing Io the same day as the
spectrographic images where taken. The image where taken 1st of March
2007, showing a volcanic eruption from Io’s Tvashtar volcano.

table II and one of their fits of the spectra taken by the Cassini
UVIS is shown in Fig. 6. To present the ion composition they
first calculated the total electron column density with equation
(4) and then presented their results as the ratio between the
column density of a certain ion and the total column density
as seen in table II.

Fig. 6. Figure taken from Nerney et al. [4], showing the spectrum of the Io
plasma torus recorded by the Cassini mission, the spectra is obtained at 6.4
RJ . The black lines show the spectrum obtained by Cassini UVIS and the
red lines show the simulation with CHIANTI 8.0 and is the best obtained fit.

Ne = (NS++NO++2(NO+++NS++)+3NS++)/0.9 (4)

In the research by Steffl et al. [11] they found an electron

temperature of 4.43 eV at 6.6 RJ and an electron density
in the torus of approximately 2000 cm−3, calculated through
equation (1) and (2).

III. METHOD

To analyse the spectra from New Horizons, CHIANTI 8.0
was used. The method used was based on Nerney et al. [4]
and Steffl et al. [11] who determined the ion composition of
the torus based on earlier flybys.

A. Viewing and choosing data

The data from the New Horizons mission is public on the
NASA Small Body Node [16], the files are found in New
Horizons Alice Post-Launch Checkout Calibrated Data v2.0.
However, data that has been further processed and calibrated
and are uploaded on the New Horizons team tools [17], which
was made available to us during this project.

In order to find what data that could be used in this project,
Geometry Visualizer (GeoViz) was used which is a web-based
interface that shows a graphical representation of data from a
given spacecraft [18]. To see if a certain file was of interest,
the Mission Elapsed Time (MET) of the file was inserted into
GeoViz. This produces an image of where the Alice instrument
was pointed, and if it was pointed towards Io’s orbit where
the torus is, it was kept. To avoid as much background as
possible, the picture should not show any celestial bodies in
the Alice entrance slit, as Fig. 7 shows. GeoViz also provided
information about distance to other celestial bodies and the
angle between the celestial body and the target [18].

When sufficient amounts of pictures were found that were
pointed towards the plasma torus and with as little background
as possible, the spectrographic images in the data were viewed.
The data was stored in Flexible Image Transport System
(FITS) files [19], which is an image file format that is designed
for scientific purposes and often used in astronomy. FITS files
are made up of a main set of data and optionally one or
more extensions. FITS viewer (Fv) [20] is a NASA developed
program that enables the viewing of FITS files and was used
in this project to view the spectrograph images that the Alice
instrument captured of the plasma torus. The data in the FITS
files can be viewed in Fv as an image (see Fig. 8) or as a table.
The main data set and its extensions also contains headers with
information such as the time, place and unit types.

Since the temperature and density in the torus changes
significantly with distance from Jupiter, a limited number of

TABLE II
TABLE TAKEN FROM NERNEY ET AL. [4], STEFFL USED CHIANTI 4.2 FOR THE FITTING PROCEDURE WHILE NERNEY USED CHIANTI 8.0.

Ratio of
Column Density

Voyager UVS
Nerney
5.75 RJ

Cassini UVIS
Steffl

6.16 RJ

Voyager UVS
Nerney
8.25 RJ

Cassini UVIS
Steffl

8.14 RJ

NS+/Ne 0.044 ± 0.02 0.065 ± 0.002 0.019 ± 0.02 0.027 ± 0.004
NS++/Ne 0.21 ± 0.04 0.22 ± 0.006 0.12 ± 0.03 0.16 ± 0.03

NS+++/Ne 0.061 ± 0.02 0.032 ± 0.001 0.10 ± 0.02 0.045 ± 0.006
NO+/Ne 0.20 ± 0.08 0.22 ± 0.001 0.17 ± 0.07 0.17 ± 0.003

NO++/Ne 0.026 ± 0.008 0.034 ± 0.02 0.086 ± 0.03 0.12 ± 0.04∑
On+/

∑
Sn+ 0.72 ± 0.3 0.80 ± 0.05 1.1 ± 0.4 1.3 ± 0.2
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Fig. 7. Recreation obtained by GeoViz [18] of where the Alice instrument
on board on New Horizons where pointed at.

images were used to obtain a result from a certain distance
from Jupiter. This was also to ensure a simpler fitting process,
since the final spectrum is not made up of different parts of
the torus that have different temperatures and densities.

B. Plotting the spectra

In order to plot the data in the FITS files, the files where
opened in MATLAB. The final plot should show wavelength in
Ångström at the x-axis and Rayleigh/Ångström at the y-axis,
however, the primary data in the FITS file is in photons/(s·cm2)
per pixel. The first thing to do was to translate pixels into
wavelengths on the x-axis, which is done by looking at the data
in the second extension of the FITS files, called the wavelength
image. The wavelength image shows wavelength per pixel,
which means the problem can be solved by matching the pixel
values in the two data sets to obtain Ångström as the x-axis.
The data is presented as photons/(s·cm2) on the y-axis and to
get Rayleigh it is essential to know the conversion. Rayleigh
is given by [21]:

1 Rayleigh =
106 · photons
4π · s · cm2 · sr

(5)

Where 1 sterradian (sr) is given by [21]:

1 sr =
32400 · degrees2

π2
(6)

Therefore, Rayleigh is given as:

1 Rayleigh =
π · 106

32400 · degrees2
· photons

s · cm2
(7)

Where the second term is given in the data from New
Horizons. Obtaining Rayleigh/Ångström on the y-axis only
requires dividing by the spectral plate scale which is 1.832 Å.

However, only plotting this data gives a noisy plot, therefore
binning was used to make the plot easier to read. The bin size
was chosen to take into account the slit curvature aberrations.

To bring the peaks edges closer to zero the background was
subtracted by using rows in the upper and lower part of the
spectra, illustrated in Fig. 8. This was done to obtain an as
good fit with CHIANTI as possible.

C. Uncertainties

To calculate the uncertainties in the data, the first extension
in the FITS files, called the error image was used. This shows
the magnitude of the uncertainty per pixel and was converted
into uncertainty per wavelength in the same way as shown in
the above section. To calculate the total uncertainty, equation
(8) was used in each bin separately.

uc =

∑k
n=1

√
u2
k

k
=

√
u2
1 + u2

2 + u2
3...

k
(8)

Where uc is the total uncertainty in a bin, uk is the uncertainty
of a single data point and k is the amount of data points in a
bin.

D. CHIANTI

The CHIANTI atomic database is used for spectroscopic
diagnostics of astrophysical plasma and is a package comple-
ment to Python. CHIANTI produces a theoretical spectrum of
certain ions given an electron temperature and electron density
[22], [23].

In this project CHIANTI 8.0 was used to find the relative
abundance of ions in the plasma torus. Since it is known that
the torus mainly consists of S+, S++, S+++, O+ and O++

ions, only these were analysed. These ions’ spectral lines were
multiplied with separate variables, which could be varied by a
fitting tool to produce a spectrum that is as similar as possible
to the data from New Horizons.

CHIANTI’s database is based on the properties of the Sun
for solar spectroscopy and assumes abundances similar to that
of the Sun [22], [23]. Therefore, to make CHIANTI work
for this specific case some customisation of the ionisation
fractions and abundances described in CHIANTI’s file system
had to be done. Since the abundance and ionisation states in
the torus was not known, everything was set equal, this enabled
setting the ratios manually when calling CHIANTI.

With the information given by GeoViz about which part of
the torus was analysed, given by the angle between Jupiter
and the target and the distance to Jupiter, the electron density
could be determined by equation (1) and (2).

Since the peaks in the spectra from the Alice instrument are
broader than they are in theory, a Gaussian filter was applied
to make the peaks broader.

In the torus, excitation can happen in several ways as
described in section II-E. The torus has a low density which
means collision of electrons happens more often than the other
excitation processes. Therefore, ignoring for example proton
collision did not change the result in any noticeable way. When
de-excitation occurs and a photon is created from the released
energy it will be able to escape the plasma without further
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Fig. 8. Data from the Alice instrument on board on New Horizons opened in FITS viewer [20]. The yellow coloured part in the middle is the Hydrogen
Lyman-α line and the smaller dots in the middle rows are from the torus ions. The black outline shows the rows used for plotting the spectrum of the Io
torus and the red rows shows the rows used to subtract the background.

interactions with other particles since the torus is optically
thin, which means no other interactions needs to be considered.

E. Fitting method

To fit the CHIANTI model with the data a Levenberg-
Marquardt fitting procedure was used. The lmfit package was
used in Python 2.7 [24] which takes variables, in this case the
ion composition and the electron temperature, and changes the
variables to find where the sum of the square of the differences
between the data and the CHIANTI simulation is the smallest.
However only the area between 780 – 1180 Å as well as 1290
– 1690 Å were considered since the uncertainty in this area
is the smallest and as Nerney et al. [4] showed, the ends of
the spectra are difficult to fit. The variables that the fitting
procedure produces shows the abundance of the ions relative
to each other.

IV. RESULTS

A. Angles and distances

Many files containing the Io torus were found, but to
limit the results to a specific distance from Jupiter only five
were used. These images were taken the 1st of March 2007
and were taken sequentially with an exposure time of 180
s. The angle between the target and Jupiter was obtained
with help of GeoViz to around 4.2◦ and a distance between
New Horizons and Jupiter of approximately 5.7 million kilo
meters. This gives a distance between the target and Jupiter
of approximately 420 000 km, which is equivalent to 6.0 RJ ,
the same as Io’s distance from Jupiter.

B. Spectra from New Horizons and uncertainties

In the middle of the spectrum (see Fig. 9) a high peak is
shown. This is the hydrogen Lyman-α line which comes from
interstellar hydrogen absorbing and re-emitting the light from
the Sun. Since this light does not originate from the torus it
is ignored during the fitting process.

Fig. 11 shows the uncertainties of the spectrum from New
Horizons. The uncertainties rise at the edges of the spectra,
especially in the longer wavelengths. The uncertainties also
rise at the peaks, as seen in Fig. 10 and 11, but these
uncertainties are not high enough to disregard the peaks.
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Fig. 9. The calibrated data from the Alice instrument on board New Horizons.
Binning has been used with bins the size of 3.6 Å.
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Fig. 10. Data from the Alice instrument on board New Horizons, bringing
the peaks closer to zero by subtracting background and setting the Lyman-α
line to zero.

C. CHIANTI simulation

The resulting spectrum, created by fitting the CHIANTI 8.0
model to the New Horizons data can be seen in Fig. 12. Some
of the S+ and S+++ features are somewhat underfit and as
expected the ends of the spectrum fit poorly. Otherwise the
fit seems quite good and the resulting ratios after the fitting
procedure are shown in table III, the spectra from the different
ions are plotted separately in Fig. 13. The temperature was



413

H2. ANALYSIS OF THE IO PLASMA TORUS

600 800 1000 1200 1400 1600 1800

Wavelength(Å)

0

0.5

1

1.5

2

2.5

3

3.5

4

R
a

y
le

ig
h

/Å

Uncertainty

Fig. 11. The uncertainties of the spectra from the Alice instrument.

calculated by lmfit to be 4.2 eV and the Gaussian width was
chosen to 4 Å. With a distance from Jupiter of 6.0 RJ , the
electron density was calculated to 2200 cm−3.

Fig. 12. The resulting spectrum after fitting the CHIANTI model to the New
Horizons spectrum. The areas between 600 – 780 Å, 1180 – 1290 Å and 1690
– 1800 Å were ignored during the fitting process.

TABLE III
VALUES FROM NEW HORIZONS, DETERMINED BY CHIANTI 8.0 AND THE

LEVENBERG-MARQUARDT FITTING PROCEDURE.

Ratio of
Column Density

New Horizons UVIS
CHIANTI 8

6.0 RJ

NS+/Ne 0.078
NS++/Ne 0.22

NS+++/Ne 0.069
NO+/Ne 0.038

NO++/Ne 0.12∑
On+/

∑
Sn+ 0.42

Fig. 13. The resulting spectra of each ion after fitting the CHIANTI model to
the New Horizons spectrum. The y-axis shows Rayleigh/Ångström and x-axis
show wavelength in Ångström.

V. DISCUSSION

A. Fitting process

By plotting the spectra from each ion by itself in Fig. 13
it is possible to see what peaks correspond to which ions.
It is especially interesting to see if one peak corresponds to
multiple ions and how much a specific ion attribute to a peak
to see if the fit can be trusted to give a good result. As can be
seen from Fig. 13 both oxygen ions have a peak at around 800
Å. Since O++ has a peak at 1650 Å without interference from
other ions, this feature can be fitted first and later determine the
ratio of O+ to O++ from the 800 Å peak. The S++ and S+++

ions both have somewhat isolated peaks at 1000 Å and at
1400 Å respectively. Unfortunately S+ has its most prominent
feature in the Lyman-α region at 1250 Å (seen in Fig. 9),
which makes it hard to fit. The second most prominent feature
of S+ is below 800 Å, which is an area that is known from
earlier studies to be hard to fit properly. It does however have
features between 800 and 1200 Å that the fitting program can
use to make a good fit. Therefore, all ions are represented in
the part spectrum used to fit the CHIANTI model to the data.

The torus data from the Alice instrument on board New
Horizons is taken from a relatively close distance and conse-
quently the light of the torus fills the entire slit radius. This
means the spectra will smear out, resulting in broader peaks
than they are in theory. The broad peaks result in peaks that
overlap, however this will not significantly impact the results
since the fitting process still can fit the model to the data
even when some peaks overlap. Using data from when the
Alice instrument was not pointing directly at any celestial
body result in less background in the spectra, thus making the
spectra of the torus look cleaner and with slightly narrower
peaks.

Since CHIANTI is designed to analyse spectra from the
Sun and had to be adapted to work for analysis of the
torus, optional files could be implemented in CHIANTI where
abundances are not predetermined. This would significantly
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simplify for future analysis of plasma that are not from the
Sun.

B. Comparison with earlier research

The data used in this project contained images of the torus
at 6.0 RJ from Jupiter’s centre. Therefore, it is most relevant
to compare the results from New Horizons to older data at
similar distances to Jupiter i.e. Voyager at 5.75 RJ and Cassini
at 6.16 RJ . Comparing table II with table III shows that the
ratio of oxygen to sulphur in the plasma torus is much smaller
than seen in previous studies. The data from New Horizons
also shows that the O+ to O++ ratio has decreased drastically.
Although this could be inaccurate since there is a high amount
of noise in the area that determines the amount O++ and for
example Nerney et al. [4] held this ratio static at 8 to get a
good fit. However, this did not result in a good fit for the
New Horizons data, and the oxygen to sulphur ratio stayed at
similar values. Since the fit with the ratios seen in table III
seems to be good, the O++ ratio seems to be correct. Visually
comparing the data from New Horizons to, for instance the
Cassini UVIS spectra in Fig. 6, it is clear that the spectrum
from New Horizons show more O++, which further proves
that the amount of O++ seems to have increased. Visual
comparison also show that the oxygen peak at 800 Å is lower
in the New Horizons data than in the Cassini data.

It is unclear why there is such difference in the ratio of
the Io torus, but it might have something to do with the
volcanic eruption on Io taking place the same day as the used
spectrographic images where taken as seen in Fig. 5. This
is however above the scope of this project and it will require
further research to establish a correlation between the volcanic
activity on Io and the ion composition of the plasma torus.

For the peaks in the middle part of the spectrum with
lower uncertainties, the simulated spectra from CHIANTI fit
quite well. However, for the peaks closer to the edges of
the spectra with higher uncertainties, the simulated spectra
from CHIANTI fit poorly. Comparing this with earlier spectra
analyses of the torus this seems to be a recurring problem and
should probably not be taken into great consideration.

C. Noise

For the longer wavelengths, the uncertainties are higher but
not high enough to account for the amount of noise that the
New Horizons spectrum shows. Especially in the area around
1600 Å, the data jumps up and down. It is not clear where
this noise comes from but it may come from scattered sunlight
from Jupiter. When subtracting the background, the noise gets
further amplified and the intensity shifts around zero as seen
in Fig. 11.

VI. CONCLUSION

Analysis of the plasma torus around Jupiter has been
performed with data from the Alice instrument on board New
Horizons. The analysis with the atomic database CHIANTI 8.0
shows that the composition of the torus in 2007 has changed
compared to previous observations, resulting in a lower ratio

of oxygen to sulphur than seen in previous studies. The study
also shows an unexpectedly high O+ to O++ ratio, compared
to older research.

The Alice instrument gathered data on the different parts
of the plasma torus, so to provide a deeper understanding
of the whole torus, further analysis of the ion composition
is needed. The further analysis of the ion composition could
primarily focus on a distance to Jupiter of 8 RJ , since previous
research has been done at this distance. To obtain a better
understanding of why the composition of the torus changes
with time, observations of Io could be done before and during
the spectrographic images of the torus are gathered.
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Modeling Far Ultraviolet Auroral Ovals at
Ganymede

Carl Daniel Ahlberg and Wera Mauritz

Abstract—Ganymede, one of Jupiters moons, differs from
other moons in the Solar System as it has its own magnetic
field. This rare property shapes the morphology on the existing
far ultraviolet oxygen auroral ovals on the celestial body in
the northern and southern hemisphere created by high energy
electrons colliding into the atmosphere.

With the help of the Hubble Space Telescope (HST) this
phenomenon has been captured and analyzed multiple times
during the past 20 years using the on-board Space Telescope
Imaging Spectrograph (STIS). The ultimate goal of this project
is recreating the far ultraviolet oxygen auroral emissions on
Ganymede as a 3D computer model in MATLAB by using the
data recovered from HST.

The method used to reach this goal was to implement a model
with main characteristics of the auroral ovals, project it onto a
plane and then use a Cauchy distribution to filter the model.
To compare the model with images from HST, a χ2-value was
calculated for every pixel in each image. To further improve
the model the Nelder-Mead Simplex optimization method was
applied.

The project succeeded in such a way that the final model
created views of the locations and the appearance of the bright
spots that represent the auroral ovals around Ganymede with an
accurate result in relation to the given data.

I. INTRODUCTION

JUPITER is the largest planet in our Solar System. It has 67
satellites and the four biggest of these satellites, also called

the Galilean moons, were discovered by Galileo Galilei in the
early 17th century. The Galilean moons, in an ascending order
according to the distance to Jupiter, are Io, Europa, Ganymede
and Callisto. The third closest satellite of the Galilean moons,
Ganymede, is the largest moon in the entire Solar System and
it is bigger than both Mercury and Pluto with a radius of 2634
km [1]. What makes Ganymede interesting to investigate is its
rare property no other known moon has - an intrinsic magnetic
field.

In the year of 1996 the Galileo Spacecraft explored
Ganymede and discovered that within Jupiter’s magnetosphere
Ganymede has its own internal magnetic field [2]. The Jovian
magnetic field near Ganymede was approximately 125 nT
while the magnetic field of Ganymede had the magnitude of
750 nT at the surface [3]. The magnetic field is partially the
reason why so called auroral ovals exists above the surface
of Ganymede. Since then, several different observations of
the auroral ovals have been made with a variety of space
instruments.

One of the instruments that has recovered observations of
Ganymede at ultraviolet wavelengths for the last 20 years is
the Hubble Space Telescope (HST) with the on-board Space
Telescope Imaging Spectrograph (STIS). The observations

are spectral images of the celestial body. The images show
the variability of the auroral ovals in the internal magnetic
field of Ganymede which is strong enough to overpower the
surrounding Jovian magnetic field.

The goal of this project is to recreate the far ultraviolet oxy-
gen auroral oval emissions on Ganymede as a 3D geometric
parametrization model in MATLAB. In this study we present
how this can be done by analyzing the 24 observed data images
recovered by STIS on HST and creating a mathematical
model based on the characteristics of the images. Also, several
different optimization simulations with different resolutions
are presented. This model could be useful to get an insight on
how the auroral emissions appear and what causes the features
of it. One particular reason why we want to do this project
is to get a full 360◦ model overview of the auroral ovals on
Ganymede in a 3D perspective, since there are only 2D HST
images from a limited number of sub-observer longitudes that
show the appearance of the auroral ovals today.

II. BACKGROUND

A. The Icy Surface and Tenuous Atmosphere of Ganymede

Observations by HST in pair with other space instru-
ments have increased the knowledge about the atmosphere of
Ganymede [4]. It was discovered that the tenuous atmosphere
of Ganymede consists mainly of oxygen molecules O2. One
reason why there is primarily oxygen molecules and atoms
in the atmosphere is the prevalence of an icy surface on
Ganymede [5]. Charged particles of the Jovian magnetospheric
plasma sputter the H2O molecules, bound to the surface on
Ganymede, releasing O2 molecules into the atmosphere.

B. Far Ultraviolet Oxygen Airglow

When the Galileo Spacecraft revealed the intrinsic magnetic
field of Ganymede the interest of exploring the moon in-
creased. Only within a week after the revelations, observations
made by HST confirmed that Ganymede is emitting far-
ultraviolet (UV) oxygen airglow [5].

The production of the oxygen airglow occurs in Ganymede’s
atmosphere where the O2 molecules break down into oxygen
atoms O due to the sputtering of the Jovian magnetospheric
plasma. The resulting O atoms are partially excited to higher
electronic states, leading to the observed UV oxygen emis-
sions. At Ganymede, this emitted light has a short wave-
length located in the far-ultraviolet spectrum, and that is why
Ganymede is emitting far-ultraviolet oxygen airglow [6].

The emission varies in different wavelengths but the bright-
est peaks on Ganymede are in OI 1304 Å and 1356 Å emission
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lines [6]. These bright peaks indicate auroral emissions at the
specified wavelength. According to Mussacchio et al. (2017)
[6] approximately half of the observed signal at OI 1304 Å
is reflected light from the Sun. Excluding the solar lights, the
OI 1304 Å peaks are half the brightness in comparison to the
peaks at OI 1356 Å. This is the reason why the stronger OI
1356 Å is better suited to investigate the UV emission and its
morphology.

Prior to the HST images of the auroral ovals at Ganymede,
there were theories regarding a probable existence of the
auroral ovals, as knowledge of two bright peaks at wavelength
1356 Å in the northern and southern hemisphere existed.
In Hall et al. (1998) [5] it is stated: ”The observed double-
peaked profile of Ganymede’s OI 1356 Å feature indicates
a nonuniform spatial emission distribution that suggests two
distinct and spatially-confined emission regions, consistent
with the satellite’s north and south poles.”

C. Magnetic Field, Jovian Plasma Interaction and Auroral
Ovals

The presence of a magnetic field at Ganymede is made
possible by the moon’s iron core with a theorized radius of
650 km [7].

Since Ganymede has an intrinsic magnetic field, it has a
magnetosphere within the Jovian magnetosphere. A plasma,
consisting mainly of elementary particles like electrons and
protons, called the Jovian co-rotational flow, is streaming
around Jupiter and is overtaking Ganymede at all locations in
its orbit [4]. The Jovian co-rotational flow is in upstream at the
orbital trailing hemisphere of Ganymede, and in downstream
at the orbital leading hemisphere. The upstream/downstream
hemisphere is equivalent to the orbital trailing/leading hemi-
sphere.

Two oxygen auroral ovals are present on Ganymede, one
located in the north and one in the south hemisphere around the
magnetic north and south poles. These auroral ovals are placed
almost entirely symmetric with respect to the equator. The
location of the ovals is determined by the main characteristics,
altitude, latitude and longitude. A tilt of the ovals is present,
caused by the Jovian co-rotational flow as the auroral ovals
are in the highest latitude in the trailing hemisphere and in the
lowest latitude, closer to the equator, in the leading hemisphere
[4].

Additionally, the morphology in the recovered HST images
suggests two gaps in the auroral ovals. According to Saur et
al. the locations of the oxygen auroral ovals at Ganymede
are also highly dependent on the environment of its magnetic
field. When determining the locations of the auroral ovals
boundaries are set within the magnetic field environment.

D. Comparison to Earth

Earth has, in similarity with Ganymede, both auroral ovals
and a magnetic field. A comparison of these celestial bodies
and their common properties might therefore be interesting.
There is naturally not as much observed data of the auroral
ovals on Ganymede as there are on Earth’s, although com-
parisons can still be made. One of the differences is that the

auroral ovals on Earth are created by an interaction between
the terrestrial magnetic field and charged particles emitted
from the Sun, whereas Ganymede’s auroral ovals are created
by the interaction with the Jovian co-rotational magnetosphere
[7]. Also, unlike Earth which exhibit aperiodic phases, such
as brightening of the aurora during solar events, the auroral
ovals of Ganymede are present constantly at a similar level.
The auroral ovals undergo variations during one rotation of
Jupiter which is 10 hours.

(a) (b)

Fig. 1: Example of data from STIS with raw auroral intensity (a)
and raw auroral intensity error estimation (b).

III. HUBBLE SPACE TELESCOPE AND SPACE TELESCOPE
IMAGING SPECTROGRAPH

For the past 20 years the Hubble Space Telescope has
enabled us to observe the oxygen auroral ovals at Ganymede
with the on-board Space Telescope Imaging Spectrograph
(STIS). STIS has so far collected 24 images with the resolution
of 1024 × 1024 pixels of the oxygen auroral ovals. In this
project, the ultraviolet emission images of the moon at the
wavelength 1356 Å with a resolution of 82 × 82 pixels are
cut out of the spectral images, see Figure 1(a). Every pixel in
the images has a value corresponding to the brightness. These
pixels vary between positive and negative values. The negative
values originate from procedures such as flat-field and bad-
pixel corrections applied to the data. The unit for these pixel
values is kiloRayleigh [R] where 1 R = 106 photons cm2/s
[1]. The images were taken at different angles, the position
of Ganymede according to Jupiter, and in different years, see
Figure 2. The gray area in Figure 2 is the region where HST
is not able to collect images since Jupiter will be in front of
Ganymede with respect to Earth.

Since both HST, Earth and Ganymede are constantly mov-
ing the images of the auroral ovals of Ganymede do not
always represent the same scale of the moon. Depending on the
distance between HST and Ganymede, the number of pixels
representing the moon will vary.

For each retrieved image from STIS an error estimation
has been made on how well the image agrees with reality.
Every pixel in all 24 images therefore has a corresponding
error estimation value, see Figure 1(b).
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Fig. 2: Geometry of the 24 images recovered from HST on the auroral
ovals of Ganymede in 10 different sets from a top view of Jupiter.
Images captured during the same year are displayed in the same color.
The leading and trailing hemisphere is at 90◦ and 270◦ respectively.

IV. METHOD

A. Modeling a Sphere with Simplified Auroral Ovals

The ultimate goal of the model was to obtain an accurate 3D
model based on 2D images retrieved from HST. The process
of constructing the model was divided into several steps with
the first being a simplified version of the auroral ovals. This
simple model was in the form of a sphere with two rings
of discrete data points around it. One ring was located in the
northern hemisphere and the other in the southern hemisphere,
which represents the auroral ovals with fix latitudes, and
thereby no tilt. A number of particles was spread out along
the θ-axis, in spherical coordinates, on the sphere according
to a Gaussian distribution with a standard deviation σ and
an expected value µ as parameters. For each of those new
particles a new particle spread along the radial axis was made
with a different Gaussian distribution. The result of this was
a cluster of particles where there previously was a single data
point, see Figure 3.

Fig. 3: Simplified model of the aurora. Each cluster of particles is
spread as a Gaussian distribution in the θ- and radial-axis.

B. Modeling Auroral Ovals with Main Characteristics

The next procedure was including the tilt of the auroral
ovals. The tilt contains four parameters, the first three defined
in spherical coordinates (φ, θ, r). The first two are θ-values,
θtilt, max and θtilt, min, which corresponds to the highest and
lowest latitude on the auroral ovals. These θ-values represent
two points located orthogonally relative to the surface on the
moon at an altitude specified by the third parameter, hsurface.

The points are located at longitude 0◦, φ = 0, and longitude
180◦, φ = π. The distance between the two points was
calculated and a half circle with that distance as the diameter
was created. The half circle comprised of the number of
particles specified by the fourth parameter of the tilt, Nparticles.
A projection of the half circle was made onto a line in such
a way that the elements of the line was unevenly spaced. The
next step was moving the line to the coordinates given by the
predetermined points. The line was placed in between the two
points and a rotation matrix

Ry(α) =




cosα 0 sinα
0 1 0

− sinα 0 cosα


 (1)

tilted the line onto the points corresponding to the first two
parameters, θtilt, max and θtilt, min. The rotation matrix rotated the
line with respect to the y-axis in Cartesian coordinates, defined
as horizontally across the sphere, according to a rotation angle

α = − arctan
zpoint1 − zpoint2

xpoint1 − xpoint2
. (2)

The coordinates of θtilt, max is defined as zpoint1 and xpoint1 and
θtilt, min is defined as zpoint2 and xpoint2 . A circle was projected
from the line to the desired altitude above the surface. The
point spread Gaussian distribution used in the simple model
was now applied on each point on the tilted circle. The points
created by the process were copied to the southern hemisphere
by negating the z-value of each point. This was required as
the initial process solely created a particle belt in the northern
hemisphere and two belts are present in the observations. The
gaps in the ovals, shifted 180◦ longitudinally from one another
in relation to the moon, were considered to have equivalent
properties in the northern and the southern hemisphere. The
area of the gaps was stripped of all existing particles which
partially can be viewed in Figure 4.

Fig. 4: Model of auroral ovals with main characteristics, latitude,
longitude, altitude, gap and tilt.

C. Projecting the 3D Model onto a Plane

In order to compare the model with the data given by HST
a 2D projection of the model was required. This projection
should be able to view the model from all longitudinal degrees,
although the sub-observer longitude is kept constant at 0
degrees as this is the only observed angle provided by HST.

The first step of the projection was rotating the model to
a desired viewing angle. A new rotation matrix was created
to achieve this effect. The desired angle is denoted β and the
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system was rotated around the z-axis with a rotation matrix

Rz(β) =



cosβ − sinβ 0
sinβ cosβ 0
0 0 1


 . (3)

When the rotation matrix had been applied to the system
it was possible to place all particles on the zx-plane. The
moon blocks a number of particles located behind it and
these particles were therefore removed. When this step was
completed the remaining particles were placed on the zx-plane
which produced a 2D projection. The projected images were
converted into the same image format as the HST data, 82×82
pixels, in order to perform both a visual and a quantitative
comparison. The conversion included three steps. The first
step was to divide the projected image into a grid of 82× 82
squares. The second step was counting all particles in each grid
square and assigning an arbitrary kiloRayleigh value, which
correspond to the number of particles in each square. This can
be observed in Figure 5 and Figure 6 at a lower resolution.
The kiloRayleigh value was calculated by scaling the number
of particles by a constant factor to produce a value in similar
magnitude of the pixels in the observed images. The final step
produced a visual representation of the grid where the grid
values represent pixels in an arbitrary color scale. A scale
factor of the auroral ovals within the pixel grid was finally
included in the model to compensate for the different moon
sizes in the data given by HST. The result of these steps was
a projected model which to a certain extent provided a visual
similarity to the images from HST.

Fig. 5: Projection of the 3D model onto a plane given a specified
viewing angle. The size of the grid is for visual purposes 41 × 41
pixels, although the modeled aurora is not limited by this resolution.

Fig. 6: The distribution of pixels in the projection shown in Figure 5.
The pixel number (x-axis) counts each pixel from the top left corner
of the grid horizontally to the endpoint at the bottom right corner.
The y-axis represents the total number of particles within a given
pixel.

D. Cauchy Distribution

An internal scattering of light in STIS occurs at different
wavelengths [8]. The point spread function of this scattering
is similar to that of a Cauchy distribution

f(x, x0, γ) =
1

π · γ
· 1

1 +
(

x−x0

γ

)2 (4)

with different parameters at different wavelengths. The pa-
rameter γ in the Cauchy distribution denotes the half width
at half maximum and x0 the location parameter. In the case
of OI 1356 Å , γ = 1 approximately and x0 = 0. This
approximation was based on the Tiny Tim HST point spread
function simulation tool [9]. The point spread function can
be represented as x − x0 =

√
x2

pixel + y2pixel where xpixel and
ypixel are pixel coordinates. This was implemented in the model
using filtering, specifically a convolution of the model image
and a kernel matrix corresponding to the Cauchy point spread
function. The kernel matrix is a n×n matrix which in a 3×3
case would be calculated as

X =



−1 0 1
−1 0 1
−1 0 1


 , Y = XT

Ki,j =
1

π
· 1

1 +

(√
X2

i,j+Y 2
i,j

γ

)2 (5)

where i and j are row respective column indexes and K is the
sought-after kernel matrix. The size of the matrix determines
the filtering area in the convoluted image. In this case the
matrix was chosen as 11 × 11 as approximately 87 % of the
area of the Cauchy distribution is covered within that range.
The convolution between the model image and the kernel
matrix produced a smoothing effect similar to that of the
images from HST.

E. Comparison Between Model and HST Images

The projected model was compared in relation to the
observed HST images using a χ2-value which determines the
deviation between the model images and the observed images.
The χ2-value was determined from the intensity values in the
pixels of the model images (Imod), HST images (Iobs) and HST
error images (σobs), in the same way as executed in Roth et al.
(2014) [10]. Calculation of a χ2-value was initially calculated
on single images as

χ2 =
1

Npixels

Npixels∑
i=1

(
Imod,i − Iobs,i

σobs,i

)2

(6)

where i is the picture pixel index and in the case of 82 ×
82 pixels there are 6,724 indexes. Since the data from HST
consists of 24 images, an average χ2-value can therefore be
determined as

χ2 =
1

Npictures

Npictures∑
n=1

1

Npixels

Npixels∑
i=1

(
Imod,i − Iobs,i

σobs,i

)2

. (7)
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The final model includes eight variable parameters: number of
particles (Nparticles), σθ, σr, θtilt, max, θtilt, min, φgap, start, φgap, end
and altitude above surface (hsurface), which are adjusted to
improve model accuracy. The low and high points of the tilt,
along with the gap, was aligned to the approximate position
of the tilt and the gap in the images from HST. The resulting
parameter fit is seen in Figure 7.

Fig. 7: Example of unfiltered images from HST (left) compared side
by side with the visually fitted model (right). The red longitudinal
line represents 0◦ longitude. A solid line indicates the observed
hemisphere facing towards HST and a dashed line is the hemisphere
behind the moon. The unit of the scale is kiloRayleigh [R] and a
white color is a value of ≤ 1 kR. In the bottom left image, one can
see that the different location of the gaps in comparison to the other
images contributes to significantly brighter edges.

F. Improvement and Optimization

In order to further improve the manually adjusted param-
eter values, a numerical optimization method was used. The
Nelder-Mead Simplex algorithm, which optimize non-linear
multivariable functions, was chosen. The method is free of
derivatives and calculates a local function minimum using
the vertices of a simplex, the function being the χ2-value
in this case. A simplex is a geometric shape described as
a generalized triangle in N -dimensions where the number
of optimization variables is N [11]. The simplex algorithm
calculates a function value at each of the n + 1 vertices of
the simplex and replace the vertex with the highest function
value with a new value. The algorithm requires initial values
which were chosen as the parameters values obtained from
the manual model improvement. This method will not with
certainty converge to a global or local minimum and is highly
dependent on the choice of initial values to find the optimal
solution. A visual representation of the optimized model can
be seen in Figure 8.

The noise from the original HST images made the original
comparison of the optimized model inaccurate. This noise and
seemingly random scattering of intensity could be lowered by
different means of filtering, such as an averaging of pixels.
Two types of averaging were compared and applied on the
original images, 2×2 and 3×3 averaging. This type of filtering
calculates a mean pixel value across a pixel area and replaces
the area with a single pixel valued as the mean value. This
process decreases the image resolution and some information

regarding the original image is lost, however the image appears
smoother and the noise is reduced.

Fig. 8: Optimized 82 × 82 model with the visually fitted values as
initial parameters.

V. RESULT

The model was tested in various ways including a selection
of optimized parameters paired with different combinations
of filtering. The quantitative comparison between the original
data and the model was the first measurable result of the
project. The parameters of the model were visually fitted to
match the observed data and optimized to decrease the χ2-
value.

The various χ2-values and parameters of 82× 82, 41× 41
and 27×27 pixels can be viewed in Table I - III, where the ”-”
indicate that the parameter was not optimized. The χ2-value
decreased after the optimization method had been applied. The
column of the entirely black model image corresponds to a
simulation where all pixel values in the model has been set to
zero. The χ2-values of the entirely black images are generally
larger than the optimized χ2-values which can be seen in Table
II-III. An exception of this can be seen in Table I where the χ2-
value of the optimized model and the entirely black image are
the same. The low χ2-value for the black image is reasonable
since a large number of pixels in the HST images are black.

What determines the χ2-value is given in Equation (7). A
low χ2-value could be an indication of a small difference
between the pixel values of the model and the observations. In
addition, it could also be an indication of a large pixel error.
The uncertainty in the recovered HST images is high, and
therefore the resulting χ2-values are low, not solely because
of the model accuracy, but also because of the large error
estimation in every pixel.

The model where the 3×3 averaging filter had been applied
produced the lowest χ2-value. The comparison with the HST
images were simplified as a result of the lowered resolution,
hence why the 27×27 pixel model was tested most thoroughly
of all the model variations. The remaining results are solely
produced by simulations using this model. As one can see in
Table III, simulations without the gap were computed. The
χ2-value was higher when the gap was removed in relation to
when it was not.

Further testing of the model was primarily done using
the previously described optimization method with the visual
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parameters used as initial values. Different model parameters
were set as constants, or removed completely, during the
testing in order to check resemblance with the observation and
to reduce the runtime as well. The optimization with the best
parameter fit is given in Table III and a comparison between
the optimized model and the observed data is displayed in
Figure 9 and Figure 10.

TABLE I: Optimization with the original 82× 82 pixels.

Parameters Initial values
from visual
comparison

Optimized
values

Entirely
black model
image

Nparticles 800 100
σθ 0.08 0.0973
σr 0.04 0.0382
θtilt, max 0.5736 0.6319
θtilt, min 0.2916 0.3590
φgap, start 0.7854 0.6553
φgap, end 2.199 3.283
hsurface 1.038 -
χ2-value 0.2546 0.2382 0.2382

TABLE II: Optimization with 41× 41 pixels, 2× 2 average.

Parameters Initial values
from visual
comparison

Optimized
values

Entirely
black model
image

Nparticles 500 140
σθ 0.08 0.038
σr 0.04 0.0237
θtilt, max 0.5736 0.7929
θtilt, min 0.2916 0.3064
φgap, start 0.7854 0.6716
φgap, end 2.199 1.798
hsurface 1.038 -
χ2-value 0.1651 0.1551 0.1620

TABLE III: Optimization with 27× 27 pixels, 3× 3 average.

Parameters Initial
values
from visual
compari-
son

Optimized
values

Gap re-
moved

Entirely
black
model
image

Nparticles 500 205 183
σθ 0.0828 0.0150 0.1152
σr 0.0260 0.0467 0.0371
θtilt, max 0.7126 0.9531 0.8127
θtilt, min 0.2707 0.3436 0.305
φgap, start 1.1392 1.037
φgap, end 1.66 1.947
hsurface 1.038 - 1
χ2-value 0.1153 0.1065 0.1074 0.1263

Since HST is not able to capture images of the auroral ovals
from the top or bottom view it is interesting to now have the
opportunity to do so. As Figure 11 show, the tilt and gap are
clearly visible from this point of view. The higher intensity
on the left side on the moon in Figure 11 is caused by line of
sight of both the northern and southern auroral oval.

In Figure 12 the result of the optimized model with a
resolution of 27 × 27 pixels and a χ2-value of 0.1065 can
be viewed. Each sub figure includes two images, the observed
HST image to the left and the corresponding model image
to the right. The HST and model images are viewed from
the location of Ganymede’s orbit around Jupiter given as
the longitudinal degree in each image. The figures shows a

visualization of all parameters, except for hsurface, optimized
and are in an ascending order according to the angle of which
Ganymede’s auroral ovals are viewed.

Fig. 9: Examples (sub-observer longitudes 81◦, 101◦, 111◦ and 337◦)
of average pixel intensity value (y-axis) across each column of pixels
(x-axis) in the model (blue) compared to the observations (orange).

Fig. 10: The model values of Figure 9 scaled to display similarities
of the model and the observations.

Fig. 11: Model projection observed from the north pole of Ganymede.
The total amount of particles in the left auroral belt (12,230) is higher
than in the right belt (6,960) partially because of auroral visibility in
both the northern and southern hemisphere.
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Fig. 12: Result of model. For every two-moon image the observed HST image (left) and resulting model (right) are included. The images
contain the longitudinal degree of Ganymede in its orbit around Jupiter.
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VI. DISCUSSION

As one can see in the above Result section there is clearly
a similarity between the observed images from HST and the
created model. However, there are some crucial differences
that can be explained in various ways. The primary difference
is caused by model simplifications, regarding the properties of
the aurora, or assumptions made because of absent informa-
tion.

A major model assumption was that the auroral ovals in the
northern and southern hemisphere are completely symmetrical
in relation to the equator. This means that when the northern
oval is positioned furthest away from equatorial line, so are
the southern oval but in the other direction. Additionally,
the occurring gaps in the auroral ovals are located at the
same longitudinal coordinates in both auroral ovals. This
symmetrical assumption simplifies the implementation of the
model. However, this is not entirely accurate since several
factors contribute to an asymmetrical structure of the auroral
ovals. The main reason is that the magnetic field of Ganymede
is not symmetric. Also, the Jovian magnetospheric plasma
flow as an example may not be completely homogeneous over
Ganymede. The release of oxygen molecules and atoms may
thereby vary at different locations on the moon. This property
affects the intensity in such a way that bright spots or a gap
form in one of the ovals but may be absent in the other. The
overall result of these assumptions is a degradation of model
accuracy.

The 3D model implementation is solely dependent on the
HST recovered images. This data is the only existing way of
realizing the aurora into a model. These HST images have a
high uncertainty per pixel as the resolution, 82× 82 pixels, in
relation to the size of Ganymede is very low. There is also a
great deal of noise scattered in the images. If more images of
the auroral ovals of Ganymede are captured, the uncertainty
of our model in relation to reality would probably decrease.

One factor that could affect the appearance of the auroral
ovals is mentioned in Saur et al. (2015) [7]. It states that
the time-varying Jovian magnetospheric field oscillate the
locations of the auroral ovals. We took this factor under
consideration by comparing images captured by HST from
the same longitudinal angle but with 10 years apart and found
the oscillations to have a negligible influence on the locations
of the aurora.

The given error images corresponding to an observation
varies by pixel in a large range across a given image. As seen
in Figure 1, when the intensity increases so does the error. The
χ2-value will therefore become small on pixels with a higher
value. The result of this is possibly a parameter fit with a low
χ2-value and a seemingly accurate model, even though the
uncertainty is high.

An indication of a good model result was that the auroral
ovals in the leading orbital hemisphere were located closer to
the equator at lower latitudes, and the opposite in the trailing
orbital hemisphere. However, the intensity of the optimized
model is far below that of the observations as a low average
pixel value decrease the inaccuracy in areas where the model
and observation differ.

The Simplex optimization method is, as stated previously,
highly dependent on the initial value to converge to a global
minimum. The resulting optimized values might therefore not
be the best parameter fit, however the optimized χ2-value is
significantly improved compared to the initial, visually fitted,
model.

During the optimization part of the project a combination
of different initial values and averaging was tested. Since the
background noise in the HST images proved to be a highly
probable cause of poor model fitting, ways of reducing it was
tried in various ways. As stated in the Method section, a 2×2
and a 3×3 averaging filter was used to reduce the noise. This
simplified the comparison significantly between the model and
HST, but at a cost of lost information. The effect of the filter
drastically reduced the overall χ2-value as parameters could
be more appropriately fitted with less noise.

VII. CONCLUSION

In this project a 3D model of the auroral ovals at Ganymede
was created with the help of spectral images captured by the
Hubble Space Telescope’s on-board Space Telescope Imaging
Spectrograph. Images with the resolution of 82 × 82 pixels
that showed the auroral emission of the moon at 1356 Å
was extracted from the recovered STIS images. The model
was implemented in MATLAB and it included all the main
characteristics of the auroral ovals consisting of altitude,
longitude, latitude, gaps and tilt. These characteristics were
first determined by a visual comparison between the model and
observed data, and then set as parameters in an optimization
method. To achieve an accurate model, numerous methods
were applied and various averaging filters tested. To test how
well the model corresponded to the captured images a χ2-value
was calculated for each set of parameter values and averaging
size. This χ2-value is determined by the difference of the
brightness, number of photons, in every pixel between the
model and observed data, and also the error estimation in every
pixel from the data. The goal was to minimize this value to
produce a model with as high accuracy as possible. Our result
was a 3D model with a resolution of 27×27 pixels and a final
χ2-value = 0.1065, when compared to the images provided
by HST with the identical resolution. The model provides a
good estimation of how the emission could be distributed in
the ambient space around Ganymede, providing in agreement
with several, but not all, features observed in the recovered
2D STIS images.
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BIG BROTHER SEES YOU – FROM SPACE
Feeling the need to cover the camera on your devices for the reason that there’s a possibility that 
someone might be watching?

Technology is developing, and by so, really fast. It feels as if it was only yesterday, that Graham Bell made 
the first phone call in history, only to end up with no one picking up on the other end. Who would’ve 
thought then that today, we’re not only traveling to space, but we’re also in a love-hate relationship with the 
space systems that we build and send up to orbit around our beloved planet.

Our daily used devices are dependent on satellites. These satellites receive signals from stations, to then 
pass them on to mobile phones, computers, navigation systems, radios, televisions etc. Imagine a mirror in 
space that allows these signals to bounce off it, just like how lasers are, when redirecting them. All this sig-
nal-bouncing is what makes it possible for you to listen to music while getting ready for a party, swipe right 
on Tinder to find your perfect match or stalk your ex on social media when you’re bored. We use them daily, 
from the moment we wake up until the moment we go to bed. 

We are now in the 21st century, where humanity has taken great steps in technology. Although it is amazing 
and exciting, it is still terrifying and suspicious at the same time. We’ve seen the memes where the FBI sends 
‘bless you’ after you sneeze in front of your computer, and all the comments about how important cyber 
security is. These advanced systems can easily be used against us.

Computer viruses are constantly spread, making it easy for hackers to get a hold of our private information. 
While governments are defending their countries, they might also use satellites to check up on their citizens, 
and although governments need permission from court, hackers don’t care about such things. All it takes to 
invade our privacy is some hijacking of a few signals bouncing off an orbiting metal mirror in space.

CONTEXT I:  SPACE SYSTEMS
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Spacecrafts, satellites and everything else that is 
part the space network are called space systems. 
An example of a useful space system is the GPS, 

which utilises space to determine a position in three 
dimensions. Other examples are a rocket motor or a 
Free Falling Unit (FFU), designed to gather scientific 
data. It is a field undergoing rapid development. The 
interest in space systems from nations, institutes and 
industries is increasing with advancing technology in 
fields such as computer science where algorithms are 
becoming much more complex. By combining micro-
processor technology, which enables faster computa-
tion in smaller format, with chemistry that produces 
the rocket fuels of tomorrow, science enables cheaper 
and faster access to space than ever before.
 
Both projects in context I are part of the REXUS 
programme, which stands for Rocket Experiment for 
University Students. The REXUS programme gives 
students the opportunity to create a rocket-mounted 
experiment.  To make this possible, sounding rock-
ets are offered to students as a platform for their ex-
periments. Two rockets are launched each year. One 
of the rockets is designated for European students, 
where the Swedish share of the payload has been 
made available through a collaboration with the Eu-
ropean Space Agency (ESA). The other rocket is des-
ignated for German students only. The students will 
also receive guidance from experts within the field, 
such as ESA. They provide technical support to the 
student teams throughout the project. 

This year, the REXUS project performed by KTH 
students is the PRIME experiment, which stands 
for Plasma measuRements wIth Micro Experiments. 
The aim is to measure plasma parameters in the low-
er ionosphere using a miniaturised FFU.

FFUs have been employed to perform high altitude 
measurements for some time. To miniaturise exist-
ing FFU technology, the development of smaller and 
more efficient recovery systems is needed. Context 
group I4 is developing a parachute deployment sys-
tem for the PRIME FFUs, designed to comply with 
dimensional constraints traced to a sounding rocket 
that is under development. 

Group I4 addresses the recovery of the FFUs by 
analysing their terminal descent velocity upon at-
mospheric re-entry. The deployment system for the 
parachutes is designed and tested for the retrieval of 
the gathered electron density and electron tempera-
ture readings. This is achieved by assessing available 
volume and dimensional constraints concluded by 
material selection to comply with requests and con-
straints from the FFUs antenna and electronic sys-
tems.

Safety and verification are paramount when dealing 
with rockets. It is the responsibility of context group 

I5 to ensure the safe ejection of the FFUs by design-
ing and verifying the ejection system that is mounted 
on the REXUS sounding rocket.

The design of the ejection system by group I5 is done 
under several constraints. The rotation of the rock-
et induces Coriolis forces that skew the path of the 
FFUs and increases friction. Hot supersonic gases 
against the rocket skin may enter through the hatch-
es’ contact imperfections, which need to be dealt with 
as to not pose a threat to the rocket. Jamming of the 
FFUs during ejection is also a risk that must be taken 
into consideration. The requirements of the system 
are fulfilled by accounting for all contingencies and 
performing dimensioning, material and component 
selection, accordingly.

The miniaturisation of scientific payloads for iono-
spheric activities enables cheaper and more frequent 
access to this region. It gives private and smaller op-
erators the possibility of flying their payloads as the 
price becomes affordable.

The given models in this context will be used for a 
future launch in March 2019 from Esrange in Kiruna, 
Sweden. These models can be used for further de-
velopment of even cheaper and smaller experiment 
units. Just as PRIME has taken some inspiration 
from earlier REXUS projects, future REXUS teams 
will have possibility to take some inspiration from 
PRIME as well.

A future project for students to work on, could be 
how to include more measuring instruments in the 
rocket so that more measurements can be done per 
launch. This will result in less cost and less damage 
on the environment. Another project could be how 
to decrease the weight of the payloads, or any other 
equipment for that matter, by creating new designs 
and choosing different materials that are most suita-
ble for the project. 

IMPACT ON SOCIETY AND ENVIRONMENT

The core of today’s society depends on space sys-
tems; without them our everyday life would change 
drastically. Mobile phones, navigation systems, 
weather forecasts, the internet and many other tools 
used in our daily lives that we take for granted, de-
pend on space systems.  We need new advancements 
in space to be able to receive information about pos-
sible threats and to be able to predict  dangers, such 
as weather catastrophes, asteroids and military ad-
vances.

While researching from space, the Earth’s envi-
ronment must also be taken into consideration and 
be made a priority. This is something fundamental 
to engineering. Two of the main problems are trans-

CONTEXT I: SPACE SYSTEMS
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portation of components and rocket launches. They 
cause great impact on the environment by increas-
ing the greenhouse effect. Also, both are expensive.  
Another problem is the rocket parts that are left in 
nature after launch. Minor companies and projects 
choose to leave them since it’s more expensive to 
search for the parts than to just produce new ones. 

Future generations must have the same possibili-
ties as we do. Looking at the collision between Iridi-
um 33 (operational) and Cosmos 2251 (debris) in 2009, 
we can clearly see that space debris is something we 
need to take into consideration when constructing 
space systems. Recycling of components is some-
thing we also must strive towards when possible, to 
minimise the prints on the environment left by hu-
manity. The progress we see today is promising, with 
projects such as SpaceX who can reuse most of their 
newer rockets with their reusable launch system.

Space technology is both funded and used by the 
military. In our quest for greatness in space and our 
pursuit for scientific research, we have to think about 
who funds us and who uses our achievements. When 
building our new constructions for space, we need to 
look at who will use it in the future and in which way 
will they use it. Will the new technological inventions  
of today kill the children of tomorrow? Are we creat-
ing the next generation’s warfare?

Trust is hard between countries, and military ad-
vancements do not help. But international space 
programmes can help us create larger and stronger 
bonds. Reaching space is costly and time-consum-
ing. We reduce these factors by working together; we 
share the costs and use each other’s constructions, 
forcing us to work together. Creating a united front 
for the future of space programmes will hopefully 
make the quest for military actions using space sys-
tems, less likely.

CONTEXT I: SPACE SYSTEMS
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I4: RECOVERY SYSTEM

I4 - Recovery System for a Free Falling Unit
Anton Franzén and Anton Kåbjörn

Abstract—This thesis covers the development of a parachute
deployment system for a free falling unit designed to make
measurements of plasma parameters in the ionosphere. The
dimensions of the Free Falling Unit are �30 mm and 250 mm in
length. The deployment system is defined by requirements from
the PRIME REXUS experiment. The design of the parachute
deployment system is a cylindrical container with spring deploy-
ment and a nylon string hold down mechanism. The thesis is
concluded with a test launch aboard a low-cost sounding rocket
scheduled on May 18 2018. The test flight was meant to verify
the functionality of the deployment system during atmospheric
free fall. However, the Free Falling Unit was unfortunately not
recovered.

I. INTRODUCTION

This thesis is a subproject of the PRIME (Plasma mea-
suRement wIth Micro Experiment) project within the REXUS
(Rocket EXperiments for University Students) program.
REXUS is a program allowing students from universities
around Europe to carry out scientific and technological exper-
iments on a sounding rocket launched at Esrange, Kiruna. The
PRIME projects aims to eject two Free Falling Units (FFUs)
from the Orion sounding rocket to perform measurements in
the D-layer of the ionosphere.
Researching the atmosphere has been of interest for a long
time. Understanding the composition of the different regions
and the natural processes that occur help us better understand
our impact on earths climate. It also helps us understand the
effect on wave propagation through the ionosphere.
Balloons have taken research up to the stratosphere and
since the 1950s rockets have been used to investigate the
composition of the mesosphere, thermosphere and above. The
specific type of rocket generally used is the sounding rocket.
Sounding rockets are ballistic and do not reach orbit. They can
carry a wide range of experiments through the atmosphere.
Some require a separation from the rocket to gather data that
is sensitive to disturbances. A solution is to use FFUs.
FFUs are useful because they can be designed relatively
independently of the rocket. After considering geometric con-
straints and rocket performance characteristics, the FFU design
is not tied to the rocket. It is therefore not necessary to consider
the rockets effect on measurements and so the gathered data
is more qualitative.
The gathered data can be transmitted or stored. The latter
option requires a solution for recovery of the FFU. The scope
of this thesis is the mechanical design of a parachute deploy-
ment system for the PRIME project’s FFUs. This includes
designing, manufacturing and verifying the system.
The necessary background information is given in Chapter II.
Background. The underlying requirement formulation for the
deployment system is described in Chapter III. Requirements.
The technical details of the mechanical design and design

considerations comes in Chapter IV. Mechanical design. The
methodology, specification and results of the verification of
the parachute deployment system follows in Chapter V. Veri-
fication and testing. The thesis is concluded with Chapter VI.
Discussion.

II. BACKGROUND

A. REXUS/BEXUS

The REXUS/BEXUS program [1] gives students the chance
to fly an experiment on a improved Orion sounding rocket up
to 80 km, see Figure 1.

Fig. 1. The Improved Orion rocket with REXUS payload

The REXUS/BEXUS programme is realised under a bi-
lateral Agency Agreement between the German Aerospace
Center (DLR) and the Swedish National Space Board (SNSB).
The Swedish share of the payload has been made available
to students from other European countries through the col-
laboration with the European Space Agency (ESA). Experts
from DLR, SSC, ZARM and ESA provide technical support
to the student teams throughout the project. EuroLaunch, the
cooperation between the Esrange Space Center of SSC and
the Mobile Rocket Base (MORABA) of DLR, is responsible
for the campaign management and operations of the launch
vehicles.

B. PRIME

The PRIME experiment is a student experiment from the
Royal Institute of Technology KTH as a part of the REXUS
program. The PRIME project aims to validate a FFU de-
signed to be compatible with the T-minus Engineering DART
sounding rocket. In addition the project will measure plasma
parameters such as electron density and electron temperature
in the lower ionosphere. The PRIME experiment will launch
during the REXUS 25/26 launch campaign, March 2019.
To achieve its objectives, the PRIME project is using heritage
from previous KTH REXUS experiments. For example, soft-
ware that was used in localisation can be adapted to be used
in the PRIME FFUs.
On the Orion rocket, the FFUs will be inside an ejection
system that is being developed by the PRIME team. The
ejection system will be inside the Rocket Mounted Unit
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(RMU), which is described as experiment module in Figure
1.

C. Free Falling Unit

The FFU is a cylinder �30mm and 250mm in length, see
Figure 2. The mass of the FFU is 0.5 Kg.

Fig. 2. Free Falling Unit

The FFUs are composed of two units, the Recovery Unit
(RU) and the Experiment Unit (EU). The two units are
mounted on to the same mechanical structure and share the
same power source, see Figure 3. However their electronics
are designed to function independently such that the EU can
be replaced with other experiments.

Fig. 3. FFU inner structure

D. previous KTH REXUS deployment systems

The majority of previous KTH REXUS projects have all
used the disc design for the FFU. The WOLF projected
(WObbling controL system for Free falling unit), [2], de-
signed a disc shaped FFU with a height of 94 mm and a
diameter of 240 mm, see Figure 4. The mass of the WOLF
FFU is 2.7 kg and it used a cross parachute with 0.9 m2

unfolded area.

Fig. 4. The dimensions of the WOLF FFU

Another KTH REXUS projected that used the disc de-
sign was the ISAAC projected (Infrared Spectroscopy to
Analyse the middle Atmosphere Composition), [3]. The
ISAAC project’s FFUs were 240 mm in diameter and 80 mm
in height, slightly less than the WOLF FFUs, had a mass of
2.1 kg and used a cross parachute.
A KTH REXUS project that did not use the disc design
were the MUSCAT project (active free falling units for in
situ measurements of temperature and density in the middle
atmosphere), [4], who used four spherical FFUs, see Figure
5. The MUSCAT FFUs had a diameter of 124 mm a mass of
0.44 kg and used a 30” cross parachute.

Fig. 5. The MUSCAT FFU in exploded view

In all these previous KTH REXUS projects the landing
velocity has been set to be less than 10 m/s, this has been
proven to be a accepted landing velocity in terms of survival
of the electronics.
Due to their design they could all have a parachute packed as
a flat sandwich on top of the FFU, see Figure 6, and when
the lid goes off the parachute will be deployed only with the
help of the air drag.

Fig. 6. The WOLF FFU with its disc design, the parachute can be seen as
the orange object in both images

The Hold Down Release Mechanism (HDRM) of the lid
that expose the parachute was similar in all these designs. The
lid is held down by a nylon fishing line and released when a
thermal cutter is activated and melts the line, see Figure 7.

MUSCAT, WOLF and ISAAC used small springs to give
the lid a extra push. Addition to this the MUSCAT FFU used
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Fig. 7. Bottom view of MUSCAT FFU parachute lid, the yellow line shows
how the fishing line is routed

a streamer attached on top of the parachute, a streamer is a
long ribbon that is used to deploy the parachute when exposed
to airflow.

E. T-Minus engineering

The PRIME project is based around the requirements of the
T-minus engineering’s DART rocket [5]. The DART rocket is
a single stage sounding rocket consisting of a booster and a
dart. The dart is the payload container and is designed to fit a
payload with the dimensions �30 mm and 250 mm in length.

Fig. 8. The DART rocket

The DART has an ejection system that is spring based.
The force of the spring was 220 N in the flight configuration
that was used for the test launch on May 18 2018.

T-minus Engineering are as of publication of this thesis
performing low altitude flights. They have recently
implemented an umbilical connection that serves as a
charging port for the dart. Future developments might include
up link and down link to the dart module to be used for
housekeeping data. The next flight for the DART will be
oversea and will go up to 120 km altitude ASL(Above Sea
Level).

III. REQUIREMENTS

The Requirements on the parachute deployment system in
this thesis are traced to the REXUS projects requirements in

the form of Design Requirements, Functional Requirements,
Performance Requirements and Operational Requirements.
These requirements define the final design and the tests for
the verification of the final product. The requirements that
are linked to the Free Falling Unit design also affect the
design of the parachute deployment system and are therefore
listed along with requirements on the parachute and parachute
deployment system. Table I shows the applicable requirements
on the parachute deployment system.

TABLE I: Requirements

Functional Requirements
The FFU shall deploy a parachute for safe landing.

Performance Requirements
The landing velocity shall be less than 10 m/s

Design Requirements
The FFU Shall comply with the size of the DART by T-Minus engineering.
�30mm and 250mm in length
The FFU shall comply with the mass of the DART by T-Minus engineer-
ing. ¡= 0.5 Kg
The electronic components and the parachute shall be mechanically
separated.
The FFU shall withstand a sinusoidal vibration level of 0.124 m/s between
10 Hz and 50 Hz and a level of 4.0 g between 50 Hz and 2000 Hz with
a sweep rate of 4 octaves per minute. (REXUS manuals Table 10-4)
The FFU shall withstand random vibration levels of 6.0 g RMS along
longitudinal and lateral axes over a frequency range from 20 Hz to
2000 Hz. (REXUS manuals Table 10-3)
The FFU shall survive 60 g of longitudinal acceleration
The FFU shall survive the ejection system of the DART (220 N for the
test flight configuration, May 18).

Operational Requirements
The FFU shall land within the Esrange recovery zone.

IV. MECHANICAL DESIGN

A. Design overview

To have a stable descent the parachute is attached and
deployed at the end of the FFU. This solution also makes
the assembly procedure of the whole FFU easier.
The Requirements specify the FFU to be cylindrical. So for
optimal volume utilization the parachute is contained within a
cylindrical canister.
The design uses the concept of spring based deployment. The
deployment system consists of five main parts, the parachute
canister that stores the parachute, the spring and piston that
pushes out the parachute during deployment, the parachute
itself, two lids that prevent the parachute from deploying too
early and a nylon string that restrains the lids, see Figure 9.
The lids are held down by a nylon string and release is by
melting the nylon string with a thermal cutter, see Figure 10.
A cord is tied between the piston and the base of the parachute
canister to prevent the spring and piston from ejecting during
deployment and interfering with the parachute, see Figure 11.
When the spring is uncompressed the cord is fully stretched.
When the spring is in the fully compressed state the cord is
slacked. The parachute is attached to the cord by a reef knot
of the cord.

To fit the parachute, the canister is cylindrical, having a
small opening compared to the depth makes previous deploy-
ment designs inadequate to fulfill the functional requirement,
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Fig. 9. exploded view of the deployment system, the parachute that should
had been in between the piston and the top lids is missing.

Fig. 10. Bottom view of the parachute canister

see chapter II Background, D.. They are inadequate because
they rely purely on the surrounding air stream to deploy the
parachute. In this case the parachute is protected from airflow
by the surrounding cylinder walls thus a forced deployment is
required, in order to expose the parachute to the surrounding
airflow to deploy the parachute, see Figure 12.

B. Method of Deployment

When using a forced deployment method, there are a
number of alternatives to consider.

Alternative 1: Spring based deployment

Deployment using a spring is mechanically simple. The
concept involves a spring mounted piston on top of which
the parachute is packed. The downside with this is the extra
space required for the spring while it is in its compressed
state, and a more robust hold down and release mechanism
(HDRM) than the other alternatives, as there is the constant
pressure from the spring on the HDRM.

Alternative 2: Streamer deployment

Parachute deployment using a streamer attached to the
top of the parachute is commonly used. The issue with the
streamer solution is that the streamer can get stuck inside
its container, in the same way as the parachute. In addition
to this, the opening to the parachute needs to be covered.
Because the opening needs to be covered, there must be
a mechanism to ensure the ejection of this cover upon
deployment of the parachute. A streamer can not fill this role

Fig. 11. Piston restraining cord

Fig. 12. a) and b) shows previous and current deployment design respectively.
The blue lids are falling off in the arrow direction, the parachute is the orange
part and the airflow is pictured as the curved arrows.

on its own and is therefore not a suitable solution.
Alternative 3: Compressed gas

Compressed gas or Mortar solutions have been used to
deploy larger parachutes by administrations such as NASA,
[6]. This method functions using compressed gas to exert a
force on either a piston, or directly on to the parachute to
be deployed in the air stream. Because of flight safety risks
concerning compressed gases, this alternative is avoided.

Out of these three alternatives, the spring based deployment
satisfies the requirements while remaining simple and safe
for flight.

C. Dimensioning

The parachute canister is required to survive 60g in the
axial direction, i.e. along the length. The wall thickness of
the parachute canister required to withstand the forces during
flight can be approximated by calculating the stress on a cross
section of a cylinder using, σ = F

A , where F is the force on the
canister, σ is the tensile stress in the material and A is the cross
section area of the canister. In this case the cross section area,
A, is given by the difference of the area of the outer radius and
the inner radius of the cylinder, A = π(r2out − r2in). The inner
radius can be described with the thickness, t, of the cylinder
wall and the outer radius, rin = rout − t.
The outer radius, rout, is 13.75 mm and the mass of the FFU,
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m = 0.5 kg, the minimum required thickness t is then given
by

t = rout −
√
r2out −

F

πσ
. (1)

This assumes that the force is applied on the longitudinal
axis of the parachute canister. σ, the tensile stress in the
material is set to be one third of the tensile strength of the
material. The material used is aluminium 6061-T6 with a
tensile yield strength of 276 Mpa. So with a safety factor of
3, σ = 276

3 Mpa. Since the sounding rocket from T-minus
engineering is rated at around 60g, the static force will be
less than F = 0.5Kg · 60g + 220. The addition of 220 N
comes from the ejection system on the DART rocket. This
yields a wall thickness t = 0.065 mm.

Only longitudinal forces are taken under consideration,
scenarios of buckling and bending of the parachute canister
are neglected. The reason why these scenarios are ignored is
due to the fact that the canister will be tightly covered by a
much thicker casing, see Figure 3.

Figure 13 shows the dimensions of the parachute canister,
the wall thickness in the design is 1.5 mm. A slit is in the
axial direction, i.e. along the length of the parachute canister,
to guarantee that the nylon string does not jam underneath
the casing that goes over the FFU. The slit is 0.75 mm deep,
making the wall thickness 0.75 mm along the slits. This is
well over the required 0.065 mm.

Fig. 13. Parachute canister dimensions,(top right: bottom view, top left: top
view)

D. choice of components

The choice of the spring is based on three requirements,
• The spring needs to produce enough force to push the

parachute out from the parachute canister.
• The spring needs to have a natural length close to the

parachute canisters length, to make sure that the whole
parachute will be pushed out. The natural length of
a compression spring is the length it has when it is
uncompressed.

• The spring needs to have a diameter close to the parachute
canister’s diameter to avoid the buckling effect [7] and
jamming.

The choice of nylon string is based on one requirement.
• The string needs to be strong enough to withstand the

force of the spring and the ambient forces when the FFU
is in free fall.

These two components go hand in hand and the dominating
requirement will be the natural length of the spring, this is
to guarantee that the parachute is pushed all the way out,
to ensure deployment. Different springs with nearly the same
natural length, around 70 mm, from Lesjöfors AB [8] can be
compared.
The spring that suits all these requirements the most has
a natural length of 65 mm, a diameter of 16.7 mm and a
maximum spring force of 37 N, article number 1640 in the
Lesjöfors AB spring catalouge, see Figure 14.

Fig. 14. deployment spring

The spring is tested and is proven to work in terms of
ejecting the parachute out of the parachute canister.
The spring generates a force of 37 N which means it is this
force that the nylon string needs to withstand. However the
nylon string also needs to withstand ambient forces and the
dominating one is the tumbling of the FFU in free fall. Air
drag on the lids has been neglected in this calculation due to
the very small contact area.
The center of mass is assumed to be in the center of the
FFU. This is then the center of rotation. The centripetal
force exerted on the HDRM, i.e. the nylon string, is then
proportional to the mass of the parachute and top lids. The
force is also proportional to the angular velocity of the FFU
and the distance to the center of mass, the relationship is
described by

F = mrω2. (2)

The mass, m, of the lids and parachute is approximately
0.035 kg, the radial distance from the spinning point, r is
0.125 m. With a spring force of 37 N and a nylon string that
is rated to withstand 13.2 kg [9], the remainder before the
safety factor of 3 is exceeded is 6 N. The angular velocity
that this corresponds to is given by

ω =

√
F

r ·m
. (3)
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With F = 6 N , r = 0.125 m and m = 0.035 kg the obtained
angular frequency is approximately 6 Hz. This is assumed to
be above the expected tumbling rate.

E. Parachute

There are three criteria when choosing a parachute, land-
ing velocity, flight characteristics and packing volume. The
parachute will be deployed at 5 km altitude, on these heights
there are always winds even if the weather on the surface is
calm. With winds comes drifting. Instead of using a traditional
dome chute, Figure 15, one can use a cross chute, Figure 16, a
cross chute does not catch the side winds as much as a normal
dome chute does. However, the cross chute has a lower drag
coefficient compared to the dome chute, which in turn requires
a larger parachute to compensate.

Fig. 15. Dome parachute

Fig. 16. Cross parachute

The conclusion is, to obtain a more stable descent with a
cross chute more space will be needed inside the FFU for the
parachute. To use less space a dome parachute can be used
but will result in more drifting during descent. The desired
landing velocity is under 10 m/s, this is to make sure the
electronics survives the impact. 10 m/s has been the aim of
landing velocity for all previous KTH REXUS experiments
and has proven to work, see chapter II. Background. The
velocity is calculated from the drag equation (4). The relation
between the drag coefficient CD and the reference area A is
taken from the topflight website [10], where the parachute is

ordered from.
The drag force FD is set to the gravitational acceleration (9.81
m/s2) multiplied by the mass of the experiment,

FD =
ρv2CDA

2
. (4)

Figure 17 shows the relation between mass and velocity for
different dome parachutes, Figure 18 shows the same relation
but for cross parachutes.

Fig. 17. dome-chute comparison

Fig. 18. X-chute comparison

As the graphs shows, there is a difference in the landing
speed between and the dome parachute for a given diagonal
length, in general a cross parachute requires a larger diagonal
length. Next step is to calculate what the different parachute
types and sizes correspond in volume.

For approximate calculation of parachute packing volume
we use data from [11] along with known parachute masses
and material [10].

Assuming parachutes are made from nylon we obtain the
results presented in Figure 19 for different parachute masses.
The mass range was chosen to encompass relevant parachutes
for the application of descending a Free Falling Unit of less
than 0.5 kg at less than 10 m/s. Parachute data was retrieved
from Top Flight Recovery [10].
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Fig. 19. Parachute packing height estimations as a function of the amount of
material

The graphs in Figure 19 represent the masses as given by
Top Flight Recovery [10] and are the masses of the 9” and 15”
dome chutes and lastly the 18” cross chute respectively. The
15” dome chute fulfills the requirements of less than 10 m/s
descent speed and has a volume that is easily reduced below
40 mm. This is compatible with the space left by the spring.
The selected parachute is the PAR-15TM from Top Flight
Recovery.

F. Procedure for parachute packing

The packing procedure for the parachute is designed to
be easy to perform and does not require the FFU to be
disassembled.
The first step is to lock the spring and piston so that the
parachute can be packed inside the parachute container. This is
done by pushing the piston down and inserting a pin from the
side, through the parachute container and locking the piston
in place, see Figure 20 and Figure 21.

Fig. 20. Push the piston down, in this case using only a thumb

Fig. 21. Push the piston down, in this case using only a thumb

The method used for packing the parachute is first put in
the parachute cords and then inserting the parachute. The best
method for folding the parachute has not yet been developed.
With the parachute inside the container, put the top lid over
the container and route the nylon string around the slits in the
canister. Lock the loose ends in the fasteners on the top lid,
see Figure 22.

Fig. 22. Tighten the nylon string around the fasteners on the top lid.

The final step is to attach the protective lid, see Figure 23

Fig. 23. The protective lid is attached with M3 countersunk screws to ensure
that the nylon string does not move.

V. VERIFICATION AND TESTING

To verify the design, qualification stage tests have to be
performed and documented. Qualification level tests are
defined as tests that verify that a suggested design fulfill
the requirements placed on the system. For the flight model,
acceptance stage tests must be done. Acceptance level tests
are defined as tests that verify that the delivered product fulfill
the requirements and any imperfections are within tolerance
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levels.

A. Static deployment test

To verify that the deployment of the parachute works as
intended and is not prone to failure, static deployment tests are
done. The test constitutes performing repeated deployments of
the parachute in a static environment, i.e. a workshop/labora-
tory. This test was performed on May 14.

Fig. 24. Static deployment test of the parachute in the student workshop

The deployment was initiated by a thermal cutter that
was developed for the T-minus test flight. In Figure 24 the
parachute deploys after the 9 second timer expired and 2 more
seconds before the nylon string was burnt off, a total of 11
seconds.

B. Drop test

To verify that the design performs in a dynamic environ-
ment, the FFU will be dropped from low altitude and if
possible repeated until the team is satisfied that the deployment
system performs nominally. This test involves other sub-teams
in the PRIME REXUS project, specifically the electronics
team which is responsible for the thermal cutter activation
control. Date to be determined.

C. Vibration test

To verify that the HDRM does not fail under vibration,
vibration tests will be performed. The vibration levels will be
as specified by the requirements in Chapter III. Requirements.
Date to be determined.

D. T-minus launch

The launch of the PRIME FFU aboard the T-minus
Engineering DART rocket took place on Mars 18 2018. The
purpose was to verify that the parachute deployment system
would work on an atmospheric flight. The difference from
the static deployment test is that there is airflow and the FFU
is subjected to vibrations during launch.

Fig. 25. The FFU next to the dart

In Figure 25 the FFU is seen next to the dart. The FFU was
loaded inside the dart through the opening at the right end of
the dart in Figure 26.

Fig. 26. FFU being loaded in to the dart

The DART was loaded in the mobile launcher in preparation
for launch as shown in Figure 27.

Fig. 27. DART rocket with FFU payload in its launcher

The DART rocket performed nominally throughout the
flight. The launch of the DART and the FFU is shown in
Figure 28.
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Fig. 28. The DART rocket just after lift-off.

The FFU was unfortunately not recovered after the launch.
It is uncertain whether the parachute was deployed. The DART
was launched over a military firing range and there are regular
expeditions there. The team is hopeful that the FFU will be
found.

VI. CONCLUSION

The design of the parachute deployment system has proven
to work functionally. However, there is still verification needed
to officially qualify the design for the REXUS flight.

VII. DISCUSSION

In early period of the design phase a lot of different designs
were suggested by the authors and it was this phase that took
the most time. Designs that seemed to be the ultimate solution
came to be pretty bad in the end. The lesson learned here is that
making a 3D model as early as possible is crucial, with a 3D
model one can see critical design issues in terms of assembly
and manufacturing in a much clearer sense compared to a
drawing on a paper.
Engineering is not all about calculations and analysis, this
is something that made extra clear during the choice of the
parachute and the spring. If you can not manufacture a spring
yourself and need to buy it off the shelf it does not matter if
there is no spring matching your calculations, you then need
to re adapt your design to the products that are available. The
choice of the parachute was the hardest part of the component
selection phase, it needed to deliver a correct landing velocity
but also had to fit inside the parachute canister.
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Ejection System for REXUS PRIME
Isabelle Gürsac and Erik Lindblad Nyman

Abstract—Earth’s closest space environment, the ionosphere,
is investigated by plasma measurements with the purpose to see
how it looks and vary. The goal of this project is to design
an ejection system for the experiment Plasma measuRements
wIth Micro Experiments (PRIME). The aim of PRIME is to
eject two miniaturised Free Falling Units (FFUs), which will
measure the electron density and the electron temperature in the
ionosphere. The FFUs will eject from a sounding rocket funded
by Rocket Experiment for University Students (REXUS). This
report describes the concept and the mechanical design for the
ejection system for the two FFUs. The system will be used on the
upcoming PRIME experiment, which is set to launch in March
2019. Several dynamic aspects, constraints and requirements are
taken into consideration for the ejection systems design. Siemens
NX and Matlab are the programmes used for the CAD designs
and calculations. The conclusion of this report is that it is possible
to eject miniaturising payloads. This results in more space and
volume in rockets, reduced costs and decreased affect on the
environment.

ABBREVIATIONS

BEXUS Balloon EXperiments for University Students
DLR German Aerospace Center
ESA European Space Agency
FFU Free Falling Unit

ISAAC Infrared Spectroscopy to Analyse
the upper Atmospheres Composition

PRIME Plasma measuRements wIth Micro Experiments
REXUS Rocket EXperiments for University Students
RMU Rocket Mounted Unit

RXSM ReXus Service Module
SCRAP SCattering of Radar waves

on Aerosols in Plasmas
SNSB Swedish National Space Board

SPIDER Small Payloads for Investigation of
Disturbances in Electrojet by Rockets

WOLF WObbling controL system for Free falling unit

I. INTRODUCTION

A. Background

The aim of this bachelor thesis project is to design an
ejection system for the REXUS experiment - PRIME. The
ejection system will eject two miniaturised FFUs that will
measure the electron density and the electron temperature
in the ionosphere. The two FFUs will be mounted on a
Rocket Mounted Unit (RMU) on a sounding rocket funded
by REXUS [1]. The ejection will be initiated by actuating
a pyro cutter before the rocket reaches the ionosphere. The
measurements by the FFUs will be sent to the Royal Institute
of Technology department of Plasma Physics for further
investigation of plasma parameters in higher parts of the

atmosphere. The REXUS and KTH heritage, consisting of
previous experiments that have measured plasma properties
in the ionosphere before, is critically used as background
and inspiration for PRIME. Previous designs of FFUs are
disc-shaped while PRIME is designing a new, miniaturised
FFU, with the shape of a cylinder. The first main reason
is because of the increased interest in smaller payloads.
The second is because of the collaboration with T-minus
Engineering [2]; a start up company from the Netherlands
which focuses on the development of rocket-related products.
The payload for PRIME is designed for compatibility with
T-Minus DART rocket.

B. Organizations
Every year European university students are given the

opportunity from Swedish National Space Board (SNSB) [3],
European Space Agency (ESA) [4] and German Aerospace
Center (DLR) [5], to carry out experiments on research rockets
via the REXUS and Balloon Experiments for University Stu-
dents (BEXUS) programme [1]. PRIME is a part of this years
REXUS project, performed by KTH students. For REXUS,
two rockets are launched each year. One of the rockets is des-
ignated for European students, where the Swedish share of the
payload has been made available through a collaboration with
ESA. The other rocket is designated for German students only.
The students will also receive guidance from experts within
the field, such as ESA, DLR, Swedish Space Cooperation
(SSC) [6], and the Center of Applied Space Technology and
Microgravity (ZARM) [7]. They provide technical support to
the student teams throughout the project. REXUS/BEXUS are
launched from SSC, Esrange Space Center in Kiruna, Sweden.
The sounding rockets will reach an apogee of approximately
82 km and the ejection of the FFUs is actuated when the rocket
reaches 55 km. The launch respectively ejection is presented
in figure 1.

Fig. 1. Rocket launch overview, PRIME SED by S. Ruhlmann, 2017
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C. Concept of Ejection System

The concept of the ejection system is a reversible slingshot.
Constant force springs with nylon cables are used to drag the
FFU, all the way out from the sounding rocket. A pyro cutter
will initiate the ejection by cutting a steel cable, that holds
the FFU in a loaded position. A hatch is placed on the FFU
like a ”hat” to prevent jamming during ejection. The ejected
FFU will measure the plasma activity before returning back
to Earth.

D. Report Structure

Section II of this report is about heritage; previous KTH
experiments and what they have contributed with to PRIMEs
ejection system. Section III describes the constraints, goals
and requirements for this project while concept and design
is described in section IV. The calculations with results are
presented in section V. Section VI gives the discussion about
the projects progress and section VII gives the conclusion.

II. HERITAGE

PRIME will be added to the REXUS heritage as its
predecessors, for contribution to future REXUS and KTH
experiments.
The concept of the ejection of PRIME is inspired by the
ejection system of Small Payloads for Investigation of Distur-
bances in Electrojet by Rockets (SPIDER) [8]. The concept of
ejecting two FFUs in opposite direction has already been done
by previous REXUS experiments, Infrared Spectroscopy to
Analyse the upper Atmospheres Composition (ISAAC) [9] and
SCattering of Radar waves on Aerosols in Plasmas (SCRAP)
[10]. Wobbling controL system for Free falling unit (WOLF)
[11] is the latest REXUS experiment, that was launched this
March, 2018. Their pyro cutter was given to PRIME since it
is the one that is preferably used within the REXUS projects.

A. KTH SPIDER Experiment

The KTH SPIDER ejected 10 FFUs from a sounding rocket
to measure electric and magnetic fields as well as plasma
properties in the ionospheric E region. The goal was to
study Farley-Buneman electrostatic turbulence close to aurora
borealis, at 95-115 km altitude. Each FFU was constrained by
a pushing plate and a hatch that were constrained by Teflon-
clad rails. The hatch was constrained by self-releasing pinned
hooks that were designed with a long lever arm. Four steel
cables were attached to the hooks and run over the ejection
tunnel through a pyro cutter. The long lever arm created a force
in the steel cables, that was several times lower than the force
in the tension spring. All four cables were cut simultaneously
by the pyro cutter for a hopeful symmetric ejection [8].

B. REXUS ISAAC Experiment

The scientific objective of ISAAC was to measure the
concentration of the carbon dioxide in the middle atmosphere
by non-dispersive infrared measurements, executed by FFUs
that were to be ejected sideways from the spinning rocket.

ISAAC contained two disc-shaped vertical directed FFUs.
The FFUs were locked in the horizontal direction, by two
aluminium plates. One plate, part of the hatch assembly, is
restrained by two hooks. The second plate, part of the pusher
assembly, is connected to ejection springs and transmits the
spring energy to the FFU. From the four hooks that keeps
the ejection spring from retracting, four steel cables went
through a single pyro cutter. During ejection, when the pyro
cutter received the signal, it cut the cables and the four
hooks disengaged. The extension springs retracted with the
pusher plate attached, pushing the FFU and hatch assembly.
After ejection, the FFU and hatch were separated by a small
compression spring between them [9].

C. REXUS SCRAP Experiment

To study the physical mechanisms of phenomena such as
polar mesospheric summer echoes, the SCRAP experiment
aimed to validate theories on density fluctuations in dusty
plasmas. SCRAP used two identical FFUs, designed to create a
cloud of copper particles once they were ejected from REXUS
sounding rocket.
The RMU was developed and flown by SCRAPs one year
predecessor, ISAAC. The RMU contained two FFUs that were
mounted parallel, on two different levels. The ejection was
actuated by a pyro cutter, cutting four steel wires that kept the
hatches in place. Compression springs were used to push the
two FFUs away from the center of rotation [10].

D. REXUS WOLF Experiment

WOLF is part of the REXUS 24 Mission. Its main technical
objective is designing, building and validating an in-flight
wobbling control system to stabilise the wobbling motion of
a disc-shaped FFU [11].
The WOLF experiment is closely related to the SPIDER
experiment. [12]. The RMU contained two FFUs with a
spring-based ejection system. The FFUs were constrained
inside the RMU and released at the altitude of 65 km. WOLFs
dewobbling system was activated instantly after ejection [11].

III. CONSTRAINTS, GOALS AND REQUIREMENTS

The design of the ejection system for PRIME is under
numerous constraints where most depend on the rocket
structure. Other depend on dynamic aspects such as forces
caused by acceleration, vibration and rotation. The rocket
will spin and experience high amount of G-force. This can
result in loose parts flying around inside the RMU, causing
damage to itself and other experiments in the sounding
rocket. The rotation of the rocket will also induce Coriolis
forces that skew the path of the FFU and increase friction.
Vibrations will also cause parts to move around and the FFU
must be fixed prior ejection. The mass of the rocket shall
be at minimum weight. Every extra kilogram affects the
launch negatively, causing the rocket to reach a lower apogee.
Jamming of the FFU during ejection is a risk and must also
be taken into consideration. This may cause the FFU to break
if the ejection is not successful and the FFU is partly still
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inside the rocket. Hot supersonic gases against the rocket skin
may enter through the hatches contact imperfections, which
need to be dealt with as to not pose a threat to the rocket.

All the goals and requirements for this project, and
PRIME (given from the REXUS Manual [13]), are properly
listed below.

A. Goals

• Design a RMU that is capable of ejecting miniaturised
FFUs at a mininum speed of 5 m/s.

• The RMU should protect itself and the FFUs from forces
caused by acceleration, spin and vibration.

• Prevent the FFUs from breakage.
• Make the RMU thermoisolated.
• Design protection for the RMU so it does not interfere

with other projects.
• Design an ejection system which is actuated by a pyro

cutter.
• The structure inside the RMU shall not surpass 90 mm

in height and 347,6 mm in diameter.

B. Requirements

• Critically use the heritage of previous REXUS projects
at KTH, as well as the SPIDER mission, and consider
usability of its results for future experiments.

• Hold two FFUs with a mass of a half kilogram each inside
the rocket prior to the ejection.

• Radially eject two FFUs, to prevent collision.
• Sustain high amount of G-force.
• Not exceed the dimensions and mass permitted on the

REXUS rocket.
• Withstand the expected vibration levels and G-force.
• Withstand random vibrations that occur during flight.
• Not interfere with the electronics of the rocket service

module or any other experiments.
• Hatches shall follow the cylindrical curvature of the

rocket exterior.
• Have to use a pyro cutter for the FFU ejection.

IV. CONCEPT AND DESIGN

The ejection system is designed with the purpose of ejecting
two FFUs with a mass of a half kilogram each. The two
FFUs are placed in the RMU, in a same plane and parallel
to each other, inside two hollow cylinders (guiding tubes)
for easy guidance out of the RMU. The guiding tube is
mounted in the RMU, sliding in through the hole that is cut
in the RMU skin. The tube is fixed to the two back guiding
tube frames. The frames are fixed to the RMU using four
radial screws each, flushed with the external skin. Everything
is assembled symmetrical and the two FFUs are ejected in
opposite directions, see figure 2.
The screws that are used in the RMU are screws with thread-
lock (Loctite).

The parts used in the ejection system is given by table I
and can be seen in figures 3, 4 and 5.

Fig. 2. The complete PRIME RMU assembly with FFUs

TABLE I
PARTS LIST

1 Anti-vibration screw
2 Compression spring
3 Constant force spring
4 Constant force spring holder
5 Eye bolt
6 Free falling unit
7 Guiding tube
8 Guiding tube frame
9 Hatch
10 Leaf spring
11 Nylon cable
12 Nylon cable holder
13 Pusher plate
14 Pyro cutter
15 Pyro cutter holder
16 Rocket mounted unit
17 Steel cable
18 Steel cable lock
19 Stop-block

The whole assembled RMU for PRIME is presented in
figures 2 and 3, with all belonging components, including the
parts that do not belong to the ejection system.

Fig. 3. The complete PRIME RMU

Figure 4 presents a section view over the RMU together
with an exploded view of the FFU and hatch.
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Fig. 4. Section view over RMU with ejected FFU and hatch

Fig. 5. Guiding tube frame assembly

Between the hatch and the FFU is a compression spring that
will push away the hatch from the FFU after ejection. Figure
6 presents the hatch with the spring.

Fig. 6. Hatch with compression spring

A. Rocket Mounted Unit

The RMU is implemented into the sounding rocket Body
and contains the two FFUs, RMU electronics, a Gopro camera
and the FFU ejection system. Two 42,5 mm in diameter large
holes are cut out of the RMU for the ejection of the FFUs.
Another hole, with a 18,5 mm diameter in the RMU, is cut for

the camera. Several other smaller holes are needed to assemble
the internal structures and fix the different components for the
ejection system, the electronic box and the camera case to
the RMU skin. The dimensions of the RMU are presented in
figure 7.

Fig. 7. RMU Dimensions

B. Ejection System

The design of the ejection system consist of four constant
force springs on each side of the guiding tube frames. The
constant force springs has five different application methods,
which can be seen on page 110 in Lesjöfors catalogue [14]. A
”dual dual back to back” is chosen for maximised amount of
force, with four constant force springs used in this application
system. The nylon cable that is pulled by the spring set, is
looped around a bearing. The bearing is part of the nylon cable
holder, which is an attachment to the guiding tube frame. The
tube frame holds the cylinder bearing,which allows the nylon
cable to loop and pull the pusher plate in the desired direction.

The pusher plate is a rectangular plate with two extrusions
with the shape of a half sphere. These half spheres match
in two inward bent spheres in the FFU, as seen in figure 8.
This stops the FFU from rotating inside the tube. To keep
the FFU inside the rocket, a hatch that encircles the top of
the FFU and has the same cylindrical curvature as the rocket,
has been designed. The hatch is designed with a compression
spring inside it to separate it from the FFU after ejection.
What keeps the hatch locked is a locking system that includes
two leaf springs with an extrusion that fits in a hole on the
side of the hatch. The leaf springs are pulled into place by a
1 mm steel cable that is tensioned by two stop-blocks. The
steel cable is pulled over the first leaf spring, through the
pyro cutter holder (with the pyro cutter inside), and continues
over the second leaf spring before being attached onto the
steel cable lock. The pyro cutter is the tool that cuts the steel
cable.

C. Assembled Model

The FFU is inserted through the 42,5 mm hole in the
RMU skin, through the guiding tube, where the back of the
FFU is fixed to the pusher plate. Teflon is placed between
the guiding tube and the FFU for lowering the friction and
increasing the FFU ejection speed. When pushing back all the
way to the end, the FFU is docked to the electrical interface
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and the pusher plate is pushed against the stop-blocks
that reduces vibration. The hatch is inserted through the
ejection hole of the RMU skin and closes it up, while being
attached to the FFU as a hat. The FFU is secure in place
by the leaf springs. The springs locks the FFU from the
front, with an extrusion with the shape of a pin, via holes on
the side of the hatches down to the FFUs, as shown in figure 9.

Fig. 8. Pusherplate to FFU

Fig. 9. Hatch with leaf springs secured

With the guiding tube loaded, the leaf springs along with
the FFU, are to be fixed in place with the 1 mm in diameter
steel cable around the front tube frame and the hatch. The pyro
cutter holder, together with the pyro cutter inside, are attached
to the front tube frames with the cut point on the centre of the
cable. This is for a symmetric cut. The pyro cutter holders are
also placed with an angle for easier attachment to the guiding
tube frame and to not be in the way for the nylon cables.

Next for the assembly of the design is the attachment of
the nylon cables. With limited space in the RMU, the nylon
cable is pulled in a U-turn via the nylon cable holder, that is
fixed on the front guiding tube frame, and back to the pusher
plate. This had to be done to be able to pull the FFU all the
way out from the tube and to keep the springs out of the
way from the cables. This leaves the wires tensioned and the
guiding tube loaded and ready for ejection. Figure 10 shows
a detailed view of the assembly that holds the FFU in the
tube, prior to ejection.

Fig. 10. Ejection system side view

Right before the ejection, the FFU is continuously
pushing against the front tube frame due to the force of the
preloaded force springs. The front tube frame is mechanically
connected to the hatch that closes the module. The hatch
is, as mentioned, constrained by two leaf springs, kept in
position with the preloaded 1 mm diameter steel cable. When
the sounding rocket reaches approximately 55 km in the
atmosphere, the REXUS Service Module (RXSM) activates
the pyro cutter, which cuts the cable resulting in the ejection
of the FFU. Figure 11 shows the two FFUs that are integrated
with the RMU.

Fig. 11. Rocket Mounted Unit

V. CALCULATIONS AND RESULTS

The ejection system will eject the FFU with a minimum
speed of 5 m/s and ensure that no jamming occurs. The
constant force springs must be able to produce enough force
to achieve the desired speed and to overcome possible loss in
both force and speed, due to friction and Coriolis force.
The first step is to introduce a coordinate system ex, ey, ez ,
where the ey is parallel with the guiding tube and has the same
direction as the ejected FFU. The x-axis, ex, is perpendicular
to ey and in the same plane as both FFUs. The origin of the
system is in the centre of the RMU and the same plane as
the centreline of the guiding tubes. The FFU can only move
and accelerate in the ey direction. The following equations are
from the course, mechanics 2 [15].
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TABLE II
CALCULATIONS INPUT

Constants Value
fspring 9.3± 10% N
m 0,5 kg
µ 0,19
ω 4 /s

With a coordinate system, the Coriolis force can be calcu-
lated as

fc = 2m · ω × v, (1)

where fc is the Coriolis force in ex axis direction, m is the
FFU mass, ω is the number of revolutions in ez direction and
v is the FFU speed relative to the spinning RMU. With the
defined Coriolis force, the centrifugal force is calculated as

fcentrifugal = m · ω × (ω × r), (2)

where r is the length from the rockets centre to the gravita-
tional centre of the FFU. The centrifugal force has the same
direction as r. With the centrifugal force also defined, the
friction force can be calculated as

ffriction = µ · fc + µ · fcentrifugal · cos θ, (3)

where µ is the friction coefficient and θ is the angle between
the FFU gravitational centre and the middle of the guiding
tube, from the origin of the rockets spin. With the loss in
force defined, the total force is calculated by removing the
friction force from the spring and centrifugal force

F = 8 · fspring − ffriction + fcentrifugal · sin θ, (4)

where the calculations of the spring force are done according
to Lesjöfors catalogue [14]. As mentioned, the ’dual dual back
to back’ application method is chosen. The method results in
8 constant force springs used for each FFU. The springs used
are constant force springs, spring cat. number 1006 [14].

After the total force is known, the change in the FFU
ejection velocity can be calculated as

F = m · dv
dt

⇔ dv

dt
=

F

m
, (5)

where the mass is subtracted from the force. With these
equations programmed in Matlab and with the values from
table II, the ejection speed is calculated to 5,66 m/s.

After ejection, the FFU must be separated from the hatch.
This is done with a compression spring. The calculations and
dimensioning of the spring is done according to Lesjöfors
catalogue [14]. The force of the compression spring is defined
by

F = kx, (6)

where k is the spring coefficient and x is the distance the
spring have been pushed from its natural state.
The chosen compression spring is spring cat. number 2862
from Lesjöfors catalogue [14]. The compression springs nat-
ural length is 46 mm. It can be compressed to a minimum

of 9 mm and it extends in the same direction that the FFU
will eject. The spring coefficient of compression, spring cat.
number 2862, is 0,21 N/mm. With the coefficient known, the
spring force during ejection can be calculated according to
equation (6). The spring force before ejection, where the spring
is compressed to 10 mm, is 7,56 N. The spring is extended to
30 mm when the separation between the FFU and the hatch
is complete, leaving a compressed residual of 16mm on the
spring from its natural state. The residual results in a force of
3,36 N, which is there to ensure that the hatch is pushed all
the way from the FFU.

VI. DISCUSSION

This thesis project has been very exciting since it is a part of
REXUS. Besides from all the already mentioned information
above, REXUS also gave a great real life experience.
Something to remember is that PRIME is a still going project,
which means that our concept and design might change until
June 2018, for when the Critical Design Review (CDR) is
due for deadline for the REXUS student teams. Something
to be reminded of is that it was never expected from us to
deliver a finished product for PRIME. The goal was to design
a working ejection system, which was done. The calculations
however, are not finished for this report. Some results, such
as the solid mechanics calculations on the leaf springs and
the steel cables, are not determined because of complications
during the problem solving. Also, Finite Element Method
(FEM) calculations are not expected from us since none of
us have taken the course yet.

A. Heritage

We know from the previously mentioned heritage experi-
ments, that ejecting two FFUs in opposite direction, is possi-
ble.
The usage of the pyro cutter has already been done by the
previous experiments. The same standard pyro cutter that was
used in WOLF will be used in PRIME as well.
Pulling the FFU with a spring system that connects to a pusher
plate and using a compression spring to separate hatch from
FFU has also been done before.
The biggest differences between PRIME and the heritage
experiments are the geometric shape of the FFU and the
limited space in the RMU. It limits the possibilities where
cables can be pulled and it also limits the size of all the
components.
The constant force spring is something that also distinguish
this ejection system from other experiments, where the other
projects used springs that loose force during ejection. The
concept that locks the hatches before ejection also differs from
the heritage.

B. Alternative Solution to Concept

There is a second alternative to our concept that consist
of Gear Keepers that are used instead of the constant force
springs. One Gear Keeper on each side of the guiding tube
back frame with their lines connected to the pusher plate.
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They will drag the FFU out of the tube just like the constant
force springs. The Gear Keeper is an industrial strength/high
security key retractor with a nylon line with Kevlar core and
can carry 0,5-1,5 kg. It is a little smaller in dimension than
the constant force spring. In lack of space in the RMU, we
chose to represent the more volume consuming concept and
since this project is still ongoing, PRIME might end up using
the Gear Keeper if it fits and passes the tests.

C. Early designs

There have been many design changes during this project.
The most notable changes were to the spring system and the
hatch.
Initially there was only one compression spring per FFU in
the spring system. The compression spring was placed inside,
on the bottom of the guiding tube where there was limited
space and caused undesirable performance.
Further on, a spring system that consists of two extension
springs, on each side of each guiding tube, was designed. The
extension springs lose force during the ejection process and
this lead to the constant force springs design to be developed.
The first hatch that was designed turned out to not fulfil the
requirements; lock and thermoisolate the RMU to keep it safe
from e.g. hot gases. It was later developed to the design that
is now used.

D. Future Work

PRIME will continue to develop and work with our ejection
system since it is an ongoing project. FEM and solid mechan-
ics calculations on the leaf springs are yet to be computed.
PRIME will also be added to the REXUS and KTH heritage
and will help future projects and experiments within the field.

VII. CONCLUSION

The conclusion of this report is that it is possible to eject
miniaturised FFUs radially, with the help of a pyro cutter and
with minimised and limited space within the REXUS standard
rockets. The system withstands the affecting forces and shields
the inside of the RMU from outside threats. It is also possible
to fit a camera for documentation in the RMU.
Smaller payloads results in more space and volume in rockets,
reduced costs and decreased affect on the environment.
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IS 5G ONLY MADE FOR A FASTER MOBILE INTERNET CONNECTION?
Imagine traveling in a self-driven car through a city where traffic signs and traffic lights do not exist. 
Instead, the cars themselves control the traffic by communicating with each other and everything 
that surrounds them. Systems like this put high demands on communication, but with 5G this can 
be a reality.

Everyone has heard of 5G but what is it and how will it revolutionize our way of life?
5G is the next generation of communications. This means that it will not only allow incredible connectivity 
between people but also to everything that surrounds us such as street lights, refrigerators and cars.

5G will work at higher frequency bands than previous systems, which will provide a wider frequency band 
when technology is scaled up to the required infrastructure. This, in turn, will increase the ability to transfer 
more information at higher speeds. As the frequencies are higher, the physical components of communication 
can be made smaller, which will be suitable for small systems and all new kind of sensors that will be inter-
connected.

But in order for 5G to make interconnected cars, direct patient-doctor connections, distribution or emergency 
services, and other incredible advances in manufacturing possible, there’s still a lot of research and develop-
ment to do in a lot of different engineering fields. Moreover, collaboration from many research institutions 
and companies that want a bigger piece of the market is needed, and this is never easy. However, since 5G 
will generate huge economic and social impact, its development is making rival firms work towards the same 
goals and even encourages them to work together. 

In conclusion, 5G is going to redefine how the world and the modern society works. Achieving this is a big 
challenge in terms of engineering and cooperation and will need an uncountable number of scientifics, engi-
neers and companies to work together despite their rivalry. Nevertheless, the huge social and economic bene-
fits that can be obtained from it are unstoppably leading us to this new era in the following years

CONTEXT K: INNOVATIVE ANTENNAS FOR THE NEW GENERATION OF WIRELESS SYSTEMS
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All forms of wireless communication involve 
antennas of some sorts to transmit and re-
ceive information. With the increase of infor-

mation demand in the last decades the research in 
new types of antennas has grown exponentially. New 
antenna designs are needed to meet future needs for 
smaller and more efficient devices. As low frequen-
cies are almost saturated and a bigger rate of data 
transmission is needed, innovative solutions for an-
tennas which operate at higher frequencies and have 
wider bandwidths are required. To further improve 
the effectivity of future antennas the radiation prop-
erties are also a parameter of interest. Recently it has 
been demonstrated that periodic structures possess-
ing higher symmetries show interesting characteris-
tics that make them a great candidate for designing 
the future of communications systems. Two particu-
lar types of structures with higher symmetries are 
called “glide” and “twist”. The properties displayed by 
these structures are particularly interesting, as they 
can be used to change the angle of radiating beam in 
a leaky wave antenna or to create ultra-wideband de-
vices. The properties of helical antennas make them 
highly suitable for omnidirectional applications. By 
introducing leaky wave characteristics to the helix 
with periodical symmetries the directionality of the 
antennas can be affected.

Project group K1 focuses on studying the charac-
teristics of electromagnetic radiation in helical anten-
na structures. The structures consist of both smooth 
helixes and different types of symmetrical structures 
in helical form. Helixes with symmetrical structures 
are of particular interest due to the fact that they can 
be used as leaky wave antennas and that the angle of 
the radiating wave can be influenced by changing the 
physical parameters of the symmetries. The helix-
es are constructed around an argon filled glass tube 
where the argon is excited by the propagating elec-
tromagnetic wave inside the structure. This makes 
it possible to inspect different properties of the wave 
visually. The results of the project have shown that a 
helical structure can support a travelling wave com-
pletely enclosed in the helix and the structure can as 
such be used as a waveguide. The radiating proper-
ties of helical antennas with symmetrical structures 
are studied and compared to theory and simulations. 
Both the constructed helixes with and without sym-
metrical structures are built so that they can be used 
as educational equipment in future courses at KTH.

Future research of interest for the helical wave-
guide would be to further investigate the radiation 
the antenna outputs when applying glide symme-
tries. How is the radiation pattern affected when fre-
quency is changed and how can this be used to control 
the main beam of the antenna? To study this requires 
the antenna to be impedance matched over a wide 
frequency spectrum. Achieving a broadband match 
is challenging and further studies of this would be 

of high interest. Another interesting thing to study 
would be the possibility to influence and change the 
symmetries during use. Is it possible to control an-
tenna parameters by disconnecting and connecting 
certain parts of the glide symmetry during use, thus 
creating new symmetries? It would be interesting to 
know how the radiation pattern can be affected by 
these types of changes.

The task of project group K2 consists of the study 
and simulation of periodic structures made of higher 
symmetries. Periodic structures are devices made of 
an arrangement of unit cells that are repeated period-
ically in different dimensions. A periodic structure 
possesses a higher symmetry when the periodicity 
is described by additional geometrical operations be-
yond the usual periodic condition. The use of higher 
symmetries in periodic structures provides some in-
teresting characteristics regarding their performanc-
es. Among them there is the reduction of dispersion 
and the possibility of changing the refractive index 
when they behave as metamaterials. Two of the high-
er symmetries under study are glide and twist. Glide 
symmetry consists on a translation of half the unit 
cell repetition period followed by a reflection in the 
“glide plane”. Similarly, in a twist symmetry, the sub-
unit cell is translated and rotated around an axis. 
The aim of this project is to study flat realizations 
in microstrip technology of these symmetries since 
the pre-existing designs are expensive to manufac-
ture and hard to integrate in existing devices. These 
flat realizations are studied through the simulation 
of dispersion diagrams of different structure geom-
etries. Similar performance can be observed in the 
diagrams between the original designs and the ones 
in microstrip technology. They show the same wave 
propagation behaviour, i.e., ultra-wideband band-
width, dispersion reduction, stop bands at the same 
frequencies and similar refractive indexes. It also 
came to sight how these parameters change with dif-
ferent geometries and dimensions. The results show 
that further research in this field is required. It is nec-
essary to implement the structures studied in order 
to test the theoretical results with experimentation. 
However, it is not possible to do so without a feeding 
structure to provide impedance matching between 
the structure and the instrumentation. Therefore, it 
is required to study the feeding structure both theo-
retically and by simulation. Moreover, the availabili-
ty of controlling the dispersion diagrams can provide 
multiple uses for them. It would be interesting to ex-
plore different applications and test its behaviour in 
different contexts.

IMPACT ON SOCIETY AND ENVIRONMENT

The research and the development of innovative an-
tennas will make a big impact in the way in which 
we understand our world. First of all, it is clear that 

CONTEXT K: INNOVATIVE ANTENNAS FOR THE NEW GENERATION OF WIRELESS SYSTEMS
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it will signify an important advance in communica-
tion systems with the consequent dilemma of how to 
manage this flow of data and who has control over it. 
However, apart from the concerns about information 
control, the effect in other fields such as medicine, se-
curity, military technology and meteorology have to 
be taken into account, as will be shown in more detail 
below

New communication technologies will mean a big 
change in the individual’s way to experience them. 
On one hand by making antennas more efficient and 
cheaper to manufacture data and communication 
will become much more accessible to people even in 
poorer societies. This will enable more people to get 
an education and consequently acquire a qualified 
job. On the other hand, an increase in freedom of data 
transfer can imply a decrease in the user’s privacy 
regarding who has the control over the information. 
Thus, it is necessary to carry out some actions such 
as stricter legal regulations over information control, 
more secure encryption systems and communication 
device usage education. It is important that people 
know what information about them is collected and 
who is doing the collecting so that they can choose 
what information they want to divulge.  

There are several societal aspects to consider when 
new applications that use microwave technology be-
come both cheaper and more efficient. In the medical 
field, microwave technology already has major ap-
plications today and with new innovative solutions 
precision can be improved in existing equipment and 
new instruments can be developed. Low-cost and ef-
fective research tools could lead to early detection of 
many diseases, and early treatment could save lives. 
Due to health risk concerns relating to increased fre-
quencies, the effect the equipment might pose on the 
human body must first be carefully examined. The 
possible in vivo testing will pose a serious ethical di-
lemma. Even if it is impossible to eliminate the use 
of animal tests completely they should be minimized 
by using in vitro or in silica testing where possible. 
Microwave technology can also have many military 
applications, creating an ethical dilemma, as it is dif-
ficult to control who will be able to use the technolo-
gy. Even if the producers of military technology only 
intend for the applications to be used as defensive 
measures it will be difficult to ensure that they will 
not fall into the wrong hands. To minimize problems 
that can arise from developing technologies for the 
defense industry, careful ethical analysis of the new 
technologies must be done and existing guidelines 
concerning deployment in the field must be contin-
uously evaluated with regard to the worlds political 
situation. The technologies must only be used by tru-
ly democratic countries and only as defensive meas-
ures.

With a change from 3G and 4G networks to the new 

5G standard a wide variety of environmental factors 
must be considered. As the technology itself relies on 
electromagnetic waves in the millimeter wavelength 
range it does not easily penetrate through thick build-
ing walls. This means that even if some of the old in-
frastructure can be reused it will be necessary to con-
struct an enormous amount of new cellular towers. 
The added bandwidth and speed of the 5G network 
also makes it possible to connect many of the now not 
connected devices through wireless communication. 
The resources and energy needed to construct the 
devices and the new network infrastructure to sus-
tain the communications between them will have a 
large environmental impact. In addition to this it is 
highly relevant how long 5G will remain the network 
standard before it is replaced. As the initial environ-
mental impact is high, a long lifespan will reduce 
the overall impact over time. While it seems that the 
bandwidth and speed of 5G would be high enough to 
accommodate our needs for a long time there is no 
way of knowing what demands future applications 
and technology will put on it. The change of power 
consumption is also a factor to be considered. Even if 
the effectivity of the 5G network is several times high-
er than the existing ones the increase in the amount 
of materials and manpower needed to sustain an ev-
er-growing wireless network will result in a higher 
net power usage than today. The impact of high fre-
quency electromagnetic radiation on nature is not yet 
well known. This is a research field that will have to 
be developed further to ensure the minimizing of po-
tential damage. While the implementation of the new 
network will certainly be a strain on the environment 
the negative impact can be minimized if parts of the 
old infrastructure can be reused and the lifespan of 
the network can be extended as far in to the future 
as possible. 

If careful consideration of the risks is taken in to 
account and preventive measures taken, the negative 
impacts on the environment, society and the individ-
ual can be minimized and the 5G network will help 
us make the world a safer, healthier and more equal 
place to live. 

CONTEXT K: INNOVATIVE ANTENNAS FOR THE NEW GENERATION OF WIRELESS SYSTEMS
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K1. HELICAL WAVEGUIDES

Helical Waveguides With Higher Symmetries
Mikko Kjellberg and Johan Lundgren

Abstract—Helical waveguides are widely used today as slow
wave structures and as normal or axial mode antennas. By
introducing higher symmetries in the structure the dispersive
properties of the waveguide can be manipulated and the helices
can be made to radiate energy as leaky wave antennas. In
this project the properties of a smooth helix and a helix with
periodically added protrusions are studied. The waveguides are
simulated and then constructed so that they can be used as
study material for upcoming courses at KTH. The helices are
constructed around neon filled glass tubes between two ground
planes so that a resulting standing wave pattern can be observed
as excitation in the neon. The results show that the helical
structure shortens the wavelength of the propagating wave inside
the waveguides to lengths small enough to be measured by visual
observation. The addition of higher symmetries to the helix were
shown to change the dispersion of the propagating waves and
to lower the cut-off frequency at where the waveguide starts to
behave as an leaky wave antenna.

I. INTRODUCTION

Electromagnetic waves are used in a wide variety of applica-
tions. From transmitting information in cellular and wireless
networks to heating food in microwave ovens. To minimize
losses in transmitting electromagnetic waves they can be
guided through waveguides [1]. Many types of waveguides
are in use today, including coaxial cables, parallel line guides,
hollow rectangular guides and helical guides [1]. In this
thesis, the characteristics of both smooth and protruded helical
waveguides are examined. The propagation of waves in a
smooth helical waveguide was first studied by Samuel Sensiper
in his paper in 1955 [2]. In his paper, Sensiper studied a sheat
model and a finite-width tape model of a helix.

The tape model and its propagation characteristics are
discussed in sections II-A to II-C. By introducing periodical
protrusions in the helix so called higher symmetries can be
observed. The two types of higher symmetries, glide and twist
(screw), can have a significant influence on the dispersive
characteristics of a waveguide [3]. With the periodical nature
of a helical waveguide two different traveling wave modes can
be identified as a wave bound to the helical structure of the
antenna and a leaky (radiating) wave mode. Manipulating the
structure of the helix by introducing symmetrical protrusions,
the dispersion properties of the waveguide and consequently
the frequencies at which the waveguide behaves as a leaky
structure can be controlled [4].

The objective of this thesis is to compare results of simu-
lations on different helical structures with experimental data
and to produce physical models of the waveguides that can be
used as future study material in coming courses at KTH. The
helices are built around neon filled glass tubes and suspended
between two ground planes so that when a standing wave is
generated by the excited waveguides the resulting maximas
can be seen visually in the tube. The waveguides are to be

designed to function in a frequency range of 400 MHz to 1
GHz. In sections III-B to III-C the helical tape waveguides
with and without periodical structures are simulated in CST
microwave studio . The helical structures are built according
to specifications seen in section III-A and the results from the
simulations are compared to experimental values in section
IV.

II. THEORY

A. Electromagnetic waves in cylindrical systems

As the proposed helical waveguide is wound around a
cylindrical gas filled glass tube, a cylindrical coordinate system
is used in describing the properties of the propagating waves
in the system. We assume a lossless medium in the waveguide.
If we use a cylindrical coordinate system defined by

f1(x, y, z) = u1, f2(x, y, z) = u2, f3(x, y, z) = z,

a time harmonic wave moving in the z direction has a
propagation factor in the form of ej(ωt±βz) with ∂2

∂z2 = −β2.
The z-components of the electromagnetic fields can be derived
as [5]

Ez = (k2 − β2)U = τ2U, and Hz = (k2 − β2)V = τ2V.

Here due to a lossless medium (σ = 0 ), k = 2π/λ is the
wavenumber, β is the phase constant and τ is the transverse
eigenvalue. In our chosen cylindrical coordinate system the
Borgnis’ functions U andV satisfy the scalar Helmholtz equa-
tion

∇2
TU +

∂2U

∂z2
+ k2U = 0 (1)

If we separate variables into transverse UT and longitudinal
Z as

U(u1, u2, z) = UT (u1, u2)Z(z) (2)

substitute this into (1) and divide by U we get

∇2
TUT

UT
+

d2Z/dz2

Z
= −k2 (3)

Because the first term in (3) depends on u1 and u2 and the
second term depends only on z, both of them must be equal
to a constant that have to sum up to −k2. If we let

d2Z/dz2

Z
= −β2,

∇2
TUT

UT
= −τ2 (4)

and
β2 + τ2 = k2, β =

√
k2 − τ2 (5)

we get
d2Z

dz2
+ Zβ2 = 0 (6)

and
∇2UT + UT τ

2 = 0 (7)
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The solutions to equation (6) are two so called guided waves
waves propagating in the +z and -z directions given by

Z(z) = Z1e
jβz + Z2e

−jβz (8)

Here β is the longitudinal phase coefficient, which depends
on k and τ as in equation (5). Equation (7) is known as the
transverse wave equation and the transverse eigenvalue τ is
determined by the boundary conditions in the system.

B. Guided modes

From equation (5) and (8), it is seen that the wave propa-
gation in z-direction will depend on the transverse eigenvalue
τ . The phase velocity of the wave is defined as

vp =
ω

β
(9)

and will also depend on τ . Different values for τ will support
different waves to propagate.

1) TEM mode:
If τ = 0, it is seen that β = k which implies that the
propagating wave is a transverse electromagnetic (TEM) wave,
only depending on the material constants ε and µ. Equation
(9) states that the phase velocity will be the same as the speed
of light in the material for this mode, namely

vp =
1

√
εµ

2) Fast wave modes:
Fast modes can exist when τ2 > 0 which implies that β2 < k2

from equation (5). If τ2 > k2, β becomes imaginary and
instead of propagating, the field in equation (8) exponentially
decays in an evanescent mode [6].
If instead τ2 < k2, β becomes real and |β| < k resulting in
a wave with phase velocity higher than the speed of light in
the material. This can be seen if equation (9) is rewritten as

vp =
ω

β
=

1
√
εµ

1√
1− τ2

k2

>
1

√
εµ

3) Slow wave mode:
If τ2 < 0, τ is imaginary and |β| > k. This results in a wave
propagating with phase velocity lower than the speed of light
in the material, which can be seen if equation (9) is rewritten
as

vp =
ω

β
=

1
√
εµ

1√
1− τ2

k2

<
1

√
εµ

C. Periodic structures

A periodic structure can be divided in equal cells that
repeat itself in one, two or three dimensions, i.e. the structure
coincides with itself after certain distances. These repeated
cells are called a unit cells for that periodic structure. One
common example of a periodic structure in nature is the
honeycomb, which is periodic in two dimensions.

Due to the fact that the helix is a periodic structure,
Floquet’s theorem can be applied. This means that the by
moving down the helix a distance p along the z axis, the
helix coincides with itself and consequently the EM-fields can

simply be multiplied by some complex constant. As the helix
has additional rotational symmetry the helix can be translated
any distance and then rotated, so that it again coincides with
itself. Thus Floquet’s theorem can also be applied to the
angular coordinate. Using this approach the field components
of the system can be expressed in terms of the Borgnis’
potentials as: [7]

EZ =
∂2U

∂z2
+ k20U

=
∑
n∈Z

−τ2nAnIn(τnρ)e
j(nϕ−βnz) for 0 ≤ ρ < a

∑
n∈Z

−τ2nCnKn(τnρ)e
j(nϕ−βnz) for ρ > 0

Eϕ =
1

ρ

∂2U

∂ϕ∂z
+ jωµ0

∂V

∂ρ

=
∑
n∈Z

[
nβn

ρ
AnIn(τnρ) + jωµ0τnBnI

′
n(τnρ)]e

j(nϕ−βnz)

for 0 ≤ ρ < a
∑
n∈Z

[
nβn

ρ
CnKn(τnρ) + jωµ0τnDnK

′
n(τnρ)]e

j(nϕ−βnz)

for ρ > a

Eρ =
∂2U

∂ρ∂z
− jωµ0

ρ

∂V

∂ϕ

=
∑
n∈Z

[−jβnτnAnI
′
n(τnρ) +

ωµ0n

ρ
BnIn(τnρ)]e

j(nϕ−βnz)

for 0 ≤ ρ < a∑
n∈Z

[−jβnτnCnK
′
n(τnρ) +

ωµ0n

ρ
DnKn(τnρ)]e

j(nϕ−βnz)

for ρ > a

Here An, Bn, Cn and Dn are complex constants that are deter-
mined by the boundary conditions of the helix. βn = βn(ω)
is the guided wave phase constant at the radian frequency
ω, k0 � ω

√
µ0ε0 is the wavenumber of light in vacuum, µ0

the permeability and ε0 the permittivity of free space. The
transverse mode number τn is related to βn as shown in
equation (5). In and Kn are the nth order modified Bessel
functions of the first and the second kind and I

′

n and K
′

n their
derivatives with respect to their arguments. For the helix, to
only support guided modes, τn needs to be imaginary for all
n ∈ Z. This leads to forbidden regions defined by

ω ≥ (c/2a)cotψ (10)

where pure guided modes cannot exist [7]. Here, a is the radius
and ψ is the pitch angle of the helix. These parameters are
discussed in more detail in section III-A

D. Higher symmetries

A periodic structure possess a higher symmetries if the
unit cell can be divided in sub-unit cells that coincide with
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themselves after axial translation and/or angular rotation or a
reflection [8]. With higher symmetries, it is possible to greatly
reduce the dispersion, which makes the technology suitable for
ultra-wideband waveguides, filters and antennas. Two types of
higher symmetries that are of interest in this thesis are twist
and glide symmetry.

1) Twist symmetry:
Twist symmetry is a combination of translation and rotation.
A structure are said to have twist symmetry if it coincides
with itself after a combination of axial translation and angular
rotation [9]. The operator in equation (11) describes the
conditions for twist symmetry

F (ρ, ϕ, z) = F (ρ, ϕ+ φ, z + δ) (11)

where δ is the axial translation and φ is the angular rotation.
Figure 1 illustrates a 4-fold twist symmetry i.e. it is possible to
do an axial translation and rotate the sub-unit cell four times
in one period. In figure 1, φ = 90◦ and δ = L/4.

Fig. 1. An example of a 4-fold twist-symmetric structure.

2) Glide symmetry:
Glide symmetry is a combination of translation and reflection.
A structure possesses glide symmetry if it coincides with itself
after a combination of a translation of one-half period and
reflection with respect to the glide plane. The operator in
equation (12) describes the conditions for glide symmetry

F (ρ, ϕ, z) = F (ρ,−ϕ, z + L/2) (12)

where L is the period of the unit cell. An example of glide
symmetry is illustrated in figure 2 where it is seen that the
object coincides with itself when it is reflected and translated
one-half period.

Fig. 2. An example of a object with glide symmetric properties.

E. Scattering parameters

A common way to describe the reflected and transmitted
power from an incident wave against a microwave component
or system is to use the scattering parameters. For a two-pole,
equation (13) describes the complete system

[
V −
1

V −
2

]
=

[
S11 S12

S21 S22

] [
V +
1

V +
2

]
(13)

where V +
1 is the voltage amplitude of the incident wave and

V −
1 is the voltage amplitude of the reflected wave. In this case,

S11 is the reflection coefficient seen looking into port 1 and
S21 is the transmission coefficient from port 1 to port 2.

The scattering parameters can be used to derive the dis-
persion diagram, i.e. the phase constant β as a function of
frequency [10]. The phase of the propagating wave in equation
(8) is equal to the phase of S-parameter S21 when z is equal to
the length of the waveguide. This gives the following relation

e−jβl = ej∠S21 , β =
−∠S21

l
(14)

where l is the length of the waveguide.

F. Standing wave

When a plane wave propagates trough one material and then
impinges another material with a different intrinsic impedance,
a reflection occurs at the boundary between the two materials.
The material parameters decide how much of the field is
reflected and how much is transmitted [11]. For the situation
described in figure 3 with an incident wave traveling through
vacuum hitting a PEC-material, all the of the field will be
reflected. Since an electric field can not exist inside a PEC-

Hi

Ei

ki

Hr

Er

kr

Et = 0

Fig. 3. Incident wave totally reflected against a PEC-material.

material, it is also true that the tangential electric field is zero
at the boundary due to continuity of the field. In order to fulfill
the boundary condition, the magnitude of the incident and
reflected waves have to be the same but with different signs.
This results in a total field that does not transfer any power and
instead creates a standing wave. The distance between three

Et = 0 Et = 0



Fig. 4. Standing wave pattern from incident and reflected wave.

anti-nodes in a standing wave corresponds to the wavelength
of the incident wave as figure 4 indicates.
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III. METHOD

In this thesis, two different main structures of waveguides
were examined; the smooth helical tape waveguide and the
glide-symmetric helical tape waveguide with periodical protru-
sions. Both structures were first simulated and then the results
were compared to experimental data acquired from physical
measurements. The helical structures used in the experiments
were constructed according to parameters described in section
III-A. All simulations were done in CST microwave studio
which is a 3D-simulation program specifically designed for
analysis of high frequency devices. Near field, dispersion and
S-parameter simulations were done on both waveguides.

A. Parameters of the helix

The smooth helix can be described through the following
parameters: the radius a, the pitch p, the pitch angle ψ and
width w. The parameters can be seen in a developed view in
figure 5. From this it can be seen that p = 2πa tanψ. The
parameters of the helix were chosen partly to accommodate
the use of available neon filled glass tubes and copper tape
to make production by hand possible and partly to fulfill the
restrictions on frequency given by equation (10). The diameter
of the neon tube, a = 10.3 mm with a chosen pitch angle of
15◦ results in a pitch of 17.3 mm. The width of the tape is
chosen to be w = p/3 = 5.78 mm. Commercial copper tape
easily available with a thickness of 0.07 mm is used in the
helix. For the glide-symmetric helix, the same parameters were
used as for the smooth helix in figure 5. In addition to this,
square shaped protrusions were added along the helix as can
be seen in figure 6. With four protrusions for one rotation of
the helix, the distance between protrusions is chosen as 11.72
mm The width of the protrusions as 5.02 mm and the height
as 4.39 mm. The offset between protrusions is 4.48 mm and
the gap between loops 10.97 mm.

Fig. 5. Developed view of helix.

B. Dispersion simulations

The phase constant for a slow wave propagating inside a
helical structure is not linearly dependent on the frequency
which makes it difficult to find an analytical relation. Instead,
CST microwave studio Eigenmode solver was used to solve
it numerically. Unit cells for both the smooth and the glide-
symmetric helix was modeled with a glass tube inside as
can be seen in figure 7. The unit cell had periodic boundary

Fig. 6. Protrusions for the glide-symmetric helix.

conditions set along the z-direction and open conditions in the
x and y-directions. The phase angle was swept for the two first
modes in the z-direction. The sweep was done from 0 to 180
degrees and each sweep was divided into 19 samples.

Fig. 7. Unit cells used for simulation of dispersion diagrams.

C. Time domain simulations

Simulations were also performed in CST microwave studio
for the complete waveguide in order to find S-parameters and
to study the near field. The waveguide was modeled as a thin
copper sheet in a helical form, using parameters described
in section III-A. Inside the helix a closed pyrex glass tube
with an outer radius r = 10.3mm, thickness t = 1mm and
a length l = 500mm is modeled. The feeding ports were
modeled as 50 Ω SMA connectors. Time domain solver in
CST microwave studio was used from 50 MHz to 3 GHz
to get the S-parameters and a visualization of the near field.
Using equation (14), the S-parameter S21 was used to find the
dispersion diagram for the system. In order to study the near
field from the standing wave, port 2 was terminated with a
short circuit.

Fig. 8. Complete model of the helical waveguide.
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D. Physical helix
The helix parameters were chosen as described in section

III-A. The tape was cut from a wider commercial self-adhesive
copper tape and wound around the neon tube by hand. A
stand was constructed with ground planes made of aluminum
and two SMA connectors were used, one on each side. The
connectors were used as feeding ports for the waveguide with
the inner conductor connected to the copper helix and the outer
conductor connected with the ground plane. A R&S R©ZNLE
Vector Network Analyzer was used to measure the scattering
parameters of the system. The collected data was then exported
to a touchstone file and the data analyzed in MATLAB. The
S11 parameter was used to find frequencies with the lowest
reflection which were in turn used as references when exciting
the gas in the glass tube. The waveguide was excited by a HP
8665B signal generator and amplified by a Amplifier Research
10W1000M7 connected to port one and port two was grounded
in order to generate the standing wave pattern in the excited
neon gas between the ground planes. The finished waveguide
with stand can be seen in figure 9.

Fig. 9. Manufactured helix with stand.

IV. RESULTS

A. Scattering parameters
The S-parameters from simulations and measurements done

on the manufactured helices were imported into MATLAB and
plotted together for comparison. The results are presented in
figures 10-13. Figure 10 illustrates the simulated and measured
S11 parameters and figure 11 the S21 parameters of the smooth
helix. In figures 12 and 13, the same parameters for the glide-
symmetric helix can be seen.
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Fig. 10. The S11 parameters of the smooth helix.

0.4 0.5 0.6 0.7 0.8 0.9 1

Frequency [GHz]

-12

-10

-8

-6

-4

-2

0

2

M
a
g
n
it
u
d
e
 [
d
B

]

S21 simulated

S21 measured

Fig. 11. The S21 parameters of the smooth helix.
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Fig. 12. The S11 parameters of the glide-symmetric helix.
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Fig. 13. The S21 parameters of the glide-symmetric helix.
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Fig. 14. Dispersion diagrams for the smooth helix.

B. Dispersion diagram

From the S-parameters collected from simulations and
measurements on the manufactured helices, the dispersion
diagrams for both the smooth helix and the glide-symmetric
helix were calculated using the method described in section
II-E. This was plotted against the data acquired from the
dispersion simulations of the same structures. The results from
the comparisons can be seen in figures 14-16. Figure 14
illustrates the dispersion diagram from the simulations and
measurements on the manufactured smooth helix. In figure
15, the dispersion for the glide-symmetric helix is illustrated.
Figure 16 shows the difference in dispersive behavior between
the smooth and glide-symmetric helix. The data used in figure
16 comes from simulations done in CST Eigenmode solver.
All dispersion diagrams contain a line of light to compare the
structure with an electromagnetic wave propagating in free
space This makes it possible to investigate if the structure
supports slow or fast waves. The line of light is the non-
dispersive relation in free space, i.e. the linear relation between
wavelength and frequency in the wavenumber k0. The x-axes
in the dispersion diagrams are normalized with the periodicity
p of the structures, i.e. the pitch of the helices.

C. Standing wave patterns and wavelengths

In this section, the standing wave patterns are presented
from both the simulations and the physical waveguides. A
standing wave was simulated by terminating one of the two
port with a short circuit. The standing wave pattern with the
wavelength marked out can be seen in figure 17. For the
manufactured helices, the S11 and S21 measurements were
used to find the frequencies with the lowest reflection at the
input port to the waveguides and at the same time a high
transmission through, see figures 10-13. The waveguides were
excited at these frequencies as can be seen in figure 18 and
19. The distance between the nodes were measured by hand
with a ruler. From this the corresponding wavelengths could be
derived by the method shown in section II-F. The wavelengths
corresponding to the chosen frequencies were also calculated
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Fig. 15. Dispersion diagrams for the glide-symmetric helix.
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Fig. 16. Dispersion diagrams for both the smooth helix and the glide-
symmetric helix.

Fig. 17. Simulated standing wave at 750 MHz.

from the dispersion diagrams as λ = p/f . The results are
presented in tables I and II.
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Fig. 18. Standing wave in neon tube with smooth helical waveguide at 434
MHz.

Fig. 19. Standing wave in neon tube with glide-symmetric helical waveguide
at 577 MHz.

V. DISCUSSION

When exciting the waveguides at the chosen frequencies as
described in section IV-C, the neon gas in the glass tubes was
difficult to excite at more than one or two places at the same
time. Several frequencies were tried and the ones that gave us
the most stable excited anti-nodes in the gas were chosen for
measurements. The first prototype waveguide was built around
an argon gas filled tube. This version was very difficult to get
to illuminate at all. After consultation from an expert in the
field, new tubes filled with neon gas were procured. These
tubes gave us much better results. Still the gas is difficult to
get to illuminate and usually needs some help by using a Tesla
coil to get it started.

From the data presented in tables I and II we can see that
the wavelengths of the propagating waves inside the helical
waveguides are much shorter than of a wave at the same
frequency traveling in free space. This is a direct consequence
of the electromagnetic properties of the helix described in
sections II-A to II-C . The shorter wavelengths makes it
possible to visually observe the standing wave pattern in
the neon tube inside the helix. This pattern can be seen in
figures 18 and 19. In figures 14 and 15 a discrepancy between
the simulated and the experimental dispersion curves can be
observed. The structures were first simulated with the set
parameters of the helices and then built according to the
same parameters. The construction proved to be quite difficult.
Due to the periodicity of the helix a small deviation from
the desired pitch can lead to quite large total errors. We
measured a difference in pitch of between 0.5 and 1 mm
in the constructed helices compared to the desired values.
Using this shorter pitch in simulations has shown that using a
shorter unit cell gives results closer to those acquired from the
experimental measurements. Additional possible error sources
include neglecting the effect the SMA ports have on the phase
of the S21 parameters in the experimental measurements and

TABLE I
WAVELENGTHS AT CHOSEN FREQUENCIES IN THE SMOOTH HELICAL

WAVEGUIDE

Wavelengths in meters aquired from: Wavelength
Frequency Eigenmode Experimental Experimental of light in
in MHz simulations S21 measurements vacuum [m]

434 0.113 0.128 0.115 0.691
516 0.093 0.105 0.105 0.581
583 0.080 0.089 0.093 0.514

TABLE II
WAVELENGTHS AT CHOSEN FREQUENCIES IN THE GLIDE-SYMMETRIC

HELICAL WAVEGUIDE

Wavelengths in meters aquired from: Wavelength
Frequency Eigenmode Experimental Experimental of light in
in MHz simulations S21 measurements vacuum [m]

528 0.100 0.090 0.085 0.568
577 0.090 0.077 0.075 0.520

the slight twist of the protrusions in the constructed glide-
symmetric helix (see figure 19).

As can be seen in the dispersion diagrams in figure 16 the
waves propagating in the smooth helix have a phase velocity
lower than the speed of light for frequencies under 2.1 GHz
while the glide-symmetric helix has the limit at only 0.8 GHz.
As shown in sections II-B and II-C a traveling wave with a
phase velocity higher than the speed of light does not have to
remain bound to the waveguide, resulting in the waveguides
behaving as leaky wave antennas at frequencies higher than
the limits previously presented.

A. Improvements to simulation and experimental results

To improve the results the simulations need to be re-done
according to the exact parameters of the physical waveguides,
as they, due to difficulties in the construction, differ from the
original decided parameters. The effect of the SMA ports on
the phase of the S21-parameters needs to be measured and
taken into account in the dispersion calculations.

B. Refining the helixes

Several improvements to the construction of the helices can
be made. The cutting of the copper tape by hand for both the
smooth and glide-symmetric helix results in very low accuracy.
To ensure high accuracy of cutting out the helix from copper
tape a water cutting service has been contacted. An accuracy
of 0.1mm has been promised with this method. The method of
winding of the tape on the glass tube has to be re-designed to
ensure that the pitch of the helix is kept at the desired length.

C. Neon tubes

A problem with achieving a good standing wave pattern has
been that the gas will not excite at all the anti-nodes present in
the waveguide. Only three or four maximas could be observed
at best at the same time. As the first results with the argon filled
glass tubes were even worse, the gas type or pressure of gas
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might be of importance in optimizing the construction. Some
more research in how the gas excites in the fields generated by
the waveguide has to be done to determine the best solution.

D. Impedance matching

To increase the bandwidth and maximize the energy flow
through the waveguide, some form of impedance matching
can be made. This could be done through adding a matching
circuit to the construction or by physical adjustments to the
helix itself.

E. Breaking the glide symmetry

An interesting thing to study would be braking the symme-
try in the glide-symmetric helix. This should result in band-
gaps in the dispersion diagrams where at certain frequencies
no waves could propagate in the waveguide and the structure
could work as a filter.

VI. CONCLUSION

The constructed helical waveguides display properties pre-
dicted in the simulations. The measured wavelengths from
the standing wave pattern in the neon gas corresponds to the
calculated values from simulated and experimentally acquired
S21 parameters. From the eigenmode simulations done on
both the smooth and the glide-symmetric unit cells it can
be concluded that the radiating properties of the waveguide
can be manipulated by adding glide symmetry to the helix.
Some refining work on the construction, simulations and
measurements is still required to lift the credibility of the
study. There are also several interesting aspects and properties
of the helical waveguides to warrant future studies.
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Abstract—Nowadays with the rapid growth of 

telecommunication systems, new technologies are needed in order 
to fulfill the new requirements of these systems. Recently it has 
been demonstrated that periodic structures possessing higher 
symmetries, e.g., twist and glide symmetries, show interesting 
characteristics that make them a great candidate for designing 
devices that are suitable for these upcoming technologies. 
However, twist-symmetric structures have a high cost of 
manufacturing and they are not compatible with the available, 
low-cost, flat technologies, such as Microstrip. In this project we 
study the existing designs of periodic structures with twist 
symmetry and conceive and analyze parametrically flat 
realizations of them in Microstrip technology. All the study has 
been done simulating the structures with CST simulation 
software. It has been observed the influence of the different 
parameters studied over their wave propagation behavior and 
that the flat structures designed show similarities with the real 
twist-symmetric ones. 

I. INTRODUCTION 

N the last decades our world has experienced important 
changes due to the new telecommunication systems. Thanks 

to them, huge advances have been achieved not only in 
communications but in medicine, radio astronomy, security, 
etc. For example, nowadays technologies such as 4G and new 
wifi protocols would not be feasible without sophisticated 
antennas. In the upcoming years, following the tendency of the 
last two decades, we will experience a growth in the demand 
for better connectivity and faster wireless data transfer. 
Therefore, a new generation of communication systems will 
be needed.  
 

In order to fulfill the demands of the new technologies, 
communication systems will need faster data transfer rates, 
better energy efficiency and specific radiation properties 
among others. To achieve these goals, some issues have to be 
taken into account. First of all, since the electromagnetic 
spectrum is limited and the lower frequency bands are 
overcrowded, the needed bandwidth will only be available at 
higher frequencies. Thus, communication devices should be 
designed to work at millimeter wavelengths. Since dielectric 
materials have high losses at these frequencies, these devices 
will have to be fully metallic [1].  
 

Recently, it has been demonstrated that periodic structures 
possessing higher symmetries offer interesting characteristics 
that can make them a great candidate for designing devices 
that would be used in the next generation of communication 

systems. One dimensional (1-D) periodic structures were first 
analyzed in the 1960’s and 1970’s [2-4] and employed to 
produce leaky wave antennas [3-5].  

With the turn of the new century, the study of two-
dimensional (2-D) higher-symmetric structures has become 
again an active research topic, associated with the research in 
the areas of metamaterials and metasurfaces. For example, 2D 
glide-symmetric structures can be employed to produce low 
dispersive lenses using the wide operational bandwidth of 2D 
glide symmetric structures [6].  

Moreover, research in the properties of twist-symmetric 
structures is being performed and is uncovering interesting 
results which would make them useful in certain applications. 
Nevertheless, these structures are hard and expensive to 
manufacture so further research in new designs for them has to 
be performed. 
 

The aim of this project is to study via simulation the real 
twist-symmetric periodic structures and new, easier to 
manufacture twist-symmetric structures. Thus, flat 
approximations of twist-symmetric structures using Microstrip 
technology have been designed and their performance has 
been compared by the performance of real twist-symmetric 
structures. Moreover, the effect of different geometries and 
dimensions over the wave-propagation behavior in it has been 
analyzed. 

II. THEORY 

To be able to design periodic structures possessing higher 
symmetries, it is needed to know what they are and what does 
it mean that they possess higher symmetry. Periodic structures 
are, in theory, an infinite and, in practice finite arrangement of 
unit cells repeated periodically in certain dimensions. When 
within a unit cell there is an additional geometrical operation 
such as a translation or rotation, it is said that the periodic 
structure possesses higher symmetry (see Fig.1). In this 
project we are interested in the properties that metallic 
periodic structures possessing higher symmetries can offer, 
i.e., to reduce dispersion in the lowest mode of operation and 
control the width and location of stop-bands. Moreover, how 
different dimensions and geometries can change the 
propagation properties and in addition modify their equivalent 
refractive index. In this section, some background about 
periodic structures and higher symmetries has been presented.  

A. Frequency Dispersion 
The dispersion of a guiding structure is an interesting 

parameter to analyze if we want to know the wave-
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propagation behavior in it. The dispersion is the phenomenon 
in which waves at different frequencies have different group 
velocities [7]. This is, a waveform composed of more than one 
frequency propagating in a dispersive medium will be 
deformed [8]. Therefore, if we want ultra-wideband devices, it 
is required not to have dispersion in the operation bands [9].  

As it is said, to avoid dispersion, the group velocity in a 
structure has to be independent of the frequency. 
Consequently, the derivative of the angular frequency with 
respect to the wavenumber (1) has to be constant for the 
working frequencies. 

 
𝑣𝑣�� =

�
�

          (1) 
 

B. Equivalent refractive index 
Another interesting parameter to analyze is the equivalent 

refractive index which tells us the relation between the phase 
velocity of an electromagnetic wave in the vacuum compared 
to that in a second medium [10, 11]. 

 
𝑛𝑛 = �

���
          (2) 

 
The wave propagation in a medium with higher equivalent 

refractive index is slower than in a lower equivalent refractive 
index. The dependency of equivalent refractive index to the 
frequency means that the phase velocity of waves with 
different wavelengths will be different [11]. Therefore, if the 
equivalent refractive index in a structure has dependency with 
the frequency, a composed waveform will be distorted. Thus, 
there is a relation between the equivalent refractive index and 
the dispersion of a structure. 

C. Modes and propagation constant 
All the structures analyzed in this project are wave guiding 

structures. In wave guiding structures, the waves can 
propagate only with a certain field distributions. These field 
distributions are identified solving the Maxwell equations 
considering the structure geometry. Each of the different 
format of the waves is called a propagation mode [12]. A 
mode has a minimum frequency only over which it can 
propagate: the cutoff frequency. Moreover, each mode has a 
propagation constant (3) that determines how the amplitude 
and phase of the wave varies along the propagation direction 
[13]. 

 
γ=α+jβ           (3) 
 

D. Periodic structures 
Periodic structures are a finite or infinite arrangement of 

unit cells repeated periodically. They can be found in nature in 
such forms as bee hives and crystals. Periodic structures can 
also be made artificially and they can show interesting 
physical characteristics. They can be made of different 
materials and have a wide range of applications. Periodic 
structures are extensively used in the world of microwave 

engineering because of their wave propagation behavior 
properties [14]. They have the capability of generating stop-
bands at certain frequencies, i.e., frequencies at which no 
wave can propagate through the structure  [14]. Another 
interesting feature of periodic structures is the “Slow wave 
effect” [14]. This is, traveling waves through the structure can 
be slower than the free space speed of light. Therefore, 
periodic structures act as a medium with equivalent refractive 
index higher than one. This property makes periodic structures 
to act as a metamaterial [15] that can be used in multiple 
applications [6]. Nevertheless, these kinds of metamaterials 
are dispersive and have a narrow band of operation. 

E. Periodic structures possessing higher symmetries 
  A periodic structure possesses a higher symmetry when 

the periodicity is described by additional geometrical 
operations beyond the usual periodic condition. This means 
that a unit cell is composed of smaller sub-unit cells that are 
repeated with an angular translation or a reflection operation 
to generate the complete unit cell [16]. Among the possible 
higher-symmetries we can find the twist (screw) and glide 
symmetries (see Fig. 1). The glide symmetry consists of a 
translation by half the geometrical unit cell repetition period 
followed by a reflection in the “glide plane” [2]. Similarly, in 
twist symmetry, the sub-unit cell is translated and rotated 
around an axis [3]. Periodic structures with higher symmetries 
show exceptional qualities in terms of frequency dispersion 
and stop-bands. They can reduce or even eliminate the 
dispersion in the lowest propagation mode and remove the 
stop-band between the first and second modes of the periodic 
structure as it can be seen in Fig. 9 and [2-4]. These properties 
and their low manufacturing cost make them suitable for the 

 

a) b)  

c)  
 
Fig. 1. Unit cells of periodic structures possessing higher symmetries. a) Glide-
symmetric unit cell: squared holes in a metallic slab with half unit cell shifted. 
b) Twist symmetric unit cell: coaxial line with cavities translated and rotated 
along its axis. c) Glide-symmetric unit cell with period P: surface with cavities 
translated and mirrored by the “glide plane.. 

Glide plane 

Unit cell with period P 

Sub-unit cell 
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new generation of ultra-wideband devices. For example, they 
can act as a non-dispersive metamaterial used in ultra-
wideband lens antennas [6] and Gap-Waveguide technology  
[17]. 

F. Dispersion diagram 
One of the methods to analyze the wave propagation 

behavior of a structure is through the dispersion diagram. It 
compares the relation between the frequency and the 
propagation constant [18]. If there is a linear relation between 
them it means that the medium is not dispersive as it can be 
seen in the equation (1). In the dispersion diagram other 
parameters can be studied. For instance, from the step of it, the 
equivalent refractive index of the structure under analysis can 
be obtained. The steepest the dispersion diagram is, the lower 
equivalent refractive index. Moreover, in the dispersion 
diagram the different propagation modes of the structure are 
represented. It can be seen at which frequencies they can 
propagate and whether there is a gap between them. Therefore, 
the dispersion diagram displays the bandwidth and stop bands 
as well. For example, Fig. 2 is the dispersion diagram of a 
glide-symmetric structure. It can be seen that the 1st mode has 
no dispersion because its linearity and that there is a bandgap 
between the 2nd and 3rd propagation mode.  In addition, it can 
be seen displayed the line of light which corresponds to a 
wave propagating in the vacuum. If the step of the 1st mode is 
observed, it comes to sight that it is lower than the line of light 
and therefore, the equivalent refractive index of the structure 
analyzed in the figure is higher than one as expected from this 
kind of structures. 

In periodic structures where the periodicity is known, the 
dispersion diagrams can be represented as the relation between 
the frequency and the phase increment per unit cell (4) with k 
as the propagation constant and P as the length of a unit cell.  

 
           (4) 

 
This representation method is chosen due to its lower 

computation cost using Floquet’s Theorem to analyze periodic 
structures [19]. The diagrams are periodic and therefore only 
one period is displayed, i.e., between 0 and 1. Since in this 
project periodic structures with a known periodicity were 
analyzed, all dispersion diagrams are displayed using this 
criterion.  

G. Scattering parameters 
The Scattering Parameters of a structure are the relation 

between the input and output power waves at each frequency 
in it [20]. The Scattering parameters represent the magnitude 
and phase relation between a wave at a certain frequency that 
is excited in one input port and the wave received in one 
output port. From the phase of the S21 parameter, the 
dispersion diagram can be obtained. The S21 contains the 
phase difference between the received wave in the output port 
after a wave is excited in the input port. This phase difference 
is –βl, i.e., the propagation constant into the distance between 
the input and the output port. With the propagation constant, 

the dispersion diagram can be generated. 

III.  METHOD 

Different structures were simulated using the CST 
simulation software in order to study how a twist-symmetric 
periodic structure could be implemented in flat technology. 
First of all, different flat unit cells that were designed as an 
attempt to reproduce a twist-symmetric unit cell were 
simulated. From the results of these first simulations, some 
designs in Microstrip technology were implemented. 
Moreover, distinct geometries of them were tested in order to 
see their influence in the dispersion diagram. Since this kind 
of structures is especially innovative and nowadays under 
research, most of the work was based on trial and error 
procedure. From the results obtained in each step, the direction 
of the succeeding steps was chosen. Small changes were 
performed from each design tested to the following one, 
attempting only to modify the structures and not to create new 
ones.  

 
A. Materials 

As it is said, the structures analyzed were conceived in 
order to work at high frequencies with an ultra-wide 
bandwidth. Since at high frequencies dielectrics have high 
losses, they could not be used  [21]. Thus, all the structures 
and unit cells designed are only made of PEC, i.e., Perfect 
Electric Conductor [22].  

B. Simulations in CST 
The study of all the structures and unit cells was made 

analyzing and comparing their dispersion diagrams and their 
equivalent refractive indexes. The simulations of the structures 
were performed using the CST simulation software and then 
post-processed and displayed using Matlab. Two different 
kinds of solvers were used: the Eigenmode Solver and the 
Time Domain Solver. The Eigenmode solver was employed to 
analyze unit cells part of a periodic structure while the Time 
Domain solver was used to analyze complete periodic 
structures made of a certain number of unit cells. 

In a periodic structure it is required to analyze only one of 

Fig. 2. Dispersion diagram of a glide-symmetric periodic structure. 
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the unit cells in order to know the wave propagation behavior 
in all the structure [3]. The Eigenmode Solver permits to study 
periodic structures from its unit cell. With this solver the 
dispersion diagram of a periodic structure can be simulated 
and thus study its wave-propagation behavior. The Eigenmode 
Solver simulates the frequency dispersion of waves 
propagating at 0 and 45 degrees which is sufficient to know 
how the dispersion is in all directions. This is useful in flat 
structures that are periodic in two dimensions. On the other 
hand, in structures that are only periodic in one dimension 
such as the twist symmetry ones, the dispersion at 45 degrees 
is not a parameter of interest. Since the studied designs were 
oriented following the x-axis, only this direction was taken 
into account. 

The Eigenmode Solver cannot be used to study specific 
periodic structures with a specific number of unit cells because 
the structure itself is not repeated. In that case, another way to 
simulate the structure it is needed. The method chosen in order 
to analyze specific structures is to set an input and an output 
port, simulate the Scattering Parameters using the Time 
Domain Solver and then extract the dispersion diagram.  

C. Transition from the original unit cell to its flat realization 
To design a structure in flat technology which behaved as a 

twist-symmetric periodic structure it was needed first to study 
different unit cells in order to analyze if they showed similar 
wave-propagation behavior.  

The structure from which all the designs in this project 
comes from is a unit cell consisting on a coaxial transmission 
line which is composed of an inner and outer conductor 
separated by a small gap (see Fig. 3). The inner conductor has 
cavities with a given translation and rotation in it, creating a 
unit cell with twist symmetry. With different number of 
cavities per unit cell, different twist symmetries are created. 
Depending on the number of cavities per unit cell, different 
twist symmetric structures are obtained, e.g., 1-fold, 2-fold 
and 4-fold corresponding to 1 cavity Fig. 3a), 2 cavities Fig. 
3b) and 4 cavities Fig. 3c) per unit cell respectively. This 
design was chosen because it is a simple structure which at the 
same time shows clearly the twist hyper-symmetric behavior. 

 

The first approach to the flat approximation of it was to 
open the coaxial structure up along its axis. This is to cut it up 
straight from the inner conductor central axis to the outer 
surface of the external conductor and then extend the structure 
(see Fig. 4a). This operation transforms the external conductor 
from an empty cylinder into a flat surface and the inner 
conductor into a flat surface with cavities following a diagonal 
line. The surface with cavities is separated from the other 
surface by the same gap as the original structure Fig. 4b). All 
the following flat unit cells analyzed in the project were based 
in this first flat approximation. 

 
It can be seen that the 4-fold unit cell flat approximation has 

one of the cavities divided in two parts. It was considered that 
this design had not exactly the same continuity as the original 
twist symmetry structure and that it could affect the dispersion 
diagram of it. In order to test that, another design was 
simulated. It was made with both planes expanded half the 
length of the inner conductor diameter so the last perforation 
could be not spliced in two Fig. 5c).  

With this plates’ expansion, the flat approximation with 1 
(Fig 5a), 2 (Fig 5b) and 4 holes (Fig. 5c) unit cells 
corresponding to the number of folds in the coaxial structures 
in Fig. 3a), Fig. 3b) and Fig. 3c) respectively were simulated. 

The purpose of these simulations was to see if the different 
number of cavities on the upper conductor plate had the same 
effect over the dispersion diagram as in the coaxial structures. 

 

 
 

 

a) b) c)  
 
Fig. 5. Flat approximations of the twist-symmetry with different number of 
cavities. a) Flat approximation with 1 cavity, corresponding to the 1-fold 
twist symmetry. b) Flat approximation with 2 cavities, corresponding to the 
2-fold twist symmetry. c) Flat approximation with 4 cavities, corresponding 
to the 4-fold twist symmetry. The parameters in the figure have the same 
values as Fig. 4 except for N which is N = 5πD/2mm+0.1mm = 
3.75πmm+0.1mm 

a) b)  
 
 
Fig. 4. Transition from the coaxial line to its flat approximation. a) How the 
transition is performed. b) The result of the transformation, the first flat 
approximation. The parameters in the figure have the following dimensions: 
W  = πD = 1.5πmm, L = 2.4mm, P = 12mm, N = 2πD = 3πmm, g = 0.1mm 
  

a) b)  

c)  
Fig. 3. The unit cell of a coaxial line: a) With single hole. b) 2-fold twist 
symmetric cavities. c)  4-fold twist-symmetric cavities. Dimensions: D = 
1.5mm, L = 2.4mm, P = 12mm and g = 0.1mm 
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Moreover, it came to sight that to open up the coaxial 
perhaps did not emulate enough the twist geometry, i.e., 
between one unit cell and the following one there is a big 
transition from the last cavity of the first one and the first 
cavity of the second one (see Fig. 6a). Another unit cell cavity 
alignment was designed and simulated. It reproduces the twist 
structures transition between following cells aligning the holes 
in zig-zag geometry (see Fig. 6b). Therefore, the distance 
between cavities is constant, as it is in the original structure. 

  

 
 
It is important to highlight that all the cavities performed in 

the structures, the plates’ thickness, the gap between plates 
and the plates’ width had the exact same dimensions in all the 
designs simulated.  

D. Twist symmetry in Microstrip technology 
The technology chosen to implement the flat realization of 

twist symmetry was the Microstrip because of its simplicity 
and wide use in modern devices. The Microstrip structures 
designed were composed of a ground plane, a strip over it and 
vacuum as the substrate. Taking into account the results of the 
unit cells studied before, different cavities in the strip were 
performed in order to see their influence over the dispersion 
diagram and equivalent refractive index.  

Two main elements can change the wave propagation 
behavior of the structures analyzed: the dimensions and the 
structure geometry. The geometry influence was studied first. 

E. Changing parameter dimensions with the same cavity 
number and arrangement per unit cell 

The effects of two parameters dimensions were studied: the 
gap (g) between the strip and the ground and the width (W) of 
the holes. The width and not the length of the cavities was 
chosen because when a wave propagates through a Microstrip 
structure only the geometrical changes perpendicular to the 
propagation direction change its behavior. This study was 
performed sweeping g and W but maintaining the same unit 
cell. The unit cell chosen was the one containing 4 cavities in 
zig-zag arrangement (see Fig. 7c) because of its performance 
similarities with the twist symmetry. 

F. Changing cavity number per unit cell 
Then, the second element that can influence the wave-

propagation behavior of a structure was studied. Structures 

that differed in the number of cavities per unit cell and their 
alignment were analyzed. This is, 1, 2 or 4 holes per unit cell, 
zig-zag geometry or not, etc. Thus, the strip, the ground, the 
gap between them and the cavities preserved all the same 
dimensions in the following simulations.  

 

 
The number of holes per unit cell has an important effect 

over the equivalent refractive index of a structure as it can be 
seen in [16]. To investigate if in the emulation of the twist 
symmetry using the zig-zag geometry the number of holes had 
the same effect in the flat structures as in the coaxial ones (see 
Fig. 3), structures with 1 (see Fig. 7a), 2 (see Fig. 7b) and 4 
holes (see Fig. 7c) per subunit cell were simulated. 

G. Changing cavity arrangement in a unit cell 
In order to analyze if not only the number of holes in the 

unit cell but the position of them had influence over the wave 
propagation behavior, different cavity arrangements were 
tested. As it was seen in the number of cavities per unit cell 
study, the 4 cavities per unit cell structure showed interesting 
similarities with the original 4-fold coaxial structure which 
will be exposed later in the discussion section. For this reason, 
the cavity alignment study was performed using the 4 holes 
designs. The cavity alignments compared were the zig-zag 
Fig. 8c), the diagonal line Fig. 8b) and the straight line Fig. 
8a). 

IV. RESULTS 

A. Dispersion diagrams of the unit cells 
The following dispersion diagrams correspond to the study 

of the flat approximation of a twist-symmetric unit cell. All of 

a)

b)  

c)  
 
Fig. 7. Different number of cavities per sub-unit cell in the twist realization 
in Microstrip technology. a) 1 cavity per sub-unit cell. b) 2 cavities per sub-
unit cell. c) 4 cavities per sub-unit cell. The dimensions of the paràmetres in 
the figure aret he following ones: W = 1.5πmm, N = 3.75πmm+0.1mm, L = 
2.4mm, M = 51.1mm, P = 12mm and g = 0.1mm 

 

a) b)  
 
Fig. 6. Different cavity alignments for flat approximations of the coaxial 
twist unit cell. a) Diagonal alignment. b) zig-zag alignment. The dimensions 
of the paràmetres in this figure aret he same as Fig. 5. 
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them were generated using CST simulation software with the 
Eigenmode Solver. Since the wave propagation behavior was 
interesting only in the x axis, just the propagation in that axis 
was displayed. 

 

 
First of all, the results of the original periodic coaxial unit 

cells possessing twist symmetry are exposed. Fig. 9 
corresponds to the dispersion diagram comparison of the 
coaxial unit cells with 1-fold, 2-folds and 4-folds. Since it was 
interesting to analyze the transition between the first  and 
second mode, a zoom of this region is also displayed. The 
designs studied here have the dimensions of the models in Fig. 
3.  

Fig. 10 displays the dispersion diagram comparison 
between the 4-fold coaxial unit cell, its original flat 
approximation and the expanded flat approximation. The 4-
fold coaxial unit cell has the dimensions of the unit cell in Fig. 
3c), the original flat approximations has the dimensions of Fig. 
4b) and its expansion the dimensions of Fig. 5c).  

The next figure (Fig. 11) corresponds to the results of the 
flat approximation of the coaxial unit cells study. It displays 
the dispersion diagram comparison of the flat unit cells with 
different number of cavities (Fig. 5) that attempt to emulate 
the wave-propagation behavior of the structures in Fig. 3. It is 
also displayed the zoom to the 1st and 2nd mode transition. 
The dimensions of the designs tested in this study are the ones 
in Fig. 5. 

Finally, in Fig. 12, the results of the diagonal and zig-zag 
unit cells cavity alignment comparison are exposed. The 
dimensions of these unit cells correspond to the ones in Fig. 6.  

 
B. Dispersion diagrams and equivalent refractive indexes of 
the Microstrip structures dimension sweeping 
 

The following dispersion diagrams and equivalent refractive 
index graphs correspond to the study of the dimension 
sweeping of the structure in Fig. 8c). In the designs simulated 
in this section only the width of the cavities and the gap 
between the strip and the ground plane were modified. The 
other dimensions are maintained constant: N = 
2·π·1.5+0.1mm, L = 1.5mm and P = 12mm. The dispersion 
diagrams were generated using CST simulation software with 
the Time Domain Solver, extracting the phase from the S21 
value of the Scattering parameters of the structure. Then, from 
the dispersion diagrams, the equivalent refractive indexes 
were computed.  

Fig. 13 exposes the results of the cavity width influence in 
the wave-propagation behavior study. It is displayed first the 
dispersion diagram comparison (Fig. 13a) and then the 
equivalent refractive index comparison (Fig. 13b).  

Fig. 14 shows the results of the gap height influence in the 
dispersion diagram (Fig. 14a) and the equivalent refractive 
index (Fig. 14b). 

a) 

 
b) 

 
c) 

  
 
Fig. 8. Different cavity alignment in a sub-unit cell for the twist aproximation 
in Microstrip technology. a) Straight cavity alginment. b) Diagonal cavity 
alignment. c) Zig-zag cavity alignment. The dimensions of the paràmetres in 
this figure aret he same as the paràmetres in Fig. 7.  

 
Fig. 9. Coaxial 1-fold, 2-fold and 4-fold dispersion diagram comparison and 
zoom of the same diagram. 
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C. Dispersion diagrams and equivalent refractive indexes of 
the different cavities arrangement per unit cell 
 

The following dispersion diagrams and equivalent refractive 
index graphs correspond to the study of different unit cells 
manatining the same cavity and structure dimensions. In all 
the following figures the cavities dimensions are: W = 
4.71mm and L = 2.4mm. The strip dimensions are g = 0.1mm, 
N = 2·π·1.5+0.1 mm and P = 12mm. The same methods as the 
previous studies have been used to generate them. 

Fig. 15 displays the dispersion diagram and equivalent 
refractive index comparison between the structures in Fig. 7 
with 1, 2 and 4 cavities per unit cell. 

Fig. 16 corresponds to the dispersion diagram and 
equivalent refractive index comparison between the structures 
in Fig. 8 with different cavity alignments: straight, diagonal 
and zig-zag. 

V. DISCUSSION 

 
Looking at the simulation results we can observe the 

influence of different geometries and dimensions over the 
dispersion diagrams. 

 
Fig. 10. Comparison between the dispersion diagrams of the 4-fold coaxial 
unit cell, its first flat approximation with the last cavity splited in 2 and its 
flat approximation with the last cavity complete.  

a) 

 
b) 

  
 
Fig. 11.   Dispersion diagram comparison between the coaxial flat 
approximations: 1-fold, 2-fold and 4-fold twist-symmetric unit cells. a) First 
two modes of the dispersion diagram. b) Zoom in the same diagram. 
  

Fr
eq

ue
nc

y 
[G

H
z]

a)  
b) 

Fig. 12.  Dispersion diagram comparison between unit cells with diagonal 
cavity alignment and zig-zag alignment. a) First two modes of the dispersion 
diagram. b) Zoom in the same diagram. 
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It can be seen that in the unit cell and structure analyses, the 
same changes affect the same parameters, but with a greater 
effect in the second ones. One of the problems of using the 
Time Domain solver is that the multiple reflections of the 
waves from one port to another generate fluctuations in the 
dispersion diagrams. Nevertheless, if the origin of the 
oscillations is known it should not interfere with the final 
conclusions. 

Regarding the first flat approximations of the unit cell (see 
Fig. 10), it can be seen that they differ from the coaxial 
original structure in the equivalent refractive index, i.e., it is 
smaller. Nevertheless, they have no dispersion in the coaxial 
bandwidth of the first two modes. It also came to sight that 
there is not much difference between the dispersion diagram 
between the split cavity structure and the complete cavity one. 
They only vary at the highest frequencies of the second mode, 
with a slight dispersion in the second mode of the complete 
cavity unit cell. However, the complete cavity unit cell is 
easier to manufacture. Because of that, the other designs tested 
were modelled following this guideline.  

Concerning the holes alignment, in Fig. 12 and Fig. 16 it 
can be seen that it has a big influence in the equivalent 

refractive index. The diagonal arrangement structure has a 
higher equivalent refractive index than the other distributions 
with the straight alignment having the smallest one. There is a 
relation of approximately 1.1:1 between the zig-zag and 
straight and 1.2:1 between the diagonal and the straight 
structures equivalent refractive indexes. However, the zig-zag 
structure has less dispersion than the diagonal one as its 
equivalent refractive index is more flat, showing an interesting 
similarity with the twist-symmetric structures. 

 

 
 
Concerning the influence of the number of holes per unit 

cell, in figure Fig. 11 and Fig. 15 it is clear that as expected, 
the more cavities exist in a unit cell, the higher equivalent 
refractive index.  

If we study the unit cell dispersion diagrams (see Fig. 11) 
we can see that the difference between the number of cavities 
has a small effect over the dispersion diagram. Nevertheless, it 
has some similarities with the coaxial unit cells. With one 
cavity per unit cell there is a small band gap between 12 and 
13 GHz (see Fig. 11) and in the coaxial unit cells (see Fig. 9) 
there is a gap between 10 and 13 GHz. 

a) 

  
b) 

 
Fig. 13. Study of the influence in the wave propagation behaviour of W 
dimensions. a) Dispersion diagram comparison. b) Equivalent refractive 
index comparison. 
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Fig. 14. Study of the influence in the wave propagation behaviour of g 
dimensions. a) Dispersion diagram comparison. b) Equivalent refractive 
index comparison. 

R
ef

ra
ct

iv
e 

In
de

x 
n



469

K2: Periodic Structures Possessing Higher Symmetries 
 

 

Moreover, it is noticeable that the equivalent refractive index 
of the 2 holes flat unit cell is smaller than the 4 holes one as in 
the coaxial structures. Therefore, the flat realizations of the 
coaxial unit cells can be considered a good approximation of 
them. When the number of cavities per unit cell is compared 
in the Microstrip structures (see Fig. 15) the difference 
between equivalent refractive indexes is clearer: there is 
approximately a relation of 1.05:1 between the 2 holes and 1 
hole structures and a relation of 1.1:1 between the 4 holes and 
1 hole structures. In addition, it comes to sight that the more 
number of cavities, the more dispersion in the first mode. 
However, this last result differs from the coaxial unit cells 
which show less dispersion with more cavities. 

Regarding the gap and cavity width influence, it is 
observable in Fig. 13 and Fig. 14 that both parameters also 
have a great impact in the equivalent refractive index. When 
increased, the equivalent refractive index rises. On the other 
hand, the structures show more dispersion with higher values 
of the parameters. 

 

 
To sum up the results, the equivalent refractive index of the 

analyzed Microstrip structures can be raised increasing the 
number of cavities per unit cell, the gap between the strip and 
the ground and the width of the strip holes. In addition, the 
cavity alignment in a unit cell that has a higher equivalent 
refractive index is the diagonal one, followed by the zig-zag 
and the straight. In all cases, it came to sight that the higher 
the equivalent refractive index is, the more dispersive is the 
structure. 

VI. CONCLUSIONS 

In this project the flat realization of a twist-symmetric 
coaxial structure was analyzed. From the simulation of flat 
unit cells that attempted to emulate the twist geometry, 
different structures in Microstrip technology were designed 
and examined. The results obtained showed interesting 
similarities with the coaxial unit cell when the twist symmetry 
was tried to be reproduced using a zig-zag cavity alignment. 

a) 

  
b) 

 
Fig. 15 Study of the influence in the wave propagation behaviour of the 
number of holes per sub-unit cell. a) Dispersion diagram comparison. b) 
Equivalent refractive index comparison. 
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Fig. 16. Study of the influence in the wave propagation behaviour of the 
number of holes per sub-unit cell. a) Dispersion diagram comparison. b) 
Equivalent refractive index comparison. 
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Among them there is lower dispersion and a lower equivalent 
refractive index than other configurations. Moreover, it was 
studied how different elements can affect the structures 
bandwidth, dispersion and equivalent refractive index. It came 
to sight that some parameters dimensions and the number of 
cavities per unit cell have a big influence in its equivalent 
refractive index. In addition, it could be observed that 
dispersion increased with the equivalent refractive index. We 
can conclude that this study showed some interesting 
properties of higher symmetries implemented in Microstrip 
technology. Nevertheless, further research is needed in order 
to make it possible that this kind of technology is cheap and 
easy enough to manufacture in flat technology so it can be 
integrated in the new generation of communication systems.  
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MINING RESIDUES POWER THE FUTURE
 
There is an urgent need for a new, highly efficient, low cost and simple generator to power the 
world’s ever-increasing energy demand.  Researchers at KTH Royal Institute of Technology set out 
to solve this energy crisis by introducing an optimized wave power generator which improves the 
efficiency over earlier designs as well as lowering costs by using alternative permanent magnets.
 
In many countries around the world, the transition to a sustainable power system is not as straightforward 
as it is in Sweden where hydro energy is abundant. For countries with large coastal areas, wave power could 
be a part of the solution. However, the development of wave power has lagged behind other research, this is 
something that researchers and students at KTH Royal Institute of Technology wanted to change.
 
“It’s fantastic to be part of and develop the future of energy production”, says student Gustav Giske.
 
Using permanent magnets made from residues from the mining industry and different kinds of stainless 
steel, researcher Anders Hagnestål and a group of students are trying to demonstrate that wave power gener-
ators made with the so-called ferrite magnets have the potential to significantly improve in efficiency.
 
The uniqueness of the work currently underway is, among other things, to optimize a design of a linear ferrite 
magnet generator. Ferrite magnets are significantly cheaper than traditionally used neodymium magnets but 
have long been considered too ineffective to use in linear generators.
 
A prototype was built to demonstrate theoretical results. The ferrite magnets mounted on the shaft of the 
power plant together with the motion of the waves produce a time-varying magnetic field. The magnetic field 
then induces electrical currents in copper windings.
 
The students also studied the magnetic strength of the stainless steel that is used in the generator. In theory, 
it should be non-magnetic, but due to impurities and the machining process it becomes slightly magnetic and 
this has a major influence on the performance of the generator.

Very few wave power plants are in operation today, it is believed this is partly due to the inherent expensive 
nature of wave power plants with complicated installations and maintenance and partly due to its relatively 
inefficient design. With leaps in technology and reduced costs by scaling up manufacturing to larger produc-
tions, the future for wave power looks increasingly optimistic.

CONTEXT L: WAVE ENERGY
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The Earth’s oceans contain vast amounts of en-
ergy, however harvesting wave energy poses 
several difficulties not seen in other renewable 

energy sources such as wind or sun power. With the 
imminent threat of global warming, the world needs 
to move away from harmful CO2 emitting energy 
sources into systems based on renewable energy. A 
variety of energy sources is needed to replace fossil 
fuels and wave power has the potential to make an 
important contribution.
 
To make wave power economically viable and able 
to compete with fossil fuels and more easily feasible 
renewables, several obstacles need to be overcome. 
One of the main complications is that the construc-
tion of the wave power plants must be dimensioned 
to handle the strongest of storms while the greatest 
quantity of energy is produced during calmer cir-
cumstances. Another is to find materials and con-
struction methods which make wave power plants 
more low cost with higher efficiency. If these issues 
are solved, a very stable renewable energy source 
could be added to the energy mix in many countries 
with coastal areas. Wave energy is not as weather de-
pendent as wind or solar energy, a fact which makes 
it ideal for introduction into energy systems that lack 
a continuous energy source such as hydro power.
 
The aim of this context was to contribute to the area 
of wave power plants, both in material research for 
future constructions as well as evaluating how well 
designs of power plants built on cheaper magnets 
can perform in practice.
 
Group L1 studied different types of stainless steel 
that could be used as structure material in a wave 
power generator developed by researcher Anders 
Hagnestål. The focus of the project was to measure 
how magnetic the stainless steels are in reality. Us-
ing a U-shaped magnetic circuit, the magnetic per-
meability of the stainless steels was measured while 
being exposed to mechanical stress. The stainless 
steel’s possible influence on the performance of the 
wave power generator could then be more accurately 
evaluated. The less magnetic the stainless steels are, 
the more effective the wave power generator will be.
 
Group L2 ‘s research concentrated on designing and 
building a prototype of an optimized ferrite magnet 
linear generator. The optimization was done by re-
searcher Anders Hagnestål and the project compared 
the theoretical results done in the optimization with 
the actual results produced by the built prototype. 
The project aimed to show how well the calculations 
conform with reality. Since the ferrite magnets are 
considerably cheaper than the more powerful and 
more widely used neodymium magnets, this project 
could be a part of cutting the cost in producing wave 
power plants, thus making them more economically 
viable.

Future projects related to wave power could possibly 
focus on making the wave generators more effective 
in low amplitude waves while still being dimensioned 
to withstand high amplitude waves which occur dur-
ing storms. A consideration for marine organisms 
and the marine ecosystem should be taken into con-
sideration as an ethical issue for further discussion.
 

IMPACT ON SOCIETY AND ENVIRONMENT

Close to 60 percent of the world’s greenhouse gases 
emissions stem from the energy sector which makes 
it a highly-prioritized sector to convert. The Unit-
ed Nations development goals state that all people 
should have access to clean and sustainable ener-
gy. To meet the mitigation goals stated by the Paris 
Agreement, the energy sector needs to be reinvented 
and transformed. Renewable energy has a great po-
tential to be a part of this change since most of the 
raw energy sources such as the sun, wind and waves 
are non-excludable resources making it possible for 
every country to harness them freely. For this rea-
son, renewable energy could be a driver in making 
developing countries industrialized in a clean and af-
fordable way. Wave energy is primarily accessible to 
counties with a coast line. Fortunately, this includes 
many developing countries. Wave energy also has 
the advantage of being a relatively continuous energy 
source compared to other renewables which makes 
the need of costly energy storage such as batteries 
less important.
 
There are some ethical issues which must be con-
sidered when dealing with wave power. Wave power 
plants are material-intensive and as such, good con-
trol of the supply chain is required. The materials’ 
effect on the environment, human health, as well as 
how well the production of these materials contrib-
utes to social and economic sustainability, are impor-
tant issues. It has been observed that many mining 
sites for rare earth minerals have been using child la-
bor as well as polluting surrounding water supplies. 
In the production of the generators, glue and other 
adhesives are often used. These are potentially harm-
ful to workers as well as the environment. Educating 
workers on the dangers of these materials are crucial 
for preventing personal injuries. To determine which 
generator design is environmentally most benefi-
cial over time, a life cycle assessment including total 
emissions of the power plants is needed.
 
It is important to ensure that the power companies 
which construct and situate the wave power plants 
are also responsible for recycling the power plants 
when their technical life cycle is finished. To leave 
abandoned wave power plants in the ocean for fu-
ture generations to take care of would not be ethical-
ly right or environmentally friendly. A tax or deposit 
included in the building permit for the power plant 
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sites could serve as a fund for recycling and remov-
ing the old power plants if the power company get 
bankrupt.
 
Wave power has various effects on the marine eco-
system, both positive and negative. Previous wave 
power generators have proven to act as an artificial 
habitat for microorganisms such as algae and inver-
tebrates and therefore contributing to the conserva-
tion of biodiversity. Wave power plants hinder recre-
ational activities such as jet-skiing and scuba diving 
and also redirects vessels to other routes. This would 
indirectly turn the areas into marine protected areas, 
mimicking the function of a nature reserve. Organ-
isms using sound as a navigation tool will be affected 
by the underwater noise from the wave farms. While 
some organisms might take advantage of wave farms 
other organisms could be in danger. If an environ-
mental impact assessment is done to determine the 
most beneficial sites, we are convinced that the ben-
efits of wave power will exceed the minor negative 
effects on human and marine life.  

CONTEXT L: WAVE ENERGY
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L1. MAGNETIC PROPERTY OF STAINLESS STEEL 
 

  
Abstract—A new kind of wave power generator is being developed 
at KTH Royal Institute of Technology which potentially can reach 
an efficiency of 98 %. However, this generator’s small air gap sets 
strict requirements on the stiffness of the structure to withstand 
the large magnetic forces. The structure, therefore, need to be both 
stiff and non-magnetic. To tackle that problem austenitic stainless 
steel will be used. Then again, austenitic stainless steel tends to 
become slightly magnetic because of impurities and mechanical 
stress. The purpose of this report is to study the magnetic 
properties of the austenitic stainless steel and observe how 
mechanical stress can change their properties. Moreover, 
economic and environmental aspects considering the use and 
production of the steel are studied. Two experiments were applied 
to measure the magnetic properties, using an LCR-meter and an 
electrical circuit with a current amplifier. Both methods showed 
that mechanical stress will result in changing the magnetic 
property of austenitic stainless steel. Some steel types were less 
affected by the mechanical stress applied leading to the conclusion 
that they are more effective when placed near the generator’s air 
gap. Regarding sustainable development, it is uncertain to 
determine the impact the generator has on the environment, 
mainly because of the steel types manufacturing process is 
unknown. On the contrary, the maintenance costs of the generator 
are predicted to be low and if the prototype fulfills the efficiency 
expectations it will have a huge impact on the future of wave power 
technology. 
  

I. INTRODUCTION 
 

LOBAL warming is a tremendous challenge we are 
facing today. The emissions of greenhouse gases such as 
carbon dioxide (CO2) and methane (CH4) is the leading 
cause of global warming and climate change. The 

reduction of greenhouse gases has been a central debate for a 
long time and was discussed in the Paris Agreement 2015 where 
194 countries agreed to keep the global temperature below 2℃ 
and also support countries who are being affected by the causes 
of climate change[5]. The emissions of greenhouse gases come 
from combustion of fossil fuels such as coal and oil to fill our 
energy needs[6]. Global warming and climate change will 
affect our environment and ecosystem heavily. Fossil fuels are 
also a limited source of energy and will run out in the future.  

Therefore, it is important that we meet our energy needs in 
other ways. There are renewable energy sources that have less      
impact on the environment such as solar power, hydro power,  

 
 
 

 
and wind power. The ideal energy supply in the world should 
consist of renewable energy sources to get on the path of a 
sustainable development. Another renewable energy source is 
wave power, where a generator converts the kinetic energy 
from the waves into electricity[7]. The difference from the other 
renewable energy sources mentioned earlier is that wave power 
is not a commercial energy source and is used to a lesser extent. 
The biggest problems with wave power are the ineffective 
energy conversion and the complications with the marine 
environment[4].  

A new type of wave power generator is being developed at 
KTH Royal Institute of Technology that will reach new levels 
of efficiency compared to the wave power generators today. 
This new generator is predicted to be able to convert the energy 
in low velocity waves with an efficiency of 98 %. Current wave 
power generators are not capable to reach that level of 
efficiency due to the low speeds involved[4]. Austenitic 
stainless steel is being used as structure material to resist the 
strong magnetic force that appear in the generator’s air gap. In 
theory, austenitic stainless steel is non-magnetic, but they tend 
to become slightly magnetic because of impurities and plastic 
deformation which can affect the performance of the generator 
[4, 8]. The purpose of this report is to examine how the 
magnetic properties, especially the relative permeability of 
austenitic stainless steel affects the wave power generator’s 
performance. We will also identify the austenitic stainless steels 
that are most economically profitable from a mass productions 
perspective and identify problems in these stainless steels types 
from an ecological and social point of view. 

 
II. THE WAVE POWER GENERATOR 

 
Our supervisor Anders Hagnestål is currently developing a 

new type of wave power generator at KTH Royal Institute of 
Technology that is predicted to have an efficiency of 98 %, 
much better than the current wave power generators. As 
mentioned earlier this wave power generator will be able to 
operate in very low velocities, from 0.7-3 m/s. Current wave 
power generators either use a hydraulic system or converts the 
power with an efficiency of 60-90 % when low speeds are 
involved. The generator mainly consists of a translator which is 
built of electrical sheets and structure material, and a stator core 
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which is built of electrical sheets, magnets, windings and 
structure material. The generator will be force-dense, meaning 
that a shorter winding than usual will be used and the wires in 
the winding will be made thicker leading to the usage of less 
material and increased efficiency. The force-density of the 
generator will also be of an economic benefit since the 
generator will cost less than usual to construct. To reach an 
efficiency of 98 % the generator must also be designed to 
withstand the strong magnetic forces that occur in the 
generator’s air gap because of the attraction between translator 
and the stator core[4]. The construction of the wave power 
generator can be seen in Fig. 1. 

  

 
In this generator the air gap is unwanted but still unavoidable 

because of the translator’s movement alongside the stator [9]. 
The generator must therefore be constructed of material that are 
stiff and non-magnetic with a low electrical conductivity and 
good mechanical fatigue properties to resist the magnetic forces 
that occurs between the translator and stator. The magnetic flux 
in the generator will not pass through non-magnetic materials 
and therefore the losses will be minimized. The austenitic 
stainless steel will be arranged in different geometrical 
positions, giving the generator its desired stiff construction[4]. 

 
 

III. THEORY 
 

A. Austenitic Stainless steel and plastic deformation 
 

Austenitic stainless steel is the most common type of 
stainless steel. There are around 150 different types of 
austenitic stainless steels that potentially can be a part of the 
generator in Fig. 1. They are recognized as non-magnetic and 
easy formable. They can handle a high level of mechanical 
stress and heat. They are approximately as stiff as ordinary 
steel. With a high corrosion resistance austenitic stainless steel 
are very hard to corrode, explaining its great usage [10]. The 
permeability of austenitic stainless steel ranges from 1.003-
1.005 ideally, more about permeability can be read in the 
upcoming topic. The most famous types of stainless steels are 

austenitic, martensitic and ferritic stainless steel with the 
austenitic ones being the least magnetic and ferritic ones being 
the most magnetic. When austenitic stainless steel is exposed to 
plastic deformation, the crystal structure of the stainless steels 
will be changed, and it might behave martensitic or ferritic, 
which mean its permeability will increase[4, 11].  

 
B. Permeability  

 
Permeability is a degree of magnetization obtained by a 

material when it is exposed to a magnetic field. When the 
medium is linear, isotropic and homogenous, the magnetization 
vector M is proportional to the magnetic field intensity vector 
H. The relation between the two can is [12]. 

 
𝑴𝑴 = 𝜒𝜒𝑚𝑚𝑯𝑯                                                                                        (1) 

 

χm in (1) is the magnetic susceptibility which is a 
dimensionless quantity. Susceptibility is a microscopic 
magnetic property of a material. Using equation (1), the 
magnetic flux density B can be obtained and is presented in (2). 

 
𝑩𝑩 = µ0(1 + 𝜒𝜒𝑚𝑚)𝑯𝑯 = µ𝑟𝑟µ0𝑯𝑯 = µ𝑯𝑯                                          (2) 

            
The term µ is known as the absolute permeability and µr is 

known as the relative permeability of a specific material. µ0 is 
the permeability in vacuum with the value 4π*10-7. Material 
with a µr >1 but still close to 1 are called paramagnetic. On the 
other hand, material with a µr <1 but also still close to 1 called 
diamagnetic. Materials with a µr much larger than 1 are called 
ferromagnetic. Air has a µr equal to 1 [12]. The linear relation 
in (2) is valid when the magnetic material is below its saturation 
point which will be discussed in the next topic.  

 
 
C.  Magnetic Materials and Electrical Machines 

 
Soft and hard magnetic materials are commonly used in 

electrical machines. The relation between B and H of soft and 
hard magnetic materials can be seen in Fig. 2, also see (2) for 

 
 
Fig. 2. B-H curves for air, soft and hard magnetic materials [2]. 

 
 
Fig. 1.  The wave power generator´s structure [4]. 
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which is built of electrical sheets, magnets, windings and 
structure material. The generator will be force-dense, meaning 
that a shorter winding than usual will be used and the wires in 
the winding will be made thicker leading to the usage of less 
material and increased efficiency. The force-density of the 
generator will also be of an economic benefit since the 
generator will cost less than usual to construct. To reach an 
efficiency of 98 % the generator must also be designed to 
withstand the strong magnetic forces that occur in the 
generator’s air gap because of the attraction between translator 
and the stator core[4]. The construction of the wave power 
generator can be seen in Fig. 1. 

  

 
In this generator the air gap is unwanted but still unavoidable 

because of the translator’s movement alongside the stator [9]. 
The generator must therefore be constructed of material that are 
stiff and non-magnetic with a low electrical conductivity and 
good mechanical fatigue properties to resist the magnetic forces 
that occurs between the translator and stator. The magnetic flux 
in the generator will not pass through non-magnetic materials 
and therefore the losses will be minimized. The austenitic 
stainless steel will be arranged in different geometrical 
positions, giving the generator its desired stiff construction[4]. 

 
 

III. THEORY 
 

A. Austenitic Stainless steel and plastic deformation 
 

Austenitic stainless steel is the most common type of 
stainless steel. There are around 150 different types of 
austenitic stainless steels that potentially can be a part of the 
generator in Fig. 1. They are recognized as non-magnetic and 
easy formable. They can handle a high level of mechanical 
stress and heat. They are approximately as stiff as ordinary 
steel. With a high corrosion resistance austenitic stainless steel 
are very hard to corrode, explaining its great usage [10]. The 
permeability of austenitic stainless steel ranges from 1.003-
1.005 ideally, more about permeability can be read in the 
upcoming topic. The most famous types of stainless steels are 

austenitic, martensitic and ferritic stainless steel with the 
austenitic ones being the least magnetic and ferritic ones being 
the most magnetic. When austenitic stainless steel is exposed to 
plastic deformation, the crystal structure of the stainless steels 
will be changed, and it might behave martensitic or ferritic, 
which mean its permeability will increase[4, 11].  

 
B. Permeability  

 
Permeability is a degree of magnetization obtained by a 

material when it is exposed to a magnetic field. When the 
medium is linear, isotropic and homogenous, the magnetization 
vector M is proportional to the magnetic field intensity vector 
H. The relation between the two can is [12]. 

 
𝑴𝑴 = 𝜒𝜒𝑚𝑚𝑯𝑯                                                                                        (1) 

 

χm in (1) is the magnetic susceptibility which is a 
dimensionless quantity. Susceptibility is a microscopic 
magnetic property of a material. Using equation (1), the 
magnetic flux density B can be obtained and is presented in (2). 

 
𝑩𝑩 = µ0(1 + 𝜒𝜒𝑚𝑚)𝑯𝑯 = µ𝑟𝑟µ0𝑯𝑯 = µ𝑯𝑯                                          (2) 

            
The term µ is known as the absolute permeability and µr is 

known as the relative permeability of a specific material. µ0 is 
the permeability in vacuum with the value 4π*10-7. Material 
with a µr >1 but still close to 1 are called paramagnetic. On the 
other hand, material with a µr <1 but also still close to 1 called 
diamagnetic. Materials with a µr much larger than 1 are called 
ferromagnetic. Air has a µr equal to 1 [12]. The linear relation 
in (2) is valid when the magnetic material is below its saturation 
point which will be discussed in the next topic.  

 
 
C.  Magnetic Materials and Electrical Machines 

 
Soft and hard magnetic materials are commonly used in 

electrical machines. The relation between B and H of soft and 
hard magnetic materials can be seen in Fig. 2, also see (2) for 

 
 
Fig. 2. B-H curves for air, soft and hard magnetic materials [2]. 

 
 
Fig. 1.  The wave power generator´s structure [4]. 
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further clarification. A specific property of soft magnetic 
material is that the value of B can easily be changed by applying 
low values of H, i.e. that the hysteresis effect is small. In 
contrast, higher values of H are required to obtain a significant 
change of B in hard magnetic materials. The purpose of using 
soft magnetic materials in electrical machines is to carry high 
values of the magnetic flux Φ with low values of power losses. 
Φ in a magnetic conductor with a cross-sectional area A and the 
magnetic flux density B can be seen in (3) [2]. 

  
𝛷𝛷 =  𝐵𝐵𝐵𝐵                                                                                       (3) 
 

 
The power losses mentioned earlier are hysteresis and eddy-

current losses which will be discussed more in detail in the 
upcoming topics. For an electromagnet the magnetomotive 
force (MMF) is simply the number of turns N of a winding 
through the magnetic conductor multiplied by the 
magnetization current Im. Im can be described as the current 
required to obtain a flux in an electromagnet. To obtain the 
MMF and a flux in a magnetic circuit another unit must be 
determined which is reluctance Rm[1]. The relation in the 
magnetic circuit can be seen in (4). 

 
𝑁𝑁𝐼𝐼𝑚𝑚 =  𝛷𝛷 𝑅𝑅𝑚𝑚                                                                             ( 4) 

 
A magnetic circuit can be compared to an electrical circuit, 

where NI can be viewed as the voltage, the magnetic flux as the 
current through the magnetic circuit and the reluctance as the 
resistance. If the electromagnet has an air gap, the total 
reluctance Rm,tot of the circuit can be given as the sum of the 
reluctance of the core Rm,core and reluctance of the air gap Rm,ag.  

   

𝑅𝑅𝑚𝑚,𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 = 𝑙𝑙𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐
(µ𝑐𝑐µ0𝐵𝐵𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐)                                                                 (5) 

𝑅𝑅𝑚𝑚,𝑎𝑎𝑎𝑎 =
𝑙𝑙𝑎𝑎𝑎𝑎

µ0𝐵𝐵𝑎𝑎𝑎𝑎
                                                                              (6) 

In (5), lcore is the path length of the magnetic flux through the 
core and in (6) lag is the length of the air gap. A magnetic circuit 
with an air gap is illustrated in Fig. 3 [1].  

Depending on what material the core is built of (e.g. iron), 
there is a limit to B where it reaches a steady value, even if the 
core is subjected to higher H by allowing higher current flow 
through the core. When the material reaches that limit, it is 
saturated and reaches its saturation point, presented for iron in 
Fig. 4. The B-H curve can be approximated to a linear equation 
in case the applied magnetic field intensity is low, that will 
result in the relation in (2).  In other words that linear relation 
is only valid if the material is not saturated.   

 

To obtain maximal efficiency, electrical machines are 
designed to work tightly under the saturation limit which is 
presented in Fig. 4. If an electrical machine has its working 
point under the ideal point, it will lead to an inefficient usage of 
the machine. Similarly, if the working point is above the ideal 
point, it will lead to inefficient use of the current. 

The lower MMF induced in the electrical machine, the lower 
will the risk for saturation become. The MMF can be regulated 
by the magnetization current Im. Another relation presenting the 
MMF in an electromagnet without an air gap is seen in (7)[1]. 

 
𝑁𝑁𝐼𝐼 = 𝐵𝐵𝑙𝑙𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐

µ𝑐𝑐µ0
                                                                                    (7) 

   The magnetic flux path length is lcore. According to the 
relation (7), materials with high relative permeability can be 
chosen to reduce the MMF. As a result, the desired magnetic 
flux is obtained in the magnetic circuit. Material properties such 
as relative permeability are important in electrical machines 
specifically for induction and reluctance machines [1].  
 
 

D. Inductance 
 

In a magnetic circuit the flux linkage Ψ and the 
magnetization current Im are proportional in case the material is 
not saturated. The proportionality constant is known as 
inductance and can be given in (8) and (9). 

 
Ψ =  LI                                                                                            (8) 
 

 
 
 Fig. 4. A magnetic circuit with an air gap [1] 
  
  

 
Fig. 3. BH-curve for iron  [2] 
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𝐿𝐿 = 𝑁𝑁2

𝑅𝑅𝑚𝑚
                                                                                            (9) 

                    
The relation in (9) is other way of presenting inductance 

where N is the number of turns and Rm  reluctance [13]. 
 
E. Hysteresis Losses 

 
One of the power losses mentioned earlier is hysteresis 

losses. If current varies sinusoidal through an electromagnet it 
will change the magnetic flux density resulting in a hysteresis 
curve. Changing the magnetization procedure through the core 
will cause power losses called for hysteresis losses. The 
following relation shows that hysteresis losses are proportional 
to the frequency.  

 
𝑃𝑃ℎ = 𝐾𝐾ℎ𝑓𝑓 𝐵𝐵𝑝𝑝

𝑛𝑛                                                                                 (10) 
        
where Kh and n are empirical constants. Approximately, n=2 

can often be used. Bp the peak value of magnetic flux 
density[13]. 

 
F. Eddy-current Losses 

When a ferromagnetic material is exposed to time-varying 
magnetic flux density, voltage is induced in the material 
according to Faraday's law of induction. The relations can be 
presented in (11) and (12). 

 
∇ × E = ∂B

∂t                                                                                   (11) 

 
ԑ =  − N dΦ

 dt                                                                                (12) 

                               
 Equation (12) shows that the time-varying flux density is 

equal to the rotation of the electric field vector. The second 
equation presents the induced voltage as the number of turns N 
times the time derivative of the magnetic flux.  The 
ferromagnetic material has some form of resistance and 
combined with the induced current it will lead to power losses. 
The induced currents are known for eddy-currents and the 
power loses are called for eddy-current losses. If the magnetic 
flux density is varying sinusoidal, the eddy-current losses are 
given as,    

 
P =  K𝑓𝑓2𝑑𝑑2𝐵𝐵𝑝𝑝

2                                                                          (13)  
                
here K is a constant, f is the frequency and d is the thickness 

if the material. To decrease those losses in electrical machines, 
magnetic materials are divided in small sheets and laminated 
together. They are also electrically isolated from each other 
Further, the electric steel contains around 3 % silicon, which 
increases the electrical resistivity of the iron with about a factor 
of 4[13]. 

IV. MATERIAL AND METHOD 
 

A. Material 
 

There are 7 different samples of austenitic stainless steels that 
are being measured for this report. Their dimensions are 
represented in Table I. Type 5 and Type 7 could not be 
deformed with a curve radius of 3 cm because of their 
dimensions. When making the measurements of the relative 
permeability which will be explained in the upcoming topics, 
the average value of 3 measurements was used as a result. 
 

 
B. Methods for measuring permeability 

 
There are several methods for measuring the relative 

permeability of stainless steel. A Magnetic Permeability Meter 
Ferromaster can be used. The instrument is relevant to control 
the quality of stainless steel. The instrument has a probe and by 
placing the probe in the desired workspace the relative 
permeability can be measured as in fig 5. The equipment has a 
range for measuring relative permeability between 1,001 and 
1,999. Based on the budget for the project, the instruments 
could not be afforded[3]. 

Another method for measuring the magnetic permeability is 
by applying the theory behind a magnetic circuit as discussed 

 
 
 

Fig. 5.  Magnetic Permeability Meter Ferromaster [3].  
 

TABLE I 
DIMENSIONS OF THE STAINLESS STEEL TYPES MEASURED 

Steel Type 
Length 
(cm) 

Width 
(cm) Height(cm) 

1  50,3 0,03 0,035 
2  50,3 0,03 0,035 
3  50,3 0,03 0,035 
4  35 0,03 0,035 
5  8,9 0,03 0,035 
6  50,3 0,03 0,035 
7  27,3 0,03 1,8 
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earlier. The magnetic circuit can be obtained by building up a 
magnetic core with steel and copper wire can be used as a 
winding through the core. This method will be discussed more 
detailed in the upcoming topic. 

 
C. Construction of a magnetic core with an air gap 

 
As mentioned above a magnetic core with an air gap has been 

constructed. To avoid eddy-current losses iron sheets has been 
used. By placing the iron sheets on each other and taping them 
a desired cross-section area was obtained, which was equal to 
the cross-section of the air gap. The air gap was dimensioned so 
it could fit the cross-section area of the stainless steel (0.18 
mm2). A copper wire was wound through the core and 32 turns 
was obtained. The objective of this method was to use the air 
gap so the steel could be placed there. This can give an 
opportunity to compare the property of the stainless steel and 
air. The magnetic core is given in fig 6.  

 
D.  Measuring the relative permeability by an LCR-meter 

 
 The purpose of using an LCR-meter here was to obtain a 

magnetic circuit by allowing current to flow through the copper 
winding. The current from the LCR-meter was very low (<1A) 
which is desired, so the B-H curve of the core is approximately 
linear. The LCR-meter was connected to both ends of the 
copper wire and several measurements have been observed 
which is discussed in the following paragraph. 

The first step was to calculate reluctance of the core. The 
magnetic core was pushed together so that a core without an air 
gap could be obtained. Using the LCR-meter the inductance of 
the circuit was measured. By using relation (9) the reluctance 
of the core was obtained. The second step was to measure the 
reluctance of the air gap. By keeping the air gap open with the 
same dimension as the stainless steel, the inductance was 
measured. The reluctance was obtained the same way as before. 
This experiment is given in fig. 7.  

 

 

𝑅𝑅𝑎𝑎𝑎𝑎
𝑅𝑅𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠

=

𝑙𝑙𝑎𝑎𝑎𝑎
µ0𝐴𝐴𝑎𝑎𝑎𝑎

 
𝑙𝑙𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠

𝜇𝜇𝑟𝑟𝜇𝜇0𝐴𝐴𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠

= 𝜇𝜇𝑟𝑟                                (14)       

 
The third step was to evaluate the reluctance of the stainless 

steel. By placing the stainless steels in the air gap, the 
inductance was observed and as before the reluctance of the 
stainless steel and the core was obtained. The reluctance of the 
stainless steel was obtained by subtracting away the reluctance 
of the core which is known from the first step.  

To examine the impact on the permeability of the stainless 
steel due to mechanical plastic deformation, some samples of 
the steels was bended. The stainless steels had the same 
curvature radius (3cm) and the measurements took place the 
same way as the non-bended steel. The relative permeability of 
the stainless steels has been calculated via (14). 
 

 
 
Fig.  6. Measuring the inductance of the core without an air gap. 

 
 
Fig. 7. Measuring the inductance of the core with an air gap. 
 

 
 
Fig. 8. Measuring the inductance of the stainless steel and the core. 
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E. Measurement by applying a magnetization current  
 

This method was based on some calculations to obtain the 
magnetization current of the magnetic core. The purpose of 
using the magnetization current was to ensure that the BH-curve 
of the iron material is linear. In the previous method, the LCR-
meter sends out a rather small current to measure the 
inductance. Thereby, the iron in the core is only weakly 
magnetized to levels considerably below 0,1 T, where the 
permeability of the iron is nonlinear. Thereby, the core 
reluctance can differ significantly between the case where it is 
measured with no air gap and the cases when the reluctance of 
the air and stainless steel is measured, since B is expected to be 
considerably lower in the latter cases due to the higher total 
reluctance. Thereby, a measurement error is introduced, which 
may be non-negligible. According to Faraday's induction law 
by allowing a time varying flux linkage through the inductor a 
voltage will be induced which is calculated in Table II by using 
relation (15). The magnetization current that is required can be 
evaluated by using (16).  

 
𝑢𝑢 =

2𝜋𝜋𝐵𝐵𝑝𝑝𝑓𝑓𝐴𝐴𝑓𝑓𝑓𝑓𝑁𝑁
√2

                                                                     (15) 

 
𝐼𝐼𝑚𝑚 = Ψ

L = 𝑢𝑢
𝜔𝜔 ∗

𝑙𝑙𝑔𝑔
𝑁𝑁2𝐴𝐴𝑓𝑓𝑓𝑓𝜇𝜇0

=
𝐵𝐵𝑝𝑝𝑙𝑙𝑔𝑔

√2 𝑁𝑁𝜇𝜇0
                                        (16) 

 
Here Bp is the desired peak value of the magnetic flux density 

through the core. Bp is set to 0.3 Tesla, this assumption is based 
on the saturation point of iron which is approximately between 
1.6 -1.8 T. The reluctance of the core is neglected. Other values 
lower than 1.6 could have been chosen. The relations above are 
valid when the induced voltage u is sinusoidal. Afe in the 
equations above stands for the cross-section area of the core, lag 
is the length of the air gap and 𝑤𝑤 is the angular frequency (2πf). 
The magnetization current Im for different frequencies is 
evaluated in Table II. 

 To obtain the magnetization current, a current amplifier was 
used. The amplifier input was connected to a function 
generator. The function generator provides a current which is 
lower than the magnetization current, which is why the 
amplifier was needed. The output of the amplifier was 
connected to the copper wire through a fuse to avoid a current 
above 20 A, for security reasons. A differential probe was 
connected to the ends of the copper wire and the output of the 
probe was connected an oscilloscope. Similarly, an AC/DC 
clamp meter was clamped at one end of a circuit and further 
connected to the same oscilloscope. The aim of this part was to 
observe the phase shifts between the voltage over the inductor 

and the current through it. A multimeter was used to measure 
the output voltage from amplifier and another one was used to 
observe the voltage over the inductor. Ideally both multimeters 
should show the same value and this step was performed to 
observe if any voltage drop occurs on the other wires of the 
circuit. The electrical circuit obtained from the description 
above is presented in Fig. 9. 

 
From the circuit in Fig. 9, a phase diagram can be obtained, 

as seen in fig. 10. X is the reactance of the copper wire, Iout or i 
is the output current through the core, u is the voltage over the 
inductor and R is the resistance of the wire. The resistance was 
measured by using the LCR-meter in room temperature which 
was 0.13 ohm, this resistance was chosen as constant during the 
measurement. The voltage over the fuse was neglected because 
of its low value. The reactance is given in (17). 

 
 

𝑋𝑋 = 𝜔𝜔𝜔𝜔                                                                                          (17) 
 

 
The first step of the measurement started by applying the 

magnetization current through the inductor. Similarly, as the 
measurement with the LCR-meter, the core was pushed 
together to obtain the inductance of the core. By observing the 
voltage over the inductor, the inductance of the circuit was 
obtained using the phase diagram or the Pythagoras theorem. In 
addition, the reluctance of the core was obtained by using 
relation (9). The second step was to determine the reluctance of 
the air gap similarly as the first step but now with the airgap 
having the same dimension as the stainless steel. The third step 
was to determine the reluctance of the stainless steel by placing 
them in the air gap. The measurements here was identical as 
before, the inductance of the core and the stainless steel was 
calculated according to the phase diagram and (17). By using 
relation (9) the reluctance of the core and the stainless steel was 
obtained and by the eliminating the reluctance of the core from 
the first step, the steel reluctance was obtained. When the 
inductance was evaluated, the magnetic permeability of the 

 
Fig.  9. Electrical circuit used when applying the magnetization current. Rwire and 
Lwire is the resistance and inductance of the electromagnet. 

 

TABLE II 
VALUES OF THE PARAMETERS NEEDED TO CALCULATE IM 

B (T) f (Hz) Afe (m2) 
N 
(turns) U(V) lg (m) Im (A) 

0,3 50 0,00018 32 0,38 0,003 15,66 
0,3 100 0,00018 32 0,76 0,003 15,66 
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E. Measurement by applying a magnetization current  
 

This method was based on some calculations to obtain the 
magnetization current of the magnetic core. The purpose of 
using the magnetization current was to ensure that the BH-curve 
of the iron material is linear. In the previous method, the LCR-
meter sends out a rather small current to measure the 
inductance. Thereby, the iron in the core is only weakly 
magnetized to levels considerably below 0,1 T, where the 
permeability of the iron is nonlinear. Thereby, the core 
reluctance can differ significantly between the case where it is 
measured with no air gap and the cases when the reluctance of 
the air and stainless steel is measured, since B is expected to be 
considerably lower in the latter cases due to the higher total 
reluctance. Thereby, a measurement error is introduced, which 
may be non-negligible. According to Faraday's induction law 
by allowing a time varying flux linkage through the inductor a 
voltage will be induced which is calculated in Table II by using 
relation (15). The magnetization current that is required can be 
evaluated by using (16).  

 
𝑢𝑢 =

2𝜋𝜋𝐵𝐵𝑝𝑝𝑓𝑓𝐴𝐴𝑓𝑓𝑓𝑓𝑁𝑁
√2

                                                                     (15) 

 
𝐼𝐼𝑚𝑚 = Ψ

L = 𝑢𝑢
𝜔𝜔 ∗

𝑙𝑙𝑔𝑔
𝑁𝑁2𝐴𝐴𝑓𝑓𝑓𝑓𝜇𝜇0

=
𝐵𝐵𝑝𝑝𝑙𝑙𝑔𝑔

√2 𝑁𝑁𝜇𝜇0
                                        (16) 

 
Here Bp is the desired peak value of the magnetic flux density 

through the core. Bp is set to 0.3 Tesla, this assumption is based 
on the saturation point of iron which is approximately between 
1.6 -1.8 T. The reluctance of the core is neglected. Other values 
lower than 1.6 could have been chosen. The relations above are 
valid when the induced voltage u is sinusoidal. Afe in the 
equations above stands for the cross-section area of the core, lag 
is the length of the air gap and 𝑤𝑤 is the angular frequency (2πf). 
The magnetization current Im for different frequencies is 
evaluated in Table II. 

 To obtain the magnetization current, a current amplifier was 
used. The amplifier input was connected to a function 
generator. The function generator provides a current which is 
lower than the magnetization current, which is why the 
amplifier was needed. The output of the amplifier was 
connected to the copper wire through a fuse to avoid a current 
above 20 A, for security reasons. A differential probe was 
connected to the ends of the copper wire and the output of the 
probe was connected an oscilloscope. Similarly, an AC/DC 
clamp meter was clamped at one end of a circuit and further 
connected to the same oscilloscope. The aim of this part was to 
observe the phase shifts between the voltage over the inductor 

and the current through it. A multimeter was used to measure 
the output voltage from amplifier and another one was used to 
observe the voltage over the inductor. Ideally both multimeters 
should show the same value and this step was performed to 
observe if any voltage drop occurs on the other wires of the 
circuit. The electrical circuit obtained from the description 
above is presented in Fig. 9. 

 
From the circuit in Fig. 9, a phase diagram can be obtained, 

as seen in fig. 10. X is the reactance of the copper wire, Iout or i 
is the output current through the core, u is the voltage over the 
inductor and R is the resistance of the wire. The resistance was 
measured by using the LCR-meter in room temperature which 
was 0.13 ohm, this resistance was chosen as constant during the 
measurement. The voltage over the fuse was neglected because 
of its low value. The reactance is given in (17). 

 
 

𝑋𝑋 = 𝜔𝜔𝜔𝜔                                                                                          (17) 
 

 
The first step of the measurement started by applying the 

magnetization current through the inductor. Similarly, as the 
measurement with the LCR-meter, the core was pushed 
together to obtain the inductance of the core. By observing the 
voltage over the inductor, the inductance of the circuit was 
obtained using the phase diagram or the Pythagoras theorem. In 
addition, the reluctance of the core was obtained by using 
relation (9). The second step was to determine the reluctance of 
the air gap similarly as the first step but now with the airgap 
having the same dimension as the stainless steel. The third step 
was to determine the reluctance of the stainless steel by placing 
them in the air gap. The measurements here was identical as 
before, the inductance of the core and the stainless steel was 
calculated according to the phase diagram and (17). By using 
relation (9) the reluctance of the core and the stainless steel was 
obtained and by the eliminating the reluctance of the core from 
the first step, the steel reluctance was obtained. When the 
inductance was evaluated, the magnetic permeability of the 

 
Fig.  9. Electrical circuit used when applying the magnetization current. Rwire and 
Lwire is the resistance and inductance of the electromagnet. 

 

TABLE II 
VALUES OF THE PARAMETERS NEEDED TO CALCULATE IM 

B (T) f (Hz) Afe (m2) 
N 
(turns) U(V) lg (m) Im (A) 

0,3 50 0,00018 32 0,38 0,003 15,66 
0,3 100 0,00018 32 0,76 0,003 15,66 
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stainless steels has been calculated in the same way as for the 
LCR-meter.  

 
 

V. RESULTS 
A. Measurement 1 

 

 
TABLE III 

OBTAINED PERMEABILITY WITH LCR-METER 

Steel Type  LCORE+STAIN (H) µr 
    

    

Type 1  0,00012662 1,014186025 

Type 2  0,00012784 1,028497846 

Type 3  0,000127 1,018630238 

Type 4  0,00012558 1,002085174 

Type 5  0,0001273 1,022147481 

Type 6  0,0001275 1,024496566 

Type 7  0,000133 1,090460157 
 

TABLE IV 
OBTAINED PERMEABILITY WITH LCR-METER AFTER PLASTIC 

DEFORMATION 

Steel Type LCORE+STAIN (H) 

 

µr 

  

 

 

Type 1 0,000127 

 

1,018630238 

Type 2 0,0001276 

 

1,025672387 

Type 3 0,0001277 

 

1,026849063 

Type 4 0,00012833 

 

1,034281823 

Type 5 - 

 

- 

Type 6 0,0001283 

 

1,033927109 

Type 7 - 

 

- 
 

TABLE V 
OBTAINED CHANGE OF PERMEABILITY AFTER PLASTIC 

DEFORMATION 

Steel Type µr -straight µr -bent Change (%) 
    

Type 1 1,014186025 1,018630238 0,4382049222 

Type 2 1,028497846 1,025672387 
 
−0,27471704 

Type 3 1,018630238 1,026849063 0,8068506511 

Type 4 1,002085174 1,034281823 3,212965289 

Type 5 1,022147481 - - 

Type 6 1,024496566 1,033927109 1,152439096 

Type 7 1,090460157 - - 
 

 
Fig.  10. Phase diagram for the electrical circuit in that is seen in Fig 9. 
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B. Measurement 2 
 

 

C. Measurement 3 
 

TABLE VI 
OBTAINED PERMEABILITY WITH THE MAGNETIZATION 

CURRENT (50 Hz) 

Steel Type UCORE+STAIN (V) IM (A) LCORE+STAIN (H) µr 

     

Type 1 2,29 15 0,00022214 1,097060 

Type 2 2,293 15,1 0,00021642 1,0305517 

Type 3 2,298 15 0,00022583 1,142837 

Type 4 2,28 15 0,00021745 1,042227 

Type 5 2,289 15,09 0,00021524 1,017501 

Type 6 2,34 15,13 0,00023571 1,276438 

Type 7 2,28 15,01 0,00021673 1,034100 
 

TABLE VII 
OBTAINED PERMEABILITY WITH THE MAGNETIZATION 

CURRENT AFTER PLASTIC DEFORMATION (50 Hz) 
 

Steel Type UCORE+STAIN (V) IM (A) LCORE+STAIN (H) µr 

     

Type 1 2,29 15,11  0,00021428 1,006918087 

Type 2 2,27 14,96 0,00021559 1,021305243 

Type 3 2,28 15,04 0,00021457 1,010091896 

Type 4 2,3 15,06 0,00022253 1,101756862 

Type 5 - - - - 

Type 6 2,29 15,03 0,00022001 1,07170459 

Type 7 - - - - 
 

TABLE VIII 
OBTAINED CHANGE OF PERMEABILITY WITH THE 

MAGNETIZATION CURRENT AFTER PLASTIC DEFORMATION 
(50 HZ) 

Steel Type µr -straight µr -bent Change (%) 

    

Type 1 1,097060748 1,006918087 −8,216742896 

Type 2 1,030551788 1,021305243 −0,8972421118 

Type 3 1,142683776 1,010091896 −11,60354975 

Type 4 1,042227445 1,101756862 5,7117492 

Type 5 1,017501231 - - 

Type 6 1,276438469 1,07170459 −16,03946322 

Type 7 1,034100913 -  
 

TABLE IX 
OBTAINED PERMEABILITY WITH THE MAGNETIZATION 

CURRENT (100 Hz) 

Steel Type UCORE+STAIN (V) IM (A) LCORE+STAIN (H) µr 

     

Type 1 2,63 15,03 0,0001757195626 1,035794521 

Type 2 2,61 15,01 0,0001729304666 1,003373395 

Type 3 2,66 15,03 0,0001807171142 1,096546233 

Type 4 2,65 15,01 0,0001796464739 1,083232667 

Type 5 2,63 15,02 0,0001760135749 1,039272463 

Type 6 2,62 15,01 0,000174624017 1,022937243 

Type 7 2,77 15,07 0,0001972470986 1,325653952 
 

TABLE X 
OBTAINED PERMEABILITY WITH THE MAGNETIZATION CURRENT 

AFTER PLASTIC DEFORMATION (100 Hz) 

Steel type UCORE+STAIN (V) IM (A) LCORE+STAIN (H) µr  

     

Type 1 2,66 15,02 0,0001810095632 1,100212066 

Type 2 2,62 15 0,0001749188017 1,026381077 

Type 3 2,63 15,05 0,0001751318217 1,028876883 

Type 4 2,62 15,04 0,000173740208 1,012680824 

Type 5 - - - - 

Type 6 2,67 15,04 0,0001820729645 1,113648838 

Type 7 - - - - 
 

Table XI 
OBTAINED CHANGE OF PERMEABILITY AFTER PLASTIC 

DEFORMATION (100 HZ) 

Steel type µr -straight µr -bent Change (%) 

    

Type 1 1,035794521 1,100212066 6,219143268 

Type 2 1,003373395 1,026381077 2,293032884 

Type 3 1,096546233 1,028876883 −6,171135081 

Type 4 1,083232667 1,012680824 −6,51308304 

Type 5 1,039272463 - - 

Type 6 1,022937243 1,113648838 8,867757651 

Type 7 1,325653952 - - 
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D. Sensitivity analysis 
 

 

 
 

VI. DISCUSSION AND ANALYSIS 
 

As mentioned earlier the permeability of stainless steel 
should in theory be one i.e. non-magnetic but because of 
impurities and plastic deformation they tend to become slightly 
magnetic. Our result show that the permeability is close to one 
in the samples of stainless steels although they vary. There are 
multiple reasons for why the samples of stainless steel types 
show different permeability’s depending on what method we 
used. In method 1 an LCR-meter was used, and it sends out a 
current much lower the intended magnetization current which 
means that the B-curve might not be linear when the 
electromagnet is weakly magnetized. If the B-curve is not linear 
the assumption of linearity in equation (2) is not valid. In Fig. 2 
the hysteresis curve of soft and hard materials is shown. Around 

the origin where the B-curve is close to 0 T the line might not 
be so linear, iron is more sensitive to its earlier history of 
magnetization when exposed to a weak magnetization. 
Equation (2) is an approximation, only valid when the material 
is under the saturation point but significantly over the origin.  

The method using the magnetization current applied a circuit 
where Eddy-current losses occur. The construction of the 
magnetic core can also be wrong when it comes to dimensional 
errors as we assumed that the cross-sectional area of the iron 
and air gap was equal when they probably are different. The 
inductance was not measured directly as the case with the LCR-
meter, L had to be found through the induced voltage on the 
inductor, the resistance of the copper wire and the 
magnetization current through the phase diagram shown earlier. 
We have used a constant resistance on the copper wire in our 
calculations but in reality the resistance of the copper wire 
varies depending on the temperature of the copper wire[14]. 
The wires used in the circuit are dimensioned to handle currents 
up to 10 A while our magnetization current is 15 A. The longer 
we had a current of 15 A flowing in the circuit the higher the 
resistance of the wires became and the higher the induced 
voltage became. The calculation of the inductance might then 
be little inaccurate if the power source is on for a long time. 
Two frequencies were also used to calculate the inductance. 
The higher frequency leads to higher reactance of the circuit, 
making our calculation of the permeability less dependent on 
the resistance of the copper wire. The results show that the 
permeability was closer to 1 with a frequency of 100 Hz, 
making it more accurate.  

As mentioned earlier the relative permeability of austenitic 
stainless steel is expected to increase when exposed to plastic 
deformation. The results show the change of permeability 
varied depending on the method used. In the first measurement 
with the LCR-meter almost all the steels showed an increase in 
permeability when they were bent with a curve radius of 3 cm 
except type 3. Method 2 with frequencies of 50 and 100 Hz 
showed very different results where some of the steel increased 
in permeability and others decreased. A reason for this might 
be the increased resistance which will change the results 
heavily. When the curved steels were measured it occurred right 
after the other measurements which means these measurements 
occurred under a higher resistance.  

Theoretically the measurement with the magnetization 
current will show more accurate results because with a B of 0,3 
T we know for sure that we are operating under the saturation 
point of iron and the linear condition in (2).  In our 
measurements method 1 with the LCR-meter showed much 
better results as the relative permeability was very close to 1 in 
all the steels and almost all of them increased when exposed 
plastic deformation. The measurement with magnetization 
current was filled with error sources such as the cables capacity, 
voltage drop over the cables, and the wires temperature 
dependency when it comes to its resistance. The sensitivity 
analysis for method 1 showed that the permeability would have 
varied if the inductance of the measurement would’ve differed 
20 µH, this can be seen in table XII. The sensitivity analysis for 
method 2 also showed different result when the second and 

Table XII 
MEASUREMENT 1: VALUES OF PERMEABILITY FOR DIFFERENT 

INDUCTANCES 

L(H) µr 

0,0001256 1,002317027 

0,000126 1,006961118 

0,000128 1,030384225 
 

Table XIV 
MEASUREMENT 3: VALUES OF PERMEABILITY FOR DIFFERENT 

VOLTAGES AND CURRENTS 
 

U (V) I (A) 
  

 Lstain+core (H) µr 

2,289 15,09 
  

 0,000215249259 1,017501231 

2,29 14,99 
  

 0,0002228520875 1,105648627 

2,2889 15,3 
  

 0,0001998749841 0,86247155 

2,28 15 
  

 0,0002174569308 1,042227445 

 

Table XIII 
MEASUREMENT 2: VALUESS OF PERMEABILITY FOR DIFFERENT 

VOLTAGES AND CURRENTS 
 

U (V) I (A) Lstain+core (H) µr 

2,62 15,03 0,0001740347212 1,016087197 

2,64 15 0,0001782754077 1,066424505 

2,64 14,7 0,0001871380763 1,180045865 

2,6 15,07 0,0001694520448 0,9643365078 
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third decimal in voltage and current valued changed, this can be 
seen in table XIII and XIV. 

If our results are correct it would be ideal to have the steels 
with the least permeability as close to the air gap as possible to 
prevent undesired extra flux leakage through the stainless steel. 
The steel type with the least permeability was type 2 making it 
the best alternative to use in the generator from a mass 
production point of view. 

When it comes to sustainable development there is a lot of 
problems with the stainless steel used in the experiments. The 
origin of the stainless steel types are from China, but their 
production process is unknown, therefore it is impossible to say 
if they are sustainable for the environment or not. The structure 
material used in this generator could have been bought in 
Sweden, but it would have been much more expensive. The 
conditions of the workers in the industries etc. is also unknown. 
Several studies agree that wave power has potential in the 
energy sector as a sustainable power source. However, when 
discussing if renewable energy is sustainable the structure 
materials construction process is often dismissed. If the 
austenitic stainless steels construction process is unknown, it 
contradicts the statement that wave power is sustainable as the 
structure material is an essential part of the wave power 
generator. Arguments have been made for fossils fuels 
continuation solely on the uncertainty of renewable energy 
sources. The benefit of the doubt should be given to sustainable 
energy sources, the technique and efficiency will certainly 
become better with given time and economical support. The 
focus should be on making these energy resources commercial 
and hopefully they become generators used world-wide, not just 
a prototype.  

 
VII. CONCLUSION 

The results of both experiments show that the relative 
permeability of the steel is close to 1. As it is discussed 
previously, changing the geometry of the steel through plastic 
deformation will have an impact on increasing the permeability 
of the steels given them a slightly magnetic behavior. Both 
experiments showed that the permeability’s of the samples was 
close to 1 gave close values but the second experiment was 
more inaccurate. The sensitivity analysis showed that small 
changes of the measured values will give noticeable change of 
the result. Moreover, other upcoming error sources were the 
power losses in the core and the variation of temperature on the 
copper wire in the electromagnet which changed its resistance. 

The experiments gave different permeability values but the 
steel type with the lowest permeability is most cost efficient to 
use. The steels which are going to be placed closest to the air 
gap need to be the most non-magnetic and the work procedure 
should not change their magnetic properties.  

There is no doubt about wave power as a sustainable energy 
source but not knowing the production process of the structure 
material could lead to some misunderstandings. Despite that, 
the generator will have low maintenance costs and huge impact 
in the energy sector and the future of wave power technology if 
the prototype fulfils the expectations.  
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Linear Ferrite Generator Prototype for Wave Power
Gustav Giske and Mikael Hug

Abstract—A linear, direct drive, scale model prototype gener-
ator has been designed at KTH Royal Institute of technology in
Sweden. The prototype is based on a scaled down electromagnetic
optimization made by researcher Anders Hagnestål. The aim
of the project is to verify the calculations experimentally and
by using ferrite magnets, there is an opportunity to develop a
competitively priced and environmentally friendly generator for
wave power plants. Based on the electromagnetic optimization
a mechanical design has been developed using computer aided
design (CAD). Structural calculations have been made to ensure
that the design withstands the large magnetic forces involved.
Furthermore, different techniques and challenges appearing in
the build of the prototype have been evaluated and explained.
A description of the advantages of the design and the basic
electromagnetic design is also included. The build is underway
and is expected to be finished during 2018.

I. INTRODUCTION

Over the last century, a rapid growth of carbon dioxide
accumulated in the atmosphere has been seen. There is a
strong consensus among scientists that this will accelerate
an already rising temperature which will most likely be
catastrophic if nothing is done. The climate conference in
Paris in 2015 showed that the world leaders are willing to
act [1]. How the goals stated in the Paris agreement [2] act
should be reached is, however, highly disputed. It is clear that
mitigation of greenhouse gases are needed [3]. A part of the
solution is to move away from a fossil fuel-dependent energy
systems towards energy systems relying on renewable energy.
A substantial growth in renewable energy will therefore be
needed. Wave power is a power source that has the potential
to generate 2.11 TW which is estimated to 5-15 percent of
today’s global energy demand [4] [3]. However, wave power
lags behind other renewable sources like wind and solar power
in development and still need government subsidies to be built
and deployed [5]. It is therefore crucial that the overall cost per
kWh is reduced in order to make wave energy commercially
competitive. There are many ways to achieve this - building
generators and wave power plants which require less main-
tenance, building more efficient generators, and reducing the
cost of the materials used in production are three ways to make
wave energy more viable. One major problem involving the
extraction of wave energy involves the low speed of the waves.
The power output of a linear direct driven generator is linearly
dependent on the transverse speed of the waves, i.e., the
horizontal speed combined with the height of the waves solely
determines the power output of the generator. Many generator
development projects aim to increase the speed by introducing
gearboxes or hydraulic systems; these options do, however,
have some drawbacks. In the case of hydraulic systems, there
is a risk of oil leakage into the ocean which may harm the
environment. There is also an efficiency drop of 20-60 percent
when using hydraulic systems [4]. Gearboxes minimize the

risk for oil spill compared to hydraulic systems but increase the
risk of more and costly maintenance [4]. An optimized direct
drive linear generator built with long lifetime bearings could
therefore be a viable option even if it operates at lower speeds.
H. Polinder et al. describe a linear direct driven permanent
magnet (PM) generator for wave energy conversion [6]. Many
of their ideas are used as a foundation to the generator design
used in this article. Although H. Polinder et al. have been
using neodymium magnets, there are incentives to use ferrite
magnets. One reason to avoid neodymium magnets apart from
the much higher price is the environmental impact of mining
and extracting the minerals used in neodymium magnets.
Neodymium is a rare earth element (REE) and mining it has
large environmental consequences, mainly in China, which
produces more than 80 percent of the global supply [7]. Ferrite
magnets, which where invented in the Netherlands 60 years
ago [8], do not contain any REE and are therefore clearly
environmentally advantageous. They do however have some
drawbacks. The performance, i.e the magnetic flux density, is
considerably lower compared to neodymium magnets. Ferrite
magnets are also notably more sensitive to demagnetization
effects. In this prototype, a flux concentrating setup is utilized
to achieve a higher magnetic flux density.

To reduce maintenance cost which largely involves the mov-
ing parts of the machine such as the bearings, the construction
aim to minimize the force applied on these. This is done by
placing the translator between two stators, one symmetrically
mirrored from the other. In an ideal construction this means
that the net force on the translator is zero and thus, the wear
on the bearings minimal. In reality, this is not the case but it
still reduces the force on the bearings compared to a machine
consisting of only one stator [6].

The generator presented in this paper is suitable in any
application where linear low speed forces are available. The
application thought of by the authors is however in wave power
plants and specifically in the popular point absorbers where a
buoy deployed at the surface absorbs the wave energy and a
wire transfer the force of the waves to the linear generator
situated beneath the surface.

II. OPTIMIZATION TO CONQUER LOW SPEED

As mentioned, the aim of the project is to verify the
optimization calculations of a traditional linear ferrite magnet
generator. A brief understanding of what is optimized is
needed to get an insight as to why the project is important.
Usually, linear generators are built with neodymium magnets
which are very powerful and considerably less sensitive to
demagnetization. As discussed earlier, there are incentives to
use alternative magnets. The lower performance of the ferrite
magnets is problematic but can partly be compensated for
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by designing the translator in a way which concentrates the
magnetic flux density. This design principle is shown in Fig. 4.
By directing the magnetic flux from the magnet into a smaller
area on the translator’s side, the flux density is concentrated
before entering the stator through the air gap. Since the ferrite
magnets are more prone to demagnetization, it is of great
importance that the distance between the magnets are neither
too big (leads to low magnetic flux density) nor too small
(leads to demagnetization of the magnets and also low mag-
netic flux density). An ideal B-H curve for permanent magnets
are shown in Fig. 1. When the magnets are too close to each
other with opposed poles, or, in other words, the thickness
of the iron core of the translator is too thin, the magnets are
exposed to a large opposing magnetic field. The larger this
field is, the further down the magnetic line in the second
and third quadratic we move (see Fig. 1). The permanent
magnets magnetization remains relatively unchanged until the
opposing fields reach HD where the magnet is permanently
demagnetized [9]. To make the most efficient generator it
is therefore important not to make this distance too small
but neither too large. It is mainly this distance which is
referred to as the optimization, done by Anders Hagnestål.
By maximizing the magnetic density the aim is to conquer
the low speed problem which is one of the largest drawbacks
of direct drive wave generators.

Hm [MA/m]

Bm [T]

2

Br1

-2

-1

1-1

Hc

HD

Fig. 1. Idealized B-H curve for permanent magnet material (Nd−Fe−B).

The induced electric field in the copper windings inside the
stator can be approximated by

Eind = vBavg (1)

where the average magnetic flux density in the air gap is
Bavg and v the speed in the air gap [4]. Since Eind is directly
proportional to the magnetic flux, it is clear that by maximizing
Bavg the impact of low speeds can be reduced.

III. SOURCES TO LOSS IN PERFORMANCE

In order to make the prototype as efficient as possible
and to accurately demonstrate the design’s performance, it is
important to be aware of and take heed of phenomena which
could lead to increased losses. Some of these phenomena
are eddy currents, hysteresis losses and unwanted induced

currents in magnetic metal parts of the construction [9]. The
latter phenomena could lead to large currents running through
the construction leading to losses and overheating. If materials
are chosen carefully, and specifically, if magnetic structure
materials are avoided close to the moving translator where
the magnetic field is strong, it is possible to, for the most
part, elude unwanted induced currents in the construction. To
prevent induced currents in the frame from running freely,
segments of the machine must be electronically isolated to
prevent closed conducting loops that enclose magnetic flux. If
precautions are taken, these losses can be reduced to negligible
levels.

Eddy currents are a phenomena which occur when a time-
varying magnetic field enters a conducting and magnetic
material. In the stator, this problem needs to be addressed,
otherwise large currents would be induced in the stator leading
to significant losses. To prevent eddy currents, the stator is
laminated with thin metal sheets isolated from each other.
This makes the resistance in the iron higher and reduces the
eddy currents [9]. The power losses from Eddy currents can
be described by

Pe = kf2d2B̂2 (2)

where k is a constant, f the frequency, d the thickness
of the laminated steel sheets and B̂ the peak magnetic flux
density. As seen in equation (2), the eddy current losses are
proportional to the square of d, so by reducing the thickness
of the laminated sheets in the stator, the performance of
the machine will increase. The eddy current losses are also
proportional to the square of the frequency which in this
machine will be low. Low frequency combined with 0.5 mm
thick steel sheets will lead to very low losses caused by eddy
currents, hence these losses are therefore approximated to zero.

Hysteresis losses occur when there is a change in the
magnetic field passing through the iron in the stator. These
losses are proportional to the area of the B-H curve shown
in Fig. 2 [9]. The steel in the iron core is a ferromagnetic
material which, when no outer magnetic field is applied,
does not produce more than minor magnetic fields by itself.
The iron could be described as a puzzle consisting of many
small domains where the spins of the electrons have aligned.
When no outer magneto motive force (mmf) is applied, these
domains are spontaneously directed, which results in the sum
of the magnetic fields from all the domains to equal zero.
When an outer mmf is applied, the domains start to align
resulting in the steel acting like a magnet. The number of
domains turning is dependent on how large the applied mmf
is. When all the domains are aligned, the steel is said to
be saturated. However, when the applied mmf is removed,
some of the domains remain in their new position, making the
iron emit a small magnetic field. To move these few domains
back to their original position, energy is needed. This energy
is known as the hysteresis loss. The hysteresis loss can be
modeled by

Ph = bmFek
f

50

( B̂

1.5

)2

(3)
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Fig. 2. B-H curve for ferromagnetic materials. The curves form a hysteresis
loop.

where b is a build factor which is added due to the machined
iron not behaving ideally, mFe is the mass of the iron core, k
is the approximated hysteresis losses in [w/kg] at 50 Hz, 1.5
T and f/50 is a linear scaling factor used when the frequency
differs from 50 Hz. With b = 1.5, mFe = 2× 20 kg, k = 2.5,
f = v/l, B̂ = 1.5 T and l = 45 mm, the hysteris losses are
approximated to 66.7v [W].

The largest losses do however appear in the copper windings
as resistive losses. These can be described with equation 5
where R is the total resistance of the windings calculated by
equation 4. In equation 4, ρ is the resistivity of annealed copper
which is used in the windings, l the total length of the windings
and A the cross section area of the copper wire.

R =
ρl

A
(4)

Pr = RI2 (5)

The resistive losses in the copper windings are estimated in
Table I. As seen in Fig. 3, the windings encircle three teeth
per phase, i.e, phase a are entering in slot a and exiting in a′.

Fig. 3. Stator winding layout for one pole pair and the three phases.

Apart from the electrical losses, there is also a mechanical
loss from the bearings due to friction. The bearings are de-
signed in a way so that a normal force, N , of 600 N is needed
on each wheel to operate ideally. The friction coefficient µ is

TABLE I
WINDING LOSSES

Pole circular length: 318 mm
Estimated fill factor: 30 %
Copper Wire Dimension: 4 mm2

Revolutions per slot: 40
Total length: 305 m
Total resistive losses: 1.3I2 [W]

given to be 0.005, thus, it is possible to calculate the friction
loss caused by the eight wheels when the normal force is equal
on all bearings, however it should be noted that if the translator
is closer to one stator the pressure on those bearings would
increase significantly while the pressure on the other bearings
would not decrease equally much due to spring washers in the
design. In these calculations an ideal situation with the same
force on all bearings are used.

Pfr = Ffrv, Ffr = 8µN (6)
=⇒ Pfr = 8µNv = 24v [W] (7)

The total combined losses are given by

Ptot = Ph + Pr + Pfr

= 66.7v + 1.3I2 + 24v

≈ 90v + 1.3I2 [W]

IV. POWER OUTPUT

By using a square copper wire with sides 2x2 mm, each
winding, per phase and per pole can fit 40 revolutions, seen
in Table I. Equation 8 can be used to calculate the induced
voltage in the windings. N is the number of windings per
phase, per pole and A is the area of the teeths encircled by
the winding and pointing toward the translators iron core. As
seen in Fig. 4 this area is approximately 2.5 times the area of
one tooth.

Eind =
2π√
2
B̂fAN (8)

Assuming B̂ = 1.5 T, A = 1875e-6 m2 and N = 40,
the induced voltage can be calculated as a function of the
frequency. Granted, we have four pole pairs per phase and
two stators: the induced voltage is multiplied by 4 · 2 since a
series connection is utilized.

The ampacity rating for continuous current for our winding
cable is 8 A. Which yields an apparent power rating for all
phases (losses included) depicted in Fig. 5 as a function of v.

V. THE MAGNETIC FORCES

As in an electrical circuit, high magnetic reluctance is
wanted where magnetic flux is unwanted (and reversed). Fig.
4 shows the path of the magnetic flux in the generator.

From the iron core of the translator, the flux enters the air
gap between the stator and the translator before entering the
teeth of the stator, going through the stator and then back into
the translator three teeth down. This way a closed circuit is
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Fig. 4. Magnetic flux concentration and its path.

Fig. 5. Net power production as a function of v.

ensured. By moving the translator, a time varying magnetic
field will appear in the stator which in turn will induce a
voltage in the copper windings according to Faraday’s law

e(t) = N
dφ(t)

dt
(9)

Some materials have higher reluctance than others. Plastic
and air are good insulators with air having approximately
2000 times higher reluctance than iron [9]. Because of the
movement of the translator relative to the stator, an air gap
is needed. Due to the high reluctance of air, the air gap in
a generator needs to be as small as possible: this imposes a
problem for large machines with moving parts. One mm of air
equals the same reluctance as two meters of iron (assuming the
iron is not saturated) and the air gap is passed twice making
for a reluctance equal to that of four meters of iron. For this
reason, it is important to reduce the gap between the stator
and the translator as much as possible. In our prototype, the
air gap is one mm on each side of the translator.

To be able to build a generator with one mm air gap,
knowledge about the attractive magnetic forces between the
stator and the translator is important. The part of the magnetic
flux density which is perpendicular to the surface of the teeth
of the stator as seen in Fig. 4, will result in magnetic forces
directed in the same direction as the surface normal. In other
words, the stator is pulled towards the translator due to the

magnetic forces. The magnetic force per area is

τ =
B2

2µ0
(10)

[10] where B is the magnetic flux density in the air gap and
µ0 the permeability of air. The total magnetic force on the
stator can then be calculated with

F = τA (11)

where A is the sum of the area of all teeth. The magnetic
flux density in the air gap is simulated to be approximatly
1.8 T. Given this flux density and µ0 = 4π10−7 the force
pulling the stator towards the translator can be calculated
to 23 kN or 64 kN/length unit which can be more usable
when doing calculations and assuming a distributed force. As
Newtons third law states, a force of 23 kN pulling the stator
towards the translator must be met with an equally large force
on the translator. Looking at the construction sketch and as
mentioned in the introduction, it is clear that in an ideal case
the second stator will pull the translator with the same force in
the opposite direction making the sum of the forces acting on
the translator equal to zero. In reality, as soon as the air gap
is slightly wider on one side than on the other, the reluctance
on this side will increase and the magnetic flux density will
decrease which leads to a lower magnetic force compared to
the other side. Simultaneously, if the air gap is larger on one
side, the air gap on the other side will decrease resulting
in a bigger force. The resulting force on the translator will
therefore be a function of the difference in the air gaps between
the two sides and making sure this difference is minimal is
crucial to ensure long life for the bearings.

VI. STRUCTURAL CALCULATIONS

The construction must be able to withstand a number of
forces. The major ones which are important when constructing
a linear generator are the previously described magnetic at-
traction force between the stator and the translator, the gravity
force on the translator, shear force and the friction on the
bearings. However, the gravity force is ignored in this project
since the electrical performance of the generator is the main
interest. As seen earlier, the air gap between the translator
and stators is only one mm. In other words, the room for
errors is small and a stator deflecting just slightly towards the
translator could be devastating. The mechanical construction
is for these reasons not optimized to reduce material use,
but rather to increase structural stability. As calculated, the
magnetic attraction force between the stators and translator
could be up to 23 kN. This could pull the stator towards
the moving translator. One major task is therefore to design
a construction which supports the stators and prevent them
from being pulled toward the translator. To prevent this from
happening, two edges at the top and bottom of the stator lock
the stators in place by two beams depicted in Fig. 6: (1) and
(2).

Calculations made with SkyCiv software [11] showed that
beam (1) would only deflect 0.016 mm under a point load
of 11,5 kN. Since the main support for the stator is placed
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Fig. 6. Cross section of the machine with constructionally important aspects
highlighted.

on the top and the bottom, it is important to prevent the
stator from bending towards the translator in the middle. There
are threaded rods running through the stator’s back but these
lack strength to handle forces coming from the side and are
therefore not trusted to keep the middle of the stator from
being bent towards the translator. For this reason, the depth of
the stators back was increased from the w = 3·7.5 mm needed
for the magnetic flux to pass without over magnetization to 70
mm. All metal sheets in the stators bolted together can be seen
as a 70·100·360 mm large steel beam. Calculations on a beam
with these measurements and a distributed load of 64 kN/m
are shown in Fig. 7 [11].

Fig. 7. Structural simulation on the stator.

The load on the stator is best approximated with a dis-
tributed load since the magnetic force from the translator pulls
evenly on all of stators teeth. As seen, the maximum deflection
when the stator is exposed to the calculated distributed force
of 64 kN/m is less than one percent of the air gap. The shear
force is considerably lower than the force pulling the stator
to the translator and will mainly be handled by the friction
between the stators and the plastic beams as well as the beams
at the top and bottom of the frame (2).

VII. MECHANICAL DESIGN

One major challenge in designing the frame of the machine
is making room for the windings on the side of the stator, these
will add up 25 mm to each side of the stator which prevents
a simple construction where the stator is simply clamped
between two pieces of the frame. The risk of making the frame
this wide is that it loses some stiffness. To address this issue,
the main support for the stator, is as stated earlier, the beam
(2) shown in Fig. 6. 8 mm bolts where also added, (5) in Fig.
6, to fasten the wheel carriers onto the steel beams, (4) in Fig.
6. These measures ensure that most of the large forces pushing

and pulling the stator and pushing on the bearings are directed
onto the longitudinal steel beams, (4) in Fig. 6, rather than the
plastic part of the construction.

Cogging torque, which is the torque due to the magnetic
interaction between the translator and the teeth on the stator,
would certainly be a problem if not considered in the design.
Because of the magnetic forces, the translator wants to mag-
netically align to as much steel as possible on the stator. If
no consideration would be taken to this phenomena, the force
needed to move the stator could exceed the pulling force from
the waves. It would also cause vibrations which could lead
to premature damage to the machine. To reduce the cogging
problem, skewing is introduced in the design. By laminating
the steel plates with a slight offset between each layer, the
teeth of the stator are 15 mm higher on one end. This ensures
that for every drawn line (right to left) on the stator, equally
much air and steel is passed. This means that in every position
of the translator, the steel on the translator is faced to the same
amount of steel on the stators. This is shown in Fig. 8.

Fig. 8. Scewing to reduce cogging

Another feature of the design is the adjustability of the
frame width. This is part of the design for two reasons. First,
since the stator is laminated with 200 pcs á 0.5 mm steel plates,
the width might vary slightly. An adjustable frame reduces
the risk of a slightly wider stator not fitting into the frame.
The second reason for this feature is, rather than gluing the
stator together, it is squeezed together. With a fixed width,
this would not have been possible. The feature is illustrated
in Fig. 9. The frame was designed to be adjustable between
98-102 mm. This was done by making slightly larger holes in
the back of the generator, the idea is to tighten the threaded
rods going through the stator, (4) in Fig. 6, and then the rods
situated perpendicular to these.

Fig. 9. Adjustable frame width.

Since the bearings in this project are built using magnetic
materials, significant currents will be induced. To prevent
these currents from short circuiting parts of the generator,
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the bearings have been electrically isolated from the frame
by using what is known as mika isolation sheets. These are
placed right between the frame and the bearings, depicted in
Fig. 6 (3). The finalized CAD drawings are shown in Fig. 10.

VIII. BUILDING

Nonmagnetic stainless steel beams where chosen for stiff-
ness in the construction. They were first roughly cut before
being routed to precisely the right length. A special drill jig
was constructed which ensured that the distance between the
holes were the same on all pieces with the same dimensions.
All holes were predrilled with a smaller dimension (makes
for higher precision in the final hole) before enlarged to final
width.

Fig. 10.
a) Finalized CAD model of the generator.
b) Frame built from drawings.

Several different methods were considered and tested be-
fore building the stator and translator, specifically, different
methods for cutting the electrical steel plates. The electrical
insulation coating on both sides of the plates is very thin
and fragile, keeping the electrical insulation intact between
the sheets proved to be a challenge. As seen in Fig. 11, the
plates, when drilled, were pushed apart since some steel is
pushed in front of the drill rather than cut away. A small edge

Fig. 11. Drilling in electrical steel plates.

formed around the hole from the drill which would penetrate
the isolating coating on the plates. This became apparent when
measuring the resistance between the plates; there was usually
a good connection between the plates after drilling. Since
this would lead to large eddy current losses, other methods
were tested such as water cutting the steel plates, although,
the results were the same as when drilling and the insulation
between the plates was broken. There is therefore a need to
laser cut the plates.

IX. TESTING THE PERFORMANCE

To be able to test whether the finished generator performs
as in theory, a test method has to be developed. The main
challenge is to push the translator with a load which would
actively simulate a load for 8 A current draw, since the force
needed would be large. The forces acting in the opposite
direction of the moving translator needs to be calculated. These
forces arise when an electrical current is induced in the copper
windings and can be calculated with equation [9]

F = BIL (12)

where L is the length of the conductor shown in Fig. 12 and
B the flux density in the slot. With the right-hand rule, it can
be shown that the force on the windings will be in the same
direction as the moving translator, which implies, according
to Newton’s second law, that there will be an equally large
force on the translator in the opposite direction.

Fig. 12. Windings in a slot.

The magnetic flux density in the slot is estimated to 0.9 T
based on simulations done by Anders Hagnestål in Comsol
Multiphysics. The total length of the windings in the slots,
with the same data from Table I, is for both stators 192 m. The
windings in the stator are only exposed to the magnetic fields
where there is iron in the translator, this area is 1−12.7/45 ≈
72 % of the total area. If the current in the windings is set to 8
A, the force would approximately be: F = (1−12.7/45) ·0.9 ·
8 · 192 = 992 N. Since this force would be almost impossible
to pull by hand, for the sake of testing, the load can be adapted
to significantly reduce the current. If the translator is pulled at
1/4 m/s, the induced voltage is ≈11 V. With a 100 Ω power
resistor, the current is reduced to 0.074 A and the force to
9.2 N. The generator can also be tested without a load to
measure the induced voltage and frequency. From knowing
the frequency and the pole length l of 4.5 cm the speed can
be calculated by equation 13.

v = 2 · lf (13)

P = Fv (14)

P = UI (15)

F =
3UI

lf
(16)

Furthermore, by combining equation 13, 14 and 15 [9],
equation 16 can be obtained showing a linear proportionality
between force and current which is valid as long as the currents
are low and the iron core is not saturated.

The generator can also be used as a motor where the power
supplied, lift force and the speed can be measured, making it
possible to calculate the efficiency of the generator.
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X. DISCUSSION

A. Planning and Managing the Project

During the build, a few minor changes were made to the
placement of some parts. These changes were updated in
the CAD model to get a complete picture and to prevent
mistakes down the line. A learning is that going back and forth
between the building and design phase can improve the final
product. An open mind to late changes is important since the
learning curve give new insights. During this project we would
have wanted the build to progress further. The bottleneck
in the build turned out to be the order time and processing
of the electrical steel plates. The knowledge of how to best
process the electrical steel plates were however needed before
these could be ordered. If these had been ordered early on
in the project, it is clear that they would have been in a
different size than what was finally wanted for our design.
This shows again, the delicate balance between determining a
design early in the process or letting the process move back
and forth between different stages. In our case, the final design
improved significantly over earlier ones, but with the drawback
of later deliveries of materials and therefore a delayed building
process.

B. Calculated Performance

Since the calculations regarding the performance and losses
are done with some of the values estimated, these results
should be considered with caution. They do however show
realistic values and different calculation methods have showed
similar results. Some key areas which can drastically change
the performance are, however, how much current the machine
can pull and which fill factor can be achieved. The windings
will be done by hand and the power output is proportional to
the fill factor. To correctly estimate the fill factor on a hand
winded machine like this is hard, and since it has a substantial
impact on the performance, it will be hard to predict the final
results.

C. Design, Dimensions and Building

The frame could definitely have been less material intensive
but this would have required more structural calculations and
it would probably have further extended the build time. Since
the aim of the project was not to optimize the use of material
but rather test the electrical performance, this extra usage
of material is considered a necessary drawback. Also, by
over-dimensioning the frame and bearings and using a simple
design it might be possible to use the same frame in other
optimization tests and only change the stator and translator.
This way, more optimizations and generator designs can be
tested at a much lower price and considerably reduce the time
invested.

In this project, the frame were built as the first section of
the whole machine. This part succeeded without more than
minor problems and the frame has the right measurements.
Until it has been tested together with the other components
under load, it is however, uncertain how well it will handle
the forces involved. By directing the major magnetic forces

onto the 50 ·10 mm beams and designing the stator to be very
stiff, the largest risks are probably the risk of the translator
bending towards either of the stators. Since the resulting force
on the translator is, ideally, zero when the air gap is equally
large on both sides, ensuring a minimal difference in air gap
between the sides is a key to reduce this risk.

D. Areas for Future Work

Because wave energy has not reached the cost efficiency
needed to be introduced to the market, many areas have to
be developed and investigated further. The machines need
to become both lighter and less material intensive as well
as more efficient. Designs which could reduce the large
attractive forces between the stators and translator could solve
some of the problems concerning the weight. Regarding the
machine currently being built, further investigations into how
to structure the windings is seen as a key to improve the power
output.

XI. CONCLUSION

The design has in calculations proven to withstand the
large magnetic forces and the frame of the machine has been
successfully built according to the mechanical design done
in CAD. The machining of the electrical steel plates used in
the stator and the translator proved to be more difficult than
anticipated due to the difficulty to keep the insulation between
the plates intact. This task is left to future projects since laser
cutting is needed. Calculations has been done to estimate the
different losses and the power output of the machine. The
calculations estimate a net power output of approximately 850
W at a speed of 1 m/s.
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VATTNET ANLÄNDER NÄR VINDARNA VÄNDER 
Förnyelsebara energikällor, och i synnerhet vindkraft, ökar mer och mer i ett led att bekämpa 
klimatförändringarna. Men vad händer när det slutar blåsa? Vindkraftens största svaghet är dess 
opålitlighet, vilket ställer nya krav på ett redan hårt utsatt energisystem. Vi behöver därför in-
vestera i vattenkraftens reglerförmåga och strategisk utbyggnad av elnätet.

Ett helt förnybart energisystem, en framtid som många ser som ljus. Men hur ljus är den egentligen? I och 
med större och större andel väderstyrda energikällor, såsom vindkraft och solkraft, så blir elpris och till-
gänglighet allt mer kopplade till vädret. En vindstilla dag skulle det inte vara möjligt att ladda telefonen. 
Inte möjligt att tvätta. Inte möjligt att laga mat. Sjukhus går upp i stabsläge på grund av ihållande elavbrott 
och samhällsfunktionerna fallerar en efter en. Men det finns en lösning. Det svenska samhällets stora räd-
dare stavas, vattenkraft. 

På vilket sätt ska vattenkraft rädda oss? Föreställ dig en blomsterrabatt. Om det en dag regnar mycket kan 
rabatten vattnas mindre för hand. Däremot måste rabatten vattnas mycket med vattenkannan om vädret 
är torrt och soligt. På samma sätt kan vattenkraftverken flöda fritt när vinden står stilla. Däremot måste 
vattenflödet regleras när vinden blåser för fullt.

I och med detta blir vattenkraftens oerhörda flexibilitet ovärderlig vid integreringen av ytterligare förnybara 
energikällor, där turbiner kan gå från noll till hundra på minuter. Vindarna vänder för vindkraften, bara 
från 2011 till 2016 har den ökat med 150 %! Genom att utforska vattenkraftens möjlighet att balansera sol, 
vind med vatten, och diskutera den bästa strategin i utbyggnaden av elnätet samt planeringen av elproduk-
tionen, kan vi möjliggöra för en ökad utbyggnad av vindkraft. Vindkraften kan rädda oss från klimathotet, 
men vattenkraftverken och utbyggnad av elnätet kommer rädda oss från vindkraftens läsida.

CONTEXT M: WIND POWER INTEGRATION
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Vindkraft byggs ut i snabb takt i Sverige och 
övriga Europa, för att möta efterfrågan på 
grön el. Fördelarna med vindkraftverk är 

bland annat att de är billiga i drift och att konstruk-
tionen tar förhållandevis lite plats i landskapet. Men 
den populära energikällan har också nackdelar. Den 
främsta är energitillgångens oberäknelighet efter-
som den är helt beroende av lokala vindstyrkor. Ef-
fekten från vindkraftverken kan därför öka och min-
ska snabbt, vilket ställer höga krav på elnätet och på 
reglerförmågan i övriga energisystemet. Det övriga 
energisystemet måste säkerställa att elkonsumtionen 
alltid vägs upp av en lika stor produktion. Konse-
kvensen är annars obalans i systemet, vilket kan leda 
till stora skador på elnätet och elavbrott. I dagens 
samhälle, som är helt beroende av säker tillgång till 
el, ses sådana konsekvenser som oacceptabla.

Transmissionsledningar i elnätet spelar en stor 
roll för möjligheten att upprätthålla balansen mellan 
produktion och konsumtion. Integreringen av vind-
kraft i systemet torde ske i samverkan med en even-
tuell upprustning av elnätet. Om nätet genomgår för 
höga effektflöden, kommer frekvensen och spännin-
gen i nätet att påverkas. Det kan innebära att lednin-
gar och komponenter kopplade till nätet tar skada. 
Med vindens variation kan detta scenario uppstå vid 
tidsperioder med mycket hårda vindar.

Vindkraftens oberäknelighet kan däremot vägas 
upp av andra energikällor som kan regleras enkelt. 
En sådan energikälla är vattenkraft. Vattenkraften 
lämpar sig väl som reglerkraft eftersom effekt kan 
regleras snabbt och dess drift är nästan helt ober-
oende av väder. Vattenkraft i de svenska älvarna har 
dessutom stora reglermagasin som gör att vatten kan 
lagras länge. Att vattenkraften har låg driftkostnad 
och är förnybar är ytterligare fördelar. Genom att re-
glera vattenkraftens produktion så att den anpassas 
till vindkraftens, kan mer vindkraft integreras till 
energisystemet. Desto mer effektivt denna reglering 
sker, desto större andel av elmixen kan vara väder-
bunden, såsom vindkraft.

En fallstudie ligger till grund för de två projekten. 
Fallstudien tittar på möjligheten för integrering av 
vindkraftverk på elnätet i området kring den norra 
delen av Skellefteälven. Vattenkraftverken och el-
nätets påverkan på möjligheten för integrering av 
vindkraftverk i detta område undersöks i de två kan-
didatexamenprojekt som ingår i kontext M.

Projektgrupp M1 inriktar sig på att simulera en 
modell av ett elnät kring älven. Vidare skall vin-
dkraft placeras ut på lämpliga områden och inte-
greras effektivt i det hypotetiska nätet. I ett fall då 
elkonsumtionen överstiger elproduktionen finns al-
ternativen att antingen öka kraftproduktionen med 
en upprustning av nätet eller att den saknade effek-
ten kommer från stamnätet. Modellen klargör vilka 

villkor som elnätet måste uppfylla för att på ett ver-
kningsfullt sätt leverera den producerade mängden 
el till närliggande städer och fabriker. Därefter intro-
duceras ett ekonomiskt problem. På lång sikt får ko-
stnaderna för upprustning av elnätet nämligen inte 
överstiga de intäkter som går förlorade i samband 
med minskad elproduktion. Därför måste material, 
ledningslängder och övriga faktorer som påverkar 
utgifterna väljas med stor noggrannhet. På samma 
sätt kan elnätets utformning därför optimeras efter 
de samhälleliga förutsättningarna.

Projektgrupp M2 tittar på optimering av den loka-
la vattenkraftens produktion med olika andelar 
installerad effektvindkraft i området. Detta för att 
undersöka hur mycket vindkraft som skulle kunna 
installeras i detta område med redan utbyggd vatten-
kraft med upprätthållen balans mellan produktion 
och konsumtion i området. Vinsterna som vattenk-
raften inbringar får dessutom inte minskas avsevärt 
då det skall finnas ett ekonomiskt incitament för ak-
törerna att investera i utbyggd vindkraft. Reglerin-
gen av vattenkraftens produktion optimeras utifrån 
en maximal vinst från elen producerad under pla-
neringsperioden, med kravet att balansen på nätet 
upprätthålls. I modellen kan en optimal reglering av 
vattenkraften identifieras vid olika mängder install-
erad vindkraft. Ur detta går att utläsa den, för model-
len, maximala mängd vindkraft som kan installeras 
i området. 

Resultaten från dessa projekt kan ligga till grund 
för beslut gällande utbyggnad av vindkraft och el-
nätet i området kring Skellefteälven, men kan även 
användas som underlag till fortsatta studier i andra 
områden. Att integrera större volymer vindkraft på 
det svenska elnätet leder till en större andel förny-
bar elektricitet i Europas energiförsörjning. I en tid 
då klimathoten blir mer och mer allvarliga tvingas 
samhället till att utvecklas i en mer hållbar riktning, 
där tillgång till förnybar och koldioxidneutral el är en 
viktig del. I takt med att kärnkraftsreaktorer avveck-
las i Sverige kommer det även finnas ett behov av ny 
billig elproduktion, och även här har vindkraften en 
viktig roll att spela.

I framtida studier bör fler aspekter och detaljer 
undersökas. I projekt M1 kan exempelvis områdets 
topologi och fysiska premisser tas i beaktning på ett 
fördjupat plan. Projekt M2 kan utökas till att inklud-
era hela Skellefteälvens vattenkraftverk för att bät-
tre avspegla verkligheten, där alla vattenkraftverk 
i älven regleras som ett sammanhängande system. 
Andra åtgärder för att integrera mer vindkraft än de 
som undersöks här kan också undersökas, till exem-
pel att uppgradera vattenkraftverkens turbiner, eller 
bygga ut pumpstationer för att öka vattenkraftverk-
ens reglerförmåga.

CONTEXT M: WIND POWER INTEGRATION
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ETIK 
Det är viktigt att sätta in projekten i ett större sam-
manhang för att ha möjligheten att analysera even-
tuella kostnader och nyttan av de olika handling-
salternativen projektens resultat leder till. Påverkan, 
positiv och negativ, kan vara på miljön, samhället 
eller individer.

Miljömässigt är den mest uppenbara positiva effe-
kten att vindkraft är en förnyelsebar samt koldioxid-
neutral energikälla. Det kan påvisas genom en livs-
cykelanalys (LCA) gjord av Vattenfall att vindkraften 
har ett av de lägsta utsläppen per producerad kWh 
sett över hela dess livstid. Detta kan dock ställas mot 
den påverkan driften har på lokala ekosystem. Flera 
studier visar att fåglar och fladdermöss påverkas 
negativt av vindkraften då de kan skadas och eventu-
ellt dödas av vindkraftsturbinerna. Samtidigt bidrar 
vindkraftverk med billig och fossilfri el, till följd av 
att bara en liten area bebyggs. Detta kan jämföras 
med den positiva påverkan som är viktig på en global 
skala. En placering av ett vindkraftverk i vattnet kan 
dessutom bidra till djurlivet med artificiella rev och 
agera som hinder för trålfiske.

Ur ett samhällsperspektiv är säker tillgång till el 
ett krav för att industrin ska fungera. Dessutom är 
säker tillgång till el även nödvändigt för invånarnas 
vardag, eftersom tågtrafik, datorer, belysning och 
servrar alla är beroende av el. I Sverige har vi länge 
haft en säker tillgång till baskraft från kärnkraft och 
vattenkraft, men i takt med att investeringar i kärn-
kraft sjunker kan frågan om den svenska elförsörj-
ningens självständighet och pålitlighet bli aktuella 
igen. Här kan vindkraften vara en källa till billig och 
förnybar energi, så att inte viktiga samhällsfunktion-
er sätts på spel. 

Ett argument mot att vilja placera ut vindkraftverk 
är buller. Bullret kan dock jämföras med andra ljud 
som människor upplever i samhället. Exempelvis 
förekommer det högre ljud från biltrafik som visser-
ligen inte är eftertraktat, men som värderas mindre 
viktigt än möjligheten att ta sig fram på vägar och 
därmed blivit tillräckligt accepterat att det tillåts. På 
samma sätt bidrar vindkraft med mer nytta än det 
orsakar skada. Det som bidrar till motståndet mot 
vindkraft är att nyttan kommer indirekt. 
Ytterligare etiska argument mot vindkraft är att 
bland annat arbetstillfällen ihopkopplade med ut-
släppstunga energiproducenter kan reduceras eft-
ersom dessa fasas ut i takt med vindkraftverkens 
expansion. Däremot kan utbredning av vindkraften 
skapa nya arbetstillfällen som inte existerat tidig-
are. Ur ett hälsoperspektiv är vindturbinerna lokalt 
sett även utsläppsfria, till skillnad från förslagsvis 
kolkraftverk. Detta ökar inte bara luftkvaliteten i 
närområdet, utan förbättrar dessutom individers 

hälsa. På lång sikt kan det även bidra till sänkta sam-
hällskostnader för hälsorelaterade problem.
Den största inverkan på individen är nära kopplat 
till hedoniska faktorer. Däremot representerar oftast 
dessa snarare samhälleliga- och kulturellt konstru-
erade aspekter, snarare än turbinens faktiska fysiska 
egenskaper. Å ena sidan kan vindturbiner rubba in-
vånarnas kulturella koppling till landskapet, där det 
framkommer att tekniken inte passar in i den miljö 
de byggs i. Därmed sänks rekreationsvärdet som föl-
jd. Å andra sidan är vindturbinerna en symbolisk 
representation för ortens framsteg inom förnyelse-
bar energi, och kan istället skapa välmående. 

I slutändan är dagens samhällen helt beroende av 
säker tillgång till el och samtidigt blir det uppenbart 
att klimathotet är ett problem som kan ge förödande 
konsekvenser både för samhället, individen och mil-
jön. För att lösa detta problem, och samtidigt fortsät-
ta tillgodose vårt behov av energi, är förnyelsebara 
energikällor det enda hållbara alternativet. Här 
väger vindkraftens positiva sidor över, och den neg-
ativa påverkan den har för individen och för lokala 
ekosystem är mindre än de fördelar en utbyggnad in-
nebär i rollen att bromsa växthuseffekten.

CONTEXT M: WIND POWER INTEGRATION
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M1. GRID CAPACITY AND UPGRADE COSTS

Grid Capacity and Upgrade Costs
Samantha Chen and Pontus Jaldegren

Abstract—The aim of the study is to analyze the possibility
of how and where wind farms should be integrated on the
electrical grid. The challenges mainly concern grid capacity and
transmission losses. Economic factors will be regarded as well.
To fulfill the aim, the Skellefteälven river in Sweden is selected
as study object. A regional grid along the river is thereupon
simulated with regards to five existing hydro power plants, four
electrical consumption points, and the national grid. Additionally,
four wind farms are placed on probable sites around the grid.
Considering the large amount of data to be calculated in this
study, a grid model assembled through numerical analysis in
MATLAB is henceforth deemed optimal. Through load flow
simulation, the voltage variations and power losses are calculated.
Hence, the costs of the losses is found. The investment costs for
upgrading the grid are also determined. As the results show,
an upgrade of the electrical grid certainly requires a relatively
large investment sum. Nevertheless, the return of the project
will eventually surpass the initial costs. Accordingly, there are
economic benefits of investing in upgrading the grid capacity.

I. INTRODUCTION

ENVIRONMENTAL changes have arguably become one
of the most pressing issues in modern times. The unset-

tling development is mainly a result of drastically increasing
greenhouse gas emissions in the atmosphere, this due to an
unsustainable consumption of principally fossil fuels. Subse-
quently, outcries around the world now call for alternative
options of power production [1]. Renewable resources are
potential candidates for viable substitutes, motivating countries
to invest further in these sectors. Sweden is no exception [2].

The Nordic country is blessed with abundant river systems
throughout the landscape, leading to an extensive electricity
production through hydro power. For instance, hydro power
accounted for about 50 % of the Swedish power generation
in 2017 [3]. Simultaneously, Sweden has been exploring
new ways of raising the total level of renewables in the
national energy mix. As wind power is widely regarded as
the most promising renewable energy source in terms of
economic growth, the Swedish parliament has set a target of
30 TWh/year to be generated in Sweden by the year 2020,
compared to 16.6 TWh in 2015 [3] [4] .

Wind power in Sweden is heavily dominated by onshore
wind farms. They represent over 10 % of the total power
production and is continuously expanding evenly across the
country, except for electricity area SE1 (see figure 1) [5].
This area is characterized by insufficient infrastructure for
transferring produced power to consumers, leading to a larger
initial investment if doing so.

Furthermore, SE1 tends to have a general production sur-
plus, whereas the consumption is greater in southern regions
[5]. As the population is growing, installing more renewable
power sources, like wind turbines, in SE1 will eventually

become inevitable. Therefore, it entails upgrading the grid
capacity to enable the increased load on the system [6].

Despite the wind energy’s renewable and carbon free nature,
it does not ensue flawlessness. The wind namely blows at
irregular times, making it difficult, if not impossible, to predict
its power. Accordingly, a reliable energy reservoir is needed
to complement the production dips [5]. Hydro power is a
promising alternative, but likewise raises new issues at hand.

Fig. 1. A map of the electricity areas in Sweden. The study will mainly aim
its attention at SE1 [7].

Take for example, if the weather is windy concurrent to
maximum water flow in the hydro power plants, the amount of
retrieved energy could be severely limited due to the capacity
restrictions of the grid. For that reason, the aim is to analyze
the possibilities of how and where wind farms should be
integrated on the electrical grid. The challenges concern grid
capacity, such as acceptable voltage variations, power flow
capacity, and transmission losses. Economic factors, like the
upgrade cost of transmission lines and grid depending on
chosen upgrade levels, will be regarded as well.

II. CASE STUDY

A. Electrical power grid

To fulfill the aim of discerning wind power integration on
the electrical grid, the Skellefteälven river in SE1 is selected
as study object. A regional grid along the river is thereupon
simulated with regards to five existing hydro power plants,
H1-H5, four larger electrical consumption points, C1-C4, and
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Fig. 2. Overview of Skellefteälven, with a regional grid connecting the national grid to five existing hydro power plants, four chosen locations for wind
farms, and four locations with relatively high energy consumption.

the national grid. Additionally, four wind farms, W1-W4, are
placed on probable sites around the hypothetical grid. To
simulate the transmission lines, the π-model was used (see
III. C. Transmission lines). Thus, the connections between
consuming and producing buses on the regional grid estab-
lishes 13 supplementary nodes, T1-T13. Figure 2 illustrates
the grid’s physical design. Moreover, the area surrounding the
grid is considered rural, with an open landscape and room for
overhead lines [8].

Fig. 3. Schematics of the grid simulation, where W1-W4 are wind farms, H1-
H5 are hydro power plants, C1-C4 are consumption points, and T1-T13 are
supplementary transmission nodes. G1 is the connection point on the national
grid.

According to the standard voltage characteristics of public
distribution systems, the acceptable voltage variations must
stay within ±5 % [9]. Considering the large amount of data
to be calculated for this study, a grid model assembled through
numerical analysis in MATLAB is henceforth deemed optimal.
By reason of withholding relevance and focus on the questions
at issue, assorted factors are disregarded when determining
wind farm whereabouts.

These include social circumstances and local conditions,
such as the neighboring communities’ attitude to adjacent
wind turbines, land ownership, topography, as well as external
effects on the surrounding environment. Instead, the attention
is aimed at the electrical power engineering perspective: wind
data, transmission line lengths, and connection points on the
grid.

B. Periods of importance

To simulate a credible model, seven consecutive days are
chosen from the four seasons apiece in 2015. The number of
days is determined by the accuracy of representing reality that
comes with more data, but is limited due to the time it takes
for a computer to run all the calculations. The chosen dates
consist of March 8th to 14th in spring, June 8th to 14th in
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summer, September 19th to 25th in autumn, and December
8th to 14th in winter.

Likewise in the study, winter consists of January, February,
and December; spring consists of March, April, and May;
summer consists of June, July, and August; Autumn consists
of September, October, and November. Conjointly, the hours
from each week in respective periods represents the entire
season they belong in. To represent a year, each week’s values
of the respective seasons is multiplied with a quarter of the
weeks of a normal year, which would be 52

4 = 13 weeks. The
retrieved values are, for instance, used to calculate the power
losses on the lines. This paragraph is further explained in IV.
C. Load flow simulations.

Moreover, the consumption per season is assumed to be de-
pendent on the prevailing temperature of the period. The colder
the weather is, the more energy is consumed. Monthly mean
temperature data from 2015 are recovered from Skellefteå Fly-
gplats, close to consumption node C4 [10]. The temperatures
are presumed to apply for all consumption nodes, displayed
in table I, where t is the highest energy consumption, consec-
utively during winter (see table II). Furthermore, all retrieved
values in the entire study are from 2015 for maintaining
consistency.

TABLE I
SEASONAL MEAN TEMPERATURE AND CONSUMPTION OF t

Season Mean temperature [◦C] Consumption of t [%]
Spring 3.90 70.7

Summer 14.23 50.0
Autumn 5.63 75.6
Winter -3.40 100.0

C. Energy consumption

The study focuses on four extensive consumption nodes in
the area around Skellefteälven. Among these, three of them
are urban areas (buses C1, C2 and C4) whereas the remaining
point is a smelter of the steel company Boliden (bus C3)
(see figure 3) [11]. The localities are chosen after the highest
populations in the area, assuming that the more inhabited an
urban area is, the more energy is consumed.

In addition, the smelter also demands a large amount of
energy in relation to smaller, nearby towns, which concludes
its inclusion in the model [12] [13]. Since only the total energy
utilization in the analyzed area is known, the power used in
each specific site therefore needs to be estimated. However,
this is not applied for bus C3’s total energy consumption, as
it is already identified by Boliden [12].

The remaining nodes are shared between two regions: bus
C4 is situated in Västerbotten (I), while C1 and C2 lie in
Norrbotten (II). The total population of region I is 263,378
people, with a yearly power consumption of 4,125 GWh [13]
[14]. By inferring the power expenditure being proportionate
to the number of citizens in each region, the required energy of
the areas can thus be found. For region II, the same procedure
is followed. The population of II reaches 249,733 people while
consuming 7,700 GWh per year [13] [14]. The calculated
energy consumption is presented in table II.

TABLE II
ENERGY CONSUMPTION DATA OF C1-C4

Area Bus Population Cons. [GWh/year] t [MW]
Arvidsjaur C1 6,471 199.520 0.031

Piteå C2 41,548 1,281.047 0.197
Boliden C3 - 1,349.986 -

Skellefteå C4 72,031 1,128.142 0.174

The seasonal consumption for each bus is presented in table
III. The consumption is presumed to be constant throughout
each week, however the hydro power is presumed to vary
depending on the hour of the day, more specified in II. F.
Hydro power.

TABLE III
ENERGY CONSUMPTION DATA

Area Bus Season Consumption [MW]
Arvidsjaur C1 Spring 47.607
Arvidsjaur C1 Summer 33.669
Arvidsjaur C1 Autumn 50.907
Arvidsjaur C1 Winter 67.337

Piteå C2 Spring 305.670
Piteå C2 Summer 216.174
Piteå C2 Autumn 326.855
Piteå C2 Winter 432.348

Boliden C3 Spring 337.496
Boliden C3 Summer 337.496
Boliden C3 Autumn 337.496
Boliden C3 Winter 337.496

Skellefteå C4 Spring 269,185
Skellefteå C4 Summer 190.372
Skellefteå C4 Autumn 287.842
Skellefteå C4 Winter 380.743

D. Wind data

The wind farms of the case study are placed on theoretical
sites, where wind speed data can be found from weather
stations. The stations belong to SMHI (the Swedish Meteo-
rological and Hydrological Institute), showing measured data
from years back [10].

Wind data is retrieved from weather stations Mierkenis A,
Lillviken-Roparudden V, Bjuröklubb and Pite-Rönnskär A,
which are marked as W1 to W4 aside. Since the available
data is at ten meters height above ground level, equation (1)
is used to calculate the new velocity at 70 m above ground
[15].

v2 = v1 × (
h2

h1
)β (1)

v1 is the velocity at ten meters above ground, h1, while v2
is the scaled velocity at 70 m, h2. β is the ground surface
friction coefficient. The further away from the coast the grid
reaches, the rougher the terrain becomes, as the grid enters
the Scandinavian mountain range. The friction coefficient for
mountains is 0.40. On the other hand, the terrain is rather
smooth by the coast, with friction coefficient 0.1. Since the
grid contains both terrain types, with a gradual change along
the grid, β is set as the mean value of the previously mentioned
coefficients: β = 0.25 [16].
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Fig. 4. The capability of generating power from a single wind turbine in
relation to the wind speed. Wind speed levels under 5 and over 25 m/s will
result in no generated power at all, while the power reaches its production
maximum at 15 m/s.

Furthermore, the wind turbines have been designed with
the cut-in and cut-out speed as 5 m/s respectively 25 m/s. In
other words, when the wind density is below 5 m/s or over
25 m/s by wind turbine height, the blades will cease rotation
and thus stop producing power. These conditions have been
set to protect the turbines from high speed damage. At the
same time, wind velocities below 5 m/s will not be strong
enough to put the wind turbine in motion [17]. Hence, any
values below 5 m/s in the model equivalent to zero produced
power. However, at 15 m/s the turbine reaches its peak power.

Since the wind velocity in the studied areas do not exceed
25 m/s, no changes were applied to such powers [16]. The
produced power per wind density can be observed in figure 4.

E. Wind power

The wind data is in turn used to calculate the power output
P from a wind turbine as following:

P =
1

2
ρACpv

3 [W] (2)

The rotating blades of a wind turbine will take up an area A.
In sequence, the wind blows at a speed of v.

TABLE IV
MEAN VALUES OF WIND POWER GENERATION

Location Bus Mean power generation [MW]
Mierkenis A W1 0.146

Lillviken-Roparudden V W2 0.407
Bjuröklubb W3 0.608

Pite-Rönnskär A W4 0.414

Since the turbines reaches 70 m height, the assumed mean
temperature is 15 ◦C [18]. The air pressure ρ at this tempera-
ture corresponds to 1.225 kg/m3. Cp is the power coefficient,
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Fig. 5. Example of power output from a single wind turbine per location
during March 8th.

which in this case equals to the theoretical maximum efficiency
0.59 [19]. The calculated mean power generation is presented
in table IV. Figure 5 visualizes the power output for one day.

F. Hydro power

Besides wind power sites, the five uppermost hydro power
plants along Skellefteälven are incorporated into the study.
These consist of Sädva, Riebnäs, Bergnäs, Slagnäs, and Bas-
tusel, which represent H1 to H5 in corresponding order (see
figure 3) [20]. The produced power from each hydro power
plant is presented in table V.

The hydro power production is based on the results from the
parallel, ongoing project M2. The aim of M2 is to maximize
the economical return of the hydro power. By running all
plants at maximum during all hours of the year, the pro-
duction is considered optimal. A prominent advantage with
hydro power is their ability to adequately regulate voltage
simultaneously [2].

TABLE V
MAXIMUM HYDRO POWER PRODUCTION

Area Bus Production [GWh/year]
Sädva H1 111.600

Riebnäs H2 230.400
Bergnäs H3 28.800
Slagnäs H4 25.200
Bastusel H5 360.000

Since synchronous generators are used, the amount of
reactive power sent into the grid is controllable. In other
words, the voltage level is left unregulated when the hydro
power plants are inactive, which is deemed problematic for
the simulated electrical power system. In the simulation, an
assumption is made so that the hydro power plants will all go
on 80 % during hours 07:00-22:00 every day. During hours
23:00-06:00 every night, the production is assumed to be on
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5 % instead. This means there is no regulation from the hydro
power plants in our case.

G. Transmission line parameters

The values for resistance, inductance, reactance and shunt
susceptance in table VI were chosen as ensuing: r is found
with equation (7), l is calculated with equation (8), x is
identified with equation (10), and b is determined by equation
(15).

TABLE VI
TRANSMISSION LINE PARAMETERS

Parameter Magnitude Unit
Resistance r 0.027 Ω/km
Inductance l 0.001 H/km
Reactance x 0.368 Ω/km

Shunt susceptance b 3.023 µS

With Google Maps, the length of the transmission lines is
found [21]. The regional grid has a length of 300 km, while the
total length of all the transmission lines is 546 km. The grid
also consists of 26 buses. Next section describes the theoretical
background behind this part.

III. THEORETICAL BACKGROUND

A. Power flow buses

The power flow system makes up the model for the grid.
It is composed of different types of buses connected to each
other. Each type has various characteristics and purposes (see
table VII). First there is the slack-bus, which has both constant
voltage and phase angle. In this case it will work as a reference
for the rest of the grid, and by being connected to the national
grid, it will balance out any lack or surplus of power.

PQ-buses have known active and reactive power, while their
voltage and phase angle may vary. They are usually buses
that represent loads in a circuit. PU-buses usually represent
generators in a circuit instead. Their active power and voltage
are known, while their reactive power and phase angle need
to be found [22] [23].

TABLE VII
BUSES IN THE MODEL

Bus type Known parameters Unknown variables
Slack-bus U, θ P,Q
PQ-bus P,Q U, θ
PU-bus P,U Q, θ

B. Transmission lines

Since the electrical grid is placed in a rural area, the avail-
ability of large land areas is assumed. For that reason, overhead
lines are better suited as transmission lines in this study. This
is preferred because of prices for alternative solutions, such
as having the lines underground, are higher [8]. There are
several parameters in transmission lines to consider, all given
per length unit, and thus dependent of the line length [22]:

• Inductance l, a result of when alternating current flows
through the line.

• Shunt capacitance c, because of the electric field between
line and ground.

• Resistance r, owing to the resistivity of the conductor.
• Shunt conductance g, due to leakage currents in the

isolation.
1) Short line model: Short lines are typically defined as

shorter than 100 km (see figure 6). Moreover, the shunt
parameters are neglected.

Fig. 6. The short line model of a transmission line [8].

If a line exists between the nodes k and j, the line impedance
can thus be described as following:

Z̄kj = Rkj + jXkj = (rkj + jxkj) [Ω/km,phase] (3)

2) π-model: The π-model is applied on transmission lines
between 100 and 300 km long. The name comes from its shape
after taking the shunt capacitance into consideration, as seen
in figure 7. The line impedance is calculated with equation
(3), like before. However, the phase admittance to the ground
is described in the subsequent equation:

Ȳsh−kj

2
= j

bcL

2
= ȳsh−kj [S/km,phase] (4)

The connection between voltage and current at nodes k and j
are described in equations (5) and (6) by applying Kirchhoff’s
current law.

Īk = Ūk
Ȳkj

2
+ (Ūk − Ūj)(

1

Z̄kj
) (5)

Īj = Ūj
Ȳkj

2
+ (Ūj − Ūk)(

1

Z̄kj
) (6)

Fig. 7. The π-model of a transmission line [8].

C. Electrical characteristics in overhead lines

1) Resistance: Each material in a conductor has their own
amount of resistivity. For transmission lines, aluminum and
copper are most frequently used, where aluminum reaches
approximately 60 % of the latter one’s conductivity [24]. Since
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the materials in the study are chosen by economical factor, the
preferred choice is aluminum due to its affordability [25]. r
is found with following equation:

r =
ρ

A
[Ω/km] (7)

Where the resistivity of aluminum is ρ = 27.0 Ωmm2/km, and
the cross section A = 1000 mm2 [8].

2) Inductance: The inductance has a large impact on the
transference capability of the transmission line, including
voltage drop and indirectly affects the losses [22]. Given that
the material is non-magnetic, like aluminum and copper, the
inductance is given by following equation:

l = 2× 10−4(ln
a

d/2
+

1

4n
) [H/km,phase] (8)

Fig. 8. The geometrical quantities of a line in calculations of inductance and
capacitance [22].

In equation (8), a is the geometrical mean distance, as
defined in equation (9). In turn, d is the meter diameter of the
conductor, while n is the number of conductors per phase [22].
Figure 8 shows how the variables are geometrically related.

a = 3
√
a12a13a23 [m] (9)

3) Reactance: By knowing the inductance of a line, the
reactance can be calculated as:

x = ωl = 2πfl [Ω/km,phase] (10)

In other words, the reactance is dependent of the geometrical
properties. The line reactance can alter between x = 0.3-0.5
Ω/km,phase at normal frequency f = 50-60 Hz.

4) Shunt parameters: Wires and transmission lines act
as capacitances. When studying shorter lines this can be
overlooked with shorter lines, but the shunt parameters may
be significant with longer lines [22]. Equation (11) calculates
the capacitance. Contingent upon the shape and structure of
the line, besides ground parameters such as minerals of the
soil, the electric field will adapt accordingly.

c =
10−6

18ln( 2HA × a
( d
2 )eq

)
[F/km,phase] (11)

Where H is the geometrical mean height for the conductors,
see equation (12). A is defined as the geometrical mean
distance between the conductors and their image conductors,
as shown in equation (13) (see figure 8).

H = 3
√
H1H2H3 (12)

A = 3
√
A1A2A3 (13)

The admittance between nodes k and j, Ykj , is defined as
following:

Ykj = −ykj = − 1

Zkj
= g + bj (14)

If the real part of the admittance Y is the conductance g,
then the imaginary part is the susceptance b, which is described
in equation (15) [8].

b = 2πfc [S/km,phase] (15)

D. Power flow equations
Power flow calculations, or load flow calculations, are a

way of describing the power flowing in and out of a π-model
between node k and j. The power flow of the active power
Pkj and reactive power Qkj in a transmission line between
the nodes can be calculated with following equation (17). By
knowing the active and reactive powers in each bus, the voltage
and phase differences θkj may be determined.

Pkj =
Rkj

Z2
kj

U2
k − UkUj

Z2
kj

(Rkjcos(θkj)−Xkjsin(θkj)) (16)

Qkj =
Xkj

Z2
kj

U2
k−

UkUj

Z2
kj

(Rkjsin(θkj)+Xkjcos(θkj)) (17)

For every bus k, the net active power PGDk and net reactive
power QGDk can be summed up and described as:

PGDk = PGk − PDk =

N∑
i=1,i�=k

Pki (18)

QGDk = QGk −QDk =

N∑
i=1,i�=k

Qki (19)

Every node requires a balance of active and reactive power.
The power generated and consumed in node k are defined
below:

Pk = Vk

∑
j = 1NVj(Gkjcos(θkj) +Bkjsin(θkj)) (20)

Qk = Vk

∑
j = 1NVj(Gkjcos(θkj) +Bkjsin(θkj)) (21)

Where Pk is the produced power, and Qk is the consumed
power. Gkj and Bkj are the negative real part respectively
imaginary part of Ykj [22].
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E. Line losses

Because of the physical limits of transmission lines, a
certain amount of power loss will occur. This depends on
several factors, such as transmission line length, conductor
characteristics, as well as the amount of current flowing in the
line. Using equation (22), the losses can be calculated.

Pf = 3RkjI
2 [W] (22)

When using the π-model, the losses are described with
equation (23) instead.

Pfπ = Rkj

P 2
kj + (Qkj + bsh−kjU

2
k )

2

U2
k

[W] (23)

Here, Rkj is the line resistance. Thus, it is possible to find
the loss in a bus of a three-phase system. The amount of
generated reactive power by a shunt capacitance at a bus k is
described by bsh−kjU

2
k . Furthermore, the losses of the line can

also be expressed without knowing the current, see equation
(24).

I2 = Ī Ī∗ =
S̄∗

√
3Ū∗

S̄√
3Ū

=
S2

3U2
=

P 2 +Q2

3U2
(24)

In other words, if the voltage is increased by an amount of
α, the current will correspondingly decrease by α, as observed
in equation (25). Hence, if the voltage is increased by α, the
losses will equate to α2 when operating with a given amount
of power. This can also be deduced with equations (22) and
(23) [23].

U = RI [V] (25)

IV. METHOD

A. Grid modeling

The length of every power line is determined by using
Google Maps [21]. First, the location of the five hydro
power plants, four wind farms, and four areas with energy
consumption are found on the map, giving an overview similar
to figure 2. Using pixel measurement from a screen-shot
of this map, coordinates are determined for each location,
making it possible to form a trend line for some of the points.
Accordingly, the shortest distance between the points and the
curve is calculated. The intersection points between the local
grid and the regional grid, shown in figure 9, are points where
the local lines are connected to the regional grid. In turn, the
transmission lines in the local grid connects the production
and consumption buses to the regional grid. In most cases its
the closest distance to between them. This makes up for an
overview of the grid, along with distances, also presented in
figure 9.

B. Numerical analysis

The hypothetical grid is described with the equations in
subsection F. Power flow equations. With MATLAB, the
equation system F (X) is then modeled. By using the iterative,
numerical function fsolve, the system is solved for F (X) = 0.
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Fig. 9. Distances between the regional grid and production and consumption
points.

F (X) represents a vector with every value in F (X) being
the sum of the power flowing in and out of a node, making
it follow Kirchhoff’s current law when equal to zero. X
represents the various voltages U and phase angles θ in the
equation system. This is described in equations (26) and (27).

gx(k) = Pk − PGDk (26)

gx(k + n− 1) = Qk −QgDk (27)

The number of the buses in the system is denoted by n.
fsolve starts with a guess of values made up of a base voltage
of either 130 kV or 220 kV and a phase angle of 0 in every
node. The solver continues to iterate and change the value of
the voltages and phases to make the function F (X) as close
to 0 as possible [26].

The solver itself is run in a loop with the same number
of iterations as the number of hours with wind data. This
is because the solver only resolves the equation system for
the current time, and the grid values are constantly changing
depending on dynamic variables, in this case mainly the wind,
but also the hydro power production in H1-H5 and consump-
tion in C1, C2 and C4. Looking at the highest variation of the
voltage which the grid is designed for contributed to perceive
unwanted voltage levels. The voltages in consumption points
C1-C4 could then be observed by looking at values of each
corresponding node.

C. Load flow simulations

1) Voltage variations: The simulation is run without any
regulations of the voltage. While trying to maintain 130 kV, the
grid will suffer from more losses over the transmission lines.
The voltage will also diverge from the sought value, which
increases with the power generation in any nodes. This allows
for investigating how many wind turbines are possible to install
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Fig. 10. Voltage variations from 130 kV, within allowed limits of ±5 %.
In this case, the number of installed wind turbines per wind farm is 0. Both
limits are crossed, hence 130 kV is not suitable for installing wind farms.

at every wind farm, if any at all, while still maintaining the
voltage within the allowed limits of ±5 % [9]. The simulation
lasts for 672 hours, of which every quarter represents the
power output of the respective season, thus representing a year.

The first 168 hours represent the simulation run with wind
data from March, the next 168 hours from June, the next 168
hours from September and the last 168 hours from December.
Simulating with no wind power installed at all resulted in
voltage levels presented in figure 10. This means the grid will
require a base voltage of 220 kV. Further analysis of the grid
will follow below.
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Fig. 11. Voltage variations from 220 kV, within allowed limits of ±5 %. In
this case, the number of installed wind turbines per wind farm is 81. Neither
of the two limits are crossed.
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Fig. 12. Voltage variations in C1-C4 from 220 kV during March of 8th,
within allowed limits of ±5 %. Neither of the two limits are crossed. The
number of wind turbines placed per site is 81.

Transmission lines between 100 to 300 km long, like the
regional grid of the study, must consider an added shunt
susceptance. From using equations (16) and (17), the differ-
ence in the load flow calculations are the reduced reactive
power, which comes with the additional term −bshUk2 on
the regional grid in equation (17). The π-model results in a
higher number of allowed wind turbines per site. The voltage
remains within the allowed limits when a maximum of 81
wind turbines per site were installed. This can be seen in
figures 11 and 13. The voltage levels remains within the stated
limits. As the grid voltage is therefor deemed stable, it is of
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Fig. 13. Voltage variations from 220 kV, within allowed limits of ±5 %.
In this case, the number of installed wind turbines per wind farm is 82. The
lower limit is crossed.
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Fig. 14. Power loss representation of each season, with 0 wind turbines at
all four sites.

interest to inspect the voltage levels in the fellow consumption
nodes. With 81 wind turbines per site as above, each turbine
generating power according to figure 4, the voltage levels of
a day in the consumption buses are shown (see figure 12).

2) Power losses: The higher the losses are, the more is lost
in economic terms as well. Therefore, it is worth evaluating
how high the loss quantities are per year and how it varies
for different cases. Two cases with their respective losses are
presented in figure 14 and 15.

TABLE VIII
ACTIVE POWER LOSSES

Bus No. of turbines Losses per year [GWh]

- 0 23.805
W1 1 23.846
W1 20 24.691
W1 40 25.700
W1 60 26.891
W1 80 28.278
W2 1 23.917
W2 20 26.307
W2 40 29.909
W2 60 35.182
W2 80 41.532
W3 1 23.804
W3 20 23.812
W3 40 23.885
W3 60 24.272
W3 80 25.029
W4 1 23.804
W4 20 23.810
W4 40 23.845
W4 60 24.026
W4 80 24.374

These are calculated using equation (22) and (24) for the
local grid, and equation (23) for the regional grid (see III.
E. Line losses). The simulation has variables for two power
flows on the same line, but in different directions, making it
necessary to account for the resulting value of the two. The
mean value of every hour is calculated and then multiplied by
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Fig. 15. Power loss representation of each season, with 81 wind turbines at
all four sites.

the number of hours in a year. Table VIII shows the total line
losses in the grid during different scenarios with wind power
solely in one bus at a time. This while having no wind power
at all in the other buses.

As table VIII also highlights, the losses actually decrease
with an addition of production in some buses. This might
seem illogical at first, since higher power generation generally
means higher line losses. The reason for having lower line
losses when generating more power is when the alternative
path from generation to consumption is longer. An example
would be if the power flow had to travel from H1 to C4 without
any wind power. The path would then get shorter if the power
could come from W3 (see figure 2).

V. RESULTS

A. Investment costs

To receive the costs of power losses, the yearly values from
table VIII are multiplied with the mean value of the yearly
day-ahead price for 2015, which was 220,419 SEK/GWh [27].
Since 130 kV does not allow for any wind power, the grid is
upgraded to 220 kV instead. For this voltage level, overhead
lines with two circuits are preferred [15]. Additionally, AC
stations need to be installed for each power generation node,
as well as transmission towers for the 1000 mm2-aluminum
conductors [28] [29].

TABLE IX
TOTAL INVESTMENT COSTS

Item Total cost [MSEK]
Transmission line 2,318.320

AC station 475.160
Steel tower 1,426.698

The total investment costs are presented in table IX. The
calculation process from previous subsection is also applied
on table X and table XI in the next subsections as well.
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B. Power loss costs

As shown in table VIII, there is an advantage in form of
less costs from power losses when placing a higher amount
of wind power turbines in bus W3 and W4. This is because
of the shortened distance needed for the power flow to get to
the consumption buses. The power loss costs are presented in
table X.

TABLE X
POWER LOSS COSTS

Bus No. of turbines Costs due to losses [MSEK/year]

- 0 5.247
W1 20 5.442
W1 40 5.665
W1 60 5.927
W1 80 6.233
W2 20 5.799
W2 40 6.593
W2 60 7.755
W2 80 9.154
W3 20 5.249
W3 40 5.265
W3 60 5.350
W3 80 5.517
W4 20 5.248
W4 40 5.256
W4 60 5.296
W4 80 5.373

C. Revenue and profit

The comparison between the buses regarding the subject on
where to place more wind power, which is presented in tables
VIII and X, shows that the losses decrease for W3 and W4 and
that investments in W4 results in the lowest amount of losses.
Combined with the mean values of the wind speed presented
in IV, it makes W3 or W4 the most profitable locations.

TABLE XI
YEARLY WIND POWER REVENUE AND PROFIT AFTER THE INSTALLATION

OF WIND TURBINES

Bus Turbines Total revenue [MSEK/year] Profit [MSEK/year]

W1 20 223.108 5.340
W1 40 228.421 10.652
W1 60 233.693 15.925
W1 80 238.922 21.154
W2 20 232.648 14.879
W2 40 247.284 29.516
W2 60 261.553 43.784
W2 80 275.584 57.815
W3 20 240.827 23.058
W3 40 263.871 46.102
W3 60 286.845 69.077
W3 80 309.738 91.970
W4 20 233.474 15.706
W4 40 249.173 31.405
W4 60 264.841 47.072
W4 80 280.471 62.702

Looking at how the revenue is impacted by the investment,
as seen in table XI, it is clear that W3 is the most prof-
itable. Compared to the case without any wind power, placing
80 wind turbines at W3 would increase revenue by 91.970
MSEK/year. It shows that if there is any other restrictions

on placement of wind turbines, placement at W3 should be
prioritized. An example would be if there is lack of space or
money for investment.

From table IX, the investment costs for an upgrade of the
grid makes a total sum of 4,220.178 MSEK. For a case with 81
wind turbines on all four buses, the increased revenue per year
would be 238.540 MSEK. Since 4,220.178

238.540 = 17.7, it would
take 18 years before the investment is earned back.

VI. DISCUSSION

A. Interpretation of results

As seen in the results, wind power integration is possible
to put in practice. Although a 130 kV would not suffice,
making the investments mandatory if wind power integration is
wanted. Based on the simulation with the mentioned criteria,
it is possible to integrate wind power into an existing grid.
However, it would require an investment to upgrade the grid
for 220 kV to maintain stable voltage levels. The investment
would be earned back in 18 years with revenue from the
contributions from sold wind power production.

In addition, an unforeseen spike is observed in figure 13.
It is unknown whether the divergence is due to error in the
simulation or just a coincidental occurrence. A scenario would
be that similar anomalies have gone unnoticed, which would
drastically affect the result. Despite this, the obtained values
are reasonable when compared to the existent data in real grids
and power systems. This includes the economical results.

Due to mistakes made in the simulation, the value of the
yearly consumption in Boliden which was supposed to be
1,000.000 GWh/year, but instead becomes 1,349.986, as seen
in table II. Accordingly, the values of the consumption in table
III changes as well. This could have an effect on the results,
and should be taken into consideration if a similar project is
made.

B. Method evaluation

Because the method of the study is rather general, the
results can be applicable to other cases as well. The most
notable difference to another case would be wind data, grid
arrangement, and existing power generation and consumption
nodes. This is mostly due to the many assumptions and
approximations applied on the project. However, premises,
such as consumption depending on the hour of the day, could
affect the achieved results as well. There are also other factors
not considered, leading to less of an impact on whether the
study is applicable in a real case or not. A more realistic case
would involve a much larger grid, and would also have to
consider different variables in more detail.

Investments when upgrading a grid has many varying costs.
Different components could easily be missed due to the
limitations of the project, despite being vital for the grid. Since
the aim of this project is not to check for which components
are needed for an upgrade, it is decided that a general cost
estimation will do. Thus, further studies must be done for
a more detailed estimation of investment costs. Here, costs
related to socio-economical factors could also be included.



507

M1. GRID CAPACITY AND UPGRADE COSTS

Further investigation on this project could also include an
analysis of rerouting the grid with more transmission lines; in
one way by making parallel connections between some nodes,
and another by connecting some nodes to create more paths
in case of an overload and for higher stability.

As for now, all the buses with production or consumption
has the reactive power set to 0. To regulate the voltage levels,
it would be possible to make the hydro power buses into
PU-buses. Since part of the purpose of this study was to
examine economical terms, a further collaboration with project
M2 would produce a more efficient, interesting and applicable
result.

VII. CONCLUSIONS

The aim of the study was to upgrade the national grid in
SE1 and analyze suitable wind farm locations. In addition,
how these would be assimilated into the grid was discerned as
well. Subsequently, a regional grid was built in the area around
Skellefteälven (see figure 2), where the nearby important
consumption nodes and existing hydro power plants were
taken into consideration as well. Furthermore, the profitability
was also evaluated, where W3 gives the most profit compared
to the rest of the chosen wind farm sites.

Environmental issues have indeed become one of the most
pressing issues in modern times. However, renewable re-
sources are potential candidates for viable substitutes, motivat-
ing countries, like Sweden, to invest further in these sectors.
As wind power is widely regarded as the most promising
renewable energy source in terms of economic growth, there
is incitement to invest in the industry.

As the results show, an upgrade of the electrical grid cer-
tainly requires a relatively large investment sum. Nevertheless,
the return of the project will eventually surpass the initial costs
within 20 years. Accordingly, there are economic benefits of
upgrading the grid capacity. Therefore, the project is worth
elaborating, while helping to reach a sustainable future.
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Abstract—In the face of climate changes, integrating larger
quantities renewable energy resources into the electrical grid
is vital. This bachelor thesis project examines the regulatory
ability in hydro power when implenting wind power into a closed
power system. The project includes a case study based on a
part of River Skellefte älv in northern Sweden, including five
hydro power plants. The goal of the project is to optimize the
hydro power production with maximum amount of implimented
wind power. This is done by maximizing the revenue from
the hydro power plants electrical production. Through a linear
programming problem consisting of 168 time steps of one hour
each, an optimal scheduling for the hydro power plants is found,
using the opitimization software GAMS. When implenting wind
power to the system, the maximum installed wind power is found
to be 100 MW. The placement of the wind power in the system
affects the revenue of the power system, as well as the maximum
installed wind power possible. The case study shows that it is the
electrical grid that restricts the amount of wind power that can
be implented, rather than the regulatory ability in the installed
hydro power. The case study also indicates that it is less profitable
to apply all wind power in the same node of the power system.

I. BETECKNINGAR

A. Index

Symbol Beskrivning
e Nod
j Produktionssegment
m Magasin
n Vattenkraftverk
t Timme under planeringsperioden

B. Variabler

Symbol Enhet Beskrivning

Bm kr
Värdeförändring av sparat vatten i
magasin m under planeringsperioden

Ee,t MW
Producerad effekt i nod e under
timme t

Ge1,e2,t MW
Överförd effekt i ledning från nod e1
till nod e2 under timme t

Mm,t TE
Magasininnehåll i magasin m i slutet
av timme t

Pn,t MW
Effekt från vattenkraftverk n under
timme t

Qn,j,t TE
Tappningen från vattenkraftverk n av
produktionssegment j under timme t

Sn,t TE
Spill från vattenkraftverk n under
timme t

V Fn,t TE
Vattenföring genom/bredvid vatten-
kraftverk n under timme t

z kr
Ekonomisk vinst efter planeringspe-
riodens slut

C. Parametrar

Symbol Enhet Beskrivning
Ke,t MW Konsumtion i nod e under timme t

Ktot,t MW
Total konsumtion i systemet under
timme t

κ -
Fyllnadsgrad för magasinen vid
planeringsperiodens start i procent

Lm,t TE
Naturlig lokal tillrinning till magasin
m under timme t

λt kr/MWh Elpris under timme t
λE kr/MWh Framtida elpris

Mstart,m TE
Magasininnehåll i magasin m vid
start, timme 0

M̂m TE
Maximalt magasininnehåll i magasin
m

µj,n MW/TE
Marginell produktionsekvivalent för
kraftverk n, i produktionssegment j

P̂n MW Maximal effekt från kraftverk n

P ∗
n MW

Effekt från kraftverk n vid 75% av
dess maximala tappning

Pmax,e1,e2 MW
Maximal effekt i ledning mellan nod
e1 och nod e2

Πm -
De kraftverk som ligger nedströms
magasinet m

Ψm -
De/det kraftverk som mynnar ut i
magasin m

Q̂n TE Maximal tappning från kraftverk n

τn h
Antal timmar det tar för vatten att
rinna från kraftverk n till närmaste
kraftverk nedströms

Ue V Spänning i nod e

We,t MW
Producerad effekt från vindkraft i
nod e under timme t

X Ω Reaktans

II. INTRODUKTION

FNs generalförsamling antog 2015 en resolution där
17 globala mål fastslogs som ska leda arbetet för hållbar
utveckling fram till 2030 [1]. Ett av dessa mål, mål 7,
innebär att alla ska ha tillgång till hållbar energi. Idag
härstammar ungefär 60% av den totala mängden utsläppta
växthusgaser från energiproduktion. Detta mål kan tolkas som
att i princip all elproduktion som innefattar fossila bränslen
ska vara utfasad år 2030. En utmaning med de nya förnybara
energikällorna som nu introduceras är deras inkonsekventa
energiproduktion. Solkraft och vindkraft, vilket i Sverige är de
huvudsakliga nya förnyelsebara energikällorna, är beroende
av vädret, vilket är en av de få parametrarna samhället inte
kan påverka. Detta kan leda till att elsystemet blir instabilt
och det krävs goda reglermöjligheter för upprätthålla balansen
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mellan produktion och konsumtion.

Kärnkraften står idag för ca 40% av den totala elproduk-
tionen i Sverige, men det finns sedan folkomröstningen 1980
en allmän opinion samt ett regeringsbeslut på att kärnkraften
ska fasas ut [2]. Sveriges elproduktion har i nuläget endast en
mycket liten andel kol och oljebaserade energislag i elsystemet
[3]. Grannländer som Polen och Tyskland är dock beroende
av kol i sin elproduktion [4] [5]. Att utöka möjligheten att
exportera förnybar el till dessa länder kommer vara av stort
intresse om de globala utsläppen ska minska. Där kommer
detta projekt in i bilden, att se hur mycket vindkraft, ett
förnyelsebart energislag, kan installeras i ett elsystem med
installerad vattenkraft utan att stabiliteten riskeras.

A. Syfte

Syftet med detta projektarbete är att undersöka
möjligheterna att integrera vindkraft i ett område kring
Skellefteälven med redan utbyggd vattenkraft. I detta ingår att
optimera elproduktionen genom att planera och schemalägga
vattenkraft med olika andel vindkraft integrerat. Produktionen
av vatten- och vindkraft i området ska tillgodose den lokala
konsumtionen utan att överbelasta systemet.

1) Frågeställning: Hur kan vattenkraften i de fem översta
vattenkraftverken i Skellefteälven schemaläggas i kombination
med vindkraft så att balans mellan produktion och konsumtion
uppnås?

2) Delmål:
• Kartläggning av befintlig forskning om planering och

schemaläggning av vattenkraft vid integration av vind-
kraft.

• En tillförlitlig modell för planering av elproduktion från
de fem översta vattenkraftverken i Skellefteälven där
även vindkraft installeras. I modellen ska de aktuella vat-
tenkraftverkens ut-, in- och effektflöde samt vindkraftens
effektflöde och laster simuleras.

• Optimering av elproduktionen och mängd vindkraft som
skulle kunna installeras i området för att upprätthålla
balansen i nätet med minimalt spill från vattenkraften.

III. BAKGRUND

Nedan presenteras hur olika modeller av energisystem med
vatten- och vindkraft har modellerats i tidigare forskning.

A. Vattenkraft

Vattenkraftens grundläggande princip är att utnyttja den
potentiella energin i vattendrags höjdskillnader. Detta utförs
till exempel genom att direkt i vattendraget installera turbiner
som producerar el. Ett alternativ till detta är att bygga dammar
för att fånga upp vattnet och fungera som ett reglermagasin,
för att sedan låta vattnet gå genom turbiner. Ett vattenkraftverk
med reglermagasin kan jämföras med ett batteri för elsystemet.
Inom loppet av minuter finns det möjligheter att öka produk-
tionen om det krävs av systemet [6].

B. Stokastisk eller deterministisk modell

I modellering av system med vind- och vattenkraft
används både deterministiska och stokastiska metoder. I en
deterministisk modell är alla parametrar kända från start och
endast ett scenario analyseras. Fördelen med en stokastisk
modell är att flera scenarion analyseras samtidigt utifrån
en trolig prognos med en standardavvikelse. Detta för att
efterlikna verkligheten då vindstyrkor och elpriser inte är
kända vid planeringstillfället. Ett problem med en stokastisk
modell är att den kräver stor beräkningskapacitet [7]. En annan
begränsning är att det kan vara svårt att ta fram data och på
ett lämpligt sätt vikta olika scenarion [8]. I en deterministisk
modell tas ingen hänsyn till eventuella osäkerheter i indata,
till exempel elpris- och vindstyrkeprognoser, utan dessa
modelleras som parametrar, som om de är på förhand kända.

Matevosyan och Söder [9] använder sig av en delvis
stokastisk modell där vindkraftsproduktionen är stokastisk
men elpriset är deterministiskt. Castronuovo och Lopes [10]
har också använt en stokastisk variabel för att beskriva vind-
kraftsproduktion och tagit fram en feldistrubition utifrån data
om vindkraftsprognoser. Fosso med flera [11], vars modell
endast innefattar vattenkraft, har använt ytterligare en metod
där elpriset är modellerat som en stokastisk variabel.

C. Målfunktion

Vid modellering och optimering av drift av vattenkraft
kan olika målfunktioner användas för att optimera driften.
Målfunktionen ska antingen maximeras eller minimeras för att
hitta den optimala lösningen på optimeringsproblemet. Amelin
med flera [12] använder en målfunktion för att maximera
elproduktionen hos varje kraftverk som ingår i modellen.
Castronuovo och Lopes [10] formulerar målfunktionen sådan
att det istället är den ekonomiska vinsten under planeringspe-
rioden som ska maximeras, med ett tillägg: att modellen alltid
ska sträva efter att leverera åtminstone en förutbestämd lägsta
effekt. Även Fosso med flera [11] maximerar vinsten under
planeringsperioden.

D. Sparat vatten

Värdet av det vatten som finns kvar i dammarna efter
planeringsperiodens slut tas i beaktning i många modeller. Om
det inte tas med, beroende på hur målfunktionen är ställd, så
tas följaktligen ingen hänsyn till att vattnet i magasinen kan
användas efter planeringsperiodens slut och generera intäkter
senare. Castronouovo och Lopes [10] planeringsperiod är ett
dygn, men driften modelleras för två dygn så att kraftverkets
förväntade drift det kommande dygnet (dygn 2) kan ge
information om hur mycket vatten som bör finnas kvar i
magasinen i slutet av planeringsperioden (dygn 1). Ett annat
sätt att inkludera detta i modellen är att uppskatta ett framtida
elpris och sedan multiplicera detta med den elproduktion
som det kvarvarande vattnet i magasinen kan generera [12].
Det går också att använda sig av målnivåer, det vill säga en
procentuell nivå, till vilken dammarna ska vara fyllda vid
planeringsperiodens slut [12].
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En annan metod, använd av Solhall och Guéry [13], är
att beräkna värdet av vattnet i magasinen i början av planer-
ingsperioden. Denna beräkning görs genom att beräkna inkom-
sterna som vattnet skulle generera om det fick gå genom
vattenkraftverken nedströms och den genererade elen såldes
till medelelpriset för planeringsperioden. Samma beräkning
görs i slutet av planeringsperioden och mellanskillnaden ger
hur mycket magasinets innehåll har ökat/sjunkit i värde.

E. Vindkraft

Vid beräkning av vindkraftsproduktion så kan flera olika
tillvägagångssätt användas. Papavasiliou med flera [8] an-
vänder data på vindstyrkor i området i förhållande till vin-
dkraftsproduktion och en styckvis linjär approximation av
förhållandet mellan vindkraft och vindhastighet för en typisk
vindkraftsturbin i området erhålls. Detta används sedan, i
kombination med data om vindhastigheter i området, för att
simulera vindkraftsproduktionen i modellen. Denna metod
används framförallt för att beskriva vindkraftsproduktionen
i ett stort område, då förhållandet mellan vindhastighet och
vindkraftsproduktion är icke-linjärt [8]. Solhall och Guéry
[13] har använt data från vindkraftsproduktionen i det aktuella
elområdet och dividerat med den installerade kapaciteten i
området. Detta har resulterat i data på vindkraftsproduktionen
per timme som kan skalas utifrån hur stor mängd installerad
kapacitet som modellen ska simulera.

F. Verkningsgrad hos vattenkraftverk

Elproduktionen från vattenkraftverken beror icke-linjärt av
tappningen och fallhöjden [14]. För att kunna approximera
detta i en linjär modell måste detta samband approximeras
till en styckvis linjär funktion. Genom att försumma inverkan
från fallhöjden, behöver endast en linjär approximation av
elproduktionen som funktion av tappningen erhållas [14].
En sådan kan hittas genom att med hjälp av datapunkter
från elproduktion och tappning finna en styckvis linjär
approximation. Brytpunkterna till denna styckvisa linjära
funktion kan då väljas som punkter där det är som bäst
lokal verkningsgrad. Eftersom det optimala är att utnyttja den
högsta verkningsgraden kommer modellen att använda dessa
punkter så mycket som möjligt [14].

Verkningsgraden beskrivs ofta med en produktionsekviva-
lent vilket är kvoten mellan elproduktionen och tappningen
[14]. I många fall är det svårt att få tillgång till den data
som krävs för att kunna göra en sådan approximation. Amelin
med flera [12] har löst detta problem genom att approximera
att produktionsekvivalenten är som högst vid 75% av den
maximala tappningen. Efter det sjunker den marginella pro-
duktionsekvivalenten, ett mått på hur mycket elproduktionen
kommer öka vid en ökning av tappningen, derivatan av pro-
duktionsekvivalenten [14], med 5% relativt dess värde vid
lägre tappning än 75% av max.

G. Gångtider

I verkligheten kommer inte vatten som lämnat ett kraftverk
momentant att infinna sig vid nästa kraftverk nedströms.

Gångtiden, tiden det tar för vattnet att förflytta sig från ett
kraftverk till nästa, påverkas dels av höjdskillnaden och
avståndet, men också av tappningen från kraftverket. Detta
gör problemet icke-linjärt. För att undvika detta approximeras
gångtiden till att vara konstant, oberoende tappningen.
Gångtiden kan ofta inte approximeras till ett diskret tidssteg,
vilket ofta används i modellering. I de flesta modeller används
tidssteget i hela timmar, och gångtiden mäts ofta mer exakt
än så, exempelvis i minuter [12].

IV. MODELL

I denna del kommer modellens utformning först beskrivas
och sedan hur optimeringsproblemet är formulerat.

A. Modellering

1) Översikt: Modellen utformas som ett LP-problem
(linjärprogrammeringsproblem) och löses i GAMS (General
Algebraic Modelling System). Modellen har en timvis
upplösning och perioden som modelleras är 168 timmar, det
vill säga sju dygn.

2) Deterministisk modell: Modellen är en deterministisk
modell där ingen hänsyn tas till osäkerheter i framtida elpriser,
elkonsumtion, vattentillrinning och vindkraftsproduktion.

3) Hydrologisk koppling: Vattenkraftverken som ingår i
modellen är inte självständiga, utan sammankopplade av äl-
ven. Vatten som tappas från ett kraftverk kommer hamna i
magasinet nedströms och från detta magasin tas vattnet som
tappas genom nästa vattenkraftverk nedströms. Hur innehållet
i ett magasin förändras beskrivs av

Mm,t = Mm,t−1 +Lm,t − V Fn=m,t +
∑

n∈Ψm

V Fn,t−τn . (1)

Vattenföringen, V Fn,t, är den mängd vatten som lämnar ett
vattenkraftverk, antingen som spillt vatten eller som tappning
genom turbinen. V F , M , L och övriga volymer i modellen
är beskrivna i enheten TE. 1 TE är den volym vatten som ett
flöde av 1 m3/s i en timme ger upphov till, det vill säga 1 TE
= 3600 m3. Här antas att allt vatten som lämnar ett magasin
rinner nedströms till nästa magasin, det vill säga det kan inte
hamna i någon annan älvfåra. Vattenföringen beskrivs enligt

V Fn,t = Sn,t +
∑
j

Qn,j,t. (2)

Vid planeringsperiodens början är magasinets volym,
Mstart,m, givet av

Mstart,m = κM̂m (3)

och Mm,t−1 ersätts av Mstart i (1) då t = 1. Magasinin-
nehållet har en övre gräns

Mm,t ≤ M̂m (4)

vars värden i fallstudien finns i Tabell I.



512

M2: KOORDINERING AV VINDKRAFT OCH VATTENKRAFT

Fig. 1. Förhållandet mellan producerad effekt och tappning i ett modellerat
vattenkraftverk. Ej skalenlig.

4) Verkningsgrad: Effekten producerad från ett vat-
tenkraftverk, Pn,t, beror i denna modell av tappningen, Qn,j,t,
och den marginella produktionsekvivalenten, µj,n, enligt sam-
bandet

Pn,t =
∑
j

µj,nQn,j,t. (5)

Likt Amelin med flera [12] modelleras vattenkraftverkens
samband mellan tappning och effekt som två linjära segment,
se Figur 1. Det andra segmentet antas sluta i punkten med
vattenkraftverkets maximala tappning och maximala effekt, se
Tabell II. Detta ger följande samband

µ2,n =
P̂n − P ∗

Q̂n − 0, 75Q̂n

. (6)

Det första segmentet antas sluta vid 75% av den maximala
tappningen enligt

µ1,n =
P ∗

0, 75Q̂n

. (7)

Det andra segmentets lutning antas vara 5% lägre än det
första enligt

µ2,n = 0, 95µ1,n. (8)

Detta ger att den marginella produktionekvivalenten i det
första segmentet kan beskrivas på följande sätt

µ1,n =
P̂n

Q̂n

4

3, 95
. (9)

Med hjälp av (8) och (9) kan den marginella produktionek-
vivalenterna för båda segment beräknas enligt Tabell III. I
modellen delas tappningen, Qn,j,t , upp i två termer: Qn,1,t

för det första segmentet och Qn,2,t för det andra. För dessa
gäller

0 ≤ Qn,1,t ≤ 0, 75Q̂n, (10)

0 ≤ Qn,2,t ≤ 0, 25Q̂n. (11)

Vid maximalt uttag från båda segmenten när (Qn,1,t och
Qn,2,t är vid sina maxgränser) blir den totala tappning Q̂n.

5) Gångtider: Tappningen i ett vattenkraftverk antas öka
momentant när ett tidssteg slutar och nästa börjar, men
tappningen är konstant under timmen. Det som däremot
inte sker momentant är vattnets färd från ett vattenkraftverk
till nästa. Ett vattenkraftverks gångtid, τn, är tiden det tar
för vattnet att rinna från kraftverk n till närmaste kraftverk
nedströms. Detta är en del av den hydrologiska kopplingen
som beskrivs i (1). Dock är det bara gångtiderna för de
vattenkraftverk som inte mynnar ut i ett reglermagasin som
tas hänsyn till. Detta eftersom reglermagasinens storlek är så
stor i förhållande till mängden vatten som tappas att gångtider
inte anses påverka dessa vattenkraftverks reglering nämnvärt.
Gångtiderna som används kan ses i Tabell IV.

I (1) för de magasin som ligger nedströms från kraftverk
som modellerats med gångtid, och de tidssteg då t ≤ τ
byts termen V Fn,t−τn ut eftersom dessa värden på m och
t resulterar i termer såsom V Fn,−1 och liknande. Här läggs
nya V F -variabler in som kan optimeras, men inte återfinns
någon annanstans eftersom de antas vara vatten som började
rinna från vattenkraftverk uppströms innan planeringsperioden
började. Detta för att de vattenkraftverk nedströms ska kunna
användas under de första timmarna.

6) Elsystemet: Elnätet består av noder med ledningar mel-
lan. Den maximala effekten i varje ledning mellan två noder
kan approximeras med hjälp av följande ekvation från [15]

P1 ≈ P2 ≈ U1U2

X
sinθ12. (12)

Med antagandet att sinθ12 = 1 ges den maximala överför-
bara effekten i en ledning av

Pmax ≈ U1U2

X
. (13)

För att beräkna ledningarnas längd har nodernas ungefärliga
position antagits. Utifrån detta har ledningarnas längd samt den
maximala mängden överförbar effekt på ledningarna kunnat
beräknas med (13). Dessa begränsar ledningarnas överförbara
effekt på följande vis

−Pmax,e1,e2 ≤ Ge1,e2,t ≤ Pmax,e1,e2 (14)

där Pmax läses ur Tabell V. I varje nod antas all effekt vara
aktiv effekt. Tillsammans med begränsningarna på effekten på
ledningen från (14), begränsar nodbalanserna för det specifika
elsystemet produktionen i varje nod, eftersom konsumtionen
är bestämd.

B. Optimeringsproblem

1) Målfunktion: I modellen ska vinsten som vat-
tenkraftverken genererar maximeras. Vinsten bygger dels på
de inkomster från såld el under planeringsperioden och dels
på hur värdet av vattnet i magasinen förändras under planer-
ingsperioden. Detta beskrivs av

max z =
∑
n

∑
t

Pn,tλt +
∑
m

Bm. (15)
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Elpriset, λt, antas inte påverkas av modellen.

2) Sparat vatten: Vinsterna för det sparade vattnet beräk-
nas utifrån skillnaden mellan vattenvolym i varje magasin i
slutet av planeringsperioden och volymen i början av planer-
ingsperioden, likt Solhall och Guéry [13]. Skillnaden i volym
multipliceras över de första produktionsekvivalenterna, µ1,n,
för de kraftverk som ligger nedströms magasinet, Πm. µ1,n an-
vänds eftersom vattnet antas tappas genom kraftverket med en
tappning som ger högre verkningsgrad. Till slut multipliceras
den effekt som vattnet kan ge med det förväntade framtida
elpriset, λE ,

Bm = λE(Mm,168 −Mstart,m)
∑

n∈Πm

µ1,n. (16)

Detta värde blir positivt, en vinst, om mängden vatten är
större i slutet av perioden än i början, och en förlust om
mängden vatten har sjunkit. Det framtida elpriset, λE , är
medelelpriset under tidsperioden 2014-2017.

En annan möjlighet hade varit att använda vattnets värde
i slutet av planeringsperioden snarare än hur vattnets värde
har förändrats. Genom att använda hur vattnets värde
har förändrats så varierar inte vikten av denna term i
målfunktionen lika mycket som den hade gjort om hänsyn
endast tagits till vattnets värde i slutet av perioden. Eftersom
planeringsperioden är kort och vattenvolymen i magasinen vid
vissa tider på året är stor, se Figur 4, så blir målfunktionens
värde till största del beroende av vilken tid på året det är,
medan hur vattenkraftverkens produktion planeras har relativt
liten inverkan.

Dessutom kan Bm bli negativ då den bestäms av
förändringen, vilket överensstämmer med det faktum att
vattnet i ett magasin är en resurs och användandet av
denna (det vill säga att tappa vattnet genom turbinen) är en
förbrukning av en resurs som hade kunnat användas senare.
Definitionen av Bm speglar detta genom att den tar med det
förbrukade vattnets genomsnittliga marknadspris i vinsten, z.

V. FALLSTUDIE

Fallstudien består av elsystemet kring en del av Skellefteäl-
ven. Hur information om dessa appliceras i modellen presen-
teras nedan, såväl som den indata som används i modellen.

A. Översikt

I projektet är en fallstudie utförd på fem av de översta
vattenkraftverken i Skellefteälven: Sädva, Rebnis, Bergnäs,
Slagnäs och Bastusel, se Figur 2. Förutom dessa finns två
till vattenkraftverk i samma del av Skellefteälven, Sälla och
Ringsele. Dessa kraftverk har inte ingått i fallstudien eftersom
de båda är av storleksordningen < 1 MW [16] och anses
därför inte påverka resultatet nämnvärt. Alla vattenkraftverk
som ingår i fallstudien ägs av Skelleftå Kraft AB, förutom det
sista, Bastusel, som ägs av Vattenfall AB [17]. Regleringen
av vattenflödet genom samtliga femton kraftverk i älven

Fig. 2. Schematisk bild som visar de kraftverk och magasin i Skellefteälven
som ingår i modellen.

sker genom Skellefteälvens Vattenregleringsföretag. Företaget
beskriver sin uppgift som att ”se till att regleringar sköts och
utnyttjas optimalt så alla ägare får största möjliga utbyte av
sina kraftproduktionsanläggningar” [18].

I modellen ingår även fem regleringsmagasin: Sädvajaure,
Rebnisjaure, Hornavan, Storavan och Uddjaur. Mellan sjöarna
Hornavan, Storavan och Uddjaur finns inga vattenkraftverk
och dessa tre sjöar är därför beskrivna som ett magasin
i modellen, se Figur 2. Mellan Bergnäs och Slagnäs
finns vattendraget Naustajaure, och mellan Slagnäs och
Bastusel finns Ledvattnet. Dessa är dock inte listade som
regleringsmagasin av Skellefteälvens Vattenregleringsföretag
[19] och är därför beskrivna som magasin med obefintlig
volym i modellen. Vatten som flödar genom dessa vattendrag
antas behöva användas till 100% så fort det anländer till nästa
kraftverk; ingen möjlighet för lagring finns.

Modellens elsystem består av fyra noder som är förbundna
av fyra ledningar, se Figur 3. I nod 1 finns vattenkraftverken
Sädva och Rebnis. I nod 2 finns en del av den totala
konsumtionen. I nod 3 finns vattenkraftverken Slagnäs,
Bergnäs och Bastusel. I nod 4 finns majoriteten av
konsumtionen. Regionnätet med spänning 130 kV löper
längs med älven [20] och representeras av ledning 1,2,
ledning 2,4 och ledning 3,4. Ledning 2,3 är en del av
lokalnätet som i området har spänningen 20 kV [20].

Nod 1 tilldelas positionen Jäkkvik, som ligger i närheten av
vattenkraftverket Sädva. Nod 2 ligger vid Arjeplog eftersom
detta är en av de större orterna i området. Nod 3 ligger vid
Adak, i närheten av vattenkraftverket Bastusel och Nod 4 lig-
ger vid Skellefteå, som är den största staden i området och en
stor del av konsumtionen i nätet antas ske där. Nodbalanserna
beskrivs av följande ekvationer
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Fig. 3. De fyra noder som systemet är uppbyggt av med tillhörande produktion
(vind- eller vattenkraft) och konsumtion.

G1,2,t = P1,t + P2,t, (17)
G2,3,t = G1,2,t +W2,t −K2,t −G2,4,t, (18)
G2,4,t = K4,t −G3,4,t, (19)
G3,4,t = G2,3,t + P3,t + P4,t + P5,t +W3,t. (20)

Konsumtionen delas upp på nod 2 och 4, där konsumtionen
i nod 4 antas vara större än i nod 2 eftersom nod 4 ligger i
anslutning till den betydligt större staden Skellefteå, jämfört
med nod 2:s Arjeplog. Relationen mellan konsumtionen i de
två noderna beskrivs enligt följande

K2,t = 0, 3Ktot,t, (21)
K4,t = 0, 7Ktot,t. (22)

Scenarion tas fram med olika mängder installerad vindkraft
fördelad på olika sätt mellan noderna. Ett område i närheten av
modellens nod 2:s geografiska läge, i närheten av Arjeplog, har
identifierats av en utredning om vindkraft i Arjeplogs kommun
som en lämplig yta för vindbruk [20]. Därför är en av noderna
där vindkraftsproduktion modelleras nod 2 som, innan vin-
dkraftsproduktionens implementering, är en konsumtionsnod.
Vindkraft implementeras även i en produktionsnod och här
anses nod 3 mest intressant att undersöka eftersom ledningarna
från nod 3 är mer begränsade än ledningen från nod 1, se
Tabell V.

B. Indata

Information rörande de olika vattenkraftsverkens
produktion, magasinvolymer och liknande inhämtas till

största delen från Skellefteälvens Vattenregleringsföretag [17]
och presenteras i Tabell I och Tabell II. Data för naturlig
tillrinning per dygn till vattendragen inhämtas från SMHI:s
vattenwebb [21] och tillrinningen antags vara konstant över
ett dygn.

TABELL I
DATA FÖR DE MAGASIN SOM INGÅR I FALLSTUDIEN [17].

Magasin M̂ (Mm3) M̂ [TE] Reglering

Sädvajaure 605 168 056 x
Rebnisjaure 740 205 556 x
Hornavan 753 209 167 x

Storavan-Uddjaur 778 216 111 x
Naustajaure - - -
Ledvattnet - - -

TABELL II
PRODUKTIONSDATA FÖR KRAFTVERKEN SOM INGÅR I FALLSTUDIEN [17].

SK = SKELLEFTEÅ KRAFT AB, VF = VATTENFALL AB.

Kraftverk P̂ [MW] Q̂ [TE] Normalårsprod. [GWh] Ägare

Sädva 31 70 119 SK
Rebnis 64 80 142 SK
Bergnäs 8 160 30 SK
Slagnäs 7 160 32 SK
Bastusel 100 170 610 VF
Totalt 210 640 933 -

TABELL III
PRODUKTIONSEKVIVALENTER OCH BRYTPUNKTER MELLAN

PRODUKTIONSSEGMENT FÖR VATTENKRAFTVERK. BASERAD PÅ DATA
FRÅN SKELLEFTEÄLVENS VATTENREGLERINGSFÖRETAG [17].

Kraftverk µ1,n(MW/TE) µ2,n(MW/TE) 0.75Q̂n(TE)

Sädva 0,39 0,37 52,5
Rebnis 0,75 0,71 60
Bergnäs 0,033 0,031 120
Slagnäs 0,034 0,033 120
Bastusel 0,63 0,60 127,5

TABELL IV
GÅNGTIDER [12].

Från Till Gångtid (h)

Bergnäs Slagnäs 1
Slagnäs Bastusel 4

Timvisa elpriser under den bestämda testperioden inhämtas
från den nordiska elmarknaden Nordpools hemsida [22].
Även den data som används för att bestämma det förväntade
elpriset, λE , det vill säga medelpriset för perioden 2014-2017,
är hämtat från Nordpools databank [22]. Sverige är uppdelat i
fyra elområden, SE1-SE4, med olika elpriser. SE1 är det mest
nordligaste elområdet, där Skellefteälven och närliggande
kommuner ingår och alla elpriser som används gäller för SE1.

Damminnehåll och därigenom förutsättningarna
för vattenkraftverken skiljer sig avsevärt under året.
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Fig. 4. Diagram som visar vatteninnehållet i GWh, i alla kraftverksdammar
i SE1 under 2017 [23]

Damminnehåll under året visas i Figur 4. De tidsperioder
som väljs är fyra veckor under 2017 med 13 veckors
mellanrum. Detta för att göra modellen mer tillförlitlig då
förutsättningarna för vattenkraften varierar under året. De
perioder som används är 13:e - 19:e februari (vecka 7), 15:e -
21:e maj (vecka 20), 14:e - 20:e augusti (vecka 33) och 13:e
- 19:e november 2017 (vecka 46).

Data för vindkraftsproduktionen hämtas från Nordpool
där den timvisa produktionen under de aktuella perioderna
i elområde SE1 erhålls [24]. Denna data divideras med
mängden installerad vindkraft i SE1, 500 MW [25]. Detta
ger en produktion per installerad MW vilket kan skalas upp
beroende på hur stor mängd installerad vindkraft som läggs
in i modellen. Detta är samma metod som används av Solhall
och Guéry [13].

Data för den timvisa elkonsumtionen i elområde SE1
under de aktuella perioderna hämtas från Nordpool [26].
Från detta tas en normaltimmeskonsumtion fram. Ur
vattenkraftverkens totala normalårsproduktion, se Tabell II,
tas deras normaltimmesproduktion fram. Kvoten mellan
normaltimmesproduktionen och konsumtionen, ca 10%,
används för att skala om konsumtionsdatan som sedan
används i modellen.

TABELL V
LÄNGDER OCH SPÄNNINGAR SOM ANVÄNTS FÖR RESPEKTIVE LEDNING
FÖR ATT BERÄKNA DEN MAXIMALA ÖVERFÖRBARA EFFEKTEN, Pmax .

Ledning Längd (km) U (kV) Pmax (MW)

1,2 60 130 235
2,3 95 20 3,5
2,4 240 130 59
3,4 145 130 97

I beräkningarna för elnätets begränsningar i (13), som
redovisas i Tabell V, antas X vara 0.4Ω/km, fas [15] och
med trefas ger detta X = 1.2Ω/km.

TABELL VI
DE SCENARION MED INSTALLERAD VINDKRAFT (MW) SOM HAR TESTATS.

20% 40% 60% 80% 100%

95-0 nod 2 19 38 57 76 95
nod 3 0 0 0 0 0

95-5 nod 2 19 38 57 76 95
nod 3 1 2 3 4 5

75-25 nod 2 15 30 45 60 75
nod 3 5 10 15 20 25

50-50 nod 2 10 20 30 40 50
nod 3 10 20 30 40 50

25-75 nod 2 5 10 15 20 25
nod 3 15 30 45 60 75

0-100 nod 2 0 0 0 0 0
nod 3 20 40 60 80 100

C. Resultat

Den maximala mängden installerad effekt tas fram genom
att höja mängden installerad effekt vindkraft i nod 2 och 3, var
för sig, tills optimeringsproblemet inte längre är lösbart. Detta
görs i alla fyra planeringsperioder. Den planeringsperiod som
har lägst tillåten mängd installerad effekt är planeringsperiod
1 där det går att installera maximalt 95 MW i nod 2
eller 100 MW i nod 3 och fortfarande hitta en lösning till
optimeringsproblemet. När problemet är icke-lösbart beror
det på att nodbalanserna, (17)-(20), inte går att uppfylla.

Vindkraft installeras sedan i båda noderna med olika fördel-
ningar. Eftersom det är i planeringsperiod 1 som mängden
installerad vindkraft är som mest begränsad görs alla yt-
terligare tester med data tillhörande planeringsperiod 1. För
alla fördelningar gäller att den maximala mängden installerad
vindkraft tillåten i systemet är 100 MW, men med fortsatt
maximalt 95 MW i nod 2. Utöver all vindkraft i nod 2
respektive all vindkraft i nod 3 testas dessa fördelningar, med
totalt 100 MW i hela systemet:

• 95% i nod 2 och 5% i nod 3,
• 75% i nod 2 och 25% i nod 3,
• 50 % i nod 2 och 3,
• 25% i nod 2 och 75% i nod 3.

Dessa olika fördelningar hänvisas till nedan som 95-5, 75-25,
50-50, 25-75. Med de ytterligare fördelningarna 95-0 och
0-100 testas totalt sex olika möjliga fördelningar.

De olika fördelningarna av vindkraft testas sedan med olika
mängder total installerad effekt vindkraft. Denna varieras
med steg om 20 procentenheter av den maximala mängden
total installerad effekt, och således testas 20%, 40%, 60%,
80% och 100% av den maximala totaleffekten med de sex
olika fördelningar. Totalt har 30 olika scenarion testats, utöver
basscenariot utan vindkraft. Dessa scenarion finns redovisade
i Tabell VI.

Ett av dessa scenarion, 25 MW i nod 2 och 75
MW i nod 3, finns redovisat i Figur 5. Här ses att när
vindkraftsproduktionen är hög så är vattenkraftsproduktionen
låg. Framförallt i timme 28 är relationen mellan
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Fig. 5. Produktion av vatten och vindkraft samt konsumtion med 100 MW
installerad vindkraft fördelad med 25 MW i nod två och 75 MW i nod tre.

Fig. 6. Total vinst från försäljning av el från vind- och vattenkraft och från
värdet av sparat vatten i magasin. Gäller planeringsperiod 1 med 100 MW
installerad vindkraft i olika noder.

vindkraftsproduktionen, vattenkraftsproduktionen och
konsumtionen tydlig. Här är vindkraftsproduktionen lika
stor som konsumtionen och vattenkraftsproduktionen går ner
till noll.

När vinsten från dessa olika vindkraftsfördelningar
undersöks framkommer att vinsten ser olika ut beroende på
hur vindkraften är fördelad, vilket kan ses i Figur 6. Här ses
att det skiljer ca 7000 kr mellan det scenario som ger lägst
vinst (0-100) och det som ger högst vinst (50-50, 25-75), av
de scenarion med totalt 100 MW. Detta är relativt lite sett
till den totala vinsten som uppgår till ca 3,5 miljoner. Men
under ett år, skulle skillnaden i vinst, om 7000 kr "sparas"
varje vecka, bli drygt 350 000. I Tabell VII jämförs dessa
scenarion med basfallet, det vill säga utan vindkraft. Här ses
att ökningen i vinst när 100 MW vindkraft installeras är ca
två miljoner kr.

I Figur 7 visas vinsten från olika inkomst/utgiftskategorier
för en av de fördelningar som gav störst vinst vid 100 MW,
50-50, här med olika mängder installerad effekt. Här ses att
vinsten för elförsäljning från vattenkraft sjunker desto större
mängd vindkraft som installeras, samtidigt som elförsäljningen
från vindkraft ökar. Vinsten från den totala elförsäljningen

TABELL VII
DEN TOTALA VINSTEN I MILJONER SVENSKA KRONOR FÖR HELA

SYSTEMET MED FÖRSÄLJNING AV VINDKRAFTSEL INKLUDERAT SAMT
VÄRDET AV SPARAT VATTEN. UPPDELAD PÅ OLIKA MÄNGD INSTALLERAD

VINDKRAFT I NOD 2 OCH 3. VÄRDEN OCH VINSTER ÄR I MKR.

Nod 2 (MW) Nod 3 (MW) Total vinst Magasinvärde

95 5 3,479 -2,657
75 25 3,481 -2,654
50 50 3,482 -2,654
25 75 3,482 -2,654

100 0 3,475 -2,661
0 0 1,403 -4,733

Fig. 7. Vinst från olika kategorier för scenarion med 50% av vindkraften i
nod 2 och 50% i nod 3.

är konstant, oberoende av mängd vindkraft. Total vinst,
vattenkraft visar hur målfunktionen till optimeringsproblemet
förändras när vindkraft implementeras. Denna sjunker när
mer vindkraft introduceras på nätet eftersom detta innebär
en förlorad intäkt från elförsäljning. Samtidigt ökar värdet,
eller sjunker förlusten, på det sparade vattnet, vilket gör att
den totala vinsten för vattenkraften inte sjunker lika mycket.
I Tabell VIII ses att skillnaden i elförsäljning från vattenkraft
jämfört med basscenariot, ingen vindkraft, är densamma som
ökningen i elförsäljningen från vindkraft. I Figur 8 ses att
den totala elförsäljningen är konstant, oberoende fördelning
och mängd vindkraft. Däremot förändras förlusterna från
värdeminskning av det sparade vattnet.

I Figur 9 redovisas den totala mängden spillt vatten från alla
magasin under planeringsperiod 1 med maximal installerad
effekt och olika fördelad installerad vindkraft. Störst spill fås
från de fall då 100 MW vindkraft är fördelade med 95% i
nod 2 och 5% i nod 3 vilket ger 21,6 TE spillt vatten, och
med 75% i nod 2 och 25% i nod 3 som ger 29,8 TE spillt
vatten. I resterande fördelningar är mängden spillt vatten
noll eller nära noll. I basscenariot är mängden spillt vatten noll.
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TABELL VIII
VINSTEN I MKR MED OLIKA MÄNGD INSTALLERAD EFFEKT VINDKRAFT I

MW FÖRDELAT LIKA MELLAN NOD 2 OCH 3.

Vindkraft 0 20 40 60 80 100

El, vattenkraft 6,14 5,62 5,11 4,59 4,07 3,56
Magasinvärde -4,73 -4,31 -3,90 -3,48 -3,07 -2,65

Totalt värde, vatten 1,40 1,31 1,21 1,11 1,01 0,91
Vindkraft värde 0 0,52 1,03 1,55 2,06 2,58

Totalt värde 1,40 1,83 2,24 2,66 3,07 3,48

Fig. 8. Vinst per kategori vid olika fördelningar av installerad vindkraft.

D. Diskussion

1) Begränsning maximalt installerad vindkraft: Resultatet
visar att den begränsande faktorn i modellen är att
vindkraftsproduktionen och konsumtionen sammanfaller
i timme 28 vid 100 MW installerad vindkraft. Detta medför
att det inte är möjligt att öka den installerade effekten över
100 MW såsom elsystemet ser ut i modellen. Detta kan ses
som en brist i modellen då det i ett verkligt scenario skulle
finnas flera olika möjligheter för att undgå denna situation.
Det är möjligt att exportera el, det är vanligt att effekt överförs
från norra till södra Sverige, det går att lagra i till exempel

Fig. 9. Mängd spillt vatten under planeringsperiod 1 beroende på mängd
installerad vindkraft i nod 2 och 3.

batterier, eller spilla el från vindkraft genom att temporärt
sänka verkningsgraden. Det är dock viktigt att klarlägga att
den totala installerade effekten vindkraft i SE 1 uppgår till
500 MW. I jämförelse med detta är en vindkraftsinstallation
på 100 MW i ett relativt litet område som fallstudien innebär,
en betydlig ökning från dagens nivåer, och 100 MW kan ge
en indikation om de lokala begränsningarna.

Nod 2 har en begränsning på 95 MW vilket beror på
dess geografiska läge och elnätets uppbyggnad. Maximal
effekt ut ur nod 2 är 62,5 MW (ledning 2,4 och ledning
2,3, se Tabell V). Ledning 1,2 är inte medräknad eftersom
det inte finns någon konsumtion i nod 1. Detta medför att
den maximala mängden vindkraft begränsas till 62,5 MW
plus den konsumtion som sker i nod 2, vilket pendlar mellan
23 och 42 MW under planeringsperiod 1. Om vid något
tillfälle vindkraftsproduktionen är större än 62,5 MW plus
konsumtionen i nod 2 vid det tillfället, går inte nodbalansen
för nod 2 att lösa. Dessa omständigheter gör att den maximala
mängden vindkraft i nod 2 är 95 MW, det vill säga lägre än
den maximala mängden i hela systemet.

2) Placering av vindkraft: Placeringen av vindkraften
har en påverkan på vinsterna. De mest kostnadseffektiva
placeringen av vindkraften av de med 100 MW är antingen
100 MW jämnt fördelad mellan nod 2 och 3 eller 25MW
i nod 2 och 75MW i nod 3. Som Tabell VII visar uppgår
vinsten till 3,482 miljoner kronor i detta fall. Det minst
kostnadseffektiva sättet är att enbart ha produktion i nod
3. Detta beror sannolikt på två kombinerade faktorer. En
av dessa är att vattenkraftens produktion begränsas väldigt
mycket i nod 3, där det samtidigt saknas reglermagasin till
två av tre kraftverk. Detta gör att det är svårt att använda sig
av de kraftverk som inte har reglermagasin eftersom vatten
förbrukat en timme även måste användas flera timmar senare
på grund av gångtider och avsaknad av reglermagasin. Den
högre produktionen i nod 3 gör att vattenkraftsproduktionen
måste ske i nod 1, vid vattenkraftverken Sädva och Rebnis.
Detta i kombination med att värdet av det sparade vattnet
är högre ju högre upp i älven vattnet är så tvingar denna
fördelning vattnet från de två övre, mer värdefulla magasinen,
Sädvajaure och Rebinsjaure, till det magasin med minst värde
för sparat vatten, Hornavan-Storavan-Uddjaur.

Detta medför också att om all vindkraft installeras i nod
3 så begränsas produktionen i dessa kraftverk, Bastusel,
Slagnäs och Bergnäs, så mycket att älven efter sjön Uddjaur
inte tillförs vatten i modellen. Modellen består endast av fem
vattenkraftverk av totalt 15 i hela älven. I verkligheten måste
det tas i beaktning att älven är betydligt längre och hänsyn
bör även tas till produktionen i de övriga kraftverken.

3) Spill: Spillet som uppkommer i modellen är litet i
jämförelse med övriga flöden. Det som dock uppkommer
är visserligen en förlust, men beror på att det under timme
28 inte finns utrymme för produktion i Slagnäs. Det finns
dock ett behov av produktion i Bastusel fyra timmar senare.
För att kunna tillgodose behovet i timme 32 måste vatten
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spillas i timme 28, trots att det inte går att använda vid
timme 28 eftersom vindkraften redan fyller behovet från
konsumtionen. Att spill uppstår med 100 MW installerad
effekt vindkraft med vissa fördelningar kan indikera att
vattenkraftens maximala reglerförmåga är nådd.

4) Målfunktion: Optimeringsproblemet är att skapa största
möjliga vinst från elförsäljning från vattenkraftverken och
samtidigt använda vattnet i magasinen på bästa möjliga sätt
för att göra värdeökningen av det sparade vattnet så hög som
möjligt, eller att värdeminskningen blir så låg som möjligt.
Eftersom elförsäljningen beror helt på konsumtionen som
alltid måste tillgodoses så är det i slutändan värdet på det
sparade vattnet som kan optimeras. Om man dessutom tittar
på en total vinst för all elförsäljning i systemet, vindkraften
inkluderad, så är vinsterna för elförsäljning samma i alla
scenarion.

5) Indata: Den data för vindkraftsproduktionen som
används i modellen är en nedskalning av den totala
vindkraftsproduktionen i elområde SE1. Detta område
är ett väldigt stort område jämfört med storleken på en
genomsnittlig vindkraftspark. Detta betyder att vindkraften är
modellerad på så sätt att den inte beter sig lika varierande
som den hade gjort om datan för vindkraftsproduktionen hade
varit baserad på till exempel lokala vindstyrkor.

6) Framtida arbete: Eftersom vindkraftens placering i
elnätet visade sig spela roll inte bara för vinsten utan även
den största möjliga mängden installerad vindkraft, hade det
varit intressant att utvidga modellen för elnätet och öka dess
komplexitet för att efterlikna det verkliga elnätet ytterligare.
Studien hade också kunnat utvidgas till att inkludera möjliga
utbyggnader på elnätet och hur dessa skulle påverka vinsten
och maximala mängden installerad vindkraft.

Att titta på hur resultaten ändras då elnätet modelleras som
ett öppet system, med möjlighet för import och export av
el, hade också varit intressant. Det hade då varit intressant
att undersöka hur mycket vindkraft som kan installeras
när det finns möjlighet att exportera el vid de tillfällen då
vindkraftsproduktionen blir större än konsumtionen, som i
timme 28 i denna modell.

En annan studie som skulle vara intressant är att istället
för en deterministisk modell använda en stokastisk modell.
Detta skulle avsevärt förhöja resultatens trovärdighet då
det i verkligheten är omöjligt att veta exakt elpris och
vindkraftsproduktion i förväg.

VI. SLUTSATSER

Vattenkraften har goda möjligheter att i framtiden balansera
stora andelar vindkraft i elsystemet. Fallstudien visar dock att
placeringen av vindkraften är av vikt för att inte slösa på vare
sig vatten eller vind. Det är enligt fallstudien mindre lönsamt
att lägga all vindkraftsproduktion vid en nod. Fallstudien visar

också att det till största delen är elnätets begränsningar som
avgör maximal installerbar vindkraft och inte vattenkraftens
reglerförmåga. Det är däremot svårt att utifrån resultatet dra
bestämda slutsatser om hur mycket vindkraft som går att
installera i området.
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CONTEXT N: HVDC GRIDS

NOT IN ANYONE’S BACKYARD
Renewable power production and more specifically wind power plants have met a lot of opposi-
tion during the last decades. People think they are unaesthetic, noisy and are ruining the view. 
But in the future, this will not be an issue. Thanks to large technical advances in HVDC technolo-
gy the best suitable places for producing renewable electricity can finally be accessed.

In the past, humans have been limited by where we get our energy from. We have not been able to harness 
energy in an optimal way from the places where the wind blows and the sun shines the most, i.e. far out at 
sea and in deserts. One of the reasons behind this has been the lack of technology for transmitting electricity 
over large distances. Underground AC grids are, due to technical shortcomings in the cables, not capable of 
transmitting electricity for distances larger than 80 km. This is where HVDC comes in.

Today, HVDC technology is used for, among other things, point-to-point subsea electrical transmission 
from wind power plants. It can deliver a constant voltage, frequency and phase angle to the AC side. The 
losses compared to traditional AC grids are lower. It can also be used for the interconnection of asynchro-
nous grids, which can increase the resilience of the systems and make the variability of renewable energies 
not as big of a problem. 

One HVDC technology that has changed a lot over the last years are the converters. Since they convert DC 
power to AC or the other way around, they need to be as efficient as possible. The new generation of con-
verters are making it possible to build grids based on HVDC technology, by connecting multiple offshore or 
desert-based power plants to several different AC grids. Building HVDC grids will make it more economi-
cally viable to build offshore wind power plants, which will lead to less criticism from the public since they 
will no longer be affected by the negative aspects from the wind farms.
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The power consumption is rising and will 
continue to rise in the future. An additional 
amount of electrical power will have to be pro-

duced, and at the same time the share of renewable 
power must increase if we want to mitigate the effects 
of climate change. To be able to optimize the produc-
tion of renewable energies, the generation of elec-
tricity must be located where the wind blows, and 
the sun shines the most. These places are located far 
from existing power infrastructure and consumers, 
meaning long conductors must be drawn. 

The technology optimal for this type of transmis-
sion is HVDC (High Voltage Direct Current). This 
technology has been used commercially since the 
1950s in point-to-point connections, but with the 
new generation of converters it is possible to build 
grids using HVDC. Wind power production depends 
on the wind, making the point-to-point connections 
today only used to its full potential during short pe-
riods of time. Constructing a Multi-Terminal HVDC 
grid with numerous wind power plants and several 
connections to the AC grid would result in a more 
stable grid. It would also add the possibility to trans-
mit power between different spots on the AC grid 
through the HVDC grid when the wind power pro-
duction is low. 

With this new type of grid several questions arise 
regarding how to control it to enable a stable power 
flow. In an AC grid, the frequency is the same every-
where and works as a reference value to make sure 
the production and consumption of electricity in the 
grid always stay the same. In a DC grid, the voltage 
is what needs to be controlled, and voltage is never 
the same throughout the grid. To regulate it, different 
control strategies must be used. 

Project group N1 has studied the basic operation 
and control of a four-terminal HVDC grid. Different 
converter control strategies, i.e. voltage droop control 
and deadband droop control, have been studied to 
find out how they impact the power flow in the grid. 
Moreover, to find out how faults in the grid impact 
the power flow, the students have simulated short 
circuits to acquire information on how the grid re-
acts to them and if different control strategies result 
in different outcomes. 

The results from the project can help to expand the 
knowledge about which control strategy is to be pre-
ferred depending on the circumstances. It can also 
lead to a better understanding on how to redirect the 
power flow in an HVDC grid when a fault in a line or 
a converter occurs. One key finding was the fact that 
distributed droop control was the most suitable grid 
control strategy for grid stability after a fault in a line 
or a converter occurred. For normal operation, dead-
band droop control was identified as the most fitting 
converter control strategy.

Concerning future projects within this area, much 
more can be done. The project can be enlarged such 
that more terminals are incorporated to see how the 
stability changes compared to the four-terminal grid. 
It would also be interesting to see future projects 
focus on implementing undead-band droop control 
since it is the most general converter control strategy, 
but the hardest one to carry out. Finally, in the cur-
rent model the power being inserted into the grid has 
been constant, which is not realistic since the power 
comes from wind farms. Future projects could incor-
porate a varying power from the wind power plants 
and analyse the effects it has on the grid.

IMPACT ON SOCIETY AND THE ENVIRONMENT

Human induced climate change is posing a threat 
to the well-being for this generation of humans and 
for the coming ones. We have a moral obligation to 
do something to reverse the negative trend we have 
caused by emitting large amounts of greenhouse 
gases into the atmosphere. For humans to be able to 
achieve a sustainable production and consumption 
of electricity, we need to harness renewable energy 
from the places on earth that have the best condi-
tions. HVDC grids make that possible and does it in a 
more efficient way than its competitor, AC grids.

The ecological footprint from building HVDC grids 
is low when compared to the benefits that the higher 
amount of renewable energy in the power grid brings. 
Since the DC cables can be buried underground for 
long distances, the impact on the ecosystems is lower 
than for AC grids.

The metals used in all type of conductors for power 
grids may have been extracted from places that do not 
uphold decent working conditions. Metals like cop-
per are often imported from countries like Chile. For 
this reason, making sure that the metals are extract-
ed in a sustainable way is crucial. But since HVDC 
grids require fewer power lines than AC systems, 
HVDC is a better option for reducing the amount of 
resources needed in the system. For society there will 
almost only be benefits with HVDC grids. 

One future application based on HVDC technology 
that is currently being discussed is a European super 
grid where all of Europe and the North African coun-
tries are connected through an HVDC grid. Such an 
application would increase the stability of the power 
grid for every country that is connected and increase 
the overall societal quality because of e.g. fewer out-
ages.

In conclusion, the implementation of HVDC grids 
in our current power system will have a huge impact 
on today’s power infrastructure. As there are nearly 
no negative aspects in using HVDC grids and since 
it will be an essential component in a future sustain-

CONTEXT N: HVDC GRIDS
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able power infrastructure, the authors believe that 
the future of our planet seems brighter with the ad-
vancements of this ground-breaking technology. 

CONTEXT N: HVDC GRIDS
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Operation and Control of HVDC Grids
Adam Bianchi and Gabriel Nylander

Abstract—Meshed high-voltage direct current grids are be-
coming an increasingly important technology for integrating
renewable energies into the power system. To control the grids
in the best possible way, optimal converter and grid control
strategies are needed. This project studies how a four-terminal
high-voltage direct current grid is operated and controlled by
implementing different grid and converter control strategies. The
grid control strategies examined are centralized voltage control
and distributed voltage control with and without deadband.
Simulations are made in the software PSCAD. Different fault
types on the grid are studied to investigate how the power
flow and voltage level are affected. An optimal value for both
the deadband width and droop constant has been identified.
Moreover, the results indicate that centralized droop control is
not a suitable grid control strategy, whereas distributed voltage
control with and without deadband are. The fault study indicates
no differences between distributed voltage control with and
without deadband. The power flow and voltage levels are identical
for all fault types.

I. INTRODUCTION

Renewable energies play an increasingly important part of
the world’s energy mix. To mitigate the effects of global warm-
ing, the world needs to transition to a low-carbon economy.
In this new era, renewable power production will play a key
role. However, the integration of renewable power sources
in the energy system imposes large technical challenges for
the grid. The future energy system will need to transmit
more electricity and at the same time endure the volatility
that comes with renewable power production. Since renewable
power production from wind farms and photovoltaic plants are
weather-dependent, a constant power flow is not possible [1].

High-voltage direct current (HVDC) grids are a possible
solution to this challenge. Today, HVDC technology is used
for the interconnection of asynchronous grids and for linking
offshore wind power (OWP) plants to the mainland alternating
current (AC) grids [2]. HVDC technology is superior to the
more traditional AC technology when the distance between
OWP plants and the mainland is great; power losses are
considerably smaller as well as the investment costs [3].

HVDC transmission has been used commercially since the
mid-20th century but only in point-to-point connections [3].
Since then, a new generation of more advanced converters with
lower losses has been developed. This has led to the possibility
of building HVDC grids, which enable a more stable power
flow and a more efficient use of the grid since the production
is spread out and the variability in renewable energy is less
noticeable compared to point-to-point transmission [4]. During
periods of low production from intermittent renewable power
plants, the HVDC grid can still be used for electricity trading.

There are plans for a DC supergrid in Europe that should
interconnect to several points in the already existing AC grids.
This has the potential of increasing the reliability of the grid

and at the same time integrate large volumes of wind and
solar power into the grid [5]. There is a tremendous untapped
potential of OWP in the North Sea and a vast amount of solar
power in the south of Europe and Africa [5].

Two different types of converters are used for HVDC
transmission: line-commutated converters (LCC) and voltage-
source converters (VSC). Since VSC uses fully controlled
power semiconductor switches such as insulated gate bipolar
transistors (IGBT), an independent AC voltage waveform can
be created. This is not the case for LCC. For this reason, VSC
is a better option when it comes to connecting the DC grid
to weak and passive systems making it the best choice when
connecting to OWP plants. VSC also offers, contrary to LCC,
black start capability, which means it can restore the power
without the aid of an external power source [6]. For these
reasons, VSC technology is better suited for multi-terminal
operations [7].

The aim of this project is to study how a four-terminal
HVDC grid is operated and controlled. Different converter and
grid control strategies have been carried out as to compare
the effect they have on the power flow and voltage. Line and
converter faults have been simulated to determine how the
grid reacts and which control strategy is the most suitable. For
this project, the simulations have been conducted in the power
system simulation software PSCAD in a four-terminal model
presented in [8]. The model contains two converters connected
to OWP and two converters connected to the mainland AC
grid.

II. DC GRID CONTROL

To control the HVDC grid, different converter and grid
control strategies have been implemented. They are described
in the following section.

A. Converter control strategies

1) Voltage droop control: Voltage droop control is a con-
verter control strategy that establishes a proportional relation-
ship between the voltage and power in the grids as can be
seen in Fig. 1.
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Fig. 1. Relationship between the voltage and power in voltage droop control.

By changing the power in the grid, a set voltage can be
achieved [3]. The relationship between power and voltage can
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be written as
∆Pdc =

1

DV
∆Udc. (1)

In (1), DV represents the droop value. ∆Pdc and ∆Udc are the
power and voltage deviations from their individual setpoints
[3]. As can be seen in (1), the lower the droop value, the more
the converter will change its power output to compensate for
the change in voltage.

2) Constant power control: Constant power control is used
when a constant power is required regardless of the value of
the DC voltage. By inserting an infinite value as droop constant
in (1), no change in power occurs when the voltage changes.
The converter instead tries to maintain a constant power [1].

3) Deadband droop control: Deadband droop control is a
mixture of constant power control and voltage droop control.
When the voltage is within a certain interval, the converter
operates in power control mode and tries to maintain a constant
power [9]. If the voltage is outside the deadband, the converter
switches to voltage droop control and tries to bring the voltage
back to its setpoint by changing the power [3].

B. Grid control strategies

1) Centralized voltage control: Centralized voltage control
is based on how a VSC HVDC point-to-point connection is
operated [3]. When it is applied, one converter operates in
constant voltage control and therefor works as a DC slack bus.
This means only one converter operates towards achieving the
voltage setpoint in the grid [10]. Centralized droop control
is good at controlling active power at the power controlling
converters and the voltage in the grid [3]. This grid control
strategy only works if the disturbances are relatively small
[10]. One big problem with this kind of control strategy is how
the grid handles faults. A fault on the DC slack bus converter
would result in extensive disturbances in the grid [11]. Since
this converter is set to handle the whole fault, it needs to be
the largest in order to handle the fault. The DC slack converter
also needs to be connected to a strong point on the AC grid to
make sure the power surge is taken care of [3]. These things
make centralized voltage control not suitable for meshed DC
grids.

2) Distributed voltage control: Instead of having only one
converter that controls the DC voltage in the grid as in
centralized voltage control, distributed voltage control applies
voltage droop control to several converters [10]. The converters
who are not in voltage droop control, are in constant power
control. The converters share in controlling the DC voltage
can be altered by changing the droop value [3]. A small
droop value results in a larger contribution from the converter
compared to a high droop value. By distributing the voltage
control to more than one converter, the DC grid can always
be safely operated regardless of a fault in any converter [3].

III. MODEL AND METHOD

A. Model

Data has been obtained by simulations in the software
PSCAD. The HVDC grid model described in [8] has been
used for this project and is shown in Fig. 2.

~
=

~
=

=

=

~

~

MMC 1

700 MW 700 MW

600 MW 800 MW

100 km

100 km

200 km

MMC 3

MMC 2

MMC 4

OWP

AC
Grid

AC
Grid

OWP

Link 12

Link 34

Link 13
200 km 150 km

Link 24Link 14

Fig. 2. Four-terminal HVDC grid test system [8].

The converters implemented in the model are modular
multi-level converters (MMCs). MMC 1 and 2 operate as
rectifiers and are connected to OWP plants. MMC 3 and 4
operate as inverters and are connected to AC grids. The length
of the lines and power ratings of the MMCs can be seen in
Fig. 2. Each end of a transmission line includes a DC breaker
at the positive and negative pole of the line [8].

The converter control system consists of an outer and inner
control loop. The outer controllers take care of the active and
reactive power flow. In this project, only the active power
controller has been studied. The converter control strategies
are enabled after 0.8 s since the grid is stable at this point and
all MMCs have been activated. The inner controller consists
of a positive and negative sequence current controller. The
reference for the inner controller is provided by the outer
controller.

When a fault occurs on an MMC, the MMC is blocked by
an implemented converter protection scheme. The protection
mechanism is shown in Fig. 3. For the MMC to block, either
the voltage needs to be below 32 kV or the current to exceed
2 kA.

Fig. 3. Converter protection scheme [8].

As explained in Section II, different control strategies have
been used to control the DC grid. These strategies have been
implemented inside the four converters. The control mecha-
nism of the converter is shown in Fig. 4. The droop constant
DV establishes whether the controller is in constant power
control, voltage droop control or DC voltage control (slack),
see Table I. If DV equals infinity, the power output is constant.
On the other hand, if the droop constant is 0 ≤ DV < ∞
, the power changes until the nominal DC voltage has been
reached.
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Fig. 4. Active power control of the converter.

TABLE I
DROOP CONSTANT FOR CONSTANT POWER CONTROL, VOLTAGE DROOP

CONTROL AND DC VOLTAGE CONTROL (SLACK).

DV

Constant power control ∞
Voltage droop control 0 < DV < ∞
Constant voltage control 0

B. Method

The following section explains how the grid and converter
control strategies have been implemented in the model. More-
over, the fault simulations are described.

The grid control strategies examined are centralized volt-
age control and distributed voltage control with and without
deadband. For centralized voltage control, MMC 3 operates
in constant voltage control. The other MMCs are in constant
power control mode. For distributed voltage control, MMC 3
and 4 operate with voltage droop control or deadband droop
control, whereas MMC 1 and 2 are in constant power control
mode.

For distributed voltage control, various droop constants are
simulated to identify the value resulting in the most stable grid.
The deadband droop control is incorporated in the PSCAD
model by adjusting the active power controller. Since voltage
deviations over a certain threshold are undesired, but constant
power is desired for as long as possible, various deadband
widths are tested, and an optimal value is identified.

A fault on MMC 1 and two fault types on DC link 13
have been simulated. Fault types treated are pole-to-ground
and pole-to-pole faults. The MMC faults are simulated by
short-circuiting the positive and negative pole of the MMC
bus. Faults on DC link 13 and MMC 1 are initiated at 1.25 s
and remain for the rest of the simulation. For every fault type,
distributed voltage control with both deadband and voltage
droop control are simulated. The data is collected when the
grid is in steady state both before and after a fault. Centralized
voltage control is not part of the fault study due to power
oscillations in steady state, see Section IV.

The obtained results were discussed with a research expert
from a leading manufacturer of HVDC transmission technol-
ogy. The discussion helped establishing an optimal deadband

width and understanding the fault simulation results.

IV. SIMULATION RESULTS

In this section, the simulation results for centralized voltage
control and distributed voltage control with and without dead-
band are presented. Moreover, the results of the fault studies
are shown.

A. Centralized voltage control

The simulation of centralized voltage control is depicted in
Fig. 5. The droop constant is set to 10−8 due to numerical
reasons in PSCAD. The results show oscillations once the
droop is activated after 0.8 s.
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Fig. 5. HVDC grid power flow with droop value 10−8 and centralized voltage
control.

B. Distributed voltage control

Different droop values are simulated to find out which value
results in the most stable grid. In Fig. 6 and Fig. 7 two of these
simulations are shown. One key finding is that a droop value
of 0.05 results in higher oscillations than a droop value of 0.2.
It takes more time for the power to reach steady state with the
droop value 0.05 than with 0.2. The simulations show that a
droop value of 0.2 results in the most stable grid with the
lowest settling time.

C. Distributed voltage control with deadband

To determine the optimal deadband, multiple simulations
are executed. Two of these are presented in Fig. 8 and Fig. 9.
Fig. 8 depicts the simulation of the grid when the deadband is
±1% and Fig. 9 when it is ±10%. As can be seen in Fig. 9,
the power is constant until the voltage drops to below 10% of
the reference value. Consequently, MMC 3 and 4 switch from
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Fig. 6. HVDC grid power flow with droop value 0.2 and distributed voltage
control.
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Fig. 7. HVDC grid power flow with droop value 0.05 and distributed voltage
control.

operating in constant power control to voltage droop control
and increases the voltage back to its minimum requirement.
On the other hand, when the deadband is set to ±1% MMC 3
and 4 immediately switch into voltage droop control to adjust
the voltage and thereafter switches to constant power control
and remains in it for the rest of the simulation. This can be
seen by looking at the constant power output from all links in
Fig. 8.
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Fig. 8. HVDC grid power flow with droop value 0.2 and distributed voltage
control with ±1% deadband.
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Fig. 9. HVDC grid power flow with droop value 0.2 and distributed voltage
control with ±10% deadband.

In Table II, the voltage of the DC grid at 1 and 2 s can be
observed for deadband voltage control with ±1% and ±10%
deadband. The voltage for the simulation with ±1% deadband
does not result in any large voltage deviation. A discrepancy
of approximately 2 kV occurs on all 5 DC links. For the
simulation with ±10% deadband, MMC 3 and 4 switch into
voltage droop control when the voltage deviation reaches
10%.These findings correlated well with what a research



529

N1: HVDC GRIDS

1 2

3 4

496.6

341.7

558.0

299.9

489.7
338.1

297.2

78.9 78.2

0.5
618.3

0.4

780.2 785.0

769.7

612.3

776.4

139.6 140.7

553.4

(a) Pole-to-ground fault with voltage droop control.
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(b) Pole-to-ground fault with deadband droop control.
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(c) Pole-to-pole fault with voltage droop control.
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(d) Pole-to-pole fault with deadband droop control.

Fig. 10. Steady state power flow before (black arrows) and after (grey arrows) a fault on DC link 13. Crosses show which breakers trips and which MMCs
block.

expert from a leading manufacturer of HVDC transmission
technology conveyed [12].

TABLE II
DC LINK VOLTAGES AFTER 1 S AND 2 S WITH DEADBAND DROOP

CONTROL.

Deadband ±1% Deadband ±10%
after

1 s [kV]
after

2 s [kV]
after

1 s [kV]
after

2 s [kV]
DC link 12 639.1 637.0 618.3 586.7
DC link 13 638.8 636.5 617.7 586.1
DC link 14 638.8 636.7 617.8 586.6
DC link 24 639.4 637.3 618.7 587.2
DC link 34 633.4 632.0 612.6 583.8

1) Pole-to-ground fault: In Fig. 10a and Fig. 10b the results
for a pole-to-ground fault are shown. For the simulation illus-
trated in Fig. 10a, the grid control strategy used is distributed
voltage control with 0.2 as droop constant. Fig. 10b illustrates
a distributed voltage control simulation with a deadband of
±1% on MMC 3 and 4. For both control methods DC link 13

is isolated because the breakers on both sides of the link trip.
The steady state power flow is practically identical. Table III
presents the link voltages, which are the same regardless of
the control strategy. The differences before and after the fault
are small. The voltage on DC link 34 diminishes instead of
increasing like the voltage on the other links.

TABLE III
STEADY STATE DC LINK VOLTAGES BEFORE AND AFTER A

POLE-TO-GROUND FAULT ON DC LINK 13.

Droop Deadband
before [kV] after [kV] before [kV] after [kV]

DC link 12 640.9 643.2 637.7 640.9
DC link 13 641.0 643.0 637.6 640.6
DC link 14 640.8 642.3 637.4 639.9
DC link 24 641.3 641.9 638.0 639.5
DC link 34 637.4 633.7 633.8 631.2

2) Pole-to-pole fault: Fig. 10c and Fig. 10d shows the re-
sults for a pole-to-pole fault. In Fig. 10c distributed voltage
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(a) Voltage droop control
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(b) Deadband droop control

Fig. 11. Steady state power flow before (black arrows) and after (grey arrows) a fault on MMC 1. Crosses show which breakers trip and which MMCs block.

control with droop control on MMC 3 and 4 is used, and in
Fig. 10d MMC 3 and 4 have a deadband of ±1% in addition
to the droop control. For both control methods MMC 1 blocks
and DC link 13 is isolated due to the breakers on both sides
tripping. The steady state power flow is practically the same.
Table IV shows that differences in the DC link voltages before
and after the fault are small. The DC voltage on DC link 34
diminishes instead of increasing like the voltage on the other
DC links. Table IV shows that the DC link voltages reaches
the exact same values regardless of the control strategy. All
voltages decrease by approximately 54 kV.

D. Fault on MMC 1

Fig. 11a and Fig. 11b depicts the steady state of the grid for
both voltage and deadband voltage control before and after
a fault on MMC 1. The results are identical. MMC 1 and 2
block and all DC breakers on the MMC 1 side of the links
trip. The breaker on the MMC 2 side of DC link 12 also trip.

TABLE IV
STEADY STATE DC LINK VOLTAGES BEFORE AND AFTER A POLE-TO-POLE

FAULT ON LINK 13.

Droop Deadband
before [kV] after [kV] before [kV] after [kV]

DC Link 12 640.9 585.7 637.7 585.7
DC Link 13 641.0 585.5 637.6 585.5
DC Link 14 640.8 586.1 637.4 586.1
DC Link 24 641.3 587.5 638.0 587.5
DC Link 34 637.4 584.2 633.8 584.2

No power is inserted into the DC grid from the OWP plants
since MMC 1 and 2 trip. However, there is still a small power
flow on DC link 34. Table V shows that the differences in
link voltages for both control strategies after the fault are the
same. The voltage on the DC links connected to MMC 1 are
practically 0 kV and about 570 kV on DC link 24 and 34.

TABLE V
DC LINK VOLTAGES BEFORE AND AFTER A FAULT ON MMC 1.

Droop Deadband
before [kV] after [kV] before [kV] after [kV]

DC Link 12 640.9 0.1 637.7 0.1
DC Link 13 641.0 0.1 637.6 0.1
DC Link 14 640.8 0.1 637.4 0.1
DC Link 24 641.3 572.4 638.0 572.4
DC Link 34 637.4 574.1 633.8 574.1

V. ANALYSIS AND DISCUSSION

Our findings demonstrate that the droop value greatly affects
the grid stability. When the value is less than 0.2, oscillations
occur. Therefore, a droop value of 0.2 is used in the simulation
because values lower than 0.2 result in oscillations due to
the PI-controller not reacting to the change in power fast
enough. Tuning the PI-controller was considered to be outside
the scope of this project. Furthermore, it leads to the lowest
settling time of the acceptable droop values within the range
0.2 ≤ DV ≤ ∞.

In this study, we found that the deadband simulation in
steady state results in different impacts on the grid stability.
A value of the deadband larger than ±1% is not favourable
because it leads to large voltage drops. The research expert
on HVDC grids confirmed that a deadband wider than ±1%
is not feasible [12]. On the other hand, when the faults are
studied no noticeable differences are identified between dis-
tributed voltage control with and without deadband. The same
breaker tripping and power flow take place. One key finding
is consequently that for a four-terminal grid, no noticeable
differences in grid power flow occurs whether a deadband is
applied or not. The simulations show that centralized voltage
control is not a suitable grid control strategy. Oscillations
in every DC link appear. This finding confirms the theory
presented in Section II.

Regarding future projects, the model can be enlarged to
incorporate more terminals to study the impact on the stability
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compared to the four-terminal grid. Moreover, in the current
model the power inserted into the grid is constant, which is not
realistic considering the power originates from OWP plants.
Instead, future projects can incorporate a varying power input
from the OWP plants and analyse the effects it has on the
grid. Finally, more advanced converter control strategies such
as undeadband droop control can be implemented in the model
like in [3].

VI. CONCLUSION

This project set out to investigate how a four-terminal grid
can be operated and controlled using different converter and
grid control strategies. The results demonstrate that a droop
constant of 0.2 is the most reasonable value for distributed
voltage control. The distributed voltage control simulations
with deadband leads to the most stable grid when the deadband
is set to ±1% of the voltage setpoint. A higher deadband
leads to voltage deviations that might lead to grid instability.
Centralized voltage control is a poor option compared to the
other grid control strategies because oscillations occur.

Faults on an MMC and DC link were carried out to find out
if the grid control strategies resulted in different power flows
and voltage drops. Our findings demonstrate that distributed
voltage control with a deadband of ±1% and a droop value
of 0.2 results in the same power flow and voltage drop for a
pole-to-ground, pole-to-pole and converter fault. Therefore, we
conclude that a deadband does not add any obvious benefits
to the grid operation of this four-terminal grid.
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MICROGRIDS, DISCONNECTING PEOPLE
When the electrical grid collapses, microgrids will be able to protect important civic functions.

Imagine, you are on your way to the hospital with your soon to be newborn. If you do not get there in time, 
your firstborn will die. It’s a critical state and for a moment, there is hope. All of a sudden the hospital goes 
pitch dark. A power outage have appeared. Everyone panics and several hundreds life are suddenly on the 
line. 

The scenario is a fictional worst case scenario, but without electricity big civic functions will be disabled. 
Not just hospitals, but crucial infrastructure such as subways. You will not even be able to send texts or 
browse facebook. The reliability of the grid is a key component to your everyday life.

A way of preventing the previous stated consequences is being able to isolate different geographical  
locations. If power supply faults in one city, it can prevent faults in a nearby city.  By dividing separate areas 
into isolated cells, microgrids, a failure in one cell won’t affect another cell since they are operating individu-
ally. 

Another way would be to picture having a pizza divided into several pieces. If one pizza slice is spoiled the 
other ones can still be eaten. The same thing can be applied to the traditional large-scale electrical grid. If 
one piece of the electrical grid fails the others can still operate normally. These slices are called microgrids. 
As long as there is no fault in the system the microgrids would be connected to each other, making it possi-
ble to share the resources. 

By measuring the currents in the microgrids, and analyse it in a microcontroller, one can determine if the 
subsystems are working properly or not. If there is a fault the microcontroller would send a trip signal to a 
circuit breaker and disconnect the failing part.

With a working microgrid, the hospital would still be operational since it disconnects from the big grid. The 
slice of pizza would still be eatable and your newborn would survive. 

CONTEXT O: POWER SYSTEM CONTROL
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The projects within this context address the 
challenges of controlling power systems. Pro-
ject groups O1 and O2 specialize in microgrids 

while project group O3 focuses on the issues of con-
trolling grids with high levels of wind power pene-
tration.
 
The context results are important for the develop-
ment of future power systems. The projects focus on 
different aspects regarding stability issues. By divid-
ing a grid into smaller pieces, the effects from a fault 
will not affect the whole grid. Instead, every piece 
has its own power production and could still run in-
dependently. The microgrid concept originates as a 
solution to increase energy availability as well as in-
tegrate more renewable energy sources. A result of 
having renewable energy sources in a power system, 
such as wind power, is stability issues since the pow-
er production varies depending on the weather con-
ditions. If one uses wind power in a microgrid, which 
is more vulnerable to changes than a macrogrid, the 
stability issue will be of great concern. Therefore, a 
control system is needed to ensure that the microgrid 
is operating as expected.
 
The goal of project O1 is to design an autonomous 
controller that will detect deviations in the system’s 
frequency and regulate it. The results from O1 will 
provide a method to detect whether a microgrid is 
connected to a major grid or if it is disconnected. 
The frequency deviations, which follow from island-
ing the microgrid, will be converted from an analog 
signal to digital that will be read by a controller. The 
autonomous controller will then send signals to the 
microgrid in order to adjust the improper frequency 
and voltage. Future projects could aim to regulate 
more complex microgrids and multiple connected 
microgrids.
 
The goal of project O2 is to develop a protection 
scheme that will be able to detect faults in a microg-
rid. All the currents are measured in the grid and re-
ceived by a microcontroller where they are analyzed. 
When a fault is discovered somewhere in the microg-
rid, a trip signal will be sent from the microcontroller 
to the microgrid and disconnect the part containing 
the fault. Therefore, the protection scheme prevents 
components in the microgrid from taking damage. 
The expected result is to prove that cheap equipment, 
such as a Raspberry Pi, have the potential to solve the 
protection issues for microgrids. However, more re-
search regarding the limitations of the Raspberry Pi 
would be needed. A Raspberry Pi would not be able 
to handle an infinite size of a microgrid. One would 
need to look into how the protection system should 
be designed to still be able to use a cheap microcon-
troller without an unreasonable delay.
 
The goal of project O3 is to, with given grid data 
from Texas, categorize grid disturbances based on 

size and level of wind power penetration. With these 
categories it is possible to analyze and make conclu-
sions on how a higher wind power penetration af-
fects the stability of the grid and system inertia. The 
former mentioned categories and results would help 
dimension the renewable energy of power systems, 
and keep a stable grid with less fossil-fuel resources. 
More research and studies of alternative ways to af-
fect the system inertia could be useful to prevent the 
possible issues of higher wind power penetration.
 

IMPACT ON SOCIETY AND THE ENVIRONMENT 

There are many benefits with the implementation of 
microgrids and wind power. Both  will help to strive 
towards an emission-free society, but there is more 
to it than e.g. air quality. By installing wind turbines, 
the landscape is affected and thus the recreational 
value is lowered. Producing renewable energy, there-
by creating a better atmosphere, is one of the world’s 
greatest goals. However, one should take the effects 
that come with wind turbines into account. The noise 
from the turbines can be quite disturbing and pos-
sibly harmful for e.g. humans. It is comparable to 
living next to a busy road, which has been proven to 
cause stress. More factors need to be reviewed before 
installing new wind turbines in an area, as this is the 
backbone of most microgrids today.
 
Microgrids come with other great advantages re-
garding their impact on individuals. The technique 
gives the opportunity to be self-sufficient regarding 
energy production and consumption. Therefore, the 
energy supply for each microgrid can be more stable 
since a fault occurring in one microgrid only has a 
local impact. This means other microgrids are unaf-
fected by the fault.

The advantages of dividing the large-scale tradi-
tional grid into smaller independent microgrids are 
increased reliability and a reduced risk of large pow-
er failures. On the other hand, this will increase the 
complexity of the electric grid, since all of the sepa-
rate grids will have its own controller to ensure safe 
distribution of power. However, with a flawless con-
trol system, for every microgrid, this will not be a 
great concern.
 
Another complication is that the more microgrids 
are implemented the more important is the commu-
nication between them for a united national grid. The 
result of implementing several microgrids is that each 
microgrid requires an owner. This raises the ques-
tion, should it be private companies or government 
agencies? This could potentially lead to one company 
having exclusive rights on a grid. Consequently, leav-
ing each customer in a society with no choice when it 
comes to choosing power supplier may increase the 
electricity prices due to monopoly. However, in Swe-
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den it is already impossible for a customer to choose 
utility grid provider. Since there is already a monop-
oly situation in Sweden today, this is not considered 
a major issue.
 
The impact of wind power and microgrids on the 
environment is a complex matter. The extraction and 
transportation of metals for producing the turbines 
causes a negative impact on the environment. Even 
though, wind power is a renewable energy source it 
still affects the environment. Aside from the carbon 
dioxide impact, which arises from the production of 
the turbines, wind turbines also have a visual effect 
on landscapes. Likewise, wind turbines have an im-
pact on local wildlife and produce noise. However, 
wind turbines require a restricted area and e.g. al-
low agriculture to co-exist. Similarly, microgrids are 
considered environmentally friendly although they 
commonly contain batteries and fossil fueled gen-
erators.  Ethically this is problematic and should be 
questioned. The batteries contain lithium, which is 
not an endless resource. Likewise, fossil fuel is not an 
endless resource. Additionally, burning fossil fuel in 
generators leads to carbon dioxide emissions, which 
contribute to global warming and poor air quality. It 
is important to be honest about these pros and cons. 
In our opinion the consequences of wind power are 
modest and manageable compared to the negative 
impact from extraction and use of fossil fuels. We 
also think, the environmentally friendly aspects of 
microgrids are unquestionable if the majority of the 
power production in the microgrid comes from re-
newable energy sources.
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Rapid Prototyping of Microgrid Controllers for
Autonomous and Grid-Connected Operation

Martin Dahl Becedas and Joel Henriksson Larsson

Abstract—This project aimed to design a controller for a
microgrid that would maintain a desired frequency and voltage
throughout several steps. These were disconnecting the microgrid
to islanded mode, shifting the phase angle with respect to the
main grid and finally reconnecting the grids. Four different
scenarios were executed. The first one without the controller,
two with different loads and one with renewable energy. A PI-
regulator was implemented in a Raspberry PI which served as
controller. The results showed that the first scenario without
a controller ended up with instability. Once the PI-regulator
was installed the full simulation could be completed properly,
except slightly too high overshoot on the voltage with renewable
energy sources installed. Consequently the goal was achieved
and the controller performed the requested tasks. Regarding the
scenario with renewable energy the controller would need some
adjustments to regulate the voltage properly.

I. INTRODUCTION

Throughout history electricity demand has increased annu-
ally [1]. There is a heavy reliability on the immediate power
supply from electricity distributors. It can be difficult, if not
impossible, to imagine society functioning without electricity.
A wide range of areas will even suffer substantial damage if
the electricity supply ceases over the course of a short period
of time [2].

Power outages in a grid affects every element connected,
thus power outage in major grids can leave a large number
of consumers without power. A way of avoiding widely-
spread power outages is to split a major grid into several
minor grids that can operate independently, this is known as
microgrids. Microgrid is a term that varies depending on the
applied definition [3]. With respect to the targeted scenario,
different kind of microgrids are favourable. However, one can
simplify a microgrid as a traditional grid in a miniature form
that connects local users and with the ability to isolate them
from the national grid, usually referred to as islanded mode.
While this comes with a number of benefits, this state requires
specific controlling to maintain stability in the system [4].
This project aimed to design an autonomous controller that
would attempt to sustain a desired frequency and voltage in
a targeted microgrid or in the case of failing to control the
system the controller would initiate an island mode protection,
which was performed by shutting down the generator.

Stability requirements are a must for a functioning electric
power infrastructure. Energy production has mainly been
provided from few but large-scale reliable generators [5],
something which makes it easy to maintain stability in the
grid [6]. Due to inertia in a large grid the frequency can be
kept rather steady without need of a very complex controller.
In recent years electricity production has tended to shift
from fossil fuel power plants to smaller renewable electricity

sources [5]. This results in less inertia in the system and it is
more sensitive to changes [6]. To compensate the sensitivity
it requires advanced algorithms and more computing power to
control the changes in energy production thus avert instability
in the grid.

An electric power system behaves in a certain way and
have, depending on region, different stability criterias. For
this project three criterias were used, which functioned as
safety precautions to protect the systems components from
failure and also to determine to what extent the system
needed to be regulated.
To maintain the stability of the grid several factors needs to
be taken into account. The system’s behaviour is affected by
a lot of its units, if one parameter changes it affects others.

If one generator faults or disconnects from a grid, there will
be a frequency drop which will result in a shift in the phase
angle.

This can also lead to a power outage, since there is one less
generator to supply power to the loads in the grid.

To satisfy a systems demand and also protecting it, there
needs to be thresholds regarding voltage, frequency and power
generation.

Voltage can not deviate more than 0.1 per unit (p.u.)
[7], whereas the generator is not allowed to surpass 1 p.u.
active power generated. The thresholds for frequency will be
+− 1 Hz [8]. In Sweden the frequency criteria is 50 Hz [9].
Depending on the complexity of the system, a suitable com-
puter should be used as controller. In this project this was
done with a Raspberry Pi(RPI), which is a cheap Linux-
based computer that can handle basic algorithms. Because of
a grid’s complexity and expensive equipment it is preferred
to digitally simulate it, hence avoiding costly failures. Due to
the dynamical behaviour of renewables, the controller needs
to handle more tasks.

To regulate frequency and voltage with the controller, the
angular velocity of the generator and field voltage were altered
respectively.

Controlling the frequency and voltage is important when
the microgrid operates on its own, which occurs if the
microgrid disconnects from the main grid and therefore splits
into two grids. This was also detected while analysing the
difference between the two grids. When reconnecting the
microgrid and main grid, the phase angle of the voltage needs
to be similar along with frequency and voltage [10].

There has not been done a lot of research regarding
using RPI as controller for microgrids. As previously stated,
it is as well of uttermost importance to maintain stability in
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the grid preventing costly damages to a grid.

A hardware prototype in form of an RPI was built with
embedded python algorithms which functioned as a controller.
It was tested in real time, using a real time simulator. The
controller runs both in grid connected and islanded mode.

It detects in which state the system is in, i.e. if it is
connected to a main grid or is in islanded mode. While in
islanded mode, the controller regulates the frequency and
voltage. If successful, it connects the microgrid back to the
main grid. If not, it initiates a protection scheme. The two
protection scheme the controller handles are shedding load
and/or turning off the generator.

This report is structured in the following way: in section II the
basic theory behind all calculations and systems is presented.
Section III, everything used to condone the experiment is
presented. In section IV everything regarding the simulation
is described and its different cases. The last sections V, VI
and VII presents the results, followed by discussing and
concluding the report.

II. THEORY

This section provides the fundamental knowledge related to
this project. It contains electrical power and control system
theories.

A. Power system theory
1) Frequency: To be sure the stability is maintained, the

threshold for the frequency is set to 50 +−1Hz.

dω

dt
=

1

M
(Pm − Pe) (1)

Equation (1), is the equation for change in angular velocity
with respect to Pm (power produced) and Pe (power con-
sumed).

ω = 2πf (2)

Φ = ωt (3)

Φ = 2πft (4)

2) Voltage: For this project, the threshold + − 0.1 p.u.
was chosen. Above 0.1 p.u. can possibly be hazardous for
components in the grid.

3) Phase: The phase of the voltage in islanded mode is not
especially interesting, until the phasing initiates. The phase
angle in the island needs to be approximately + − 10◦ from
the main grid. Therefore this value was selected to regulate
the phase.

B. Identifying state of simulation
By taking frequency, voltage and phase angle into account

the current state of the system can be determined with high
accuracy. Fig. 1 shows the required steps to disconnect the
grids and then reconnecting them, the steps are presented in
chronological order starting from the top of the figure.

Fig. 1. The process from entering Island Mode to reconnecting to main grid

1) Islanded mode: As seen in equation (1) and (2) the
frequency will change in the grid when the microgrid enters
islanded mode due to change in (Pm − Pe). From equation
(4) it will follow that the phase angle will shift as well. This
is done in the first two blocks in Fig. 1.

2) Phasing to main grid: Once the microgrid has stabilised
in islanded mode it needs to be adjusted to reconnect to the
main grid. This requires the frequency and voltage to remain
close to the reference value for a certain time, tstable. This is
done in the third and fourth blocks in Fig. 1.

3) Connecting to main grid: When the system was consid-
ered stable the frequency was changed slightly to constantly
shift the phase angle, which can be explained by equation (4).
The grids were then reconnected when frequency, voltage and
phase angles matched sufficiently. This is shown in the fifth
and sixth blocks in Fig. 1.

C. Euler’s Method

Since the controller operates in iterations a numerical
method is required in order to implement a regulator. Euler’s
method adds the previous function values with the recent value
multiplied with the step, ∆t. Equation (6) shows iteration i+1
for an arbitrary function, f , with respect to t and w.

∆t = ti+1 − ti (5)

wi+1 = wi +∆tf(ti, wi) (6)
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D. Automatic Control

Making a system autonomous requires breaking down the
system’s attributes into mathematical terms. The system will
behave accordingly to a transfer function, G. Thus an input
signal u into G will result in an output signal y. By imple-
menting a closed-loop system, see Fig. 2, the signal y will
serve as feedback. With a desired reference value, r, the value
u can be matched in order to find the error, e, in the current
state. With a properly designed transfer function F the error e
will give information to F regarding what the output value u
should be.

Fig. 2. General feedback controller

There are a number of different regulators that can serve
as transfer function F. A commonly used regulator is the PI-
regulator which is divided into a term that is proportional to
the error e and an integrating term that saves information from
previous errors.

u(t) = u0 +KP e(t) +KI

∫ t

0

e(τ)dτ (7)

In equation (7) the second term adjusts the signal u with
a proportionality constant KP with respect to the error. The
last term has the proportionality constant KI that amplifies the
sum of previous errors in order to eliminate the steady state
error. With a known transfer function G optimal constants KP

and KI can be derived. However, without a known function G,
fitting values KP and KI can be simulated. Different systems
will have varying requirements on the performance from the
regulator. Since this project aims to keep frequency and voltage
within a certain threshold KP and KI will be chosen with
respect to the resulting overshoot.

M =
ymax − yref

yref
(8)

A higher value on KP and KI can reduce the overshoot by
making the system faster. However, choosing too high values
will cause instability [11].

III. EXPERIMENTAL SETUP

In this section, the different hardware and software is
presented that was used to be able to perform the Real Time
Hardware-in-the-loop simulation. In Fig. 3 the whole loop is
described. Which shows all steps listed below.

A. Simulink

The power system model was developed in Simulink and
was the foundation of the project. Due to compatibility with
the RTS, MATLAB version 2011b is used.

Fig. 4 is one of the models that was used during this
project. Since a real controller was built, there was a need
to also have a real system. MATLAB Simulink solves this

Fig. 3. Experimental setup. The hardware loop of the experiment. Lines
represent actions, dashed lines represent readable data.

issue, since it is able to create a simulation of a real grid. The
electrical component library is vast and Simulink is therefore
a complete tool when it comes to simulating grids. It makes
a new calculation every 50 µs. As shown in Fig. 4 the grid
was splitted into two parts. However, the figure shows a single
line diagram of what in reality is a three phased AC power
system. The software is used within the real time simulator,
which will be described in the next section.

Fig. 4. Main grid(MG) and Island Mode(IM). Single line diagram of three
phased AC diagram.

B. Raspberry PI

Fig. 5. Data transfer for the RPI.

The RPI, as previously stated, served as controller. It was
suitable to this experiment if the price of the RPI was taken
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into account. The required latency needed to be similar to real
time. To accomplish this, UDP packets were sent to and from
the RPI. If one uses UDP packets, the network overload is
reduced. Instead of receiving every packet, less packages gets
transferred but at a much higher transfer rate. In Fig. 5, the
loop is represented how the RPI receives and packages data.
It was also possible to remotely control the RPI, making it
convenient to use as a controller. In this experiment the RPI
and the RTS were remotely controlled. Due to the Linux based
operative system, it manages most programming languages.
The actual choice of language depends on the demand of
the system but also competencies of the programmer itself.
With the use of proper hardware, one can perform a lot of
different actions such as transferring data, making calculations
and controlling systems, to name a few. For this project Python
was used, since it is more user friendly.

C. Real Time Simulator

This lab which was used, is deployed at KTH. Except
for comprising of RPIs and computers, it had Opal-RT’s
eMegaSim Real Time Simulator. It is a high end computer
being able to provide real time analog and digital signal.
During this experiment digital signals were only taken into ac-
count. The software installed is also compatible with Simulink,
therefore it is capable of running Simulink created models
in real time. It receives and sends data through ethernet,
also making it capable of connecting it to an RPI. It can,
as previously stated, be remotely controlled from another
computer.

IV. SIMULATION ANALYSIS

In this section, it is presented how the simulation was
executed. Starting with presenting modifications of models and
controller and finishing with the actual simulation.

A. Simulink and real time simulator

The design of the grid itself was pre built, but alterations
were needed to suit specific needs. Four experiments were
performed, with four different models. First was with a regular
load, but without the RPI controller. The other three were
similar see Fig. 4, where the RPI controller was used. The
difference was an additional load, with the goal to shed load
to not damage the generator and lastly with installed renewable
energy sources.

The model itself was divided into two parts, where one part
was the main grid and the other part of the grid was the isolated
part which was controllable see Fig. 4.

B. Regulators

To be able to regulate the generator, a PI-regulator for
the field voltage and another PI-regulator for the mechanical
power were implemented, the latter changes the frequency.
A third regulator intentionally shifted the frequency slightly
above the reference frequency in order to get a controlled
change in phase angle, this was handled through the mechan-
ical power input and thus overwrite the other regulator. By

applying Euler’s method to equation (7), the PI-regulator could
be implemented while working in iterations.

ui+1f = u0f +Kpf
e(t) +KIf (uif +∆te(t)) (9)

ui+1v = u0v +Kpve(t) +KIv (uiv +∆te(t)) (10)

ui+1Φ = u0Φ +KpΦ
e(t) +KIΦ(uiΦ +∆te(t)) (11)

Equation (9) calculates the output signal uf after i previous
iterations with predetermined constant values Kpf

and KIf .
Equation (10) and (11) operates in the same way. However,
since uf and uΦ both regulate the mechanical power input
only one of them will be active depending on the state of
the system. As a result of the unknown transfer function
of the system the constants Kp and KI for each regulator
were manually changed depending on the constants quality.
In order to identify desired values for the regulator, Kp and
KI were increased to the point where the wanted conditions
were fulfilled while keeping the system stable.

C. Controller

As previously stated an RPI was programmed to regulate
the microgrid. Python was used as programming language. The
code consisted of a function that received data from Simulink.
This data was provided to the regulators which gave a suitable
output signal. The regulators were implemented in the code on
the form shown in equation (9), (10) and (11). The time step
∆t was the time difference between the current iteration i+1
and the previous iteration i. The code was also designed with
arguments that identified what state the simulation was in, e.g.
whether the the output uf or uΦ should be sent.

D. Simulation

During the actual simulation, the whole loop of Simulink
went to RTS to RPI and back to RPI see Fig. 3. This part
was divided into three steps, which if performed correctly
would control the system. See Fig. 1 for these three steps. For
this project, four scenarios were analysed and are listed below.

1) No controller: During the first scenario, there was no
controller implemented. The simulation ran as usual and the
disconnection between the microgrid and main grid occurred.
Due to the fact no controller was implemented, there was
nothing that could regulate the voltage and frequency.

2) Implementing controller: The second scenario showed
how the controller behaved when there was one load of 115
MW and one thermal power plant. See Fig. 4 but neglect the
wind power plant and solar power plant. It strictly followed
Fig. 1.
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3) Extra load: For the third scenario, a second load was
implemented. It had the same structure as Fig. 4, but still
with no renewable energy sources connected. However, there
was more load and therefore an additional protection scheme
was installed. To protect the generator from overload, the
controller could disconnect the extra load. Previously stated
threshold for Generator 1, says 1 p.u. was not allowed to be
exceeded.

4) Renewable sources: The fourth and last scenario, renew-
able resources were implemented. It followed the scheme from
Fig. 1 and the full system of Fig. 4 was used. It still had the
same protection scheme as the previous scenario, therefore it
would shed the extra load if necessary.

V. RESULTS

Table I displays resulting overshoots with respect to fre-
quency and voltage for the four scenarios. Mf is not allowed
to surpass 2% and Mv must be kept under 10%. The third
column presents whether the phase angles were within the
set requirement when reconnecting the grids. The last column
displays the total elapsed time, ttot, during the simulation.
Simulation 1. is without controller, simulation 2. with con-
troller implemented, simulation 3. is without extra load and
simulation 4. is with renewable energy sources.

TABLE I
OVERSHOOT, PHASE ANGLE AND TOTAL TIME

Mf [%] Mv [%] |ΦIM − ΦMG|[◦] ttot[s]

1. - - - -

2. 0.18 9.8 < 10 97.5

3. -0.1 -1.6 < 10 30

4. 0.34 16.1 < 10 30.5

Fig. 6-11 presents obtained results. The initial state rep-
resents when the grids are connected, at point 1 the switch
between the grids is opened. Between 1 and 2 is the state when
frequency and voltage is being stabilised. The state between
2 and 3 is when the phase angle is being adjusted. At point 3
the grids are reconnected.

VI. DISCUSSION

By examining the results it can be seen that the first scenario
behaved as expected and thus confirming the fact that a
controller is required in order for this microgrid to function.
It can be seen in the second scenario that the controller was
sufficient for the set limits. The simulation was completed with
overshoots that were kept under the maximum allowed values
Mf and Mv . The phase angles were also within the set thresh-
old when during the reconnection. The third scenario which
was without the extra load had significantly lower overshoots
compared to the previous run. Although this report did not aim
to have as low overshoots as possible, but only under a certain
level, it can be commented that lower overshoots are preferred
and in some specific environments even required. The phase
angle behaved as intended. In the last scenario the frequency
overshoot stayed within the requirements. However the voltage

Fig. 6. Scenario 1. Frequency

Fig. 7. Scenario 2. Frequency

Fig. 8. Scenario 2. Phase angle
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Fig. 9. Scenario 3. Frequency

Fig. 10. Scenario 4. Frequency

Fig. 11. Scenario 4. Phase angle

overshoot exceeded the threshold. To avoid this the regulator
would need some adjustments. This could have been done by
designing the PI-regulator with respect to the scenario with
renewable energy sources or implement individual gains for
each scenario. It is however likely that gains can be obtained
that are sufficient for all scenarios. It can also be seen that the
phase angle was shifted accordingly in the last scenario.

Although this report did not take the total elapsed time into
account it could arguably be a relevant aspect. The allowed
difference in frequency between the grids when reconnecting
them was set to 0.02 Hz. However, the regulator which
intentionally shifted the frequency increased the frequency by
0.0005 Hz above the reference value. Equation (4) shows that
a larger difference will shift the phase angle quicker, which
should reduce the total time, ttot. With these requirements the
intentional frequency shift could probably be increased while
still fulfilling the criteria regarding reconnecting the grid but
while most likely reconnecting the grid faster. Another way
of reducing the time is to identify the closest way to the main
grid’s phase angle. Thus the controller always had a positive
shift in phase angle due to fIM − fref > 0. If ΦIM would
have a value slightly more than 10 degrees above ΦMG

the phase angle would shift 360◦ − (ΦIM − ΦMG) − 10◦.
By adding an additional condition which instead shifts the
phase angle negatively in certain cases the shift would be
(ΦIM − ΦMG) − 10◦. In a scenario where ΦIM = 40◦ and
ΦMG = 10◦, the controller would shift the phase angle 320◦

while a negative shift in phase angle would shift it 20◦ to the
correct value. This could in some cases drastically improve
the total time, ttot.

The PI-regulator turned out to be a sufficient regulator for
this system, except when installing renewable energy sources.
With proper gains the microgrid operated as intended. It is
possible that it would be even faster with less overshoot if
a more complex regulator was installed. Another way of
finding better gains would be with knowledge of the exact
transfer function for the generator. Optimal values for the
regulators could then be calculated. Better results could also
be achieved with more simulations.

An interesting outcome of the third simulation is how the
controller functioned in a different environment, thus without
the extra load. Although this does not imply that the controller
would function with any load or with even less load it seems
like it would work with similar models as the targeted one.
This comes with several advantages in a society which would
aim to implement microgrids in a large scale. Having a few
controllers that functions for multiple variant microgrids could
reduce costs when installing the controller.

VII. CONCLUSION

From the results it can be concluded that the designed PI-
regulators succeeded to control the microgrid within the set
requirements and in presence of additional loads(scenario 2),
with exception of the last scenario. This means, in the right
environment, a cheap controller such as a Raspberry Pi would
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suffice. It was able to perform the tasks demanded such as
detecting its state, controlling the frequency and voltage, and
eventually reconnect the microgrid to the main grid.

It can also be concluded that a PI-regulator is essential by
inspecting the simulation without any regulation, which ended
up with instability. Whether this controller can operate in any
microgrid can not be concluded, although it seems unlikely
due the potential differences between microgrids. It can also
be concluded that this controller needs some modification in
order to handle the renewable energy sources, this is however
something that only seems to need some minor adjusting.
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Project O2: Adaptive Protection Scheme for
Microgrid

Fredrik Forsell and Wilhelm Holmberg

Abstract—The environmental issues receive more attention by
the day, which results in a greater interest in renewable energy
sources and ways of making the delivery and usage of energy
more efficient. One solution that has emerged is microgrids, self-
sufficient electrical grids containing renewable energy sources
and loads. A microgrid can either operate on its own or as a
part of larger grid, depending on energy availability. The aim
of this project was to develop a protection algorithm and deploy
it on a cheap microcontroller. The protection algorithm should
ensure that faults occurring in the microgrid were detected and
handled, in both operating modes. A model of a microgrid in
both operating modes was created. The protection algorithm was
applied to the model in a real time simulator to verify that the
algorithm took action against faults. By introducing faults to
the circuit, we could demonstrate that the algorithm performed
as expected. We concluded that it is possible to deploy a basic
adaptive protection scheme on a cheap microcontroller. Also, that
a flawless protection scheme for a microgrid is of high value if
the use of microgrids will continue to grow.

I. INTRODUCTION

The microgrid concept appeared already in 1882 when
Thomas Edison opened Pearl Street Station. This station
provided electricity for a small area through generating power
locally using coal powered steam engines. The goal of his
microgrid was to replace the gas lightning system with an
electrical one [1]. However, today’s goals of implementing
microgrids are to solve problems concerning the environment
and the reliability of power distribution. As it is known, the
world is facing environmental challenges. One way of tackling
these challenges is to integrate more renewable energy sources
(DRERs) into the grid. This is where the microgrid can be of
help. The concept of a microgrid is to include one or more
renewable energy sources and it should be able to operate
disconnected from the main grid, island mode. Moreover, the
purpose of a microgrid is that it should be self-sufficient to
the greatest extent possible. Nevertheless, the microgrid can
operate connected to the main grid, grid-connected mode,
when lacking power from its own distributed generation (DGs)
[2]. DGs are energy sources producing power such as wind
turbines, diesel engines and photovoltaic cells. One benefit
of microgrids is the possibility to provide energy even dur-
ing large power outages in the main grid. There are many
stakeholders in a more reliable grid, e.g. military bases and
hospitals among others. In 2012 there was a power outage in
India, which affected more than half of the country [3]. With
a microgrid solution the power outage might not have been
that widely spread. The best way to prevent large blackouts
today are to equip vulnerable buildings with backup diesel
generators. However, the diesel generator usually provides

energy to the building it is connected to. With microgrids more
customers could be connected to the same backup generator
[4]. Additionally, the integration of renewable energy sources
within each microgrid leads to a higher percentage of green
energy worldwide [5].

Operating and designing microgrids comes with some chal-
lenges. One major issue is that it requires more advanced
control in comparison to the utility grid that is being used
today [6]. Faults can occur in a power system and microgrids
are no exception. There are different kind of faults, which
are phase-to-phase fault, phase-to-ground fault, two-phase-to-
ground fault and three-phase-to-ground fault etc. The different
faults are consequences of defective or damaged equipment
somewhere in the grid. As a result of the fault in the grid,
extensive amount of current will be imposed on the system.
This is dangerous and can result in damaged components
in the microgrid [7]. Therefore, the control algorithm must
be designed to adapt between the two operating modes and
be capable of securing equipment wherever there is a fault
in the microgrid. It is important to consider that a fault
in different locations in the microgrid means different over-
current thresholds. Identically, fault current threshold depends
on whether microgrid is islanded or grid-connected. Likewise,
it depends on type of the fault. As a result, the control is
obviously more complex than the control for a traditional
distribution grid. That is why we need to focus on improving
the protection algorithm. The purpose of the project was to
develop a protection scheme for a microgrid. When a fault
occurs in the microgrid the protection scheme should be
able to detect this fault and disconnect the affected element.
Additionally, we wanted to examine if it was possible to
deploy this protection scheme’s algorithm on cheap equipment,
such as a Raspberry Pi.

II. METHOD AND PROTECTION ALGORITHM

A. METHOD

The first thing that had to be done in the project was to
build realistic models in Simulink. To accomplish that, values
for transformers, lines, generators and loads were acquired
from [8]. A single line circuit diagram is found in Fig. 1. By
changing state of circuit breaker CB1 the microgrid is either
grid connected or islanded. The next step in the process was
to deploy the model on the real time (RT) simulator. However,
for that the model had to be modified with some extra blocks
to work with the RT-simulator. The protection algorithm was
developed in Python. It was transferred to and executed on a
Raspberry Pi, whose purpose was to communicate with the
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RT-simulator by measuring currents in the grid and control
the circuit breakers. It was also to execute the protection
algorithm.

B. COMPONENTS

In Fig. 1, the microgrid is displayed. The microgrid contains
one residential load and one industrial load. Additionally, it
consists of three DGs. These are PV (photovoltaic) power
station, wind farm and a diesel generator. The wind farm is
modeled as an asynchronous generator. The diesel generator
is a synchronous generator. The PV consists of multiple solar
panels. All the DGs have complex control scheme. The control
logic for the DGs is not described in this report. To make the
model realistic, line impedances and transformers were added.
Since our goal was to develop a protection algorithm for the
microgrid, circuit breakers, three phase faults and measure-
ment elements were implemented. Table I, Table II and Table
III show the parameters of each component. Inspiration for the
design of this microgrid was taken from a typical microgrid.

TABLE I
TRANSFORMER PARAMETERS

Location R[pu] X[pu] Sbase[KVA]
External 0.002 0.08 25000
WT 0.002 0.08 1000
PV 0.002 0.08 100
Generator 0.002 0.08 1000

TABLE II
LINE PARAMETERS

Location R[Ω] X[Ω] l[km]
Bus2 0.501 0.716 0.7
Bus3 0.501 0.716 1
Bus4 0.454 0.366 1.4
Bus5 0.501 0.716 1
Bus6 0.454 0.366 3

TABLE III
GENERATOR PARAMETERS

DG R[pu] X[pu] X
R
ratio Sbase[KVA]

Ext. grid - - 7 5000e3
WT 0.022 30 - 160
Generator - 0.252 - 1000

The ”-” means that this value does not exist or that it must
be calculated by using other given parameters. The voltage
levels for transformers and DGs is given in Fig. 1.

C. PROTECTION ALGORITHM

The protection algorithm was designed to detect fault cur-
rents and disconnect the failing part. This was a way of
preventing the rest of the microgrid from sustaining damage. In
this project, only three-phase to ground fault was considered.
Obviously, the currents differed depending on where in the
grid the fault was introduced as well as in which mode the
microgrid was, islanded or grid-connected. Therefore, not only
calculations of the fault currents had to be made for different

places in the grid but also for two different modes. When
these fault currents were calculated the threshold currents for
the protection algorithm were set.

D. CALCULATIONS AND POWER SYSTEM ANALYSIS

To calculate the fault currents, first the model had to be rep-
resented as a Thévenin equivalent [9, p. 393]. In other words,
the model was represented by one voltage source connected to
several impedances. The impedances of transformers, lines and
the DGs were taken from Table I, Table II and Table III. To use
the Thévenin method for power systems all components had
to be expressed with a common system base, per unit values,
see equation (1) [9, p. 127-129]. In our case the measurement
buses define the base quantity. For some of the components,
within the microgrid, impedances were given in per units with
their own ratings. Therefore, a conversion to their ohmic values
was made before converting the impedance to the common per
unit base. Since everything was expressed with the same base
the circuits and calculations were simplified.

Per Unit V alue =
Actual Quantity

Base Quantity
(1)

The impedance base is defined as follows:

Zbase1[Ω] =
U2
base1

Sbase
(2)

Zbase2[Ω] =
U2
base2

Sbase
(3)

Zbase1 and Zbase2 are the bases at two different voltage
levels calculated with equation (1). Ubase1 corresponds to the
external grid and Ubase2 to the microgrid.

The external grid impedance was expressed:

Xge[Ω] =
U2
base1

SSC
(4)

Rge[Ω] =
Xge

X
R ratio

(5)

Zge[Ω] = Rge + jXge (6)

SSC is the maximum power the external grid can deliver when
there is a short circuit case. X

R ratio is a ratio between reactance
and resistance defined by the external grid. The impedance
can then be expressed in per unit as:

Zge[pu] =
Zge[Ω]

Zbase1
(7)

The transformer’s parameters were also converted to per
unit values. The transformer is one of the components that
was given in per unit values with another base. Therefore, a
conversion to ohmic values was made. First the primary side
of the transformer was considered.

Zbt =
U2
base

Sbt
(8)

Ztp[Ω] = Ztp[pu] · Zbt (9)

Zbt and Sbt stand for the transformer’s impedance and ap-
parent power in per unit, based on its own ratings. The same
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1

External grid

110/20 kV

CB1

2

CB2

0.7 km

Residential load

3

CB3

1 km

Industrial load

4

CB4

20/0.4 kV

Wind turbines

1.4 km

5

CB5

20/6.6 kV

Photovoltaics

1 km

6

CB6

20/15 kV

Diesel generator

3 km

Load

Transformer

Bus

Fig. 1. Single line diagram of the microgrid

R1 X1 i1
K

i2

R2 X2

V1 V2E1 E2

Fig. 2. Transformer circuit

was done with the secondary side. Then the secondary side
impedance was transferred to the primary side according to
[9, p. 104-107]. The circuit in Fig. 2 will now be simplified
to the circuit in Fig. 3.

Zt[Ω] = Ztp[Ω] +
(E1

E2

)2

· Zts[Ω] (10)

Ztp[Ω] is the primary impedance of the transformer and
Zts[Ω] is obviously the secondary. Lastly, the transformer’s
impedance was expressed in the common per unit.

Zt[pu] =
Zt[Ω]

Zbase2
(11)

Next was the conductor’s impedance which was calculated
with [9, eq.(5.1)].

Zc[pu] =
Zc[Ω] · l
Zbase2

(12)

Where l is the length of the conductor. A synchronous gen-
erator can be represented as an emf (electromotive force) and

R1 +R′
2 X1 +X ′

2 i1

V1 V ′
2

Fig. 3. Transformer simplified

a reactance. During a fault the generator’s behavior can be
divided into three periods, the subtransient, the transient and
the steady state period. This causes the reactance’s value to
differ depending on period [9, p 353-354]. The first period
during the fault was considered, the subtransient period X

′′

d ,
this was found in the model. First a conversion from the
generator’s own per unit system to ohms was made.

X ′′
d [Ω] = X ′′

d [pu] ·
U2
generator

Sgenerator
(13)

Per unit in X ′′
d [pu], is here expressed with the generators own

base. Therefore, a conversion to the common per unit system
was made.

X ′′
d [pu] =

X ′′
d [Ω]

Zbase2
(14)

To calculate the asynchronous generator’s impedance the stator
and rotor impedance were added together. We considered the
impedance to be relatively accurate. Then the impedance was
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expressed in common per unit values.

ZWF [pu] =
ZWF [Ω]

Zbase2
(15)

The PV was modeled as a current source, resistors and a
diode. However, when the fault was introduced the short circuit
current from the PV was assumed to be the only factor to take
into account. The current ISC was given by the manufacturer
of the PV.

1pu

ZGE

Zt1

Zline4

Zt2

ZWT

Zline6

Zt4

X ′′
d

Zline3

iSC

Fig. 4. The grid-connected microgrid model as a fault is introduced at the
industrial load, expressed as a circuit with all components in per unit values

The currents flowing to the residential load and the current
coming from the PV is neglected. Then the ISC was calculated
according to:

iSC = 1[pu]
Zline3+(ZGE+Zt1)//(Zline4+Zt2+ZWT )//(Zline6+Zt4+X′′

d
) (16)

The same procedure was done in island mode but without
the impedance branch of external grid.

III. SIMULATION ENVIRONMENT AND
COMMUNICATION

A. SIMULATION ENVIRONMENT

Offline simulation was performed before deploying the
model on the RT-simulator. The reason for this was delayed
access to the lab, but also to gain experience with simpler
models. With the model deployed on the RT-simulator, it
was executed in real time. Fig. 5 displays the setup and
communication of the lab equipment. The simulation was
monitored and controlled from a separate computer, connected
to a regular computer network.

RT-simulator Switch Raspberry Pi

Console

Fig. 5. Block representation of the setup

B. COMMUNICATION

Ethernet, IEEE 802.3, was chosen for communication be-
tween the Raspberry Pi and the RT-simulator. On the network-
and transport layer [10] UDP/IP was used. The reason for that
was because UDP is a connection-less protocol. If data gets
corrupted or lost during transmission the protocol does not
specify any action, the data will just be discarded. Hence, it
makes a good choice for sending huge amounts of packets
between the Raspberry Pi and the RT-simulator. If one would
re-transmit lost or corrupt data, it would already be old and
irrelevant data once it reaches the Raspberry Pi. In our case
the sample time was fast, i.e. in the range of microseconds.
That is an additional reason why UDP was more suitable than
TCP [11]. Even if one or two packets would be lost it would
not matter for the security of the microgrid.

The packets contained a header, of eight bytes, and six
doubles. Each double is eight bytes, which lead to a payload
of 56 bytes per packet. IEEE 802.3 specifies a maximum
transfer unit (MTU) of 1500 bytes [12]. With UDP/IP, using
ethernet, the headers of each layer will give an overhead
of 54 bytes [11], [12]. This leads to a total packet size of
110 bytes, way within the limit of 1500 bytes. Therefore, all
measurements at each sample was transmitted in one single
packet, no fragmentation was needed. By representing each
current with a double, a decimal representation up to 15 places
was received by the Raspberry Pi. Once the currents had been
analyzed the Raspberry Pi returned an equivalent packet to
the RT-simulator, but with ones and zeroes that represented
which state the circuit breakers should have. The structure of
the packets is shown in Fig. 6 and 7.

Header
8 bytes

Bus 1 current
8 bytes

Bus 2 current
8 bytes

Bus 3 current
8 bytes

Bus 4 current
8 bytes

Bus 5 current
8 bytes

Bus 6 current
8 bytes

Fig. 6. Structure of the UDP/IP-packets received by the Raspberry Pi

Header
8 bytes

CB1 state
8 bytes

CB2 state
8 bytes

CB3 state
8 bytes

CB4 state
8 bytes

CB5 state
8 bytes

CB6 state
8 bytes

Fig. 7. Structure of the UDP/IP-packets sent by the Raspberry Pi

IV. RESULT

A. Calculation of the current thresholds for the protection
algorithm

Comparison between the calculated three-phase short circuit
current and the one provided by the RT-simulator was made.
There were different locations where the fault occurred, Table
IV and Table V show the results. Calculations were made by
using equation 16.

B. Test of our protection algorithm in the RT-simulator

When a fault was introduced, in the microgrid, our protec-
tion system disconnected the failing part. However, there was
a delay, which was caused by the delays in the communication
between the RT-simulator and the Raspberry Pi. In Fig. 8
a fault is introduced at the industrial load when t ≈ 5.
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TABLE IV
FAULT CURRENTS IN GRID-CONNECTED MODE

Fault location Calculated value
[pu]

Simulated value
[pu]

Industrial load 1.2174 1.14 - 1.29
Residential load 1.3122 1.23 - 1.38
External grid 1.5145 1.49 - 1.55
Wind farm 1.2563 1.20 - 1.35
PV power station 1.2174 1.20 - 1.35
Diesel generator 1.0156 0.85 - 1.08

TABLE V
FAULT CURRENTS IN ISLAND MODE

Fault location Calculated value
[pu]

Simulated value
[pu]

Industrial load 0.0806 0.056-0.057
Residential load 0.0810 0.056-0.057
Wind farm 0.0449 0.056-0.057
PV power station 0.0806 0.056-0.057
Diesel generator 0.0418 0-0.008

When iSC reach its threshold of 0.055pu the industrial load
is disconnected after approximately 200 ms. In Fig. 9 a
fault is introduced at the same node, but in grid-connected
mode and when t ≈ 3.5. Once iSC = 1.20pu the failing
node is disconnected. In Fig. 10 a fault is introduced when
the microgrid is islanded. However, the protection algorithm
is running with grid-connected mode settings. The fault is
introduced at t ≈ 4 and is not detected by the protection
algorithm.

Fig. 8. A fault introduced in island mode

V. DISCUSSION

It can be seen in Table IV and Table V, that the simulated
values are given as intervals. The fault current values depend

Fig. 9. A fault introduced in grid-connected mode

Fig. 10. A fault introduced in island mode, with grid-connected thresholds

on the inception angle of the fault and therefore the values
are not constant. In other words, it depends on where on
the sinusoid of the current the fault happens. It is worth
mentioning that the calculated values are approximations and
some of the currents were neglected due to their low values.
For instance, referring to Fig. 4, the impedance from the resi-
dential load would be in parallel with ZLine3. Nevertheless, the
current through this branch is neglected since the residential
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impedance is much greater than ZLine3. Also, as seen in the
circuit, the current from the PV is neglected. However, since
the calculated values are within the interval, in grid-connected
mode, from the simulated values these approximations are
reasonable. As one can conclude from Table V, the simulated
value and the calculated value did not converge in island
mode. Unfortunately, this is a consequence from the model’s
behavior. When a fault was introduced in island mode the
microgrid model did not behave realistic. The focus for the
project was to develop a protection scheme for a microgrid.
Therefore, due to time constraint and difficulty the problem
was never solved. However, by running different simulations
it was possible to set acceptable threshold levels. As a result,
the protection algorithm operates as expected according to Fig.
8 and Fig. 9. That is why the problem with the models never
was considered a major issue.

In this project it is assumed that only three phase to ground
faults can occur. These balanced faults are the easiest to
calculate. However, according to [13] this is the most unusual
fault that occurs in a power system. More frequently are the
unbalanced faults, for example phase-to-phase fault or phase-
to-ground fault. An improvement of the algorithm would be
to consider all the phases individually and recognize different
kinds of faults and set the thresholds accordingly, i.e. one for
each type of fault. Likewise, the faults can occur at locations
where the fault current would not flow through any bus and
therefore not be recognized by the protection system. This
would complicate the algorithm and the calculations but would
be more accurate to the reality.

The results show that it is possible to deploy a simple
protection algorithm on a cheap and simple microcontroller.
However, there are improvements to be made. Firstly, the
RT-simulator had issues with sending the UDP/IP packets
at the same rate as the data was sampled. If one sampled
too much data it would get stuck in a queue after a few
seconds of simulation, waiting to be sent. This leads to over
one second delays from when a fault was introduced until
it was disconnected. With a lower sample rate there was no
queuing of packets but there was nearly one second delay
throughout the whole simulation. An improvement of the
communication would be to skip the standard UDP/IP and
instead use IEC61850, or another standardized protocol that
is designed for this purpose.

VI. CONCLUSION

There are a few conclusions that could be drawn from this
project. First, one can see that our protection scheme could be
implemented on cheap equipment, Raspberry Pi. However, it
is on a basic level and to make it usable for real microgrids,
several improvements would be necessary. For further work
within this subject we suggest including all kind of faults but
also increase the numbers of measurement points. Another
improvement would be to decrease the delay for the fault
detection or use a different protocol. All in all, a flawless
protection scheme for a microgrid is of high value if the use
of microgrids will continue to grow.
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03: FREQUENCY DEVIATIONS

The Impact of Wind Power on the Dynamical
Behavior of Power System Frequency

Johan Hagman and Seloan Saleh

Abstract—As we introduce increasing amounts of renewable
power sources to the existing power system infrastructure, the
need of studying its behaviour increases. Lowered power system
inertia, caused by replacing conventional power plants with
energy sources that do not provide inertia to the grid, can
cause challenges in operating a system in a stable and cost-
effective manner. In this paper we analyze the effects of increasing
amounts of wind power on the system frequency.

To assess the effects of higher wind power penetration, we have
used three years of power grid data from the Electric Reliability
Council of Texas (ERCOT). From these data we then extract
data of interest according to adjustable parameters. Further the
data of interest are categorized based on power losses and wind
power penetration.

As the installed wind power capacity has increased during
analyzed years, the categorization by wind power penetration
level is complicated. After constructing the categorization we
conclude that given higher wind power penetration levels, the
system experiences lesser system inertia. This in turn caused the
maximum IFD, following sudden losses of generated power, to
be higher on average when wind power penetration is high.

I. INTRODUCTION

The power system frequency will change when there is an
imbalance between the amount of electrical power produced
and consumed by loads and system losses. There are rules
and regulations that differ slightly from grid to grid on how
far the frequency is allowed to stray from its nominal value to
ensure proper function of the power system. Typically there is
an organization responsible for managing the electrical power
system and one or more governing organizations that review
and audit the managing organization.

A sudden downshift in electrical power produced, caused
by the loss of a power plant, will cause the system frequency
to drop the following seconds. How fast the drop occurs in
the very first seconds is dictated by the inertial response
of the generators that are synchronously connected to the
system [1]. This response is called inertial frequency response.
Lower inertia in the electrical power system will cause smaller
disturbances to have a bigger impact on the system frequency
compared to higher inertia.

There have been studies that examine system inertia when
the power production mainly comes from old conventional
power plants and when the quota of renewable electrical power
is higher [2] [3] [4]. In the reports they are able to confirm that
exchanging conventional power plants with renewable power
sources will lower system inertia. Renewable power sources
often run asynchronous generators or have power electronics
connected between the generator and the grid, i.e. they are
not directly connected to the grid frequency system and will
therefore not react with changes in system frequency [3].

The objective of this project is that based on given
measured data from ERCOT, between the years of 2007 and
2010;

• Identify disturbances for which the frequency deviates
from the nominal frequency.

• Classify disturbances according to the amount of power
loss.

• For each category identify system loading with low level
and high level of wind power penetration, respectively.

• For each category and level of wind power penetration
find the maximum instantaneous frequency deviation and
estimate the system inertia.

• Based on the obtained results make conclusions.

Wind power generation is a great and widely used tech-
nology for generating zero emissions electrical power [5].
However, research is needed on how to counter the lowered
system inertia that occurs when replacing conventional power
plants with energy sources that do not provide system inertia.
The lowered system inertia can cause challenges in operating a
system in a stable and cost-effective manner. These challenges
might effect the time line in which we are able to convert
electric power systems that run on conventional power plants
to low-carbon systems.

The research in this field can be aided by estimating values
on how great the effect on system inertia is when raising the
wind power penetration in a system.

We will begin with a description of our methodology and
then a section describing the theory behind our methodology.
In the following section we will present our results followed
by a section for analysis. We will then end the thesis with a
discussion and a conclusion.

In the methodology section we will begin with describing
how we completed the objectives in the order stated above.
We will then describe our MATLAB-code and how we wrote
it.

II. METHOD

A. Classifying disturbances

To identify and classify disturbances there are some values
that we need to know. We need to know when the system
is faulty i.e. when the system frequency deviates from nom-
inal, and when it’s back to normal. We also need to know
the magnitude of the loss, that caused the disturbance. To
finalize the categorization we need to know the level of wind
power penetration during the recorded event. To evaluate the
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categories further we need to find the maximum Instantaneous
Frequency Deviation (IFD) for each disturbance in every
category. Maximum IFD is the amount the frequency deviates
at its most during a drop in frequency.

1) α: To maintain a functional power grid, the system
frequency needs to be stable. When the frequency is devi-
ating more than allowed, power reserves must be activated.
There are two types of deviating frequencies, one where the
frequency is too large (2) and one in which the frequency
has dropped too low (1). α refers to the boundary value that
defines the limit for when a frequency is considered to be
significantly deviating. Figure 1 shows the boundaries for our
chosen α and α2. Frequencies within the smaller boundary i.e.
±α2 is considered to be within normal operations range for
the ERCOT interconnection [2].

fdeviating < 60− α (Hz) (1)

fdeviating > 60 + α (Hz) (2)

Fig. 1. Graphical representation of α and α2

2) ∆Pdist: An imbalance in the active power balance of a
power system is the reason the frequency deviates. Power grids
need to balance the generated power with the load. Imbalances
between these will cause deviations in the frequency. When
there are sudden losses in generation not accounted for, the
generated power will not suffice, leading to changes in the
system frequency. Power loss in a power system can be
referred to as ∆Pdist.

∆Pdist = |Pload − Pgen| (W) (3)

In (3), Pload refers to total system load including losses in
transmission before the loss of a power plant, and Pgen refers
to total generated power after the loss of a power plant.

3) Wind Power Penetration: The level of wind power
penetration is defined by how much of the system load is
supplied by the generated wind power. Using this definition
we remove the need for classifying disturbances according to

system loading since it is accounted for in our wind power
penetration classification.

penetration =
Pwind

Pload
(%) (4)

4) Maximum Instantaneous Frequency Deviation: The
Maximum IFD is found by comparing the frequency before the
loss of a power plant (point ’A’ in figure 2) with the frequency
at its maximum deviation during a disturbance (point ’B’ in
figure 2).

IFD = |f0 − fmaxdeviation| (Hz) (5)
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Fig. 2. Graphical representation of IFD.

5) System inertia: System inertia, which is a measurement
of how resistant the system is to changes in frequency, can
be calculated from the power change divided by the rate of
change of the frequency [4]. This is presented in equation (6).
In our code we calculate the rate of change of the frequency in
the beginning of the frequency deviation and not necessarily
in our IFD for that disturbance.

System inertia =
∆Pdist

df/dt
(6)

∆P is the power change in units of system load (7).

∆P =
∆Pdist

Pgen
(%) (7)

Based on these parameters, we can find and categorize all
data points where the frequency deviates more than α from
60 (Hz). As all disturbances represent a specific time, the
disturbances can be divided into periods of time, containing
several data points.

All periods of deviation then get categorized based on the
power loss, ∆Pdist, to separate disturbances where the power
loss is small, medium, or large.

Lastly, these categories will be divided into subcategories
of low or high level of wind power penetration.

When all periods are categorized, we can find the maximum
IFD for each disturbance and the average maximum IFD for
each category.
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B. Description of MATLAB-code

1) Algorithm: The algorithm to find and categorize dis-
turbances is divided into different steps. A flowchart of the
MATLAB-code can be seen in figure 3.

To fully understand the algorithm, our input data needs to be
briefly explained. The data received is formatted in text-files
containing two or three columns. The two important columns
represented a time stamp and a value. The value depends
on what the file is representing. This formatting makes for
a document where each row represents a value for a specific
time stamp. Each document contains 3-8 million rows and
represents one year. The provided files can be seen in Table
I. There are dropouts in the files meaning the sampling-rate
is not consistent and some files do not contain data for the
full year. Because of this and the fact that we don’t have files
for total generation and total wind generation during 2007
we will focus on the years 2008 to 2010. During these years
the sampling-rate is better and almost all files are relatively
complete.

TABLE I
FILES PROVIDED

File Value Years provided
FHZ Frequency 2007-2010
LOAD System load 2007-2010
GEN Total power generated 2008-2010
GENWIND Wind power generated 2008-2010

To find our periods of disturbance, we extract all frequencies
with a greater deviation than our boundary value α from
nominal frequency from the FHZ-file. This was done by
reading through the FHZ-file and finding all rows where the
frequency was too high or too low.

Since we need to understand how the frequency varies
during a period of disturbance, we save values before and
after the recorded deviations. The amount of data points saved
before a deviation is a set number, while the data points saved
after a deviation is specified by when the frequency is within
the normal operational range again. The boundary value for
when the frequency is back to normal operational range is
referred to as α2. We can extract time periods of interest since
all values correspond to specific time stamps.

These periods of time constitute the foundation of our
program, and are then used to extract all data in their respective
periods.

When all the data for each period are saved, we find ∆Pdist

for each period of disturbance and wind power penetration
level for each time stamp. This is done by comparing GEN
after the loss of a power plant with LOAD before the dis-
turbance (3) and comparing GENWIND to LOAD during the
whole period of disturbance (4).

When ∆Pdist is known, we can categorize our periods into
three categories. The categories of ∆Pdist is shown in Table
II

These categories can then be divided into two subcategories
based on level of wind power penetration. Those categories are
shown in Table III.

The penetration level used for the categorization is found

TABLE II
CATEGORIES OF ∆Pdist

Low |∆Pdist| ≤∆Plow

Medium ∆Plow < |∆Pdist| ≤∆Phigh

High ∆Phigh < |∆Pdist|

TABLE III
CATEGORIES OF WIND PENETRATION

Low High
Penetration < Penetrationboundary Penetration ≥ Penetrationboundary

by using the maximum value of the five first data points for
each period.

This results in six different categories, shown in Table IV,
that we can evaluate and differentiate.

TABLE IV
ALL CATEGORIES

Low Penetration High Penetration
Low ∆Pdist Low∆Pdist

LowPen Low∆Pdist
HighPen

Med ∆Pdist Med∆Pdist
LowPen Med∆Pdist

HighPen

High ∆Pdist High∆Pdist
LowPen High∆Pdist

HighPen

We can now use (5) to find the largest IFD and the average
IFD for each category

2) Efficiency: As the received data contained over 130
million data points in total the efficiency of our program
was in focus. When handling immense amounts of data, the
choice of functions are critical, since the run time will increase
with unnecessary actions. The provided data are formatted in
different ways. The files could contain either two or three
columns, and some files could vary 3.5 million data points,
meaning some time-stamps and values were missing due to
sampling rate not being consistent across the different files.
This led to the program having to include different kinds of
troubleshooting and exceptions which increased the run time
significantly.

To optimize the run-time the code processes 10000 rows
at a time. Through our algorithm, this means you can find
specific values in a block of 10000 rows, and throw away the
rest without processing it. The choice of finding time-periods
of interest as the first step, enabled us to eliminate many time
consuming calculation. When these periods are found, we can
extract and handle much smaller amounts of data. This is
especially important since the calculations and comparisons
increase in complexity.

3) Flexibility: The flexibility of the program is needed both
for simplicity and for the possible future users. The code has a
hard-coded body, specifically made for the specifications and
formatting of provided data. On top of the hard-coded body,
the program is written as generally as possible. That meaning
variables being easy to change. These variables being values
for how to process the data. Since most limits and boundaries
can be changed, the code can be used for other systems
with little to no tweaks given provided data is formatted
accordingly. This also means that extending the program is
simplified, and that the readability is great.
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Fig. 3. Flowchart of MATLAB-code

C. Case-study

To find and analyze the data, we needed to know the
boundaries and values which were applicable in our case. The
values of the variables can be found in Table V.

TABLE V
CHOSEN VALUES

Variable Value
α 0.1 (Hz)
α2 0.017 (Hz)

∆Plow 600 (MW)
∆Phigh 1000 (MW)

Penetrationboundary 10 (%)
Data points saved
before disturbance 5

α is chosen from the Swedish value for normal frequency
operations range as we can find in [6], since the systems
have similar characteristics and we were unable to find a
suitable corresponding value used in ERCOT. α2 is chosen
from the normal operations frequency for ERCOT [2]. When
the frequency no longer deviates from 60 Hz more than α2,
we can conclude the frequency is stable.

The boundary values for ∆Plow and ∆Phigh are chosen
from [2], from their established categorization of ∆P .
Penetrationboundary is used as described in [4], if the

generated wind power is 10% of the system load, the system
inertia will be affected.

The number of values to save before the frequency is
specified to 5. This is to get a period of at least 10 seconds
before the registered maximum disturbance. The period before
the disturbance is important since it shows us the development
of the frequency prior to the disturbance.

III. RESULT

When running the program for the values specified in Table
V, the periods are divided into the categories as shown in Table
VI. Again this is for the years 2008 to 2010 since we found that
our data for 2007 was incomplete. We identified a total number
of 466 periods of disturbance for which the frequency deviates
from the nominal frequency. We classified the disturbances
according to the amount of power generated lost, at the loss of
a power plant in the categories low, medium and high ∆Pdist.
For each category we then identified system loading with low
level and high level of wind power penetration, respectively
in the categories low and high penetration.

TABLE VI
OVERVIEW TABLE OF ALL CATEGORIES

Low Penetration High Penetration Total
Low ∆Pdist 207 122 329
Med ∆Pdist 101 17 118
High ∆Pdist 18 1 19
Total 324 142 466
Number of periods divided into each category.

We will refer to the different categories as accordingly:
Category 1: Low∆Pdist

LowPen,
Category 2: Low∆Pdist

HighPen,
Category 3: Med∆Pdist

LowPen,
Category 4: Med∆Pdist

HighPen,
Category 5: High∆Pdist

LowPen,
Category 6: High∆Pdist

HighPen

For each disturbance in every category and level of wind
power penetration we then found the maximum instantaneous
frequency deviation. We calculated the mean value of all
the maximum IFDs in each category and then studied the
system inertia by examining the ratio between ∆Pdist and
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the rate of change for the frequency, (see eq. 6). This data is
summarized in table VII. Lower system inertia will cause a
quicker frequency deviation for a proportionally smaller loss
in generation.

TABLE VII
IFD

Category IFDmean[Hz] Inertiamean[MWs]
1 0.09 391320
2 0.10 299640
3 0.12 390650
4 0.13 450420
5 0.16 525770
6 0.17

In figure 4 a graphical comparison of category 1 and 2 is
shown. These curves are derived from two cases. Both cases
are the largest maximum IFDs in their respective category.

Case 1; The frequency drops 0.23 Hz following a power
loss of 1.40% of the total system load, whilst having 8.8%
wind power penetration.

Case 2; The frequency drops 0.25 Hz following a power
loss of 0.78% of the total system load, whilst having 18.7%
wind power penetration.

In figure 4 it is shown that case 2 has a quicker and deeper
drop in frequency, for a smaller loss in generated power. Power
loss of total system load is calculated using equation (7).
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Fig. 4. Comparison of low and high level of wind penetration with a small
power loss

In figure 5 and 6 all periods of disturbance for respectively
low and high level of wind power penetration are plotted based
on IFD and power loss. The points are then fitted by a linear
model, to get an estimation of how the frequency deviates
based on power loss. The linear model is not a clear fit for
the points in the figure but still shows a slight trend for these
values. These linear models are then compared in figure 7 to
further present the effect of increased wind power.

IV. ANALYSIS

Table VI shows that we have more periods of disturbance
categorized as low level of wind power penetration. This might
be due to a high chosen boundary value (see Table V). The
chosen value is slightly higher than the average wind power
penetration in the ERCOT interconnection during 2012 [7]
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Fig. 5. Scatter plot of IFD in relation to power loss.

0 200 400 600 800 1000 1200

Power Loss [MW]

0

0.05

0.1

0.15

0.2

0.25

0.3

IF
D

 [
H

z
]

High Penetration
 

y = 7.6e-05*x + 0.078
High penetration

   linear

Fig. 6. Scatter plot of IFD in relation to power loss.

which probably on average is higher then it was during 2007-
2010 when there were less wind installations on the ERCOT
interconnection [4]. Thus the system operates at a wind power
penetration lower then 10% for most of the time that we
have recorded data for, this naturally leads to more periods
of disturbances during low penetration.

Looking at the average IFD in Table VII we can see that
a higher penetration generally leads to larger IFDs. Further, a
average of the estimated system inertia for each category is
presented in the table. This average is a good representation of
how larger amounts of wind power affects the system. As for
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category 4 through 6 the average inertia might be misleading
since the amount of periods distributed in these categories are
too few to base conclusions on. When calculating these mean
values we excluded estimated inertia values that showed to be
outside what is possible for the ERCOT interconnection [2].
That is why we do not have a value for category 6.

Some possible error sources that might have lead to our esti-
mations sometimes resulting in values outside of the possible
span are: Inconsistent sampling time in the data, this might
effect the calculation of the rate of change of the frequency,
since the samples used for the calculations could be to far
apart. Also time delays in the telemetry could possibly cause
the values in one list of data to not exactly correspond to the
values with the same time stamps in another list. This would
make our estimations result in false values.

The difference in frequency deviation per percent of lost
generation for high wind power penetration and low wind
power penetration is graphically shown in figure 4. In the
figure we compare the frequency deviations of the largest IFD
in category 1 and category 2. We see that the higher wind
penetration case has a larger and quicker deviation even though
the amount of lost generation is proportionally smaller. Thus
illustrating the decline in inertia due to the increase of wind
generation. The same effect is illustrated using all our data in
figure 7. The figure shows approximate values for expected
IFDs following losses of increasing magnitude. We see that
when we have a higher wind power penetration the magnitude
of the loss is expected to be higher according to our data.

V. DISCUSSION & CONCLUSIONS

The first task was to find disturbances for which the fre-
quency deviates from the nominal frequency. Our MATLAB-
code was able to do this in a quick and efficient manner so
that a regular home computer could complete the task for
our chosen values and our millions of data points within a
few minutes. The code is also flexible in that it can be easily
modified to run on other data and for other boundaries such
as nominal frequency.

Moving on from our first task we had to classify distur-
bances according to the amount of power production loss at
the loss of a power plant and wind power penetration. Building
on the original code we added these features with the same
focus on efficiency and flexibility. When we had narrowed
down the data and categorized it to this extent it was much
easier to handle.

Maximum instantaneous frequency deviation was found for
each disturbance in every category. Then we calculated the
system inertia by studying the frequency deviation per second
and the generation lost. Based on these results we could then
make conclusions on the effect of wind power penetration on
the system inertia of an electrical power grid.

Our categorization showed us that a surprisingly large
amount of the disturbances occurred during low penetration
operation. We believe that a possible reason for this might
be that the main source of small power losses are old and
conventional power plants, which are used more when the
wind power penetration is low. Another contributing factor

might be that we have more data that can be classified as low
penetration in total.

We did find supporting data for the previously shown
negative effect that wind power penetration has on system
by looking at the average estimated inertia for each category
that contained enough data to base conclusions on. By making
linear estimations on IFD for a certain amount of power loss
based on our data for low and high wind power penetration
we showed that higher wind power penetration effects the
magnitude of the IFDs.

Looking at three years of data from the ERCOT intercon-
nection we were able to estimate the decline in system inertia
that higher wind power penetration leads to.

We were also able to conclude that the lowered system
inertia leads to higher expected maximum IFDs following
losses of generated power.

Our findings show that it is important to research ways
to affect the electrical power system system inertia so that
introduction of higher levels of wind power penetration is
possible without compromising stability and cost efficiency.

A. Future research

A few points that we would have liked to examine if we
were to have more time;

• Examining different values for the variables in Table V
and explore different methods to calculate and categorize
the data to see how that would effect the results.

• Development of our method for estimating system inertia
so that we can eliminate some of the possible error
sources.

• Development of the code to make it stand alone, adding
a GUI to make it more user friendly and also writing a
user manual for it.
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