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Abstract
Condition monitoring (CM) is widely used in industry, and there is a growing

interest in applying CM on rail vehicle systems. Condition based maintenance

has the possibility to increase system safety and availability while at the same

time reduce the total maintenance costs.

This thesis investigates the feasibility of using condition monitoring of sus-

pension element components, in this case dampers, in rail vehicles. There

are different methods utilized to detect degradations, ranging from mathemat-

ical modelling of the system to pure "knowledge-based" methods, using only

large amount of data to detect patterns on a larger scale. In this thesis the lat-

ter approach is explored, where acceleration signals are evaluated on several

places on the axleboxes, bogieframes and the carbody of a rail vehicle simula-

tion model. These signals are picked close to the dampers that are monitored

in this study, and frequency response functions (FRF) are computed between

axleboxes and bogieframes as well as between bogieframes and carbody. The

idea is that the FRF will change as the condition of the dampers change, and

thus act as indicators of faults. The FRF are then fed to different classifica-

tion algorithms, that are trained and tested to distinguish between the different

damper faults.

This thesis further investigates which classification algorithm shows promising

results for the problem, and which algorithm performs best in terms of classifi-

cation accuracy as well as two other measures. Another aspect explored is the

possibility to apply dimensionality reduction to the extracted indicators (fea-

tures). This thesis is also looking into how the three performance measures

used are affected by typical varying operational conditions for a rail vehicle,

such as varying excitation and carbody mass. The Linear Support Vector Ma-

chine classifier using the whole feature space, and the Linear Discriminant

Analysis classifier combined with Principal Component Analysis dimension-

ality reduction on the feature space both show promising results for the task

of correctly classifying upcoming damper degradations.
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Sammanfattning
Tillståndsövervakning används brett inom industrin och det finns ett ökat in-

tresse för att applicera tillståndsövervakning inom spårfordons olika system.

Tillståndsbaserat underhåll kan potentiellt öka ett systems säkerhet och till-

gänglighet samtidigt som det kan minska de totala underhållskostnaderna.

Detta examensarbete undersöker möjligheten att applicera tillståndsövervak-

ning av komponenter i fjädringssystem, i detta fall dämpare, hos spårfordon.

Det finns olika metoder för att upptäcka försämringar i komponenternas skick,

från matematisk modellering av systemet till mer ”kunskaps-baserade” meto-

der som endast använder storamängder data för att upptäckamönster i en större

skala. I detta arbete utforskas den sistnämnda metoden, där accelerationssig-

naler inhämtas från axelboxar, boggieramar samt vagnskorg från en simule-

ringsmodell av ett spårfordon. Dessa signaler är extraherade nära de dämpare

som övervakas, och används för att beräkna frekvenssvarsfunktioner mellan

axelboxar och boggieramar, samt mellan boggieramar och vagnskorg. Tanken

är att frekvenssvarsfunktionerna förändras när dämparnas skick förändras och

på så sätt fungera som indikatorer av dämparnas skick. Frekvenssvarsfunktio-

nerna används sedan för att träna och testa olika klassificeringsalgoritmer för

att kunna urskilja olika dämparfel.

Detta arbete undersöker vidare vilka klassificeringsalgoritmer som visar lo-

vande resultat för detta problem, och vilka av dessa som presterar bäst med

avseende på noggrannheten i prediktionerna, samt två andra mått på algorit-

mernas prestanda. En annan aspekt som undersöks är möjligheten att applicera

dimensionalitetsminskning på de extraherade indikatorerna. Detta arbete un-

dersöker också hur de tre prestandamåtten som används påverkas av typiska

förändringar i driftsförhållanden för ett spårfordon såsom varierande excite-

ring från spåret och vagnkorgsmassa. Resultaten visar lovande prestanda för

klassificeringsalgoritmen ”Linear Support Vector Machine” som använder he-

la rymden med felindikatorer, samt algoritmen ”Linear Discriminant Analy-

sis” i kombination med ”Principal Component Analysis” dimensionalitetsre-

ducering.
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Chapter 1

Introduction

Maintenance of rail vehicles is important to ensure high safety and comfort of

rail transportation. Maintenance of rail vehicles is usually performed after a

certain travelled distance or time, but there is an increased interest to sched-

ule the maintenance based on the actual condition of the components in the

vehicle. This could potentially reduce total maintenance costs and increase

product availability due to optimal usage of components. Using a condition

based maintenance system requires data collecting, data processing and main-

tenance decisions based on the collected data. There are various approaches

for these three fundamental steps in a condition based maintenance system.

Continuously collecting data from vehicles or wayside equipment can lead to

very large amount of data to be processed and analyzed to then turn into main-

tenance decisions. It is suitable to apply machine learning for such a task.

Machine learning has the possibility to excel in identification of patterns in

big amount of data which could be otherwise impossible.

This thesis will explore the possibility to use classification algorithms to detect

degradations of viscous dampers in a rail vehicle simulationmodel. The degra-

dations considered are fault factors (between 0 and 1) multiplied on the damp-

ing coefficients, thus reducing the damping capability of the dampers. Data

is collected from acceleration signals in several places in the vehicle model,

and frequency response functions between points in the different suspension

levels in the vehicle are used as features, indicators of faults, to be fed to the

classification algorithms. The analysis is performed by simulating faults in the

vertical dampers in the primary suspension, and the vertical, lateral and yaw

dampers in the secondary suspension. A database of faults is prepared to train

classification algorithms, and is then used to evaluate the classification accu-
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racy on unseen simulations with both faulty and non-faulty dampers. Only

single damper failures are considered due to the otherwise large number of

combinations to simulate. Different dimensionality reduction techniques used

to reduce the amount of data fed to the classifiers are explored and compared,

as well as different classification algorithms.

1.1 Objective
The objective of this thesis is to propose and evaluate the feasibility of im-

plementing classification algorithms as a knowledge based method for a diag-

nostics framework for rail vehicle damper Fault Detection and Isolation (FDI).

Figure 1.1 illustrates the positioning of this work. It should be noted that this

figure should not be regarded as a definite scheme of the area; some of the

areas most certainly have an overlap, and there might be other methods not

accounted for in this figure. Nevertheless, this figure is intended to orient the

reader throughout the thesis and specifically through the background review.

Maintenance

Condition 

Based 

Maintenance

Diagnostics/Fault 

Detection & 

Isolation
Prognostics

Model based

Signal based

Knowledge based
Focus of this work

Figure 1.1: The positioning of this work in the area of condition based main-

tenance.
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1.2 Research questions
While the overall objective (as stated above) is to evaluate the feasibility to

use classification algorithms to detect damper degradations, there is also three

more specific research questions that this thesis will seek to answer:

1. Is it possible to divide the gathered information of the total system into

two subsystems, meaning that one algorithm could focus on faults re-

lated to the front half of the vehicle, and another algorithm for the rear

half of the vehicle? In other words, can an algorithm be trained for each

bogie?

2. How is the classification performance affected by the typical varying

operational conditions for a rail vehicle, such as varying excitation (from

varying track) and carbody mass?

3. Which combination of dimensionality reduction technique and classifi-

cation algorithm results in the highest classification accuracy?

1.3 Delimitation
The area of condition based maintenance, FDI, diagnostics and prognostics,

classification algorithms, and dimensionality reduction are large research ar-

eas and this thesis will not be able to cover these in all of their aspects. This

thesis thus focuses on combining knowledge from all of these areas to evalu-

ate a method for condition monitoring of rail vehicle suspension components.

The classification algorithms used are inbuilt functions of MATLAB, and the

code behind the algorithms are out of the scope of this work. The background

study in section 2.4.2 will give a brief explanation of the algorithms.
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1.4 Structure of thesis
The first and current chapter of this thesis clarifies the objective and the re-

search questions to answer. The second chapter provides a background on the

area of condition based maintenance in general, fault detection and isolation,

condition based maintenance within the railway area and also an introduc-

tion to machine learning, classification algorithms as well as dimensionality

reduction. Section 2.3 covering railway applications of condition based main-

tenance also contains a literature review on the current research aimed at rail

vehicle suspension condition monitoring specifically.

The third chapter accounts for the method of this work. The method is kept

general to suit simulations with a rail vehicle model in a multibody dynamics

simulation software and to also theoretically be applicable to on-track tests

with real vehicles. The fourth chapter accounts for the study made on a sim-

ulated vehicle, where the process from modelling and simulations to extrac-

tion of necessary data, construction of different training and testing datasets

as well as presentation of the results in the form of classification accuracies

is presented. Chapter five contains discussion and conclusions as well as sug-

gestions on future work.
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Chapter 2

Background

As the area of condition based maintenance is a wide area, and the subject of

machine learning and classification algorithms even so, this literature review

will be organized as an introduction to the context and present the information

necessary for understanding the work.

The review starts with an introduction to the fundamentals of maintenance.

That will be followed by a description of condition based maintenance and

what it entails, to then narrow down on the focus of this work; namely using

classification algorithms as a knowledge-based (history-data-driven) method

as a part of a diagnostics tool of rail vehicle suspension elements. There is one

part that serves as a literature review of similar research that have been done in

the area of rail vehicle suspension condition monitoring, all other parts should

be viewed as a review of the concepts necessary to understand the thesis.

Since this work will use classification algorithms and dimensionality reduc-

tion, a section reviewing these areas and hitherto topics is also briefly pre-

sented, including the algorithms that will be implemented in this work.

The search for relevant literature was done through KTH Library, where ac-

cess to databases such as IEEE and ScienceDirect were used to search for

relevant studies performed in the area of condition monitoring, classification

algorithms and dimensionality reduction. Keywords such as ”condition moni-

toring”,”railway”,”rail vehicles” and ”rail vehicle dampers” led to relevant lit-

erature, and where these papers in turn referred to previous work done in the

area. The same method applies to the machine learning review, where key-
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words such as ”classification algorithms”,”dimensionality reduction”,”feature

extraction” and ”feature selection” led to relevant papers in the area.

2.1 Condition based maintenance
The area of condition monitoring is widely applied to largely varying techni-

cal fields, ranging from the transportation industry such as airplanemonitoring

and rail vehicle monitoring to structures such as buildings and bridges and fur-

ther onto stationary machinery in the manufacturing industry (see [1, p. 25] for

examples of possible areas of condition monitoring and suggested monitoring

methods). What ties all of these areas together is the high demand on avail-

ability, reliability and safety due to the possible economical and humanitarian

risks involved in the failure of the system under monitoring. Therefore, an ade-

quate and purpose dependent maintenance is vital as it ensures the availability

and safety of these systems. So let us start with an introduction to the area of

maintenance in general. A possible description of the purpose of maintenance

is described in a text by B.K.N. Rao:

The management, control, execution and achievement of quality
of those activities which ensure, optimum levels of availability and
overall performance of plant, in order to meet business objectives

—B.K.N. Rao, 1998, [1, p. 9]

The action of maintenance is thus a method to maximize some performance

measure of a system. This measure is often availability, regularly defined as

the percentage of time that the equipment is functioning properly, i.e. the per-

centage of time that the equipment is available for operation. The availability

is in turn a function of the reliability of the system, defined as the probability

of an equipment to function as required within a certain amount of time, and

the maintainability, which is the ability for an equipment to be restored to a

functioning state within a certain amount of time. Examples of performance

measures of reliability and maintainability aremean time between failures and
mean time to repair [2]. The underlying costs due to the loss of availability
are the true incentives for high quality maintenance. These underlying costs

arise due to e.g. decreased productivity and loss of business opportunities, as

well as decreased company reputation due to loss of quality in the product or

service, affected by the lack of availability [1]. Thus high availability, safety

and the optimal usage of resources are core objectives for a well functioning

maintenance system.
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Maintenance strategies can roughly be divided into three categories being un-
planned breakdown maintenance, planned scheduled maintenance and condi-
tion based maintenance as discussed in a paper by K.F. Martin [3], and illus-
trated in Figure 2.1 (with a focus on machine tools). Of course, these strate-

gies can be applied to other technical areas as well, as the structure of possible

maintenance is shared among various technical fields, as mentioned by Jar-

dine et al. [4]. It should be mentioned that the classification of maintenance

strategies might differ slightly between different studies, and that the classi-

fication of condition based maintenance is not uniform among researchers.

One example is a report by Kothamasu et al. [5] that specifies a more detailed

scheme and separates between different strategies further, and classifies con-

dition based maintenance (CBM) as a predictive maintenance only, while the

author of this report is of the opinion that CBM can be of both preventive and

predictive type, depending on its structure. This will be discussed more fur-

ther on. Nevertheless, Figure 2.1 gives a good idea of how the different types

relates to each other.

• Low cost policy

• Requires minimal management
• Useful on small non-integrated plant

• Usually high downtime

• No pre-planning time

• Crisis management
• Ad-hoc high cost repairs
• Large spares inventory
• Maintenance crew availability
• Equipment damage

Unplanned breakdown maintenance

Maintenance strategies

Advantages

Disadvantages

• Management control

• Reduces downtime

• Logistic planning is possible

• Does not maximize asset life
• Difficult to cater for varying failure 

pattern
• Does not eliminate random breakdown

• Expensive in terms of maintenance

Planned scheduled maintenance

Advantages

Disadvantages

• Minimizes downtime, spares, induced 

failures and production interference

• Allows management and logistic 

control

• Reduces life cycle cost and 

maintenance expenditure
• Extends system life

• Specification of monitoring system

• Capital investment for instrumentation

• Instrumentation reliability
• ‘’Finger printing’’ reliability
• Management effort

Condition based maintenance

Advantages

Disadvantages

Corrective maintenance Preventive maintenance Preventive & Predictive maintenance

Figure 2.1: Different maintenance strategies and their advantages and disad-

vantages, redrawn from [3] with added information.1

The leftmost strategy, unplanned breakdown maintenance, means that a sys-
tem is operated until components are worn out to the degree that the contin-

ued operation of the system is not possible. This is often denoted ”corrective

maintenance”. The middle strategy, planned scheduled maintenance, entails

1K. F. Martin, A review by discussion of condition monitoring and fault diagnosis in
machine tools, 1994 [3]
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the scheduling of maintenance based on a fixed plan, which could be the total

operation time since last maintenance check, the number of revolutions in the

case of rotating machinery, or the travelled distance for vehicles. This strategy

is also denoted ”preventive maintenance”, since the maintenance is scheduled

to prevent component breakdowns, independent of the remaining functional-

ity of the components. The rightmost strategy, condition based maintenance,
implies maintenance scheduled based on information collected about the cur-

rent state of the system [3]. This strategy facilitates not only preventive main-

tenance, but also predictive maintenance. This strategy is the focus of this

report, and will be explained further in the following paragraphs.

One possible definition of condition based maintenance is: Condition based

maintenance (CBM), enabled by condition monitoring, is a management tech-

nique that realizes maintenance based on a ”regular evaluation of the actual
operating condition of plant equipment, production systems and plant man-
agement functions, to optimize total plant operations” (R. Mobley, 1998, [6,

p. 36]). The plant, which as earlier mentioned, can vary from some sort of me-

chanical structure, electric motor, combustion engine, gearbox or any type of

technical product that degrades with time, with usage or with exposure to vary-

ing operational conditions. Another and more precise definition suggested by

Shin and Jun [7] is that condition based maintenance is ”a maintenance pol-
icy which do maintenance action before product failures happen, by assessing
product condition including operating environments, and predicting the risk
of product failures in a real-time way, based on gathered product data” [7,

p. 120]. This definition entails the usage of prognostics, which concerns how

to predict failures before they have taken place. But this definition excludes the

usage of CBM as a FDI (fault detection and isolation) program that uses di-

agnostics only (this will be discussed further on). In this thesis, the definition

for CBM will be the one proposed in a paper by Jardine et al. [4]:

CBM is a maintenance program that recommends maintenance
actions based on the information collected through condition mon-
itoring. CBM attempts to avoid unnecessary maintenance tasks by
taking maintenance actions only when there is evidence of abnor-
mal behaviours of a physical asset.

— Jardine et al., 2006, [4, p. 1484]

A text by R.A. Heron identifies twomain requirements that apply to any type of

conditionmonitoring system, namely the indication of the impendence or pres-
ence of a fault while at the same time design the monitoring system to avoid
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false alarms, i.e. the avoidance of the system indicating a fault when there
actually is none [8]. These two requirements catch the essence of a condition
monitoring system, but where additional qualities are of high importance, for

example:

• The capability to not only indicate the presence of a fault, but also pin-

point where in the system the fault occurs

• The possibility to analyze large sets of data to trend the condition over

time, enabling not only preventivemaintenance, but also predictivemain-

tenance through prognostic methods where incipient faults can be eval-

uated on a time-to-go or distance-to-go basis.

There are many books, articles and conference papers on the area of condition

monitoring where an introduction and review of the current state of the art

can be found in two papers by Jardine et al. [4] and Shin and Jun [7]. So far

we have mentioned the purpose and overall goals of a condition monitoring

system, but now it is time to dive further into the framework that defines a

well functioning condition based maintenance system. The paper by Jardine

et al. [4] summarizes all the important aspects for the application of condition

monitoring systems, where they identify three fundamental steps in a condition

based maintenance program:

1. Data collecting: In this step the state of the system is captured bymeans

of some type of sensors, where the data collected could be vibrational

data, acoustical data or images to mention a few. But just as described

by Jardine et al., this is one of the two main data types necessary to

collect, where the ones mentioned belong to the condition monitoring
data, and where the other part is denoted the event data. The event data
contains information that describes the sampled data, so as to give the

condition monitoring data a description that connects the sampled data

to a specific event. Event data will normally require a manual entry into

the condition monitoring system, as the system itself cannot know the

true condition of a system. It should be added that the event data is

not always accessible, since the event is what the CBM system should

indicate.

2. Data processing: After the data acquisition, the data itself must be pro-
cessed in order to filter out unwanted contributions. These could be sig-

nal errors such as noise or faulty signals, or contributions from known

sources of error. After the signal quality enhancement, the data is to
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be analyzed using various techniques depending on the type of signal

acquired. Jardine et al. distinguish between value type (single value),
waveform type (one dimensional time series) andmultidimensional type
(e.g. images). The waveform and multidimensional data are further

analyzed by means of applying feature extraction methods, in order to

summarize the information contained in a potentially large set of data

into a key number, or by feeding the data into a model of the system to

realize model based monitoring systems.

3. Maintenance decision: After the data collecting and data processing,
the information contained in the processed data must be made to use in

order to reach the main goal of the program, namely to planmaintenance

based on information gathered about the state of the system. Jardine et

al. divide this maintenance decision support into two usages:

• Diagnostics is the detection (indication of a fault; either there is a
fault or not), identification (pinpointing the size and type of fault)

and isolation (pinpointing the faulty component) of faults as they

occur [4],[9]. This area is also called Fault detection and isolation
(FDI).

• Prognostics enables fault prediction, i.e. a method to evaluate the
remaining lifetime (remaining useful life, RUL) of a component by

indicating an incipient fault (before the fault has actually occured)

together with its probability within a specific operating (time) span

[10]. The area of prognostics is in itself a widely discussed topic,

and where papers by Peng et al. [11] and Kan et al. [10] provide

summaries of the methods and techniques used for realization of a

prognostics based maintenance framework.

Both diagnostics and prognostics are important in a condition based

maintenance framework, since the prognostics facilitates optimal usage

of components and system availability, while diagnostics complements

prognostics by providing a decision support by faults not detected by the

prognostics. The diagnostics can also be used for improvement of the

prognostics tool, since diagnostics possesses event data related to regis-

tered faults, which can be used for improving the accuracy of the prog-

nostics tool [4]. However, one can claim that the distinction between

these might not always be clear in a real application. Although Jardine

et al. state that diagnostics is a posterior event analysis and prognostics

is a prior event analysis, the prognostics tool is dependent on indications
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from a condition monitoring system, indications that arise due to system

or component changes due to degradation. The prognostics tool is thus

dependent on diagnostics data. This relationship between diagnostics

and prognostics is discussed in a paper by Sikorska et al. [12], where

they conclude that although the prognostics is dependent on diagnostic

outputs such as indication of faults or degradations rates, the distinction

can be captured as: diagnostics involves identifying and quantifying the
damage that has occurred (and is thus retrospective in nature), while
prognostics is concerned with trying to predict the damage that is yet to
occur [12, p. 1805]. Figure 2.2 illustrates the relation between these.

PrognosticsDiagnostics

Detecting and 

reporting an abnormal 

operating condition

Determining which 

component 
(subsystem, system) is 

failing or has failed

Estimating the nature 

and extent of the fault Identifying the lead 

time to failure

Fault detection Fault isolation Fault 

identification

Remaining useful 

life (RUL) 

prediction

Confidence interval 

estimation

Estimating the confidence 

interval associated with the 

RUL prediction

Figure 2.2: Illustration of the tasks for a diagnostics and prognostics frame-

work, redrawn from [12].2

The condition monitoring system can be divided into two different types from

the data collection point of view; continuous monitoring and periodic or inter-
mittent monitoring. The method choice depends very much on the nature of
the system to monitor, and the type of faults to prevent. Continuous monitor-

ing suits systems where faults might arise with short notice, and rapid changes

in the system condition is expected. Continuous monitoring might also be

necessary to implement prognostic failure detection. The downsides are the

costs, since this type of monitoring requires systems that are capable of han-

dling potentially large datasets. Periodic monitoring is beneficial in terms of

cost efficiency and data handling. But periodic monitoring might miss vital

information between successive groups of samples, and another problem is

the justification of monitoring intervals [4]. This inevitably leads us to the

discussion of fault types. A. Davies and J. H. Williams [13] sort faults into

two types:

1. Soft types: These faults are characterized by gradual degradation with
time, usage, load or any operational condition that degrades the condi-

2J.Z. Sikorska et al., Prognostic modelling options for remaining useful life estimation by
industry, 2011 [12]
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tion of the component. The earlier mentioned prognostics specializes
on predicting these types of faults.

2. Hard types: These are abrupt failures leading to a non-operable con-
dition of the component. As mentioned by Davies and Williams, unat-

tended soft failures might lead to hard failures.

The choice between continuous monitoring and periodic monitoring thus de-

pends highly on the nature of the system and upcoming faults, as well as the

consequences of faults in terms of economic losses and risks to human safety.

An implementation of condition based monitoring will require an assessment

that takes into account both costs, revenues and risks (as well as other factors)

inherent with each monitoring type.

We have now discussed the underlying structure of a condition based main-

tenance (CBM) program, and touched upon different types. The advantages

of CBM are many and, as presented by Mobley [6], some of the advantages of

condition monitoring programmes are:

• The ensurance of an acceptable component condition, by continuously

or with an adequate interval monitor the state of components

• The ability to pinpoint bottlenecks that reduces the efficiency of a system

• The elimination or reduction of component failure, leading to a reduc-

tion of unscheduled downtime and thus increased availability

• The possibility to schedule maintenance on a preventive basis and, al-

though not explicitly stated, a predictive basis, increasing the efficiency

of the maintenance by using prognostics

• Reduced costs of maintenance due to optimization of component usage

as well as system uptime.

Another advantage emphasized by Shin and Jun [7] is:

• Increased system safety, as severe component failures can more or less

be avoided, which is crucial in high safety systems. Such systems could

for example be airplanes, rail vehicles as well as power plants.

The advantages themselves are sufficient incentives to persuade many organi-

zations to adopt condition based maintenance of their products. But condi-

tion based maintenance does not come without major challenges. The core
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challenge with condition based maintenance is the cost justification of the

condition monitoring system. Condition monitoring systems require poten-

tially large investment and maintenance costs of the monitoring system itself.

One of the main advantages with condition based maintenance is the possi-

ble economical benefits, but these are not as easy to assess compared to other

economical investments, such as the investment of the condition monitoring

system, which is discussed in a text by G. Eade [14]. Eade states that quan-

tifying the financial winnings from installing a condition monitoring system,

and the financial losses from not installing a condition monitoring system, is
a difficult task partly due to the difficulty of putting an accurate figure on the

cost of having a system degradation or failure, and partly due to challenges

in quantifying key performance measures that dictate the need of a condition

monitoring system. Some of the performance measures mentioned by Eade

are:

• How frequent different degradations and breakdowns occur

• The potential dangers inherent with the continued use of a product with

poor performance.

One also can think of several other important measures:

• The possibility to measure and accurately detect and to some extent also

predict the upcoming faults

• The reliability of the condition monitoring system itself, since this sys-

tem should be more reliable than the system to be monitored

• How large the potential cost savings are in relation to the investment

costs.

The costs consist of installation costs and operating costs. The installation

costs consist of the acquisition of the system itself, consultancy costs to get

the system up and running as well as costs concerning staff training etc. The

operating costs mainly consist of the costs for maintenance personel, but where

Eade states that these costs is an important factor that dictates the economical

benefits of the system, since having these costs lower than the costs for regular

maintenance is what creates the long term savings [14]. Figure 2.3 provides

an illustration of how a financial investment of a condition monitoring system

might develop over time, where the potential long term cost savings reflected

by the net cash flow is the main argument when adopting condition monitoring

in a business oriented organization.
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2.2.1 Model based (online-data-driven) methods
In a model based approach (bottom part of Figure 2.4), the system is modelled

by mathematical equations that relate the input to the system to output of the

system. The core idea is to compute a residual through comparison between

the outputs of the model with the measured real-time outputs of the system. A

change in a component should result in a change in the computed residual, as

the real-time system will deviate more and more from the constructed model

as the system degrades. Statistical methods are applied to determine an inter-

val for the residual for which the system is considered as ”healthy”, taking into

account different errors such as measurement noise and modelling errors and

simplifications [11]. As mentioned by Dai and Gao, the model should be con-

structed so that the residuals are sensitive to the changes of the system that are

of interest to detect, and insensitive to disturbances and changes to the inputs,

such as changing operational conditions of the system [17]. One challenge

with model based methods is that it requires great knowledge about the theory

behind the system [11].

Dai and Gao [17] divide the model based methods into three types depend-

ing on the models used:

1. Parameter estimation by system identification

2. Observer/filter based

3. Parity relation

A description of these will not be given here, but instead the reader is referred

to the report by Dai and Gao [17].

2.2.2 Signal based (data-driven) methods
In signal-based methods, equations governing the systems behaviour and re-

lations between input and output signals are not of interest, since the system

might be too complex to model or the inputs to the system might be hard or

impossible to measure. Instead, signal based methods use only the measured

(output) signals for fault diagnosis. These signals are then analyzed using dif-

ferent feature extraction methods.



CHAPTER 2. BACKGROUND | 17

Asmentioned in section 2.2, feature extraction through signal processing tech-

niques is a crucial step in the processing of the data from the raw signals

acquired from some type of sensors. There are numerous feature extraction

techniques available where their applicability depends on not only the type of

signal (value type, waveform type, multidimensional type, just as discussed in

section 2.2) to apply feature extraction on, but also the nature of the system

where the signals are extracted from.

Despite the large difference between feature extraction methods, one can iden-

tify some main requirements that all features should fulfil:

1. The features should be able to capture the changes in the system that

are of interest to detect. This means that there must be a valid connec-

tion between the state of the system (or more specifically a component)

and the calculated feature to the best of our knowledge. For example,

it does not make sense to measure the temperature of a coil spring to

assess the condition of it, or to measure mechanical strain on an electric

transformer.

2. The features must be stable enough for our purposes, meaning that the

feature must not be masked by noise, signal errors or errors introduced

in the feature calculation.

As presented by Gao et al. [15], the signal-based feature extraction methods

can be classified into three types:

1. Time domain: Examples are mean value, standard deviation, variance,
root-mean-square, skewness, curtosis, crest factor, cross correlation, etc.

2. Frequency domain: Different features after discrete fourier transform,
such as frequency response function, peak frequency, RMS frequency,

etc. These features are applicable under the assumption that the ana-

lyzed signals have a stationary characteristic, i.e. the frequency content

is not changing in time.

3. Time-frequency domain: For some systems, it is not enough to com-
pute a frequency-domain analysis over a large time span since the signals

can be of transient and non-stationary nature, meaning that the com-

puted frequency spectrum varies significantly with time. In those cases,

a time-frequency approach is suitable since these are able to compute

frequency spectra that vary with time. Examples are short-time Fourier
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transform, wavelet transforms, Wigner-Ville transform, Hilbert Huang

transform, etc.

No matter the choice of feature extraction method, the idea is that different

faults in the system should give rise to unique combinations of values in the

extracted features, enabling a classifier to distinguish not only between faulty

and non-faulty condition, but also between different faults [17].

2.2.3 Knowledge based (history-data-driven) methods
The knowledge based methods are similar to signal based ones. In both meth-

ods, feature extraction is used to extract information about the state of the

system, with examples of features mentioned above. The main distinction be-

tween these is how the database used for comparison is constructed. In signal

based methods, the pattern, or the relationship between the features and the

system state, is constructed from a set of data with human intervention (with

an understanding of the components state’s on the output variables) and this

pattern is available in amore or less straightforwardmanner. It requires that we

know beforehand the signal patterns, without having generated any examples.

This means that the relationship from extracted feature to faulty condition is

constructed by knowledge of the system and relating signal values to condition.

Knowledge based methods on the other hand create this link from feature to

condition autonomously, meaning that the classifier learns by looking at a vast

amount of examples and on its own discovers the patterns necessary for fault

classification [17]. And as described by Dai and Gao, this method requires

much more data since it uses the data to learn, while signal based and model

based methods only needs a smaller amount of data for validity checks. Fig-

ure 2.5 shows the different methods for knowledge based approaches, where

the popularity in using knowledge based methods have increased due to the

possibilities to apply machine leaning algorithms [17].
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itself to analyze the different techniques used to gather information about the

state of components.

Condition monitoring of rail vehicles and rail infrastructure is in itself a wide

topic. It ranges from monitoring the complex wheel-rail interaction, wheelset

and bearing condition, rail defects (such as irregularities and rolling contact fa-

tigue) and sleeper condition to the suspension components of the vehicles and

the condition of the pantograph. These subsystems are monitored by various

techniques ranging from extraction of key parameters, indicators, extracted

through e.g. signal analysis methods and compared to a pre-built database to

advanced modelling methods such as inverse modelling and state estimation

through for example Kalman filters. This connects to the discussion in sec-

tions 2.2.1, 2.2.2 and 2.2.3 regarding model based, signal based and knowl-

edge based methods.

One of the main reasons for the transition to a maintenance based on condition

monitoring is the potential cost savings. Condition monitoring enables early

fault detection and also to some extent fault prediction, since gathered data

can be analyzed on a large scale and trending over time can reveal component

degradation patterns. But these systems also have the potential to come with

high costs, reducing the incentive for train operators as well as infrastructure

managers to install and adapt condition based monitoring. And as the area of

condition monitoring within railways is a relatively young field of research,

many of the topics are focused on developing economically efficient systems

that require as little investment as possible. This is reflected in some of the

summaries of the area ([18], [19]), as they state that many of the systems cur-

rently used are installed on the opposite side of the monitored railway system,

where one can divide these into the infrastructure side and the train side. The

infrastructure consists of; tracks, switches, catenary etc. On the opposite side

is the train or vehicle with all its subsystems. Conditionmonitoring systems in-

stalled in the infrastructure are often used for the monitoring of vehicles, since

one fixed installation can monitor all passing units. These can only monitor

the fixed installation in the vicinity (for example in the case of a switch moni-

toring system, fixed to the asset monitored). Systems mounted on vehicles are

often suitable for monitoring fixed installations, since one vehicle can monitor

all length of the infrastructure that it passes, but being restrained to monitor

the actual fitted vehicle in case of vehicle monitoring of such system.
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But using the principle of mounting sensors on the opposite side comes with

a major downside; the monitoring is restricted to a specific place or event. A

fixed asset will only be evaluated when a vehicle with an onboard condition

monitoring system targeted at the fixed installation passes over it. A vehicle

will only be evaluated as it passes over a condition monitoring system fixed to

the infrastructure aimed at vehicle monitoring. This is mentioned in a paper

by Bernal et al. [19], and where they state that monitoring vehicles at spe-

cific points along a line by the means of wayside mounted monitoring system

reduces the reliability of the monitoring system. The most viable solution to

this problem is to have the monitoring system mounted to the asset to be mon-

itored, in this example the monitoring system should be placed in the vehicle

to monitor any vehicle subsystem. But this will of course require much more

equipment, more advanced data handling and thus higher potential costs. A

paper by Roberts and Goodall [20] (from 2009) gives a brief overview of some

current and possibly future conditionmonitoring techniques. The authors clas-

sify the monitoring systems into four categories:

• Infrastructure based infrastructure monitoring

• Infrastructure based vehicle monitoring

• Vehicle based infrastructure monitoring

• Vehicle based vehicle monitoring

where, as previous mentioned, the two middle ones are usually preferred from

an economical standpoint. Roberts and Goodall further divide the systems into

three levels being data logging and event recording, event recording and data
analysis and online health monitoring systems. The first one mainly records
for the use in investigations regarding major incidents, the second one facili-

tates some data analysis for fault detection but generally not fault predictions,

and the third one encapsulates the most advanced condition monitoring tech-

niques used for fault identification and isolation [20].

A report by Bernal, Spiryagin and Cole [19] reviews onboard condition mon-

itoring techniques currently used or at a research state. The paper focuses

on technologies feasible for freight vehicles, where these are characterized by

non-access to electrical power along the train, vast amount of wagons to moni-

tor as well as exposure to harsh conditions such as large temperature variations,

large vibrations and impacts as well as moisture from varying weather condi-

tions among other variations. The authors review different types of onboard
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systems, where these are categorized depending on the subsystems that they in-

tend to monitor; wheelset and bearing, suspension, brakes, bogieframe, wagon

frame and carbody, derailment detection and dynamic behaviour. The paper

furthermore divides the different condition monitoring systems used based on

the underlying technique utilized like model-based and signal-based methods.

The authors further include a very interesting section that distinguishes their

paper from many other reviews, namely the inclusion of a section covering

powering of the onboard system, i.e. the generation of energy to sustain the

condition monitoring system as the paper focuses on systems usable in freight

operations. They mention several types of energy harvesters where three of

these are bearing generators, compressed air generators (coupled to the brake

system) and spring-mass oscillators (converting vibrational energy into elec-

tricity by e.g. piezoelectric technology).

A paper by Li et al. [18] gives a review of some techniques for vehicle bound

suspension and wheel-rail condition monitoring. The authors divide the signal

processing techniques into two types: model-based and signal-based methods.

This can be linked to our previous discussion in section 2.2 but Li et al. do

not distinguish between signal-based and knowledge-based methods. They

explain five known techniques for realizing model-based methods:

• Inverse modelling

• Kalman Filter (KF)

• Extended Kalman Filter (EKF)

• Unscented Kalman Filter (UKF)

• Rao-Blackwellized Particle Filter (RBPF).

One example of inverse modelling is to feed an inverse model of a rail vehi-

cle with sensor collected accelerometer data to estimate the wheel-rail contact

interaction. Li et al. state that KF has been applied to estimate suspension

condition such as lateral dampers and yaw dampers, monitor adhesion con-

dition and to estimate track irregularities but the inability to model nonlinear

systems with KF limits its usefulness. EKF has been used for yaw damper fault

detection and isolation and can be used on nonlinear systems, but it requires

sufficiently small time-steps and where computing the Jacobians can also be
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an issue. Li et al. state that UKF has been applied to estimate the friction

coefficient in the wheel-rail contact. RBPF has also been applied to detect

suspension degradation [18].

Just as already discussed in sections 2.2.2 and 2.2.3, Li et al. mention that the

signal-based techniques involve feature extraction where the methods applied

can be of time-domain, frequency-domain and time-frequency domain. The

authors also mention different fault classification techniques to be applied on

the extracted features. The authors emphasize the challenge with signal-based

methods being that the features (fault indicators) should accurately capture the

changes in the system that are of interest, and that these methods also are de-

pendent on a database covering all conditions that the system should be able

to distinguish between. Li et al. point out the possibility to apply machine

learning such as neural networks for such a task [18].

2.3.1 Monitoring of vehicle suspension
As this thesis work investigates condition monitoring of rail vehicle suspen-

sion elements, specifically dampers, it is of interest to study the current state

of vehicle suspension condition monitoring.

A typical rail vehicle consists of a carbody and two bogies with most com-

monly two wheelsets for each bogie. These three levels of bodies are con-

nected through suspension elements by means of springs and dampers. The

suspension between the axles and bogieframes are denoted the primary sus-

pension, while the suspension between bogieframess and carbody is denoted

secondary suspension (all suspension elements connected to axles are classi-

fied as primary suspension, all other are classified as secondary suspension)

[19]. These two levels of suspension have elements in lateral, longitudinal

and vertical direction to, among other tasks, reduce carbody vibration, ensure

correct gauging and support the static and dynamic forces throughout the op-

eration.

Even though there is no commercial system used for suspension FDI to the best

of the author’s knowledge, the research into suspension condition monitoring

is an active field with different approaches. Themethods vary and research can

be found into both model-based, signal-based and knowledge-based methods

as earlier discussed in section 2.2. The rest of the present section gives a brief
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overview of the research into some different FDI methods of rail vehicle sus-

pension components.

A paper by Alfi et al. [21] investigates the usage of a model based and a

non-model based fault detection and isolation technique for suspension mon-

itoring. They specifically look into monitoring of lateral dynamics to detect

upcoming running instability (hunting). Their model-free system is an early

instability detector (EID) that is able to detect changes in the wheelset conicity

as well as the lateral and yaw dampers. Lateral acceleration is measured on

two positions in the bogieframe, positions that correspond to the leading and

trailing axles respectively. A residual stability margin is calculated by decom-

posing the measured lateral movements into a sum of exponential terms by

using Prony’s method. This results in amplitudes and complex components

for each exponential terms, and where the complex components are used to

extract the frequency and damping factor of the lateral movement. The au-

thors then define a stability margin as the minimum damping factor from the

exponential decomposition by Prony’s method. This is applied to the lateral

movements, but since the authors used two lateral acceleration measurements,

the yaw motion could also be examined and the ratio between the amplitudes

of the lateral and yaw motions could also be calculated, where the authors use

this ratio to describe the ”shape” of themotion. The authors then use the stabil-

ity margin to indicate that there is an upcoming fault, and where the calculated

frequency and/or the ”shape” ratio pinpoints the type of failure occured. Re-

sults from computer simulations indicate that the three key numbers calculated

can be used to detect and distinguish between conicity changes, lateral damper

changes and yaw damper changes with sufficient accuracy, where detecting a

50 % degradation of the lateral dampers (dampers simulated with 100 %, 50

% and 0 % functionality) showed some difficulties [21].

Their model-based approach consists of defining a 6 DOF (degrees of free-

dom) bogie model (lateral and yaw motion of bogieframe and two axles) and

deriving a corresponding state-space description of the dynamics of this sys-

tem with lateral track irregularities as inputs. This mathematical model is

then fed into an Extended Kalman Filter used to estimate the model parame-

ters. The authors report some initial problems with using one single EKF to

estimate all unknown parameters at the same time, and where this led to the de-

velopment of a different parameter estimation procedure. First the equivalent

conicity is estimated at nominal suspension condition, and where this conicity

is then updated based on mileage. Then a set of several EKF:s estimates spe-



CHAPTER 2. BACKGROUND | 25

cific parameters simultaneously and where this data is then fed as estimated

values into a set of Kalman filters whose residuals are used to determine the

most probable condition considering the measurements by using a Bayesian

recursive algorithm. The proposed method showed success in detecting a 50

% degradation of the yaw dampers in computer simulations [21].

A paper by Li et al. [22] investigates the possibility of using particle filter-

ing to estimate the state of vehicle suspension components, in this case the

secondary lateral, secondary yaw dampers, and the equivalent conicity of the

wheelset. The authors construct a plane view half vehicle model with 2 DOF

(lateral and yaw motion) for the bogieframe and wheelsets and 1 DOF (lateral

only) for the carbody. The model and parameters to estimate are thus similar

to the report by Alfi et al. ([21]). It should be noted that the earlier mentioned

paper by Roberts and Goodall states that yaw dampers, lateral dampers and

wheel profiles are three vehicle parameters that constitute the main mainte-

nance needs [20], which explains why the research into condition monitoring

of these is of high relevance. Ward et al. also mention that wheel profiles and

suspension components are liable for a majority of the vehicle faults [23]. Li

et al. use a Rao-Blackwellized particle filter to estimate the states and param-

eters in their constructed state-space model. One can see this method as an

alternative to KF, UKF and EKF methods for state and parameter estimation.

But, as Li et al. state, one great advantage with using this particle filter method

is that it does not require any analytical derivatives to be computed. Another

advantage is that there is no need for an initial estimation of the parameters

of interest [22]. Both computer simulations and test data from a rail vehicle

show promising results in estimating the damper coefficients, but the equiva-

lent conicity is somewhat sensitive to the assumed track irregularity and that

the assumption of a linear equivalent conicity conflicts with the actual non-

linear wheel profile.

A paper byMei andDing [24] looks into the usage of cross correlation between

bodymovements to detect damper degradations. The idea is that when the sus-

pension components are at a nominal condition, the symmetry in the suspen-

sion layout will show that different body movements, in this case the bounce,

pitch and roll, are essentially non-correlated. But as the suspension compo-

nents degrade, the suspension systemwill become ”imbalanced”, meaning that

a disturbance in one of the bodymotionswill be transmitted to othermotions as

well. The authors investigate the bounce, pitch and roll motions of a bogie on

a 9 DOF (bounce, pitch and roll for carbody and two bogieframes) rail vehicle
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model. By computing cross-correlation factors among these three body move-

ments on the first bogieframe, these factors are able to indicate and pinpoint

the presence of a fault in the primary vertical suspension dampers. The authors

compute the (running) cross-correlation for three different timeshifts between

the body movements, namely timeshift zero and timeshifts corresponding to

the time distance between input excitations considering the travelling speed

and wheelset distance, with both negative and positive sign. By introducing

degradations in the primary dampers, the authors prove the feasibility of the

method since the computed cross-correlations are able to detect and distin-

guish different damper degradations. One strength with their approach is that

it does not require any deeper knowledge about the mathematics governing

the dynamic behaviour of the system, and it requires a relatively small number

of sensors (gyroscopes for the rotational movements and an accelerometer for

the bounce movement). Another strength with their method is that it is robust

toward changes in operational conditions such as varying speed and excitation

[24]. This approach can be considered a signal-based method.

A paper by Jesussek and Ellermann [25] presents a method to detect faults

in the secondary yaw dampers, vertical dampers and lateral dampers by using

Kalman filters. Their idea is to create n+ 1 models that describe the dynam-

ics for each n faulty case and the reference case. These models are then used

for state estimation by applying individual Kalman filters on each model. The

model that minimizes the estimation error and thus gives the most correct state

estimates is regarded as the true state. Although not stated by the authors, the

models are assumed to accurately capture the dynamics of each faulty state,

and that each faulty state only affects the corresponding model. Applying the

method in simulation results shows great success in detecting the different

damper failures (30 % decreased damper condition) where the main difficulty

is to distinguish between the left and right dampers since these faults results in

similar dynamic behaviour. One advantage of using this type of method with

multiple models is that several faults can be detected at the same time [25].

But, as with all model-based FDI systems, this method requires knowledge

about the mathematical equations governing the dynamics of the relation, and

the Kalman filter also requires a linearization around the operating point.

In a paper by Wei, Jia and Liu [26], the authors look into both model-based

and what they denote ”data-driven” approaches to monitor rail vehicle suspen-

sions. The paper looks into detecting faults in the vertical dampers and springs

in both the primary and secondary suspension by evaluating two different
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model-based methods and two different data-driven methods. For the model-

based methods, the authors start by defining the three equations of motion for

the bounce, pitch and roll movements and derive a state-space representation

of the system. The first model-based method uses an observer to calculate a

residual that changes depending on the state of the suspension elements, and

where this residual is then fed into what the authors call a ”MCUMSUM” al-

gorithm with predefined threshold values for fault detection. In the second

model-based method, a Kalman filter is used for calculation of a residual that

is then fed into a Generalized Likelihood Ration Test (GLRT) algorithm for

fault detection. Both of these methods could detect 75% damper and spring

coefficient degradations, but struggled with detecting a 25% degradation [26].

Their first data-drivenmethod is aDPCA (dynamic principle component analysis)-

based fault detection method. All of the sensor measurements are gathered

in matrix form, which after some manipulation is used for calculation of a

squared prediction error (SPE) and T 2 index. In this method, the ”measured

outputs are correlated with the past measurements” [26, p. 711] which means

that an upcoming change in the dynamics of the system and hence the mea-

sured signals should be detectable. A second approach presented by the au-

thors is a dynamical canonical variate analysis (CVA) method. Shortly, this

method calculates the past and future canonical variates at different timesteps

and based on these two, indices are calculated to indicate presence of a fault.

The authors report that the SPE test together with DPCA and T 2 test together

with CVA show promising results in detecting both small faults (25 % degra-

dations) and larger faults (85 % degradation) and where CVA shows best per-

formance. The authors draw the conclusion that the data-driven methods out-

performs the model-based methods, and explains that one reason for this could

be the demand for precise models in the model-based methods due to the com-

plex and non-linear dynamics in a rail vehicle. Since some parameters of a rail

vehicle are hard, or even impossible, to approximate with sufficient accuracy,

the data-driven methods have gained increased attention [26].

Another report by Wei and Guo [27] looks into using a distributed Dynamic

Principle Component Analysis (DPCA) and where the PCA algorithm and the

calculation of SPE and T 2 indices are similar to the previous report men-

tioned ([26]). The authors use the same number of sensors with four ac-

celerometer sensors in each corner of the carbody and bogieframes, but split

the accelerometer data into several subsystems as seen in Figure 2.6.
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Lv, Wei and Gou [28] propose two knowledge-based methods using support

vector machines (SVM) and FuzzyMin-Max Neural Network (FMMNN) sep-

arately to detect fault in a rail vehicle model. A vehicle model in a simulation

environment was fitted with twelve accelerometers, one in each corner of the

carbody and bogieframes. Seven features were extracted from these signals

being average, mean square, skewness, peakedness, frequency center, root-

mean-square frequency and mean square error frequency where the first four

belong to the time domain and the last three to the frequency domain. The

authors then applied a PCA algorithm to eliminate those features that do not

contribute positively towards the classification. After the feature selection, the

SVM was trained and tested with three different fault degrees for each tested

component, however much is unclear concerning how the data was split be-

tween training and testing and how large the total generated data is. The SVM

shows accuracies between 69 % and 88 % for component identification and

between 69 % and 75 % for identifying the type depending on the different

kernel functions tested [28].

Lv, Wei and Gou also tested a Fuzzy Min-Max Neural Network (FMMNN),

where the learning process of this classifier is that the n features of the train-

ing examples forms an n dimensional hyperbox that encapsulates the n dimen-

sional space in between the same classes. The learning process is ”a series of

expansion and contraction processes” [28, p. 932] that changes the form of the

boundaries as new examples train themodel. Themodel was tested by splitting

the generated data 50/50 between training and testing. The rate of correctly

identified components was between 31 % and 47 % depending on the chosen

value on a parameter θ that governs the size of the formed hyperboxes [28].

2.4 Machine learning introduction
The area of machine learning is a vast research area spanning from applica-

tions in computer vision and robotics to medical applications such as disease

identification in patients. A book by Goodfellow et al. [29] provides a good

introduction to the area of machine learning in general. As the present work in-

vestigates the usage of classification algorithms to classify rail vehicle damper

faults, we will start with introducing the terminology and then review different

classification algorithms and dimensionality reduction techniques.
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2.4.1 Terminology
As described in the book by Goodfellow et al. [29], when training and testing

a machine learning algorithm one provides the algorithm with a dataset. The

common way to structure the dataset is through a design matrix, illustrated in
Table 2.1.

Table 2.1: Typical structure of the dataset used for machine learning. Redrawn

from [30].

ID True Class Feature 1 Feature 2 … Feature n

1 Good xxx xxx xxx

2 Bad xxx xxx xxx

3 Bad xxx xxx xxx

4 Good xxx xxx xxx…

k Bad xxx xxx xxx

Design matrix

Each row contains one example (also called data point), where this exam-
ple could be a person in the case of a heart anomaly detection algorithm or a

sleeper in the case of a sleeper condition classification algorithm. Each exam-

ple usually has some type of ID that identifies that specific example, as shown

in the first column in Table 2.1. The second column contains the true class

(also referred to as label or target) of the example. The rest of the columns
contains the features (of course, this type of structure assumes that the number

of features are the same for all examples, which is not always the case)7[29].

The features are sources of information that describe the example, and these

can be of continuous, binary or categorical nature [30]. And as described in

section 2.2.2 regarding FDI, the continuous features can be of different type

such as time domain, frequency domain or time-frequency domain in the case

of FDI of some type of mechanical system. Just as earlier mentioned, the idea

is that all the different classes can be distinguished by different combinations

of feature values.

The machine learning algorithms can be roughly divided into three differ-

ent categories: supervised learning, unsupervised learning and reinforcement

learning. We will briefly describe these and then focus on some of the super-

vised learning algorithms available. The distinction between supervised and

7Note that it is not necessary to have this specific arrangement of the columns, as long as

the information is contained in the design matrix.
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unsupervised learning is the access of the true class label. In the case of su-

pervised learning, this entry is available during training; one knows the true

class beforehand and uses that knowledge to train an algorithm. The task of

a supervised learning algorithms is thus to categorize unseen examples after
first have been trained by studying ”known” labelled examples [31]. Unsuper-

vised learning on the other hand entails the absence of a class label, meaning

that the algorithm instead tries to ”learn useful properties of the structure of

this dataset” [29, p. 103] by discovering patterns in the data where clustering,

using algorithms to divide the examples into groups of similar features, is one

example of an unsupervised learning technique [29].

Reinforcement learning differs from the other two techniques in the sense that

it does not try to find some type of hidden structure in the data and generalize

from that structure. Instead, reinforcement learning seeks to maximize some

type of performance measure (reward signal) by interacting with the system.

By interacting wemean that the agent (the algorithm) is allowed to take actions

that changes the future state of the system or environment under consideration.

By assessing actions in the past and explore possible actions in the future the

agent seeks to maximize a reward signal, which indicates how well the agent

fulfils its purpose [31]. A book by Sutton and Barto [31] gives an introduc-

tion to this area. One example of a reinforcement task given is that of a robot

deciding whether to return to its charging station based on the current battery

level and past knowledge of how to find to the charging station [31].

2.4.2 Supervised learning algorithms
There are two important keymeasures that determine the performance of ama-

chine learning algorithm in general, and classification algorithms specifically,

namely the training error and the test error. The error rate could for example

be the number of incorrect classifications divided by the total number of clas-

sifications. The challenge is to make the training error small while at the same

time making the algorithm perform well on unseen datasets. Failing to meet

these criteria is referred to as underfitting and overfitting respectively [29].
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One important feature that a classification algorithm should fulfil is the gen-
eralization ability, which is connected to the overfitting property earlier men-
tioned. An algorithm that has good generalization is able to accurately classify

examples that were not included in (and thus differentiate from) the training

dataset. As explained in a paper by Jain, Duin and Mao [32] some sources of

poor generalization are:

1. The training samples are few in relation to the number of features (con-

nected to the curse of dimensionality, meaning that increasing the num-
ber of features also requires a drastic increase in the number of exam-

ples) [32]

2. Theremight bemany unknown hyperparameters (parameters of the clas-

sifier that are set before the training starts) of the classifier that, if not

optimized to the problem at hand, might contribute negatively towards

the classification accuracy [32]

3. The classifier is overtrained on the training dataset, meaning that the al-

gorithm performs well during training but not during prediction/testing

[32].

Jain et al. further explain that the curse of dimensionality restricts the design
of the classifier to only incorporate those (few) features that actually are impor-

tant, especially when dealing with relatively small datasets. Deciding what is

considered a small dataset in relation to the number of features is not straight-

forward, but where Jain et al. mention that a commonly accepted ratio is to

have ”ten times as many training samples per class as the number of features”

[32, p. 11].

A paper by Kotsiantis [30] provides a review of common supervised classifi-

cation algorithms, and also compares them regarding some attributes. As the

present work will utilize the inbuilt functions of supervised machine learning

in MATLAB, we will focus on the algorithms available for direct implemen-

tation. These are Decision Trees, Linear Discriminant Analysis, K-Nearest-
Neighbour, Support Vector Machines and Naïve Bayes. It should be noted

that no single classification algorithm is universally superior to any other al-

gorithm, which is often referred to as the no free lunch theorem. Each algo-
rithm has their advantages and disadvantages, and they are suited for different

problems with different data distributions, and the challenge is to design an

algorithm that is more or less optimal to the problem at hand [29].
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Decision Trees

Algorithms utilizing decision trees classify examples by dividing the classi-

fication problem into successively smaller classification problems. The ex-

amples are classified based on the values of the features, where each feature

corresponds to a box (node) in the decision tree. Each branch from the nodes

corresponds to possible values of the feature, and where these branches then

divide the examples depending on similar feature values. The splitting into

subtrees continues until all the different classes can be separated depending

on their features [30].

Decision trees can handle categorical, binary and continuous data. One chal-

lenge with decision trees is to define which feature that should be the root node

of the tree, since this feature should be the one that best divides the examples.

Kotsiantis mentions two methods for finding this feature being the informa-
tion gain and gini index. He also mentions that decision trees are resistant to
noise since overfitting can be avoided by pruning (reducing the size of) the

tree. Usually post-pruning techniques are used by evaluating the accuracy on

a validation set and pruning the tree accordingly [30].

Linear Discriminant Analysis

This classifier makes use of Bayes theorem to classify instances. The classifier

looks for the probability for the instance x belonging to class k, P (k|x) (prob-
ability of class k given instance x). Bayes theorem allow for an estimation of

this probability:

P (k|x) = P (x|k) · P (k)

P (x)
=

P (x|k) · P (k)
∑K

l=1 P (x|l) · P (l)
(2.1)

where P (k) is the unconditional (prior) probability of class k to appear in the
data, and where

∑K
k=1 P (k) = 1. This value is specified beforehand by the

user, and we will use the ’uniform’ setting in MATLAB where this is set to

equal probabilities for all classes. The denominator in equation 2.1 is simply

a constant scaling factor (the probability of observing instance x given class l
times the probability of class l) since the denominator contains the sum over

all possible classes [33]. The task is now to determine P (x|k), i.e. the prob-
ability of observing instance x given that it belongs to class k. This is also

known as the class-conditional density of instance x belonging to class k, and

the Linear Discriminant Analysis (LDA) classifier approximates this with a
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Gaussian distribution function [33]:

P (x|k) = 1

(2π)p/2|∑ |0.5 e
− 1

2
(x−μk)

T
∑−1(x−μk) (2.2)

where
∑

is the assumed common covariance matrix among all classes, p is

the number of predictors, μk is the mean value of the predictors in the class k

(will be a vector with the number of elements equal to the number of predic-

tors).

By inserting equation 2.2 into equation 2.1, the probability for the instance

x belonging to class k is computed over all classes, and the highest computed

probability is assigned to be the correct class. The decision boundaries be-

tween classes in the feature (predictor) space are linear in x (linear combina-

tions of the predictors) and will thus consist of hyperplanes [33]. One should

note that this model assumes that the data originates from Gaussian distribu-

tion, and where the LDA also assumes equal covariance matrices among all

classes.

K-Nearest-Neighbour

A K-Nearest-Neighbour classifier assigns an unlabelled example with a label

according to the k nearest neighbours in the feature space. When the algorithm

is fed with an example to be classified, it evaluates the classes of the nearest

occurring examples and identifies which class that appears most frequent. The

classifier then assigns the most frequent class to the label of the new example

[30]. As explained by Kotsiantis, there are several different distance metrics

for describing the relative distance between examples in the n-dimensional

feature space [30]. What is interesting is that this algorithm does not techni-

cally have a training stage, since the example to be classified is simply matched

with the nearest neighbours in the saved feature space with all training exam-

ples [29].

One challenge with this classifier is the choice of the hyperparameter k since

this parameter affects the classification performance. Choosing a small k

makes the algorithm more sensitive to noise, since single examples can have

great influence on the outcome of the classification. Choosing a large k could

make the algorithm include examples that actually belong to another class,

since the region defining the class might be small in the feature space [30].

The algorithm also has a high computational cost during the classification pro-

cedure since it stores the entire feature space of the training dataset, and it is
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training set instances will be classified” [30, p. 261]. As Kotsiantis concludes,

the support vector machines (and neural networks) usually outperform other

classification algorithms when used in large dimensional feature spaces and

with continuous features [30].

Naïve Bayes

The Naïve Bayes classification algorithm assigns probabilities for each exam-

ple belonging to each individual class by using Bayes theorem. This classifier

is thus using the same foundation as the Linear Discriminant Analysis classi-

fier mentioned above, but where the class conditional density of x belonging

to class k, P (x|k), is approximated using another type of assumption: The
features xi are independent given the true class, and the conditional probabil-

ity of observing x given class k is estimated as the product of the individual

probabilities of observing features xi given class k is true [35, p. 171].

P (k|x) = P (x|k) · P (k)

P (x)
(2.3)

P (x|k) = P (x1|k) · P (x2|k) · . . . · P (xn|k) =
n∏

i=1

P (xi|k) (2.4)

It assumes independence among features (which is the ”naive” assumption)

and is thus limited in this aspect since many problems have features that actu-

ally are correlated [36]. The advantages are its simplicity and low computa-

tional costs [36], and it is also robust to missing values [30].

2.4.3 Dimensionality reduction: Feature extraction (trans-
formation) and feature selection

We have now reviewed the different classification algorithms that will be im-

plemented in this thesis work. In section 2.2.2 we touched upon the task of

feature extractionwhere different techniques belonging to time, frequency and
time-frequency domain are reviewed. It should be mentioned that these fea-

tures are presented from the "FDI"-point of view, meaning that these are typ-

ical feature extraction methods utilized to capture the state of some type of

physical dynamic system. After extracting features from the system the fea-

ture space can be optimized by so called dimensionality reduction.
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Two papers by Jain, Duin and Mao [32] and Khalid, Khalil and Nasreen [37]

provide two summaries on the topic of dimensionality reduction by the use of

feature extraction (also called feature transformation which might better ex-
plain the concept and does not conflict with our previous discussion on feature

extraction) and feature selection in the area of pattern recognition. Dimen-

sionality reduction is the concept of reducing the dimensionality of the feature

space. Reducing the dimensionality results in decreased computational and

storage demands due to elimination of irrelevant or redundant information,

which in turn can result in improved overall performance of the classifica-

tion algorithm [37]. This can be achieved by means of feature transformation

and/or feature selection. Feature transformation algorithms construct new fea-

tures ”based on transformations or combinations of the original feature set”

[32, p. 12] while feature selection algorithms select an optimal subset of all of

the available features that capture enough information required for successful

classification while at the same time keeping the dimensionality as low as pos-

sible [37]. Hall presents in his doctoral thesis a statement that describes two

good characteristics that a feature subset should have: ”A good feature subset

is one that contains features highly correlated with (predictive of) the class,

yet uncorrelated (not predictive of) each other” [38, p. 52].

Both feature extraction and feature selection have advantages and disadvan-

tages. Feature extraction methods construct new features by combinations of

the original features, which means that the size of the feature space can be

reduced while maintaining the useful information in all of the relevant fea-

tures [37]. The downside is that the newly constructed features may lose the

physical meaning that they had [32], meaning that the interpretability of the

features is reduced while at the same time the possibility to assess the individ-

ual usefulness of the original feature is often lost [37]. Feature selection on the

other hand retains the physical meaning of the features [32]. Figure 2.8 gives

an overview of some of the different techniques available for dimensionality

reduction.
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Figure 2.8: Illustration of some of the different dimensionality reduction tech-

niques available.

Feature extraction (transformation)

Just as described earlier, feature transformation methods aim at constructing a

new set of features by combinations of the original features. Two examples of

feature extraction (transformation)methods are Principal Component Analysis

(PCA) and Reconstruction Independent Component Analysis (RICA).

1. Principal Component Analysis: The PCAmethod constructs a new set

of variables based on the original features by evaluating the variance of

each feature. The newly constructed variables (principal components)

are linear combinations of the original features, where the first principal

component possesses the highest variance, followed by components of

descending variance [37].

2. Reconstruction Independent Component Analysis (RICA):The orig-
inal ICA was developed as a method to derive a set of independent vari-

ables from a set of features, assuming that the features are a linear com-

bination of these independent variables. These derived (independent)

variables are then used as features [39]. Reconstruction ICA is an ex-

tension of the original method, where one advantage is its capability to

better handle overcomplete feature representations (where the number

of original features are greater than the number of derived independent
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components) [40]. The data is assumed to have a non-Gaussian distri-

bution [39].

Feature selection

A paper by Chandrashekar and Sahin [41] reviews the area of feature selection

with emphasis on algorithms based on supervised learning. Feature selection

methods can be divided into three types being filter methods, wrapper methods
and embedded methods [41]. Filter methods extract some performance mea-
sure of the features directly from the feature subspace without interacting with

the classification algorithm. This also means that these methods can be com-

bined with any classification algorithm as the extracted feature space is not

optimized for any specific classification algorithm [42]. These methods are

suitable for high-dimensional datasets [37]. Some examples of filter methods

are:

1. Correlation: Simply compute the Pearson correlation coefficient be-

tween the variable and the true class labels. One disadvantage is that

this method is only suitable when there is a linear relationship between

the feature and true class [41],[43]. One could also compute a pair-

wise correlation between all feature values (between the columns in a

design matrix earlier illustrated in Table 2.1) to evaluate the dependen-

cies in between each feature. But as explained by Guyon and Elisseeff,

although variables that are perfectly correlated are also definitively re-

dundant, very high correlation does not imply that the variables do not

complement each other in some aspects [43].

2. Relief algorithm: The original Relief algorithm (limited to binary clas-

sification problems) selects a random number of training samples and

calculates the Euclidean distance between this sample and the nearest

sample with the same class and opposite class respectively (for the same

feature). The algorithm then calculates the difference between the near-
est hit distance and nearest miss distance and uses this difference to as-
sign the feature a relevance weight [44]. A paper by Urbanowicz et al.

[44] provides an excellent review of feature selection using Relief algo-

rithms and also provides a summary of the different algorithms avail-

able. The most used version is the ReliefF that, instead of looking at

only the one nearest sample from the same and opposite class respec-

tively, evaluates the k nearest neighbouring samples of each class, fa-

cilitating multi-class selection and making the algorithm more robust
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towards noise [44]. One disadvantage with the Relief algorithms is that

their performance might suffer when used together with datasets with

large number of features. Another drawback is that they do not set out

to remove redundant features (features that are truly correlated), but in-

stead evaluate how well the features group and separate from each other

with regard to the true class [44].

3. Neighbourhood Component Analysis: Another algorithm that, just

like the Relief algorithms, is based on a nearest neighbour approach is

the Neighbourhood Component Analysis (NCA) algorithm. It picks a

point (sample) and removes it from the feature space and then checks

how well the rest of the points in the feature space can predict this re-

moved sample. The algorithm then maximizes the average probability

of correct classification with respect to some feature weights (by opti-

mizing the feature weights). The weights are then used to identify useful

features [45]. One should note that if the features (feature vectors) have

different scales, the weighting factors calculated by the NCA algorithm

will also be of different scale, and render the factors more or less use-

less as they cannot be compared to each other. It is therefore suggested

to standardize the feature vectors before feeding them to the NCA algo-

rithm [46].

Wrapper methods on the other hand use the classification performance of the

classification algorithm for evaluation of the performance of different feature

subsets [42]. The main drawback of these methods is the computational costs

since all subsets are evaluated via the classification algorithm, which is further

problematic for large feature dimensions [37]. Some wrapper methods are:

1. Exhaustive search: Evaluate all possible combinations of subsets of

features by training and testing the classification algorithm of interest.

Although this method will result in the most optimal subset, the number

of possible combinations makes this method very unpractical (and even

computationally impossible) unless the feature space is very small [32].

2. Sequential feature selection: This method can be of both forward and
backward type. In the forward type, the algorithm starts out with none

or very few features and sequentially adds features and evaluates some

predetermined criterion value (usually the misclassification rate). In the

backward type the algorithm starts out with a full set of features and

sequentially removes features while evaluating a criterion value. One
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downside is that the forward type cannot evaluate the usefulness of fea-

tures after other features have been added, and the backward type cannot

evaluate removed features after they have been removed [37]. This is

connected to a statement by Guyon and Elisseeff that ”a variable that is

completely useless by itself can provide a significant performance im-

provement when taken with others” [43, p. 1165].

Embedded methods are simultaneously performing model training and feature

selection and are thus not as computationally demanding as wrapper methods.

But embedded methods are, just like wrapper methods, using the classifica-

tion algorithm for feature selection [44]. Urbanowicz et al. exemplify two

algorithms being Lasso and Elastic Net.
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Chapter 3

Method

The background theory in chapter 2 has introduced us to the necessary con-

cepts to understand the basics of a fault diagnostics system, and it has also

given an introduction to the necessary concepts in the area of supervised learn-

ing and dimensionality reduction that will be utilized in this work. This mas-

ter thesis will propose a knowledge based diagnostics method for detection

of damper degradations of rail vehicles. This will be done by extracting in-

formation from a simulation model of a rail vehicle and use that information

for training and testing of different classification algorithms to distinguish be-

tween different damper failures.

This chapter is aimed at describing the workflow of the analysis performed

in this work, from model to final results. Figure 3.1 illustrates the work pro-

cess from vehicle model to classification performance, and we will go through

the different steps in detail.
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Figure 3.1: The work process of the thesis work, from simulations to trained

classification algorithms and classification performance.

3.1 Data generation and signal processing
The vehicle model is simulated with nominal dampers and degraded dampers

for different operational conditions such as speed and carbody mass. This gen-

erates a large set of simulation data, grouped according to the damper degra-

dations simulated. At the first step, raw signals with information are extracted

from the system (the vehicle). In our case these are acceleration signals ex-

tracted from various places in the carbody, bogieframes and axles. Since this

thesis uses a model of a rail vehicle in a computer simulation software, the ac-

celeration signals are ideal signals with no noise or other types of disturbances.

The acquired signals are then used for an initial investigation concerning how

themodel reacts to different operational conditions. This investigation concern

vehicle speed and track irregularities among other variations. This allow us to

figure out how these operational conditions affect the acceleration signals, the

extracted features and consequently the performance of the classification.
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3.2 Feature extraction
After generating the data, the data is subject to feature extraction, where the

extracted acceleration signals are processed to summarize the information con-

tained in the signals. Chapter 2 reviewed the different techniques used when

implementing a fault detection and isolation framework in time domain, fre-

quency domain and time-frequency domainwhen using signal based and knowl-

edge based methods. In this work we will use frequency response functions

computed between different places in the vehicle as features, and will thus

make our system a frequency domain knowledge based diagnostics system.

The following section describes the calculation of the frequency response func-

tions in detail.

3.2.1 Frequency response functions (FRF)
The frequency response functions of a system give information about how

motion is transferred from one point in the system to another. It is useful in

the sense that a FRF is a system property, and assuming a linear system it

should not change depending on the input, but only change if the system it-

self changes its properties. In our case, the FRF magnitude will for example

be evaluated between the bogieframe and the carbody of the rail vehicle simu-

lated. A change in FRFmeans that the connection between the bogieframe and

carbody, which consists of damper and spring elements, must have changed.

A degradation of the suspension elements could therefore theoretically be de-

tected by a change in the FRF.

The system under consideration is a mechanical system with masses, springs

and dampers. The computed FRF will thus have resonance peaks. These reso-

nance peaks are affected by the damping in the system, meaning that changes in

damper conditions should be detectable by changes near the resonance peaks

of the FRF. A decrease in damper condition (damper coefficient) will reduce

the damping and thus increase the magnitude of the peak(s). The idea is to cal-

culate the FRF between points that have approximately the same lateral and

longitudinal position, but are placed in different vehicle bodies (axleboxes, bo-

gieframes and carbody) and close to the dampers. In this way the FRFs are

intended to capture the nearby damper conditions.
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One should keep in mind that the FRFs are computed with the assumption

that there is a linear relationship between the input and output signal, meaning

that an increase of the input with a factor n should result in an increase of the

output with the same factor n for the same frequencies. Also, it is assumed

that the input signal is the only contribution towards the output signal. This

is not true for a complex and non-linear system that a rail vehicle is. But the

FRFs can still capture changes in the relation between input and output sig-

nals, which in this thesis will be utilized to detect changes in the condition of

damper elements.

There are several methods to calculate the frequency spectra used for the fre-

quency response functions, methods that depend on the nature of the signals.

Since the track excitation can be assumed to be of random nature, the fre-

quency spectra will in this work be calculated using Welch’s method for cal-

culation of PSD (Power Spectral Density), dividing the signals into blocks and

computing averages as presented by Bodén et al. [47].

The process starts by dividing the sampled signal into blocks of equal size. The

frequency resolution of the final PSD is proportional to the length of the block

signals, so the block size should be chosen accordingly. One should note that

the sampling frequency does not affect the frequency resolution, but instead

affects the highest frequency component that can be computed correctly in the

PSD. In order to reduce the spectral leakage, each block is multiplied with a

Hanning window (denoted ”Window” and w in the following equations). In

order to make use of the parts of the signals suppressed by the Hanning win-

dow, a 50 % overlap is used.

The following procedure explains the calculation of the FRF. Assume that you

have an acceleration signal x(t) with sample time T sampled atN equidistant

points. This means that you have a series of acceleration data points x(1),

x(2), x(3), ..., x(N). The Discrete Fourier TransformX of the signal x(t) can

then be calculated as

X(k) = DFT{x(n)} =
N∑

n=1

x(n) · e(−2πj nk
N

) k = 1, ..., N (3.1)

where X(k) is the k:th coefficient of the DFT, x(n) is the n:th sample of the

acceleration signal consisting of N total samples [48]. The PSD is then cal-
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culated as

Sxx = PSD for signal x =
2 · |DFT{x(n) · w(n)}|2

C2
a · Cb ·Δf

(3.2)

where

x(n) · w(n)
is the sampled data contained in one block multiplied with a Hanning window,

Δf =
Sampling frequency

Number of samples in each block
=

fs
N

=
1

T

is the frequency resolution,

Ca = mean{Window} = mean{w(n)}
is an amplitude correction factor to compensate for the Hanning window,

Cb =
mean{w2(n)}

C2
a

is a factor to compensate for the frequency resolutionΔf . TheDiscrete Fourier

Transform (DFT) will be computed by using the Fast Fourier Transform (FFT).

The frequency response function between two signals x and y is finally calcu-

lated as

H =
Syx

Sxx

(3.3)

where the cross power spectral density (CPSD) Syx is given by replacing the

numerator in equation 3.2 with

2 ·DFT{y(n) · w(n)} · (DFT{x(n) · w(n)})∗.

Note that all computed PSD and CPSD are averaged before inserting into equa-

tion 3.3.

3.3 Training and testing datasets
After extracting the acceleration data from simulations and extracting fea-

tures (in our case FRF), the data should be organized into training and test-

ing datasets. This is an important step when using classification algorithms,

since this step dictates how well the algorithms will perform on unseen data
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by deciding how much data that should be available for the algorithms during

training. This will allow us to evaluate how well the algorithms perform on

examples generated from recordings with operational conditions that are not

included in the training data, and thus indicates the robustness of the algo-

rithms. As will be explained further in chapter 4 concerning the simulations,

different training datasets will be constructed to evaluate the classification ac-

curacy for varying operational conditions included in the training data.

3.4 Dimensionality reduction
As presented in the background study in chapter 2, there are different ap-

proaches for dimensionality reduction. We will not be able to test out all

of these, but instead try some of them. After feature extraction and organiz-

ing the data into training and testing datasets, four dimensionality reduction

techniques are applied to the features in the different datasets. We will apply

two feature selection methods being the Relief algorithm and Neighbourhood
Component Analysis, and two feature transformation methods being Princi-
ple Component Analysis andReconstruction Independent Component Analysis
as illustrated in Figure 3.2, which were briefly introduced in the background

study.

Feature 

selection

Feature 

transformation

Filter Wrapper Embedded

Dimensionality reduction

• Correlation

• ReliefF

• Neighborhood 

Component Analysis

• Exhaustive search, 2^n

• Sequential feature selection

• Principal Component Analysis

• Reconstruction Independent 

Component Analysis

Figure 3.2: Illustration of some of the different dimensionality reduction tech-

niques available. The ones implemented in this work are marked with red.
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These algorithms will construct a smaller set of features based on the original

set, with the goal of optimizing the feature space while keeping as much useful

information as possible. We will apply these four different dimensionality re-

duction methods separately in order to make a comparison of their capabilities

of optimizing the feature space. The comparison will be done by comparing

the classification performance of the classification algorithms, feeding them

with the different feature spaces.

It should be noted that the dimensionality reduction algorithms will be applied

on the training datasets from simulations. The results from the dimensionality

reduction will thus vary depending on the training dataset used. We should

recall that the reason for constructing different training datasets is to evalu-

ate how the algorithm performs on different datasets. This means that when

using dimensionality reduction, the dataset used for creating the new feature

space should be the same dataset used for training (so that we do not apply

dimensionality reduction on one dataset to later on train with another, since

this would not make sense out of a dataset-availability perspective). For ex-

ample, training with dataset 1 will be preceded by dimensionality reduction

using dataset 1 only.

3.4.1 Feature selection by Relief and NCA
What is common for Relief and NCA is that they rank features based on how

they group in the feature space. One must decide how many of the highest

ranked features are needed for an acceptable classification accuracy. We will

test two different sizes of feature spaces; the 50 highest ranked features and the

100 highest ranked features. We should keep in mind that the original number

of features are 230, meaning that both of these results are a reduction in the

number of features by more than 50%.

When using the Relief algorithm, one must decide on the number of nearest

neighbours that the algorithm should evaluate, as explained in the literature

study. We will set this value to five for all training datasets. The NCA algo-

rithm uses a regularization parameter often denoted lambda, λ, which is used
to minimize the feature weights [46]. This value is often chosen to be small,

and in the present work the regularization term was decided on by choosing

a value that minimizes the classification loss in a five-fold cross validation. It

was thus optimized for each training dataset (five different datasets as earlier

explained).
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3.4.2 Feature extraction by PCA and RICA
The used output from the PCA algorithm in MATLAB is the transformation

matrix to be applied to the design matrix, and a variable containing the per-

centage of the total variance that each principle component explains. This is

of interest since one could then restrict the final feature space to only con-

tain the principle components that constitute the majority of the variance. It

should be noted that the principle component(s) are simply the new feature

vectors obtained by multiplying the original feature matrix with the transfor-

mation matrix. We will in this work use enough principle components so as

to include 95 % of the total variance in the original dataset. The number of

principle components that this corresponds to might vary between the training

datasets since the PCA algorithmwill be applied to the training dataset at hand

and thus might result in varying results. The number of constructed principal

components are between 9 and 13 for the five different training datasets in our

case, for both the front bogie and rear bogie system.

When using the RICA algorithm, one must decide how many features the al-

gorithm should construct. We will in this work fix this number to 20 for all

training datasets. The resulting transformation weight matrix is applied to the

original feature matrix for each case of training datasets.

3.5 Training and testing classification algo-
rithms

In this work classification algorithms will be used for the purpose of recog-

nizing patterns in the feature space in order to discriminate between different

damper failures. We will implement different classification algorithms avail-

able for use inMATLAB R© [49]. The algorithms to implement will be the ones

briefly reviewed in the background study:

• Decision Tree

• Linear Discriminant Analysis

• K-Nearest-Neighbour

• Support Vector Machine

• Naïve Bayes
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All of the algorithms have inbuilt commands in MATLAB, making the train-

ing and testing of these straightforward. All algorithms accept MATLAB:s

data type table as input. This datatype, serving as a design matrix, is a stan-
dard way of organizing data for classification as earlier described in Table 2.1

in chapter 2. The table dataformat allows for both numerical data and char-
acters in each cell, where the features will in our case be numerical, and the

responses (class labels) will be character vectors. The reader is referred to

[50] for an introduction of how classification algorithms can be implemented

in MATLAB, and a brief comparison of their advantages and disadvantages.

Each classification algorithm has hyperparameters (parameters that can be set

beforehand by the user, for example the number of neighbours to evaluate in

a Nearest-Neighbour classifier). For some of the algorithms there are several

(for some algorithms there are many) hyperparameters that can be individually

adjusted. In this work the hyperparameters will in most cases be set to the stan-

dard values in MATLAB. The main reason to avoid an optimization of these

is the high computational demand. Table 3.1 presents the hyperparameters

manually adjusted. Also, we want to investigate how the classification per-

formance is affected by inclusion of specific (simulation)parameter variations

in the training data. This argues for keeping the structure (hyperparameters)

of the classification algorithms consistent (independent of the training data)

in order to single out the effect from parameter variations such as speed and

track.

Table 3.1: Manually changed settings for the different classifiers.

Classification algorithm Hyperparameter Setting

Decision Tree Prior probability Uniform ( 1/(No. classes) )

Linear Discriminant Analysis Prior probability Uniform ( 1/(No. classes) )

K-Nearest-Neighbour

Prior probability Uniform ( 1/(No. classes) )

No. of neighbours to evaluate 1, 5

Distance metric Euclidean

Distanceweight Equal

Standardize features True

Support Vector

Machine

Prior probability Uniform ( 1/(No. classes) )

Polynomialorder 1 (linear), 2 (quadratic)

Kernelscale Auto

Boxconstraint 1

Standardize features True

Coding One-vs-one

Naïve Bayes Prior probability Uniform ( 1/(No. classes) )
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3.6 Evaluation methods of results
There are several measures to evaluate the performance of classification algo-

rithms, and we will in this work use three different measures; accuracy, false
negative rate (FNR) and also a ratio that we in this context call misconfused
damper rate (ratio of actual damper faults that are classified as a damper fault,
but in wrong damper), here denoted MDR.

In many applications it is of interest to investigate what the actual classifi-

cations are. This is often done by using a so called confusion matrix. It is a
matrix where the predictions are plotted against the true classes. Figure 3.3

shows an illustration of the confusion matrix for a binary classification task.

True positive

True negative

False positive

False negative

There is actually a fault

There is actually a fault, 

but the algorithm 

indicates “no fault”

There is not any fault, 

and the algorithm 

indicates “no fault”

There is not any fault, 

but the algorithm 

indicates that there is a 

fault

There is actually a

fault, and it is 

correctly identified

There is not any fault

Prediction 

says “fault”

Prediction 

says “no fault”

Figure 3.3: Illustration of a confusion matrix for a binary classification task.

Our problem will look a bit different since it is not a binary classification but

a multiclass classification problem, as illustrated in Table 3.2.
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Table 3.2: Confusion matrix for the classifier operating on the front bogie. TP

= true positive, TN = true negative, FP = false positive, FN = false negative,

MD =Misconfused damper. Out on the edges are the different classes: Pvd11l

= primary vertical damper, first bogie, first axle, left side. Svd1r = secondary

vertical damper, first bogie, right side. Sld = secondary lateral damper. Syd =

secondary yaw damper. Reference = no fault (fault factor 1).

pvd11l TP

pvd11r TP

pvd12l TP

pvd12r TP

svd1l TP

svd1r TP

sld1l TP
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It should be noted that the output from the five classification algorithms are

predictions in the form of class labels, since the inbuilt functions are con-

structed so as to handle both integer and character type labels. The true class

labels are thus compared to the predicted class labels.

The first performance measure is the correct classification rate (accuracy), de-

fined as the number of correct classifications divided by the total number of

classifications, which is the same as adding the true positives and true nega-

tives and dividing by the total number of predictions:

Accuracy =
No. of correct predictions

Total number of predictions
. (3.4)

For classifications where the outcome of the classifier might have an impact

on human well-being, one would like to avoid false negative classifications,

meaning that the classifier predicts that there is no fault, when there actually

is a fault. This will be investigated by evaluating the false negative rate. It is

defined as

FNR =
FN

FN+ TP+MD
. (3.5)
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Following the notation in Table 3.2, it describes howmany of the faulty dampers

that were classified as reference or how many of the faulty dampers that were

”missed”. One would like to have this ratio as small as possible. The rea-

son to have this as low as possible is that it would result in less faults going

undetected, which is important for safety critical systems as earlier mentioned.

The last measure, the misconfused damper rate, is defined as

MDR =
MD

FN+ TP+MD
, (3.6)

which describes to what extent the algorithm confuses different damper faults

with each other. This value should also be as low as possible.
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Chapter 4

Simulations

In this chapter the process described in the chapter 3 is applied to results from

simulations with a vehicle model in the multibody dynamics software GEN-

SYS [51], developed by AB DEsolver. This chapter starts with a review of

the vehicle model used and how the simulations are performed, to then de-

scribe how the simulation data is split between training and testing. An anal-

ysis of how the features, the FRF in our case, respond to changes in different

damper conditions is also presented. After applying dimensionality reduction

by means of feature selection and feature transformation, the results in terms

of different classification algorithms, training and testing datasets, and dimen-

sionality reduction methods are then compared.

4.1 Vehicle model
The vehicle model used in the simulations is a modified version of the X2 lo-

comotive operated by SJ AB in Sweden. The model is simplified as it does

not take into account flexible body modes, the model is thus constructed by

rigid bodies connected by ideal suspension elements. Only one vehicle is

simulated, meaning that there is no interaction between vehicles. Figure 4.1

shows a graphical illustration of the vehicle model, including the carbody, bo-

gieframes, axles, rails, sleepers and their connecting suspension elements.
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Figure 4.1: Graphical illustration of the rail vehicle model from the simulation

software GENSYS [51]. The whole vehicle model is shown to the left, while

the front bogie is separated to the right.

4.1.1 Dampers to simulate with faults
When implementing a fault detection and isolation system for damper fail-

ures, one must decide which dampers to simulate with faults as well as other

important parameter variations that the algorithm should be able to distinguish

between. For example, one could include other vehicle degradations such as

wheelset conicity as this will also affect the dynamic response of the vehi-

cle. But the simulations and post-processing are time consuming, and in order

to keep the computational burden as low as possible while at the same time

including enough damper failures for evaluating how well the algorithm sepa-

rates between different failures, a limited number of dampers are simulated as

faulty. The dampers that will be subject for parameter variations are:

• Primary vertical dampers. One on each side of an axle, eight in to-
tal. Abbreviated with pdv11l, pvd11r, pvd12l, pvd12r, pdv21l, pvd21r,

pvd22l, and pvd22r. It should be noted that these dampers actually have

a 45 degree inclination in this vehicle model, thus making them both

lateral and vertical dampers, but will be referred to as vertical dampers.

• Secondary vertical dampers. Two for each bogie (one on the left and
one on the right side between bogie and carbody), four in total. Abbre-

viated with svd1l, svd1r, svd2l, svd2r.

• Secondary lateral dampers. Two for each bogie (one on the left and
one on the right side between bogie and carbody), four in total. Abbre-

viated with sld1l, sld1r, sld2l, sld2r.

• Secondary yaw dampers. Two for each bogie (one on the left and one
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There are 16 acceleration measurements for the primary suspension and the

same number for the secondary suspension, marked with red and yellow ar-

rows respectively in Figure 4.2. For the primary suspension, the accelerations

are extracted in the vertical direction. Damper degradations in the primary sus-

pension should thus be detectable through changes in the FRF between these

points. For the secondary suspension both vertical and lateral accelerations

are extracted. Changes in the secondary vertical dampers should give rise to

changes in the FRF between the vertical acceleration measurements, while the

lateral dampers should affect the FRF between the lateral acceleration mea-

surements. However, there is no acceleration extraction chosen specifically to

capture changes in the yaw dampers. The yaw dampers are mainly used to

reduce running instability, meaning that a reduction of the yaw damper coef-

ficient could theoretically be detected by lateral acceleration signals in both

bogieframe and carbody.

4.2 Track excitation
One of the main challenges with implementing condition based maintenance

for rail vehicles is the many varying operational conditions. For many ma-

chines in the production industry, the operational conditions can be considered

quite stationary, and when abnormalities are captured in the system, these ab-

normalities are very likely to be caused by degradations of components in the

system. But this is not the case for rail vehicles. Not only can the proper-

ties of the vehicle itself vary due to temperature or loading conditions, but

the track that excites the running vehicle varies largely. This makes condition

monitoring of rail vehicles extra challenging since all these variations must be

accounted for.

4.2.1 PSD of axlebox accelerations
The thesis proposes to use acceleration signals from various points on the axle-

boxes, bogieframes and carbody of the rail vehicle model. These acceleration

signals are dependent on the dynamic response of the vehicle, which in turn

depends on how the vehicle is excited - which boils down to the track design

geometry and track irregularities. The calculations of the frequency response

functions are dependent on a strong enough vibration in the frequency range

investigated in order to get a correct computation of the FRF.
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One important analysis is thus to analyze how different track irregularities af-

fect the extracted accelerations since this will in turn affect the performance of

a condition monitoring system based on extracted accelerations. Two differ-

ent track irregularity files are used in the simulations, and different speeds are

simulated. It is of interest to analyze how the axlebox accelerations vary with

different speeds and track irregularities. Figure 4.3 shows the power spectral

densities for vertical acceleration extracted from the axleboxes on the leading

axle for different speeds and track irregularities.

0 5 10 15 20 25 30 35
Frequency [Hz]

-60

-50

-40

-30

-20

-10

0

10

10
*lo

g 10
(P

S
D

)

PSD of axlebox vertical acceleration, axle 1, bogie 1, left side

Track 1, 200 kph
Track 1, 160 kph
Track 2, 200 kph
Track 2, 160 kph

0 5 10 15 20 25 30 35
Frequency [Hz]

-60

-50

-40

-30

-20

-10

0

10

10
*lo

g 10
(P

S
D

)

PSD of axlebox vertical acceleration, axle 1, bogie 1, right side

Track 1, 200 kph
Track 1, 160 kph
Track 2, 200 kph
Track 2, 160 kph

Figure 4.3: Power spectral densities (in logarithmic scale) for vertical axlebox

acceleration, extracted from the leading axle.

Track 1 shows generally stronger excitation for frequencies over 10 Hz com-

pared to track 2, and lowering the speed also lowers the PSD of the accelera-

tion, just as one could expect. What can also be distinguished is that for track

2 the speed dependency is even stronger compared to track 1 in the range 0-20

Hz. What can be concluded from these graphs is that the extracted accelera-

tion is very much dependent on both the speed and track irregularity. This is

thus a major challenge if one decides to collect acceleration signals from the

vehicle, since one must account for these varying conditions, and design a sys-

tem that is robust towards these variations. One could control these variations

by using a system that is only applied to small speed intervals, although the

speed variation from 160 km/h to 200 km/h illustrated in Figure 4.3 cannot

be considered a large one. Section 4.5 containing the results will prove how

sensitive our proposed system is towards these variations.
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4.3 Fault detection features
In this section the calculated features, the FRF in our case, will be analyzed

further in terms of their response to different damper degradations.

4.3.1 FRF for different damper faults
Before feeding an algorithm with information from computed frequency re-

sponse functions, it should be analyzed how well the FRF actually captures

the condition of the dampers. As presented earlier, the idea is that the FRF be-

tween different points in the axleboxes, bogieframes and carbody should vary

as the condition of nearby dampers vary. The FRF is in this context relating

an input acceleration to an output acceleration. But it should be noted that the

vehicle is a coupled system where a fault in one damper might affect the dy-

namic response on places not only close to the damper. The FRF is a function

relating the linear relation between input and output, where one assumption

is that the output signal is affected only by the input signal. This is not true

in our case. But by computing several FRF in different places in the vehicle,

one could detect patterns where several FRF together might provide enough

information for localizing faults.

It would be interesting to do an initial investigation of how the FRF in e.g.

the secondary suspension responds to changes in damper condition, and as a

starting point focus on faults introduced in the secondary vertical damper in

the front left side of the vehicle (svd1l). Figure 4.4 shows calculated FRF in

the vertical direction close to all four secondary vertical dampers between the

bogie and carbody. The red graphs show gradually decreased damper func-

tionality when simulating the vehicle on track 1, and correspondingly blue

graphs for track 2. Note that the same speed of 200 km/h is used. A frequency

resolution of 1/3 Hz is achieved, which is the result of the window length for

calculation of PSD functions, i.e. 3 seconds.
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Figure 4.4: Power spectral densities for vertical axlebox acceleration, extracted

from the leading axle. bog = bogie, 11 = vehicle 1 bogie 1, az = vertical

acceleration, mls = middle left side. Note that ”reference” means 100%, i.e. a

fault factor 1.

All of the FRFs have one large peak around 1 Hz and one smaller peak at 9

Hz. When comparing these four graphs, one can immediately note that only

the FRF at the front left side shows a clear change as the front left vertical

damper changes, which is promising. As one could expect, the magnitude of

the peak increases as the damping decreases. What is also positive is that the

two different track irregularities do not result in very large differences in the

FRF.

Let us also do a comparison with varying speed. In Figure 4.5 the track ir-

regularity is kept the same but the speed is varied between 200 km/h and 160

km/h.
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Figure 4.5: Power spectral densities for vertical axlebox acceleration, extracted

from the leading axle. bog = bogie, 11 = vehicle 1 bogie 1, az = vertical

acceleration, mls = middle left side.

The variation in speed results in larger variations in the FRFs compared to the

variation in track irregularity showed in Figure 4.4. The variation in speed

is thus more challenging than the variation in track irregularity in this case.

But regardless of the speed, the change in the FRF is clearly connected to the

nearby damper.

A summary of how the different FRFs responds to different damper deficien-

cies can be found in Table 4.1. It should be noted that these comments are

based on inspection of some chosen FRFs from the simulations, since it is not

possible to analyze all simulations with all parameter variations at the same

time. This table should be seen as an indicator of how the FRFs respond to

damper changes.

Table 4.1 shows that damper condition changes in the secondary vertical dampers

are clearly detected by FRF in the vertical direction between bogie and car-

body. Changes in the secondary lateral dampers are detected by FRF in the

lateral direction between bogie and carbody, although the changes in FRF are

very similar for the left and right side of the vehicle. A decrease in yaw damper

performance does not make any clear and systematic changes in any of the FRF

computed. Changes in primary vertical dampers affect the FRF between axle
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and bogie, but a fault in for example the damper belonging to the leading axle

in the front bogie affects all FRF between the axles and the bogieframe in the

front bogie. What can be noticed is that the FRF between axle and bogieframe

is sensitive to changes in track irregularity.

Table 4.1: Summary of how different damper faults affect the different FRFs.

Frequency response function
Secondary

vertical
FRF

Secondary
lateral
FRF

Primary
vertical

FRF

D
e
fe
c
t
d
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m
p
e
r

Secondary
vertical
dampers

+ Strong changes on

closest FRF, weaker

changes on others.

: Changes most in

0.5-2Hz and 6-10 Hz.

+ No changes in FRF

due to SVD.

- Affected by state of

SVD that belongs

to the same bogie.

Secondary
lateral

dampers

+ Not affected by

state of SLD.

+ Clear changes in FRF.

- One damper fault affects

both left and right

side FRF equally

at the same time.

: Changes most in

1.5-2 Hz.

+ Not affected by

state of SLD.

Secondary
yaw

dampers

: No clear changes. : Some changes, but

no clear pattern.

- Some small changes

when SYD fault is large.

Primary
vertical
dampers

: Small changes in 6-12 Hz

above the bogie with

faults in PVD, but

no clear pattern.

: No clear changes. : Changes in 6-12Hz, hard

to distinguish left

and right fault.

: Clear difference between

faulty and non-faulty

bogie not so easy

to pinpoint within bogie.

Comment: + Changing track does not

affect FRF to great extent.

- FRF is affected by speed.

- Slight changes due

to track and speed.

- Sensitive to changes in

track irregularity.

Based on observations it was concluded that a frequency resolution of 1/3 Hz

is sufficient for the vertical FRF (both in primary and secondary suspension)

while the lateral FRF needs a resolution of 1/6 Hz to capture the peaks at low

frequencies. For the vertical FRF in the secondary suspension a frequency

range of 0-12 Hz is decided to be used. For the lateral FRF in the secondary

suspension a range of 1.5-6 Hz is used, and for the vertical FRF in the primary

suspension the range 4-12 Hz is used.
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4.4 Training and testing datasets
As described in the background study in chapter 2, classification algorithms

are trained and tested with different datasets. One important characteristic

that an algorithm should possess is the ability to generalize, i.e. to be able

to perform well on testing datasets that differ from the training dataset. For

this reason different datasets with different operational conditions should be

incorporated in both the training and testing phase to evaluate how well the

algorithm can handle varying operational conditions that it will most certainly

be exposed to in a real-world application of rail vehicle condition monitoring.

Since this chapter uses (time demanding) simulations, the number of varying

operational conditions should be kept as low as possible and should be focused

on those variations that are expected to be important. One such variation is

the track irregularities. In practice a vehicle is exposed to track irregularities

with continuously varying wavelengths and amplitude, so these variations are

of interest to investigate further. Another important variation is speed; the al-

gorithm should be able to cope with varying speeds (although the algorithm

could be focused on operation in a smaller range of speeds). The vehicle will

also run on track with varying curvature (curves in the horizontal plane). An-

other variation is that the carbody mass might vary slightly due to changes in

number of passengers (or largely in the case of freight wagons).

It was decided to simulate the vehicle model on two different track irregu-

larities (from which the axlebox accelerations where presented in Figure 4.3).

For these two tracks, two different track design geometries are used, namely a

straight track and a track with curvature, where the curved track is an S-shaped

section with curve radius of 4000 m and track cant of 0.1 m with linear tran-

sitions. There are a total of 20 dampers simulated with faults (8 in primary

suspension and 12 in secondary suspension) and each of these are simulated

with a fault factor 0.6, 0.5, 0.25, 0.1 and 0.01 as well as a reference case with

no damper faults (fault factor 1). All of these simulations are also performed

with two different carbody masses. Figure 4.6 shows these variations and the

dampers simulated with fault.
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Factor 1 svd1l sld1l syd1l pvd11l 0.6

Straight Curved Straight Curved Factor 1.04 svd1r sld1r syd1r pvd11r 0.5
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Figure 4.6: Variation of track irregularities, track curvature, vehicle speed,

carbody mass and damper condition in the simulations. ”Dynamic” means a

speed profile where the vehicle accelerates and brakes, starting at 200 km/h,

braking down to 160 km/h to then accelerate back up to 200 km/h.

As one of the objectives of this work is to evaluate the classification accuracy

for datasets with varying operational conditions, it is of interest to construct

different groups of training data to see how the accuracy is affected by adding

more information. It is of interest to see howwell the algorithms performwhen

including simulations from varying operational conditions. We will construct

five different training datasets. It should bementioned that the training datasets

only contains simulations with fault factors of 0.5 and 0.01 (damper degraded

to 50 % and 1 %), while the testing dataset contains the simulations with the

remaining factors of 0.6 (chosen to test the algorithms ability to detect a fault

beyond the training range), 0.25 (middle of training range) and 0.1 (lower part

of training range). Table 4.2 illustrates how the different training datasets are

constructed.

The reason to use different training datasets as presented in Table 4.2 is to

analyze how sensitive the classification accuracies is to varying datasets. This

is of interest since in a real-world implementation of this type of diagnostic

system it is of interest to figure out which operational conditions should be

focused on when building the database containing all examples of component

failures that the classifier should be able to correctly classify.
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There is at least one important reason to divide the data into bogie subsystems.

If one does not divide it into subsystems in this way, then the algorithm will

have to collect data from all bogies in a vehicle, which could be more than two

bogies in the case of an articulated bogie design. This might get computation-

ally expensive. Wewant to reduce the computational burden on each algorithm

by reducing the amount of data that is fed to them. And if the different subsys-

tems do not affect each other, then the algorithm will have unnecessary many

inputs to consider, when in fact one can neglect at least half of the input data

when localizing a fault. Another important reason to divide the system is that

it eases the handling of multiple faults at the same time, since the separated

subsystems can, independent from each other, indicate faults without having

to consider building a database of known combined faults. Table 4.1 showed

that the FRF indicates that faults in one bogie do not affect the FRF in the other

bogie, which argues for a division of this type.

This also means that for the simulations, all of the simulated damper faults

for the front bogie will be treated as simulations with no fault for the rear bo-

gie and vice versa. But, to not use the same ”reference” simulations for both

training and testing, only the simulations with damper fault factor 0.5 and 0.01

are used for training, and the rest for testing.

4.5 Results
In this section the results in terms of the three performance measures for the

different classification algorithms are presented. This section will start with

identifying the best performing classification algorithm for each type of di-

mensionality reduction. And then in a following subsection checking the per-

formance for each testing dataset in more detail for two of the best performing

combinations of dimensionality reduction and classification algorithm. There

are 7 classification algorithms trained with 7 different cases of dimensionality

reduction, which in turn is done for 5 different training datasets. The algorithm

is then evaluated on the 1281different testing datasets as marked with red in

Table 4.2, meaning that there is more than 30000 testing dataset evaluations.

We will not be able to present the individual performances for all of these, but

will instead use the average performance over the 32 testing datasets for each

training dataset.

12 track irregularity variations× 2 track design geometry variations× 4 different speed

profiles × 2 carbody mass variations × 4 fault factors (including factor 1)
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4.5.1 Accuracy
Table 4.3 shows the average classification accuracy for each classification al-

gorithm and dimensionality reduction technique as well as for specific damper

fault factors for (the algorithms operating on) the front bogie.

Table 4.3: Classification accuracy for different classification algorithms, di-

mensionality reduction and training datasets for (algorithms operating on) the

front bogie. Note that the colour in each box is set as 0 giving red, 75 giving

white and 100 giving green. Values are rounded to the nearest integer.

Classification 

algorithm

Fault factor 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

Dimnesionality 

reduction 

algorithm

Training 

dataset

Dataset 1 65 56 26 93 65 62 43 68 79 75 49 96 81 71 53 84 40 34 25 13 42 40 30 56 30 28 18 16

Dataset 2 82 71 31 69 76 71 44 69 83 74 49 97 87 79 50 91 62 56 39 26 38 37 32 29 55 48 26 35

Dataset 3 90 84 55 94 90 87 69 79 96 93 75 98 79 74 59 92 85 78 37 43 54 56 43 26 59 59 40 51
Dataset 4 99 98 87 94 99 99 91 90 99 98 90 86 95 93 77 81 98 98 56 100 82 82 69 68 82 81 52 57

Dataset 5 99 98 81 75 98 97 79 52 97 94 71 54 88 78 57 46 94 93 57 98 51 52 42 19 73 58 34 51

Dataset 1 67 60 43 18 45 44 36 13 77 63 49 38 73 67 39 23 32 29 23 13 24 25 21 19 37 35 19 28

Dataset 2 85 70 39 52 84 73 39 43 88 82 43 56 87 78 42 54 73 68 40 22 36 34 27 23 58 56 33 14
Dataset 3 93 93 58 89 94 92 65 83 94 89 69 89 83 84 63 83 85 82 47 45 63 60 47 50 53 51 28 55

Dataset 4 97 95 75 83 96 96 79 82 95 93 84 90 93 93 66 84 92 88 41 74 84 82 45 75 79 73 46 81
Dataset 5 90 84 53 72 96 95 68 72 93 85 69 80 92 81 60 58 86 80 46 78 71 66 46 45 72 64 33 52

Dataset 1 70 63 37 54 58 54 35 21 80 74 53 65 79 70 50 52 35 32 20 13 27 28 24 15 37 35 19 28

Dataset 2 91 84 43 88 89 88 52 75 93 87 58 93 94 84 55 81 67 64 39 24 38 36 31 25 59 55 33 52
Dataset 3 93 88 58 93 89 88 73 81 93 91 70 90 85 77 58 80 84 82 44 52 58 57 48 54 52 51 26 54
Dataset 4 98 96 79 88 99 98 77 85 97 96 87 93 96 90 70 89 96 94 44 100 83 82 67 75 82 78 44 71
Dataset 5 97 93 72 67 96 96 73 64 95 90 75 81 90 81 52 71 93 89 53 89 51 51 41 25 73 65 38 52

Dataset 1 61 53 31 56 56 49 36 41 78 72 44 85 73 65 37 71 39 36 24 13 28 27 22 13 39 40 28 15

Dataset 2 67 59 28 89 61 54 33 62 83 71 40 94 82 71 38 83 62 58 39 25 39 37 28 18 55 48 28 63
Dataset 3 88 84 47 64 81 80 51 61 87 80 52 73 83 71 43 63 82 73 34 40 59 57 37 43 59 53 28 39

Dataset 4 96 95 77 83 94 93 77 73 96 90 78 75 92 89 69 65 91 89 42 85 83 81 53 75 83 82 48 58

Dataset 5 87 82 49 55 84 83 59 48 93 83 62 66 82 78 50 59 91 87 50 72 55 50 31 53 54 49 33 49

Dataset 1 66 53 28 76 74 63 40 76 85 76 44 91 87 76 42 80 37 30 22 13 24 25 23 12 39 40 28 15

Dataset 2 84 67 28 100 78 67 48 80 90 85 55 89 90 80 47 82 65 62 42 25 34 34 28 16 58 51 29 38

Dataset 3 92 90 53 73 84 83 63 70 93 90 68 73 88 79 54 69 87 82 44 43 52 53 43 38 55 55 36 58

Dataset 4 96 96 84 86 99 99 86 89 96 94 82 81 93 91 68 81 94 94 51 96 76 76 64 64 82 82 46 69

Dataset 5 94 93 68 53 95 95 73 51 96 90 65 68 89 82 57 56 94 91 58 91 42 42 35 31 70 62 34 52

Dataset 1 82 72 45 45 63 61 43 51 73 58 32 87 79 66 38 47 68 59 33 48 94 87 38 99 48 47 29 51
Dataset 2 92 85 48 50 68 64 38 71 73 61 36 81 75 64 39 74 68 61 26 34 92 88 31 82 82 73 39 65

Dataset 3 84 78 60 52 87 86 57 42 94 90 73 63 91 78 60 43 91 88 63 33 96 90 38 98 71 70 38 52
Dataset 4 98 97 68 100 97 96 73 94 96 94 73 100 94 92 67 99 98 95 43 98 98 96 22 100 89 84 45 86

Dataset 5 82 75 45 72 82 78 45 66 79 74 55 81 79 69 52 69 83 81 47 59 88 82 26 99 71 68 35 62

Dataset 1 23 21 19 70 18 17 16 74 14 13 10 100 26 20 14 91 20 18 14 56 36 36 20 86 36 36 29 13
Dataset 2 60 54 24 83 49 46 24 78 38 28 17 98 56 47 22 90 34 29 24 20 89 84 41 88 87 85 55 47

Dataset 3 78 72 43 96 78 73 52 86 78 67 35 83 78 69 38 64 62 58 43 44 93 88 42 100 67 66 53 48

Dataset 4 100 100 90 100 97 96 83 96 97 92 78 91 94 88 78 79 95 92 79 59 99 98 47 100 94 93 78 94
Dataset 5 94 92 71 86 97 95 74 72 94 92 62 89 93 86 69 75 66 60 45 32 98 97 56 100 91 90 71 65

5 Nearest 

Neighbour
Naïve Bayes

Linear 

Discriminant 

Analysis

Decision Tree

None

NCA with 50 

selected 

features

Linear SVM Quadratic SVM
1 Nearest 

Neighbour

PCA

RICA

NCA with 100 

selected 

features

ReliefF with 50 

selected 

features

ReliefF with 

100 selected 

features

Horizontally on the top of the table are the different classification algorithms,

and also the different damper fault factors tested for, as well as the case with no

fault (”reference”, also denoted as fault factor 1 in the upcoming tables). Out

on the left are the different dimensionality reduction techniques implemented.

The classification accuracy is presented for training with each of the five train-
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ing datasets. From this table one can evaluate which dimensionality reduction

technique together with which classification algorithm that produces the best

results. Since the algorithm should be robust towards variations in training

data (i.e. robust between the five different datasets out on the left), one should

evaluate each group of combined classification algorithm and dimensionality

reduction technique for all of the five datasets and fault factors included.

The classification algorithm that performs best without any dimensionality re-

duction (the first group of five rows) is the 1-Nearest-Neighbour classifier, with

accuracies between 74% and 99% for fault factors 0.1 and 0.25 (true positives),

and 54% and 98% for no faults (true negatives). Training with dataset 4 gives

the highest classification accuracy, which is expected since dataset 4 contains

the most training examples among the five datasets tested. This will be an-

alyzed further in a separate subsection. The support vector machine (SVM)

classifiers also perform well for training dataset 3, 4 and 5. What is common

for all classifiers is that the fault factor of 0.6 is in most cases hard to classify

correctly, but one should recall that the faults trained are 0.5 and 0.01. The

Naïve Bayes classifier performs worse than the SVM classifiers, and the Dis-

criminant Analysis classifier and Decision Tree classifier show poor results.

The neighbourhood component analysis (NCA) dimensionality reduction al-

gorithm is used with both 50 and 100 selected features. For both of these

cases, the 1-Nearest-Neighbour classifier shows best results, followed by the

two SVMs and the 5-Nearest-Neighbour. Including 100 features gives slightly

higher accuracy compared to only 50 features.

The ReliefF dimensionality reduction results in slightly lower classification

accuracies for most of the training datasets compared to NCA considering the

1-Nearest-Neighbour classifier, with the 1-Nearest-Neighbour classifier still

giving the highest classification accuracy followed by SVMs and 5-Nearest-

Neighbour.

Applying PCA (Principle Component Analysis) results in very high accuracy

for the Linear Discriminant Analysis classifier, higher than any other combina-

tion of dimensionality reduction and classifier if one excludes the fault factor

of 0.6. This is interesting since the Linear Discriminant Analysis classifier

did not give any good accuracy for the previous mentioned dimensionality re-

duction algorithms (and without dimensionality reduction). The SVMs and

Nearest-Neighbour classifiers show lower accuracy for this dimensionality re-
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duction technique compared to the above mentioned ones.

TheRICA (Reconstruction Independent Component Analysis) reduces the fea-

ture space to 20 features in our case. The classification accuracy for the SVMs,

Nearest-Neighbour classifiers and Naïve Bayes classifier are now worse than

all other mentioned dimensionality reduction techniques. But, just as for the

PCA, the Linear Discriminant Analysis performs very well, except for training

dataset 1 and fault factor 0.6.

From Table 4.3 one can conclude that the 1-Nearest-Neighbour classifier with-

out dimensionality reduction, and the Linear Discriminant Analysis classifier

with PCA dimensionality reduction perform best considering the accuracy as

a performance measure. However, the accuracy for the 1-Nearest-Neighbour

is quite similar among both NCA, ReliefF (100 features) and using the whole

feature space.

4.5.2 False negative rate (FNR)
The false negative rate for the algorithms trained on the front bogie is showed

in Table 4.4. One can immediately detect that the RICA dimensionality reduc-

tion algorithm has much higher (worse) FNR for training datasets 1 and 2 for

the SVMs and Nearest-Neighbour classifiers compared to all other algorithms,

meaning that the true faults are often classified as ”no fault”.

Almost all of the combinations of dimensionality reduction algorithms and

classifiers seem to have generally higher FNR on fault factor 0.6 compared to

factors 0.25 and 0.1, which makes sense since these faults are at risk to be con-

fused with a non-faulty state as the fault is less severe. From this table one can

conclude that out of the previously two stated best combinations (1-Nearest-

Neighbour classifier without dimensionality reduction and Linear Discrimi-

nant Analysis classifier with PCA dimensionality reduction) the 1-Nearest-

Neighbour shows overall lowest FNR and thus performs better regarding this

measure. However, as we earlier noted the 1-Nearest-Neighbour classifier also

performed well with NCA, and the NCA here shows lower FNR than the case

with no dimensionality reduction, one could also say that the combination of

1-Nearest-Neighbour with NCA dimensionality reduction also performs well.
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Table 4.4: False negative rate for different classification algorithms, dimen-

sionality reduction algorithms and training datasets for (algorithms operating

on) the front bogie. Note that the colour in each box is set as 0 giving green,

25 giving white and 100 giving red. Values are rounded to the nearest integer.

Classification 

algorithm

Fault factor 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

Dimnesionality 

reduction 

algorithm

Training 

dataset

Dataset 1 16 20 45 0 2 4 16 0 6 9 42 0 2 6 23 0 0 0 0 0 20 24 34 0 0 0 3 0

Dataset 2 11 19 42 0 0 2 27 0 12 19 47 0 4 6 33 0 0 0 6 0 15 15 15 0 0 3 9 0

Dataset 3 0 1 30 0 0 0 7 0 0 3 17 0 0 1 11 0 0 0 13 0 0 0 0 0 2 2 10 0

Dataset 4 0 0 3 0 0 0 2 0 0 0 2 0 0 0 2 0 0 0 34 0 1 1 7 0 1 0 7 0

Dataset 5 0 0 5 0 0 0 0 0 0 0 2 0 0 0 1 0 0 0 26 0 1 0 1 0 1 3 9 0

Dataset 1 0 0 1 0 1 1 0 0 1 1 4 0 1 0 1 0 0 0 0 0 5 4 6 0 4 4 10 0

Dataset 2 2 6 23 0 2 5 11 0 0 4 22 0 0 2 16 0 0 0 4 0 0 0 5 0 0 0 4 0

Dataset 3 0 0 26 0 0 0 18 0 0 1 18 0 0 0 10 0 0 0 8 0 1 3 12 0 1 1 17 0

Dataset 4 1 1 13 0 1 1 8 0 1 1 10 0 1 1 7 0 4 4 31 0 1 1 34 0 1 3 15 0

Dataset 5 1 2 22 0 0 0 14 0 0 5 14 0 0 1 8 0 2 3 25 0 2 4 13 0 1 3 10 0

Dataset 1 0 0 12 0 0 0 0 0 1 4 14 0 1 2 6 0 0 0 0 0 0 1 2 0 4 4 10 0

Dataset 2 2 9 37 0 0 0 21 0 0 1 25 0 0 1 18 0 0 0 4 0 3 3 6 0 4 8 19 0

Dataset 3 0 0 27 0 0 0 6 0 0 2 16 0 0 0 10 0 0 0 15 0 14 13 20 0 3 4 26 0

Dataset 4 0 0 12 0 0 0 12 0 0 1 9 0 0 0 8 0 0 2 37 0 0 0 11 0 1 1 17 0

Dataset 5 0 0 9 0 0 0 3 0 0 0 7 0 0 0 3 0 0 0 29 0 1 1 2 0 1 3 10 0

Dataset 1 0 1 8 0 0 1 1 0 0 2 20 0 0 0 9 0 0 0 0 0 0 0 1 0 0 0 1 0

Dataset 2 12 21 55 0 3 4 19 0 2 10 41 0 1 6 29 0 0 1 6 0 0 1 1 0 10 15 30 0

Dataset 3 0 0 13 0 1 0 11 0 0 2 21 0 0 0 12 0 0 1 12 0 1 0 14 0 1 1 6 0

Dataset 4 0 0 8 0 0 0 7 0 0 0 7 0 0 0 4 0 0 0 25 0 0 0 22 0 1 1 11 0

Dataset 5 0 0 12 0 1 0 3 0 0 0 10 0 0 0 4 0 0 0 17 0 5 7 23 0 1 1 11 0

Dataset 1 17 22 44 0 1 3 21 0 1 9 34 0 0 5 25 0 0 0 0 0 0 0 0 0 0 0 1 0

Dataset 2 10 21 62 0 1 3 23 0 1 3 26 0 1 2 22 0 0 0 6 0 0 0 0 0 4 5 15 0

Dataset 3 0 0 18 0 0 0 11 0 0 0 9 0 0 0 7 0 0 0 10 0 1 3 4 0 1 2 10 0

Dataset 4 0 0 8 0 0 0 5 0 0 0 5 0 0 0 4 0 0 0 29 0 0 0 4 0 2 2 12 0

Dataset 5 0 0 9 0 0 0 3 0 0 1 10 0 0 0 4 0 0 1 19 0 1 1 2 0 2 3 11 0

Dataset 1 0 0 9 0 7 5 16 0 14 25 54 0 2 3 23 0 0 1 17 0 3 7 57 0 1 3 23 0

Dataset 2 0 0 17 0 23 26 42 0 18 26 46 0 10 18 38 0 0 0 11 0 1 3 43 0 4 8 32 0

Dataset 3 0 0 2 0 6 5 4 0 0 1 11 0 0 0 4 0 0 0 4 0 3 9 47 0 5 7 24 0

Dataset 4 0 0 25 0 1 1 18 0 1 1 22 0 0 1 15 0 0 1 47 0 0 2 70 0 3 7 36 0

Dataset 5 0 1 20 0 1 1 14 0 2 3 21 0 1 2 12 0 1 2 18 0 4 5 53 0 1 1 15 0

Dataset 1 43 45 51 0 52 54 59 0 86 87 90 0 63 66 70 0 21 30 38 0 39 41 57 0 0 0 3 0

Dataset 2 24 28 52 0 22 27 44 0 54 63 75 0 32 36 63 0 1 0 3 0 4 8 41 0 0 0 12 0

Dataset 3 10 12 43 0 6 7 29 0 11 18 43 0 2 3 18 0 0 0 1 0 2 7 53 0 1 1 9 0

Dataset 4 0 0 6 0 0 0 7 0 0 0 13 0 0 0 5 0 0 0 1 0 0 0 50 0 2 3 17 0

Dataset 5 0 0 10 0 0 0 3 0 0 3 24 0 0 0 6 0 0 0 0 0 0 0 36 0 1 1 8 0

NCA with 50 

selected 

features

NCA with 100 

selected 

features

ReliefF with 50 

selected 

features

ReliefF with 

100 selected 

features

PCA

RICA

5 Nearest 

Neighbour
Naïve Bayes

Linear 

Discriminant 

Analysis

Decision Tree

None

Linear SVM Quadratic SVM
1 Nearest 

Neighbour

4.5.3 Misconfused damper rate (MDR)
Table 4.5 presents the misconfused damper rate for the algorithms operating

on the front bogie. The two best performing combinations of classifier and

dimensionality reduction show overall lowmisconfused damper rate, meaning

that damper failures are less likely to be confused with each other. The values

that are a bit higher belongs to the fault factor 0.6 for these two algorithms.

Both of the two best combinations of classifier and dimensionality reduction

show good results, and there is not any clear winner between these. We can

also note that the 1-Nearest-Neighbour combined with NCA, which showed

promising results regarding the accuracy and FNR, now have somewhat higher
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MDR, making the original feature space the most optimal for the 1-Nearest-

Neighbour classifier.

Table 4.5: Misconfused damper rate for different classification algorithms,

dimensionality reduction algorithms and training datasets for (algorithms op-

erating on) the front bogie. Note that the colour in each box is set as 0 giving

green, 25 giving white and 100 giving red. Values are rounded to the nearest

integer.

Classification 

algorithm

Fault factor 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

Dimnesionality 

reduction 

algorithm

Training 

dataset

Dataset 1 19 24 29 0 33 34 42 0 15 16 9 0 17 23 24 0 60 66 75 0 38 36 36 0 70 72 79 0

Dataset 2 8 10 28 0 23 27 29 0 5 7 4 0 10 15 17 0 38 44 55 0 47 48 53 0 44 48 66 0

Dataset 3 10 15 15 0 10 13 23 0 4 4 8 0 21 25 30 0 15 22 50 0 46 44 57 0 39 39 50 0

Dataset 4 1 2 10 0 1 1 8 0 1 2 8 0 5 7 21 0 2 2 10 0 17 17 25 0 18 19 41 0

Dataset 5 1 2 14 0 2 3 21 0 3 6 28 0 13 22 43 0 6 7 17 0 48 48 58 0 26 39 57 0

Dataset 1 33 40 56 0 55 55 64 0 23 37 48 0 27 33 60 0 68 71 77 0 71 71 73 0 60 61 71 0

Dataset 2 14 24 38 0 14 23 50 0 12 14 35 0 13 20 43 0 28 32 56 0 64 66 68 0 42 44 63 0

Dataset 3 7 7 16 0 6 8 18 0 6 10 12 0 17 16 27 0 15 18 46 0 36 37 41 0 46 48 55 0

Dataset 4 3 4 12 0 3 3 13 0 3 5 6 0 5 6 27 0 5 8 28 0 15 17 21 0 20 24 39 0

Dataset 5 9 13 24 0 4 5 18 0 7 11 17 0 8 18 32 0 12 17 28 0 27 30 41 0 27 33 58 0

Dataset 1 30 38 52 0 42 46 65 0 19 23 33 0 21 28 43 0 65 68 80 0 73 72 75 0 60 61 71 0

Dataset 2 7 7 21 0 11 13 27 0 8 12 17 0 6 15 27 0 33 36 57 0 59 61 63 0 38 37 48 0

Dataset 3 7 12 14 0 11 12 21 0 6 8 14 0 15 23 32 0 16 18 42 0 29 29 33 0 45 45 48 0

Dataset 4 2 3 9 0 1 2 11 0 3 4 4 0 4 10 23 0 4 4 19 0 18 18 23 0 17 20 40 0

Dataset 5 3 8 19 0 4 4 24 0 5 10 18 0 10 19 44 0 8 11 18 0 48 48 58 0 26 32 52 0

Dataset 1 39 46 62 0 44 50 64 0 21 27 35 0 27 35 54 0 61 64 76 0 72 73 77 0 61 60 71 0

Dataset 2 21 21 18 0 37 42 48 0 15 19 19 0 17 23 34 0 38 41 55 0 61 63 71 0 35 36 42 0

Dataset 3 12 16 40 0 18 19 38 0 13 19 27 0 17 28 45 0 18 27 54 0 40 43 49 0 40 47 67 0

Dataset 4 4 5 15 0 6 7 17 0 4 10 15 0 8 11 27 0 9 11 34 0 17 19 25 0 17 18 41 0

Dataset 5 13 18 39 0 15 17 38 0 7 17 28 0 18 23 46 0 9 13 33 0 41 43 46 0 46 50 57 0

Dataset 1 18 25 28 0 24 35 39 0 14 16 22 0 13 19 33 0 63 70 78 0 76 75 77 0 61 60 71 0

Dataset 2 7 12 11 0 21 31 29 0 9 12 19 0 10 18 31 0 35 38 53 0 66 66 72 0 38 44 56 0

Dataset 3 8 10 28 0 16 17 26 0 7 10 23 0 12 21 39 0 13 18 46 0 47 44 53 0 43 44 54 0

Dataset 4 4 4 8 0 1 1 9 0 4 5 13 0 7 9 28 0 6 6 20 0 24 24 32 0 17 17 42 0

Dataset 5 6 7 23 0 5 5 25 0 4 9 25 0 11 18 39 0 6 8 23 0 57 57 63 0 28 35 55 0

Dataset 1 18 28 45 0 30 34 42 0 13 17 14 0 19 31 39 0 32 39 51 0 3 6 5 0 51 50 48 0

Dataset 2 8 15 36 0 9 9 20 0 10 13 18 0 15 18 24 0 32 39 63 0 7 9 26 0 14 20 30 0

Dataset 3 16 22 38 0 8 9 39 0 6 9 16 0 9 23 36 0 9 13 33 0 1 1 15 0 24 24 37 0

Dataset 4 2 3 7 0 2 3 9 0 3 5 5 0 6 7 18 0 2 4 10 0 2 2 8 0 8 9 19 0

Dataset 5 18 24 35 0 17 21 41 0 18 24 24 0 19 29 37 0 15 17 35 0 9 13 21 0 28 32 50 0

Dataset 1 34 34 30 0 31 28 25 0 0 0 0 0 11 14 16 0 59 52 48 0 25 23 23 0 64 64 68 0

Dataset 2 16 18 24 0 29 27 32 0 8 8 9 0 13 17 16 0 65 70 74 0 7 8 18 0 13 15 33 0

Dataset 3 13 16 14 0 16 20 19 0 11 15 21 0 20 28 45 0 38 43 56 0 5 5 5 0 33 33 38 0

Dataset 4 0 0 4 0 3 4 10 0 3 8 9 0 6 12 17 0 5 8 21 0 1 2 3 0 4 4 5 0

Dataset 5 6 8 19 0 3 5 23 0 6 5 14 0 8 14 25 0 34 40 55 0 3 3 8 0 9 9 22 0
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Neighbour
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4.5.4 Rear bogie system
Let us also look at the performance for the algorithms operating on the rear

bogie. What we essentially want to figure out is whether one of the bogie

systems shows generally higher or lower classification performance. To make

it easier to compare the performance for the front and rear bogie systems, the

difference between the classification accuracies of these systems is presented

in Table 4.6 instead of the same type of absolute accuracy once again for the

rear bogie system.

Table 4.6: Difference (percentage units) in classification accuracy between

the front bogie system and rear bogie system (front bogie accuracy minus rear

bogie accuracy). 50 gives blue, 0 gives white and -50 gives yellow.

Classification 

algorithm

Fault factor 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

Dimnesionality 

reduction 

algorithm

Training 

dataset

Dataset 1 -15 -14 -5 2 -10 -8 -1 2 -11 -3 -2 19 -8 -5 1 25 -8 -7 -2 0 -1 -4 -8 44 3 1 3 -11
Dataset 2 -10 -11 -17 -10 -8 -9 -4 5 -8 -8 2 16 -5 2 -5 18 -14 -6 0 12 -15 -17 -13 16 -1 0 0 -20
Dataset 3 1 3 12 -4 9 13 12 13 4 9 14 5 -8 -3 1 9 -7 -8 -15 -16 6 6 0 -4 0 -3 1 -1
Dataset 4 0 0 3 -5 1 2 5 -3 2 2 1 -13 -1 3 0 -6 1 3 -2 2 3 3 -7 6 -3 -3 -3 -26
Dataset 5 3 3 14 -14 2 3 13 -29 3 7 13 -29 0 -2 6 -17 -2 -3 0 15 -3 -2 -4 -9 -4 -15 -5 13

Dataset 1 1 1 8 -45 -20 -14 -4 -13 1 -4 5 5 -5 -7 -6 -6 3 4 4 0 -4 -6 -3 7 9 8 1 16
Dataset 2 6 -6 -2 15 -1 -7 -9 0 2 2 -12 2 3 1 -2 4 6 8 -2 -2 0 -1 -1 6 0 4 2 -48
Dataset 3 5 12 -2 36 11 16 13 35 3 2 2 8 -5 4 -1 17 -7 0 7 -6 0 -1 6 7 -12 -14 -16 15
Dataset 4 1 5 3 -1 -3 1 0 -2 -1 1 3 -8 -1 4 -6 -4 0 -2 -3 -16 -1 -3 -6 5 -3 -8 2 3
Dataset 5 0 0 -2 -4 3 3 14 -1 3 4 19 0 0 -2 8 -13 -5 -8 4 9 -1 -6 -2 7 3 -1 2 9

Dataset 1 9 9 12 -34 1 -3 -8 -38 3 4 3 3 2 -3 1 3 -7 -3 -5 0 -4 -4 -3 9 9 8 1 16
Dataset 2 9 11 1 42 14 16 6 37 5 7 5 23 4 8 0 35 1 11 1 11 2 1 4 13 12 11 8 -19
Dataset 3 7 8 9 16 13 16 19 27 1 6 11 9 -1 0 0 12 -5 -1 4 -6 4 4 7 34 -15 -15 -16 15
Dataset 4 1 0 3 0 0 0 -6 0 1 4 5 -6 3 1 4 3 0 0 0 12 -2 -2 -2 6 3 1 -8 -15
Dataset 5 4 4 13 -20 1 2 12 -24 2 6 18 4 -1 -2 -3 8 -2 -2 -3 2 -8 -8 -13 -17 -6 -13 -2 14

Dataset 1 -8 -10 -7 -22 8 3 -3 8 4 5 -2 25 1 -1 -7 19 -1 -1 -7 1 4 3 1 0 13 15 11 3
Dataset 2 3 5 0 20 0 -4 -8 17 3 -1 -11 38 1 -3 -8 40 2 2 -6 0 7 6 0 0 8 7 4 3
Dataset 3 12 16 -2 -18 3 10 -3 -18 2 0 -8 -20 3 -6 -11 -27 1 -4 -6 -20 3 2 -5 -6 1 -2 -6 -3
Dataset 4 8 12 6 48 3 6 30 -10 2 -4 -9 -14 -5 -4 -2 11 3 2 -1 44 -3 -5 2 37 11 14 3 -12
Dataset 5 5 12 0 -21 1 1 13 -37 4 3 8 -10 -3 2 13 -9 2 -1 -1 2 0 -4 -7 14 -10 -12 4 -14

Dataset 1 -2 -6 -5 -4 4 0 -4 46 -3 -2 -13 35 0 0 -8 38 5 1 -3 0 -5 -4 0 1 13 15 11 3
Dataset 2 6 -3 -14 43 9 7 8 45 6 8 4 24 8 4 -5 26 4 12 8 13 -5 -4 1 3 9 8 3 -13
Dataset 3 4 12 -6 0 14 17 14 26 3 8 5 -6 3 2 -4 5 -2 -5 -10 -1 -4 -2 -1 6 -3 -6 -3 2
Dataset 4 -2 -2 9 -12 0 1 10 -4 1 -1 -10 -16 -3 -2 -15 -9 0 0 3 9 -2 -1 1 -10 -9 -2 3 -12
Dataset 5 7 17 27 -22 6 9 19 -19 6 6 12 -16 1 4 8 -12 2 2 8 27 -22 -23 -15 6 -4 -3 -10 9

Dataset 1 6 6 -2 24 10 12 9 15 -8 -14 -11 20 -2 -8 -8 -2 17 12 8 23 5 -2 -4 31 12 12 8 14
Dataset 2 5 5 1 -29 -19 -20 -10 -6 -18 -21 -11 -8 -14 -8 -7 -5 -6 -9 -23 -7 1 -1 2 -13 16 8 7 24
Dataset 3 6 8 4 4 19 18 3 -16 -4 4 3 -9 3 2 -3 -18 6 4 6 -27 0 -5 -1 2 -10 -8 -13 -2
Dataset 4 0 0 -6 5 0 -2 -6 -2 0 2 -5 0 0 4 -6 2 2 3 -10 11 0 -1 1 0 -1 -1 5 5
Dataset 5 -12 -16 -8 -2 -12 -17 -27 -22 -14 -15 -18 -4 -12 -15 -15 -3 -2 -2 -12 -2 -11 -14 -5 -1 -16 -22 -19 -14

Dataset 1 -7 -7 0 -12 -5 -3 2 -12 -8 -5 -1 0 -10 -9 -4 8 -5 -2 1 -8 -16 -13 -11 40 2 3 6 -7
Dataset 2 -7 -8 -13 15 13 13 3 -2 5 1 -1 6 8 7 -3 25 -10 -4 0 -16 -2 -1 -13 31 28 28 16 5
Dataset 3 -2 -1 -8 48 -3 -1 10 9 19 25 15 -7 7 9 8 0 9 10 14 -19 -4 -6 -8 0 7 5 8 0
Dataset 4 2 3 12 7 -2 -1 3 -2 0 0 7 -5 -1 -1 5 6 -1 -2 4 -27 0 0 5 0 -1 -2 6 0
Dataset 5 14 14 25 33 14 15 32 -14 5 20 30 -10 5 9 23 -8 1 3 18 -30 2 2 13 1 18 15 13 -3

Front bogie algorithm performs better

Rear bogie algorithm performs better

ReliefF with 

100 selected 

features

Quadratic SVM
1 Nearest 

Neighbour

5 Nearest 

Neighbour
Naïve Bayes

Linear 

Discriminant 

Analysis

PCA

RICA

Linear SVM Decision Tree

None

NCA with 50 

selected 

features

NCA with 100 

selected 

features

ReliefF with 50 

selected 

features
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The table is generated by subtracting the rear bogie classification accuracy

from the front bogie classification accuracy. Blue colour indicates higher ac-

curacy for the front bogie, and yellow colour for the rear bogie. The absolute

values for the performance on the rear bogie (in the same format as earlier

presented for the front bogie) can be found in Appendix A.

As shown in Table 4.6 the difference in classification accuracy between the

front and rear bogie system is not systematically large. For some of the clas-

sification algorithms and training datasets the front bogie algorithm performs

better, and for others the rear bogie algorithm performs better. For example,

the Linear SVM classifier without any dimensionality reduction shows higher

accuracy for the rear bogie system when training with dataset 1 and 2, while

for the 1-Nearest-Neighbour algorithm with 100 features from NCA the accu-

racy is higher for the front bogie for some of the training datasets. This also

shows that we will get largely varying results depending on what dataset we

train the algorithm with. For our best performing combinations of classifier

and dimensionality reduction, the difference in accuracy is not large enough

to show any difference in averaged accuracy over all training datasets.

The difference in FNR between the front and rear bogie systems is overall

very small, but does show a small systematic improvement for the front bogie

system for some of the classifiers, as presented in Table 4.7. For the 1-Nearest-

Neighbour without dimensionality reduction the front bogie system performs

slightly better for training dataset 3 and 5. For the Linear Discriminant Analy-

sis classifier there is not any clear winner; both systems have better and worse

FNR on some of the datasets.
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Table 4.7: Difference (percentage units) in false negative rate between the front

bogie system and rear bogie system (front bogie false negative rate minus rear

bogie false negative rate). 50 gives yellow, 0 gives white and -50 gives blue.

Classification 

algorithm

Fault factor 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

Dimnesionality 

reduction 

algorithm

Training 

dataset

Dataset 1 3 -2 -16 0 1 -1 -8 0 2 -3 7 0 1 -3 -1 0 0 0 -1 0 20 24 34 0 -3 -6 -12 0
Dataset 2 9 13 14 0 0 0 8 0 10 12 11 0 4 2 15 0 -1 -1 4 0 15 15 15 0 -3 -5 -17 0
Dataset 3 -3 -7 -19 0 0 -1 -5 0 -2 -7 -16 0 0 -5 -10 0 -2 -4 -10 0 -5 -8 -10 0 -3 -4 -9 0
Dataset 4 0 0 -8 0 0 0 -4 0 0 0 -1 0 0 0 0 0 0 -1 -1 0 0 0 4 0 0 0 -12 0
Dataset 5 0 0 -15 0 0 0 -19 0 0 -4 -20 0 0 -1 -14 0 0 0 1 0 0 -2 -3 0 -8 -7 -8 0

Dataset 1 -1 -3 -16 0 1 1 -4 0 1 -3 -7 0 1 -1 -5 0 -1 -1 -2 0 5 4 4 0 4 4 5 0
Dataset 2 2 6 18 0 2 5 5 0 0 4 12 0 0 2 9 0 0 0 3 0 0 0 2 0 -3 -12 -24 0
Dataset 3 0 0 23 0 0 0 12 0 -1 -1 0 0 0 -1 1 0 0 -2 -17 0 1 0 -3 0 1 1 8 0
Dataset 4 1 1 2 0 1 1 2 0 1 1 3 0 1 1 4 0 4 3 -5 0 1 1 4 0 -4 -4 -9 0
Dataset 5 1 1 3 0 0 0 -4 0 -2 -5 -20 0 0 -3 -12 0 2 3 -3 0 2 4 7 0 1 1 -1 0

Dataset 1 -23 -33 -51 0 -3 -3 -17 0 -3 -7 -8 0 -2 -4 -8 0 0 0 -1 0 0 1 2 0 4 4 5 0
Dataset 2 2 9 26 0 0 0 12 0 -3 -7 -3 0 0 -2 8 0 0 -1 3 0 2 1 6 0 -15 -14 -18 0
Dataset 3 0 -2 4 0 0 0 1 0 0 -3 -13 0 0 -2 -2 0 0 -5 -16 0 13 13 15 0 3 4 18 0
Dataset 4 0 0 -2 0 0 0 8 0 0 1 1 0 0 0 5 0 0 0 -2 0 0 0 -2 0 -3 -4 -8 0
Dataset 5 0 -1 -11 0 0 0 -20 0 -2 -7 -20 0 0 -3 -15 0 0 -1 4 0 1 1 0 0 -1 -1 -6 0

Dataset 1 -12 -13 -20 0 -3 -3 -8 0 -2 -4 1 0 0 -1 -3 0 0 0 0 0 0 0 1 0 -1 -1 -2 0
Dataset 2 2 3 13 0 -5 -5 0 0 -3 -1 20 0 -3 0 16 0 -1 -1 1 0 -1 -1 0 0 -3 0 3 0
Dataset 3 -8 -14 -20 0 -1 -3 -7 0 -6 -7 -13 0 -3 -6 -10 0 -4 -4 -9 0 0 -1 3 0 -1 -3 -8 0
Dataset 4 -3 -5 -2 0 -3 -5 -8 0 -4 -5 -2 0 -3 -3 0 0 -7 -7 9 0 -1 -1 13 0 -8 -7 -11 0
Dataset 5 -4 -9 -14 0 -11 -13 -27 0 -9 -14 -16 0 -2 -3 -12 0 -4 -6 -6 0 2 5 15 0 -11 -14 -17 0

Dataset 1 4 3 -5 0 1 -1 9 0 0 0 16 0 0 -2 11 0 0 0 0 0 0 0 0 0 -1 -1 -2 0
Dataset 2 5 9 32 0 0 0 9 0 -3 -8 0 0 -2 -5 4 0 -1 -1 4 0 -1 0 -1 0 -5 -4 -5 0
Dataset 3 -1 -1 3 0 0 0 7 0 -2 -6 -16 0 -1 -3 -4 0 0 0 -3 0 0 2 0 0 -7 -7 -15 0
Dataset 4 0 -1 -12 0 0 0 -7 0 0 0 2 0 0 0 3 0 0 -1 -6 0 0 0 -9 0 -3 -4 -14 0
Dataset 5 -4 -9 -27 0 0 -1 -10 0 -3 -6 -18 0 -1 -2 -12 0 -1 -2 -3 0 1 1 -3 0 -4 -3 0 0

Dataset 1 0 0 8 0 7 5 10 0 8 13 22 0 0 -3 4 0 0 1 6 0 3 7 20 0 -3 -4 10 0
Dataset 2 0 0 0 0 22 25 17 0 16 18 12 0 9 13 17 0 0 0 2 0 1 2 -13 0 2 4 13 0
Dataset 3 0 0 -4 0 3 3 -1 0 0 0 2 0 0 0 2 0 0 0 -3 0 3 8 -2 0 4 5 12 0
Dataset 4 0 0 11 0 1 1 11 0 1 1 9 0 0 1 11 0 0 1 14 0 0 2 5 0 3 7 8 0
Dataset 5 0 1 -3 0 -1 0 -1 0 2 3 7 0 1 2 4 0 1 2 6 0 4 5 0 0 1 1 -7 0

Dataset 1 -14 -13 -13 0 -13 -11 -10 0 9 7 2 0 9 8 7 0 0 0 -8 0 25 21 28 0 0 0 -3 0
Dataset 2 8 9 14 0 -28 -24 -16 0 -7 -5 -2 0 3 0 19 0 -8 -13 -14 0 4 5 17 0 -3 -5 -7 0
Dataset 3 8 8 27 0 0 -3 -7 0 -23 -30 -26 0 -16 -20 -23 0 -6 -11 -22 0 2 4 7 0 1 1 -5 0
Dataset 4 0 0 -8 0 0 0 -6 0 0 -4 -9 0 0 0 -2 0 0 0 -11 0 0 0 -6 0 2 3 -4 0
Dataset 5 0 0 -4 0 -1 -2 -31 0 -6 -18 -40 0 -2 -10 -29 0 -1 -1 -16 0 0 0 -14 0 0 -2 -14 0

Front bogie algorithm performs better

Rear bogie algorithm performs better

Naïve Bayes

Linear 

Discriminant 

Analysis

PCA

RICA

Decision Tree

None

NCA with 50 

selected 

features

NCA with 100 

selected 

features

ReliefF with 50 

selected 

features

ReliefF with 

100 selected 

features

Quadratic SVMLinear SVM
1 Nearest 

Neighbour

5 Nearest 

Neighbour

For the misconfused damper rate there is not any overall tendency that the rear

bogie system performs better for our two best combinations of classifier and

dimensionality reduction, as showed in Table 4.8. The SVM in the top left

performs better on the rear bogie system for two of the training datasets, and

the NCA and ReliefF together with SVM generally give lower MDR for the

front bogie system. But for our two best combinations the difference is not

clear enough to indicate that one system performs better than the other.
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Table 4.8: Difference (percentage units) in misconfused damper rate between

the front bogie system and rear bogie system (front bogie misconfused damper

rate minus rear bogiemisconfused damper rate). 50 gives yellow, 0 gives white

and -50 gives blue.

Classification 

algorithm

Fault factor 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

Dimnesionality 

reduction 

algorithm

Training 

dataset

Dataset 1 13 16 22 0 9 9 8 0 9 7 -5 0 7 8 0 0 8 7 3 0 -19 -20 -27 0 -1 4 9 0
Dataset 2 1 -2 3 0 8 10 -4 0 -2 -4 -12 0 1 -3 -10 0 15 7 -4 0 0 2 -2 0 5 6 17 0
Dataset 3 2 4 7 0 -9 -13 -7 0 -2 -2 2 0 8 7 9 0 8 11 26 0 -1 2 10 0 3 7 8 0
Dataset 4 0 0 5 0 -1 -2 -1 0 -2 -2 0 0 1 -3 0 0 -1 -2 3 0 -3 -3 2 0 4 3 15 0
Dataset 5 -3 -3 1 0 -2 -3 6 0 -3 -3 8 0 0 3 9 0 2 3 -1 0 3 4 6 0 12 22 13 0

Dataset 1 0 2 8 0 19 13 9 0 -2 7 2 0 4 8 11 0 -2 -3 -3 0 0 2 -1 0 -13 -13 -5 0
Dataset 2 -7 0 -16 0 -1 2 4 0 -2 -5 0 0 -3 -3 -7 0 -6 -8 -1 0 0 1 -1 0 3 8 22 0
Dataset 3 -5 -12 -22 0 -11 -16 -24 0 -2 -1 -3 0 5 -4 0 0 7 2 10 0 0 1 -2 0 11 13 8 0
Dataset 4 -2 -6 -5 0 1 -2 -2 0 -1 -3 -6 0 0 -6 2 0 -3 -1 8 0 -1 1 2 0 7 13 7 0
Dataset 5 -1 -1 -1 0 -3 -4 -10 0 0 0 1 0 0 5 4 0 3 4 -2 0 -1 2 -6 0 -4 -1 -1 0

Dataset 1 14 24 39 0 2 6 25 0 0 3 5 0 0 8 7 0 7 3 5 0 4 3 1 0 -13 -13 -5 0
Dataset 2 -11 -20 -27 0 -14 -16 -18 0 -2 0 -2 0 -4 -7 -8 0 -1 -9 -4 0 -4 -3 -10 0 3 4 11 0
Dataset 3 -7 -6 -13 0 -13 -16 -20 0 -1 -3 2 0 2 2 2 0 5 6 12 0 -18 -16 -22 0 12 11 -2 0
Dataset 4 -1 0 -1 0 0 0 -2 0 -1 -5 -6 0 -3 -1 -9 0 0 -1 2 0 2 2 4 0 0 3 16 0
Dataset 5 -4 -3 -2 0 -1 -2 9 0 0 1 2 0 1 5 17 0 2 3 -1 0 7 7 13 0 7 13 7 0

Dataset 1 19 23 27 0 -5 0 11 0 -3 -1 1 0 -1 3 10 0 1 1 7 0 -4 -3 -2 0 -11 -14 -9 0
Dataset 2 -5 -8 -14 0 6 9 8 0 1 2 -8 0 2 3 -9 0 -1 -1 5 0 -6 -6 0 0 -5 -8 -7 0
Dataset 3 -3 -2 22 0 -2 -6 9 0 4 7 21 0 1 12 22 0 3 8 15 0 -3 0 1 0 0 5 13 0
Dataset 4 -6 -8 -4 0 0 -1 -22 0 2 9 11 0 8 7 1 0 4 5 -8 0 4 6 -15 0 -3 -7 7 0
Dataset 5 -1 -2 14 0 10 12 14 0 5 11 8 0 6 1 -1 0 3 7 7 0 -2 -1 -8 0 21 26 13 0

Dataset 1 -2 3 9 0 -5 2 -5 0 3 2 -3 0 0 3 -3 0 -5 -1 3 0 5 4 0 0 -11 -14 -9 0
Dataset 2 -11 -7 -18 0 -9 -7 -18 0 -3 -1 -4 0 -6 1 2 0 -3 -11 -12 0 6 4 0 0 -4 -4 2 0
Dataset 3 -3 -11 3 0 -14 -17 -21 0 -1 -3 11 0 -3 1 9 0 2 5 13 0 3 0 1 0 10 13 18 0
Dataset 4 2 3 3 0 0 -1 -3 0 -1 0 9 0 3 1 13 0 0 1 3 0 2 2 8 0 12 6 12 0
Dataset 5 -3 -8 1 0 -6 -8 -10 0 -3 0 6 0 0 -2 4 0 -1 1 -4 0 21 23 18 0 8 5 11 0

Dataset 1 -6 -6 -5 0 -17 -17 -19 0 1 1 -12 0 3 12 4 0 -17 -13 -14 0 -8 -5 -16 0 -9 -8 -18 0
Dataset 2 -5 -5 -1 0 -3 -4 -6 0 3 3 -1 0 5 -6 -10 0 6 9 20 0 -2 -1 11 0 -18 -13 -20 0
Dataset 3 -6 -8 0 0 -22 -21 -2 0 4 -5 -5 0 -3 -2 2 0 -6 -4 -3 0 -4 -3 3 0 6 3 1 0
Dataset 4 0 0 -5 0 -1 1 -5 0 -1 -3 -4 0 0 -5 -5 0 -2 -3 -4 0 0 -1 -6 0 -2 -6 -13 0
Dataset 5 12 15 11 0 13 17 28 0 12 12 10 0 11 13 11 0 0 0 5 0 7 9 5 0 15 21 26 0

Dataset 1 21 21 13 0 18 14 9 0 -1 -2 -1 0 1 1 -3 0 5 2 7 0 -9 -8 -17 0 -2 -3 -3 0
Dataset 2 -1 -1 -2 0 14 11 13 0 2 4 3 0 -11 -7 -17 0 18 17 14 0 -2 -4 -4 0 -26 -23 -8 0
Dataset 3 -7 -7 -19 0 3 3 -3 0 5 5 10 0 9 12 15 0 -3 1 8 0 3 1 1 0 -8 -6 -2 0
Dataset 4 -2 -3 -5 0 2 1 3 0 0 4 2 0 1 2 -3 0 1 2 7 0 0 0 1 0 -1 -1 -2 0
Dataset 5 -14 -14 -21 0 -13 -13 0 0 0 -2 10 0 -4 0 5 0 0 -2 -3 0 -2 -1 1 0 -18 -13 1 0

Front bogie algorithm performs better

Rear bogie algorithm performs better

Naïve Bayes

Linear 

Discriminant 

Analysis

PCA

RICA

Decision Tree

None

NCA with 50 

selected 

features

NCA with 100 

selected 

features

ReliefF with 50 

selected 

features

ReliefF with 

100 selected 

features

Quadratic SVMLinear SVM
1 Nearest 

Neighbour

5 Nearest 

Neighbour

Considering the difference in performance presented in Tables 4.6 - 4.8, we

are able to conclude that it is possible to divide the gathered information of the

vehicle into two subsystems and treat them as two separable subsystems, and

that there is not any larger difference in performance of the front and rear bogie

systems for the best performing combinations of classifiers and dimensionality

reduction techniques from the results presented.
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4.5.5 Sensitivity to varying operational conditions
In order to answer the question of how the classification accuracy is affected

by the typical varying operational conditions such as speed and track, we must

look closer at the classification performance for all different testing datasets

and for all training datasets. This will here be done for two of the best perform-

ing combinations of dimensionality reduction and classifiers; the 1-Nearest-

Neighbour without any dimensionality reduction and the Linear Discriminant

Analysis classifier with PCA dimensionality reduction. We will restrict our-

selves to investigate the front bogie system. The results for the rear bogie

system can be found in Appendix A.

Accuracy

Table 4.9 shows the classification accuracy for all training datasets for the 1-

Nearest-Neighbour classifier without any dimensionality reduction Note that

the simulations included in the training data are marked with yellow to clearly

indicate if the same parameter variations (except for the fault factors, which

differ between the training and testing data) are included in the training data.

Out on the left are the different parameter variations earlier explained in sec-

tion 4.4. The bottom row shows the average accuracy over all testing dataset

evaluations, which is a fraction of the values included in the summarized re-

sults in Table 4.3 earlier presented.
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Table 4.9: Classification accuracies for the 1-Nearest-Neighbour classifier

with no dimensionality reduction applied, for different training datasets. Note

that the colour in each box is set as 0 giving red, 75 giving white and 100

giving green.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 100 90 10 100 200 60 30 0 100 200 100 100 90 100 200 100 100 90 51,6 200 100 100 90 100

180 100 100 100 100 180 100 90 70 100 180 100 100 100 100 180 100 100 90 51,6 180 100 100 70 12,9

160 70 70 50 100 160 100 80 60 100 160 100 100 100 100 160 100 100 100 100 160 100 100 100 100

Dyn 90 80 70 100 Dyn 100 100 100 100 Dyn 100 100 100 100 Dyn 100 100 100 100 Dyn 100 90 40 100

200 90 90 0 100 200 20 10 0 100 200 100 100 60 100 200 100 90 90 100 200 100 100 70 100

180 100 100 100 100 180 100 90 40 100 180 90 90 60 100 180 100 100 90 100 180 90 100 20 74,2

160 70 70 40 100 160 90 80 40 100 160 100 100 80 100 160 100 100 80 100 160 100 100 100 100

Dyn 90 90 70 100 Dyn 100 100 70 100 Dyn 100 100 70 100 Dyn 100 100 100 100 Dyn 100 100 40 100

200 70 60 20 100 200 50 10 0 100 200 90 80 30 100 200 100 100 100 100 200 100 100 60 16,1

180 80 80 30 100 180 100 90 80 87,1 180 100 100 90 100 180 100 100 90 100 180 100 90 50 16,1

160 60 50 40 100 160 80 80 30 100 160 90 80 80 100 160 90 90 70 9,7 160 90 90 70 12,9

Dyn 60 60 40 100 Dyn 100 100 100 100 Dyn 90 100 70 100 Dyn 100 100 100 100 Dyn 90 90 60 0

200 80 60 10 100 200 10 0 0 100 200 90 80 30 100 200 100 90 50 100 200 100 100 100 100

180 90 70 70 100 180 90 90 40 100 180 100 90 70 100 180 100 100 90 100 180 100 80 70 29

160 60 60 40 100 160 90 70 20 100 160 80 80 60 100 160 100 100 90 100 160 100 90 90 100

Dyn 60 60 60 100 Dyn 90 90 40 100 Dyn 100 90 70 100 Dyn 100 100 100 100 Dyn 90 90 60 6,5

200 90 90 20 100 200 90 80 30 100 200 100 100 100 100 200 100 100 100 45,2 200 100 100 100 100

180 100 100 100 100 180 100 100 80 25,8 180 100 100 100 100 180 100 100 90 16,1 180 100 100 40 0

160 70 70 50 100 160 90 80 70 100 160 100 100 100 100 160 100 100 100 100 160 100 100 100 100

Dyn 90 90 70 100 Dyn 100 100 100 100 Dyn 100 100 100 100 Dyn 100 100 100 100 Dyn 90 90 40 51,6

200 90 90 10 100 200 70 40 0 100 200 100 90 70 100 200 100 90 90 100 200 100 90 90 100

180 100 100 100 100 180 100 100 100 100 180 90 90 80 100 180 100 100 90 77,4 180 90 90 60 6,5

160 80 70 50 100 160 100 80 60 100 160 100 100 90 100 160 100 100 80 100 160 100 90 100 100

Dyn 90 90 70 100 Dyn 100 100 80 100 Dyn 100 90 80 100 Dyn 100 90 100 100 Dyn 90 90 50 100

200 70 60 30 100 200 60 50 10 100 200 90 90 40 100 200 100 100 100 100 200 100 100 60 12,9

180 80 80 50 100 180 100 90 90 100 180 100 100 80 96,8 180 100 100 90 100 180 100 90 30 0

160 60 60 30 100 160 80 80 30 100 160 80 80 70 100 160 90 90 70 6,5 160 90 90 90 0

Dyn 60 60 50 41,9 Dyn 100 100 100 100 Dyn 90 90 80 38,7 Dyn 100 100 100 100 Dyn 100 90 70 0

200 70 60 20 100 200 30 10 0 100 200 90 80 30 100 200 100 100 60 100 200 100 100 100 100

180 90 60 60 100 180 90 80 60 100 180 100 100 70 100 180 100 100 100 100 180 100 80 70 0

160 60 60 40 100 160 80 80 30 100 160 90 80 70 100 160 100 100 90 100 160 100 100 100 100

Dyn 60 60 60 38,7 Dyn 90 90 50 100 Dyn 100 100 70 100 Dyn 100 100 100 100 Dyn 90 90 70 0

79,1 74,7 48,8 96,3 83,1 74,1 49,4 97,3 95,6 93,1 74,7 98 99,4 98,1 90,3 86,2 97,2 94,1 70,6 54,3

Fault factor on damper

Average accuracy:

1-Nearest-Neighbour classifier without dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5
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The first training dataset only includes simulations with a speed of 180 km/h

with the same track irregularities but two different track design geometries.

No variation in carbody mass is included. The classification accuracy is high

for the testing datasets similar to the training data, showing an accuracy of 100

% even for varying carbody mass. Thus, the variation in mass seems to have

a low importance for the accuracy. The accuracy is fairly good for the other

simulated speeds for the same track irregularity for fault factors 0.1 and 0.25,

but where a different track irregularity clearly reduces the accuracy. Also, the

fault factor of 0.6 is hard to classify correctly unless the same parameter vari-

ations are included in the training dataset. The non-faulty simulations show

very high accuracy for almost all testing datasets.

For the second training dataset we are including the dynamic speed profile

for both of the track irregularities and mass variations. The accuracy for the

0.1 and 0.25 fault factors is relatively high except for the case with running

with a constant speed of 200 km/h. This training dataset with only dynamic

speed profiles, which consists of a deceleration from 200 km/h to 160 km/h
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and then acceleration back up to 200 km/h during 90 seconds, thus struggles

with the testing evaluations for 200 km/h. The average accuracy cannot be

considered to have any greater improvement compared to training dataset 1.

Although the inclusion of both of the track irregularities improved the accu-

racy for speeds 160 km/h and 180 km/h, the lack of variation in speed in the

training data clearly has a negative effect.

Training with dataset 3, where three different constant speeds and a varying

speed profile are included, results in high average classification accuracy for

fault factors 0.1 and 0.25, and also high accuracy for factor 0.6 for the testing

datasets that are similar in track geometry and irregularity at the same time.

This collection of training data could be considered one of the best performing

ones due to the overall high accuracy among all testing datasets. The variation

in speed is thus important for the accuracy, and although only one track irregu-

larity input was used the accuracy on a different track irregularity is relatively

good.

Training dataset 4 includes simulations from all varying operational condi-

tions such as speed, track geometry and irregularity and carbody mass. The

average accuracy for the fault factors of 0.1, 0.25 and 0.6 is very high, but

where the accuracy for the ”reference” cases (factor 1) is low for some of the

testing datasets that differ from the training data. This could be due to overfit-

ting to the training data.

When using training dataset 5 the average accuracy is very high for fault fac-

tors 0.1 and 0.25. But the ”reference” datasets show low average accuracy.

Although this training dataset included both of the track irregularities and ge-

ometries, as well as the maximum and minimum speed, the accuracy is much

lower for the ”reference” case testing evaluations compared to the other train-

ing datasets.

Let us also have a look at the Linear Discriminant Analysis classifier with

PCA dimensionality reduction in Table 4.10.
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Table 4.10: Classification accuracies for the Linear Discriminant Analysis

classifier with PCA dimensionality reduction applied, for different training

datasets. Note that the colour in each box is set as 0 giving red, 75 giving

white and 100 giving green.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 100 90 40 100 200 90 80 20 100 200 100 100 20 100 200 100 90 30 100 200 100 80 0 100

180 100 100 30 100 180 90 90 20 100 180 100 100 10 100 180 90 90 20 100 180 90 90 10 100

160 90 90 40 100 160 100 100 60 83,9 160 100 100 20 100 160 100 100 20 100 160 100 100 10 100

Dyn 100 90 20 100 Dyn 100 100 30 100 Dyn 100 100 30 100 Dyn 100 100 10 100 Dyn 90 80 0 100

200 100 90 40 100 200 90 70 30 100 200 100 100 40 100 200 100 100 0 100 200 90 80 30 100

180 100 100 30 100 180 90 90 30 100 180 100 100 30 100 180 90 90 10 100 180 70 70 40 100

160 90 80 30 100 160 100 100 50 29 160 100 100 20 100 160 100 100 10 100 160 100 90 10 100

Dyn 100 100 20 100 Dyn 100 100 40 100 Dyn 100 100 40 100 Dyn 100 100 10 100 Dyn 80 90 10 100

200 100 90 20 96,8 200 80 70 20 100 200 80 70 20 96,8 200 100 100 10 100 200 90 60 30 100

180 90 90 40 100 180 100 80 10 100 180 100 60 40 100 180 100 100 10 100 180 80 70 40 100

160 80 70 40 93,5 160 90 90 40 100 160 70 60 50 100 160 100 60 50 100 160 60 60 30 100

Dyn 80 70 50 96,8 Dyn 100 100 10 100 Dyn 80 60 50 100 Dyn 100 100 10 100 Dyn 70 70 50 100

200 100 80 40 96,8 200 80 70 20 100 200 100 90 60 100 200 100 100 40 100 200 90 90 20 100

180 100 90 60 100 180 90 90 20 100 180 100 100 40 100 180 90 90 10 100 180 90 80 50 100

160 90 80 50 96,8 160 80 80 30 25,8 160 100 100 60 100 160 100 100 30 100 160 100 90 20 100

Dyn 90 80 70 100 Dyn 90 90 20 25,8 Dyn 100 100 50 90,3 Dyn 100 100 30 100 Dyn 90 90 50 100

200 100 90 40 100 200 100 80 40 100 200 100 100 30 100 200 100 100 30 100 200 100 90 20 100

180 100 100 30 100 180 90 90 30 100 180 100 100 10 100 180 90 90 20 100 180 90 90 10 100

160 90 90 40 100 160 100 100 60 32,3 160 100 100 30 100 160 100 100 20 100 160 100 100 20 100

Dyn 100 90 20 100 Dyn 100 100 30 100 Dyn 100 100 40 100 Dyn 100 100 30 100 Dyn 100 80 10 100

200 100 100 40 100 200 90 70 50 87,1 200 100 100 50 100 200 100 100 20 100 200 90 80 20 71

180 100 100 30 100 180 90 90 40 100 180 100 100 50 90,3 180 90 90 20 100 180 80 70 40 100

160 90 80 40 100 160 100 100 40 12,9 160 100 100 30 100 160 100 100 20 100 160 100 100 20 100

Dyn 100 90 20 100 Dyn 100 100 40 100 Dyn 100 100 40 100 Dyn 100 100 30 100 Dyn 80 90 20 100

200 100 90 20 96,8 200 80 70 20 100 200 80 70 20 96,8 200 100 100 20 100 200 90 80 30 100

180 90 80 40 100 180 100 100 30 100 180 100 60 40 100 180 100 100 10 100 180 80 70 30 100

160 80 70 40 93,5 160 90 90 40 100 160 70 60 50 100 160 100 80 40 100 160 60 60 30 100

Dyn 80 70 50 96,8 Dyn 100 100 20 100 Dyn 90 70 50 100 Dyn 100 100 20 100 Dyn 70 70 50 100

200 100 80 30 96,8 200 80 80 20 100 200 100 100 60 100 200 100 100 40 100 200 90 90 20 100

180 100 90 60 100 180 90 90 30 100 180 100 100 30 100 180 90 100 10 100 180 90 80 40 100

160 90 90 40 96,8 160 80 80 30 9,7 160 100 90 50 100 160 100 100 40 100 160 100 90 20 100

Dyn 90 90 70 100 Dyn 90 80 30 12,9 Dyn 100 100 60 74,2 Dyn 100 100 30 100 Dyn 90 90 50 90,3

94,4 87,2 38,4 98,8 92,2 88,1 31,3 81,9 95,9 90,3 38,1 98,4 98,1 96,3 21,9 100 87,5 81,9 25,9 98,8

Fault factor on damper

Average accuracy:
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Linear discriminant analysis classifier with PCA dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5

The LDA shows high accuracy for dataset 1 for fault factors 0.1 and 0.25, but

low for factor 0.6. Compared to the 1-Nearest-Neighbour classifier presented

above, all of the training datasets show lower accuracy for fault factor 0.6. If

one disregards the fault factor of 0.6, the LDA classifier shows generally higher

accuracy than the 1-Nearest-Neighbour classifier.

False negative rate (FNR)

Let us investigate the FNR rate for the 1-Nearest-Neighbour classifier without

dimensionality reduction, and the LDA with PCA dimensionality reduction.

Table 4.11 shows the false negative rate for the 1-Nearest-Neighbour classifier.

One can initially detect that all testing datasets with no faults (ref) show zero

FNR, which is correct since no damper failures are included in those datasets

and the FNR is a ratio describing how many of the faulty dampers pass unde-

tected. As can be seen, training datasets 4 and 5 show the best (lowest) FNR,

followed by training dataset 3. Even though training datasets 2 and 5 contain

the same amount of training examples, the difference in parameter variations
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plays a large role for the FNR. Dataset 2 only include the same speed profiles

for all simulations, and only straight track geometry was used. So the speed

and track geometry are important for the FNR of the classifications. The train-

ing datasets that have larger FNR struggle with the fault factor of 0.6, which

makes sense since this fault factor is above the factors training with, and it also

gets closer to the ”reference” case, hence running a risk of being missed.

Table 4.11: False negative rate for the 1-Nearest-Neighbour classifier with no

dimensionality reduction applied, for different training datasets. Note that the

colour in each box is set as 0 giving green, 25 giving white and 100 giving

red.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 0 0 90 0 200 30 60 100 0 200 0 0 0 0 200 0 0 0 0 200 0 0 0 0

180 0 0 0 0 180 0 0 10 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0

160 20 20 50 0 160 0 10 40 0 160 0 0 0 0 160 0 0 0 0 160 0 0 0 0

Dyn 0 10 20 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0

200 0 0 100 0 200 70 80 100 0 200 0 0 40 0 200 0 0 0 0 200 0 0 20 0

180 0 0 0 0 180 0 0 60 0 180 0 0 20 0 180 0 0 0 0 180 0 0 10 0

160 20 20 60 0 160 0 10 60 0 160 0 0 0 0 160 0 0 0 0 160 0 0 0 0

Dyn 0 0 20 0 Dyn 0 0 20 0 Dyn 0 0 20 0 Dyn 0 0 0 0 Dyn 0 0 30 0

200 20 20 80 0 200 40 90 100 0 200 0 10 60 0 200 0 0 0 0 200 0 0 0 0

180 0 0 70 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0

160 0 0 50 0 160 0 20 60 0 160 0 20 20 0 160 0 0 0 0 160 0 0 0 0

Dyn 20 20 40 0 Dyn 0 0 0 0 Dyn 0 0 20 0 Dyn 0 0 0 0 Dyn 0 0 0 0

200 10 30 90 0 200 90 100 100 0 200 0 10 70 0 200 0 0 40 0 200 0 0 0 0

180 0 20 30 0 180 0 0 60 0 180 0 0 20 0 180 0 0 0 0 180 0 0 0 0

160 10 10 60 0 160 10 20 80 0 160 0 10 30 0 160 0 0 0 0 160 0 0 0 0

Dyn 20 20 30 0 Dyn 0 0 60 0 Dyn 0 0 20 0 Dyn 0 0 0 0 Dyn 0 0 0 0

200 0 0 70 0 200 0 0 60 0 200 0 0 0 0 200 0 0 0 0 200 0 0 0 0

180 0 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0

160 20 20 40 0 160 0 0 20 0 160 0 0 0 0 160 0 0 0 0 160 0 0 0 0

Dyn 0 0 20 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0

200 0 0 90 0 200 20 50 90 0 200 0 0 20 0 200 0 0 0 0 200 0 0 0 0

180 0 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0

160 10 20 40 0 160 0 10 40 0 160 0 0 0 0 160 0 0 0 0 160 0 0 0 0

Dyn 0 0 20 0 Dyn 0 0 20 0 Dyn 0 0 10 0 Dyn 0 0 0 0 Dyn 0 0 0 0

200 20 20 60 0 200 30 40 90 0 200 0 0 40 0 200 0 0 0 0 200 0 0 0 0

180 0 0 30 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0

160 0 0 0 0 160 0 20 60 0 160 0 10 20 0 160 0 0 0 0 160 0 0 0 0

Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0

200 10 30 80 0 200 70 90 100 0 200 0 10 70 0 200 0 0 30 0 200 0 0 0 0

180 0 20 30 0 180 0 0 40 0 180 0 0 20 0 180 0 0 0 0 180 0 0 0 0

160 0 0 60 0 160 10 20 70 0 160 0 10 20 0 160 0 0 0 0 160 0 0 0 0

Dyn 10 20 20 0 Dyn 0 0 50 0 Dyn 0 0 20 0 Dyn 0 0 0 0 Dyn 0 0 0 0

5,94 9,38 42,2 0 11,6 19,4 46,6 0 0 2,5 16,9 0 0 0 2,19 0 0 0 1,88 0

Fault factor on damper

Average accuracy:
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1-Nearest-Neighbour classifier without dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5

We should recall that having this ratio low does not mean that the classification

is correct. It only means that the fault is less likely to pass undetected, but the

fault might still be incorrectly classified as a fault in a neighbouring damper

for example.

The LDA shows worse results for training datasets 3, 4 and 5 compared to the

1-Nearest-Neighbour, as presented in Table 4.12. But for training datasets 1

and 2 the results are slightly better than for the 1-Nearest-Neighbour. The fault

factor of 0.6 shows high level of FNR for all training datasets. But, as earlier

mentioned, this is somewhat forgiving since we could expect fault factor of 0.6
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to be classified as non-faulty. The feature transformation with PCA combined

with LDA classifier shows that smaller faults risks being undetected.

Table 4.12: False negative rate for the Linear Discriminant Analysis classi-

fier with PCA dimensionality reduction applied, for different training datasets.

Note that the colour in each box is set as 0 giving green, 25 giving white and

100 giving red.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 0 10 50 0 200 0 0 70 0 200 0 0 70 0 200 0 10 60 0 200 0 0 90 0

180 0 0 70 0 180 0 0 70 0 180 0 0 80 0 180 0 0 70 0 180 0 0 80 0

160 0 0 50 0 160 0 0 20 0 160 0 0 80 0 160 0 0 80 0 160 0 0 80 0

Dyn 0 0 80 0 Dyn 0 0 60 0 Dyn 0 0 60 0 Dyn 0 0 80 0 Dyn 0 0 100 0

200 0 0 50 0 200 0 0 40 0 200 0 0 50 0 200 0 0 90 0 200 0 0 40 0

180 0 0 60 0 180 0 0 30 0 180 0 0 20 0 180 0 0 80 0 180 0 0 40 0

160 0 20 70 0 160 0 0 20 0 160 0 0 80 0 160 0 0 80 0 160 0 0 70 0

Dyn 0 0 80 0 Dyn 0 0 30 0 Dyn 0 0 20 0 Dyn 0 0 80 0 Dyn 0 0 70 0

200 0 10 80 0 200 10 20 80 0 200 10 20 80 0 200 0 0 80 0 200 0 20 60 0

180 0 10 60 0 180 0 20 90 0 180 0 40 60 0 180 0 0 90 0 180 20 20 40 0

160 20 30 60 0 160 0 10 40 0 160 30 40 40 0 160 0 40 50 0 160 30 40 60 0

Dyn 20 20 50 0 Dyn 0 0 80 0 Dyn 20 40 40 0 Dyn 0 0 80 0 Dyn 20 20 40 0

200 0 10 40 0 200 0 10 70 0 200 0 10 40 0 200 0 0 60 0 200 0 0 50 0

180 0 0 30 0 180 0 0 60 0 180 0 0 20 0 180 0 0 90 0 180 0 0 40 0

160 0 10 40 0 160 0 0 0 0 160 0 0 40 0 160 0 0 50 0 160 0 0 60 0

Dyn 0 10 20 0 Dyn 0 0 0 0 Dyn 0 0 10 0 Dyn 0 0 60 0 Dyn 0 0 20 0

200 0 10 50 0 200 0 0 50 0 200 0 0 60 0 200 0 0 60 0 200 0 0 60 0

180 0 0 70 0 180 0 0 60 0 180 0 0 80 0 180 0 0 70 0 180 0 0 80 0

160 0 0 50 0 160 0 0 20 0 160 0 0 60 0 160 0 0 60 0 160 0 0 60 0

Dyn 0 0 80 0 Dyn 0 0 60 0 Dyn 0 0 60 0 Dyn 0 0 60 0 Dyn 0 0 80 0

200 0 0 50 0 200 0 0 20 0 200 0 0 20 0 200 0 0 70 0 200 0 0 0 0

180 0 0 70 0 180 0 0 20 0 180 0 0 20 0 180 0 0 70 0 180 0 0 20 0

160 0 0 50 0 160 0 0 10 0 160 0 0 40 0 160 0 0 80 0 160 0 0 20 0

Dyn 0 0 80 0 Dyn 0 0 20 0 Dyn 0 0 20 0 Dyn 0 0 50 0 Dyn 0 0 40 0

200 0 10 80 0 200 10 20 70 0 200 10 20 80 0 200 0 0 60 0 200 0 0 60 0

180 0 20 60 0 180 0 0 70 0 180 0 40 60 0 180 0 0 90 0 180 20 20 50 0

160 20 30 60 0 160 0 10 40 0 160 30 40 40 0 160 0 20 50 0 160 30 40 60 0

Dyn 20 20 50 0 Dyn 0 0 60 0 Dyn 10 30 40 0 Dyn 0 0 80 0 Dyn 0 0 40 0

200 0 10 60 0 200 0 0 70 0 200 0 0 40 0 200 0 0 50 0 200 0 0 60 0

180 0 0 30 0 180 0 0 40 0 180 0 0 50 0 180 0 0 90 0 180 0 0 40 0

160 0 0 60 0 160 0 0 0 0 160 0 0 40 0 160 0 0 50 0 160 0 0 60 0

Dyn 0 0 20 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 60 0 Dyn 0 0 20 0

2,5 7,19 56,6 0 0,63 2,81 42,8 0 3,44 8,75 46,9 0 0 2,19 69,7 0 3,75 5 52,8 0

Fault factor on damper

Average accuracy:

Linear discriminant analysis classifier with PCA dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5
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Misconfused damper rate (MDR)

Let us finally also have a look at the misconfused damper rate for both of the

present classifiers. Table 4.13 presents the MDR for the 1-Nearest-Neighbour

classifier. The average MDR is overall low, and it is clearly affected by the

parameter variation in the training data. The restricted amount of parameter

variation in training dataset 1 gives a higherMDR for the datasets not similar to

the training data. Thus, for these datasets the damper failures are more likely

to be confused with each other. The lack of inclusion of the different track

irregularities clearly affects the MDR. For the other four datasets the MDR is

lower and it is the lowest for training dataset 4, which makes sense since this

contains the most training examples.
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Table 4.13: Misconfused damper rate for the 1-Nearest-Neighbour classifier

with no dimensionality reduction applied, for different training datasets. Note

that the colour in each box is set as 0 giving green, 25 giving white and 100

giving red.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 0 10 0 0 200 10 10 0 0 200 0 0 10 0 200 0 0 10 0 200 0 0 10 0

180 0 0 0 0 180 0 10 20 0 180 0 0 0 0 180 0 0 10 0 180 0 0 30 0

160 10 10 0 0 160 0 10 0 0 160 0 0 0 0 160 0 0 0 0 160 0 0 0 0

Dyn 10 10 10 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 10 60 0

200 10 10 0 0 200 10 10 0 0 200 0 0 0 0 200 0 10 10 0 200 0 0 10 0

180 0 0 0 0 180 0 10 0 0 180 10 10 20 0 180 0 0 10 0 180 10 0 70 0

160 10 10 0 0 160 10 10 0 0 160 0 0 20 0 160 0 0 20 0 160 0 0 0 0

Dyn 10 10 10 0 Dyn 0 0 10 0 Dyn 0 0 10 0 Dyn 0 0 0 0 Dyn 0 0 30 0

200 10 20 0 0 200 10 0 0 0 200 10 10 10 0 200 0 0 0 0 200 0 0 40 0

180 20 20 0 0 180 0 10 20 0 180 0 0 10 0 180 0 0 10 0 180 0 10 50 0

160 40 50 10 0 160 20 0 10 0 160 10 0 0 0 160 10 10 30 0 160 10 10 30 0

Dyn 20 20 20 0 Dyn 0 0 0 0 Dyn 10 0 10 0 Dyn 0 0 0 0 Dyn 10 10 40 0

200 10 10 0 0 200 0 0 0 0 200 10 10 0 0 200 0 10 10 0 200 0 0 0 0

180 10 10 0 0 180 10 10 0 0 180 0 10 10 0 180 0 0 10 0 180 0 20 30 0

160 30 30 0 0 160 0 10 0 0 160 20 10 10 0 160 0 0 10 0 160 0 10 10 0

Dyn 20 20 10 0 Dyn 10 10 0 0 Dyn 0 10 10 0 Dyn 0 0 0 0 Dyn 10 10 40 0

200 10 10 10 0 200 10 20 10 0 200 0 0 0 0 200 0 0 0 0 200 0 0 0 0

180 0 0 0 0 180 0 0 20 0 180 0 0 0 0 180 0 0 10 0 180 0 0 60 0

160 10 10 10 0 160 10 20 10 0 160 0 0 0 0 160 0 0 0 0 160 0 0 0 0

Dyn 10 10 10 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 10 10 60 0

200 10 10 0 0 200 10 10 10 0 200 0 10 10 0 200 0 10 10 0 200 0 10 10 0

180 0 0 0 0 180 0 0 0 0 180 10 10 20 0 180 0 0 10 0 180 10 10 40 0

160 10 10 10 0 160 0 10 0 0 160 0 0 10 0 160 0 0 20 0 160 0 10 0 0

Dyn 10 10 10 0 Dyn 0 0 0 0 Dyn 0 10 10 0 Dyn 0 10 0 0 Dyn 10 10 50 0

200 10 20 10 0 200 10 10 0 0 200 10 10 20 0 200 0 0 0 0 200 0 0 40 0

180 20 20 20 0 180 0 10 10 0 180 0 0 20 0 180 0 0 10 0 180 0 10 70 0

160 40 40 70 0 160 20 0 10 0 160 20 10 10 0 160 10 10 30 0 160 10 10 10 0

Dyn 40 40 50 0 Dyn 0 0 0 0 Dyn 10 10 20 0 Dyn 0 0 0 0 Dyn 0 10 30 0

200 20 10 0 0 200 0 0 0 0 200 10 10 0 0 200 0 0 10 0 200 0 0 0 0

180 10 20 10 0 180 10 20 0 0 180 0 0 10 0 180 0 0 0 0 180 0 20 30 0

160 40 40 0 0 160 10 0 0 0 160 10 10 10 0 160 0 0 10 0 160 0 0 0 0

Dyn 30 20 20 0 Dyn 10 10 0 0 Dyn 0 0 10 0 Dyn 0 0 0 0 Dyn 10 10 30 0

15 15,9 9,06 0 5,31 6,56 4,06 0 4,38 4,38 8,44 0 0,63 1,88 7,5 0 2,81 5,94 27,5 0

Fault factor on damper

Average accuracy:

1-Nearest-Neighbour classifier without dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5
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The MDR for the Linear Discriminant Analysis classifier in Table 4.14 shows

low average values for training datasets 1, 3 and 4, and where datasets 2 and 5

show higher MDR.



CHAPTER 4. SIMULATIONS | 83

Table 4.14: Misconfused damper rate for the Linear Discriminant Analysis

classifier with PCA dimensionality reduction applied, for different training

datasets. Note that the colour in each box is set as 0 giving green, 25 giv-

ing white and 100 giving red.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 0 0 10 0 200 10 20 10 0 200 0 0 10 0 200 0 0 10 0 200 0 20 10 0

180 0 0 0 0 180 10 10 10 0 180 0 0 10 0 180 10 10 10 0 180 10 10 10 0

160 10 10 10 0 160 0 0 20 0 160 0 0 0 0 160 0 0 0 0 160 0 0 10 0

Dyn 0 10 0 0 Dyn 0 0 10 0 Dyn 0 0 10 0 Dyn 0 0 10 0 Dyn 10 20 0 0

200 0 10 10 0 200 10 30 30 0 200 0 0 10 0 200 0 0 10 0 200 10 20 30 0

180 0 0 10 0 180 10 10 40 0 180 0 0 50 0 180 10 10 10 0 180 30 30 20 0

160 10 0 0 0 160 0 0 30 0 160 0 0 0 0 160 0 0 10 0 160 0 10 20 0

Dyn 0 0 0 0 Dyn 0 0 30 0 Dyn 0 0 40 0 Dyn 0 0 10 0 Dyn 20 10 20 0

200 0 0 0 0 200 10 10 0 0 200 10 10 0 0 200 0 0 10 0 200 10 20 10 0

180 10 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 10 20 0

160 0 0 0 0 160 10 0 20 0 160 0 0 10 0 160 0 0 0 0 160 10 0 10 0

Dyn 0 10 0 0 Dyn 0 0 10 0 Dyn 0 0 10 0 Dyn 0 0 10 0 Dyn 10 10 10 0

200 0 10 20 0 200 20 20 10 0 200 0 0 0 0 200 0 0 0 0 200 10 10 30 0

180 0 10 10 0 180 10 10 20 0 180 0 0 40 0 180 10 10 0 0 180 10 20 10 0

160 10 10 10 0 160 20 20 70 0 160 0 0 0 0 160 0 0 20 0 160 0 10 20 0

Dyn 10 10 10 0 Dyn 10 10 80 0 Dyn 0 0 40 0 Dyn 0 0 10 0 Dyn 10 10 30 0

200 0 0 10 0 200 0 20 10 0 200 0 0 10 0 200 0 0 10 0 200 0 10 20 0

180 0 0 0 0 180 10 10 10 0 180 0 0 10 0 180 10 10 10 0 180 10 10 10 0

160 10 10 10 0 160 0 0 20 0 160 0 0 10 0 160 0 0 20 0 160 0 0 20 0

Dyn 0 10 0 0 Dyn 0 0 10 0 Dyn 0 0 0 0 Dyn 0 0 10 0 Dyn 0 20 10 0

200 0 0 10 0 200 10 30 30 0 200 0 0 30 0 200 0 0 10 0 200 10 20 80 0

180 0 0 0 0 180 10 10 40 0 180 0 0 30 0 180 10 10 10 0 180 20 30 40 0

160 10 20 10 0 160 0 0 50 0 160 0 0 30 0 160 0 0 0 0 160 0 0 60 0

Dyn 0 10 0 0 Dyn 0 0 40 0 Dyn 0 0 40 0 Dyn 0 0 20 0 Dyn 20 10 40 0

200 0 0 0 0 200 10 10 10 0 200 10 10 0 0 200 0 0 20 0 200 10 20 10 0

180 10 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0 180 0 10 20 0

160 0 0 0 0 160 10 0 20 0 160 0 0 10 0 160 0 0 10 0 160 10 0 10 0

Dyn 0 10 0 0 Dyn 0 0 20 0 Dyn 0 0 10 0 Dyn 0 0 0 0 Dyn 30 30 10 0

200 0 10 10 0 200 20 20 10 0 200 0 0 0 0 200 0 0 10 0 200 10 10 20 0

180 0 10 10 0 180 10 10 30 0 180 0 0 20 0 180 10 0 0 0 180 10 20 20 0

160 10 10 0 0 160 20 20 70 0 160 0 10 10 0 160 0 0 10 0 160 0 10 20 0

Dyn 10 10 10 0 Dyn 10 20 70 0 Dyn 0 0 40 0 Dyn 0 0 10 0 Dyn 10 10 30 0

3,13 5,63 5 0 7,19 9,06 25,9 0 0,63 0,94 15 0 1,88 1,56 8,44 0 8,75 13,1 21,3 0

Fault factor on damper

Average accuracy:
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Linear discriminant analysis classifier with PCA dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5
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Chapter 5

Discussion, conclusions and fu-
ture work

This chapter contains discussion of the results as well as conclusions drawn

from these. Some limitations of this study are highlighted, as well as some

discussion of improvements and future work.

5.1 Discussion and conclusions of results
All of the results presented as well as the initial analysis of the features indicate

that the vehicle can successfully be divided into two subsystems consisting of

one bogie each, which answers research question 1. At an earlier stage of the

work it was tested for having only one algorithm that collects all acceleration

data and thus monitors all of the 20 dampers in both bogies. It showed gener-

ally lower classification accuracy.

The results presented in chapter 4 showed that the 1-Nearest-Neighbour clas-

sifier used with the whole original feature space of 230 features not only gave

good classification accuracy, but also resulted in a low FNR, meaning that

few of the damper faults pass undetected. But, as already stated it should be

noted that the FNR only reflects the probability of damper faults being clas-

sified as no faults, it does no take into account confusion between dampers in

this case. This is instead accounted for in the misconfused damper rate also

evaluated, which also showed low values for this combination of classifier and

dimensionality reduction. But using a 1-Nearest-Neighbour classifier makes

the classification prone to noise as single examples in the feature space can

have a great impact on the classification. It is thus questionable whether this
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classifier would perform just as good in applications where the features are

extracted from what is not ideal signals.

The results have also shown that the combination of PCA dimensionality re-

duction followed by Linear Discriminant Analysis classification also give high

classification accuracy, a bit higher for some of the training datasets compared

to the other combination previously mentioned. But the FNR is slightly worse

for this classifier when considering testing with fault factor 0.6, while the mis-

confused damper rate is about equally good for both combinations.

One can therefore conclude that the 1-Nearest-Neighbour fed with the whole

feature space of 230 features shows the best classification performance when

considering the three different performance measures and requiring that even

a fault factor of 0.6 (40% functionality reduction) must be correctly classified.

But considering the reduction to between 9-13 features that the PCA enables,

the reduction in performance for the Linear Discriminant Analysis classifier

combined with PCA might be motivated by the reduced computational costs

due to the vast decrease in feature number. Also, if one disregards the fault

factor of 0.6, the LDA did show the best classification performance. Another

argument for that this classifier is a better choice is that the Nearest-Neighbour

classifier saves the whole feature space with all observations included to later

on be used during classification. This could get very computationally demand-

ing and demands much larger storage space compared to the Linear Discrim-

inant Classifier. This answers research question 3.

The second research question, which concerns how the varying operational

conditions such as speed, track and carbody mass affect the classification per-

formance can be answered by analyzing the classification performance on the

individual testing datasets for the classifiers. It was shown that the variation

in carbody mass, an increase with 4 % in this case did not result in any clear

change in classification performance. One explanation could be the relatively

small change in mass. In retrospect it could have been interesting to generate

testing datasets with a larger carbody mass variation. The variation in speed

seems to be the most important variation concerning the classification perfor-

mance, and the computed FRF are greatly affected by the speed. Also, the

variation in track irregularities did have a large impact on the classification

performance, whereas a change from straight track to curved track did not af-

fect the classification performance considerably.
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5.2 Accuracy as a performance measure
In this work one of the performance measures of the classifiers is the clas-

sification accuracy averaged over the testing datasets. Using accuracy as a

performance measure has its limitations, and these are when the dataset under

consideration is highly imbalanced. For example, one could have 100 obser-

vations from simulations with faulty dampers, and 900 observations from sim-

ulations with no faults. Even if all of the observations of faulty dampers are

classified as non-faulty, the accuracy would be 90 %. In this work the testing

datasets are created so that they are all balanced: The datasets with fault fac-

tors 0.1, 0.25 and 0.6 all have an equal number of failures among all dampers,

and the ”reference” cases (observations of no fault) are treated separately. In

this way this drawback is avoided.

5.3 Usage of the classification algorithms
This thesis has tested a limited number of classification algorithms. The pur-

pose has been to identify promising algorithms for the application of rail ve-

hicle damper condition monitoring. The algorithms have not been optimized

to the training datasets, and their settings were kept mostly to their standard

settings in MATLAB. This made it easier to compare their performance for

varying training data. It could also have been interesting to investigate how

much the classification performance could be improved by tuning the hyper-

parameters to the training dataset. It could also lead to increase in performance

for some of the classifiers that performed badly.

5.4 Applicability of the results to real-world
One fundamental drawback with the analysis performed in this thesis is the

usage of a simplified model in a simulation environment. The extracted ac-

celeration signals are ideal with no noise or any other distortion. This would

not be true for a real-world application where accelerations must be measured.

Also, the model is constructed by rigid bodies and ideal suspension elements,

which is also not the case for a real vehicle. Both of these idealizations affect

the computed FRF.
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5.5 Ethical aspect of using AI for decision-
making

This work has explored the possibility to use classification algorithms to de-

tect upcoming faults in a rail vehicle. This leads to a discussion whether this

type of system is safe to use in reality. When using artificial intelligence (AI),

some of the most important questions revolve around personal integrity and

the risk for repurposing the technology for destructive uses, as well as who to

hold responsible when a system based on AI leads to injuries or fatalities.

The suggested implementation in this work would mean data logging of tech-

nical products, vehicles in this case, to be constantly monitored. The data

logging would not be tied to any person and the system suggested in this the-

sis does not involve information about humans. There is thus not any risk of

violating any personal integrity.

The system under monitor, a rail vehicle, is a safety critical system, mean-

ing that failures of some components might lead to severe accidents. It is of

highest importance that condition monitoring systems applied on safety crit-

ical components are designed so that upcoming severe faults are not falsely

disregarded. This means that the false negative rate (also investigated in chap-

ter 4) should be minimized, meaning that it is better to get a false alarm than to

not get any alarms at all. Some of the damper failures considered in this work

might be acceptable failures, as vehicles are tested for some typical component

failures during vehicle certification. But some failures, such as yaw damper

failures, might have a large impact on the dynamic behaviour of the vehicle

such as the running instability. This means that it is paramount to design the

condition monitoring system to be sensitive to changes in condition of those

safety critical components.

As it is today, scheduledmaintenance is used to detect component degradation,

where dampers are regularly tested. Shifting to a condition based maintenance

where the condition is evaluated continuously during operation requires that

the evaluation is in fact correct. One suggestion is to use the condition based

maintenance system combined with the regularly planned preventive mainte-

nance to validate the function of the system and then gradually move to just

condition based maintenance.
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5.6 Future work
One interesting analysis would be to focus on the most promising classification

algorithm and optimize its hyperparameters to the training dataset, to study if

the classification performance can be improved further. Optimization of hy-

perparameters is normally an important step, but it was left out in this work.

The reason for this is that we wanted to compare the classification performance

for varying training datasets and see the effect from inclusion of specific pa-

rameter variations, while keeping the structure of the classifiers the same. The

focus was also to explore possible algorithms for the task, and also test differ-

ent dimensionality reduction techniques.

Another and different approach could be to only focus on the components re-

garding the lateral dynamics of the vehicle, in this case the lateral dampers,

yaw dampers and wheelset conicity, and thus also only consider measurements

in the lateral direction. The reason is that a lot of the previous work done on

rail vehicle component condition monitoring is aimed at these components as

described in chapter 2, and it was also stated that these components constitute

the main maintenance needs on the vehicle side.

5.7 Design and construction of scaled vehi-
cle model

The initial plan for this thesis was to also conduct experiments with a small

scale model of a rail vehicle. The model was constructed by rigid aluminium

blocks corresponding to a carbody with two bogies and four axles. These bod-

ies are connected by combined spring and damper elements (normally used for

radio controlled cars), creating suspension in the vertical direction (only verti-

cal suspension was included). These combined spring-damper elements were

used to create primary vertical suspension and secondary vertical suspension.

The rigidmasses were scaled so that they could reasonably correspond to a real

vehicle (in relation to each other), but the spring and damper elements were

stronger compared to the masses. The reason for this is that a correct scaling

would result in very large deformations in the springs due to that gravity in an

ideal case should also be scaled.
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The model was assembled and a frame was built to support the model hori-

zontally. Fishing lines were used as supporting wires, and only the axles had

support in the vertical direction through fishing lines; the bogieframes and

carbody rested on the suspension. The intention was to use small electrody-

namic shakers to excite the vehicle with a white noise signal on the axles in

the vertical direction, which would correspond to an excitation from the track.

Then the damper condition could be changed and the idea was also to be able

to attach additional masses to the carbody to simulate a variation in carbody

mass.

But generating the excitation was easier said than done. The exciters avail-

able could not generate excitation below 5 Hz. We know that the effect from

the damping is the greatest at the resonance peaks in the system, and these

are located below 5 Hz for this model. Thus, a variation in damper condition

(with/without oil) could not be detected in the measurements. This is also

strengthened by the FRF presented from the simulations in chapter 4, where

the effect from the change in dampers was strongest below 3 Hz.

The unsolved problem is thus to excite the vehicle with frequencies below 5

Hz. This could be through white noise excitation or through sinusoidal sweep

excitation. The latter suggestion could be realized by a DC motor with a disk

mounted on the axle. This disk could have a piston attachable on a adjustable

radius, and the piston could in turn be used for a vertical sinusoidal excitation

of the vehicle by attaching it to the supporting frame. This enables excitation

with low frequency.
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Appendix

A Results for the rear bogie system

Table 1: Classification accuracies for different classification algorithms, di-

mensionality reduction algorithms and training datasets for algorithms oper-

ating on the rear bogie. Note that the colour in each box is set as 0 giving

red, 75 giving white and 100 giving green. Values are rounded to the nearest

integer.

Classification 

algorithm

Fault factor 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

Dimnesionality 

reduction 

algorithm

Training 

dataset

Dataset 1 80 70 31 91 75 69 43 67 90 78 50 77 88 76 53 59 47 41 27 13 43 44 38 13 27 27 15 27

Dataset 2 91 82 48 79 84 80 48 63 91 82 48 81 92 77 55 73 76 62 38 14 53 54 45 13 57 49 25 55

Dataset 3 89 81 43 98 81 73 58 66 92 84 61 93 88 77 58 83 92 86 52 59 48 50 43 30 59 62 39 51
Dataset 4 99 98 84 100 98 98 86 93 97 97 89 99 95 91 77 87 98 95 58 98 79 79 75 61 85 84 55 83

Dataset 5 96 95 67 89 96 94 66 80 94 88 58 84 88 80 51 64 96 96 57 82 54 54 45 28 78 73 39 38

Dataset 1 67 60 35 63 64 58 40 26 76 67 44 33 78 73 45 30 29 25 19 13 28 31 24 12 28 26 18 13

Dataset 2 79 75 41 37 85 79 48 42 86 81 56 54 84 77 44 50 67 61 42 24 35 35 28 17 58 52 31 61
Dataset 3 88 81 59 53 83 77 52 49 92 87 67 81 88 79 64 66 91 82 40 52 63 61 42 43 65 66 44 41
Dataset 4 96 90 72 84 99 96 80 84 96 92 81 98 95 88 72 88 92 90 44 90 84 84 51 70 82 81 43 78

Dataset 5 90 84 56 76 93 91 54 72 90 80 50 80 92 83 52 71 91 88 42 69 72 73 48 38 68 64 31 42

Dataset 1 61 53 25 88 58 57 43 58 78 70 50 62 77 73 49 49 42 35 25 13 31 32 27 6 28 26 18 13

Dataset 2 82 73 41 45 76 72 46 37 88 80 53 71 89 75 55 46 65 54 38 13 35 35 27 12 47 44 25 71
Dataset 3 86 80 49 77 76 72 54 54 93 85 60 81 86 77 58 68 89 83 40 58 53 53 41 20 67 65 42 39

Dataset 4 98 96 76 88 99 98 83 84 96 92 82 98 93 89 66 86 96 94 45 88 84 84 69 69 79 77 52 85

Dataset 5 93 88 59 86 95 94 62 88 93 85 57 77 91 83 55 63 94 92 55 87 58 59 54 41 79 78 40 37

Dataset 1 69 63 38 78 48 46 38 33 74 67 46 60 73 66 44 52 39 37 31 12 24 24 21 13 27 25 18 12
Dataset 2 63 54 27 69 61 58 42 45 80 72 51 56 81 74 45 43 60 57 45 25 32 31 28 19 47 41 24 60

Dataset 3 76 69 48 82 78 71 53 79 85 79 60 94 81 77 55 90 80 77 39 60 56 55 42 49 58 55 33 42
Dataset 4 88 83 71 35 91 88 47 83 95 93 88 88 97 94 71 54 88 87 43 41 86 86 51 38 71 68 45 71
Dataset 5 82 71 49 76 83 82 46 85 89 80 54 77 86 76 37 68 89 88 50 70 55 54 38 39 64 60 28 63

Dataset 1 68 59 33 80 70 63 44 30 88 77 57 56 87 76 50 42 32 29 24 13 28 28 23 11 27 25 18 12
Dataset 2 78 69 42 56 69 59 39 35 85 77 51 65 82 76 52 56 61 50 34 13 39 38 27 13 49 43 26 50

Dataset 3 88 78 59 73 70 66 49 45 90 82 63 79 85 77 59 63 89 86 54 44 56 55 44 32 59 61 38 56

Dataset 4 98 97 75 98 99 98 76 93 95 95 92 97 96 92 84 90 94 94 48 87 78 77 63 75 91 84 44 82
Dataset 5 88 77 42 76 90 87 53 70 90 84 53 84 88 78 49 68 92 90 51 64 64 65 50 26 74 64 44 43

Dataset 1 76 66 48 21 53 49 33 36 81 73 42 67 81 74 46 49 52 47 24 25 89 89 43 68 36 35 22 37

Dataset 2 87 80 46 79 87 85 48 78 91 82 47 89 89 72 46 79 74 69 48 41 91 89 29 95 66 64 32 41
Dataset 3 78 70 56 49 67 68 54 58 98 85 70 72 88 75 63 61 85 83 57 60 96 95 39 97 81 77 52 53

Dataset 4 98 97 74 95 98 98 79 96 96 93 78 100 94 88 73 97 96 93 53 86 98 98 21 100 89 85 40 81
Dataset 5 94 91 53 74 94 95 72 88 94 88 72 85 92 84 67 72 85 83 59 62 98 96 31 100 87 89 54 76

Dataset 1 31 28 19 82 22 20 14 86 22 18 11 100 36 29 18 83 25 20 13 64 52 49 31 46 34 32 23 20

Dataset 2 68 62 37 68 36 33 21 80 33 28 18 92 48 40 24 65 44 33 23 36 91 85 54 57 58 56 40 42
Dataset 3 79 73 50 49 81 74 42 78 60 42 20 89 72 60 30 64 53 48 28 63 97 93 50 100 59 60 45 48

Dataset 4 98 98 78 93 99 98 81 98 97 92 71 97 95 90 73 74 96 94 75 86 99 98 42 100 95 95 72 94
Dataset 5 80 77 46 53 83 80 43 86 88 72 32 99 87 76 46 83 65 57 27 62 96 96 43 99 73 75 58 68

NCA with 50 

selected 

features

NCA with 100 

selected 

features

ReliefF with 50 

selected 

features

ReliefF with 

100 selected 

features

PCA

RICA

5 Nearest 

Neighbour
Naïve Bayes

Linear 

Discriminant 

Analysis

Decision Tree

None

Linear SVM Quadratic SVM
1 Nearest 

Neighbour
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Table 2: False negative rate for different classification algorithms, dimension-

ality reduction algorithms and training datasets for algorithms operating on

the rear bogie. Note that the colour in each box is set as 0 giving green, 25

giving white and 100 giving red. Values are rounded to the nearest integer.

Classification 

algorithm

Fault factor 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

Dimnesionality 

reduction 

algorithm

Training 

dataset

Dataset 1 14 22 62 0 1 6 23 0 4 13 35 0 1 9 23 0 0 0 1 0 0 0 0 0 3 6 15 0

Dataset 2 2 6 28 0 0 2 19 0 1 8 36 0 0 5 18 0 1 1 3 0 0 0 0 0 4 8 26 0

Dataset 3 3 8 49 0 0 1 13 0 2 9 33 0 0 5 21 0 2 4 23 0 5 8 10 0 5 6 19 0

Dataset 4 0 0 11 0 0 0 5 0 0 0 3 0 0 0 2 0 0 1 35 0 1 1 2 0 1 0 19 0

Dataset 5 0 0 20 0 0 0 19 0 0 4 22 0 0 1 15 0 0 0 25 0 1 2 3 0 9 10 17 0

Dataset 1 1 3 17 0 0 0 4 0 0 3 10 0 0 2 6 0 1 1 2 0 0 0 2 0 0 0 5 0

Dataset 2 0 0 5 0 0 0 5 0 0 0 10 0 0 0 7 0 0 0 1 0 0 0 3 0 3 12 28 0

Dataset 3 0 0 3 0 0 0 6 0 1 2 18 0 0 1 9 0 0 2 24 0 0 3 15 0 0 0 9 0

Dataset 4 0 0 12 0 0 0 6 0 0 0 7 0 0 0 3 0 0 1 36 0 0 0 30 0 5 7 24 0

Dataset 5 0 1 19 0 0 0 18 0 3 9 34 0 0 4 20 0 0 0 28 0 0 0 6 0 0 2 11 0

Dataset 1 23 33 62 0 3 3 17 0 4 11 22 0 3 7 14 0 0 0 1 0 0 0 0 0 0 0 5 0

Dataset 2 0 0 11 0 0 0 9 0 3 8 28 0 0 3 10 0 0 1 2 0 1 1 1 0 19 23 37 0

Dataset 3 0 3 23 0 0 0 5 0 1 4 28 0 0 2 12 0 0 5 30 0 1 1 4 0 0 0 8 0

Dataset 4 0 0 14 0 0 0 5 0 0 0 8 0 0 0 3 0 0 1 38 0 0 0 13 0 4 5 25 0

Dataset 5 0 1 20 0 0 0 23 0 2 7 27 0 0 3 18 0 0 1 25 0 0 0 2 0 2 3 15 0

Dataset 1 12 14 28 0 3 4 9 0 2 6 19 0 0 1 12 0 0 0 0 0 0 0 0 0 1 1 3 0

Dataset 2 10 18 41 0 8 10 19 0 6 11 22 0 4 6 13 0 1 2 5 0 1 1 1 0 13 15 28 0

Dataset 3 8 14 33 0 2 4 18 0 6 9 34 0 3 6 22 0 4 5 21 0 1 2 11 0 2 3 13 0

Dataset 4 3 5 10 0 3 5 15 0 4 5 9 0 3 3 3 0 7 7 16 0 1 1 9 0 8 8 21 0

Dataset 5 4 9 26 0 12 13 29 0 9 14 26 0 2 3 16 0 4 6 23 0 3 3 8 0 12 15 28 0

Dataset 1 12 18 48 0 0 4 12 0 1 9 18 0 0 7 14 0 0 0 0 0 0 0 1 0 1 1 3 0

Dataset 2 5 12 29 0 1 3 14 0 3 10 27 0 3 6 18 0 1 1 2 0 1 0 2 0 9 9 20 0

Dataset 3 1 1 16 0 0 0 4 0 2 6 25 0 1 3 11 0 0 0 13 0 1 1 4 0 8 8 25 0

Dataset 4 0 1 20 0 0 0 12 0 0 0 4 0 0 0 2 0 0 1 35 0 0 0 14 0 4 5 26 0

Dataset 5 4 9 37 0 0 1 12 0 3 7 28 0 1 2 16 0 1 3 23 0 0 0 5 0 7 6 11 0

Dataset 1 0 0 2 0 1 0 6 0 7 12 32 0 3 6 19 0 0 0 11 0 0 1 36 0 3 7 13 0

Dataset 2 0 0 17 0 1 2 25 0 2 8 34 0 1 4 21 0 0 0 9 0 0 1 56 0 2 4 18 0

Dataset 3 0 0 7 0 3 2 5 0 0 1 9 0 0 0 2 0 0 0 7 0 0 1 49 0 1 2 12 0

Dataset 4 0 0 14 0 0 0 7 0 0 0 13 0 0 0 4 0 0 0 33 0 0 0 65 0 0 0 28 0

Dataset 5 0 0 23 0 2 1 15 0 0 0 14 0 0 0 8 0 0 0 11 0 0 0 53 0 0 0 22 0

Dataset 1 57 58 64 0 65 65 69 0 78 80 88 0 54 58 63 0 21 30 46 0 14 20 29 0 0 0 5 0

Dataset 2 16 19 38 0 49 51 60 0 60 68 77 0 28 36 44 0 8 13 17 0 0 2 23 0 3 5 19 0

Dataset 3 2 5 17 0 5 9 36 0 34 47 69 0 18 23 41 0 6 11 23 0 0 3 46 0 0 0 15 0

Dataset 4 0 0 14 0 0 0 13 0 0 4 23 0 0 0 7 0 0 0 12 0 0 0 56 0 0 0 22 0

Dataset 5 0 0 14 0 1 2 34 0 6 21 64 0 2 10 35 0 1 1 16 0 0 0 50 0 1 3 22 0

NCA with 50 

selected 

features

NCA with 100 

selected 

features

ReliefF with 50 

selected 

features

ReliefF with 

100 selected 

features

PCA

RICA

5 Nearest 

Neighbour
Naïve Bayes

Linear 

Discriminant 

Analysis

Decision Tree

None

Linear SVM Quadratic SVM
1 Nearest 

Neighbour
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Table 3: Misconfused damper rate for different classification algorithms, di-

mensionality reduction algorithms and training datasets for algorithms operat-

ing on the rear bogie. Note that the colour in each box is set as 0 giving green,

25 giving white and 100 giving red. Values are rounded to the nearest integer.

Classification 

algorithm

Fault factor 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

Dimnesionality 

reduction 

algorithm

Training 

dataset

Dataset 1 6 8 7 0 24 25 33 0 6 9 14 0 10 15 24 0 53 59 72 0 57 56 63 0 71 68 70 0

Dataset 2 7 12 24 0 16 18 33 0 8 10 16 0 8 18 26 0 23 37 59 0 47 46 54 0 40 43 49 0

Dataset 3 8 12 8 0 19 26 30 0 7 7 7 0 12 18 21 0 7 11 25 0 47 43 47 0 36 33 42 0

Dataset 4 1 2 5 0 2 3 9 0 3 3 7 0 5 9 21 0 3 4 7 0 20 20 23 0 14 16 26 0

Dataset 5 4 5 13 0 4 6 15 0 6 9 20 0 12 19 34 0 4 4 18 0 45 44 52 0 14 17 44 0

Dataset 1 33 38 48 0 36 42 55 0 24 30 46 0 23 25 49 0 70 74 79 0 72 69 74 0 72 74 77 0

Dataset 2 21 25 54 0 15 21 46 0 14 19 35 0 16 23 49 0 33 39 57 0 65 65 69 0 39 36 41 0

Dataset 3 12 19 38 0 17 23 42 0 8 11 15 0 12 20 27 0 9 16 36 0 36 36 43 0 35 34 47 0

Dataset 4 4 10 17 0 1 4 14 0 4 8 12 0 5 12 26 0 8 9 20 0 16 16 19 0 13 12 32 0

Dataset 5 10 15 25 0 8 9 28 0 7 10 16 0 8 13 28 0 9 12 30 0 28 28 46 0 32 34 58 0

Dataset 1 16 13 13 0 39 40 40 0 18 19 28 0 21 20 37 0 58 65 74 0 69 68 73 0 72 74 77 0

Dataset 2 18 27 48 0 24 28 45 0 9 12 19 0 10 22 35 0 34 45 61 0 63 64 72 0 34 33 38 0

Dataset 3 14 18 27 0 24 28 41 0 7 10 12 0 14 21 30 0 10 12 30 0 46 46 54 0 33 35 50 0

Dataset 4 3 4 10 0 1 2 12 0 4 8 10 0 7 11 31 0 4 5 17 0 16 16 18 0 17 18 24 0

Dataset 5 7 10 21 0 5 6 15 0 5 8 16 0 9 14 27 0 6 7 19 0 41 41 44 0 19 19 45 0

Dataset 1 19 23 34 0 49 50 53 0 24 28 35 0 28 33 44 0 61 63 69 0 76 76 79 0 72 74 80 0

Dataset 2 26 29 32 0 31 32 39 0 14 17 27 0 15 20 43 0 39 42 49 0 67 68 71 0 40 44 49 0

Dataset 3 15 17 18 0 20 26 29 0 9 12 6 0 16 17 23 0 16 18 39 0 43 43 48 0 40 42 53 0

Dataset 4 10 13 19 0 6 8 38 0 2 2 4 0 0 3 26 0 4 6 42 0 13 13 40 0 20 24 34 0

Dataset 5 14 20 25 0 5 5 24 0 2 6 20 0 12 21 47 0 7 6 27 0 43 43 54 0 25 25 44 0

Dataset 1 20 23 19 0 30 33 44 0 11 14 25 0 13 17 36 0 68 71 76 0 72 72 77 0 72 74 80 0

Dataset 2 17 19 29 0 30 38 47 0 12 13 23 0 16 18 30 0 38 49 64 0 61 62 72 0 42 48 54 0

Dataset 3 12 21 25 0 30 34 48 0 8 13 12 0 14 21 30 0 11 13 33 0 43 44 52 0 33 31 37 0

Dataset 4 2 2 4 0 1 2 12 0 5 5 4 0 4 8 15 0 6 5 17 0 22 23 23 0 5 11 30 0

Dataset 5 9 14 22 0 10 12 34 0 7 9 19 0 11 20 35 0 7 8 27 0 36 35 45 0 19 30 44 0

Dataset 1 24 34 51 0 46 51 61 0 12 16 26 0 17 20 36 0 48 53 65 0 11 11 21 0 60 58 65 0

Dataset 2 13 20 37 0 12 14 27 0 7 9 19 0 10 23 33 0 26 31 43 0 9 10 15 0 32 32 49 0

Dataset 3 22 30 38 0 30 30 41 0 2 14 21 0 12 25 34 0 15 17 36 0 4 4 12 0 18 21 36 0

Dataset 4 2 3 12 0 3 3 14 0 4 8 9 0 6 12 23 0 4 7 14 0 2 3 14 0 10 15 32 0

Dataset 5 6 9 24 0 4 4 13 0 6 12 14 0 8 16 26 0 15 17 30 0 2 4 16 0 13 11 24 0

Dataset 1 13 14 17 0 13 15 16 0 1 2 2 0 10 13 18 0 55 51 41 0 34 31 39 0 66 68 71 0

Dataset 2 16 19 26 0 15 17 19 0 7 4 6 0 24 24 32 0 48 53 60 0 9 13 22 0 39 38 41 0

Dataset 3 19 23 33 0 13 17 22 0 6 11 11 0 10 17 30 0 42 42 48 0 3 4 4 0 41 40 40 0

Dataset 4 2 3 9 0 1 3 7 0 3 4 7 0 5 10 20 0 4 6 13 0 1 2 2 0 5 5 7 0

Dataset 5 20 23 40 0 16 18 23 0 6 7 4 0 11 14 19 0 34 42 57 0 4 4 7 0 27 23 21 0

NCA with 50 

selected 

features

NCA with 100 

selected 

features

ReliefF with 50 

selected 

features

ReliefF with 

100 selected 

features

PCA

RICA

5 Nearest 

Neighbour
Naïve Bayes

Linear 

Discriminant 

Analysis

Decision Tree

None

Linear SVM Quadratic SVM
1 Nearest 

Neighbour
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A.1 Sensitivity to varying operational conditions
Accuracy

Table 4: Classification accuracies for the 1-Nearest-Neighbour classifier with

no dimensionality reduction applied, for different training datasets. Note that

the colour in each box is set as 0 giving red, 75 giving white and 100 giving

green.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 100 90 40 100 200 100 100 20 77,4 200 100 100 100 100 200 100 100 80 100 200 100 100 100 100

180 100 100 100 100 180 90 90 70 100 180 100 100 100 100 180 90 90 90 100 180 90 100 60 100

160 100 80 40 6,5 160 90 90 30 100 160 100 100 100 100 160 100 100 100 100 160 100 100 100 100

Dyn 100 100 80 100 Dyn 100 100 100 100 Dyn 100 100 100 100 Dyn 100 100 100 100 Dyn 90 90 50 100

200 100 100 20 100 200 80 50 10 100 200 100 100 60 100 200 100 90 100 100 200 100 100 60 100

180 100 100 100 100 180 90 90 70 100 180 90 90 70 100 180 90 90 90 100 180 90 100 60 100

160 90 70 30 41,9 160 90 90 20 16,1 160 90 90 70 100 160 90 90 80 100 160 90 90 70 100

Dyn 100 100 70 100 Dyn 90 90 60 100 Dyn 90 90 60 100 Dyn 100 100 100 100 Dyn 90 80 50 87,1

200 70 40 20 100 200 90 80 30 100 200 100 90 40 100 200 100 100 100 100 200 100 100 60 100

180 80 70 50 100 180 100 90 70 100 180 90 80 50 100 180 100 100 100 100 180 90 70 30 100

160 90 80 40 9,7 160 100 90 40 0 160 90 60 40 100 160 90 90 40 67,7 160 90 90 30 45,2

Dyn 80 70 50 100 Dyn 100 100 100 100 Dyn 90 60 70 100 Dyn 100 100 100 100 Dyn 90 70 30 100

200 70 40 20 100 200 70 40 0 100 200 100 80 20 100 200 100 100 60 100 200 100 100 100 100

180 100 80 60 100 180 100 70 50 100 180 90 60 50 100 180 100 100 90 100 180 90 70 50 74,2

160 70 60 40 16,1 160 60 60 20 0 160 90 70 40 6,5 160 100 100 100 100 160 100 100 100 100

Dyn 80 70 60 100 Dyn 90 80 60 100 Dyn 90 70 50 100 Dyn 100 100 100 100 Dyn 90 90 40 25,8

200 100 90 40 100 200 100 100 30 83,9 200 100 100 80 100 200 100 100 70 100 200 100 100 80 100

180 100 100 80 100 180 90 90 60 100 180 100 100 80 100 180 90 90 80 100 180 100 90 50 100

160 100 80 50 90,3 160 90 90 30 100 160 100 100 80 100 160 100 100 100 100 160 100 90 70 100

Dyn 100 100 80 100 Dyn 100 100 100 100 Dyn 100 100 80 100 Dyn 100 100 100 100 Dyn 90 90 50 100

200 100 90 30 100 200 90 50 10 100 200 90 100 60 100 200 100 90 100 100 200 90 100 80 100

180 100 100 80 100 180 90 90 60 100 180 90 90 70 100 180 90 90 90 100 180 90 90 70 100

160 90 70 40 77,4 160 90 90 50 16,1 160 90 90 70 100 160 90 90 90 100 160 90 90 70 100

Dyn 100 90 70 100 Dyn 90 90 60 100 Dyn 90 90 60 100 Dyn 100 100 100 100 Dyn 90 70 60 96,8

200 70 50 20 100 200 90 80 50 100 200 80 80 30 83,9 200 100 100 100 100 200 100 80 40 9,7

180 80 70 40 48,4 180 100 90 70 100 180 90 70 60 100 180 100 100 100 100 180 90 70 30 96,8

160 90 80 50 35,5 160 100 90 40 9,7 160 80 70 40 100 160 90 90 50 93,5 160 90 80 30 0

Dyn 80 70 50 22,6 Dyn 100 100 100 100 Dyn 80 70 60 100 Dyn 100 100 100 100 Dyn 90 60 30 19,4

200 80 40 20 100 200 80 40 0 100 200 90 80 20 93,5 200 90 90 60 100 200 100 100 80 100

180 100 80 50 80,6 180 100 60 30 100 180 90 70 40 100 180 100 100 90 100 180 90 70 30 87,1

160 70 70 40 25,8 160 80 60 30 0 160 80 70 50 0 160 100 100 100 100 160 100 100 70 100

Dyn 90 70 50 22,6 Dyn 90 90 60 100 Dyn 80 70 50 100 Dyn 100 100 100 100 Dyn 90 70 30 32,3

90 78,1 50,3 77,4 91,3 81,9 47,8 81,4 91,9 84,1 60,9 93,2 97,2 96,6 89,4 98,8 93,8 87,5 58,1 83,6

Fault factor on damper

Average accuracy:
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Table 5: Classification accuracies for the Linear Discriminant Analysis classi-

fier with PCA dimensionality reduction applied, for different training datasets.

Note that the colour in each box is set as 0 giving red, 75 giving white and 100

giving green.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 100 90 40 100 200 80 60 40 100 200 100 100 40 100 200 90 100 20 100 200 100 100 20 100

180 100 100 30 100 180 90 90 20 100 180 100 100 10 100 180 100 90 20 100 180 90 90 30 100

160 70 70 30 0 160 90 90 40 100 160 100 100 10 100 160 100 100 10 100 160 100 100 10 100

Dyn 90 90 60 100 Dyn 100 100 10 100 Dyn 100 100 30 100 Dyn 100 100 10 100 Dyn 100 100 10 100

200 100 100 40 100 200 80 60 40 100 200 90 100 50 100 200 90 90 10 100 200 90 90 10 100

180 100 100 30 100 180 80 90 20 100 180 100 100 50 100 180 100 90 10 100 180 90 90 10 100

160 70 70 30 0 160 90 90 40 100 160 100 100 30 100 160 100 100 10 100 160 100 100 10 100

Dyn 100 100 50 100 Dyn 100 100 30 100 Dyn 100 100 30 100 Dyn 100 100 10 100 Dyn 100 90 10 100

200 90 90 30 96,8 200 80 90 20 100 200 90 80 20 100 200 100 100 10 100 200 100 90 30 100

180 100 100 50 100 180 100 90 20 100 180 100 100 50 100 180 100 90 20 100 180 100 90 50 100

160 70 70 40 0 160 90 90 40 100 160 90 90 50 100 160 100 100 20 100 160 100 100 50 100

Dyn 90 90 50 100 Dyn 100 100 10 100 Dyn 90 90 50 100 Dyn 100 100 10 100 Dyn 100 100 60 100

200 90 90 20 9,7 200 90 90 30 100 200 90 90 20 93,5 200 90 100 20 100 200 100 100 30 100

180 100 100 60 100 180 100 100 30 100 180 100 100 50 100 180 100 100 20 100 180 100 90 50 100

160 70 70 40 0 160 80 80 40 19,4 160 80 80 40 96,8 160 100 100 10 100 160 100 100 20 100

Dyn 90 90 50 100 Dyn 90 90 30 100 Dyn 90 90 50 100 Dyn 90 100 20 100 Dyn 100 100 60 100

200 100 90 50 100 200 80 60 30 100 200 100 100 30 100 200 100 100 20 100 200 100 100 30 100

180 100 100 40 100 180 90 90 30 100 180 100 100 40 100 180 90 90 30 100 180 90 90 30 100

160 70 70 30 0 160 100 100 40 96,8 160 100 100 20 100 160 100 100 10 100 160 100 100 20 100

Dyn 90 90 60 100 Dyn 100 100 20 100 Dyn 100 100 40 100 Dyn 100 100 20 100 Dyn 100 100 10 100

200 100 100 40 100 200 80 60 30 100 200 100 100 40 100 200 90 100 40 100 200 90 100 20 100

180 100 100 50 100 180 90 90 20 100 180 100 100 40 100 180 100 90 20 100 180 90 90 20 100

160 70 70 30 0 160 100 100 40 100 160 100 100 40 100 160 100 90 20 100 160 100 90 30 100

Dyn 100 100 60 100 Dyn 100 90 40 100 Dyn 100 100 40 100 Dyn 100 100 30 100 Dyn 100 90 20 100

200 90 100 30 77,4 200 90 90 20 100 200 90 80 30 90,3 200 100 100 40 100 200 100 90 30 100

180 100 100 60 100 180 90 90 20 100 180 100 100 60 100 180 100 90 30 100 180 100 90 50 100

160 70 70 40 0 160 90 90 40 100 160 90 90 60 100 160 100 100 30 100 160 100 100 40 96,8

Dyn 90 90 60 100 Dyn 100 100 30 100 Dyn 90 90 60 100 Dyn 100 100 20 100 Dyn 100 100 60 100

200 90 80 20 0 200 90 90 30 100 200 90 90 20 16,1 200 90 100 30 100 200 100 100 40 100

180 100 100 60 100 180 100 100 30 100 180 100 100 50 100 180 100 100 20 100 180 100 90 40 100

160 70 70 40 0 160 80 80 30 19,4 160 90 80 50 100 160 100 100 40 100 160 100 100 40 100

Dyn 90 90 50 100 Dyn 100 100 30 100 Dyn 90 90 50 100 Dyn 100 100 30 100 Dyn 100 100 60 100

89,4 88,8 42,8 68,2 91,3 88,8 29,4 94,9 95,6 95 39,1 96,8 97,8 97,5 20,6 100 98,1 95,6 31,3 99,9

Fault factor on damper

Average accuracy:

Linear discriminant analysis classifier with PCA dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5
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FNR

Table 6: False negative rate for the 1-Nearest-Neighbour classifier with no

dimensionality reduction applied, for different training datasets. Note that the

colour in each box is set as 0 giving green, 25 giving white and 100 giving

red.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 0 0 60 0 200 0 0 40 0 200 0 0 0 0 200 0 0 0 0 200 0 0 0 0

180 0 0 0 0 180 0 0 20 0 180 0 0 0 0 180 0 0 0 0 180 0 0 0 0

160 0 0 10 0 160 0 0 40 0 160 0 0 0 0 160 0 0 0 0 160 0 0 0 0

Dyn 0 0 20 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 40 0

200 0 0 80 0 200 0 10 90 0 200 0 0 40 0 200 0 0 0 0 200 0 0 40 0

180 0 0 0 0 180 0 0 30 0 180 0 0 30 0 180 0 0 0 0 180 0 0 40 0

160 0 0 20 0 160 0 0 20 0 160 0 0 20 0 160 0 0 10 0 160 0 0 20 0

Dyn 0 0 20 0 Dyn 0 0 40 0 Dyn 0 0 40 0 Dyn 0 0 0 0 Dyn 0 0 30 0

200 20 50 80 0 200 0 10 70 0 200 0 10 50 0 200 0 0 0 0 200 0 0 10 0

180 10 20 50 0 180 0 0 30 0 180 0 10 50 0 180 0 0 0 0 180 0 20 60 0

160 0 0 10 0 160 0 0 10 0 160 0 20 60 0 160 0 0 10 0 160 0 0 10 0

Dyn 10 20 50 0 Dyn 0 0 0 0 Dyn 0 20 30 0 Dyn 0 0 0 0 Dyn 0 10 50 0

200 30 60 80 0 200 30 60 100 0 200 0 20 80 0 200 0 0 40 0 200 0 0 0 0

180 0 20 40 0 180 0 20 50 0 180 0 40 50 0 180 0 0 0 0 180 0 20 50 0

160 0 10 10 0 160 0 0 0 0 160 0 10 0 0 160 0 0 0 0 160 0 0 0 0

Dyn 10 20 40 0 Dyn 0 10 40 0 Dyn 0 20 50 0 Dyn 0 0 0 0 Dyn 0 0 40 0

200 0 0 50 0 200 0 0 50 0 200 0 0 20 0 200 0 0 0 0 200 0 0 20 0

180 0 0 20 0 180 0 0 30 0 180 0 0 20 0 180 0 0 10 0 180 0 0 40 0

160 0 0 10 0 160 0 0 40 0 160 0 0 20 0 160 0 0 0 0 160 0 0 20 0

Dyn 0 0 20 0 Dyn 0 0 0 0 Dyn 0 0 20 0 Dyn 0 0 0 0 Dyn 0 0 30 0

200 0 10 70 0 200 0 30 90 0 200 0 0 40 0 200 0 0 0 0 200 0 0 20 0

180 0 0 20 0 180 0 0 40 0 180 0 0 20 0 180 0 0 0 0 180 0 0 20 0

160 0 0 20 0 160 0 0 0 0 160 0 0 20 0 160 0 0 0 0 160 0 0 20 0

Dyn 0 0 20 0 Dyn 0 0 40 0 Dyn 0 0 40 0 Dyn 0 0 0 0 Dyn 0 20 20 0

200 20 40 80 0 200 0 10 40 0 200 0 20 40 0 200 0 0 0 0 200 0 0 0 0

180 10 20 60 0 180 0 0 20 0 180 0 20 30 0 180 0 0 0 0 180 0 10 10 0

160 0 10 0 0 160 0 0 10 0 160 10 20 60 0 160 0 0 0 0 160 0 0 0 0

Dyn 10 20 30 0 Dyn 0 0 0 0 Dyn 10 20 30 0 Dyn 0 0 0 0 Dyn 0 0 0 0

200 20 60 80 0 200 10 60 100 0 200 10 20 70 0 200 0 0 40 0 200 0 0 20 0

180 0 20 30 0 180 0 40 70 0 180 0 20 60 0 180 0 0 0 0 180 0 20 40 0

160 0 0 20 0 160 0 0 0 0 160 10 10 0 0 160 0 0 0 0 160 0 0 20 0

Dyn 0 20 30 0 Dyn 0 0 40 0 Dyn 10 20 50 0 Dyn 0 0 0 0 Dyn 0 20 30 0

4,38 12,5 35,3 0 1,25 7,81 35,9 0 1,56 9,38 32,5 0 0 0 3,44 0 0 3,75 21,9 0

Fault factor on damper

Average accuracy:
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Table 7: False negative rate for the Linear Discriminant Analysis classifier

with PCA dimensionality reduction applied, for different training datasets.

Note that the colour in each box is set as 0 giving green, 25 giving white and

100 giving red.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 0 10 60 0 200 0 10 60 0 200 0 0 50 0 200 0 0 60 0 200 0 0 70 0

180 0 0 60 0 180 0 0 70 0 180 0 0 70 0 180 0 0 70 0 180 0 0 50 0

160 0 0 20 0 160 0 0 40 0 160 0 0 80 0 160 0 0 80 0 160 0 0 80 0

Dyn 0 0 40 0 Dyn 0 0 80 0 Dyn 0 0 60 0 Dyn 0 0 80 0 Dyn 0 0 80 0

200 0 0 60 0 200 0 0 60 0 200 0 0 40 0 200 0 0 80 0 200 0 0 80 0

180 0 0 60 0 180 0 0 70 0 180 0 0 50 0 180 0 0 80 0 180 0 0 80 0

160 0 0 0 0 160 0 0 40 0 160 0 0 60 0 160 0 0 80 0 160 0 0 80 0

Dyn 0 0 40 0 Dyn 0 0 60 0 Dyn 0 0 60 0 Dyn 0 0 70 0 Dyn 0 0 70 0

200 0 0 70 0 200 0 0 70 0 200 0 10 80 0 200 0 0 80 0 200 0 0 60 0

180 0 0 50 0 180 0 0 70 0 180 0 0 40 0 180 0 0 70 0 180 0 0 30 0

160 0 0 0 0 160 0 0 40 0 160 0 0 30 0 160 0 0 60 0 160 0 0 20 0

Dyn 0 0 50 0 Dyn 0 0 80 0 Dyn 0 0 30 0 Dyn 0 0 80 0 Dyn 0 0 20 0

200 0 0 40 0 200 0 0 60 0 200 0 0 80 0 200 0 0 70 0 200 0 0 50 0

180 0 0 40 0 180 0 0 60 0 180 0 0 40 0 180 0 0 70 0 180 0 0 50 0

160 0 0 0 0 160 0 0 10 0 160 0 0 40 0 160 0 0 80 0 160 0 0 60 0

Dyn 0 0 50 0 Dyn 0 0 60 0 Dyn 0 0 50 0 Dyn 0 0 70 0 Dyn 0 0 20 0

200 0 10 40 0 200 0 10 60 0 200 0 0 50 0 200 0 0 60 0 200 0 0 50 0

180 0 0 50 0 180 0 0 50 0 180 0 0 40 0 180 0 0 50 0 180 0 0 50 0

160 0 0 20 0 160 0 0 40 0 160 0 0 60 0 160 0 0 80 0 160 0 0 70 0

Dyn 0 0 40 0 Dyn 0 0 60 0 Dyn 0 0 40 0 Dyn 0 0 60 0 Dyn 0 0 80 0

200 0 0 60 0 200 0 10 50 0 200 0 0 50 0 200 0 0 40 0 200 0 0 70 0

180 0 0 40 0 180 0 0 70 0 180 0 0 50 0 180 0 0 70 0 180 0 0 70 0

160 0 0 20 0 160 0 0 40 0 160 0 0 50 0 160 0 0 60 0 160 0 0 50 0

Dyn 0 0 30 0 Dyn 0 0 50 0 Dyn 0 0 50 0 Dyn 0 0 50 0 Dyn 0 0 60 0

200 0 0 50 0 200 0 0 70 0 200 0 10 60 0 200 0 0 40 0 200 0 0 60 0

180 0 0 30 0 180 0 0 70 0 180 0 0 30 0 180 0 0 60 0 180 0 0 30 0

160 0 0 0 0 160 0 0 40 0 160 0 0 20 0 160 0 0 50 0 160 0 0 30 0

Dyn 0 0 30 0 Dyn 0 0 50 0 Dyn 0 0 20 0 Dyn 0 0 60 0 Dyn 0 0 20 0

200 0 0 20 0 200 0 0 60 0 200 0 0 50 0 200 0 0 60 0 200 0 0 40 0

180 0 0 40 0 180 0 0 60 0 180 0 0 40 0 180 0 0 70 0 180 0 0 50 0

160 0 0 0 0 160 0 0 20 0 160 0 0 50 0 160 0 0 40 0 160 0 0 40 0

Dyn 0 0 50 0 Dyn 0 0 60 0 Dyn 0 0 40 0 Dyn 0 0 50 0 Dyn 0 0 20 0

0 0,63 36,3 0 0 0,94 55,6 0 0 0,63 48,8 0 0 0 65 0 0 0 52,8 0

Fault factor on damper

Average accuracy:

Linear discriminant analysis classifier with PCA dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5
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MDR

Table 8: Misconfused damper rate for the 1-Nearest-Neighbour classifier with

no dimensionality reduction applied, for different training datasets. Note that

the colour in each box is set as 0 giving green, 25 giving white and 100 giving

red.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 0 10 0 0 200 0 0 40 0 200 0 0 0 0 200 0 0 20 0 200 0 0 0 0

180 0 0 0 0 180 10 10 10 0 180 0 0 0 0 180 10 10 10 0 180 10 0 40 0

160 0 20 50 0 160 10 10 30 0 160 0 0 0 0 160 0 0 0 0 160 0 0 0 0

Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 10 10 10 0

200 0 0 0 0 200 20 40 0 0 200 0 0 0 0 200 0 10 0 0 200 0 0 0 0

180 0 0 0 0 180 10 10 0 0 180 10 10 0 0 180 10 10 10 0 180 10 0 0 0

160 10 30 50 0 160 10 10 60 0 160 10 10 10 0 160 10 10 10 0 160 10 10 10 0

Dyn 0 0 10 0 Dyn 10 10 0 0 Dyn 10 10 0 0 Dyn 0 0 0 0 Dyn 10 20 20 0

200 10 10 0 0 200 10 10 0 0 200 0 0 10 0 200 0 0 0 0 200 0 0 30 0

180 10 10 0 0 180 0 10 0 0 180 10 10 0 0 180 0 0 0 0 180 10 10 10 0

160 10 20 50 0 160 0 10 50 0 160 10 20 0 0 160 10 10 50 0 160 10 10 60 0

Dyn 10 10 0 0 Dyn 0 0 0 0 Dyn 10 20 0 0 Dyn 0 0 0 0 Dyn 10 20 20 0

200 0 0 0 0 200 0 0 0 0 200 0 0 0 0 200 0 0 0 0 200 0 0 0 0

180 0 0 0 0 180 0 10 0 0 180 10 0 0 0 180 0 0 10 0 180 10 10 0 0

160 30 30 50 0 160 40 40 80 0 160 10 20 60 0 160 0 0 0 0 160 0 0 0 0

Dyn 10 10 0 0 Dyn 10 10 0 0 Dyn 10 10 0 0 Dyn 0 0 0 0 Dyn 10 10 20 0

200 0 10 10 0 200 0 0 20 0 200 0 0 0 0 200 0 0 30 0 200 0 0 0 0

180 0 0 0 0 180 10 10 10 0 180 0 0 0 0 180 10 10 10 0 180 0 10 10 0

160 0 20 40 0 160 10 10 30 0 160 0 0 0 0 160 0 0 0 0 160 0 10 10 0

Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 0 0 0 0 Dyn 10 10 20 0

200 0 0 0 0 200 10 20 0 0 200 10 0 0 0 200 0 10 0 0 200 10 0 0 0

180 0 0 0 0 180 10 10 0 0 180 10 10 10 0 180 10 10 10 0 180 10 10 10 0

160 10 30 40 0 160 10 10 50 0 160 10 10 10 0 160 10 10 10 0 160 10 10 10 0

Dyn 0 10 10 0 Dyn 10 10 0 0 Dyn 10 10 0 0 Dyn 0 0 0 0 Dyn 10 10 20 0

200 10 10 0 0 200 10 10 10 0 200 20 0 30 0 200 0 0 0 0 200 0 20 60 0

180 10 10 0 0 180 0 10 10 0 180 10 10 10 0 180 0 0 0 0 180 10 20 60 0

160 10 10 50 0 160 0 10 50 0 160 10 10 0 0 160 10 10 50 0 160 10 20 70 0

Dyn 10 10 20 0 Dyn 0 0 0 0 Dyn 10 10 10 0 Dyn 0 0 0 0 Dyn 10 40 70 0

200 0 0 0 0 200 10 0 0 0 200 0 0 10 0 200 10 10 0 0 200 0 0 0 0

180 0 0 20 0 180 0 0 0 0 180 10 10 0 0 180 0 0 10 0 180 10 10 30 0

160 30 30 40 0 160 20 40 70 0 160 10 20 50 0 160 0 0 0 0 160 0 0 10 0

Dyn 10 10 20 0 Dyn 10 10 0 0 Dyn 10 10 0 0 Dyn 0 0 0 0 Dyn 10 10 40 0

5,63 9,38 14,4 0 7,5 10,3 16,3 0 6,56 6,56 6,56 0 2,81 3,44 7,19 0 6,25 8,75 20 0

Fault factor on damper

Average accuracy:
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1-Nearest-Neighbour classifier without dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5
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Table 9: Misconfused damper rate for the Linear Discriminant Analysis classi-

fier with PCA dimensionality reduction applied, for different training datasets.

Note that the colour in each box is set as 0 giving green, 25 giving white and

100 giving red.

0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1 0,1 0,25 0,6 1

200 0 0 0 0 200 20 30 0 0 200 0 0 10 0 200 10 0 20 0 200 0 0 10 0

180 0 0 10 0 180 10 10 10 0 180 0 0 20 0 180 0 10 10 0 180 10 10 20 0

160 30 30 50 0 160 10 10 20 0 160 0 0 10 0 160 0 0 10 0 160 0 0 10 0

Dyn 10 10 0 0 Dyn 0 0 10 0 Dyn 0 0 10 0 Dyn 0 0 10 0 Dyn 0 0 10 0

200 0 0 0 0 200 20 40 0 0 200 10 0 10 0 200 10 10 10 0 200 10 10 10 0

180 0 0 10 0 180 20 10 10 0 180 0 0 0 0 180 0 10 10 0 180 10 10 10 0

160 30 30 70 0 160 10 10 20 0 160 0 0 10 0 160 0 0 10 0 160 0 0 10 0

Dyn 0 0 10 0 Dyn 0 0 10 0 Dyn 0 0 10 0 Dyn 0 0 20 0 Dyn 0 10 20 0

200 10 10 0 0 200 20 10 10 0 200 10 10 0 0 200 0 0 10 0 200 0 10 10 0

180 0 0 0 0 180 0 10 10 0 180 0 0 10 0 180 0 10 10 0 180 0 10 20 0

160 30 30 60 0 160 10 10 20 0 160 10 10 20 0 160 0 0 20 0 160 0 0 30 0

Dyn 10 10 0 0 Dyn 0 0 10 0 Dyn 10 10 20 0 Dyn 0 0 10 0 Dyn 0 0 20 0

200 10 10 40 0 200 10 10 10 0 200 10 10 0 0 200 10 0 10 0 200 0 0 20 0

180 0 0 0 0 180 0 0 10 0 180 0 0 10 0 180 0 0 10 0 180 0 10 0 0

160 30 30 60 0 160 20 20 50 0 160 20 20 20 0 160 0 0 10 0 160 0 0 20 0

Dyn 10 10 0 0 Dyn 10 10 10 0 Dyn 10 10 0 0 Dyn 10 0 10 0 Dyn 0 0 20 0

200 0 0 10 0 200 20 30 10 0 200 0 0 20 0 200 0 0 20 0 200 0 0 20 0

180 0 0 10 0 180 10 10 20 0 180 0 0 20 0 180 10 10 20 0 180 10 10 20 0

160 30 30 50 0 160 0 0 20 0 160 0 0 20 0 160 0 0 10 0 160 0 0 10 0

Dyn 10 10 0 0 Dyn 0 0 20 0 Dyn 0 0 20 0 Dyn 0 0 20 0 Dyn 0 0 10 0

200 0 0 0 0 200 20 30 20 0 200 0 0 10 0 200 10 0 20 0 200 10 0 10 0

180 0 0 10 0 180 10 10 10 0 180 0 0 10 0 180 0 10 10 0 180 10 10 10 0

160 30 30 50 0 160 0 0 20 0 160 0 0 10 0 160 0 10 20 0 160 0 10 20 0

Dyn 0 0 10 0 Dyn 0 10 10 0 Dyn 0 0 10 0 Dyn 0 0 20 0 Dyn 0 10 20 0

200 10 0 20 0 200 10 10 10 0 200 10 10 10 0 200 0 0 20 0 200 0 10 10 0

180 0 0 10 0 180 10 10 10 0 180 0 0 10 0 180 0 10 10 0 180 0 10 20 0

160 30 30 60 0 160 10 10 20 0 160 10 10 20 0 160 0 0 20 0 160 0 0 30 0

Dyn 10 10 10 0 Dyn 0 0 20 0 Dyn 10 10 20 0 Dyn 0 0 20 0 Dyn 0 0 20 0

200 10 20 60 0 200 10 10 10 0 200 10 10 30 0 200 10 0 10 0 200 0 0 20 0

180 0 0 0 0 180 0 0 10 0 180 0 0 10 0 180 0 0 10 0 180 0 10 10 0

160 30 30 60 0 160 20 20 50 0 160 10 20 0 0 160 0 0 20 0 160 0 0 20 0

Dyn 10 10 0 0 Dyn 0 0 10 0 Dyn 10 10 10 0 Dyn 0 0 20 0 Dyn 0 0 20 0

10,6 10,6 20,9 0 8,75 10,3 15 0 4,38 4,38 12,2 0 2,19 2,5 14,4 0 1,88 4,38 15,9 0

Fault factor on damper

Average accuracy:

Linear discriminant analysis classifier with PCA dimensionality reduction

Training dataset 1 Training dataset 2 Training dataset 3 Training dataset 4 Training dataset 5
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