
IN DEGREE PROJECT COMPUTER SCIENCE AND ENGINEERING,
SECOND CYCLE, 30 CREDITS

,  STOCKHOLM SWEDEN 2020

Context-Aware Graph 
Convolutional Network with Multi-
Clusters Mini-Batch for Link 
Prediction

GEORGIOS DELIGIORGIS

KTH ROYAL INSTITUTE OF TECHNOLOGY
SCHOOL OF ELECTRICAL ENGINEERING AND COMPUTER SCIENCE





Context-Aware Graph
Convolutional Network with
Multi-Clusters Mini-Batch for
Link Prediction

GEORGIOS DELIGIORGIS

Master in Machine Learning
Date: July 19, 2020
KTH’s supervisor: Michael Christoph Welle
Host company’s supervisor: Stefan Freyr Gudmundsson
Examiner: Danica Kragic
School of Electrical Engineering and Computer Science
Host company: Hennes & Mauritz AB (H&M)
Swedish title: Context-Aware Graph Convolutional Network med
Multi-kluster Mini-Batch för Link Prediktion





iii

Abstract
Predicting which fashion items can compose an outfit is not a trivial task since
every person has different preferences based on their experiences, location,
etc., determining each personal style. The items that can formulate an out-
fit have to be compatible, but the compatibility of two products should vary
based on the context of the products, where context is defined as the prod-
ucts that we already know that are compatible with them. The authors in
[1] introduced a model named Context-Aware-Graph-Convolutional-Network
(CA-GCN), where they predict the compatibility among fashion items, by tak-
ing into consideration their context, after being trained with full-batch Gradi-
ent Descent (GD), making its application more difficult on denser and larger
graphs. The authors in [2] have proposed the Cluster-GCN method to train
GCN [3] models with mini-batch GD for node classification. We propose a
novel model named CA-Cluster-GCN that merges a modified version of the
Cluster-GCN with the CA-GCN model. We modify the Cluster-GCN in such
a way that we can apply it for link-prediction since the CA-GCN predicts the
compatibility among the fashion items by predicting if an edge exists among
them. Our CA-Cluster-GCN achieves State-Of-The-Art performance on the
public Maryland Polyvore [4] dataset and it outperforms the CA-GCN model
on the public Amazon [5, 6] dataset. Additional tests have been performed on
the industrial datasets provided by H&M.
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Sammanfattning
Att prediktera fashionabla klädesplagg som tillsammans formar en utstyrsel är
inte en enkel uppgift eftersom varje enskild person har sin egen stil som ofta
är influerad av dennes livserfarenheter, plats i världen etc. De olika plaggen
i en utstyrsel måste vara kompatibla med varandra, men kompatibiliteten för
två produkter bör variera baserat på sammanhang. Vi definierar sammanhang
som de produkter som vi redan vet är kompatibla med varandra. Vidare, för-
fattarna i [1] introducerade en modell som kallas för Context-Aware-Graph-
Convolutional-Network(CA-GCN), där de predikterar kompatibilitet mellan
olika klädesplagg, genom att ta hänsyn till kläders sammanhang. Denna mo-
dell tränasmed hjälp av full-batchGradientMinskning(GM), detta leder tyvärr
till att denna modell ej går att applicera på täta och stora grafer. För att komma
runt detta problem introducerar författarna i [2] en Cluster-GCN metod som
tränas med mini-batch (GM), denna modell predikterar noder i en graf. Vidare
föreslår vi en modell vid namn CA-Cluster-GCN som är en sammanslagning
av Cluster-GCN och CA-GCN. Eftersom CA-GCN predikterar kompatibilitet
genom att prediktera om det existerar en kant mellan klädesplagg i en graf
behövde vi modifiera Cluster-GCN så att denna modell kan prediktera länkar
i en graf. Vår modell, CA-Cluster-GCN, uppnår toppresultat på den publika
datan Maryland Polyvore [4] samt den utklassar CA-GCN på den offentliga
datan från Amazon [5, 6]. Vidare har vi även applicerat CA-Cluster-GCN på
den industriella datan som vi fick från H&M.



Acknowledgments

For the fulfillment of this project, I would like to express my deepest gratitude
to my industrial supervisor Stefan Freyr Gudmundsson, who believed in me
and gave me the opportunity to participate in this research. I would also like to
thank him for the continuous help, extensive discussions, and support that he
provided to me, through the difficulties that we faced. I would like to extend
my sincere thanks to my academic supervisor Michael ChristophWelle for his
guidance and support, which made the writing of this research smoother. I
am also grateful and I would like to express my appreciation to Prof. Danica
Kragic at the School of Computer Science and Communication at the Royal
Institute of Technology, KTH, who accepted to be my examiner and thanks to
her Project Course in Data Science that introduced to me the opportunity to
conduct my Master Thesis in collaboration of KTH and H&M. Furthermore,
I would like to thank the H&M×AI team for the resources that invested to
complete this project and my colleagues Viktor Törnegren and Lingxi Xiong
for the endless conversations that we had during the preparation and creation
of the datasets that we utilized through this study. Finally, none of the afore-
mentioned achievements would have taken place without the sacrifices of my
family, that believed in me and always supported and encouraged me, there-
fore I would like to thank them from the bottom of my heart.

Stockholm, July 19, 2020
Georgios Deligiorgis

v



Contents

1 Introduction 1
1.1 Problem . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Research Question . . . . . . . . . . . . . . . . . . . . . . . 2
1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.4 Ethical Considerations & Impacts . . . . . . . . . . . . . . . 3
1.5 Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2 Background 5
2.1 Business Value . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.3 Methodology Background . . . . . . . . . . . . . . . . . . . 9

2.3.1 CA-GCN . . . . . . . . . . . . . . . . . . . . . . . . 9
2.3.2 Cluster-GCN . . . . . . . . . . . . . . . . . . . . . . 17

2.4 Metrics Background . . . . . . . . . . . . . . . . . . . . . . . 22
2.4.1 Compatibility . . . . . . . . . . . . . . . . . . . . . . 22
2.4.2 Similarity . . . . . . . . . . . . . . . . . . . . . . . . 24

2.5 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

3 Method & Metrics 27
3.1 CA-Cluster-GCN . . . . . . . . . . . . . . . . . . . . . . . . 27

3.1.1 Partitioning . . . . . . . . . . . . . . . . . . . . . . . 29
3.1.2 Objective Function . . . . . . . . . . . . . . . . . . . 32

3.2 Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
3.2.1 Transfer Learning & Tagging . . . . . . . . . . . . . . 33

4 Datasets 37
4.1 Public Datasets . . . . . . . . . . . . . . . . . . . . . . . . . 37

4.1.1 Maryland Polyvore . . . . . . . . . . . . . . . . . . . 37
4.1.2 Amazon . . . . . . . . . . . . . . . . . . . . . . . . . 39

4.2 Industrial Datasets (H&M) . . . . . . . . . . . . . . . . . . . 40

vi



CONTENTS vii

4.2.1 Pairwise Compatible Data . . . . . . . . . . . . . . . 40
4.2.2 Transaction Data . . . . . . . . . . . . . . . . . . . . 46
4.2.3 Industrial Dataset to Evaluate the Generated Embed-

ding Vectors . . . . . . . . . . . . . . . . . . . . . . 47

5 Experiments & Results 49
5.1 CA-Cluster-GCN Architectures . . . . . . . . . . . . . . . . . 49
5.2 Results on Maryland Polyvore . . . . . . . . . . . . . . . . . 51
5.3 Results on Amazon . . . . . . . . . . . . . . . . . . . . . . . 53
5.4 Results on H&M’s Pairwise Compatible Data . . . . . . . . . 57
5.5 Results on H&M’s Transactional Data . . . . . . . . . . . . . 60
5.6 Results on Metrics (H&M’s Transactional Data) . . . . . . . . 64

5.6.1 H&M’s Customer Level . . . . . . . . . . . . . . . . 64
5.6.2 Tagging . . . . . . . . . . . . . . . . . . . . . . . . . 65
5.6.3 Similarity . . . . . . . . . . . . . . . . . . . . . . . . 66

6 Conclusions 68
6.1 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68
6.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

Bibliography 73

A Supplementary 79
A.1 Numerical Examples . . . . . . . . . . . . . . . . . . . . . . 79
A.2 CE and FITB examples . . . . . . . . . . . . . . . . . . . . . 84

B Implementation Details 89
B.1 Sparse Representation . . . . . . . . . . . . . . . . . . . . . . 89
B.2 Early Stopping . . . . . . . . . . . . . . . . . . . . . . . . . 90
B.3 Ojective Function . . . . . . . . . . . . . . . . . . . . . . . . 90

C More Results 92
C.1 Further Results on Maryland Polyvore . . . . . . . . . . . . . 92
C.2 Further Results on Amazon . . . . . . . . . . . . . . . . . . . 93
C.3 Further Results on H&M Transactional . . . . . . . . . . . . . 94
C.4 Results on Metrics (H&M’s Pariwise Compatible) . . . . . . . 95

C.4.1 Tagging . . . . . . . . . . . . . . . . . . . . . . . . . 95
C.4.2 Similarity . . . . . . . . . . . . . . . . . . . . . . . . 97



List of Figures

2.1 A pair of trousers can belong in two different outfits and can
be compatible with two different pairs of shoes. When the
context is a) casual or b) formal, then a different pair of shoes
is chosen, conditioned on the context. Figure has been taken
from [1]. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.2 Trying to predict if an edge exists between the blue nodes
(a) without any contextual information, which means 0-step
neighbours and k = 0 neighbours in total, (b) utilizing only 1-
step neighbours and k = 2 neighbours (green) per node, in to-
tal, (c) utilizing 2-step (yellow) and 1-step neighbours (green)
resulting in k = 4 neighbours per node, in total. Figure has
been taken from [1]. . . . . . . . . . . . . . . . . . . . . . . . 11

2.3 Illustration of a GAE model that predicts the Compatibility
Score. The GAE consists of (a) the input graph that contains
the features per node (b) the encoder part, where it embeds all
the information from the neighbouring nodes c) the decoder
that will try to predict if an edge exists between the nodes.
Figure has been taken from [1]. . . . . . . . . . . . . . . . . . 16

2.4 The original partitions are C = 10. The batch-size is equal
to 2 and every epoch different clusters are sampled randomly.
Figure has been taken by [2]. . . . . . . . . . . . . . . . . . . 21

3.1 The CA-Cluster-GCN model architecture including a frozen
part and a trainable part. . . . . . . . . . . . . . . . . . . . . 28

3.2 A diagram showing how the edges are split when (a) full-batch
GD is applied, based on [1], (b) mini-batch GD is applied,
based on our proposed procedure. . . . . . . . . . . . . . . . 30

viii



LIST OF FIGURES ix

3.3 An example that illustrates our proposed method to split the
edges. First, we need to partition the graph and then split the
edges to message passing and evaluation edges. The colorbar
shows a colormap that indicates the colours for single-clusters
and multi-clusters. . . . . . . . . . . . . . . . . . . . . . . . . 31

3.4 The tagging model, where the first part is frozen (green) and
the second part (orange) is trainable. The input of the model
are the visual features X and the adjacency matrix A that de-
scribes the relationship among the products. The embedding
vectors Z are entered to the MLP model which outputs the
h vector. The predicted label is selected based on the largest
normalized value by the SoftMax layer. . . . . . . . . . . . . 35

4.1 A sampled outfit from the Maryland Polyvore dataset, with
the images and the text description of each fashion item. The
figure has been taken from [4]. . . . . . . . . . . . . . . . . . 38

4.2 a) Positive outfit. b) FITB question. c) Negative outfit. . . . . 45

5.1 Experimental results on the category Women - Also Bought.
The legend contains the number of hidden nodes per GCL,
the batch-size/clusters, the normalization function and finally
it specifies if the MLP was included in the model or not. . . . 62

5.2 Experimental results on the category Women - Bought To-
gether. The legend contains the number of hidden nodes per
GCL, the batch-size/clusters, the normalization function and
finally it specifies if the MLP was included in the model or not. 62

5.3 The accuracy that we achieved by using the generated vectors
from pre-trained models that have different numbers of hidden
nodes per GCL. . . . . . . . . . . . . . . . . . . . . . . . . . 66

A.1 An example of an undirected graph of 7 nodes. . . . . . . . . 80
A.2 An illustrative example of the normalized adjacency matri-

ces. The Asymmetric image is the normalized adjacency ma-
trix with the asymmetric normalization approach, whereas the
symmetric is the normalized adjacency matrix, with the sym-
metric normalization approach. . . . . . . . . . . . . . . . . . 82

A.3 The graph in (a) represents the 2-step neighbours of the A

based on Equation A.10, whereas in (b) it represents the 3-
step neighbours of the A based on Equation A.12. . . . . . . . 84

A.4 Positive outfits without neighbours. . . . . . . . . . . . . . . . 85



x LIST OF FIGURES

A.5 Negative outfits without neighbours. . . . . . . . . . . . . . . 86
A.6 Positive outfit with all the neighbours of the products. . . . . . 87
A.7 Negative outfit with all the neighbours of the products. . . . . 87
A.8 FITB questions without the neighbours. . . . . . . . . . . . . 88
A.9 FITB question with all products’ neighbours. . . . . . . . . . 88



List of Tables

2.1 This table describes the time and memory complexity of the
different mini-batch approaches that have been described. The
table has been taken from [2]. . . . . . . . . . . . . . . . . . . 22

4.1 The created datasets based on the public Amazon dataset. . . . 40
4.2 The following table contains the names of the groups (with

bold letters) and the names of the products per group based on
H&M’s labeling. . . . . . . . . . . . . . . . . . . . . . . . . 42

4.3 A valid outfit needs to contain one of the presented combinations. 43
4.4 Table of forbidden combinations. . . . . . . . . . . . . . . . . 44
4.5 We provide some statistics for the generated datasets. The

average and the standard deviation values correspond to the
number of items per outfit. . . . . . . . . . . . . . . . . . . . 45

4.6 Data to evaluate the embedding vectors. . . . . . . . . . . . . 47

5.1 The different configurations of the CA-Cluster-GCN model. . . 50
5.2 Parameters for the CA-GCN [1] model and ours CA-Cluster-

GCN model. . . . . . . . . . . . . . . . . . . . . . . . . . . . 51
5.3 Experimental results on the Maryland Polyvore [4] dataset. . . 52
5.4 Models’ parameters, when themodels were trained on theAma-

zon [5, 6] dataset. . . . . . . . . . . . . . . . . . . . . . . . . 53
5.5 Experimental results on the Amazon [5, 6] dataset. When k =

all (test), it means that the neighbours have been taken only
from the testing dataset, whereas when k = 3, 10, 15, 50 and
all, the neighbours have been taken from the merging of the
datasets (training, validation and testing). . . . . . . . . . . . 54

5.6 Experimental results on theAmazon [5, 6] dataset, usingmini-
batch and a CA-Cluster-GCN model of 350 hidden units per
GCL. TheMLP could not be applied to all themodels, because
the GPU was Out-Of-Memory (OOM). . . . . . . . . . . . . . 56

xi



xii LIST OF TABLES

5.7 Cross gender results from [1] and our CA-Cluster-GCN mod-
els. The rows and columns correspond to the gender used to
train and evaluate the models, respectively. . . . . . . . . . . . 57

5.8 Models’ parameters, when our models were trained on the
H&M’s pairwise compatible data. . . . . . . . . . . . . . . . 58

5.9 Experimental results on the H&M’s pairwise compatible data.
The minimum outfit length is equal to 2. . . . . . . . . . . . . 59

5.10 Experimental results on the H&M’s pairwise compatible data.
The minimum outfit length is equal to 3. . . . . . . . . . . . . 60

5.11 The results of the experiments conducted on the H&M’s trans-
actional data, for 350 hidden units per GCL. The bold accu-
racy is the best achieved accuracy, whereas the box around the
accuracy value is the best achieved accuracy, when k = 50.
The CA-Cluster-GCN350 for batch-size/clusters equal to 5/10
and 10/10 could not fit in the GPU’s memory. . . . . . . . . . 61

5.12 The table contains the results of the best model that has been
trained on Women - Also Bought, which we re-trained it for
the category Men - Also Bought. . . . . . . . . . . . . . . . . 63

5.13 The table contains the results of the best model that has been
trained on Women - Bought Together, which we re-trained it
for the category Men - Bought Together. . . . . . . . . . . . . 63

5.14 The table contains the experimental results of the CA-Cluster-
GCN350

A,MLP model when the k neighbours have been selected
with priority that is conditioned on the frequency that appears
in the baskets. . . . . . . . . . . . . . . . . . . . . . . . . . . 64

5.15 The results of re-training partially (only the decoder) a pre-
trained model for predicting the last purchases per customer. . 65

5.16 Silhouette and Homogeneity score for the category "colour"
that appears on the intersection data. The pre-trained model
used for the generation of the embedding vectors was trained
on the category Women - Bought Together. . . . . . . . . . . 67

5.17 Silhouette and Homogeneity score for the category "type" that
appears on the intersection data. The pre-trained model used
for the generation of the embedding vectors was trained on the
category Women - Bought Together. . . . . . . . . . . . . . . 67

C.1 Experimental results with more significant digits of our im-
plementation of the CA-Cluster-GCN350

S and the CA-Cluster-
GCN350

A models on the Maryland Polyvore datasets. . . . . . . 92



LIST OF TABLES xiii

C.2 Experimental results on the Maryland Polyvore [4] datasets,
when a subset of only three items has been used. . . . . . . . 93

C.3 Experimental results on the Amazon [5, 6] dataset, for the
lighter version of the CA-Cluster-GCN model. . . . . . . . . . 94

C.4 Experimental results on the Amazon [5, 6] dataset, for 64, 350
and 512 hidden nodes per GCL, respectively. . . . . . . . . . 95

C.5 The results of the experiments conducted on the H&M’s trans-
actional data, for 64 hidden units per GCL. The bold accuracy
is the best achieved accuracy, whereas the box around the ac-
curacy value is the best achieved accuracy, when k = 50. . . . 96

C.6 The results of the experiments conducted on the H&M’s trans-
actional data, for 350 hidden units per GCL. The bold accu-
racy is the best accuracy, whereas the box around the accuracy
value is the best accuracy when k = 50. . . . . . . . . . . . . 97

C.7 The results of the experiments conducted on the H&M’s trans-
actional data, for 64 hidden units per GCL. The bold accu-
racy is the best accuracy, whereas the box around the accuracy
value is the best accuracy when k = 50. . . . . . . . . . . . . 98

C.8 The results of the experiments conducted on the H&M’s trans-
actional data, for 64, 128, 256, 350 and 512 hidden units per
GCL, respectively. The bold accuracy is the best accuracy,
whereas the box around the accuracy value is the best accu-
racy when k = 50. . . . . . . . . . . . . . . . . . . . . . . . 100

C.9 Accuracy for predicting the label of each fashion item per cat-
egory for the intersection data with respect to the outfits that
contain at least 2 fashion items. . . . . . . . . . . . . . . . . . 101

C.10 Accuracy for predicting the label of each fashion item per cat-
egory for the intersection data with respect to the outfits that
contain at least 3 fashion items. . . . . . . . . . . . . . . . . . 101

C.11 Silhouette andHomogeneity score on the intersection datawith
respect to the outfits that contain at least 2 fashion items. . . . 101

C.12 Silhouette andHomogeneity score on the intersection datawith
respect to the outfits that contain at least 3 fashion items. . . . 102



Acronyms

AE Auto-Encoders

Adam Adaptive moment

ANNs Artificial-Neural-Networks

AUC Area Under Curve

BCE Binary-Cross-Entropy

BFS Breadth-First-Search

BN Batch-Normalization

Bi-LSTM Bidirectional-Long-Short-Term-Memory

CA-Cluster-GCN Context-Aware-Cluster-Graph-Convolutional-Network

CA-GCN Context-Aware-Graph-Convolutional-Network

CE Compatibility Estimation

CNN Convolutional Neural Network

Cluster-GCN Cluster-Graph-Convolutional-Network

CPU Central Processing Unit

CSR Compressed Sparse Row

DFS Depth-First-Search

DL Deep Learning

DNN Deep Neural Network

xiv



LIST OF TABLES xv

FC Fully-Connected

FF Feed-Forward

FITB Fill-In-The-Blanks

FN False Negative

FPR False Positive Rate

FastGCN Fast Graph Convolutional Network

GAE Graph Auto-Encoders

GCL Graph Convolutional Layer

GCN Graph Convolutional Network

GDPR General Data Protection Regulation

GNN Graph Neural Network

GPU Graphics Process Unit

GraphSAGE Graph SAmple and aggreGatE

K-NN K-Nearest-Neighbours

ML Machine Learning

MLP Multilayer-Perceptron

NLP Natural Language Processing

NNZ Nonzero

OOM Out-Of-Memory

P Positive

ROC Receiver Operating Characteristic

ResNet Residual Network

SGD Stochastic Gradient Descent

SOTA State-Of-The-Art



xvi LIST OF TABLES

TA-CSN Type-Aware-Conditional-Similarity-Network

TP True Positive

TPR True Positive Rate

UOC Unconstrained Outfit Completion

VAE Variational Auto-Encoder

VGAE Variational Graph Auto-Encoder

VR-GCN Variance-Reduction-Graph-Convolutional-Network

ZSL Zero-Shot Learning



Chapter 1

Introduction

1.1 Problem
The fashion industry provides the world with new trends and new collec-

tions periodically. The fashion items are evolving based on our needs and tech-
nology, that we as humans have developed. Nowadays, the fashion categories
are numerous, especially if we consider that some products exist in different
colours and fabrics. The combinations that we can make to formulate an outfit
based on all the different fashion items are inconceivable.

Humans can be inspired from different concepts or experiences and based
on them, they can combine fashion items with new unique ways that character-
ize each person’s style or personality. Researchers have tried tomimic humans’
creativity and create systems that can formulate outfits, based on the given
fashion items. Working with fashion data is not a trivial task because of the
complexity, diversity and polymorphism that these data provide. Researchers
have turned their focus on Deep Learning (DL) tools to create systems that
can help the fashion domain. We can name some of the multiple tasks that
can be improved in the fashion industry with the help of DL approaches like
recommendation systems [7, 8], systems that forecast a fashion trend [9] and
systems that can predict the compatibility of outfits [10].

Predicting which fashion items are compatible can be performed based on
the provided data by the fashion industry, like images, text, transactions, etc..
Different people have different preferences, meaning that there is objectively
no right way to define a compatible outfit. However, valuable research studies
have been done in [10, 11, 12], where the proposed models predict the prob-
ability of two fashion items being compatible, based on people’s preferences.
The authors in [1] argue that the probability of two fashion items to be com-
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2 CHAPTER 1. INTRODUCTION

patible should vary, by conditioning on their different contexts. The products
that we already know that are compatible with a fashion item are defined as
the context of the fashion item [1].

The authors in [1] are considering the context of the products, instead of
just studying the items as individuals. This is achieved with the help of graph-
structures, which is a way to represent the data. In the DL literature, there is
a plethora of Graph Neural Networks (GNNs) [13, 14, 15] methods, where
they can be applied to graphs. The researchers in [1] have introduced a model,
named Context-Aware-Graph-Convolutional-Network (CA-GCN), which can
predict if two fashion items are compatible or not, by conditioning on the pro-
vided context.

TheCA-GCN [1] has inherited the idea of aGraph-Convolutional-Network
(GCN), introduced by Kipf andWelling [3]. The GCN [2] model has attracted
many researchers, which have applied it for different tasks like node classifica-
tion [2], link prediction [1], etc.. Also, researchers have invested on different
techniques that we can use to train the GCN [3] model, because it is not feasi-
ble to train it on larger and/or denser graphs, with full-batch Gradient-Descent
(GD) as presented in [2, 3].

Training GCN [3] models with mini-batch GD has been tried successfully
by different researchers [16, 17, 18], with the most recent technique, named
Cluster-Graph-Convolutional-Network (Cluster-GCN), introduced by Chiang
et al. [2]. Unfortunately, these techniques have been introduced with the scope
of clustering correctly the label of a node (node classification), instead of pre-
dicting if an edge exists among two nodes (link-prediction). The problem that
arises is the lack of a technique that can train a GCN [3] model, like the CA-
GCN [1] model, with mini-batch GD, for link-prediction.

1.2 Research Question
This project’s goal is to improve the CA-GCN [1] model and propose a

technique that will allow it to be trainedwithmini-batchGD for link-prediction.
We propose to modify the Cluster-GCN [2], in order to be applied for link-
prediction. Merging successfully the CA-GCN [1] and the modified Cluster-
GCN [2] will reveal our proposed model, named Context-Aware-Cluster-
Graph-Convolutional-Network (CA-Cluster-GCN). The research question
that we are going to investigate through this project is:

Can the proposed CA-Cluster-GCN be used for training a GCNmodel with
mini-batch GD, for link-prediction and outperform the CA-GCN model?
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1.3 Contributions
Through this Industrial Master Thesis, we contribute to the scientific com-

munity the following:

• A proposed CA-Cluster-GCN model, which can be trained on larger
and/or denser graphs.

• Amodified version of the Cluster-GCN [2] that can be applied to edges’
space. Thus, GCN [3] models can be trained with mini-batch GD, for
link-prediction.

• A new technique for sampling negative edges is being proposed, when
we have one graph that contains all the edges per phase (where phase∈
{training, validation, testing}), instead of one graph for each different
phase.

1.4 Ethical Considerations & Impacts
DL models that can mimic humans in specific tasks or sometimes outper-

form them are worrying societies. Societies are worrying because they are
concerned that many people will be replaced by smart algorithms that can do
their jobs faster, better and cheaper. This Master Thesis has been conducted
having awareness of this situation. People working in the fashion industry
as designers and specifically stylists are not in danger of being replaced by a
model like our proposed model. In contrast, new technologies based on mod-
els that predict compatibility can be used as tools by stylists and designers to
improve their creativity and productivity.

The GCN [3] model has many applications, especially on data that can be
represented by graphs. The applications of the GCN [3] model extend beyond
the fashion industry in domains, like biomedicine [19, 20, 21] and biochem-
istry [22]. The models presented in the aforementioned works are based on
GCN [3] models and they help to understand human biology, the mechanisms
of diseases, like cancer, and to predict molecular properties. The work that
has been conducted in this research provides the ability to train deeper models
(based on GCN [3] models) on larger and/or denser graphs. Thus, the perfor-
mance of the models used in biology and medicine can be improved for better
understanding of the aforementioned.
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GNNs for link-prediction are very useful for recommendation systems, like
social recommendations [23]. The graphs that store all the connections be-
tween people in the social domain are the largest available graphs. With the
help of our CA-Cluster-GCN model, GCN [3] models can be utilized to im-
prove the performance of the current systems. Better social recommendations
will help people to connect easily and collaborate to solve difficult tasks.

Furthermore, GNNs are very useful for generating embedding vectors [24].
These embedding vectors can replace a bigger amount of data with a more
compressed and meaningful representation of the same data. These embed-
ding vectors are helpful for solving downstream tasks with the help of Trans-
fer Learning [25] and Self-Supervised Learning [26] techniques, requiring
less training. Training models with one of the aforementioned techniques
gives them the privilege to achieve similar performances with less training,
compared to the performances that they would achieve by training them from
scratch, which require more training time. This behavior helps the environ-
ment since it has a significant impact on energy consumption, especially if
multiple Graph Processing Units (GPUs) are required to train a model from
scratch.

Finally, during this research we utilized data that determine which fashion
items are compatible and transactional data from online and physical stores.
We took into consideration the General Data Protection Regulation (GDPR)
[27], which protects the personal data per customer. Thus, the customers were
anonymized, guaranteeing each customer’s privacy and preventing any back-
tracking to their identity.

1.5 Outline
The rest of this Master Thesis is organized as: Chapter 2 describes the re-

lated work, the necessary background to understand the proposed method and
it makes a brief introduction to the datasets. Chapter 3 presents in detail the
proposed method. Chapter 4 explains the public and industrial datasets. Chap-
ter 5 provides the executed experiments and their results. Finally, chapter 6
summarizes the main conclusions of the suggested method’s performance.
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Background

This chapter will introduce the business value that DL models bring, when
they are applied for predicting compatibility. Afterward, it will present the re-
lated work that has been conducted for predicting compatibility among fashion
items and will explain, in detail, the methods CA-GCN [1] and Cluster-GCN
[2]. Furthermore, it presents some of the metrics that we can utilize to eval-
uate the CA-GCN [1] model and its generated embedding vectors. Finally, it
introduces briefly the datasets that we are going to use through this project.

2.1 Business Value
This Industrial Master Thesis has been conducted in collaboration between

the Royal Institute of Technology (KTH) and the Hennes & Mauritz (H&M)
clothing-retail company. H&M is a multinational clothing-retail company and
one of the most established brands in the fashion industry, with a large amount
of data being received every day. H&M has numerous products and has gained
customers from different countries, which have different shopping behaviors
based on their location, season, weather conditions, etc.

DL models that can predict relations (i.e. compatibility, similarity, etc.)
among products are valuable for multinational industries that need to allocate
their products to different stores in different countries. The allocation of prod-
ucts is not a trivial task, because the people in charge need to decide how
many similar and dissimilar products will be allocated to each store. This is
important, because similar products provide the customers with alternatives
to replace a specific item, meaning that the main style of an outfit will remain
the same. In contrast, dissimilar products provide the customers with alterna-
tives to formulate different styles. Both categories (similar and dissimilar) of

5



6 CHAPTER 2. BACKGROUND

products are critical for the sustainability of a fashion industry that wants to
satisfy a variety of customers with different preferences/styles.

In addition, recommendation systems that aremainly applied for customers
that shop through online stores are also valuable since humans have managed
to transition to the digital world. Models like our proposed CA-Cluster-GCN
or the CA-GCN [1] that can predict which items are compatible conditioning
on the context of the outfits are very attractive to the fashion-industries. These
models have the ability to adjust their predictions following different fashion-
trends or each customer’s preferences, by changing the context. Furthermore,
when we want to apply the aforementioned models to different countries, then
we can partially re-train with the techniques presented in [25, 26] or fine-tune
them, instead of re-train them from scratch.

Finally, our CA-Cluster-GCN and CA-GCN [1] models are based on Auto-
Encoders (AEs) that can encode the information of the input to a latent space.
This means that the models can generate embedding vectors that contain only
the meaningful information from the input. These embedding vectors are
preferable for representing the data, instead of one-hot encoding, giving the
opportunity to companies to solve easier different tasks.

2.2 Related Work
Predicting if two fashion items are compatible or not has attracted the in-

terest of many researchers [4, 10, 11]. To predict the compatibility of two
fashion items, researchers have used in their early works a fusion of the vi-
sual and the textual data [4, 10, 12], whereas in most recent works, they have
focused mainly on the visual data [1, 11].

Multiplemetrics can be found in theDL literature for evaluating the strength
of DLmodels to predict compatibility, like the Compatibility Estimation (CE),
the Fill-In-The-Blanks (FITB), Unconstrained Outfit Completion [28] (UOC),
etc.. The CE measures how compatible two or more fashion items are or how
compatible an outfit is. The CE is sometimes confused as the similarity among
fashion items. Similarity is defined in different ways. Two products are similar
if:

1. their labels are identical. For example, two blue T-shirts.

2. they share the same pattern. For example, a blouse and a T-shirt that
have the same floral pattern.
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3. they can replace each other in an outfit without changing the outfits total
compatibility, more than a tiny threshold.

The FITB is a metric that poses a question to the model by providing it with
an incomplete outfit and a finite number of choices (fashion items). The model
is then called to choose the best fashion item to complete the outfit. The best
combination is the one that results in the higher CE. The FITB metric mimics
the common fashion recommendation task.

A FITB question provides to a model a finite number of alternatives to
choose from. The alternatives are much less than the total number of products
in a catalogue. Checking all the available products dramatically increases the
complexity of predicting the product that completes an outfit. A more general
FITB question that has as possible answers all the available products, is named
Unconstrained Outfit Completion (UOC) and it has been proposed by Prato
[28].

One of the first creative ideas that tried to measure the CE and answer
the FITB questions was introduced by Han et al. [4], who used textual and
visual data. The visual-embeddings from the images of the fashion items were
extracted by using the GoogleNet Inception V3 model [29]. The authors in [4]
created a public dataset named Maryland Polyvore and they sorted the items
per outfit from top-to-bottom. Then, they masked out one of the products per
outfit and they tried to predict it.

This particular structure of the outfits allowed them to use a Bidirectional-
Long-Short-Term-Memory (Bi-LSTM) [30] model to predict the fashion item
that was missing from the outfit, by checking sequentially from top-to-bottom
and vice versa the items in the outfit. The Bi-LSTM model is a bidirectional
recurrent neural network, where it propagates the outputs from the intermedi-
ate and last layers of the last forward step to the next forward step, resulting
in a neural network with dynamical behavior. One of the drawbacks of this
method is that it requires for the products to be repeated multiple times in the
outfits, therefore their model can learn the pattern of the items.

Bromley et al. [31] tried to extract features that would be useful to distin-
guish similar and dissimilar data, by creating a Siamese network architecture.
A Siamese network architecture consists of two identical models that have as
input a pair of data and try to produce embedding vectors that are close to
each other or far away, based on a distance metric. The items that are close to
each other have to share a relation like being similar or compatible products
and the data that are far away from each other have to violate this relationship
among the items. Veit et al. [32] inspired by the Siamese network architec-
ture [31], suggested a Siamese Convolutional Neural Network (CNN) model,
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named Siamese Net, which can predict if two fashion items are compatible or
incompatible.

An outstanding study for predicting the compatibility among fashion items
was carried out by Vasileva et al. [10], who utilized the Triplet Loss [33] to
achieve high performance on CE and FITB on public datasets. Vasileva et al.
[10] utilized both the visual and textual information from the fashion items.
The visual semantic features were extracted with the help of a frozen Deep
Residual Network [34] of 18 layers (ResNet-18). The ResNet model consists
of CNNs blocks and residual (skip) connections among the blocks that help to
propagate the information from the input until the last layer. The model intro-
duced by Vasileva et al. [10] was named Type-Aware-Conditional-Similarity-
Network (TA-CSN).

Wang, Wu, and Zhong [12] achieved better results compared to [10], with
respect to CE and FITB questions, by also using the visual and textual infor-
mation of the products. The visual features were extracted from the different
layers of aDeepResNet-50model that was trainable, resulting in an end-to-end
implementation. The authors in [12] argue that the extracted visual features
from different layers provide different levels of representations of the products.

Tan et al. [11], by focusing mainly on the visual semantics from the fashion
items, managed to achieve similar performance to [12] with respect to CE and
FITB questions. The visual features were extracted from the last layer of a
Deep ResNet-18. Tan et al. [11] have shown that models that use embedding
vectors consisting of visual and textual features do not have a significant gain
in performance, compared to the embedding vectors that consist only from
visual features. Hence, in this Master Thesis, we are going to focus only on
the visual features of the fashion items.

Prato [28] has proposed amodel namedOutfit-Transformer to answer UOC
questions, which outperforms the TA-CSN [10] model, with respect to the CE
questions. TheOutfit-Transformer [28] inherits the idea of the Set-Transformer
[35] model, an improvement version of the original Transformer model intro-
duced by Vaswani et al. [36].

The family of the Transformer [35, 36] models are based on attention
mechanisms that researchers are extensively applying in Natural Processing
Language (NLP) applications. Usually, models like the Bidirectional Encoder
Representations fromTransformers (BERT) [37] or its improved versionwhich
is named Robustly Optimized BERT Pretraining Approach (RoBERTa) [38],
are applied mostly in NLP problems and they need to have positional embed-
dings to predict the following word in a sentence or to understand the syntax
of a sentence before translating it.
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We would expect the Outfit-Transformer [28] model to require the items
per outfit to be sorted as in Han et al. [4]. However, Prato [28] is using the
Set-Transformer [35] model in such a way that it allows him to provide the
model with an incomplete outfit, independent of the order of the products per
outfit compared to [4].

2.3 Methodology Background
The current section presents all the necessary theory regarding the CA-

GCN [1] and the Cluster-GCN [2] models. These two models consist the base
of our proposedmethod, therefore the reader needs to comprehend them before
diving into the CA-Cluster-GCN model.

2.3.1 CA-GCN
The research papers that have been presented so far predict the compat-

ibility of the data mainly by comparing pairwise fashion products. Cucu-
rull, Taslakian, and Vazquez [1] have introduced the CA-GCN model, which
achieves State-Of-The-Art (SOTA) performance with respect to CE and FITB,
by leveraging the information of all the products simultaneously, before decid-
ing which fashion items are compatible. For example, if a pair of trousers has
been conditioned on formal or casual fashion items, then it needs to predict dif-
ferent compatibility scores for formal and casual pairs of shoes, respectively.
An example that describes the aforementioned example is presented in Fig-
ure 2.1. The values on the edges in Figure 2.1 represent the probability for
each pair of shoes to be compatible with the pair of trousers, conditioned on
its neighbours (the context of the outfit).

Graph Theory

The innovative idea presented in [1] is the use of GNNs [13]. GNNs have
attracted the interest of many researchers and are becoming more popular
constantly because most models that have been combined with GNNs have
achieved SOTA performances on different tasks [39]. A graph consists of
nodes and edges. The nodes are representing the fashion products and the
edges are connecting the products that are compatible. There are two kinds of
graphs, directed and undirected. Undirected graphs are symmetrical, mean-
ing that bidirectional arrows exist among the products. For the purposes of
this project, we are going to use only undirected graphs.
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Figure 2.1: A pair of trousers can belong in two different outfits and can be
compatible with two different pairs of shoes. When the context is a) casual or
b) formal, then a different pair of shoes is chosen, conditioned on the context.
Figure has been taken from [1].

A mathematical representation of a graph is G = (V , E), where V are the
nodes, and E are the edges of the graph G. It is also common to represent a
graph through an adjacencymatrixA. The adjacencymatrix is a squarematrix
that contains as many rows as the number of nodes, and it contains zero values
between the nodes that do not have a link and nonzero values between the
nodes that are connected. If the adjacency matrix contains nonzero values on
the diagonal, then it means that the graph contains self-connections. Moreover,
symmetrical and asymmetrical adjacency matrices represent undirected and
directed graphs, respectively.

Some products (nodes) can have more connections than other products,
therefore it is convenient to normalize the adjacency matrix. The normaliza-
tion of the adjacency matrix can be done with the help of the degree matrix
Di,i =

∑
j Ai,j , where D is a diagonal matrix of the same dimensions as the

adjacency matrix. Each nonzero element of D is equal to the sum of the row-
values in the adjacency matrix. The authors in [1] have used the asymmetrical
normalization function, which is defined as D−1A. In the DL literature, we
can findmore normalization functions like the symmetrical normalization [40]
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which is defined as D−1/2AD−1/2. Both normalization methods are going to
be examined during this project. For better comprehension of the differences
between the two normalization approaches, a numerical example is presented
in subsubsection A.1.

An item can be compatible with multiple items and these items can be
compatible with other items that are not compatible with the first item. The
neighbors of the neighbors are expanding exponentially and there are different
contributions and correlations between a product and its first-step neighbors
compared to its second-step neighbors. The first-step neighbors are defined
as the direct neighbors of a node. The s-step neighbors of the n node are the
nodes that can be reached from the n node after s-steps, without visiting a node
more than once.

In this project, only 1-step neighbors are going to be used. Also, it is very
important to measure the contribution of the different number of neighbors.
Therefore, during the experiments, we are going to examine the contribution
of the k-neighborhood on the tested products. An illustration that helps to
understand the product’s k-neighborhood and the s-step neighbors can be vi-
sualized in Figure 2.2.

Figure 2.2: Trying to predict if an edge exists between the blue nodes (a)
without any contextual information, whichmeans 0-step neighbours and k = 0

neighbours in total, (b) utilizing only 1-step neighbours and k = 2 neighbours
(green) per node, in total, (c) utilizing 2-step (yellow) and 1-step neighbours
(green) resulting in k = 4 neighbours per node, in total. Figure has been taken
from [1].

Traversing and searching nodes on a graph can be done with the help of the
Breadth-First-Search (BFS) and Depth-First-Search (DFS) [41] algorithms. In
this project, BFS is going to be applied to find the k-neighbors of an item since
we are interested to find first the 1-step neighbours and then move to the s-step
(s > 1) neighbours. When the BFSmethod is applied on a node, it then defines
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the node as a root-node and it traverses first to all the 1-step neighbors. After
visiting all the 1-step neighbors, then it will go one level deeper and visit the
2-step neighbors. This procedure is continuing iteratively.

Through this project, we define as 0-step adjacency matrix the adjacency
matrix A0 = I (where I is the identity matrix of dimensions equal to the
adjacency matrix), that contains only self-connections. We also define the
1-step adjacency matrix as A1 = A + I. If we want to calculate a s-step
adjacency matrix, when s > 2, then we can consider an adjacency matrix as
an unnormalized transition probability matrix, where it gives the probability
to transition from the node i to the node j, (i −→ j). An adjacency matrix, that
contains the s-step neighbours, can be computed by taking the dot product of
the adjacency matrix with itself, s times (Equation 2.1). Then, we need to
set to zero the values of the s-step adjacency matrix that are not equal to 1
(Equation 2.2).

Âs>1 =
s∏

i=1

A (2.1)

As>1,(i,j) =


0 if i = j

0 if Âs>1,(i,j) 6= 1

1 if Âs>1,(i,j) = 1

(2.2)

For example, if all s-step adjacency matrices until s = 3 (A3) are re-
quested, then the following equations have to be computed sequentially:

Â2 =
2∏

i=1

A = AA (2.3)

A2,(i,j) =


0 if i = j

0 if Â2,(i,j) 6= 1

1 if Â2,(i,j) = 1

(2.4)

Â3 =
3∏

i=1

A = AAA = A2A (2.5)

A3,(i,j) =


0 if i = j

0 if Â3,(i,j) 6= 1

1 if Â3,(i,j) = 1

(2.6)

A numerical example of the aforementioned example is presented in sub-
subsection A.1.
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ResNet

As mentioned earlier, the nodes of the graph are representing the products.
More specifically, they represent the visual features that have been extracted
from the images of the products. Based on Transfer Learning [25] and Self Su-
pervised [26] techniques, it is not necessary to re-train from scratch a model to
extract strong visual features that will represent the products, but it is possible
to use an already pre-trained model. To extract the visual features, Cucurull,
Taslakian, and Vazquez [1] used a pre-trained ResNet-50 [34] (50 layers) on
ImageNet [42]. The ImageNet [42] is a large dataset of images containing
over 14 millions of images and over 20 thousands of categories. The ResNet-
50 [34] used in this project was trained on 1000 categories.

ResNet [34] consists of blocks and residual (skip) connections. Each block
contains sequentially a CNN and a Batch-Normalization [43] (BN) layer, mul-
tiple times. At the end of each block, a Rectified Linear Unit [44] (ReLU) is
applied. ReLU is an activation function and it can be computed asReLU(x) =
max(0,x). Inside the blocks, residual connections are also used. A residual
connection can be considered as a skip connection or as a shortcut. The resid-
ual connections allow the propagation of the information from the input to the
deeper layers. Thus, different levels of information can be extracted from the
input at the different levels of the ResNet [34].

Graph-Convolutional-Network

The training of a Feed-Forward (FF) Deep Neural Network (DNN) that
is Fully-Connected (FC) has many limitations, when it is trained with images
as inputs. The FF DNNs that are FC are easy to overfit and they need an
enormous capacity of a GPUmemory. Thus, we can use a convolutional layer,
a lighter version of FC FF networks, to extract the important information from
the images. A convolutional layer can be characterized in a similar manner as
a filter and it consists of a fixed-size FC window, which slides along the image.
The window’s dimensions are significantly lower than the dimensions of the
entire image. Sliding the window around the image is a trivial task since the
topology of the image is very specific.

On the other hand, the topology of a graph is unique and the number of
neighbours per node is varying, therefore a CNN-kind filter is almost impos-
sible to be applied. The most established way to apply the idea of a CNN-
layer on graphs is the GCN-layer proposed by Kipf and Welling [3]. We can
compute a GCN-layer based on Equation 2.7, by assuming Z(0) = X (where
X ∈ RN×F are the extracted visual features from the products, N is the num-
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ber of products in the graph and F is the dimensions of the extracted visual
features).

Z(l+1) = ReLU

(
S∑

s=0

ÃsZ
(l)Θ(l)

s

)
(2.7)

Where, Ãs is the normalized adjacency matrix at step s and Θ
(l)
s are the

learnable parameters at step s and layer l. The symmetrical normalized adja-
cencymatrix is computed as Ãs = D

−1/2
s AsD

−1/2
s , whereas the asymmetrical

normalized adjacency matrix is computed as Ãs = D−1s As. The 0-step ad-
jacency matrix is representing a graph with only self-connections A0 = IN ,
where IN is the identity matrix of N × N dimensions. The 1-step adjacency
matrix is defined as A1 = A + IN , where it also includes self-connections.

In DL, researchers use different tricks like BN [43] and Dropout [45] to
improve the performance. BN is a normalization technique that is applied to
the outputs of each layer, preventing the gradients to explode or vanish. The
BN technique allows the model also to learn faster, become more stable and
improve its performance. The Dropout is helpful because it switches off some
nodes with some probability during the training phase, forcing the model to
have a more general and robust behavior. The Dropout acts on models as
regularization. The authors in [1] have applied Dropout before each Zl and
BN after each Zl, for l ∈ {0, . . . , L}, where L is the number of GCN-layers.

Graph-Auto-Encoder

The CA-GCN [1] model is based on a Graph Auto-Encoder (GAE) model,
inspired by the Variational-Graph-Auto-Encoder (VGAE) introduced by Kipf
andWelling [40]. The Auto-Encoders (AEs) belong to the unsupervised learn-
ing family and they have two parts, an encoder and a decoder part. The layer
between the encoder and the decoder (intermediate layer), can be found in
the literature under the name bottleneck layer. When the bottleneck has lower
dimensions than the input, then the AE is named undercomplete.

The undercomplete AEs are trying to compress the input’s information
(reducing the dimensions) to a latent space using the encoder part and then
the decoder part is trying to restore the information and reconstruct the initial
data (the input). In order to learn to reconstruct the input at the decoder, an
AE is trying to minimize a loss function that measures the distance between
the input and the output.

The Variational AEs [46] (VAEs) are more complicated than the regular
AEs and they are usually preferred as generative models. The AEs are trying



CHAPTER 2. BACKGROUND 15

to map the input to a vector in the feature space, whereas VAEs are trying
to map the probability distribution that represent the input data, in the latent
space. Mathematically, the encoder part of VAEs can be formulated as q(z|x),
where z is the latent vector, x the input vector and q is a probability distribu-
tion. The decoder part of VAEs can be formulated as p(x′|z)p(z), where p is
a probability distribution. In the DL literature, the decoder is also known as
the generative part of the VAEs since we can sample from p(z) (the prior) and
generate a new x′.

The objective function that needs to be optimized in VAEs contains an
extra term that regularizes the loss function. The extra term is the Kullback-
Leibler [47] (KL) divergence. Thus, the loss function contains a term that
measures how well the decoder has reconstructed the input (distance between
x and x′, similar to AEs) and how far away the two distribution functions are,
based on DKL(q, p), where DKL is the KL divergence when it is applied on
discrete probability distributions.

The AEs and VAEs have been used for different tasks in research, like
compressing data to a latent space, denoise data, etc.. The denoising task is a
simple task, where the model is fed with a noisy input and the encoder tries to
map the input to a latent space. Then, the decoder tries, from this latent space,
to restore the original clean input. Regarding GAE or VGAE [40] the input
to the model is a noisy adjacency matrix, which is defined as an adjacency
matrix with masked connections. The GAE tries to encode the information
of the noisy adjacency matrix to a latent space and then the decoder tries to
rebuild the original adjacency matrix, by predicting if an edge exists between
two nodes in the clean adjacency matrix. The encoder part of a GAE model
consists of GCN-layers, which try to embed the features of the products to
a latent space, by taking into consideration their neighbours as described in
Equation 2.7.

The final goal is to restore the original adjacency matrix and therefore the
decoder has to produce a probability that will describe if an edge exists be-
tween two nodes. Also, it is important for the decoder to be symmetrical since
the graph is undirected. This means that there is an equal probability of the
nodes (i, j) to be connected as for the nodes (j, i), or mathematically expressed
P (i, j) = P (j, i). Based on the aforementioned, the decoder can be computed
based on Equation 2.8.

P (i, j) = σ

(∣∣∣z(L)
i − z

(L)
j

∣∣∣wT + b

)
(2.8)



16 CHAPTER 2. BACKGROUND

Where z
(L)
i is the embedded vector from the last layer (bottleneck layer)

of the encoder (z(l)
i is the i−th row from the Z(l) matrix), w is a learnable

vector (weight), b is a learnable scalar (bias), and σ(·) is the sigmoid activation
function. The absolute operator is ensuring the symmetrical behavior of the
decoder. A visualization of the GAE is illustrated in Figure 2.3.

Figure 2.3: Illustration of a GAE model that predicts the Compatibility Score.
The GAE consists of (a) the input graph that contains the features per node (b)
the encoder part, where it embeds all the information from the neighbouring
nodes c) the decoder that will try to predict if an edge exists between the nodes.
Figure has been taken from [1].

The CA-GCN [1] model is trained with full-batch GD, meaning that it
requires only one update and all the edges are being evaluated simultaneously.
The objective function that CA-GCN [1] is trying to optimize is namedBinary-
Cross-Entropy (BCE). The optimizer used to optimize the objective function
in [1] is the Adaptive moment estimation (Adam) introduced by Kingma and
Ba [48].

Positive & Negative Edges

The CA-GCN [1] model has been used to learn two kinds of relations
among the fashion products. The first category of relations describes which
fashion items are compatible and the second category describes if two prod-
ucts are likely to be bought together or from the same customer. Each different
relation needs to be treated in a different way.

When the relation of the products is compatibility, then the public datasets
provide training, validation and testing outfits. Vasileva et al. [10] have shown
that it does not significantly change the performance of their model, regarding
the FITB and CE tasks, by forbidding or allowing the same products to exist in
the different datasets. Cucurull, Taslakian, and Vazquez [1] have generated an
adjacency matrix per dataset and they allowed the products to exist in different
datasets, but the edges that are going to be learned or evaluated are unique per
dataset.
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The edges Ephase of each dataset (phase ∈ {training, validation, testing})
are categorized as positive and negative. The positive edges Ephase,pos are the
edges that are connecting the compatible products, and the remaining are the
negative edges Ephase,neg. The positive edges are divided equally to the mes-
sage passing edges Emsg

phase and the edges that we can evaluate or learn Eevalphase,pos,
thus |Eevalphase, pos| = |E

msg
phase|. The message passing edges Emsg

phase consist only of the
positive edges and they are always visible to the model since they are used to
propagate the information among the nodes.

From the negative edges Ephase,neg, the authors in [1] sample randomly the
negative edges for evaluation Eevalphase,neg, where |Eevalphase,neg| = |Eevalphase, pos|. The
evaluation edges Eevalphase consist of positive and negative edges, which means
that the positive evaluation edges Eevalphase are presented as negative edges to the
model. The model is called to predict a probability per evaluation edge, which
will describe how probable it is for one edge to be positive. During the train-
ing and validation phase all the available edges of the training and validation
dataset are utilized, respectively. During the testing phase, the researchers in
[1] use the BFS searching algorithm to find the k neighbours (from the mes-
sage passing edges of the testing outfits) of each node and evaluate the model
conditioning on the different values of k.

On the other hand, as far as the second category of relations is concerned,
the authors in [1] have generated one general adjacency matrix. The posi-
tive edges Epos of the adjacency matrix have been split randomly to Ephase,pos,
where phase ∈ {training, validation, testing}. Afterwards, the Ephase,pos are
equally divided to the message passing edges Emsg

phase, pos and to the evaluation
edges Eevalphase, pos. The message passing edges Emsg

phase, pos are the edges that have
been sacrificed to propagate the information among the nodes and they are
always provided to the model.

Cucurull, Taslakian, and Vazquez [1] have sampled randomly from the
general adjacency matrix an equal number of negative edges Eevalphase,neg as the
|Eevalphase, pos|. During the testing phase, the researchers in [1] tried to predict
the Eevaltesting, for different values of k, when the testing message passing edges
contain also the edges that exist in Etraining and Evalidation.

2.3.2 Cluster-GCN
The simplest way to train a GCN [3] model is by using a full-batch GD,

which means that one batch contains the entire graph. Optimization tech-
niques, like Stochastic Gradient-Descent [49] (SGD), have better performances
when multiple updates are taking place during one epoch. Also, when a new
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product is introduced to the graph, then the adjacency matrix is increased by a
row and a column meaning that it will have 2N +1 (N is the initial number of
products) extra elements. Thus, the need for training a model with mini-batch
GD is rising.

Hamilton, Ying, and Leskovec [16] and Chen, Ma, and Xiao [18] have
introduced the GraphSAGE (SAGE stands for SAmple and aggreGatE) and
FastGCN models, respectively; two approaches to train a GCN model with
mini-batch GD, where [16] is sampling a fixed number of neighbors during
the back-propagation phase and [18] is improving the GraphSAGE by using
importance sampling, a technique that reduces the variance in theMonte Carlo
method used in FastGCN [18]. In general importance sampling is an approx-
imation method that we can use to estimate the properties of the probability
distribution function f , by using a probability distribution function g, when
we can have access only to the generated samples from the f probability dis-
tribution function.

Unfortunately, both methods (GraphSAGE and FastGCN) are improving
the memory issue at the cost of speed per epoch. Also, these two approaches
are facing some limitations with respect to the GPU memory, when there is a
need to use deeper GCNs since they have to sample their neighbors, meaning
that the data in the GPU is increasing significantly. Thus, there is a need to sig-
nificantly reduce the number of sampled neighbors, which has a consequence
of losing important information from the neighbors.

A better way to sample the neighbors, which also reduces the number of
neighbors, is based on the variance reduction technique, named Variance Re-
duction GCN (VR-GCN), introduced by Chen, Zhu, and Song [17]. VR-GCN
achieves better speed per epoch, compared to the GraphSAGE and the Fast-
GCN. A downside of the VR-GCN technique is that it needs to sacrifice some
memory because it needs to keep in the memory all the intermediate embed-
dings of all the nodes, as described by Chiang et al. [2].

Chiang et al. [2] introduce the Cluster-GCNmodel, whichmanaged to train
very large graphs with deeper GCNs. The Cluster-GCN is partitioning the
graph to multiple clusters based on METIS, a graph clustering software pack-
age, which implements the multilevel method introduced by Karypis and Ku-
mar [50]. By shuffling the clusters (partitions) and feeding the model with a
different combination of clusters as one mini-batch, the model can achieve
comparable performance to a model that utilizes full-batch GD during the
training.
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METIS

Cluster-GCN proposes a way to reduce the GPU’s memory, by creating
clusters of nodes. A cluster can be created by partitioning the graph randomly.
Chiang et al. [2] have shown that the labels of the nodes per cluster are not
distributed evenly, when a graph has been partitioned randomly. Therefore,
they suggest usingMETIS [50], where the partitioning of the graph takes place
in such a way that the clusters are not anymore biased towards a specific label.

METIS [50] is partitioning a graph by applying Multilevel Graph Bisec-
tion. The multilevel method contains three phases. The first phase is named
Coarsening Phase, which produces C sub-graphs G1, · · · ,GC ⊂ G. The graph
G is the original graph, and Gi,Gj are sub-graphs, where Gi contains more
nodes in total than Gj , when i < j and Gi contains unique nodes. This is done
by optimizing a heuristic, named heavy-edge heuristic, introduced in [50]. The
second phase is named Partitioning Phase, where the method partitions the
sub-graph Gj in such a way that the nodes are almost equally divided. This is
done with the help of a bisection technique. The third phase is namedUncoars-
ening Phase. During the last phase, each partition of the graph Gj is projected
to the Gj−1, and then sequentially (or recursively) to Gj−2 until it reaches the
original graph G. At each projection the partition is continuously refined.

Chiang et al. [2] have introduced two ways that mini-batch can be applied,
after partitioning the graph with METIS [50]. The first approach is named
single-cluster and the second is named multi-cluster.

Single-Cluster

The METIS [50] requests from the user to define how many partitions are
required per graph. Each smaller sub-graph generated by METIS [50] is a
single-cluster. A mini-batch approach that could be used to train a GCN [3]
model is by using each single-cluster as one mini-batch. This means that the
model will be updated after seeing each single-cluster. If the total number
of single-clusters is one, then the specific approach is exactly the same as a
full-batch approach.

Mathematically, this can be formulated as G =
[
G1, ...,GC

]
, where C is

the number of total clusters. Each Gi contains specific and unique nodes and
edges Gi = (Vi, Ei). We can represent an adjacency matrix A′ that includes
only the C clusters as in Equation 2.9. The A′i is the adjacency matrix for the
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single-cluster Gi.

A′ =

A′1 · · · 0
... . . . ...
0 · · · A′C

 (2.9)

Multi-Cluster

Training with single-clusters would trigger a cautious reader to observe
that A′ contains fewer edges compared to the original A, meaning that sig-
nificant information is missing. The missing edges are the edges between the
sub-graphs Gi and Gj or in the adjacency representation the edges between A′i
and A′j , when i 6= j. The authors in [2] propose to shuffle the clusters and
sample randomly without replacement a fixed number of clusters. Then, the
missing edges can be re-introduced to the adjacency matrix that we feed to the
model. Thismeans that a batch nowwill containmore than one single-clusters.
Then the adjacency matrix per batch is based on Equation 2.10.

Abatch =

A′1,1 · · · A′1,b
... . . . ...

A′b,1 · · · A′b,b

 (2.10)

Where the subscript b is the number of sampled clusters, and it can be
considered as the batch-size. The diagonal matrices remain the same (A′i,i =
A′i) and the non-diagonal matrices (A′i,j = A′Tj,i) aggregate the information
from both A′i and A′j . In that way, there are no missing edges anymore and
by shuffling at each epoch the single-clusters, all edges will be fed to the model
based on the law of large numbers.

Using the Abatch compared to the A′i, is what the authors in [2] are calling
mini-batch training with multi-clusters. When multi-cluster training is used,
then it is required to performmultiple updates since each update will be condi-
tioned on a different combination of clusters. After multiple updates, most or
all combinations of clusters are going to be fed to the model. This technique
can be considered similar to applying Dropout [45] to the adjacency matrix,
where some edges have been masked out to force the model to produce more
robust results.

In Figure 2.4, we present an example of how multiple-clusters are used in
[2]. The adjacency matrix in Figure 2.4 have been partitioned into C = 10

clusters. By using batch-size equal to 2, we can sample randomly 2 clusters and
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Figure 2.4: The original partitions are C = 10. The batch-size is equal to
2 and every epoch different clusters are sampled randomly. Figure has been
taken by [2].

combine them as one batch. As illustrated in Figure 2.4, the model receives
different combination of single-clusters at each epoch.

Objective Function & Optimizer

Cluster-GCN [2] is a model that has been introduced to cluster correctly
the labels of the nodes. Thus, the objective function will be dependent on the
nodes, instead of the edges. The loss function per batch is calculated as in
Equation 2.11 and the loss for the entire epoch is calculated according to the
Equation 2.12.

LAbatch,i =
1

|Vi|
∑
j∈Vi

loss(yj, uj) (2.11)

LA =
∑
i

|Vi|
N
LAbatch,i (2.12)

The loss is the desired objective function that the model uses to optimize,
uj is the predicted class of the model for the node j, yj is the target for the node
j and |Vi| is the total number of nodes that the batch contains. The subscript i
in Abatch,i stands for the ith cluster. Abatch,i can be equal to A′i when the model
is trained with single-clusters. The number N is the total number of nodes in
the original graph. The optimizer used to optimize the objective function in
[2] is Adam [48].

Time & Memory Complexity

A common way to compare the different approaches [2, 3, 16, 17, 18],
that have been used for node classification with mini-batch GD, is achieved by
comparing their complexity with respect to computational time and memory.
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The Table 2.1 provides the time and memory complexity per method. The
notation used in Table 2.1 is explained below:

L is the number of layers.

N is the number of nodes.

||A||0 is the number of nonzero values in the adjacency matrix.

F is the number of features (visual features).

b is the batch size.

r is the number of sampled neighbours per node.

Table 2.1: This table describes the time and memory complexity of the differ-
ent mini-batch approaches that have been described. The table has been taken
from [2].

Methods Time Memory
Complexity Complexity

Full-batch GCN [3] O(L||A||0F + LNF 2) O(LNF + LF 2)

GraphSAGE [16] O(rLNF 2) O(brLF + LF 2)

FastGCN [18] O(rLNF 2) O(brLF + LF 2)

VR-GCN [17] O(L||A||0F + LNF 2 + rLNF 2) O(LNF + LF 2)

Cluster-GCN [2] O(L||A||0F + LNF 2) O(bLF + LF 2)

2.4 Metrics Background
The current section presents in detail the metrics that researchers have used

to evaluate their models to predict compatibility and later it describes a metric
to measure the similarity among the generated embedding vectors.

2.4.1 Compatibility
The metrics that we present below to measure the model’s performance on

predicting the compatibility among fashion items are applied in the same way
as in [1] and they have been adopted by the works in [4, 10].
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Compatibility-Estimation

The Compatibility-Estimation (CE) of two products can be represented as
a probability that measures the likelihood of two products to be compatible.
When it is requested tomeasure the CE of an outfit, then it is needed tomeasure
the CE of all the pair-items in the outfit. The CE of the entire outfit is calculated
by taking the average of all the pairwise CEs. This means that a model, which
has to evaluate the CE of an outfit of N products, needs to perform N(N−1)

2

CEs (one per pair).
The probability, which describes if two products are compatible or not, is

calculated based on the Receiver Operating Characteristic (ROC) Area Under
Curve (AUC) [51]. The ROC curve is a graphical plot that is used for visu-
alizing the performance of a classifier and is constructed based on the True
Positive Rate (TPR) and the False Positive Rate (FPR). The x-axis is repre-
sented by the FPR and the y-axis by the TPR. The TPR is the ratio of the
True Positive (TP) predictions over the total Positive (P) data in the dataset,
TPR = TP

P
. The P data consist of the TP and the False Negative (FN). The

FPR is complementary to the TPR, meaning that TPR + FPR = 1.
The AUC is a metric that measures how well a model can differentiate the

classes and it can be computed based on the Equation 2.13:

AUC =

∫ 1

x=0

TPR(FPR−1(x))dx (2.13)

where TPR(T ) : T −→ y(x) and FPR(T ) : T −→ x.
The CE questions that we use for evaluating the models’ performance have

been created only by using the testing outfits.

Fill-In-The-Blanks

The FITB metric is a metric that is mimicking the recommendation task.
A question that consists of an incomplete outfit and a finite number of possible
answers, including the correct masked item, is posed to the model. The model
is then called to identify which answer is the best, regarding the completion
of the outfit. First, the model has to check all the possible answers one-by-one
and calculate the CE. The product that returns the higher CE is the answer
that the model is choosing. The difficulty of the FITB task varies based on
the available answers. If the answers are coming from the same category then
it is harder for the model to choose the correct answer. Finally, it is worth
mentioning that, the FITB questions that we use for evaluating the models’
performance have been created only by using the testing outfits.
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2.4.2 Similarity
It is very important to know which products are similar because they will

have similar behaviors with respect to recommendation, allocation systems,
etc.. Recommendation systems are systems that try to help customers by rec-
ommending them fashion items to complete an outfit with respect to their
preferences. Allocation systems are responsible to distribute efficiently the
different fashion items to the storage units and physical stores with the goal to
maximize the profits by satisfying as many customers as possible.

Two products that are similar and are represented by two orthogonal vec-
tors (i.e. one-hot encoding), will not provide any important information to the
different use-cases and therefore the choice of embedding space is very im-
portant. Some of the most common similarity metrics are: Cosine-Similarity
and K-means [52, 53].

K-means Metric

K-means [52, 53] is an unsupervised learning model, which tries to cluster
the data (embedding vectors) based on a distance-metric (usually the distance
metric is the Euclidean distance) and a number of clusters that have been de-
fined by the user. The model will generate as many centroids as the number of
defined clusters by the user. The centroids will be updated until the algorithm
converges and finds the best centers per cluster in the multi-dimensional em-
bedding space. Choosing the correct number of centroids manually is one of
the biggest limitations of the K-means metric.

The centers will be placed in such positions that the data close to the center
will have the same properties. Similar properties mean that the products will
not only be similar but that they can also follow similar behaviors. For exam-
ple, if a model has been trained to generate embedding vectors conditioning
on the products that exist in the same basket, then the data per cluster will be
products that have been bought together.

Silhouette-Score & Homogeneity-Score

When the clusters are generated by the K-means[52, 53] method, then the
user needs to define the number of clusters and therefore there is also a need
to measure the consistency of the clustered data. A common way to measure
the consistency of the clustered data in the literature is through the Silhouette-
Score introduced by Rousseeuw [54]. The Silhouette-Score results in a value
per datum in the interval [−1, 1], where 1 means that the specific datum is
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more similar to the data in its cluster than the data in the other clusters. When
Silhouette-Score is closer to −1, it means that the datum per cluster is less
similar to the data in its cluster.

Another commonway to evaluate the robustness of the generated clusters is
to use the Homogeneity-Score introduced by Rosenberg and Hirschberg [55].
The Homogeneity-Score returns a value in the interval [0, 1], where 1 means
perfectly homogeneous labeling and 0 the exact opposite. By perfectly homo-
geneous labeling, it is meant that a cluster contains data that have all the same
label. To calculate the Homogeneity-Score the user needs to provide extrinsic
labels, which dramatically affect the Homogeneity-Score.

2.5 Datasets
The datasets that we are going to use through this project are two public

datasets and two industrial datasets. The public datasets are named Maryland
Polyvore [4] and Amazon [5, 6]. The Maryland Polyvore [4] dataset provides
compatible outfits, whereas the Amazon [5, 6] dataset provides transactional
data. The two industrial datasets are provided by H&M, where the first one has
been created by H&M’s fashion experts, who defined which fashion items are
compatible and the second one is based on the transactional data that H&M
has collected from physical and online stores.

In general, the data can be categorized in two classes: a) transactional data
and b) compatible data. We have handled the compatible data in the same way,
regardless their origin (private or public sector). The compatible data contain
training, validation and testing outfits. We allowed the products to exist in
different phases (phase ∈ {training, validation, testing}), but the outfits per
phase are unique. The data per phase can be represented by a graph. The edges
per graph exist among the products that are compatible. For each adjacency
matrix we divided the edges to message passing and evaluation edges, where
both categories of edges have positive and negative edges.

The transactional data from the industry or the public sector have been
processed in the same way. We first split the transactional data based on the
products’ gender and then based on customers’ history or baskets. This means
that we have four categories that represent the relations among the products
(Women - Also Bought, Men - Also Bought, Women -Bought Together and
Men - Bought Together).

Each category has been treated as individual dataset, therefore for each
dataset we created a graph. If we condition on the customers’ baskets, then
an edge exists among the products if the products have been bought simulta-



26 CHAPTER 2. BACKGROUND

neously from the same customer. If we condition on the customers’ history,
then an edge exists among the products that the same customer has purchased
at any time. For each different category, we split the edges per adjacency ma-
trix to training, validation and testing edges. This means that all the products
are visible to the model. Then, we split again the edges per phase to message
passing and evaluation edges, where both categories of edges contain positive
and negative edges. The edges that are visible to the model are only the edges
per phase that it is processing.

In chapter 3 we present in detail our approach to partition the graphs, which
we compare with the approach presented in [1]. Furthermore, a more in detail
description of the aforementioned datasets can be found in chapter 4.



Chapter 3

Method & Metrics

This chapter introduces the CA-Cluster-GCN model and the way that we
proposed to modify the Cluster-GCN [2] model, before merging it with the
CA-GCN [1]. Eventually it describes the metrics that we are going to apply
for the evaluation of our proposed method.

3.1 CA-Cluster-GCN
In the previous chapter, we have presented two interesting models (CA-

GCN [1] and the Cluster-GCN [2]), extensively. The CA-GCN [1] can per-
form link-prediction, when two items are compatible with full-batch GD. The
Cluster-GCN is proposing a way to apply mini-batch GD on GCN models,
for nodes classification. We propose a model that can adopt the best parts
of the CA-GCN and the modified Cluster-GCN models, by giving birth to a
novel model named CA-Cluster-GCN. The modified Cluster-GCN allows it
to be used for link-predictions. The main goal of the CA-Cluster-GCN is to
improve the current CA-GCN model, by changing slightly its network archi-
tecture and make it applicable to bigger and/or denser graphs, by training the
model with the help of mini-batch GD.

The main idea, that the CA-Cluster-GCN is following, is the same idea as
the CA-GCN [1]. Thus, these two models will have many similarities. The
visual semantic features that entered the CA-GCN [1] model, have been ex-
tracted from a frozen ResNet-50. An end-to-end implementation that will al-
low the ResNet-50 to be also trained, would make the model much heavier,
with respect to the memory capacity and much slower. Thus, we decided to
add an Multilayer-Perceptron (MLP) in the beginning of the trainable model
(before the visual semantic features reach the encoder). This MLP has been

27
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added with the scope to tune and improve the visual semantic features. The
full architecture is illustrated in Figure 3.1. For simplicity, the Dropout [45]
and BN [43] layers have been omitted from the Figure 3.1.

Figure 3.1: The CA-Cluster-GCN model architecture including a frozen part
and a trainable part.

The CA-Cluster-GCN consists of two parts. The first part is frozen (non-
trainable) and the second part is trainable. The first part extracts the visual
features from the images based on a ResNet-50 [34]. The extracted visual
features and the adjacency matrix that contains all the relations among the
fashion items are fed to the second part of the model which is trainable.

The second part contains an MLP, which receives the visual features and
the output of the MLP in combination with the normalized adjacency matrix
is fed to the GAE model. The GAE model contains an encoder that consists of
GCN layers and a symmetrical decoder. The decoder is symmetrical because
we need the model to be able to predict if an edge exists among two fashion
items independently if the question posed for the edge i −→ j or j −→ i since
the graph is undirected (symmetrical adjacency matrix). The predictions of
the CA-Cluster-GCN model are probabilities, which describe the likelihood
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of an edge to exist among the fashion items, conditioned on their selected
neighbours.

3.1.1 Partitioning
The CA-Cluster-GCNmodel can predict if an edge exists among the nodes

conditioning on different concepts, like compatibility or the likelihood of buy-
ing products simultaneously or from the same customer. In the case of compat-
ible data that are provided in the form of outfits, the partitioning of the graph
can be done as described in [1], which is similar to the use of the entire graph as
one single-cluster [2] (full-batch GD). In the case of transactional data, where
all the products are not divided between the different datasets (training, valida-
tion and testing), it is required to partition the graph in more than one cluster.

Cluster-GCN [2] is a more difficult task when we have to apply it for link-
predictions because, if we follow its procedure for clustering the graph, then
the partitioning of the graph can result in having imbalanced positive and neg-
ative edges per cluster. Also, if the partitioning is performed based on METIS
[50], then there is not a way to ensure that the training edges will be included
in the adjacency matrices per cluster and not in the parts that consist of the
edges that connect the clusters. For example, we can assume a training edge
between the nodes a and b, where a belongs in cluster A′a and b belongs in
cluster A′b, then the edge (a, b) will appear in a batch if and only if A′a and
A′b are sampled simultaneously.

We propose a different way to split and partition the graph, with the pur-
pose of having a more balanced graph, for link-predictions. We suggest to first
split randomly the edges E to ETraining, EValidation, and ETesting, similar to the previ-
ous approach [1]. From each Ephase, phase ∈ {Training, Validation, Testing},
we can create an adjacency matrix Aphase. Then we recommend to partition
the Aphase to C clusters with METIS [50], which will generate C single clus-
ters per phase, A′phase,i, for i ∈ {1, . . . , C}. The adjacency matrix which
contains all the single clusters is presented in Equation 3.1. For simplicity, in
the future, we are going to omit the subscript "phase", therefore A′phase = A′.

A′phase =

A′phase,1 · · · 0
... . . . ...
0 · · · A′phase,C

 (3.1)

Each A′i contains the i-th sub-graph of the graph Gphase that contains the
Ephase edges. The following step requires to divide equally the edges E ′phase,i =
E ′i, which belong to the A′i, to message passing edges E ′ msg

i and evaluation
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edges E ′ evali . The trick of first partitioning the graph and then splitting the
edges to message passing and evaluation edges, avoids the problem that we
mentioned earlier, where the evaluation edges can belong to the edges that
connect different single clusters.

The validation and testing datasets are usually much smaller compared to
the training datasets and therefore it is not necessary to cluster/partition the
validation and testing graphs. In other words, only the training graph requires
to be partitioned. A diagram that shows the differences between the CA-GCN
[1] way and our proposed way to split the edges is illustrated in Figure 3.2.

(a)

(b)

Figure 3.2: A diagram showing how the edges are split when (a) full-batch GD
is applied, based on [1], (b) mini-batch GD is applied, based on our proposed
procedure.

The Figure 3.2 (a) presents how the edges split when a full-batch GD is
applied, where the edges split first to the different phases and then to message
passing and evaluation edges, per phase. This is the approach followed in [1].
The Figure 3.2 (b) presents how the edges split based on the proposed multi-
cluster approach, inspired by [2]. The edges split first into the different phases,
then the training edges are partitioned and finally the edges per cluster split to
message passing and evaluation edges.

A more detailed illustration through an example of our proposed way to
split the edges is presented in Figure 3.3. Assume the full adjacency matrix



CHAPTER 3. METHOD & METRICS 31

for one phase, which is illustrated in Figure 3.3. First, we need to partition the
graph, into three clusters. The cluster-1 contains the purple nodes, the cluster-2
contains the blue nodes, and the cluster-3 contains the turquoise nodes. Each
single-cluster (1, 2, 3) contains the edges that connect the nodes per cluster
(purple, blue, and turquoise, respectively). For simplicity in Figure 3.3, the
multi-clusters contain only the new edges that are introduced and not all the
edges that exist in each multi-cluster.

Figure 3.3: An example that illustrates our proposed method to split the edges.
First, we need to partition the graph and then split the edges to message pass-
ing and evaluation edges. The colorbar shows a colormap that indicates the
colours for single-clusters and multi-clusters.

When we want to train the CA-Cluster-GCN model with mini-batch GD,
we can shuffle the single clusters and sample randomly without replacement
b single-clusters. Then each multi-cluster will contain b single-clusters. For
example, we can assume a batch-size b = 2 and the sampled clusters at the first
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epoch are the cluster-1 and cluster-3. Then the multi-cluster (1, 3) will contain
the edges of the single-cluster-1, the edges of the single-cluster-3 and the edges
between the clusters one and three. The edges that connect the nodes of cluster-
1 and cluster-3 are the orange edges, the ones that connect the nodes of cluster-
1 and cluster-2 are the green edges and finally, the edges that connect the nodes
of cluster-2 and cluster-3 are the red edges, as presented in Figure 3.3.

Since we have the edges per cluster, then we can divide them equally to
message passing edges and to evaluation edges. In the case of multi-clusters,
we can use the half edges that connect the products of the different clusters, as
message passing edges and the remaining as evaluation edges. The only prob-
lem that arises with our proposed approach is that the training and evaluation
negative edges can vary for a different number of clusters because the negative
sampled edges are conditioned on the partitions.

To ensure that the negative edges will be unique per dataset and per cluster,
we recommend to copy the original full adjacency matrix, before splitting it to
the different phases. The copied adjacency matrix will contain all the positive
edges. Each time that we need to sample a negative edge, it is going to be
sampled from the remaining negative edges of the copied adjacency matrix.
Then the sampled edge will be used to update the copied adjacency matrix
and convert it to a positive edge. In this way, the negative edge will be marked
in the copied adjacency matrix as a positive and it will not be sampled in the
future as negative edge.

3.1.2 Objective Function
The objective function that we will try to optimize is going to be the BCE

with Logits Loss. We are proposing to include the sigmoid in the loss func-
tion to speed-up the calculations. The loss function per batch is described in
Equation 3.2.

Loss(y,u) =
1

M

M∑
n=1

(
ym log

(
σ(um)

)
+ (1− ym) log

(
1− σ(um)

))
(3.2)

Where y = [y1, . . . , yM ], ym ∈ {0, 1} is the target,M the number of eval-
uation edges (positive and negative) per batch, σ(·) is the sigmoid activation
function and um is the output of the linear function in the decoder. If we want
to compute the total loss per epoch, then we are going to evaluate it, in a sim-
ilar way as the authors in [2]. We are going to take a weighted average of all
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the losses per batch, as Equation 3.3 describes.

L =
∑
n

|En|
N

Loss(yn,un) (3.3)

Where |En| is the number of evaluation edges (positive and negative) per
batch, N is the total number of evaluation edges (positive and negative) and
Loss(yn,un) is the loss per batch. The yn are the targets for the n−th batch,
and un are the outputs of the decoder before applying the sigmoid activation
function, for the n−th batch. The weight for the n−th batch is |En|

N
.

3.2 Metrics
In section 2.4 we presented some metrics that we can use to evaluate the

strength of the CA-GCN [1] and our CA-Cluster-GCN models, with respect
to their ability to predict compatibility among fashion products and with re-
spect to the similarity of the generated embedding vectors. In this section, we
propose a different approach to evaluate the strength of our CA-Cluster-GCN
model with the help of Transfer Learning [25] techniques.

3.2.1 Transfer Learning & Tagging
DL is trying to solve a plethora of tasks, like regression and classification.

Training different models on the same (or similar) data from scratch to solve
classification problems are time and computationally expensive. A technique
that can re-use some parts of a pre-trained model from previous trainings is
named Transfer Learning. Transfer Learning allows a model, which has been
trained to solve a specific task (i.e. classification task), to be re-used partially.
The model is partially frozen and the rest of it is trainable. The trainable part is
updated based on new or similar data with the goal to classify them correctly.
An extensive work that describes how to perform Transfer Learning has been
conducted by Azizpour et al. [25].

The embedding vectors generated by the CA-Cluster-GCN model can be
used to solve different tasks. Inspired by the work of Azizpour et al. [25], we
are going to evaluate the strength of the generated embedding vectors and the
ability of the CA-Cluster-GCN model to be generalized, with the following
metrics.
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Tagging

H&M has high-level and low-level descriptions of its products. High-
level descriptions are characterized by the more general descriptions, like top,
bottom, etc., whereas the low-level descriptions are specific categories like
trousers, blouse, etc.. Focusing on specific categories which describe the
colour, the type of the products and the corresponding gender, a classifier can
be built as a tagging metric to evaluate how easy it is to train upon the gen-
erated embedding vectors. A tagging metric is a metric that can evaluate if
the embedding vectors contain any information that distinguish them based
on their type, colour and gender. Also, it is a helpful tool for the production
line, when big industries produce massive amounts of products that need to be
labeled manually.

The classifier can be an MLP model. An MLP model has multiple layers
of FF Artificial Neural Networks (ANNs). Each layer is FC to the previous
and next layer. Between the layers, it is common to utilize non-linear activa-
tion functions, like the tanh function or the logistic sigmoid function. Also,
researchers use different tricks like BN [43] and Dropout [45] to improve the
performance. In classification tasks, it is common to apply a SoftMax function
[56, 57] at the last layer. The SoftMax function normalizes the outputs based
on the following equation:

SoftMax(h)j =
ehj∑
i e

hi
(3.4)

Where h is the output of the last layer, and hi is the output of the i−th
neuron, in the last layer.

The tagging model consists of two parts. The first part is not trainable
(frozen) and it includes the encoder part of the CA-Cluster-GCN model. The
second part is a trainable MLP. The output of the MLP is fed to a SoftMax
layer as illustrated in Figure 3.4.

The objective function that the tagging model is trying to optimize is the
Cross-Entropy-Loss as described in Equation 3.5. The SoftMax layer has been
included in Equation 3.5 to speed-up the calculations.

Cross-Entropy-Loss =
∑M

m=1 Loss(hm, jm)

M

=
M∑

m=1

wjm

−hm,j + log
(∑

i e
hm,i
)

M

(3.5)
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Figure 3.4: The tagging model, where the first part is frozen (green) and the
second part (orange) is trainable. The input of the model are the visual features
X and the adjacency matrix A that describes the relationship among the prod-
ucts. The embedding vectors Z are entered to the MLP model which outputs
the h vector. The predicted label is selected based on the largest normalized
value by the SoftMax layer.

Where jm ∈ {0, ..., C − 1} is the index of each class for them−th output
per batch, C is number of available classes andM is the number of data per
batch. The weights w = [w0, . . . , wC−1] are included in the loss function, in
case of imbalance data. Imbalance data means that we do not have the same
amount of data per class, resulting in the model to be biased towards the class
with the most data. Each weight is defined as wj =

1
C

1
Nj
, whereNj is the total

number of data for the j−th class, in the training dataset.
To measure how imbalance are the data, we define the imbalance factor,

where it is calculated as the ratio max(Nj)

min(Nj)
. This ratio measures how bigger is

the dataset of the biggest class compared to the smallest. In other words, how
many times we need to feed the small class to the model until all the data from
the biggest class have been seen at least once from the model.

Transfer Learning on Customer Level

In DL training a model that can be generalized for different tasks is not
something trivial. By generalize, we mean that it can be adapted to simi-
lar tasks, without the need to re-train it from scratch. Transfer Learning [25]
techniques allow models to be transferred to different tasks. We decided that
it would be challenging for our CA-Cluster-GCN model not to use it only as a
pre-trained model for the tagging task, but take it one step further.

We decided to modify the transactional data provided by H&M and apply
a pre-trained CA-Cluster-GCN model, to predict theM most recent purchases
per customer. In that case only the decoder of the GNN model would be train-
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able and the rest of it will be frozen. Each customer will be fed to the model
as mini-batch.



Chapter 4

Datasets

This chapter will introduce the public and industrial datasets that we are
going to use through this project. There are two kinds of datasets provided by
H&Mand by the public datasets. The first type of datasets contains compatible
data and the second type of datasets contains transactional data.

4.1 Public Datasets
The public datasets are namedMaryland Polyvore andAmazon. TheMary-

land Polyvore dataset consists of fashion outfits, whereas the Amazon dataset
consists of the transactional data regarding clothing, shoes, and jewelry items.

4.1.1 Maryland Polyvore
Maryland Polyvore is a dataset1 created by Han et al. [4] (where most of

the authors are researchers from the University of Maryland), based on the
Polyvore website2. The website allows users to post outfits of their preferences
or create an outfit based on the existing items. The platform also contains the
images and text descriptions of the fashion items. An example of an outfit
from the website is illustrated in Figure 4.1.

The Maryland Polyvore dataset consists of 164,379 fashion items. Re-
searchers have collected in total 21,889 outfits and split them to 17,316 train-
ing outfits, 1,497 validation outfits and 3,076 test outfits. The average number

1The dataset can be found in the following link: https://github.com/xthan/
polyvore-dataset

2The link for the Polyvore’s website is https://www.ssense.com/en-us/
women?utm_source=polyvore.com&utm_medium=redirect.
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Figure 4.1: A sampled outfit from the Maryland Polyvore dataset, with the
images and the text description of each fashion item. The figure has been
taken from [4].

of items per outfit is 6.5 and the maximum number of items per outfit is 8.
From the testing outfits, the authors in [4] have created the FITB and CE

questions. The FITB questions have been created to mimic a fashion recom-
mendation task. In this case, the authors have masked one item from the outfit
and posed three alternative answers, where two of them have been sampled
randomly from the entire dataset and the third item is the masked one. The
model is being challenged to identify which item is the missing one. The to-
tal number of positive FITB questions is 3,076 and 4,000 are negative FITB
questions.

Later works, like in [1, 10], have shown that the types (categories) of the
randomly sampled items from the entire dataset are most times different from
the missing item’s type, making the task easier for the models. For example,
when a masked item is a pair of shoes and the randomly sampled items from
the entire dataset are a dress and a blouse, then the model can identify easier
that the pair of shoes is the missing item from the outfit. It would be much
harder if the model had to choose the correct pair of shoes if all the suggested
options were shoes. Therefore, the authors in [1, 10] introduced a new way to
sample the negative items. The negative items are being resampled from the
same category as the masked item, creating harder FITB questions.

From the testing outfits, the authors in [4] have also created fashion com-
patibility questions for CE. The authors have used the provided testing outfits
as positive outfits. The negative outfits were sampled randomly from the en-
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tire dataset. For each positive outfit, a negative outfit was created, by randomly
sampling the items. Cucurull, Taslakian, and Vazquez [1] and Vasileva et al.
[10] suggest a different and harder way to create negative outfits, by sampling
the items based on the same categories, as the categories of the positive outfits.
For example, a negative outfit with 4 items can be created by finding a positive
outfit with 4 items, where each item belongs in the categories a, b, c and d,
respectively. We can create a harder test dataset even for CE, by resampling
one item per category.

The authors in [1] have introduced one more approach that makes the
dataset even harder. Their approach utilizes only a subset of the entire out-
fit and to be more specific they use only three random items per outfit. Then
the model is being challenged to answer the compatibility and FITB questions
by seeing only a subset of the outfit. Based on the results presented in [1], the
performance drops, proving that this approach creates harder datasets.

4.1.2 Amazon
Amazon has made available a dataset3 [5, 6] that contains relations among

its products. There are four kind of relations:

(a) customers who viewed product A also viewed product B,

(b) customers who viewed product A bought product B,

(c) customers who bought product A also bought product B,

(d) products A and B have been purchased simultaneously from the same
customer.

From the four aforementioned relations, only (c) and (d) are going to be
utilized through this project. Amazon does not sell products that are only
related to fashion, but for the purposes of this project, we are going to focus
only on the products that are clothes, shoes, and jewelry.

Amazon also providesmetadata containing information regarding the prod-
ucts, like the type of the product, if it is made for women or men, price, etc..
We are going to follow the same approach as the authors in [1], where they
split the data based on the gender. Thus, four datasets have been created as
presented in Table 4.1.

3The dataset can be found in the following link: http://jmcauley.ucsd.edu/
data/amazon/links.html

http://jmcauley.ucsd.edu/data/amazon/links.html
http://jmcauley.ucsd.edu/data/amazon/links.html
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Table 4.1: The created datasets based on the public Amazon dataset.

Relation Also Bought Bought Together
Gender Women Men Women Men

The relation "Also Bought" represents the products that the customers have
bought independently, if the customers bought the specific products simulta-
neously or not and as result an edge exists between all the products that a
customer has bought. The relation "Bought Together" represents the products
that the customers have bought simultaneously, which means that there is an
edge between the products that exist in the same basket.

The metadata that Amazon [5, 6] has published contain a link of the image
per product. We are not going to use the provided links but we are going to
use the extracted visual features that Amazon provides [6]. The visual features
have dimensions of 4096 and they have been extracted with the help of a CNN
model, that was pre-trained on ImageNet [42]. The DNN used to extract the
visual features is a pre-trained model provided by the Caffe [58] deep learning
framework. The DNN model has 5 CNNs layers and 3 FC layers.

4.2 Industrial Datasets (H&M)
H&M contains high-quality information regarding the products, like la-

bels, text descriptions and high-quality images. The data used in this project
come from two sources. The first source consists of fashion experts’ opinions,
where they have created a dataset with pairwise compatible fashion items. The
second source comes from worldwide customers that H&M has gained. The
following subsections introduce the pairwise compatible data and the transac-
tional data.

4.2.1 Pairwise Compatible Data
H&M, as one of the biggest clothing-retail companies contains a plethora

of products, with images and attributes to describe the different products.
H&M also has fashion experts that have generated a dataset of pairwise com-
patible fashion items. The models presented in the earlier chapters are focused
mainly on the visual semantic of the products. Hence, the fashion products that
we chose from the provided dataset had to contain images, for the purpose of
this project.
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A product can have more than one image to represent it. From the different
images that were provided by H&M, we kept only the products that had images
obeying the following rules:

• The images should contain products standing by themselves, instead of
models wearing them, because we wanted to extract as much as possible
visual semantics (information) from the products.

• The images should contain the entire products in the frame, instead of
zoomed areas of the products.

• The images should contain products that have been captured from the
front side.

• The images should be provided in high resolution, for more detailed
visual information of the products.

• Each image should contain a single product, instead of packages.

H&M’s catalogs containmultiple products. Since we are interested in find-
ing which fashion products are compatible, we focused on fashion-items that
can create an outfit. This is why items belonging in categories like "Home"
and "Cosmetics" have been excluded. The types of the fashion products that
we kept for the needs of this project are presented in Table 4.2.

After cleaning the data, we wanted to create the outfits, which will be used
for generating the adjacency matrices and then the CE and FITB questions.
Creating outfits based on pairwise compatible data is not a trivial task since a
product can be compatible with many other products that are not compatible
with each other. To simplify the generation of the outfits, we decided to repre-
sent the data through a graph, where the nodes are the products and the edges
are connecting the compatible products. For manipulating the graph we used
a package named NetworkX [59], which is very useful for studying graphs.

The outfits based on the pairwise compatible products can be extracted
from the graph by finding all the maximal cliques of the graph. A clique is
referring to the nodes of the graph that are fully connected to each other. The
smallest clique consists of one node, and the next bigger clique consists of two
connected nodes. A clique Ci is defined as a maximal clique, if and only if
the Ci clique is not a sub-clique (subset) of another clique Cj . The NetworkX
package has a method to find all maximal cliques based on the algorithms
described in [60, 61, 62].
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Table 4.2: The following table contains the names of the groups (with bold
letters) and the names of the products per group based on H&M’s labeling.

Top
Jumper/Sweater T-shirt Outdoor jacket Rain coat/jacket

Cardigan Polo shirt Pullover Tunic
Tank top Corset/Tube top Blazer Coat
Body Strap top Slipover Bomber jacket

Hood jacket Other top Waistcoat Shirt
Other jacket Blouse Outdoor waistcoat Vest

Bottom
Leggings Trousers Rain trousers Shorts

Outdoor trousers Skirt
Dress

Other dress Halterneck dress Strap dress
Shoes

Wedge Sneakers Pumps Ballerina
Flip flop Sandal Flat shoe Sandalette
Bootie Other shoe Slippers Heels
Boots

Accessories
Hat/beanie Hair string Umbrella Waterbottle

Tie Ring Belt Cap/peaked
Dog Wear Sunglasses Scarves Bracelet
Gloves Bag Other accessories Giftbox

Hair/alice band Soft Toys Necklace Wallet
Earring Watch Hair clip Hat/brim

Swimwear
Bikini Swimwear bottom Swimsuit Swimwear top

Swimwear UV-Shirt Swimwear accessories
Socks / tights

Stay-ups Stockings Moccasins Kneehighs
Legwarmers Thick Socks Tights Leggings
Shapers Socks

Underwear / nightwear
Underdress Morning gown Long John Underwear bottom
Night gown Jump suit Tank top Underwear set
Short top Underwear accessories Body Other top

Sleeping sack Trousers Shorts Singlet
Bra Corset

We chose to use themaximal cliques, instead of the regular cliques because
in that way, we can avoid having large parts of outfits repeated in the training
and testing datasets. For example, it would be a trivial task for a model to com-
pute the CE for a testing outfit that has been created based on the non-maximal
clique Ci, which contains the products a, b, c, when in the training outfits, there
is an outfit created based on the maximal clique Cj , which contains the prod-
ucts a, b, c, d.

As outfit, we define at least two items that can be worn simultaneously
under some constraints. They are dependent on the categories of the products.
By combining two products from the groups Top, Bottom and Dress, we can



CHAPTER 4. DATASETS 43

formulate an outfit. Aswe can observe in Table 4.2, some type of products, like
Trousers, exist in more than one group (Bottom and Underwear / nightwear).
This raises the possibility of matching the same type from different groups.
Thus, we manually defined some allowed combinations that can formulate an
outfit for the groups Swimwear and Underwear / nightwear, as presented in
Table 4.3.

Table 4.3: A valid outfit needs to contain one of the presented combinations.

Top Bottom
All All

Dress All except Dress
All All

Swimwear Swimwear
Swimwear bottom Swimwear top

Bikini All except Bikini and Swimsuit
Swimsuit All except Swimsuit and Bikini

Top or Underwear / nightwear Underwear / nightwear
T-shirt Trousers

Other top Trousers
Jumper/Sweater Trousers

Cardigan Trousers
Blouse Trousers

Hood jacket Trousers
Tank top Trousers
Tank top Shorts

Bottom or Underwear / nightwear Underwear / nightwear
Trousers Other top
Trousers Tank top
Leggings Tank top
Skirt Tank top
Skirt Body

The Table 4.3 contains the combinations that an outfit must have to be
considered as a valid outfit. When we include two groups in one blue box, this
means that some of the products exist in both groups. For example the type
Trousers exist in both Bottom and Underwear / nightwear groups and it can be
combined with the type Other top from the Underwear / nightwear group.

Having one of the aforementioned combinations in an outfit does not make
an outfit valid if it contains more than two fashion items since it can contain
products that could not be worn simultaneously. For example, an outfit which
contains two products from the group Top, that can not be combined in the
same outfit are the "Outdoor jacket" and the "Coat". To resolve this issue, we
copied the outfit, resulting with two outfits. From the first outfit we removed
the "Outdoor jacket" and from the second outfit we removed the "Coat". This
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approach produced more outfits, but the average number per outfits decreased.
All the forbidden combinations of products that are not allowed to exist

simultaneously in an outfit are presented in the Table 4.4. The table is divided
into categories, where the types per category are treated as one type. It is
important to specify that an outfit can consist of products belonging to different
categories. For example, a valid outfit can contain a pair of trousers (category
6), a T-shirt (category 1) and a blazer (category 3).

Table 4.4: Table of forbidden combinations.

Category 1
T-shirt Shirt Blouse Tank top
Strap top Polo shirt Tunic Corset/Tube top

Category 2
Jumper/Sweater Other top Cardigan Slipover

Pullover Hood jacket
Category 3

Outdoor jacket Vest Coat Blazer
Other jacket Waistcoat Outdoor waistcoat Rain coat/jacket
Bomber jacket

Category 4
Swimsuit Bikini

Category 5
Underwear bottom Underwear set

Category 6
Other dress Halterneck dress Strap dress Skirt
Trousers Shorts Outdoor trousers

After generating all the valid outfits with respect to the aforementioned
constraints, we decided to create two kinds of datasets, where the average num-
ber of items per outfit will vary. The first dataset contains all the outfits that
we generated, meaning that an outfit consists of at least two fashion items.
The second dataset contains outfits that consists of at least three fashion items,
meaning that we removed all the outfits from the first dataset that have length
equal to two.

The next step that we had to execute was to split the outfits into training,
validation and testing outfits. Vasileva et al. [10] have created two kinds of
datasets, where the first allows items to participate in both training and testing
outfits, whereas the second kind of dataset forbids this behavior. The later
dataset is named "disjoint dataset" and it is considered as a harder dataset than
the first dataset. It can be considered as harder because there are products that
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the model has not seen before and it tries to estimate the compatibility among
them. However, the performance of both (joint and disjoint) datasets in [10]
was similar, therefore we decided to use the first type of dataset that allows
items to exist in both training and testing outfits since we wanted to create
as many as possible outfits. The Table 4.5 contains some statistics regarding
the aforementioned datasets, with the average and standard deviation of the
number of items per outfit.

Table 4.5: We provide some statistics for the generated datasets. The average
and the standard deviation values correspond to the number of items per outfit.

Minimum number of Average Standard Training Validation Testing
fashion items per outfit Deviation Outfits Outfits Outfits

2 2.64 2.21 126936 20309 22004
3 3.24 2.75 65771 10523 11401

From the testing outfits, we generate the CE and FITB questions. The pos-
itive CE questions are the generated testing outfits, whereas the negative CE
outfits have been generated randomly as in [1, 10]. The FITB questions con-
tain the testing outfits, where one item has been masked out. Three alternative
choices, that have the same type as the masked item, have been sampled ran-
domly. An illustration of one positive outfit, one negative outfit and one FITB
question can be found in Figure 4.2.

(a) (b) (c)

Figure 4.2: a) Positive outfit. b) FITB question. c) Negative outfit.

In Figure 4.2, the blue and red edges are representing the positive and nega-
tive edges among the fashion items, respectively. The yellow rectangle around
the fashion products are the products that have been given to the model as in-
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complete outfit. Further examples of FITB questions, positive and negative
outfits can be found in the section A.2.

4.2.2 Transaction Data
H&M’s transactional data come from numerous customers that are buy-

ing from the physical and online stores. The customers are buying products
after seeing them. Thus, it is important to have the images per product. The
images that we utilized per product have the same properties as described in
subsection 4.2.1.

Inspired by the way that Cucurull, Taslakian, and Vazquez [1] have split
the Amazon [5, 6] data, we chose to split the transactional data based on the
products’ gender (women and men) and the two different relations used in
[1]. The relations among the data are Also Bought and Bought Together. The
relation Also Bought means that the products that exist in a customer’s history
are fully connected to each other, if we represent the products as the nodes of
a graph, whereas the relation Bought Together means that the products that
exist in a customer’s basket are fully connected to each other.

To generate the datasets under the different categories, we set two con-
straints. First, each basket needs to have at least 2 items, independent of the
customer. After applying the first constraint, each and every customer must
have at least 4 baskets in a specific period of time. Finally, we were able to
generate the adjacency matrices that represent H&M’s transactional data, with
respect to the aforementioned relations and genders.

Customer Level

We are also interested to run experiments on a harder version of the trans-
actional data that would mimic a recommendation system. Consequently, we
generated a new dataset based on the transactional data, which contains a graph
(adjacency matrix) per customer. Each graph contains all the available prod-
ucts per gender. The graphs per customer are fully connected, meaning that
we see the entire customer’s history as context.

Then we masked out the edges of the M = 2 most recent products that
the customer has bought. In other words, the M most recent products are
standing alone in the graph without being connected with any other product.
The masked out edges are the edges that the model needs to predict as positive.
The remaining edges that exist per graph are the message passing edges.

Moreover, we sampled randomlyM products that have never been bought
from the same customer in the given time period. The edges that would con-
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nect the M sampled products with the products that the customer actually
bought, are the negative edges, which the model needs to predict. To make
the dataset even harder we re-sampled randomlyM products without replace-
ment that have never been bought from the same customer. Then we applied a
constraint that forces theM negative products to belong to the same categories
as the categories of theM most recent products that the customer bought.

4.2.3 Industrial Dataset to Evaluate the Generated Em-
bedding Vectors

In section 2.4 and section 3.2 we presented some metrics that we can use
to evaluate the generated embedding vectors. The industrial datasets that we
used for training the models contain a large amount of products and relations
among the products. For the evaluation of the embedding vectors with respect
to the metrics, we generated a smaller dataset.

Table 4.6: Data to evaluate the embedding vectors.

Group Imbalance Category All Train Validation TestFactor

Product 6.10

Trousers 2294 1586 342 366

Type

Jumper/Sweater 2173 1542 316 315
Other dress 1791 1248 277 266
T-shirt 1482 1023 236 223
Blouse 921 637 160 124
Shirt 918 659 122 137
Shorts 677 477 92 108

Hood jacket 555 386 82 87
Outdoor jacket 552 387 82 83

Skirt 538 368 75 95
Tank top 396 284 60 52
Blazer 357 260 54 43

Main 2.78

Black 3266 2309 472 485

Colour

Blue 2268 1566 348 354
White 1726 1213 265 248
Beige 1307 903 204 200
Grey 1152 804 178 170
Red 656 451 104 101
Green 522 358 87 77
Pink 451 329 64 58
Khaki 417 297 53 67
Orange 340 235 51 54
Yellow 317 222 40 55
Brown 232 170 32 30

Gender 1.65 Women 7841 5503 1181 1157
Men 4813 3354 717 742

The smaller dataset contains in total 12,654 products. The products con-
tain information regarding their type, the main colour, and gender. In Ta-
ble 4.6, we present some details regarding the products that we chose to use and
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how we split them to the different datasets for training, validation and testing.
The training, validation and testing datasets have been used separately for the
tagging task, but for the other task (similarity), we just used the aggregation
of all the datasets.

We would like to point out that, the data in Table 4.6 are highly imbalanced
and especially for the group that describes the products’ type. The imbalance
factor has been computed based on the training dataset since this dataset is the
one that will be responsible to update the weights of the model.

It is worthmentioning that some products in this dataset do not exist in both
industrial datasets (pairwise compatible data and transactional data). Also,
some models have been trained exclusively on one gender, meaning that they
have seen only the data for a specific gender during their training phase. Thus,
we decided to use the intersection of the data that the model used for training
itself and this smaller dataset that we presented in Table 4.6.



Chapter 5

Experiments & Results

This chapter first introduces the different architectures of the CA-Cluster-
GCN that we used for our experiments. Afterwards, it presents the results of
our CA-Cluster-GCN model on the public and industrial datasets.

5.1 CA-Cluster-GCN Architectures
TheCA-GCNmodel introduced byCucurull, Taslakian, andVazquez [1] is

a simpler version compared to our proposedCA-Cluster-GCNmodel. TheCA-
GCN [1] model is trained with full-batch GD, whereas our CA-Cluster-GCN
model can be trained with full-batch and mini-batch GD. Our implementation
of the CA-Cluster-GCNmodel allows us to modify the model’s architecture by
choosing the desired parameters, include or exclude the MLP part and choose
the normalization function. The names for the different architectures of the
CA-Cluster-GCN that we are going to examine in this Master Thesis, are pre-
sented in Table 5.1.

The column "Normalization Function" corresponds to the normalization
function that we apply to the adjacency matrices, which can be symmetric or
asymmetric. The "MLP" column describes when the MLP part was included
(X), or excluded in the CA-Cluster-GCN model. The "Graph Convolutional
Layers" column states how many are the layers that the encoder contains. The
"Graph Convolutional Nodes" column states how many nodes exist per Graph
Convolutional Layer (GCL). The notation [a, b, c] states that the first, second
and third GCLs contain a, b, and c nodes, respectively.

The data (adjacency matrices) can be partitioned in different ways. If we
partition the data in C clusters, then we can train or evaluate the CA-Cluster-
GCN model, by using only the single-clusters or the multi-clusters, as mini-
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Table 5.1: The different configurations of the CA-Cluster-GCN model.

Model Normalization MLP Graph Convolutional
Function Layers Nodes

CA-Cluster-GCN64
S (ours) Symmetric 3 [64, 64, 64]

CA-Cluster-GCN64
A (ours) Asymmetric 3 [64, 64, 64]

CA-Cluster-GCN64
S,MLP (ours) Symmetric X 3 [64, 64, 64]

CA-Cluster-GCN64
A,MLP (ours) Asymmetric X 3 [64, 64, 64]

CA-Cluster-GCN128
S (ours) Symmetric 3 [128, 128, 128]

CA-Cluster-GCN128
A (ours) Asymmetric 3 [128, 128, 128]

CA-Cluster-GCN128
S,MLP (ours) Symmetric X 3 [128, 128, 128]

CA-Cluster-GCN128
A,MLP (ours) Asymmetric X 3 [128, 128, 128]

CA-Cluster-GCN256
S (ours) Symmetric 3 [256, 256, 256]

CA-Cluster-GCN256
A (ours) Asymmetric 3 [256, 256, 256]

CA-Cluster-GCN256
S,MLP (ours) Symmetric X 3 [256, 256, 256]

CA-Cluster-GCN256
A,MLP (ours) Asymmetric X 3 [256, 256, 256]

CA-Cluster-GCN350
S (ours) Symmetric 3 [350, 350, 350]

CA-Cluster-GCN350
A (ours) Asymmetric 3 [350, 350, 350]

CA-Cluster-GCN350
S,MLP (ours) Symmetric X 3 [350, 350, 350]

CA-Cluster-GCN350
A,MLP (ours) Asymmetric X 3 [350, 350, 350]

CA-Cluster-GCN512
S (ours) Symmetric 3 [512, 512, 512]

CA-Cluster-GCN512
A (ours) Asymmetric 3 [512, 512, 512]

CA-Cluster-GCN512
S,MLP (ours) Symmetric X 3 [512, 512, 512]

CA-Cluster-GCN512
A,MLP (ours) Asymmetric X 3 [512, 512, 512]

batches. If C = 1, then we cannot use multi-clusters, but only one single-
cluster. This means that the model is going to be trained with full-batch GD
since all the data belong in one single-cluster. The CA-GCN [1] model has
been trained with full-batch GD (C = 1, single-cluster). Thus, if we choose to
use the CA-Cluster-GCN350

A model on the data that have been partitioned into
one single-cluster, then it is exactly the same as using the CA-GCN [1] model.
This happens because the researchers in [1] are using only the asymmetric
normalization function, 350 units per GCL and 3 GCLs in total.

Our implementation allows the user to change the MLP with respect to
number of hidden layers, hidden nodes and dropout per layer. The MLP that
we chose to use in this project contains two FC layers. The first layer takes
the visual features and convert them to 1024 dimensions and the second layer
decreases the dimensions to 512. After the first layer we apply dropout equal
to 0.15. The activation function that we apply to the output of each GCL is
ReLU [44].

We implemented our project with the help of the PyTorch [63] framework
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since the CA-GCN [1] and the Cluster-GCN [2] models have been imple-
mented by using the TensorFlow [64] framework. In Appendix B, the reader
can find more details about our implementation of our method, where we de-
scribe how to represent the large adjacency matrices with a more efficient way.
Furthermore, we motivate our choice to use the BCE with Logits Loss, which
results in more efficient implementation.

5.2 Results on Maryland Polyvore
The CA-GCN [1] model has achieved SOTA performance on the public

dataset Maryland Polyvore [4], with respect to FITB and CE.We want to com-
pare our CA-Cluster-GCN350

A model with the CA-GCN [1], which are similar
models, if and only if the data have been clustered into one single-cluster and
the sampling of the negative edges have been conducted as in [1]. The CA-
GCN [1] as well as our CA-Cluster-GCN350

A model have been trained under the
same parameters as it can be seen in Table 5.2 and they managed to achieve
similar performances. It should be underlined that the parameters presented
in Table 5.2 have been obtained from [1].

Table 5.2: Parameters for the CA-GCN [1] model and ours CA-Cluster-GCN
model.

Steps Learning Epochs Dropout on each Dropout in each
Rate Adjacency Matrix Encoder’s Layer

1 0.001 4000 0.15 0.50

Steps equal to one means that we used only 1-step neighbours during the
training and the evaluation phases. The duration of the training was defined as
4000 epochs, with early stopping, and each update was performed by the Adam
optimizer [48], which used a learning rate equal to 0.001. For each epoch, we
applied dropout equal to 0.15, to the adjacency matrices and we also applied
dropout equal to 0.50 to the inputs of each encoder’s layer.

In the literature, there are different ways to normalize an adjacency matrix.
We tried different normalization functions (symmetrical and asymmetrical)
and we achieved SOTA performance with respect to CE and FITB for our
implementation, when we used the symmetrical normalization approach (CA-
Cluster-GCN350

S ). In Table 5.3 we present the published performances from
[4, 10, 28] and our best performances for the CA-Cluster-GCN350

S and CA-
Cluster-GCN350

A models.
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Table 5.3: Experimental results on the Maryland Polyvore [4] dataset.

Models k Batch-size / FITB Accuracy (%) Compatibility AUC
Clusters Original Resampled Original Resampled

Outfit-Transformer [28] - 4 / - - 60.0 - 0.94
Bi-LSTM [4] - 10 / - 68.6 64.9 0.90 0.94
Siamese Net [10] - 256 / - 54.2 54.4 0.85 0.85
TA-CSN [10] - 256 / - 86.1 65.0 0.98 0.93

CA-GCN [1]
0

1 / 1
62.2 47.0 0.86 0.76

3 95.9 90.9 0.99 0.98
15 96.9 92.7 0.99 0.99

CA-Cluster-GCN350
A (ours)

0

1 / 1

62.1 46.7 0.87 0.77
3 92.0 85.4 0.99 0.98
10 93.7 86.4 0.99 0.98
15 94.9 87.9 0.99 0.99

CA-Cluster-GCN350
S (ours)

0

1 / 1

61.9 47.4 0.87 0.77
3 96.9 92.9 0.99 0.99
10 96.9 93.6 0.99 0.99
15 97.1 93.8 0.99 0.99

The CA-Cluster-GCN350
S managed to achieve SOTA performance, com-

pared to the CA-GCN [1] model, which differs only by the normalization
function. We also tried to improve the results a little bit further, by using the
CA-Cluster-GCN350

S,MLP model with full-batch GD since the dataset is small.
Unfortunately, the CA-Cluster-GCN350

S,MLP model overfitted, in the first epochs
and it was not recovering.

We can also observe that the performances of the CA-GCN [1] model and
ours CA-Cluster-GCN350

A model are not exactly the same for the different val-
ues of k > 0 and the different datasets. This phenomena can be explained
based on the different ways that we normalize our adjacency matrices. For
numerical stability and to avoid dividing with zero, we follow a different ap-
proach compared to the approach in [1]. When we increase k, then the adja-
cency matrix contains more connections, therefore the normalized adjacency
matrix based on the different approaches for numerical stability will result to
slightly different matrices. For further information the reader can visit sub-
subsection A.1 and Appendix B. Furthermore, our implementation compared
to the CA-GCN [1] and Cluster-GCN [2] implementations are completely dif-
ferent since they are based on different DL frameworks as mentioned in sec-
tion 5.1.

In section C.1, the reader can find the results presented in Table 5.3 with
more significant digits because we want to emphasize on the improvement
of the models’ performances, when we introduce more neighbours. In sec-
tion C.1, we also tested our models on a harder dataset, named subset, intro-
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duced by Cucurull, Taslakian, and Vazquez [1]. The harder dataset is using
a subset of only three items per outfit, from the provided outfits in Maryland
Polyvore [4]. During the evaluation of the models on the subset, we can ob-
serve a decrease in the performance.

5.3 Results on Amazon
The Amazon [5, 6] dataset contains transactional data. The data were split

based on the gender and the relations Also Bought and Bought Together, as de-
scribed extensively in subsection 4.1.2. The authors in [1] used their CA-GCN
model on the Amazon dataset, achieving SOTA performance to the categories:

• Women - Also Bought

• Men - Also Bought

• Women - Bought Together

The authors in [6] achieved SOTA performance in the category Men -
Bought Together. We chose to use the CA-Cluster-GCN350

A model since it is
identical to the CA-GCN [1] model, if and only if the data have been cluster
into one single-cluster and the negative edges have been sampled as in [1]. We
trained the CA-Cluster-GCN350

A model, with the same parameters as stated in
[1] and the negative edges have been sampled in the same way as in [1]. The
parameters can be found in Table 5.4.

Table 5.4: Models’ parameters, when the models were trained on the Amazon
[5, 6] dataset.

Steps Learning Dropout on each Dropout in each
Rate Adjacency Matrix Encoder’s Layer

1 0.001 0.15 0.50

Steps equal to one means that we used only 1-step neighbours during the
training and the evaluation phases. The duration of the training was defined as
4000 epochs, with early stopping and each update was performed by the Adam
optimizer [48], which used a learning rate equal to 0.001. For each epoch, we
applied dropout equal to 0.15, to the adjacency matrices and we also applied
dropout equal to 0.50 to the inputs of each encoder’s layer.

Our performances were very close to the results achieved in [1], as pre-
sented in Table 5.5. Except from the asymmetrical normalization function
in the CA-Cluster-GCN model, we also tried to change it to the symmetrical
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normalization function (CA-Cluster-GCN350
S ), which improved the results in

the general category Bought - Together but not the general category Also -
Bought.

Moreover, we trained our proposed CA-Cluster-GCN350
S and CA-Cluster-

GCN350
A with multi-clusters mini-batch GD and we used our proposed sam-

pling technique for the negative edges. The training graphs were partitioned
into C = 10 clusters and the mini-batch was chosen to be equal to 2, after
testing different batch-sizes as it will be presented below (Table 5.6). The val-
idation and testing graphs have been used as single-clusters. The models that
used mini-batch have smaller dropouts equal to 0.15 in each encoder’s layer
since they contain less data per batch. We trained the models with mini-batch
GD until convergence.

Table 5.5: Experimental results on the Amazon [5, 6] dataset. When k =

all (test), it means that the neighbours have been taken only from the testing
dataset, whereas when k = 3, 10, 15, 50 and all, the neighbours have been
taken from the merging of the datasets (training, validation and testing).

Methods k Batch-size / Also Bought Bought Together
Clusters Men Women Men Women

McAuley et al. [6] - - 93.3 91.2 95.1 94.3

CA-GCN [1]
0

1 / 1
57.9 53.8 79.5 71.7

3 92.6 92.9 82.7 94.5
10 97.1 95.8 94.0 94.8

CA-Cluster-GCN350
A (ours)

all (test)

1 / 1

93.9 91.7 90.3 89.2
0 57.6 52.3 77.8 67.9
3 92.2 87.4 92.7 92.9
10 96.8 95.1 93.0 93.3

CA-Cluster-GCN350
S (ours)

all (test)

1 / 1

94.6 93.7 90.2 89.6
0 56.5 52.0 78.3 65.6
3 88.4 84.0 93.5 94.1
10 94.9 89.9 94.0 94.9

CA-Cluster-GCN350
A (ours)

all (test)

2 / 10

96.3 95.6 92.2 93.5
0 68.9 55.5 87.2 83.7
3 93.0 90.9 93.5 94.8
10 96.9 95.8 93.8 94.9
15 97.1 96.7 93.7 94.9
50 97.2 97.6 93.7 95.0
all 97.2 97.6 93.8 95.0

CA-Cluster-GCN350
S (ours)

all (test)

2 / 10

96.3 95.2 92.1 93.8
0 65.6 54.6 86.6 82.7
3 95.0 92.9 93.0 94.5
10 96.6 95.4 93.1 94.7
15 96.7 95.8 93.1 94.7
50 96.8 96.2 93.2 94.7
all 97.0 96.3 94.1 95.5

In Table 5.5 we present the results of the models when we used all the
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available neighbours from the testing dataset, when k = all (test). When we
merged the training and validation datasets by aggregating them to the testing
dataset as message passing edges, then the performance improved. An im-
provement to the performance was observed in most cases, when more neigh-
bours were introduced during the testing phase. The models that were trained
with multi-clusters mini-batch GD outperformed the models that were trained
with full-batch GD. We managed to achieve SOTA performances, with our
CA-Cluster-GCNmodel when we trained it with multi-cluster mini-batch GD,
on the categories:

• Men - Also Bought

• Women - Also Bought

• Women - Bought Together

It should be emphasized that we observed a dispute in the results presented
in [1], where the authors have presented two different results for the same
configuration. More particular the result that they achieved for the category
Men - Bought Together, when k=3 was presented once as 94.5 and once as
82.7. We contacted the authors without getting any response. We chose to
compare our results with the 82.7 result since for low k the performance of the
CA-GCN [1] model improves without having any peak at k=3.

It is worth mentioning that we observed better performances in different
categories, when different normalization functions were applied. Our CA-
Cluster-GCN model could achieve better performances on the category Also
Bought, independently of the gender, when the normalization function was
asymmetrical (CA-Cluster-GCN350

A ). Whereas, our CA-Cluster-GCN model
could achieve better performances on the category Bought Together, indepen-
dently of the gender, when the normalization function was symmetrical (CA-
Cluster-GCN350

S ). This observation concerns both training procedures (full-
batch and mini-batch).

By comparing the achieved results in Table 5.5 when k = 0, we can ob-
serve that the performance is significantly higher when mini-batch GD has
been applied. This phenomenon occurs because the model is becoming more
robust when it is trained with less neighbours per update, compared to the full-
batch GD approach, which uses all the available neighbours, from the training
graph.

The CA-Cluster-GCN model was also trained with mini-batch GD on the
Women - Also Bought category, for batch-size equal to 5 and 10, but as it can
be observed in Table 5.6, the best performance was achieved with batch-size
equal to 2. We chose to experiment on the Women - Also Bought category
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since it is the biggest category provided by Amazon [5, 6]. It is worth men-
tioning that the configuration that has batch-size/clusters equal to 10/10, which
is the same as full-batch could not fit to the GPU memory when the MLP part
was added to the CA-Cluster-GCNMLP model, compared to the mini-batch
configurations.

Table 5.6: Experimental results on the Amazon [5, 6] dataset, using mini-
batch and a CA-Cluster-GCN model of 350 hidden units per GCL. The MLP
could not be applied to all the models, because the GPU was Out-Of-Memory
(OOM).

Methods k Batch-size / Women - Also Bought (%)
Clusters A S A, MLP S, MLP

CA-Cluster-GCN350 (ours)

all (test)

2 / 10

95.6 95.2 95.6 95.5
0 55.5 54.6 62.5 55.3
3 90.9 92.9 90.4 91.2
10 95.8 95.4 94.5 93.3
15 96.7 95.8 95.5 93.6
50 97.6 96.2 97.1 93.8
all 97.6 96.3 97.1 96.4

CA-Cluster-GCN350 (ours)

all (test)

5 / 10

93.9 94.4 92.8 91.6
0 52.5 51.5 51.7 50.2
3 87.6 85.7 86.2 72.3
10 94.3 90.3 93.1 81.5
15 95.6 91.2 94.8 82.6
50 97.4 92.2 97.2 83.3
all 97.4 95.7 97.2 92.3

CA-Cluster-GCN350 (ours)

all (test)

10 / 10

89.4 92.3

OOM

0 50.9 50.4
3 83.5 67.0
10 91.1 72.1
15 93.0 72.9
50 95.6 72.9
all 95.6 93.8

Cucurull, Taslakian, and Vazquez [1] have also tried to test their CA-GCN
model on cross genders, proving that their model can be generalized. For fair
comparison of the results, we chose to use two of our best CA-Cluster-GCN
models, that were trained with full-batch GD. The first one was trained with
the symmetrical normalization function and the second one was trained with
the asymmetrical normalization function. The results of these models on the
cross genders are presented in Table 5.7.

From the results in Table 5.7, we can observe that, when we used our CA-
Cluster-GCN350

S model, then the performance on the cross genders is higher,
compared to the performance that we achieved using the CA-Cluster-GCN350

A

model. Our proposed normalization function (symmetrical) performs better
on the cross gender, compared to the CA-GCN [1], for the category Bought
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Table 5.7: Cross gender results from [1] and our CA-Cluster-GCN models.
The rows and columns correspond to the gender used to train and evaluate the
models, respectively.

Model k Batch-size / Genders Also Bought Bought Together
Clusters Men Women Men Women

CA-GCN [1]

0

1 / 1

Men 57.9 52.9 79.5 61.8
Women 55.9 53.8 68.5 71.7

3 Men 92.6 79.8 82.7 73.9
Women 86.5 92.9 79.7 94.5

10 Men 97.1 86.0 94.0 74.3
Women 90.9 95.8 83.2 94.8

CA-Cluster-GCN350
A (ours)

0

1 / 1

Men 57.6 52.1 77.8 59.4
Women 51.9 52.3 60.6 67.9

3 Men 92.2 74.6 92.8 68.0
Women 85.7 87.4 76.1 92.9

10 Men 96.8 79.0 92.9 68.4
Women 90.8 95.1 76.8 93.3

CA-Cluster-GCN350
S (ours)

0

1 / 1

Men 56.5 51.8 78.3 59.1
Women 51.5 52.0 60.5 65.6

3 Men 88.4 82.0 93.5 85.0
Women 84.2 84.0 87.1 94.2

10 Men 94.9 89.5 94.0 87.8
Women 90.5 89.9 89.7 94.9

Together.
By comparing the performances from the CA-GCN [1] model and ours

CA-Cluster-GCN350
A , we can observe that the results are different especially

for the women categories. This phenomenon can be explained in the same
way as we explained the different performances of these models in the previ-
ous section. The women categories contain more data and more connections
(neighbours) thus, the normalization approach that we utilized compared to
the normalization approach used in [1] will affect more the normalized adja-
cencymatrices for the women categories. This has as consequence of resulting
different performances.

In section C.2 the reader can find more experiments and results that have
been conducted regarding a lighter and a heavier model, with 64 and 512 nodes
per GCL, respectively. Increasing the hidden nodes per GCL did not improve
the performance of the CA-Cluster-GCN model.

5.4 Results on H&M’s Pairwise Compatible
Data

H&M’s fashion experts generated a dataset which contains pairwise com-
patible fashion items. This means that for each fashion item, the fashion ex-
perts by H&M have found at least one item that is compatible with it. Based
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on the pairwise compatible data, we generated numerous outfits. From the
generated outfits, we created two kinds of datasets. The first dataset contains
outfits that have at least 2 items per outfit and the second one contains outfits
that have at least 3 items per outfit. After splitting the outfits for training, val-
idation, and testing, we trained our CA-Cluster-GCN model. The parameters
used for its training can be found in Table 5.8:

Table 5.8: Models’ parameters, when our models were trained on the H&M’s
pairwise compatible data.

Steps Learning Epochs Dropout on each
Rate Adjacency Matrix

1 0.001 4000 0.15

Steps equal to one means that we used only 1-step neighbours during the
training and the evaluation phases. The duration of the training was defined as
4000 epochs, with early stopping, and each update was performed by the Adam
optimizer [48], which used a learning rate equal to 0.001. In each epoch we
apply dropout equal to 0.15 to the adjacencymatrix that themodel is receiving.

The CA-Cluster-GCN350
A and CA-Cluster-GCN350

S models are similar to
the CA-GCN [1] since the data have been used as one single-cluster. Thus, the
dropout in each encoder’s layer is equal to 0.50 for the models that used 350
hidden units per GCL. The lighter models which contain 64 hidden nodes per
GCL, have been used with dropout in each encoder’s layer equal to 0.15.

The results of the experiments that we conducted are presented in Table 5.9
and Table 5.10. The columns Mean Positive and Mean Negative, describe the
average probability (AUC) of predicting a compatible and a non-compatible
outfit, respectively. The sampling technique used for the negative edges is the
same as in [1]. The neighbours in Table 5.9 and Table 5.10 have been taken
only from the testing dataset (testing outfits).

From the results presented in Table 5.9 and Table 5.10, we can observe the
following:

• The length of the outfit matters. As we saw the performances of the
models are better when we applied the models on the dataset of mini-
mum length equal to 3.

• Eachmodel’s performance is improving when we introduce more neigh-
bours.

• When an MLP is applied, and k = 0 then, the performance is better
compared to the performances of the models that do not have the MLP
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Table 5.9: Experimental results on the H&M’s pairwise compatible data. The
minimum outfit length is equal to 2.

Model k Batch-size / FITB Compatibility Mean Mean
Clusters Accuracy (%) AUC Positive Negative

CA-Cluster-GCN350
S (ours)

0
1 / 1

55.0 0.788 0.594 0.295
3 72.9 0.916 0.778 0.205
10 76.1 0.932 0.823 0.199

CA-Cluster-GCN350
A (ours)

0
1 / 1

56.0 0.790 0.592 0.291
3 74.3 0.922 0.786 0.199
10 76.7 0.934 0.820 0.193

CA-Cluster-GCN64
S (ours)

0
1 / 1

54.0 0.788 0.578 0.275
3 71.7 0.909 0.775 0.212
10 74.6 0.922 0.823 0.218

CA-Cluster-GCN64
A (ours)

0
1 / 1

54.8 0.796 0.595 0.278
3 73.1 0.915 0.790 0.214
10 75.2 0.925 0.820 0.211

CA-Cluster-GCN64
S,MLP (ours)

0
1 / 1

69.7 0.896 0.829 0.230
3 73.6 0.913 0.872 0.229
10 73.6 0.915 0.878 0.233

CA-Cluster-GCN64
A,MLP (ours)

0
1 / 1

73.8 0.908 0.885 0.220
3 76.1 0.919 0.905 0.219
10 76.4 0.920 0.907 0.220

part. Following this observation, we can confirm our initial hypothesis
that stated that, the extra MLP part improves the visual features.

• When k = 10, the performance does not improve significantly by using
the MLP part.

• The performance does not improve significantly by increasing the num-
ber of hidden nodes per GCL. We believe that the model’s capacity of
predicting if two fashion items are compatible or not has been saturated
with less hidden nodes per GCL. This is why the model’s performance
does not improve by adding more hidden nodes per GCL.

• For the dataset that contains outfits with 2 fashion items per outfit, it
is worth mentioning that the CA-Cluster-GCN64

A,MLP model, which uses
theMLP parts achieves better performance compared to the CA-Cluster-
GCN64

A . The difference in performance between the CA-Cluster-GCN350
A

and the CA-Cluster-GCN64
A models is covered with the use of the MLP

part (CA-Cluster-GCN64
A,MLP ).

• Our models can predict with certainty if an outfit is compatible or not
based on the columns Mean Positive and Mean Negative. This means
that the CA-Cluster-GCN model is robust.
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Table 5.10: Experimental results on the H&M’s pairwise compatible data.
The minimum outfit length is equal to 3.

Model k Batch-size / FITB Compatibility Mean Mean
Clusters Accuracy (%) AUC Positive Negative

CA-Cluster-GCN350
S (ours)

0
1 / 1

59.0 0.865 0.527 0.221
3 79.6 0.976 0.724 0.134
10 83.0 0.980 0.792 0.135

CA-Cluster-GCN350
A (ours)

0
1 / 1

59.9 0.874 0.556 0.234
3 81.5 0.977 0.755 0.138
10 83.9 0.982 0.804 0.136

CA-Cluster-GCN64
S (ours)

0
1 / 1

57.5 0.866 0.547 0.222
3 78.3 0.970 0.782 0.170
10 80.4 0.975 0.834 0.176

CA-Cluster-GCN64
A (ours)

0
1 / 1

58.2 0.874 0.590 0.247
3 79.3 0.974 0.799 0.170
10 81.3 0.978 0.833 0.169

CA-Cluster-GCN64
S,MLP (ours)

0
1 / 1

76.4 0.971 0.895 0.209
3 79.3 0.976 0.915 0.203
10 79.5 0.976 0.918 0.208

CA-Cluster-GCN64
A,MLP (ours)

0
1 / 1

75.0 0.968 0.855 0.214
3 79.6 0.977 0.892 0.194
10 80.1 0.977 0.897 0.195

Evaluation of the generated embedding space with the metric presented in
the previous chapters can be found in section C.4.

5.5 Results on H&M’s Transactional Data
H&M has gained worldwide customers that are shopping through its phys-

ical and online stores. We can assume that each basket that a customer buys or
each customer’s entire history, can be considered as a context, then we can use
the CA-GCN [1] or our CA-Cluster-GCN models to predict if an item (prod-
uct) can be added to the basket or to the customer’s purchase history. The
H&M’s transactional data have been categorized in a similar way to the Ama-
zon [5, 6] data, meaning that there are four categories (Women - Also Boguht,
Men - Also Bought, Women - Bought Together and Men - Bought Together).

Initially, we would like to challenge our CA-Cluster-GCN350
A on the biggest

categorywhich is theWomen -AlsoBought category. TheCA-Cluster-GCN350
A

version with one single-cluster has the same configuration as the CA-GCN [1]
model. Unfortunately, the data could not fit in the GPU’s memory. Hence, we
decided to train our CA-Cluster-GCN350 model with multi-clusters mini-batch
GD, after clustering the dataset to C = 10 clusters. The CA-Cluster-GCN350

model could fit to the GPU memory only for batch-size equal to 2. The results
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that we achieved with the CA-Cluster-GCN350, for batch-size equal to 2 are
presented in Table 5.11.

Table 5.11: The results of the experiments conducted on the H&M’s trans-
actional data, for 350 hidden units per GCL. The bold accuracy is the best
achieved accuracy, whereas the box around the accuracy value is the best
achieved accuracy, when k = 50. The CA-Cluster-GCN350 for batch-
size/clusters equal to 5/10 and 10/10 could not fit in the GPU’s memory.

Methods k Batch-size / Women Also Bought (%)
Clusters A S A, MLP S, MLP

Cluster-CA-GCN350 (ours)

all (test)

2 / 10

79.2 81.5 81.3 81.5
0 50.0 50.0 50.0 50.0
3 61.8 51.8 74.1 50.5
10 79.7 53.7 80.9 50.4
15 78.2 54.5 81.0 50.5
50 75.6 59.2 79.6 51.6
all 75.8 81.6 80.6 81.8

From the experimental results in Table 5.11, we can observe that the best
performance was achieved for our CA-Cluster-GCN350

S,MLP model, when k =

all (bold accuracy). The results achieved from the CA-Cluster-GCN350
S,MLP for

k = 0, 3, 10, 15 and 50 are very low, meaning that the model cannot predict
correctly if an edge exists among the nodes, unless it sees all the available
neighbours. The best performance for k = 50 was achieved for our CA-
Cluster-GCN350

A,MLP and in this case, we can notice that the results for the dif-
ferent k values are more reasonable, meaning that they improve as long as we
present more neighbours to the model.

To evaluate our CA-Cluster-GCN model for different batch-sizes we chose
to reduce the number of the hidden nodes per GCL to 64. The lighter version
of our CA-Cluster-GCNmodel could be trained for batch-size equal to 2, 5 and
10. To avoid the behavior that we observed earlier, where the model achieved
its highest performance only when it saw all the neighbours, we decided to
represent the results through a plot and choose the best model that is dominant
for k 6= all. In Figure 5.1, we present the results of the different experiments
that we executed.

In Figure 5.1, we can observe that the dominant curve corresponds to the
CA-Cluster-GCN350

A,MLP model for k = 10, 15 and 50, when we chose the
batch-size/clusters to be equal to 2/10. We conducted the same sequence of
experiments for the category Women - Bought Together. The results of the
experiments on the category Women - Bought Together are illustrated in Fig-
ure 5.2.

In Figure 5.2, we can observe that the dominant curve corresponds to the
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Figure 5.1: Experimental results on the category Women - Also Bought. The
legend contains the number of hidden nodes per GCL, the batch-size/clusters,
the normalization function and finally it specifies if the MLP was included in
the model or not.

Figure 5.2: Experimental results on the category Women - Bought To-
gether. The legend contains the number of hidden nodes per GCL, the batch-
size/clusters, the normalization function and finally it specifies if theMLPwas
included in the model or not.
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CA-Cluster-GCN350
A,MLP model for k = 10, 15 and 50, when we chose the

batch-size/clusters to be equal to 5/10. It is worth mentioning that the best
result was achieved with the CA-Cluster-GCN64

S,MLP model for k = all, when
we chose the batch-size/clusters to be equal to 10/10 (full-batch). The tables
that contain all the numerical values presented in Figure 5.1 and Figure 5.2
can be found in section C.3.

After finding the configurations that correspond to the dominant curves
presented in Figure 5.1 and Figure 5.2, we decided to use them to train the
Men - Also Bought and Men - Bought Together categories, respectively. In
Table 5.13 and Table 5.12, we present the results on the different categories.

Table 5.12: The table contains the results of the best model that has been
trained on Women - Also Bought, which we re-trained it for the category Men
- Also Bought.

Model k Batch-size / Also Bought
Clusters Women Men

Cluster-CA-GCN350
A,MLP (ours)

all (test)

2 / 10

81.3 76.7
0 50.0 60.5
3 74.1 74.6
10 80.9 76.4
15 81.0 76.6
50 79.6 76.8
all 80.6 76.8

Table 5.13: The table contains the results of the best model that has been
trained on Women - Bought Together, which we re-trained it for the category
Men - Bought Together.

Model k Batch-size / Bought Together
Clusters Women Men

Cluster-CA-GCN350
A,MLP (ours)

all (test)

5 / 10

81.9 75.3
0 50.1 61.8
10 68.5 74.0
15 80.1 74.7
50 82.5 75.0
all 82.0 75.0

During the testing phase the The CA-Cluster-GCN350
A,MLP model was using

the k neighbours of the nodes, that have been selected based on the BFS algo-
rithm. We wanted to experiment and compare the model’s performance when
the k neighbours that the model has access to are the most and least frequent
items, based on the customers’ choices. In Table 5.14, we present the results
that we achieved when the k neighbours are dependent on the frequency that
appears in the baskets.
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Table 5.14: The table contains the experimental results of the CA-Cluster-
GCN350

A,MLP model when the k neighbours have been selected with priority
that is conditioned on the frequency that appears in the baskets.

Model k

Women - Bought Together
Batch-size / Conditioned on
Clusters Random High Low

Frequent Items Frequent Items

Cluster-CA-GCN350
A,MLP (ours)

all (test)

5 / 10

81.9 81.9 81.9
0 50.1 50.1 50.1
3 68.5 60.7 72.4
10 80.1 69.5 79.8
15 81.4 72.1 80.7
50 82.5 78.4 82.0
all 82.0 82.0 82.0

From the results in Table 5.14, we can observe that the model performs
better when the neighbours have been selected randomly, compared to their
frequencies. It is worth mentioning that when the model sees the low frequent
items compared to the high frequent items, then it performs better.

5.6 Results on Metrics (H&M’s Transactional
Data)

5.6.1 H&M’s Customer Level
In subsection 4.2.2, we presented a different way that we could split the

transactional data provided by H&M, where we have as many graphs as the
customers. Each graph contains all the products for women and it has edges
only among the fashion items that a customer has bought independently of the
time. We choseM = 2 products to be disconnected from the graph and ask for
the CA-Cluster-GCN model to predict them. We chose to use the pre-trained
CA-Cluster-GCN350

A,MLP model, with batch-size/clusters 5/10 since it was the
model that achieved the best performance, in the category Women - Bought
Together.

Inspired by Transfer Learning techniques like in [25], we re-trained the
aforementioned model with the same parameters, but in this case the mini-
batch contained only one customer. The model had to predict the positive
edges of theM products with the other products that the customer had bought
and the negative edges ofM products that the customer had never bought. The
M negative products have been sampled in two different ways. The first way
sampled theM negative products randomly without replacement, from all the
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products that the customer had never bought. The second way sampled theM
negative products without replacement, from all the products that the customer
had never bought depending on the types of the positive M products. This
means that the negative and positive products belong to the same categories.

In Table 5.15 we present our results for the model that we re-trained. The
term "Resampled" in Table 5.15 means that the negative products have been
sampled with the second method that we described earlier. To evaluate the
model’s performance we used the accuracy that describes how many of the
2M products the model could predict correctly and the AUC which describes
the mean probability of predicting correctly the if the product belongs to the
customer’s purchase history or not.

Table 5.15: The results of re-training partially (only the decoder) a pre-trained
model for predicting the last purchases per customer.

Model (Retrain: Decoder) Batch-size / Trained on Tested on Accuracy (%) AUCClusters Resampled Resampled

CA-Cluster-GCN350
A,MLP (ours) 5 / 10

75.5 0.841
X 71.6 0.808
X X 70.4 0.789

5.6.2 Tagging
In section 5.5, we observed that the CA-Cluster-GCN models that had the

best performances for the different number of hidden nodes per GCL, were
the models that had been trained with batch-size/clusters 5/10. Therefore, we
chose to use the pre-trained models on the categoyry Women - Bought To-
gether, to generate embedding vectors that we are going to use for the tagging
metric.

The embedding vectors were generated only for the products that inter-
sect with the data described in subsection 4.2.3 and the data that exist in the
Women - Bought Together category. After generating the embedding vectors,
we trained a classifier to predict the labels of the products. The classifier that
we used is an MLP model, which contains 4 hidden layers with 64, 32, 24, 12
hidden units, respectively. After each hidden layer, we applied dropout equal
to 0.20, 0.15, 0.10, 0.05, 0.00, respectively. The first 3 hidden layers have a
ReLU [44] activation function, and the last layer has a Softmax. The learning
rate was set to 0.001, for the Adam [48] optimizer and we trained the classifier
for 500 epochs, with early stopping. The training data were shuffled after each
epoch. The objective function was a weighted Cross-Entropy-Loss. We used
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the weighted version of the Cross-Entropy-Loss because the data were highly
imbalanced.

The results that we achieved are illustrated in Figure 5.3 for the categories
that describe the dominant colour and the type of the products. We can observe
from the plots that as we increase the number of hidden nodes per GCL then
the performance is increasing too. Furthermore, it is easier for the classifier to
predict the type of a product instead of its dominant colour.

Figure 5.3: The accuracy that we achieved by using the generated vectors from
pre-trained models that have different numbers of hidden nodes per GCL.

5.6.3 Similarity
Lastly, we wanted to measure if the model can generate similar embedding

vectors for the similar products. For this reason we used the K-means [52, 53]
method to cluster the generated embedding vectors from the same models that
we used in subsection 5.6.2. Moreover, we used the same data that we used
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in subsection 5.6.2, where the data had 12 different type of fashion items and
12 different colours as described in Table 4.6. Since we had 12 different types
and colours, we used the K-means [52, 53] method to cluster the data in 12
clusters.

To evaluate the quality of the cluster, we measured the average silhouette
score and the homogeneity score. The average silhouette score is the same
for both categories (type and colour) since the generated embedding vectors
have been clustered independently of the labels. In contrast, the homogeneity
score needs extrinsic labels. For the computations of the homogeneity score
we utilized once the labels of that describe the type of the products and once
the labels that describe the dominant colour of the products. The results of the
two different scores are presented in Table 5.16 and Table 5.17.

Table 5.16: Silhouette and Homogeneity score for the category "colour" that
appears on the intersection data. The pre-trained model used for the genera-
tion of the embedding vectors was trained on the category Women - Bought
Together.

Average
Pre-trained Category Number of Silhouette Homogeneity

Model Clusters Score Score
CA-Cluster-GCN64

A,MLP (ours)

colour 12

0.097 0.028
CA-Cluster-GCN128

A,MLP (ours) 0.081 0.032
CA-Cluster-GCN256

A,MLP (ours) 0.071 0.039
CA-Cluster-GCN350

A,MLP (ours) 0.066 0.040
CA-Cluster-GCN512

A,MLP (ours) 0.064 0.039

Table 5.17: Silhouette and Homogeneity score for the category "type" that
appears on the intersection data. The pre-trained model used for the genera-
tion of the embedding vectors was trained on the category Women - Bought
Together.

Average
Pre-trained Category Number of Silhouette Homogeneity

Model Clusters Score Score
CA-Cluster-GCN64

A,MLP (ours)

type 12

0.097 0.109
CA-Cluster-GCN128

A,MLP (ours) 0.081 0.156
CA-Cluster-GCN256

A,MLP (ours) 0.071 0.170
CA-Cluster-GCN350

A,MLP (ours) 0.066 0.191
CA-Cluster-GCN512

A,MLP (ours) 0.064 0.226

From the results presented in Table 5.16 and Table 5.17, we can observe
that the CA-Cluster-GCN64

A,MLP model generated the best clusters, but the
CA-Cluster-GCN350

A,MLP and CA-Cluster-GCN512
A,MLP models had better homo-

geneity among the clusters for the categories colour and type, respectively.
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Conclusions

This chapter concludes all themain characteristics of our CA-Cluster-GCN
model that we observed from the results in previous chapter and then it pro-
poses the following steps that we can follow to improve our CA-Cluster-GCN
model.

6.1 Discussion
Our proposed CA-Cluster-GCN model managed to outperformed the CA-

GCN [1] model on every public dataset that we experimented. It also managed
to achieve SOTA performance on the Maryland Polyvore [4] dataset and on
three out of the four categories that we used from the Amazon [5, 6] dataset.
The configuration of the CA-Cluster-GCN that made it similar to the CA-GCN
[1] model could not be applied on all the categories of the industrial datasets,
because it was exceeding the GPU’s memory capacity, but the configuration
that used mini-batch with multi-clusters could fit in the GPU’s memory by
using a smaller batch-size. Below we summarize the observations from the
results that we obtained:

• The CA-Cluster-GCN350
A model when it was trained with full-batch (one

single-cluster) GD, which has the similar characteristics to the CA-GCN
[1] model, could not outperform the performance in [1] on the Mary-
land Polyvore [4] and Amazon [5, 6] datasets for the reasons explained
in each section, respectively, but it managed to achieve the best perfor-
mance on the pairwise compatible dataset by H&M.

• The CA-Cluster-GCN350
S model compared to the CA-Cluster-GCN350

A

model could perform better on the category Bought Together from the

68
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Amazon [5, 6] dataset, whereas the CA-Cluster-GCN350
A model could

perform better on the category Also Bought.

• The CA-Cluster-GCN350
S model when it was trained with full-batch (one

single-cluster) GD achieved SOTA performance on the public Maryland
Polyvore [4] dataset.

• Experimenting on the two different datasets that we generated from the
H&M’s pairwise compatible data, we observed that the CA-Cluster-
GCN model can perform better when the outfits contain more than two
items since the model sees a bigger context before making its prediction.

• When we used mini-batch with multi-clusters to train our CA-Cluster-
GCN model, we partitioned the graphs into C = 10 clusters. The con-
figurations that allowed the CA-Cluster-GCN model to outperform the
CA-GCN [21] model in all the categories of the Amazon [5, 6] dataset,
was the configuration that had batch-size equal to 2.

• The CA-Cluster-GCNmodel which contains the MLP part (CA-Cluster-
GCNMLP ) does not improve the performance of the model every time,
but it improves the performance of the model for the low values of k and
especially when k = 0.

• Increasing the number of neighbours improves themodel’s performance,
but when all the neighbours are provided, sometimes it does not improve
the performance. This is due to the fact that some products are contra-
dictory and they confuse the model instead of helping it to understand
the necessary context, before predicting the compatibility or the rela-
tions among the products.

• The nature of the category Women - Also Bought provided by H&M
was not allowing the CA-Cluster-GCN350 to be trained with full-batch
GD, but we could train it with multi-clusters mini-batch.

• We observed that the most frequent products in the customers’ baskets
are behaving as background to the model since they exist in most of the
baskets. This means that the high frequent items are not contributing
to the model’s final decision. The reason of this behavior is due to the
way that we trained our model. During the training all neighbours were
accessible to the model, therefore the most frequent items were almost
included as context every time, which had had as consequence for the
model to see them as white background.
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• The examination of the generated embedding vectors from our proposed
model (CA-Cluster-GCN), that was trained on the H&M’s transactional
data, showed that the embedding vectors contained more information
regarding the products’ type instead of the main colour.

• Increasing the number of hidden nodes per GCL does not improve sig-
nificantly our model’s performance, but the generated embedding vec-
tors are stronger.

From the aforementioned observations, we can conclude that the research
that we conducted is successful and it achieved its goal. Our proposed CA-
Cluster-GCN with its different configurations and ways to train it can predict
the relations among the fashion items, making it a model that can be applied
on fashion industries for different tasks.

6.2 Future Work
The CA-GCN [1] and our CA-Cluster-GCN models followed the architec-

ture of the GAEmodels. We propose as future steps to modify the architecture
of the CA-Cluster-GCN model and its objective function in such a way that it
will follow the architecture of the VGAEmodels. The CA-Cluster-GCNmodel
based on VGAE can be used not only for predicting the relations among the
products, but it can also generate new outfits or baskets. We also suggest to ap-
ply Variational Mixture of Posterios as Priors (VampPrior) [65] to the VGAE
model, which will allow it to avoid the use of normal distributions as priors
that over-regularize the variational models.

The experiments that we conducted with mini-batch had partitioned the
graphs into C = 10 clusters. If we had increase the number of clusters, then
the partitioning of the graphs would be almost similar to random partitioning,
therefore, we recommend to experiment with different number of clusters. The
ablation studies that will focus on the different parameters of the model will
give better understanding of the affect and contribution of each parameter to
the final results.

Furthermore, we would like to investigate in the future, why each normal-
ization function affects differently the performance of eachmodel on the differ-
ent datasets. From the Amazon [5, 6] dataset, we created two different datsets
the a) Bought - Together and b) Also - Bought, where by applying different
normalization functions the results were significantly affected. We would like
to investigate as future work, if there is any new normalization function that
could perform equally well to the different datasets.
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In subsection 5.6.1 we used our pre-trained CA-Cluster-GCN350
A,MLP on the

Women - Bought Together category, to predict the last M = 2 products that
each customer purchased. In the future, we would like to train a CA-Cluster-
GCN model from scratch on the same customer level data, to study the advan-
tages and disadvantages of using Transfer Learning techniques on the specific
data.

Finally, we would like to investigate in the future, a deeper and a shallower
version of our CA-Cluster-GCN, which will contain more and less than three
hidden GCLs, respectively since we can train it with mini-batch GD. These
new versions of the CA-Cluster-GCN can be used in the future, for applications
beyond the fashion domain, that require from GCN [3] models to predict if an
edge exists among their nodes.
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Appendix A

Supplementary

A.1 Numerical Examples

Normalization Functions

We are going to present a numerical example for better comprehension
of the differences between the two normalization approaches. First, we can
assume an undirected graph that is represented by the following adjacency
matrix A.1 and illustrated in Figure A.1.

A =



0 1 1 0 0 0 1

1 0 0 1 0 1 0

1 0 0 1 1 0 1

0 1 1 0 0 0 0

0 0 1 0 0 1 0

0 1 0 0 1 0 0

1 0 1 0 0 0 0


(A.1)

The degree matrix Di,i =
∑7

j=0 Ai,j of the adjacency matrix in Equa-
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Figure A.1: An example of an undirected graph of 7 nodes.

tion A.1 is presented in Equation A.2.

D =



3 0 0 0 0 0 0

0 3 0 0 0 0 0

0 0 4 0 0 0 0

0 0 0 2 0 0 0

0 0 0 0 2 0 0

0 0 0 0 0 2 0

0 0 0 0 0 0 2


(A.2)

When we want to normalize the adjacency matrix with the symmetrical
approach then, each nonzero element of the degree matrix D has to be raised
to the power of−1/2 (Equation A.3), whereas when we want to use the asym-
metrical approach, then each nonzero element has to be raised to the power of
−1 (Equation A.4).

We can inverse directly the elements of the degree matrix, to compute the
inverse degree matrix since the matrix is already diagonal, but there is a pos-
sibility of dividing with a zero value if a node does not contain any neighbour.
To avoid dividing with zero, in [1] the authors replace all the zero values in the
diagonal with +∞ and then proceed with the inversion of the degree matrix.
We followed a different and faster approach, where we inverted (raised to the
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power −1 or −1/2) directly only the non-zero values of the diagonal.

D
−1/2
Symmetrical =



1/
√
3 0 0 0 0 0 0

0 1/
√
3 0 0 0 0 0

0 0 1/
√
4 0 0 0 0

0 0 0 1/
√
2 0 0 0

0 0 0 0 1/
√
2 0 0

0 0 0 0 0 1/
√
2 0

0 0 0 0 0 0 1/
√
2


(A.3)

D−1Asymmetrical =



1/3 0 0 0 0 0 0

0 1/3 0 0 0 0 0

0 0 1/4 0 0 0 0

0 0 0 1/2 0 0 0

0 0 0 0 1/2 0 0

0 0 0 0 0 1/2 0

0 0 0 0 0 0 1/2


(A.4)

Finally, the normalized adjacency matrices are computed as:

D−1AsymmetricalA =



0.00 0.33 0.33 0.00 0.00 0.00 0.33

0.33 0.00 0.00 0.33 0.00 0.33 0.00

0.25 0.00 0.00 0.25 0.25 0.00 0.25

0.00 0.50 0.50 0.00 0.00 0.00 0.00

0.00 0.00 0.50 0.00 0.00 0.50 0.00

0.00 0.50 0.00 0.00 0.50 0.00 0.00

0.50 0.00 0.50 0.00 0.00 0.00 0.00


(A.5)

D
−1/2
SymmetricalAD

−1/2
Symmetrical =



0.00 0.33 0.29 0.00 0.00 0.00 0.41

0.33 0.00 0.00 0.41 0.00 0.41 0.00

0.29 0.00 0.00 0.35 0.35 0.00 0.35

0.00 0.41 0.35 0.00 0.00 0.00 0.00

0.00 0.00 0.35 0.00 0.00 0.50 0.00

0.00 0.41 0.00 0.00 0.50 0.00 0.00

0.41 0.00 0.35 0.00 0.00 0.00 0.00


(A.6)
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Figure A.2: An illustrative example of the normalized adjacency matrices.
The Asymmetric image is the normalized adjacency matrix with the asym-
metric normalization approach, whereas the symmetric is the normalized ad-
jacency matrix, with the symmetric normalization approach.

An illustration of the resulted normalized adjacency matrices, based on
the different normalization approaches, is presented in Figure A.2. We can
observe that the symmetric and asymmetric normalization approaches result
in a symmetric and asymmetric normalized adjacency matrix, respectively. It
seems like the asymmetric normalization approach enhances the lower adja-
cency matrix.

S-step Adjacency Matrix

Assuming that we would like to compute the Ai, i ∈ {0, 1, 2, 3} of the
exampled graph, that is represented by the adjacency matrix in Equation A.1.
First, we need to define the A0 and A1 adjacency matrices.

A0 = I =



1 0 0 0 0 0 0

0 1 0 0 0 0 0

0 0 1 0 0 0 0

0 0 0 1 0 0 0

0 0 0 0 1 0 0

0 0 0 0 0 1 0

0 0 0 0 0 0 1


(A.7)
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A1 = A + I = A + A0 =



1 1 1 0 0 0 1

1 1 0 1 0 1 0

1 0 1 1 1 0 1

0 1 1 1 0 0 0

0 0 1 0 1 1 0

0 1 0 0 1 1 0

1 0 1 0 0 0 1


(A.8)

Then we need to compute the A2 adjacency matrix based on Equation 2.1.

Â2 = AA =



3 0 1 2 1 1 1

0 3 2 0 1 0 1

1 2 4 0 0 1 1

2 0 0 2 1 1 1

1 1 0 1 2 0 1

1 0 1 1 0 2 0

1 1 1 1 1 0 2


(A.9)

The next step requires to replace all the values that are different to 1 with
0 and set the diagonal equal to 0, as described in Equation 2.2.

A2 =



0 0 1 0 1 1 1

0 0 0 0 1 0 1

1 0 0 0 0 1 1

0 0 0 0 1 1 1

1 1 0 1 0 0 1

1 0 1 1 0 0 0

1 1 1 1 1 0 0


(A.10)

The same procedure needs to be followed to compute the A3 adjacency
matrix.

Â3 =
3∏

i=1

A =



2 6 7 1 2 1 4

6 0 2 5 2 4 2

7 2 2 6 5 2 5

1 5 6 0 1 1 2

2 2 5 1 0 3 1

1 4 2 1 3 0 2

4 2 5 2 1 2 2


(A.11)
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A3 =



0 0 0 1 0 1 0

0 0 0 0 0 0 0

0 0 0 0 0 0 0

1 0 0 0 1 1 0

0 0 0 1 0 0 1

1 0 0 1 0 0 0

0 0 0 0 1 0 0


(A.12)

An illustration of the graphs, that are described byA2 andA3, is presented
in Figure A.3. A2 contains the 2-step neighbours of the original A. A3 con-
tains the 2-step neighbours of the A2 or in other words the 3-step neighbours
of the original A adjacency matrix.

(a) (b)

Figure A.3: The graph in (a) represents the 2-step neighbours of the A based
on Equation A.10, whereas in (b) it represents the 3-step neighbours of the A

based on Equation A.12.

A.2 CE and FITB examples
In Figure A.4 and Figure A.5, we present four different positive and neg-

ative outfits, respectively, without including the neighbours of each product.
The model needs to predict the total compatibility of each outfit, by predicting
first the compatibility of all the pairs, conditioning on their available neigh-
bours and then average them.

Each product contains at least one neighbour, otherwise it is excluded from
the dataset. It is important to mention that if a product has only one neighbour
then, there is a possibility of never showing this neighbour to the model, be-
cause the edge that connects them could be sampled as an evaluation edge. The
neighbours help the model to understand which products are compatible to the
products that we need to evaluate. In Figure A.6 and Figure A.7, we present a
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Figure A.4: Positive outfits without neighbours.

positive and a negative outfit, respectively, with all products’ neighbours. The
blue lines correspond to the positive edges, the red lines correspond to the neg-
ative edges and the black lines connect the neighbours. The black edges are
the edges that are used as message passing edges to propagate the information
among the nodes and they are always visible to the model during the training
phase.

In Figure A.8, we present four different FITB questions. The yellow out-
line represents the products that we provide to the model as an incomplete
outfit, whereas the blue and red outlines represent the answers. The blue cor-
responds to the missing (correct) product, the one that the model is called to
find and the red corresponds to the wrong answers (products). The blue lines
correspond to the positive edges and the red lines correspond to the negative
edges. In Figure A.9, we present a FITB question, including all the products’
neighbours. The black edges connect the neighbours of the products that we
need to evaluate.

Through the presented examples, we begin to understand the importance
of the neighbours. The neighbours can be viewed as examples of products
that are compatible with the products, that we have to evaluate. For example,
we can assume that product A is compatible with products B, C and D. When



86 APPENDIX A. SUPPLEMENTARY

Figure A.5: Negative outfits without neighbours.

we want to evaluate if product A is compatible with the product E, which has
some visual similarities with the product D, then the model can predict easier,
if an edge could exist among the products A and E.
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Figure A.6: Positive outfit with all the neighbours of the products.

Figure A.7: Negative outfit with all the neighbours of the products.
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Figure A.8: FITB questions without the neighbours.

Figure A.9: FITB question with all products’ neighbours.



Appendix B

Implementation Details

B.1 Sparse Representation
The adjacency matrices that we managed to generate from the public and

industrial datasets are very sparse. Consequentially, if we multiply two sparse
matrices, then we are spending valuable computational resources, doing mul-
tiplications with zero values and storing the same zero-value multiple times.
A way to avoid multiplying big matrices with many zero-values, is to represent
the matrices with a more efficient and compressed format.

The representation of the sparse matrices that we chose to use through our
implementation is named Compressed Sparse Row (CSR) [66, 67, 68]. This
means that we can replace the adjacency matrix with three arrays (vectors)
of dimensions equal to the number of the nonzero (NNZ) values. The first
vector contains the nonzero values of the adjacency matrix, the second vector
contains the row indices per nonzero value, and the third vector contains the
column indices per nonzero value. The CSR representation is more efficient
compared to the matrix representation, if and only if the number of the NNZ
values do not violate the condition in Equation B.1.

NNZ <
N2 −N − 1

2
(B.1)

Where N is the number of rows of the adjacency matrix. For better com-
prehension of the CSR representation, a numerical example is presented be-
low. Assuming an adjacency matrix of 6 × 6 dimensions (6 nodes), as in
Equation B.2. This adjacency matrix contains 12 nonzero values, and by fol-
lowing the condition in Equation B.1, 12 < (62− 6− 1)/2 = 14.5 we can see

89



90 APPENDIX B. IMPLEMENTATION DETAILS

that it is more efficient to represent it, with a CSR representation.

A =



0 1 2 0 0 0

3 0 0 4 0 0

5 6 0 7 8 0

0 9 10 0 0 0

0 0 11 0 0 0

0 0 0 0 0 12

 (B.2)

The adjacency matrix in Equation B.2 can be converted to the CSR repre-
sentation, where it consists of the following vectors:

• the vector d = [1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12], which are the data of
the nonzero values,

• the vector r = [0, 0, 1, 1, 2, 2, 2, 2, 3, 3, 4, 5], which contains the row in-
dices of the nonzero values, starting from zero and

• the vector c = [1, 2, 0, 3, 0, 1, 3, 4, 1, 2, 2, 5], which contains the column
indices of the nonzero values, starting from zero.

B.2 Early Stopping
Training deep models on small datasets, usually results, to overfitting the

model. In DL it is common to use early stopping. Early stoppingmeans that we
can stop training the model if the model’s performance does not improve with
respect to the validation dataset, after some consecutive epochs. The number
of consecutive epochs that we have to wait for an improvement is called pa-
tience. For example, if patience is equal to ten epochs, then the model will stop
its training, if and only if the model’s performance on the validation dataset
has not been improved for ten consecutive epochs. The model’s performance
on the validation dataset can be measured with respect to the loss, accuracy or
AUC.

B.3 Ojective Function
The objective functions that we discussed through this project are the Binary-

Cross-Entropy and the Cross-Entropy. The Binary-Cross-Entropy was applied
to the models that can predict only {0, 1}. The sigmoid activation function is
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a function that can map any value to the range [0, 1]. When a sigmoid func-
tion is applied before the Binary-Cross-Entropy loss function, then it is more
stable and more efficient computationally to merge the sigmoid function with
the Binary-Cross-Entropy loss. The merging of these two functions is named
Binary-Cross-Entropy with Logits Loss.

When we presented the tagging metric, we discussed about the Cross-
Entropy loss function, which is a combination of the log-softmax and the
Negative-Log-Likelihood. By using the Cross-Entropy loss by PyTorch [63],
we can benefit from the log-sum-exp

(
log
∑

exp(·)
)
computations, that ap-

pear in the gradients. Sometimes, these log-sum-exp calculations are unstable
and this is why PyTorch [63] provides a stable and more efficient way to com-
pute them.



Appendix C

More Results

C.1 Further Results on Maryland Polyvore
In Table C.1, we present the results that we achieved for the CA-Cluster-

GCN350
S and CA-Cluster-GCN350

A models, after training them with the param-
eters presented in Table 5.2. The results are the same as in Table 5.3 but with
more significant digits for the CE column, because we wanted to emphasize
the improvement that we observe, when we introduce more neighbours.

Table C.1: Experimental results with more significant digits of our implemen-
tation of the CA-Cluster-GCN350

S and the CA-Cluster-GCN350
A models on the

Maryland Polyvore datasets.

Models k Batch-size / FITB Accuracy (%) Compatibility AUC
Clusters Original Resampled Original Resampled

CA-Cluster-GCN350
A (ours)

0

1 / 1

62.1 46.7 0.873 0.773
3 92.0 85.4 0.993 0.977
10 93.7 86.4 0.994 0.980
15 94.9 87.9 0.995 0.985

CA-Cluster-GCN350
S (ours)

0

1 / 1

61.9 47.4 0.866 0.765
3 96.9 92.9 0.997 0.992
10 96.9 93.6 0.998 0.996
15 97.1 93.8 0.998 0.997

The authors in [1] have presented a harder way to evaluate their CA-GCN
model, by using a subset of the provided outfits. The subset consists of only
three items. The published results of [1] and our results of our CA-Cluster-
GCN models, using only the subset, is presented in Table C.2.

92
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Table C.2: Experimental results on the Maryland Polyvore [4] datasets, when
a subset of only three items has been used.

Models k Batch-size / FITB Accuracy (%) Compatibility AUC
Clusters Original Resampled Original Resampled

CA-GCN [1]
0

1 / 1
59.5 45.3 0.69 0.64

3 79.1 69.4 0.92 0.90
15 88.2 82.1 0.93 0.92

CA-Cluster-GCN350
A (ours)

0

1 / 1

59.1 45.8 0.70 0.64
3 79.4 68.1 0.87 0.84
10 83.7 75.2 0.88 0.87
15 87.2 80.4 0.88 0.87

CA-Cluster-GCN350
S (ours)

0

1 / 1

59.3 44.6 0.70 0.64
3 82.2 72.8 0.90 0.89
10 83.7 75.9 0.90 0.89
15 86.5 79.6 0.90 0.90

As we can observe from the Table C.2, the CA-GCN [1] outperforms the
CA-Cluster-GCN when the subset is used during the evaluation phase. The
CA-Cluster-GCN350

A model performance is closer to the CA-GCN [1] model
with respect to the FITB metric, compared to the CA-Cluster-GCN350

S , which
performs better than the CA-Cluster-GCN350

A with respect to the CE metric.

C.2 Further Results on Amazon
We wanted to test our CA-Cluster-GCN model with multi-clusters mini-

batch for different configurations on the categoryWomen -AlsoBought, which
is the biggest category provided by Amazon [5, 6]. First, we tried both the
symmetrical and asymmetrical normalization functions with MLP and with-
out MLP, for a lighter version. The lighter version contains 64 hidden nodes
per GCL. The results of the experiments are presented in Table C.3.

Comparing the CA-Cluster-GCN64 and CA-Cluster-GCN350 models, we
can observe that the best performance on the category Women - Also Bought
was achieved for the CA-Cluster-GCN350

A model, when the batch-sizewas equal
to 2. For this reason, we decided to try the same configuration with more hid-
den nodes per GCL. We chose to use an architecture that contains 512 hid-
den nodes per GCL. The results of the experiment of the CA-Cluster-GCN512

A

model presented in Table C.4, show that the model did not improve by increas-
ing the number of hidden nodes per GCL.
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Table C.3: Experimental results on the Amazon [5, 6] dataset, for the lighter
version of the CA-Cluster-GCN model.

Methods k Batch-size / Women - Also Bought (%)
Clusters A S A, MLP S, MLP

Cluster-CA-GCN64 (ours)

all (test)

2 / 10

93.9 94.6 95.0 94.3
0 52.6 52.0 63.2 55.1
3 87.6 90.2 89.6 87.4
10 94.1 93.5 93.7 91.3
15 95.3 94.0 94.6 92.1
50 96.8 94.5 96.2 93.0
all 96.8 95.0 96.2 95.2

Cluster-CA-GCN64 (ours)

all (test)

5 / 10

92.7 93.6 93.3 91.3
0 51.4 51.0 52.8 50.5
3 85.5 84.4 85.9 80.2
10 92.4 89.4 92.3 87.1
15 93.9 90.3 93.9 87.9
50 95.9 91.2 96.3 88.4
all 95.9 94.4 96.3 84.6

Cluster-CA-GCN64 (ours)

all (test)

10 / 10

93.8 91.8 89.5 90.9
0 51.9 50.9 50.3 50.5
3 87.0 65.7 81.8 55.2
10 94.0 70.9 88.9 56.8
15 95.3 72.1 91.1 57.1
50 97.1 73.3 94.2 57.2
all 97.1 93.0 94.2 92.5

C.3 Further Results on H&M Transactional
In section 5.5 we presented the results that we achieved for training the dif-

ferent configurations of our CA-Cluster-GCNmodel on the categories Women
- Also Bought and Women - Bought Together. In Table C.5 we present the re-
sults that we achieved for 64 hidden nodes per GCL on the category Women -
Also Boguht.

In Table C.5, we can observe that the best performance was achieved for
the model CA-Cluster-GCN64

S,MLP , for k = all, after training it with full-batch
GD. In Table C.5, we can also observe that our CA-Cluster-GCN64

S,MLP model
for batch-size equal to 2 and 5 cannot predict correct the edges unless all the
neighbours are provided.

In Table C.6 and Table C.7 we provide the numerical values of the re-
sults presented in Figure 5.2. The best performance was achieved for the
CA-Cluster-GCN350

S,MLP , when batch-size/clusters was set equal to 10/10 (full-
batch), but the dominant curve for k = 10, 15 and 50 presented in Figure 5.2
was belonging to the CA-Cluster-GCN64

A,MLP , when batch-size/clusters was
set equal to 5/10.

We chose the configuration of the dominant model and we tried to change
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Table C.4: Experimental results on the Amazon [5, 6] dataset, for 64, 350 and
512 hidden nodes per GCL, respectively.

Methods k Batch-size / Women - Also Bought (%)Clusters

CA-Cluster-GCN64
A (ours)

all (test)

2 / 10

93.9
0 52.6
3 87.6
10 94.1
15 95.3
50 96.8
all 96.8

CA-Cluster-GCN350
A (ours)

all (test)

2 / 10

95.6
0 55.5
3 90.9
10 95.8
15 96.7
50 97.6
all 97.6

CA-Cluster-GCN512
A (ours)

test all

2 / 10

95.3
0 56.4
3 90.6
10 95.7
15 96.6
50 97.5
all 97.5

the number of hidden nodes per GCL.We experimented with 64, 128, 256, 350
and 512 hidden nodes per GCL. The results of the experiments are presented
in Table C.8.

C.4 Results on Metrics (H&M’s Pariwise Com-
patible)

C.4.1 Tagging
The CA-Cluster-GCN model contains an encoder, which we can use to

generate embedding vectors. We decided to use the pre-trained CA-Cluster-
GCN models to generate embedding vectors, with purpose of using them for
predicting the labels of each fashion item. The pre-trainedmodels were trained
to answer the CE and FITB questions. With the help of the Transfer Learning
[25] technique, we can use a classifier (i.e. an MLP model) to predict the label
of each fashion item.
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Table C.5: The results of the experiments conducted on the H&M’s transac-
tional data, for 64 hidden units per GCL. The bold accuracy is the best achieved
accuracy, whereas the box around the accuracy value is the best achieved ac-
curacy, when k = 50.

Methods k Batch-size / Women - Also Bought (%)
Clusters A S A, MLP S, MLP

Cluster-CA-GCN64 (ours)

all (test)

2 / 10

76.2 81.9 80.0 82.1
0 50.0 50.0 50.1 50.0
3 71.8 51.3 80.4 51.5
10 58.2 52.0 80.9 53.0
15 57.5 52.5 80.6 53.4
50 56.6 55.7 79.0 55.8
all 70.9 82.2 78.0 82.4

Cluster-CA-GCN64 (ours)

all (test)

5 / 10

76.8 80.0 77.7 81.9
0 50.0 50.0 50.0 50.0
3 72.5 53.9 74.1 53.4
10 62.3 59.9 72.0 55.5
15 61.7 63.5 71.6 56.4
50 60.9 72.1 70.3 59.9
all 69.8 75.8 73.7 81.6

Cluster-CA-GCN64 (ours)

all (test)

10 / 10

73.7 71.8 68.1 82.1
0 50.0 50.0 50.0 50.9
3 65.2 50.7 69.7 65.8
10 73.3 58.6 74.6 75.3
15 72.9 61.2 74.1 77.0
50 71.7 65.7 72.0 79.5
all 74.3 68.7 67.5 83.5

The classifier that we used is an MLP model, which contains 4 hidden
layers with 64, 32, 24, 12 hidden units, respectively. After each hidden layer,
we applied dropout equal to 0.20, 0.15, 0.10, 0.05, 0.00, respectively. The first
3 hidden layers have a ReLU [44] activation function, and the last layer has
a Softmax. The learning rate was set to 0.001, for the Adam [48] optimizer
and we trained the classifier for 500 epochs, with early stopping. The training
data were shuffled after each epoch. The objective function was a weighted
Cross-Entropy-Loss. We used the weighted version of the Cross-Entropy-Loss
because the data were high imbalanced.

The pre-trained CA-Cluster-GCN models were trained on the pairwise
compatible data provided by H&M. By using the intersection of the data as
described in subsection 4.2.3, we managed to have 12 classes for the colour
category, 12 classes for the products’ type category and 2 classes for the gen-
der category. The results of the different generated embedding vectors from
the different configuration of the CA-Cluster-GCN model are presented in Ta-
ble C.9 for the intersection data with respect to the outfits that contain at least
2 fashion items, and in Table C.10 for the intersection data with respect to the
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Table C.6: The results of the experiments conducted on the H&M’s transac-
tional data, for 350 hidden units per GCL. The bold accuracy is the best ac-
curacy, whereas the box around the accuracy value is the best accuracy when
k = 50.

Methods k Batch-size / Women - Bought Together (%)
Clusters A S A, MLP S, MLP

Cluster-CA-GCN350 (ours)

all (test)

2 / 10

81.1 81.3 81.4 81.4
0 50.2 50.2 50.3 50.4
3 64.4 65.8 68.1 69.4
10 77.1 76.0 79.0 75.6
15 78.1 76.3 79.6 76.1
50 77.4 76.6 79.1 77.0
all 77.0 79.2 78.4 81.5

Cluster-CA-GCN350 (ours)

all (test)

5 / 10

82.2 81.9 81.9 81.6
0 50.0 50.1 50.1 50.0
3 61.7 62.8 68.5 66.0
10 77.8 76.2 80.1 76.4
15 79.5 77.6 81.4 77.7
50 79.6 79.4 82.5 79.6
all 78.6 80.5 82.0 82.5

Cluster-CA-GCN350 (ours)

all (test)

10 / 10

82.2 81.7 81.7 81.1
0 50.0 50.0 50.0 50.0
3 56.1 58.7 61.9 56.3
10 74.6 76.0 77.5 62.5
15 78.4 78.0 79.0 62.7
50 79.1 79.9 78.6 62.6
all 77.6 81.0 77.8 81.5

the outfits that contain at least 3 fashion items.
The first thing that we can observe from the results in Table C.9 and Ta-

ble C.10 is that the embedding vectors have been created in such a way that
the dominant information per embedding vector is the gender. This something
that we could not expect since it would be extremely difficult to identify the
gender of a black trouser, just by looking a picture of it. We believe that the
pre-trained CA-Cluster-GCN model understood that women’s products have
higher probability to be compatible with women’s products instead of men’s
products, thus it managed to encode this information in the embedding space.

By increasing the hidden nodes per GCL from 64 to 350, we can noticed
that the performance increased significantly, especially for the category of the
products’ type. This means that the embedding vectors have been generated
by containing more information for the fashion items’ type, instead of its dom-
inant colour.

C.4.2 Similarity
In subsection C.4.1, we viewed that the generated embedding vectors from
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Table C.7: The results of the experiments conducted on the H&M’s transac-
tional data, for 64 hidden units per GCL. The bold accuracy is the best ac-
curacy, whereas the box around the accuracy value is the best accuracy when
k = 50.

Methods k Batch-size / Women - Bought Together (%)
Clusters A S A, MLP S, MLP

Cluster-CA-GCN64 (ours)

all (test)

2 / 10

81.3 81.4 80.6 81.1
0 50.1 50.1 50.7 50.1
3 62.6 63.1 73.1 70.3
10 76.0 73.8 78.9 76.0
15 77.4 74.5 79.5 76.5
50 76.8 74.7 79.9 77.4
all 76.0 77.7 79.6 80.8

Cluster-CA-GCN64 (ours)

all (test)

5 / 10

81.5 81.0 81.2 81.9
0 50.0 50.0 50.3 50.1
3 57.8 59.8 72.4 69.0
10 74.4 72.8 79.3 77.1
15 77.0 74.2 80.2 78.0
50 76.7 76.6 81.5 79.4
all 75.0 76.4 81.5 82.7

Cluster-CA-GCN64 (ours)

all (test)

10 / 10

81.5 80.8 81.9 82.1
0 50.0 50.0 52.1 50.9
3 54.6 57.1 73.1 65.8
10 70.8 73.6 79.9 75.3
15 75.2 75.8 80.8 77.0
50 77.8 78.4 82.2 79.5
all 75.5 78.9 82.6 83.4

the different configurations of the CA-Cluster-GCNmodel have encodedmostly
the information of the products’ gender, and less information of the type and
colour of the product. With the help of the K-means [52, 53] method, we
can cluster the generated embedding vectors to C clusters. The gender cate-
gory contains 2 classes, whereas the colour and type categories containing 12
classes each, thus we chose to cluster the embedding vectors to C = 2, and
C = 12 clusters.

We used the same data (intersection) that we used in subsection C.4.1. The
data from the training, validation and testing datasets, were merged to a single
dataset. The datasets are two in total, where the first contains the intersection
of the data with the outfits that contain at least 2 fashion items, whereas the
second dataset contains the intersection of the data with the outfits that contain
at least 3 fashion items.

The Table C.11 and Table C.12 contain the Silhouette Score [54] and the
Homogeneity Score [55]. The silhouette score will evaluate the quality of the
clusters, and the homogeneity score will evaluate the similarity among the
products per cluster.
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By studying carefully the results in Table C.11 and in Table C.12, we ob-
served a similar behavior to the results in subsection C.4.1. When we clustered
the embedding vectors to 2 clusters, then it is very clear that the clusters are
homogenized, meaning that the data per cluster in majority are similar, with
respect to the products’ gender.

For the categories colour and type we clustered the embedding vectors
in 12 clusters, resulting obviously to the same silhouette score since the data
were clustered independently to their labels. By examining and calculating the
homogeneity score per cluster, we observed that the products per cluster are
more similar with respect to their type instead of their colour.

It is worth mentioning that we observed similar behaviors in both datasets,
that contain minimum 2 fashion items per outfit, and minimum 3 fashion items
per outfit. Also, we observed that the MLP part in the CA-Cluster-GCNMLP

model was helping to encode more meaningful information of the products to
the embedding vectors, with respect to the colour and type of the products’
compared to the CA-Cluster-GCN models that did not contain the MLP part.
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Table C.8: The results of the experiments conducted on the H&M’s transac-
tional data, for 64, 128, 256, 350 and 512 hidden units per GCL, respectively.
The bold accuracy is the best accuracy, whereas the box around the accuracy
value is the best accuracy when k = 50.

Methods k Batch-size / Women - Bought Together (%)
Clusters A S A, MLP S, MLP

Cluster-CA-GCN64 (ours)

all (test)

5 / 10

81.5 81.0 81.2 81.9
0 50.0 50.0 50.3 50.1
3 57.8 59.8 72.4 69.0
10 74.4 72.8 79.3 77.1
15 77.0 74.2 80.2 78.0
50 76.7 76.6 81.5 79.4
all 75.0 76.4 81.5 82.7

Cluster-CA-GCN128 (ours)

all (test)

5 / 10

82.0 81.8 81.0 81.8
0 50.0 50.0 50.1 50.0
3 60.2 60.3 70.2 69.2
10 75.3 73.5 79.2 77.4
15 77.7 75.5 80.4 78.3
50 79.2 78.7 81.7 79.6
all 77.9 79.7 81.6 82.6

Cluster-CA-GCN256 (ours)

all (test)

5 /10

82.1 81.9 82.2 81.2
0 50.0 50.1 50.1 50.1
3 60.4 62.0 67.1 65.8
10 76.6 74.7 79.6 75.7
15 78.7 76.3 81.0 77.2
50 79.2 78.3 82.2 79.3
all 78.3 79.6 81.7 82.2

Cluster-CA-GCN350 (ours)

all (test)

5 / 10

82.2 81.9 81.9 81.6
0 50.0 50.1 50.1 50.0
3 61.7 62.8 68.5 66.0
10 77.8 76.2 80.1 76.4
15 79.5 77.6 81.4 77.7
50 79.6 79.4 82.5 79.6
all 78.6 80.5 82.0 82.5

Cluster-CA-GCN512 (ours)

all (test)

5 / 10

82.1 82.0 82.5 81.5
0 50.0 50.1 50.0 50.1
3 62.5 64.3 65.2 66.8
10 78.0 76.8 79.0 75.9
15 79.6 77.9 80.6 76.9
50 80.0 79.2 81.5 78.4
all 79.5 80.8 81.0 82.1
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Table C.9: Accuracy for predicting the label of each fashion item per category
for the intersection data with respect to the outfits that contain at least 2 fashion
items.

Pre-trained Model Colour Type Gender
CA-Cluster-GCN350

S (ours) 45.5 83.2 97.3
CA-Cluster-GCN350

A (ours) 42.3 82.9 97.3
CA-Cluster-GCN64

S (ours) 23.8 71.7 97.4
CA-Cluster-GCN64

A (ours) 25.3 71.5 97.3
CA-Cluster-GCN64

S,MLP (ours) 16.9 47.3 98.3
CA-Cluster-GCN64

A,MLP (ours) 17.5 52.9 98.7

Table C.10: Accuracy for predicting the label of each fashion item per category
for the intersection data with respect to the outfits that contain at least 3 fashion
items.

Pre-trained Model Colour Type Gender
CA-Cluster-GCN350

S (ours) 39.9 80.1 96.7
CA-Cluster-GCN350

A (ours) 40.0 79.4 96.3
CA-Cluster-GCN64

S (ours) 23.9 70.2 97.9
CA-Cluster-GCN64

A (ours) 21.6 69.5 97.2
CA-Cluster-GCN64

S,MLP (ours) 16.1 47.8 98.2
CA-Cluster-GCN64

A,MLP (ours) 17.5 51.0 98.5

Table C.11: Silhouette and Homogeneity score on the intersection data with
respect to the outfits that contain at least 2 fashion items.

Average
Pre-trained Category Number of Silhouette Homogeneity

Model Clusters Score Score

CA-Cluster-GCN350
S (ours)

gender 2 0.164 0.666
colour 12 0.153 0.041
type 12 0.153 0.430

CA-Cluster-GCN350
A (ours)

gender 2 0.147 0.817
colour 12 0.158 0.042
type 12 0.158 0.418

CA-Cluster-GCN64
S (ours)

gender 2 0.205 0.792
colour 12 0.199 0.041
type 12 0.199 0.432

CA-Cluster-GCN64
A (ours)

gender 2 0.198 0.776
colour 12 0.201 0.041
type 12 0.201 0.385

CA-Cluster-GCN64
S,MLP (ours)

gender 2 0.312 0.758
colour 12 0.246 0.043
type 12 0.246 0.354

CA-Cluster-GCN64
A,MLP (ours)

gender 2 0.266 0.772
colour 12 0.236 0.045
type 12 0.236 0.352
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Table C.12: Silhouette and Homogeneity score on the intersection data with
respect to the outfits that contain at least 3 fashion items.

Pre-trained Category Number of Silhouette Homogeneity
Model Clusters Score Score

CA-Cluster-GCN350
S (ours)

gender 2 0.146 0.792
colour 12 0.140 0.045
type 12 0.140 0.382

CA-Cluster-GCN350
A (ours)

gender 2 0.145 0.696
colour 12 0.150 0.044
type 12 0.150 0.337

CA-Cluster-GCN64
S (ours)

gender 2 0.200 0.738
colour 12 0.182 0.047
type 12 0.182 0.319

CA-Cluster-GCN64
A (ours)

gender 2 0.208 0.735
colour 12 0.183 0.044
type 12 0.183 0.313

CA-Cluster-GCN64
S,MLP (ours)

gender 2 0.249 0.729
colour 12 0.219 0.037
type 12 0.219 0.322

CA-Cluster-GCN64
A,MLP (ours)

gender 2 0.288 0.763
colour 12 0.207 0.040
type 12 0.207 0.302
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