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Abstract
This work examines training neural networks which are capable of learning
multiple tasks. We propose an architecture trained on KITTI and Cityscapes,
which respectively include only the annotations for 2D object detection and se-
mantic segmentation. We propose 4methods for trainingwith disjoint datasets,
and show the difference in performance with hyperparameters taken from lit-
erature as well as a hyperparameter search. We show the feasibility of training
with disjoint datasets. We observe that the best strategy for training is us-
ing multiple forward passes and summing the gradients. By using multi-task
learning we note an increase in mean average precision for the 2D object de-
tection task but a decrease in mean intersection over union for the semantic
segmentation task.
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Sammanfattning
Detta arbete undersöker träning av neurala nätverk som kan lära sig att ut-
föra flera uppgifter samtidigt. Vi föreslår en arkitektur tränad på KITTI- och
Cityscapes-data, där respektive dataset endast innehåller annoteringar för ob-
jektdetektering i 2D samt för semantisk segmentering. Vi föreslår fyra meto-
der för träningmed de disjunkta dataseten och visar skillnaden i prestandamed
hyperparametrar tagna från litteraturen samt med hyperparametersökning. Vi
påvisar möjligheten att träna med disjunkta dataset och observerar även att
den bästa strategin för träning är att använda sig av flertalet framåtpasseringar
och summera gradienterna. Genom att använda denna strategi under flerupp-
giftsträning, noterar vi en ökning i medelvärdet av precisionen för objektde-
tektering i 2D, men en minskning i medelvärdet av snittet genom unionen för
semantisk segmentering.
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Chapter 1

Introduction

Humanity has thrived, in part, due to our ability to create tools which aid our
survival. Whether bows and arrows to hunt, wheels to trade, or steam engines
to produce, they have all improved the productivity of human societies. The
modern computer is another tool in this list, which has already allowed society
to automate many tasks which previously required extensive human labor. The
idea of the modern computer was first presented by Alan Turing in [1]. In this
work he described a computer as a tool which, given an input and a set of
instructions, executes the instructions on the input and produces an output.
The usefulness of a computer is bound to the set of instructions, presently
called a computer program or software, humans are capable of writing.

Let us consider the overarching goal this thesis works towards; using a
computer to automate driving a vehicle from location A to B in a safe manner.
The input to the computer could be similar to what a human uses to drive: a
continuous stream of images produced from one ormore light sensorsmounted
to the vehicle, as well a destination. In similar fashion the output could be the
steering angle and whether to break, speed up or keep pace. What kind of
instructions should we give to the computer to apply to the input? Somehow
these instructions need to extract a lot of information from the image. Is the
car in front of me about to break? Is that child in the distance going to walk in
front of the vehicle? Do I need to turn the wheels slightly to the left in order
to stay on the road? These questions are but a few among the very many to
consider. It is therefore deemed infeasible to write a computer program in the
traditional manner to provide an autonomous vehicle.

An alternative to traditional software is machine learning. Instead of ex-
plicitly writing down the instructions to complete a task, we could instruct a
computer program to learn how to complete this task. Informally, the input
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2 CHAPTER 1. INTRODUCTION

to the computer will be data which can be used to learn the desired task. For
the scenario described above, exemplar data is the footage of a human driv-
ing along with their steering angle as well as the gas and brake pedal angle.
The output should be the desired set of instructions which, given again to a
computer, is capable of performing the task, driving in our case. The hope is
that writing the instructions which learn behaviour based on data and produce
the learnt behaviour as a computer program is easier than manually writing
the instructions. A desirable side-effect is that a computer program which can
learn a task based on data should be domain-independent; it could not only
be useful for learning to drive cars, but also for learning other tasks such as
medical diagnosis.

1.1 Problem description
Autonomous driving can have a tremendous impact on society [2] by (i) pre-
venting many deadly or life-altering injuries due to road accidents, and (ii)
making transportation systems more sustainable by increasing the efficiency
of the travel flow, among others. Perception of the environment is a crucial
aspect of autonomous driving that can greatly benefit from recent advances in
deep learning. In the last decade empirical evidence has shown the research
community that Deep Neural Networks taught by backpropagation on a loss
function are capable of learning difficult tasks, such as recognizing speech
[3, 4], detecting objects in images [5, 6], and beating the world champions in
games such as Go [7] and Dota 2 [8]. However, scaling these results to the
task of safe autonomous driving has remained an open problem. To ease the
engineering challenge the driving task can be divided into less difficult tasks
such as object detection or road segmentation. These tasks have clearly defined
loss functions, are therefore learnable by neural networks, perform adequately
well, and their output can be processed with traditional software instructions.

However, inference with deep neural networks is relatively slow in the con-
text of real-time (~30 FPS) applications and grows with the depth of the net-
work. The scope of a complete autonomous vehicle system might include
many perception tasks, such as 2D and 3D object detection, semantic segmen-
tation, depth estimation and motion tracking. Adding a distinct deep neural
network for each desired computer vision task would quickly exceed the time
and GPUmemory budget in the vehicle. Moreover, each task requires specific
annotations in the dataset. In order to maximize the amount of data which can
be used to train the system we could annotate all available data for each task.
However, this might be prohibitively expensive. An alternative is to train on
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distinct datasets where each sample only has annotations for a specific subset
of tasks.

1.2 Research questions
The objective of the thesis is to analyze how to train a single neural network to
perceive the environment inmultiple, distinct ways while only having access to
a distinct dataset for each task. Previous research has shown that a single deep
neural network can learn to perform multiple tasks such as classification, 2D
object detection and pixel-level semantic segmentation while sharing a large
portion of weights [9]. However, this work only used a single data source, the
KITTI benchmark suite [10].

In order to gain a better understanding in the requirements for developing
an autonomous driving pipeline based on deep learning algorithms the follow-
ing research questions are posed:

1. What is the most effective strategy for training a multi-task neural net-
work on both the task of 2D object detection as well as semantic seg-
mentation with disjoint data annotations?

2. What effect does multi-task learning have on the speed and accuracy of
the joined network?

We hypothesize thatmulti-task learning positively impacts the performance
of the neural network on both tasks, even though no additional data with an-
notations for a specific task is used. We expect a performance gain by using
multi-task learning due to implicit regularization by 1) access to more data
with similar distribution and 2) the optimization needs to generalize over mul-
tiple tasks which should negate overfitting. We propose 3 techniques (con-
catenation, random sampling, multiple forward passes) in order to train the
neural network on distinct data samples. We expect (some of) these to be ro-
bust and that a good set of hyperparameters for training with these techniques
are relatively easy to find.

1.3 Environmental concerns
The training of neural networks requires a large amount of computational re-
sources. These resources, often GPU clusters in a data center, require a lot of
energy. A single training episode can take weeks depending on the network
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and dataset size. While a single training run might not be substantial, it is of-
ten required to do a hyperparameter search in order to achieve the best results.
While we believe the scope of calculating the world-wide energy consump-
tion spent on machine learning is an individual master thesis, we conjecture
that the sum of all hyperparameter searches constitutes a relevant percentage
of the world-wide energy burden. A multi-task neural network can potentially
decrease the amount of energy spent on hyperparameter searches by prevent-
ing the use of multiple searches for each distinct neural network.

Furthermore, this work was done in the context of Scania’s goal of deliv-
ering an autonomous transport solution. An autonomous logistic pipeline can
decrease the environmental burden of transport. For example, in the public
transport domain autonomous vehicles could increase the coverage of public
transport and decrease the necessity of owning a car. A centralized public
transport solution is easier to refit to non-fossil fuel sources of energy. In the
domain of logistics, we hypothesize that autonomous trucks could more easily
and efficiently operate within the context of unstable energy sources, such as
wind and solar power.

1.4 Ethical concerns
Computer vision research and technology can be useful in a multitude of con-
texts and domains. We see potential to decrease human suffering by the inven-
tion of autonomous medical applications capable of detecting disease cheaper
and sooner, autonomous vehicles decreasing the amount of traffic accidents,
or robots automating dangerous jobs prone to accidents. However, we also
see the potential to increase human suffering by autonomous weapons, total-
itarian regimes automating the tracking of dissidents, the inclusion of human
biases (such as racism and discrimination) into the machine learning models,
and decision processes without the means of appeal.

This work uses the KITTI and Cityscapes dataset, both recorded in Ger-
many. Our work might therefore prominently benefit the development of au-
tonomous vehicle technology in Germany and other similar looking countries.
Most people in the images have a white skin-color and western clothing style.
The research community might overfit on the knowledge required to make au-
tonomous driving work in these contexts by focusing on improving methods
on biased datasets. This can lead to the technology not working as well in
poorer countries, and it might be proportionally more likely that people un-
derrepresented in datasets have accidents with autonomous vehicles.
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1.5 Social concerns
Autonomous driving solutions will have a large impact on the current labour
market. Many jobs are related to operating a vehicle. In general, as machine
learning technology matures, the level of automation will increase. We feel
that it is naive to assume that this will not create frictions and unrest on a
societal level. Although we now look back on the industrial revolution as a
net-positive on society, it did change the fabric of our societies and hurt many
individuals in the process. We expect that the automation revolution will have
similar consequences. We emphasize the need of a social security net as peo-
ple lose their job due to automation and need to learn new skills required in
the AI era. We should ensure that everyone benefits from automation, and not
only those select few with the means of data.



Chapter 2

Background

This chapter will present an overview of the topics in the field of artificial
intelligence which intersect with the thesis. We will first give a brief overview
of the field of machine learning (2.1) and formally describe the problem of
supervised learning (2.1.1). This is followed by discussing the artificial neural
network (2.2) which, along with the advent of deep learning (2.3), had a major
impact in 2D object detection (2.4) and semantic segmentation (2.5).

2.1 Machine Learning
The field of machine learning includes 3 major branches: supervised learning,
unsupervised learning, and reinforcement learning. In supervised learning,
the input data is annotated. Each data sample contains a possible input to the
program as well as an annotation with the desired output of the program. An
analogy to human development would be showing a child some pictures of
elephants as well as pointing out the elephant in each picture. After a few
examples, a child would be able to see an elephant in the zoo and be able
to proclaim in astonishment that an elephant is standing nearby. Supervised
learning is therefore focused on recollecting knowledge learned in the past and
applying it in new, unseen, but familiar scenarios.

In unsupervised learning, data is not annotated and therefore does not con-
tain the desired output. This would be similar to giving a child two sets of
pictures, one of elephants and one of giraffes, without telling it anything else.
It might not be able to tell us the names of the species, but it should be able to
tell the difference between a picture of an elephant and of a giraffe. In the zoo,
it should also be able to recognize the animals and match the animal to the
pictures. Unsupervised learning is therefore focused on internally represent-

6



CHAPTER 2. BACKGROUND 7

ing knowledge from a collection of observations as well as interpreting these
observations.

Reinforcement learning, on the other hand, does not make use of a set of
data. Instead, a machine is made to interact with an environment and achieve
a particular goal. The machine will be rewarded if it makes good decisions, or
"punished" when it makes bad decisions. This could be analogous to giving a
cookie to a child when it has cleaned its room without you telling it to do so
beforehand or leaving a restaurant early and going home when it is being too
rowdy. Reinforcement learning is therefore focused on learning what actions
lead to achieving a goal without explicitly stating how to do so.

2.1.1 Supervised Learning
This thesis will only consider supervised learning and leave unsupervised learn-
ing as well as reinforcement learning outside consideration. We will now for-
mally describe the framework of supervised learning. A task is described by
a mathematical function f : RI → RO. While the input space RI and the
output space RO are known, the underlying function f mapping RI to RO is
unknown and should be learned. We therefore collect a dataset D ∼ f,D =

{(x1, y1), . . . , (xn, yn)}. We have a set of n data pairs which have been sam-
pled from the unknown function f . Each sample 0 < i < n consists of a I-
dimensional input vector xi ∈ RI and aO-dimensional output vector yi ∈ RO.
We then want to find an approximation or computational model f̂ such that

min
f̂

∑
x∈RI

L(f(x), f̂(x)) (2.1)

where L is a loss function which describes the distance between the ap-
proximated value f̂(x) and true value f(x).

As f is unknown, however, we can only use the sampled data in D to
estimate how well f̂ approximates to the true f . It is therefore common to
split the dataset D into three separate parts: a training set Dtrain, a valida-
tion set Dval, and a test set Dtest such that D = Dtrain ∪ Dval ∪ Dtest and
Dtrain ∩ Dval ∩ Dtest = ∅.

The training set is used to calculate the computational model f̂ . Often cal-
culating f̂ is called training on or fitting the data. It is often useful to consider
the training loss

Ltrain(f̂) =
∑

(x,y)∈Dtrain

L(y, f̂(x)) (2.2)
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to determine whether the model is learning. While the model is learning
Ltrain should decrease. If the value has plateaued it indicates that the model
is not learning anymore.

The validation set is used to compare and evaluate different design deci-
sions of f̂ . The validation loss

Lval(f̂) =
∑

(x,y)∈Dval

L(y, f̂(x)) (2.3)

can also be useful for spotting when a model is overfitting on the train-
ing data. Overfitting means that the model is learning the specific patterns in
Dtrain instead of learning the general task described by f . This can be ob-
served in the training process when Ltrain continues to decrease while at the
same time Lval plateaus or starts to increase.

The test set can be used to understand how well the computational model
would perform on new samples from f which have not been used to calculate
f̂ . Although the test loss

Ltest(f̂) =
∑

(x,y)∈Dtest

L(y, f̂(x)) (2.4)

can be used for comparing different models, it is more useful to compare
to use a task-specific metric function

Mtest(f̂) =Mtask(f̂ ,Dtest) (2.5)

whichmight be more precise in explaining howwell a certain task has been
learned.

In section 2.4 and 2.5 the corresponding computer vision tasks will be de-
fined in the supervised learning framework. We will first describe the artificial
neural network, which is widely used as the computational model f̂ which at-
tempts to learn these tasks.

2.2 Artificial neural networks
An artificial neural network (ANN) is a computational model inspired by the
biological brain [11, 12]. Let us therefore briefly consider a real neural net-
work. Brain tissue consists of 2 different types of cells: neurons and glia [13].
The neuron cells communicate by receiving, processing and sending electrical
signals. They are structured in a network, where each neuron receives signals
from an upstream set of neighbouring neurons and sends signals to another
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downstream set. Processing takes place inside the neuron by the fact that it
excites when the amount of signals it receives in a given amount of time ex-
ceeds a threshold. Excitement causes a signal to travel to its downstream set of
neighbours. The task of glia cells is to facilitate this communication network.
For example, one type of glial cells (oligodendrocytes) act as insulation so that
the electrical signal can travel more efficiently [14]. Another type (astrocytes)
help, among other things, to form the physical structure of the brain [15].

2.2.1 A neural unit
An artificial neural network attempts to model the behaviour of neuron cells
mathematically. Assume that a single neuron cell receives n input signals
x1, . . . , xn. Each input is scaled by weights w1, . . . , wn in order to model the
importance of each signal. The sum of the scaled inputs can be put through an
activation function A, which models the threshold and decides on the output
signal y. This is described in the equation

y = A(x1 · w1 + x2 · w2 + · · ·+ xn · wn) (2.6)

The threshold behaviour as observed in a real neuron could be modeled
with the activation function

Aneuron(x) =

{
1 x ≥ t

0 otherwise
(2.7)

However, from a computational perspective Aneuron has several undesired
properties. The gradient Aneuron(x)

δx
= 0 for almost all values of x. The gradient

will be important for learning the right values for the weights. If the gradient is
0, however, this will not be possible. This will be explained inmore detail later.
Furthermore, the value t needs to be defined or learned. Similarly, Aneuron(x)

δt
= 0

in most cases, making it very difficult to learn t. Defining it, however, would
be an art of guessing and trial and error. Therefore, it is more common to use
activation functions with more desirable properties. Historically, the sigmoid
and tanh activation functions were commonly used:

Asigmoid(x) =
1

1 + e−x
(2.8)

Atanh(x) =
ex − e−x

ex + e−x
(2.9)
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There is another undesired property of the definition of the neural unit thus
far: the function which it describes has to pass through the origin (0). This is
solved by adding a bias term b to the equation:

y = A(x1 · w1 + x2 · w2 + · · ·+ xn · wn) + b (2.10)

By learning the value of b, the unit can now shift its intercept to the left or
right, adding more flexibility to the modeling power.

2.2.2 The fully-connected layer
The first step of creating a network of artificial neurons is to stack them into a
layer. Similarly to a single unit, a layer ofm stacked artificial neurons receives
n input signals x1, . . . , xn, which can be described equivalently by a row vector

x =
[
x1 . . . xn

]
Each of them units in the layer should calculate the output y as in equation

2.10, resulting in m output values y1, . . . , ym, which can be described as the
row vector

y =
[
y1 . . . ym

]
By putting the weights w1, . . . , wn and biases b1, . . . , bm of each unit as a

row in the matrix  b1 w1,1 . . . w1,n
...

... . . . ...
bm wm,1 . . . wm,n


Equation 2.10 can then be expressed as vector-matrix multiplication:

y = A(
[
1 x

]
·W>) (2.11)

Note that the row vector contains a 1 so that the bias term is included into
the vector-matrix multiplication.

Using only a single layer has been proven [16] to be able to approximate
any continuous function f : RI → RO with the number of units m < ∞ and
A = Asigmoid. While there is a theoretical guarantee that a single layer can
approximate any function, in practice it is deemed infeasible. Finding the re-
quired amount of units and their correct values for the weights and bias terms
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is not computationally feasible with currently known algorithms. Addition-
ally, while m < ∞, it can still grow impractically large for current hardware
capabilities. Furthermore, it is likely that functions which are interesting to
approximate are discontinuous.

2.2.3 A feed-forward neural network
The problems arising with the use of a single layer can be alleviated by com-
bining multiple layers. A collection of layers creates a feed-forward neural
network consisting of k layers l(1), . . . , l(k). Each layer i is represented by
the weight and bias matrix W(i) with mi units, as well as a potentially layer-
specific activation function Ai. Starting with an input signal x(0) ∈ RI , the
output y ∈ RO is computed as follows:

for i in 1, . . . , k (2.12)

h(i) =
[
1 x(i−1)

]
·W>,(i) (2.13)

x(i) = A(i)(h(i)) (2.14)
y = x(k) (2.15)

This layer-wise computation allows themodel to approximate non-continuous
functions as the activation functions add non-linearity. The conceptual idea
behind layers is that the units in the early layers compute and signal the pres-
ence of low-level features, while later layers compute more high-level abstrac-
tions.

The final layer often computes the output required by a specific task. When
solving a categorical task, such as predicting whether an image contains a cat
or a dog, it is common for the output to be a vector where each index represents
a score for ranking a particular class. A widely-used activation function in cat-
egorical tasks for the output layer is therefore the softmax activation function:

Asoftmax(x) =
ex∑n
i=0 e

xi

The softmax function has desirable properties: the values of Asoftmax(x)

sum to 1, each value will be bounded between 0 and 1, and it is differentiable.
It mimics a probability distribution over the different classes. In regression
tasks, such as predicting house prices, it would not be practical to use an ac-
tivation function which bounds the output to a certain range. For example,
the sigmoid would only be able to output values in the range of the number of
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units [0,m(k)], while tanh would have a range of [−m(k),m(k)]. By defining
the linear activation function:

Alinear(x) = x

the network is not limited in the range of the output. This can also be seen as
simply not having an activation function.

2.2.4 The convolutional layer
Images play a vital role in computer vision. They are usually represented as
a 3-dimensional tensor, where the row and column represent a pixel, and the
depth stores the values of the colour channels. It is often useful to consider
local information in images, as neighbouring pixel values help processing in-
formation such as the shape and type of an object. Furthermore, this type of
processing could be applied to any local area in the picture. However, the fully-
connected layers as described above would not be able to do this kind of pro-
cessing efficiently. The image would have to be flattened into a 1-dimensional
vector. As each unit in a fully-connected layer receives the whole image as in-
put it is also difficult to do local processing. The convolutional layer suggests
a way to accomplish processing local information, reason in 2 dimensions and
do efficient weight-sharing by re-using the weights of units in different loca-
tions of the image.

Let us assume an image with 30× 30 resolution and 3 colour channels on
which we want to apply a convolutional layer. The image is said to contain 3
input feature maps of size 30×30, one for each colour dimension. A convolu-
tional layer consists of a kernelKwhich slides over the input feature maps and
applies a linear transformation at each window in order to calculate an output
feature map (See figure 2.1). The size of the output feature map is defined by
the following properties: the kernel size, the stride, padding and the amount
of filters.

The kernel size defines the local area for which features are computed. A
1× 1 kernel

K1x1 =
[
w1

]
will shift the values of the input by a certain value and does not change the
resolution of the output feature map. A 2× 2 kernel

K2x2 =

[
w1 w2

w3 w4

]
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Figure 2.1: Convolution of a 3 × 3 kernel on a 5 × 5 input feature map with
a stride of 1 and no padding. The input feature map (light blue) can be slid
over by a 3 × 3 kernel in such a way that there are 9 valid windows (dark
blue) for a 3× 3 kernel (subscript values in dark blue cells). At each of the 9
windows the element-wise multiplication between the kernel and the values of
the image inside the window is computed. Each cell of the output feature map
(dark green) is computed by summing all the values in the resulting matrices
(not displayed) as a single value (dark green). Figure taken from [17].
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considers 4 neighbouring pixels and could potentially detect local shapes such
as straight or diagonal lines. A 2 × 2 kernel size will decrease the resolution
by 1 on each axis. In general, a n × n kernel will consider n2 pixels, detect
local features in that area and decrease the resolution of the output feature map
by n− 1 on each axis.

To prevent that kernels decrease the resolution of the output feature map
padding can be added to the input feature maps. The padding adds one or more
0’s at the axis boundaries. For example, encapsulating a 30× 30 input feature
map with 1 layer of padding turns it into a 32×32 feature map. If this 32×32

map is then convoluted with a 3× 3 kernel the original size of 30× 30 is kept.
The stride affects how the kernel shifts. A stride of 1, along with the re-

quired padding, will cover each pixel in the input feature map. With padding,
the output feature map will therefore have the same resolution. With a stride of
2, however, the kernel will skip a column each time it shifts along the width,
and it will skip a row each time it shifts along the height. It will cause the
output feature map to be down scaled to half the resolution compared to the
input feature map. In general, a stride of n will down-scale the resolution by
1
n
. Down-scaling is useful as a low-resolution input feature map is less com-

putationally and resource demanding.
Computing a single output feature map might not be very useful as a single

kernel can only represent a single feature. Therefore, a convolutional layer
consists of many filters, where each filter contains its own kernel. If the input
consists of multiple feature maps, a filter has a separate kernel for each input
feature map. As each filter only outputs a single output feature map, the output
feature maps produced by each kernel are summed together. For example, let
us consider the 30x30x3 image tensor and a convolutional layer with kernel
size 3x3, stride of 2, padding of 1 layer and 10 filters. The output dimensions
of the convolutional layer should be 1

2
∗ 30× 1

2
∗ 30× 10. The convolutional

layer will initially compute 30 feature maps of resolution 15 × 15. However,
the 3 output feature maps of each filter are summed together into 1.

2.2.5 Training an artificial neural network
As described in section 2.1.1, in supervised learning a task, described by the
function f : RI → RO, should be learned by finding an approximation f̂ using
a datasetD = Dtrain∪Dval∪Dtest sampled from f . Training a neural network
is an optimization problem which tries to find the weights and bias terms that
form the best approximation f̂ of f . We want to find the parameters θ, the
weights and biases of the ANN, such that f̂ = f(x, θ) is the neural network
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and optimize θ such that

min
θ

∑
x,y∈Dtrain

L(y, f(x, θ))

that is, find the parameters θ that minimize the loss functionL over the training
dataset Dtrain.

Before starting to optimize the parameters of a neural network you have to
consider the specific architecture of the model. Among other things, you have
to decide on the activation function, the amount of layers, the type of layers,
and layer-specific attributes like the number of units in a fully-connected layer
or the kernel size in a convolutional layer. This is mostly done by human
intuition, empirical trial-and-error and copying from architectures which are
known to work well.

Another important factor is the dataset. It is common to pre-process the
data. For numerical stability, the data is often normalized to have a mean of
0 and a standard deviation of 1. It is also common to do data augmentation
to artificially increase the amount of data. For images, for example, data aug-
mentation can consist of flipping the image horizontally, rotating it by a small
degree, or slightly altering the color of some pixels.

Optimization of the parameters θ is done by the stochastic gradient descent
algorithm [18, 19]. The concept of the algorithm is based on calculating the
derivatives of the loss function with respect to the weights of the neural net-
work. The weights are updated according to the gradients and the procedure
it repeated until adequate convergence.

2.3 The advent of deep learning
The term deep learning represents a paradigm shift in the field of artificial in-
telligence which changed the focus of the research community to using "deep"
neural networks for learning tasks. A deep neural network, compared to a
shallow one, has many more layers. There is no precise definition for when a
neural network is deep or shallow. Before the widespread popularity of deep
neural networks, it was common for experts to design systems which solved
tasks by "hand-crafted" features. The experts decided on which observed fea-
tures, such as edges in images, could then be given to prediction systems such
as support vector machines or hidden markov models.

These systems had 3 problems:

1. A slight change in the task could require (large) changes in the extracted
hand-crafted features
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2. the systems do not improve if they are given more data to learn from, or
the methods are computationally infeasible with larger amounts of data

3. the systems are fragile: a lot of moving parts and it is difficult to find
good, hand-crafted features

At the same time, neural networks had several issues which inhibited per-
formance.

1. Training neural networks was slow and unstable

2. Only shallow neural networks with few layers were trainable due to van-
ishing or exploding gradients

3. Even shallow neural networks had large computational costs

4. Data was scarce and very expensive to obtain

There were several developments which contributed to solving the issues
surrounding neural networks. The computational cost was reduced by the de-
velopment of the Graphical Processing Unit (GPU), initially designed for do-
ing the fast matrix calculations required for computer graphics. GPUs became
faster and cheaper due to the growth and demand of the video game industry.
Neural networks benefited from these developments as they also require ma-
trix calculations. Neural network implementations were sped up by deploying
them on GPUs with efficient matrix implementations [20]. This improved the
computational feasibility of training (deep) neural networks.

Another important factor was the availability of data. As personal comput-
ers, mobile phones, and internet usage became ubiquitous, it became cheaper
and easier to collect large datasets. An example is the ImageNet dataset [4],
which was constructed with the use of image search engines and human label-
ing via the Amazon Turk platform. It has played a vital role as a benchmark
for the development of Deep Learning techniques.

AlexNet [20] started the popularity in Deep Learning by decreasing the ab-
solute classification error by 10% (from 26.2% to 15.3%) on the popular image
classification benchmark ImageNet compared to classical non-neural network
approaches. They showed it was feasible to train a neural network with 5 con-
volutional and 3 fully-connected layers on a large amount of data. This was
possible by combining several techniques: using a GPU implementation, us-
ing ReLU activation instead of sigmoid or tanh, applying "local response nor-
malization" on the activation of several layers and reducing overfitting by data
augmentation and dropout.
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The VGG16 (16 layers) and VGG19 (19 layers) networks [21] showed that
solely increasing the depth of a network is beneficial to classification accuracy.
Increasing the depth was possible due to stable initialization techniques such
as Glorot [22] or He [23] initialisation or using a training process where first a
shallow network is trained and gradually new layers are added to increase the
depth.

It was observed that there was a limit to the effectiveness of increasing
the depth. An interesting phenomenon called the degradation problem was
observed: increasing depth first plateaus and then degrades network perfor-
mance. This meant that very deep neural networks performed worse than their
shallow counter-parts. This degradation problem was solved by the ResNet
networks [24], which introduces skip-connections where the final activation of
a layerL is summed with the activation of the previous layerL−2. This allows
a layer to, in the worst case, simply represent an identity operation (multiply
by 1), which mimics a shallower network. They hypothesize that this eases the
optimisation problem. They trained and compared networks with 20, 32, 44,
56, 110 and 1202 layers. They showed that the 110-layer network performs
best and the 1202 layer performs slightly worse (but is still competitive) due
to overfitting.

2.4 2D object detection
The 2D object detection task entails detecting and localizing one or more dis-
tinct objects in an image. Each object should be delimited, in the coordinate
space of the image, by a closely-fitting bounding box. The class of each object
should also be predicted. The image coordinate space is defined such that in
an image of widthW and heightH the top-left pixel has coordinate (0, 0), top-
right (W, 0), bottom-left (0, H), and bottom right (W,H). Note that compared
to an euclidean coordinate system the direction of the y-axis is reversed.

Formally, the input to a 2D object detection system is an RGB image x ∈
RW ·H·3. The system should predict, for each object in the image, a bounding
box b = (x1, y1, x2, y2) as well as a class prediction ci ∈ {c1, . . . , cN} for
the N known object types. The bounding box coordinate (x1, y1) is the top-
left corner of the bounding box while (x2, y2) is the bottom-right corner. An
alternative way of defining the bounding box is as balt = (xc, yc, w, h), where
(xc, yc) is the center point of the box while w and h are its width and height.
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2.4.1 Metrics
The most common metric for evaluating 2D object detection systems is mean
average precision (mAP). We assume that an image has a set of ground truth
bounding boxes g(1), . . . , g(n). The detection system outputs a set of predicted
bounding boxes along with a confidence score for each possible class, as a
list of tuples (b(1), c(1)), . . . , (b(m), c(m)) . Based on the confidence scores the
precision-recall curve is computed by ranking the predictions from highest to
lowest confidence. The curve can be calculated by iteratively calculating the
precision and recall at each rank. The precision measures the proportion of
correct predictions if the system is allowed to output r predictions. It can be
calculated by

precision = p(r) =
tp

tp+ fp

where tp is the total number of true positive predictions between rank 1 and
rank r and fp is the total number of false positive predictions between these
ranks. The recall value measures the proportion of ground truth boxes which
are correctly predicted if the system is allowed to make r predictions. It can
be calculated by

recall = r(r) =
tp

t̂p+ fn

where tp has the same definition as above, t̂p = n is the total amount of ground
truth bounding boxes and fn, the amount of false negatives, is 0 unless the
system fails to predict any bounding boxes.

A prediction b is judged as a true positive if the Intersection over Union
(IoU)with any ground truth g ∈ {g(1), . . . , g(n)} is above a threshold t, and as a
false positive otherwise. The IoU calculates the proportional overlap between
the bounding boxes. It is defined as

IoU(b, g) =
b ∩ g
b ∪ g

where b ∩ g is the area b and g share between them and b ∪ g is the area b
and g span together. The threshold t varies between benchmarks, but common
values are 0.5 and 0.7.

After calculating the precision and recall for each ranked prediction, the
precision-recall curve can be plotted by the points (r(1), p(1)), . . . , (r(m), p(m)).
The average precision is defined as the area under the precision-recall curve

AP =

∫ 1

0

p(r)dr
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However, the curve can often exhibit wiggly patterns due to small variations
in ranking of predictions. The curve is therefore interpolated by using

pinterpolated(r) = max
i∈[r,m]

p(i)

instead of p(r) to plot the precision-recall curve. The exact way of calculating
the integral

AP =

∫ 1

0

pinterpolated(r)dr

varies between benchmarks. The mean average precision is calculated by tak-
ing the average AP between all classes.

2.4.2 Datasets and benchmarks
Pascal VOC

The Pascal VOC (Pattern Analysis, Statistical modelling and Computational
Learning, Visual Object Classes) dataset and benchmark [25] was the standard
for training and evaluating object detection systems between 2005 and 2012.
There was an annual competition and workshop which resulted in a different
version of the dataset for each year. The final dataset (VOC2012) has 20 object
classes with 4 categories: humans, animals, vehicles and indoor objects. The
training and validation set of VOC2012 consists of 11,530 images with a total
of 27,450 annotated objects. The average resolution of the images is 469x387
pixels [26]. On average, there are 1.5 object classes in an image and 2.7 object
instances.

COCO

The Microsoft COCO (Common Objects in Context) dataset [27] was initially
released in 2015 and was updated in 2017. The initial release was accompa-
nied with annual challenges, which are still ongoing (in 2020). The COCO
dataset therefore became a major benchmark for 2D object detection similar
to Pascal VOC. COCO contains annotations for 2D object detection as well as
semantic segmentation and key point detection. The 2017 dataset consists of
~200k labeled images and ~130k unlabeled images. There are 91 object cate-
gories, which are broad and simple enough for a 4 year old child to recognize
them. On average there are 3.5 object classes and 7.7 object instances in each
image. The images have different resolutions, although a majority have a size
of 640x480.
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2.4.3 Methods
There are two common approaches for solving 2D object detection with neural
networks. The first approach is a two-stage network architecture based on
region proposals. The first stage involves finding regions of the image which
are likely to contain objects. The second stage consists of further processing
these regions in order to make a final prediction. The other approach is a
single-stage design where a network attempts to predict all objects in the image
in a single inference step. There is a trade-off between accuracy, which is
higher in the two-stage approaches, and speed, which is higher in the single-
stage approaches.

Two-stage approaches

Rich feature hierarchies for accurate object detection and semantic seg-
mentation [5] introduces a multi-stage paradigm of neural-network based ob-
ject detection. Their proposed system is made up out of 3 modules or stages:
1) a region proposal generator, 2) a feature encoder and 3) a classification and
detection predictor. This system is named R-CNN; regions with CNN fea-
tures. The region proposal generation is done using selective search [28], a
non-neural network based algorithm which combines graph-based image seg-
mentation [29] and greedy search to find regions in an image which are likely
to represent an object. However, the R-CNN authors note that their approach is
agnostic to how regions are proposed and selective search could be substituted
for another method. At test time, each image has ~2000 region proposals. For
each region proposal, a 4096-length feature vector is created by using AlexNet
[20]. This requires warping the proposed regions into the required 227× 277

resolution of AlexNet. For each class, a separate SVM (trained on that class)
scores all the feature vectors of the proposed regions. Independently for each
class, non-max suppression is run, which will reject a proposal if it overlaps
(more than x%) with another region which has a higher confidence score by
the SVM. The threshold x is learned.

Fast R-CNN [30] improves on R-CNN [5] by making the system end-to-
end trainable. Note that R-CNN uses SVMs for classification. This classifi-
cation and detection predictor is replaced by a neural network. To make the
system end-to-end trainable they propose the following architecture. The input
to the network is the image and a set of region proposals. The image is encoded
into a feature map by a convolutional network, AlexNet or VGG16. The region
proposal locations on the input image can be translated on the downscaled fea-
ture map. Their corresponding locations on the feature map are processed by a
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Region of Interest (RoI) pooling layer. The RoI-pooling operating consists out
a max-pooling into a static size (7 × 7) feature vector, where the grid-size of
the max-pooling depends on the size of region proposal such that the output
is always of the same (7 × 7) size. This static feature vector is put through
2 fully-connected layers, and then branched to 2 other fully-connected layers,
where one does object classification and the other bounding box regression
fine-tuning. The network optimizes a weighted multi-task loss between the
classification error of one branch of the network and the localization loss of
the other branch of the network.

Faster R-CNN: Towards Real-TimeObject Detection with Region Pro-
posal Networks [6] introduces a region-proposal network (RPN) and repre-
sents the de facto standard of the two-stage approach of 2D object detection.
Whereas Fast R-CNN uses prior region proposals given as input to the sys-
tem, Faster R-CNN uses a network design which includes region proposing,
feature encoding as well as classification at inference time. Faster R-CNN
starts with encoding the input image with a deep convolutional network such
as VGG16. The resulting feature map is convolved by the RPN. The RPN is
a single 3 × 3 convolutional layer followed by 2 sibling 1 × 1 convolutional
layers. At each sliding window of the 3× 3 convolutional layer, the goal is to
predict k = 2000 object proposals. Thus one 1× 1 convolutional layer sibling
computes 2k = 4000 binary "object classification scores", 1 positive and 1
negative for each proposal. These scores are tied to predetermined regions in
the image called anchors. The other 1 × 1 convolutional layer sibling com-
putes 4k object regions (xmin, ymin, w, h). The best region proposals by the
RPN are selected based on non-max suppression on their object scores, with an
IoU threshold of 0.7. These remaining region proposals are further processed
with RoI-pooling on the feature map of the encoder (which was already used as
input to the RPN) and given to the classification network of 6 fully-connected
layers. This classification structure identical to the Fast R-CNN design.

One-stage approaches

You only look once: Unified, real-time object detection [31] (commonly
referred to as YOLO) is a well-known single-stage approach for 2D object de-
tection. It introduced a simpler neural network pipeline compared to the family
of R-CNN designs. The YOLO system consists of a single convolutional net-
work which takes as input a 448×488×3 image and outputs a 7×7×(5·B+C)

tensor. Each input image is rescaled to 448× 448× 3. The image is placed on
a 7× 7 grid. For each grid cell, B bounding boxes are computed as well as C



22 CHAPTER 2. BACKGROUND

class labels. These bounding boxes are relative to predetermined anchors tied
to each grid. A bounding box consists of the tuple (x, y, w, h, confidence).
The loss function assigns a ground-truth bounding box to a grid, and only to
one of the B predictors. The loss function is weighted so that true negatives
do not dominate the loss signal.

2.5 Semantic segmentation
Semantic segmentation involves labeling each pixel in an image as belonging
to a certain class. In contrast to 2D object detection systems which predict
bounding boxes, labeling each pixel allows for the holistic overview of the
observed scene. It should allow for identification of dynamic objects, such
as people or kitchenware, which could potentially move between snapshots of
the same environment. It also identifies scenery, such as road or ceiling, which
cannot move and is difficult to encapsulate in a bounding box area. Semantic
segmentation does not distinguish between multiple instances of an object.
Different entities of a particular class (e.g person) have the same label. The
field of instance segmentation involves the study of methods which are capable
of labeling multiple entities of the same class with a different label.

Formally, the input to a semantic segmentation system is a RGB image
x ∈ RW ·H·3. The semantic segmentation algorithm predicts one of the C
class labels for each pixel in the image as y ∈ RW ·H·1. It is common to predict
a softmax distribution ŷ ∈ RW ·H·C and to use the argmax of each pixel depth
as the final class label.

2.5.1 Datasets
Pascal VOC & COCO

The Pascal VOC and COCO 2D object detection benchmarks, mentioned in
Section 2.4.2 also contain annotations for semantic segmentation. In Pascal
VOC2012, the semantic segmentation task includes 6929 training images, a
subset of the 11530 images with 2D object detection labels. The semantic
segmentation labels include the same 20 classes in 4 categories (humans, ani-
mals, vehicles and indoor objects) used in the 2D object detection benchmark.

In the 2015 release of the COCO benchmark there is a distinction between
things and stuff segmentation. Things consist of countable objects which you
can delineate with 2D object detection methods. The dataset for things seg-
mentation is the same dataset used for the 2D object detection benchmark.
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They differ only in that the semantic segmentation task expects each object to
be marked pixel-wise instead of with a bounding box. It does not expect stuff,
defined as background materials such as the floor or wall 1, to be segmented.
A distinct task for stuff segmentation was released in 2017. In 2018 stuff and
things segmentation is merged into a single panoptic segmentation challenge.

ADE20K

The ADE20K dataset [32] released in 2017 by MIT consists of 20210 training
images, 2000 validation images and 3000 test images. The dataset has 3169
class labels, which are subdivided into 2693 object and stuff classes, and 476
object part classes.They attempt to include subparts of many objects. As an
example, the bookcase label includes the sublabels door, front, shelf, and top.
The door sublabel additionally includes a sublabel knob. Some objects, such
as persons or buildings, have a depth of 3 sublabels.

2.5.2 Metrics
The evaluation of a semantic segmentation algorithm is commonly done with
the Intersection over Union (mIoU) metric. This is similar to the IoU for 2D
object detection defined in Section 2.4.1. The difference is that for semantic
segmentation the IoU is computed over 2 sets of pixels instead of 2 bounding
boxes. For each possible output class, we define the groundtruth for a partic-
ular class as a set of pixels

gc = {(i, j) | pixel (i, j) has class c and i, j ≥ 0, i < W, j < H}

and a corresponding predicted set

pc = {(i, j) | pixel (i, j) should be c and i, j ≥ 0, i < W, j < H}

The IoU can be computed by

IoU(b, g) =
|b ∩ g|
|b ∪ g|

dividing the number of pixel coordinates which are in both sets over the num-
ber of unique pixel coordinates in both sets. The reported result is often the
mean IoU (mIoU) over each class.

1The exact definition of stuff by the COCO authors, found at https://cocodataset.org/#stuff-
2017 is ""Stuff classes are background materials that are defined by homogeneous or repetitive
patterns of fine-scale properties, but have no specific or distinctive spatial extent or shape"

https://cocodataset.org/#stuff-2017
https://cocodataset.org/#stuff-2017


24 CHAPTER 2. BACKGROUND

2.5.3 Methods
Fully Convolutional Networks for Semantic Segmentation [33] introduces
the fully-convolutional neural network (FCN) which are end-to-end trainable.
A FCN does not contain any fully-connected layers. This is unlike at-the-time
contemporary convolutional neural networks for image classification or 2D
object detection, such as VGG and Faster R-CNN. The final layers of these
networks are often fully-connected and reduce the output to the required di-
mensionality. The authors of [33] first modify 3 well-performing image classi-
fication networks (AlexNet, GoogLeNet, VGG) by discarding their last fully-
connected layer and converting other fully-connected layers to convolutional
layers. They then append a 1 × 1 convolution layer to reduce to the required
amount of channels before applying a deconvolutional layer to upsample to
the original input size. These modifications led to state-of-the-art results on
semantic segmentation tasks. Moreover, they introduce a novel FCN architec-
ture which uses skip-connections. A skip-connection sums the final upsam-
pling with the output of pooling layers earlier in the network. This results in
a reduced coarseness of the semantic segmentation output and allows outputs
where shapes match the ground-truth more closely.

U-net: Convolutional networks for biomedical image segmentation
[34] improves on the skip-connection FCN architecture by [33]. They intro-
duce a u-shaped FCN which consists of a (left) downscaling path, as is com-
mon in any convolutional architecture, and a symmetric (right) upscaling path
to retrieve the initial input dimensionality. This network uses more gradual
upsampling compared to [33]. Moreover, it uses 4 skip-connections. How-
ever, unlike [33] these connections do not combine the downscaling path with
the final output. Instead the skip-connections are between 4 locations in the
u-shaped network where the left and right dimensionality is equal. This de-
sign ensures that the network predictions are made with the use of low and
high-level features.



Chapter 3

Methods

This chapter covers the methods in order to aid the understanding of the con-
ducted experiments in Chapter 4. We will first state the neural network archi-
tecture under consideration (3.1). This will be followed by a description of
the training data and its augmentations (3.2), and details on optimizing a joint,
multi-task neural network (3.3).

3.1 Network architecture
This section will propose Cerberus, a network architecture capable of perform-
ing 2D object detection and semantic segmentation. The network, inspired by
MultiNet [9] and MonoDis [35], consists of a backbone encoder which pro-
vides a feature space for 2 independent heads. These heads, one for 2D object
detection and one for semantic segmentation, perform their predictionwith rel-
atively few amounts of parameters. For example, the Cerberus network with
ResNet50 as backbone has 36 million parameters and the parameter distribu-
tion is such that the backbone consists of circa 95.6%, the 2D object detection
head circa 4.3% and the semantic segmentation head circa 0.1% of the total
amount of parameters.

3.1.1 Backbone encoder
We use the backbone structure proposed by [35, 36]. It consists of a ResNet
[24] on top of which a Feature Pyramid Network (FPN) [37] is placed. It is
shown in Figure 3.1. The backbone encoder takes as input an image X ∈

25



26 CHAPTER 3. METHODS

RW ·H·3, and outputs 5 feature maps {F1, . . . , F5}, where each

∀i ∈ {1, 2, 3, 4, 5} : Wi =
W

2i+2
, Hi =

H

2i+2
, Fi ∈ RWi·Hi·256

The input image X is first processed by a ResNet. The network design is
agnostic to the exact depth of the ResNet. A ResNet is always divided into 5
convolutional blocks. Each convolutional block represents a set of consecutive
convolutional layer operations, including batch normalization, ReLU activa-
tion and residual skip connections. A block sequentially applies its layers to
operate on the input. The first layer of each block is responsible for downscal-
ing the resolution of the given feature map by applying a stride of 2, or using
max pooling (in block 2). Thus the output of block 3 represents a feature space
of the original image which is downscaled by a factor of 8. Block 4 and 5, in
turn, provide a feature space which is downscaled by a factor of 16 and 32.
This gradual decrease in the resolution leads ResNet (or any similar CNN ar-
chitecture) to represent salient low-level features, such as lines or edges, in
the early layers, which can still operate on pixel-level resolution. Gradually
more abstract, high level features with semantic meaning, such as "hand" or
"upside-down", are computed by the deeper layers on a resolution where each
pixel represents a larger region of the input image.

The backbone encoder can use shallower or deeper versions of ResNet.
The difference between deeper ResNet variants is in the composition of convo-
lutional block 3, 4, and 5. ResNet50, compared to ResNet18 and ResNet32, in-
cludes 1x1 convolutions into the compositions of block 3, 4, and 5. ResNet101
differs from ResNet50 by having 69 convolutional layers in block 4 instead of
18. Finally, ResNet152 doubles the convolutional layers in block 3 and in-
creases the number of convolutional layers in block 4 from 69 to 108. See
Table 1 of [24] for the exact configuration of each ResNet variant.

The output of the last layer in convolutional block 3, 4 and 5 of the ResNet
is further processed by a FPN network. The idea of a FPN is to create a pyra-
mid wherein the input image is represented on different scale levels. The FPN
makes use of the natural hierarchy provided by the convolution neural network
to receive feature maps which are naturally on varying scales. The scale refers
to the fact that early layers in a CNN represent coarse features and the dimen-
sionality of the input image is only slightly reduced. Later layers represent
abstract features and the dimensionality is reduced by a large factor. By up-
sampling conv5 and combining it with lateral connections of conv4 and conv3
the FPN outputs features on different scales. The FPN output also includes
high and low-level semantic meaning [37] because of the lateral connections.
Our FPN differs from [35] by upsampling from conv5 to generate F1, F2 and
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Figure 3.1: The backbone encoder is a Feature Pyramid Network on top of a
ResNet. The output dimensions of ResNet50 are shown. The conv3, conv4
and conv5 blocks of ResNet are reduced to 256 channels by a single 3x3 con-
volution in the FPN. After the depth channel reduction lateral connections,
nearest-neighbour upsampling and another 3x3 convolution generate F3, F2

and F1. Furthermore, average pooling and 3x3 convolution based solely on
conv5 generates F4 and F5.



28 CHAPTER 3. METHODS

F3 and downsampling to generate F4 and F5. The MonoDis architecture [35]
instead uses downsampling based on conv3 for all outputs. We choose to re-
vise their architecture in order to more closely match the description of the
FPN used by [36]. Upsampling from conv5 with lateral connections leads to
inclusion of low and high-level features in F1, F2 and F3. When downsam-
pling from conv3 F1 misses the high-level features from lateral connection
with conv4 and conv5. Our architecture differs from [36] only by using 3x3
convolution with stride 2 on conv5 to generate F4 instead of downsampling on
the 3x3 convolution with stride 1 on conv5. This small difference makes the
network slightly easier and light-weight while the performance loss should be
minimal.

3.1.2 2D Object detection head
We use the 2D object detection head proposed in [35, 36]. It consists of 2 sep-
arate stacks of 5 convolutional layers. One stack predicts confidence scores
while the other computes offsets on anchor bounding boxes. The head is dis-
played in Figure 3.2. It takes as input the 5 feature maps {F1, F2, F3, F4, F5}
from the backbone. The confidence stack computes the corresponding confi-
dence maps {C1, C2, C3, C4, C5} while the bounding box stack computes the
offset maps {D1, D2, D3, D4, D5}. Note that all 5 feature maps are processed
by the same stack; the same weights are used 5 times. Ci andDi have the same
height and width as Fi. The depth channel represents each anchor which is
assigned to corresponding spatial cells of Fi. The entries of Ci and Di can
be used to generate a list of potential bounding boxes along with confidence
scores. We apply some post-processing steps to this list to get a final output of
bounding boxes. We will now explain the anchors, prediction output, training
the head, and the post-processing steps in more detail.

Anchors Anchors are an important aspect of 2D object detection. They
represent prior information embedded into the network architecture by rep-
resenting a bounding box aj which is a possible valid location of an object.
Each spatial cell in the Hi ×Wi sized grid of Fi is assigned a number of an-
chors. The center of the anchor’s bounding box is equal to the center of the
spatial cell. We initially assign a single anchor to each cell with a base width
and height of 32, 64, 128, 256 and 512, depending on respectively F1, . . . , F5.
This anchor is defined to have a scale of 1

1
and an aspect ratio of 1

1
. This anchor

is used to generate 14 other anchors, for a total of 15 anchor for each spatial
cell with aspect ratios 1

3
, 1
2
, 1
1
, 2
1
, 3
1
and scales 1

2
, 3
4
, 1
1
. To generate an anchor

with a different scale the width and height of the base anchor are simply mul-
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Figure 3.2: The 2D object detection head consists of 2 parallel branches which
in parallel predict a confidence map Ci and a bounding box delta map Di for
each input feature map Fi. Each map is paired with a set of anchors. The
computed confidences and deltas are used to generate a final list of 2D bound-
ing boxes. This list is post-processed by filtering out low confidence scores,
afterwards selecting the top 5000 boxes based on the confidence and applying
non-maximum suppression with an IoU threshold of 0.5.
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tiplied by the given fraction. To change the aspect ratio of the base anchor we
use the following rule: for aspect ratios > 1, wnew = aspect ratio · wold and
hnew = hold, otherwise wnew = wold and hnew = hold

aspect ratio . To generate each
anchor we first modify the scale before changing the aspect ratio. The total
number of anchors will vary depending on the resolution of the input image.
With an input resolution of 1024× 512, and na = 15 anchors per spatial cell,
the 2D object detection head makes use of a total of Ta = 163 680 anchors.

Confidence predictions The confidence stack of the 2D object detection
head is used to compute the probability p(aj) of each anchor {a1, . . . , aj, . . . , aTa}
containing an object. It applies 5 convolutional operations, where each oper-
ation includes zero padding, 3x3 convolution with stride 1, batch normaliza-
tion and ReLU activation. This results in mapping each feature map Fi to a
confidence map Ci ∈ [0, 1]Wi×Hi×na . Note that in Figure 3.2 the last convolu-
tional layer of the confidence stack has na = 15 filters and is not put through
the ReLU non-linearity. Instead, we apply an element-wise logistic function
p(aj) = 1

1+e
−c

(5)
j

, where c(5)j represents the output of the last convolutional

layer. We assign C(i,j,0)
i to the anchor with scale 1

2
and aspect ratio 1

3
, incre-

menting the aspect ratio in an inner loop and the scale in an outer loop such
that C(i,j,14)

i is assigned to the anchor box with scale 1
1
and aspect ratio 3

1
.

To train the confidence stack and underlying backbonewemake use of a list
of ground truth bounding boxes b0, ..., bngt given along with the input image x.
For each anchor aj we define a prediction yj = p(aj) and a target tj ∈ {0, 1}
which is 1 when one or more of the groundtruth bounding boxes has an IoU
> 0.5with the anchor’s bounding box, and 0 otherwise. We can then calculate
the binary focal loss [36] over all anchors:

Lfocal =
Ta∑
j=1

α · tj · ỹjγ · −log(yj) + α̃ · t̃j · yγj · −log(ỹj)

where the tilde operation α̃ = 1 − α represents the complement, α is a
hyperparameter with a range [0, 1] to weight positive and negative examples
differently, and γ is a hyperparameter ≥ 0 which regulates the contribution of
predictions which are close to the target. Note that when γ = 0 the focal loss
is equivalent to binary cross-entropy. In practice, Lfocal is normalized by the
number of anchors which are matched with a ground-truth bounding box:

Lfocal =
Lfocal∑Ta
j=1 tj

By using the binary focal loss the network learns to detect which anchors
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are already close to a well-fitting bounding box over a detected object. In
parallel, the bounding box stack is used to finetune these anchor bounding
boxes to more closely overlap the object we want to detect.

Bounding box delta predictions The bounding box stack of the 2D object
detection head is used to compute a delta tuple δ = (δu, δv, δw, δh) used to fine-
tune the bounding box of each anchor aj . Similar to the confidence stack this
is done by using 5 convolutional operations to map Fi to Di ∈ RWi×Hi×4na .
The only difference between the bounding box stack and the confidence stack
is the number of filters and the linear activation in the final layer. Using the
same order as the confidence stack D(i,j,0)

i to D(i,j,4)
i assign δ to the anchor

with scale 1 and aspect ratio 1, repeated untilD(i,j,4na−4)
i toD(i,j,4na−1)

i assign
δ to the anchor with scale 1 and aspect ratio 2.

The delta tuple δ and an anchor bounding box a generate the prediction
bounding box b̂ in the following manner. The anchor bounding box consists of
(au, av, aw, ah), where (au, av) is the center coordinate, and aw and ah corre-
spond to the width and height. Then given δ we can compute the center coor-
dinate of the predicted bounding box (b̂u, b̂v) = (au+ δw ·aw, av+ δv ·ah), the
width b̂w = aw · eδw and the height b̂h = ah · eδh . Fine-tuning with the use of
the center coordinate and dimensions ensures that b̂ is always a valid bounding
box, although the coordinates can still be outside of the image. The top-left and
bottom-right coordinate of b̂ can be computed by (b̂x1, b̂y1) = (b̂u− b̂w

2
, b̂v− b̂h

2
)

and (b̂x2, b̂y2) = (b̂u +
b̂w
2
, b̂v +

b̂h
2
).

We evaluate the correctness of a bounding box b̂ by using the signed IoU
[35] sIoU(q, r) between two bounding boxes q and r. The signed IoU is equal
to IoU(q, r) in the normal case: sIoU(q, r) will be close to 0 when q and r
barely overlap and close to 1 when they do. However, note that the normal IoU
function will be 0 if q and r would not intersect at all. This would cause the
gradient to be 0 as well, preventing the network from converging. Signed IoU
is designed to circumvent this problem by using the smallest possible bounding
box between a corner of q and r as the intersection when they do not overlap.
This way sIoU(q, r) will be close to −0 when q and r are nearby to each
other and close to −1 when they are far away from each other. By using this
definition sIoU is only 0 when q and r share a single corner or line. This
makes it possible to train the network even if the initial weights predict a non-
overlapping bounding box.

Now that b̂ is known and can be evaluated for correctness the bounding
box stack can be trained using the same list of ground truth bonding boxes
b0, ..., bngt as in the confidence stack. However, unlike the confidence stack the
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anchors where tj = 0 are ignored in the evaluation of the loss. We introduce

m(aj) = argmaxi∈0,...,ngtIoU(bi, aj)

in order to select the ground truth bounding box with the highest overlap with
any given anchor aj . This is required for the case that an anchor has an IoU
overlap of > 0.5 with multiple ground truth bounding boxes. The sIoU loss
function for the bounding box stack is then defined as

LsIoU =
Ta∑
j=0

tj · (1− sIoU(m(aj), b̂j))

In practice LsIoU is normalized by the number of ground truth bounding
boxes:

LsIoU =
LsIoU

ngt

Post-processing The network losses, as described above, can be computed
with the direct output of the network. It is only necessary to have the ground
truth bounding boxes, the anchor bounding boxes and then iterate over each
entry of all Ci or Di. To get a final output of 2D bounding boxes over which
mean average precision can be computed, some post-processing is required.
Out of the Ta = 163680 bounding box results, first every result which has a
confidence p(aj) < 0.5 is filtered out. Then the 5000 bounding boxes with the
highest confidence are selected and non-maximum suppression is applied to
them with a threshold of 0.5 IoU. The top 100 resulting boxes are then given
to the evaluation system to compute the mean average precision.

3.1.3 Semantic segmentation head
The semantic segmentation head is inspired by [9, 33]. It is displayed in Figure
3.3. It receives the 5 feature maps {F1, F2, F3, F4, F5} as input and outputs a
prediction Ŝ ∈ [0, 1]W×H×N , where the depth N represents the number of
possible classes each pixel can be assigned to. For each pixel in the image the
network predicts a softmax probability distribution over the N classes.

The first computational step is applying a 1 × 1 convolution on each of
the input maps Fi in order to reduce the depth dimensionality to N . Then F5

is upsampled by applying transposed convolution with a kernel and stride of
2 × 2. The resulting intermediate feature map has the same resolution as F4

and they can therefore be summed together. This process is repeated with the
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rest of the input feature maps. The resulting intermediate feature map is still
downscaled with a factor of 8 compared to the input image. It is therefore
upsampled, in one operation, by a transposed convolution with a kernel size
and stride of 8× 8 to retrieve the output with the same resolution as the input
image. Note that none of the convolution or deconvolution layers use any
activation nor batch normalization. The only activation is the softmax applied
on the final result to retrieve the probability distribution for each pixel.

The head is trained on a ground truth image S ∈ [0, 1]W×H×N , with a one-
hot encoding such that for each pixel the depth dimension of the correct class
has a value of 1 and the others have a value of 0. We then use the multi-class
cross-entropy as the loss function:

Lsemseg =
1

W ×H

W∑
i=1

H∑
j=1

N∑
k=1

S(i,j,n) · log(Ŝ(i,j,k))

In contrast to the 2D object detection head focal loss Lsemseg is normalized
by the amount of pixels in the image.

3.2 Data

3.2.1 KITTI
The KITTI dataset was used to optimize the 2D object detection branch. All
labeled images have a resolution varying around 1242 × 375. To have a con-
sistent input resolution the images are resized to 1024x512. The aspect ratio
is kept intact by first resizing the width to 1024 before adding zero-padding
to resize the height to 512. The ground-truth bounding boxes are also trans-
formed to fit in the new resolution, and then normalized such that the top-left
corner of the image is represented by (0, 0) and the bottom-right corner of the
image is (1, 1). We remove any ground-truth bounding boxes which do not
belong to the Car class. We then remove any image without a ground-truth
bounding box due to potential removals. Furthermore, we filter out an image
if one of its ground truth bounding boxes does not have an IoU> 0.5with one
or more anchors. These preprocessing steps results in a set of 6828 images,
losing ~10% of the samples. Most of the images are removed due to the fact
they only contain pedestrians.
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Figure 3.3: The semantic segmentation head first decreases the dimensionality
of the input feature maps to N classes by applying 1x1 convolutions. It then
sequentially applies transposed convolution layers and lateral connections to
upsample the input feature maps to the original input image resolution. The
convolution and deconvolution operations are not accompanied by non-linear
activation functions. The final 8x8 deconvolution is followed by softmax ac-
tivation to predict the semantic segment label with N classes.
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3.2.2 Cityscapes
To train the semantic segmentation branch of the network the Cityscapes dataset
is used. All labeled images have a resolution of 2048× 1024. Each image and
accompanying ground truth label is downscaled to 1024× 512. This does not
require any padding to keep the aspect ratio intact. The Cityscapes dataset in-
cludes 30 classes. However, only 19 classes are used in the evaluation script
of the benchmark. We therefore only train with these N = 19 + 1 classes,
setting the other 12 to a single "unlabeled" class. For some experiments we
also consider only 5 non-object based classes: Road, Sky, Sidewalk, Building
and Vegetation.

3.3 Optimization
The previous sections have described the network architecture and datasets:
there is a 2D object detection head which is trained on KITTI and a semantic
segmentation head which is trained on Cityscapes. This section will describe
in more detail how Cerberus was trained with multiple datasets using multiple
loss functions. We will also describe hyperband, an algorithm which was used
to explore the hyperparameter search space.

3.3.1 Combining multiple datasets
We model the problem of optimizing our network with 2 different tasks and
datasets in the following way. We have a network N which requires a single
input x ∈ RI with arbitrary input dimensionality I . The network outputs n dif-
ferent predictions p(1) ∈ RO1 , ..., p(n) ∈ ROn with arbitrary output dimension-
alitiesO1, . . . , On. In a perfect world there would be a dataset where each input
training sample has ground truth labels y(1) ∈ RO1 , ..., y(n) ∈ ROn . Instead, we
have n datasets {D1, . . . , Dn}. Each dataset Di = {(x1, y(i)1 ), . . . , (xdi , y

(i)
di
)}

contains di samples and only has the ground truth labels for a single task. Note
that the amount of samples between datasets can differ. Furthermore, while
the input samples share the same dimensionality their distribution might not
be equal. For example, in the case of the KITTI and Cityscapes dataset the
input images can be resized to the same resolution but were recorded in differ-
ent locations and with different cameras. Given this problem description we
propose 3 different techniques for scheduling the order of samples within an
epoch. These are displayed in Figure 3.4 and explained in more detail below.
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Figure 3.4: Possible training schedules for training on 2 datasets. D1 has 3
samples and D2 has 4 samples. The sample number represents a batch and is
assumed to contain different data each epoch due to shuffling. a) Sequentially
concatenate the batches. b) Randomly select a batch from one of the dataset,
without replacement. c1) Two forward steps on a batch from each dataset, with
repetition of some data. Batch 1 and 1′ potentially differ due to reshuffling of
D1 after exhaustion. c2) Two forward steps on a sample from each dataset,
without repeating any data.
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Concatenate. The most straightforward technique is to simply concate-
nate the datasets. The network will first be trained on all samples from D1,
sequentially followed by D2, . . . ,Dn. While conceptually simple and easy to
implement, it might not lead to an efficient gradient descent path. The net-
work will continuously take many steps in the direction of a local minimum of
a single task. This might make it difficult to find a local minimumwhich works
well for multiple or all n tasks of N . Also note that only a single task head
is updated at each step as the gradient is undefined for other task heads. The
weights of the other heads will not be updated and therefore lose correlation
with respect to backbone feature space. Each head might have to continuously
relearn the feature space of the backbone and therefore slow down the opti-
mization process even further.

Randomly sample from each dataset. A potential solution to the inef-
ficient gradient descent path is to select a sample from one of the n datasets
uniformly at random, without replacement, until all are empty. This has the
benefit that the network should see a sample of each task with the same fre-
quency. This should reduce the noise in the gradient signal compared to the
concatenation technique and lead gradient descent to move to a local minimum
shared between each task more quickly. The correlation between the updated
backbone and the non-updated head might not be disturbed as strongly either
as there are fewer steps between consecutive updates of a specific head.

Each task in a single training step. A more complex solution involves
merging the gradients from each task so that the whole network is updated each
training step. This was implemented by using multiple forward passes where
each forward pass is a batch containing only one task. The gradients of each
forward pass can be summed together before applying the backward pass. An
alternative engineering solution would be using a single forward pass where
the batch includes samples from each task. Each task should then include a
’missing’ label. The respective loss functions should evaluate to 0 whenever
this ’missing’ label is given as a target. Using a single forward pass, while
more computationally efficient, was deemed more difficult to implement in the
TensorFlow framework. Both implementations circumvent the issues ascribed
to the concatenation and random sampling technique.

All three techniques could decrease in performance when the amount of
samples in each dataset differ by a large amount. For example, receiving more
frequent gradient signals on one specific task could lead to overfitting to that
particular task. However, Cityscapes and KITTI do not differ in size much.
As some exploration on the effect of imbalance was desired we used two vari-
ations of the multi-step forward pass. As seen in Figure 3.4 the first variant of
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using multiple forward passes includes all data samples in a single epoch. This
requires repeating some samples for all datasets but the one which contains the
most amount of samples. The second variant only usesmin(d1, . . . , dn) sam-
ples from each dataset in a single epoch. This ensures that each task receives
the same amount of data samples. There might be a trade-off between slowing
down training by not using all data and overfitting by repeatedly seeing similar
data.

3.3.2 Combining multiple loss functions
Another important aspect with training multiple heads is the range of the re-
spective loss functions. Cerberus uses 3 loss functionsLfocal,LsIoU andLsemseg.
In order to train the network it is desired that these loss functions operate in the
same range. If one of them is significantly larger than the other the gradient
steps are skewed in a particular direction.

Let us first observe the behaviour of Lfocal. For the sake of example we use
an image size of 1024 by 512 and 15 anchors per spatial cell. This leads to
~163000 anchors. We assume α = 0.5 and γ = 2. We also assume that pre-
dictions are clipped at epsilon 10−9 to prevent undefined behaviour at log(0).
In the worst case all predictions are the complement of the desired target and
only a single anchor has a positive target. In this case the normalized focal loss
would evaluate to circa 1 547 337. This scenario, although extreme, would be
plausible with a bad bias initialization of the network. Using the default ker-
nel and bias initialization in Tensorflow1 in the final layer of the confidence
stack would result in predicting 0.5 on average. Assuming 30 positive targets
the normalized focal loss would evaluate to circa 500. If the bias in the final
layer is around 5 the average prediction at initialization would be 0 and the
focal loss would evaluate to circa 10 instead. After a few training epochs we
can assume that the network predicts closer to 0 for all negative targets and
closer to 1 for all positive targets. Assuming a prediction of 0.8 for all positive
targets and 0.05 for all negative targets the focal loss evaluates to 0.35. If the
network predictions are equal to the target the loss evaluates to 0. We therefore
assume that the focal loss at the start of training is quite high - in the range of
[10, 500] depending on weight and bias initialization and the specific value of
γ, but fairly quickly operates in the range of [0, 1] as training converges.

Let us now look at the behaviour of LsIoU. The signed IoU between 2
bounding boxes is close to -1 when they do not overlap and are very far away

1In tensorflow 2.1 by default the kernels of a convolutional layer are randomly initialized
with the glorot uniform algorithm and the biases are set to 0
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and close to 1 when they do overlap almost perfectly. Therefore in the worst
case the normalized LsIoU evaluates to 2 and in the best case it evaluates to
0. Note that if the network does not refine the anchor bounding box the IoU
between the prediction and the groundtruth bounding box target should be
> 0.5 as that is the criteria for a positive target. This can be achieved with a
bias of 0 in the final layer. We therefore assume that the signed IoU loss almost
always operates in the range [0, 0.5].

Lastly, Lsemseg is the default cross-entropy loss function for classification
problems. It is implemented in many deep learning frameworks. When the
confidence of the correct class for each pixel is close to 0, Lsemseg evaluates to
12 in TensorFlow. The exact value depends on the epsilon value used to clip
values of 0 to prevent log(0). With a default initialization the network should
predict any of the 19 classes uniformly at random. The semantic segmentation
loss is therefore expected to be −log(1/19) = 1.2. We therefore assume the
loss to operate in the range [0, 1.2].

It is important to note that the ranges of all three loss functions are fairly
similar. The exception is the behaviour ofLfocal at the start of training. For this
reason we did not apply any weighting of loss functions. To solve the issue of
a high initial value of the focal loss we did find is necessary to do a warm-up
phase with a low learning rate at the start of training.

3.3.3 Hyperband
The hyperband algorithm [38] and its implementation in the keras-tuner [39]
library were used to perform a search for good hyperparameter configurations.
The hyperband algorithm builds on random search [40] and successful halving
[41]. It tries to optimize the amount of time computational resources are al-
located to good configurations by quickly identifying bad configurations and
stopping their training early. The idea of successful halving is to iteratively
train n sets of configurations for h epochs, then discard the worst n

2
config-

urations and continue training the best n
2
sets for h more epochs until only 1

set is left. One potential issue with successful halving, assuming a fixed com-
putational time budget, is that you have to determine whether you want to try
many different hyperparameters with a few amounts of epochs (large n, small
h) or vice versa. This is an important trade-off because the rate of convergence
might differ between hyperparameters. It is therefore difficult to understand a
priori how long you need to train before there is enough evidence for discard-
ing certain configurations.

The Hyperband algorithm tries to circumvent this trade-off by exploring
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in both directions. One iteration of the algorithm consists of multiple rounds.
The algorithm takes as input the maximum number of epochs R and a pro-
portion of discarded hyperparameters η. Based on R and η the algorithm uses
m = blogη(R)c rounds. Each round 0 ≤ i ≤ m starts with ni randomly
generated hyperparameter configurations where the worst η configurations are
discarded after hi epochs. Note that a round can potentially endwithmore than
one configuration having trained for R epochs. In the first round n0 is large
and h0 is small. In the following rounds ni is gradually decreased while hi is
gradually increased. In the last round nm is close to 1 and hm = R, meaning
the last round is equivalent to applying random search on a few configurations
for R epochs each. A single iteration has an upper bound on the total number
of epochs which are run. Note that it is an upper bound because it is expected
to also apply early stopping based on the validation performance. This allows
for a fine-tuned decision on the amount of iterations the algorithm can run for a
given computational budget. Hyperband is designed to use a larger but known
computational budget to lower the risk of choosing a bad trade-off when only
using successful halving.



Chapter 4

Experiments & Results

This chapter will cover the experimental setup as well as the observed results.
We will first describe how the data was split to ensure fair comparisons (4.1).
This will be followed by a description on training the network with hyperpa-
rameters taken from literature (4.2) and details on a hyperparameter search
(4.3). The chapter closes with observations on the speed benefits enabled by
multi-task learning (4.4).

4.1 Data splits
One aspect to consider when evaluating machine learning algorithms is the in-
dependence of data between the training, validation and test set. In the domain
of self-driving cars it is important to be aware that data is most likely recorded
as a video from which some frames are selected for annotation. Training sam-
ples from the same video sequence can therefore be highly correlated, espe-
cially if they were taken from frames with a time difference of ≤ 10 seconds
or when the car is waiting at an intersection. It is therefore vital to place all
frames from a single video sequence in the same set in order to properly eval-
uate the generalization of a particular algorithm. Below we will explain how
the KITTI and Cityscapes was split into a training, validation and held-out test
set. Note that both KITTI and Cityscapes are benchmarks. They have not pub-
lished the labels of the test data. We therefore manually create a test set based
on held-out training data.

41
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4.1.1 KITTI
The KITTI dataset has a training set of 7418 annotated images. These images
are from 141 different video sequences recorded in and around the German
city of Karlsruhe. The dataset does not give a default split between training
and validation images. There are two train-validation splits common in the
literature [42, 43]. Both splits are ~50% train and ~50% validation. They
differ on which video sequences are in the training and validation set. We use
the split based on [42]. However, it is modified slightly by selecting 5 video
sequences intended to be in the validation set in order to create a held-out
test set1. After filtering out data as described in Section 3.2 this results in a
training set of 3212 images (~50%), a validation set of 2577 images (~40%)
and a held-out test set of 821 images (~10%).

4.1.2 Cityscapes
The samples of the Cityscapes dataset consists of image frames from record-
ings in 27 different German cities. Some cities have many short recordings
while others cities have only 1 or 2 long recordings. It provides a default train-
ing, validation and (unlabeled) test split. All samples from a particular city are
assigned to a particular set. The default training split contains data from 16
cities and has 2975 images. The default validation split contains data from 3
cities and has 500 images. We assign 2 cities originally in the training set to
a held-out test set, Stuttgart and Aachen. Both consist of samples from many
recordings. This results in a training set of 2605 images (~75%), validation of
500 (~15%) images and a held-out test set of 369 images (~10%).

4.2 Reproduction
The design of Cerberus is heavily inspired by the MonoDis network [35]. The
initial experiment consists of training the network with similar hyperparame-
ters as stated in their paper. We train Cerberus in 6 different configurations.
As a control we train the network solely on respectively the 2D object detec-
tion task (I) or the semantic segmentation task (II). Thereafter we train both
the 2D object detection and semantic segmentation head at the same time by
using the 4 different methods displayed in Figure 3.4, respectively concatena-
tion (III), random sampling (IV) and 2 forward passes with repetition of data

1Information for reproduction can be found at:
https://gist.github.com/nikvaessen/20f29642cc23a1f45f41e7cc507acb7a

https://gist.github.com/nikvaessen/20f29642cc23a1f45f41e7cc507acb7a
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in an epoch (V) and without (VI). All experiments are conducted on a single
NVIDIA P100 GPU with 16 GB of memory and implemented in TensorFlow
2.1. Each code execution has a different random seed.

4.2.1 Details on hyperparameters
This section will provide the exact training configuration of each of the 6
methods under consideration. Unless stated otherwise, each configuration de-
faults to the hyperparameters of (I). The methods using the KITTI dataset only
trained on the Car class. Themethods using the Cityscapes dataset only trained
on 5 static Cityscapes classes: Road, Sidewalk, Sky, Building and Vegetation.

(I) Training parameters for 2D object detection only. The network is
trained for 100 epoch with a batch size of 16, which is equivalent to 20 000

steps. We used SGD with a learning rate of 0.01, which was reduced by a
factor of 0.1 at step 12 000 and 16 000, with nesterov momentum of 0.9. The
ResNet50 backbone was initialized with weights from ImageNet2. The first 2
convolutional blocks (conv1 and conv2) of the ResNet backbone were frozen.
We used l2-regularisation with a factor of 0.0001. These hyperparameters are
equivalent to those stated in the MonoDis paper [35], with an exception of the
batch size, which was 96 spread over 4 GPUs instead of 16 on a single GPU.
The α and γ parameters were not given and set to α = 0.5 and γ = 2, the
default values given in the introductory paper of focal loss [36]. We initialized
the weights of the layers in the FPN and task heads with the default strategies
in Tensorflow 2.1 3. Furthermore, we introduced a warm-up phase at the start
of training for 1 epoch with a learning rate of 0.0001 and a gradient norm of
10. The same gradient norm threshold of 10 was also used during the regular
training phase. The use of the warm-up phase and gradient norm threshold
were necessarily to avoid numerical instability.

(II) Training parameters for semantic segmentation only. We trained
the network on 100 epochs of Cityscapes with a batch size of 16, which results
in 16 200 steps. The learning rate was reduced at steps 9 500 and 13 000.

(III, IV) Training parameters for multi-task learning by using con-
catenation or random sampling. Themulti-task network was trained on both
KITTI and Cityscapes for 100 epochs with a batch size of 16. This setting leads
to 36 200 steps. The learning rate was reduced at steps 22 000 and 29 000.

(V, VI) Training parameters for multi-task learning by using multiple
forward passes. The individual forward passes on KITTI and Cityscapes both

2weights retrieved from https://github.com/fchollet/deep-learning-models/releases
3See https://www.tensorflow.org/versions/r2.1/api_docs/python/tf/keras/layers/Conv2D

https://github.com/fchollet/deep-learning-models/releases
https://www.tensorflow.org/versions/r2.1/api_docs/python/tf/keras/layers/Conv2D
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Table 4.1: Mean AP scores on the Car class of the held-out test set of KITTI.
The mAP is shown for each method, excluding (II), which only does semantic
segmentation. Compared to the official KITTI benchmark, this table does not
distinguish between easy, moderate and hard object instances.

mAP of Car class (easy, moderate & hard)
method epoch 25 epoch 50 epoch 75 epoch 100

I only 2d obj. det. 0.0 0.0 0.0 0.0
III concatenation 0.0 0.0 0.0 0.0
IV random sampling 37.6 35.0 34.9 35.0
V 2 f.p - all data 61.9 62.6 60.4 59.9
VI 2 f.p - min data 57.2 59.2 59.3 59.4

use a batch size of 8, which are summed together for an equivalent batch size
of 16 with respect to the other experiments. Repeating the data (V) leads to
40 100 total steps and a reduction of the learning rate at steps 24 000 and
32 000. Not repeating the data (VI) leads to 32 500 steps and a reduction at
steps 19 500 and 26 000 instead.

4.2.2 Results
Losses. Figure 4.1 displays the training and validation losses of each method.
We note for both (I) and (III) thatLsIoU andLfocal do not decrease in the training
and validation case. Furthermore, for (III) theLsemseg does not decrease in both
cases either. We also observe that all three training losses converge to 0 for
(II, IV, V and VI). However, for Lfocal the validation loss steeply increases and
plateaus at ~2.2. While less prevalent, (II, IV, V, VI) also slightly overfit on
Lsemseg.

2D object detection. Table 4.1 shows the mAP of each training method
configured to do 2D object detection. We note that (I) and (III) had a mAP of
0 over all epochs, indicating they failed to converge. Furthermore, (IV) was
outperformed by both (V) and (VI) at each epoch with an absolute difference
in mAP of ~25. We also observe that (V) achieved the highest mAP of 62.6
at epoch 50, slightly outperforming (VI) which achieved a maximum mAP of
59.4 at epoch 100. Furthermore, method (IV) and (V) decreased in perfor-
mance during the duration of training. The reduction in learning rate at epoch
50 and 75 did not seem to have any attributable effect, and only (VI) had a 0.2
increase in mAP between epoch 50 and epoch 100.

Figure 4.2 shows a qualitative result of the 2D object detection perfor-
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Figure 4.1: Training (left) and validation (right) losses during training of each
of the 6 methods. Top row displays LsIoU, middle row Lfocal and bottom row
Lsemseg. Note that method (II) is not displayed in the top and middle row and
(I) is not displayed in the bottom row.
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Figure 4.2: Bounding box predictions on one image of the held-out test set of
KITTI at epoch 25. The blue bounding boxes are groundtruth, the red bound-
ing box is the prediction with the highest confidence and the orange bounding
boxes are ranked second to fifth on confidence.
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Table 4.2: Mean IoU scores on 5 classes evaluated on the held-out test set
of Cityscapes during training. The 5 classes include Road, Sky, Building,
Vegetation and Sidewalk. The IoU scores are evaluated at epoch 25, 50, 75 and
100. Note that method (I) is missing because it only does 2D object detection.

mean IoU over 5 classes

method epoch 25 epoch 50 epoch 75 epoch 100

II only sem. seg. 0.195 0.410 0.833 0.853
III concatenation 0.074 0.074 0.074 0.074
IV random sampling 0.674 0.652 0.698 0.699
V 2 f.p - all data 0.775 0.750 0.795 0.794
VI 2 f.p - min data 0.765 0.769 0.767 0.767

Table 4.3: The IoU score of each individual class evaluated on the held-out test
set of Cityscapes during training. Only epoch 25 and epoch 100 are displayed.
Note that method (I) is missing because it only does 2D object detection.

IoU of each category at epoch 25 and epoch 100
Road Sky Sidewalk Building Vegetation

method 25 100 25 100 25 100 25 100 25 100
II 0 0.958 0.425 0.911 0 0.707 0.430 0.855 0.118 0.836
III 0.372 0.372 0 0 0 0 0 0 0 0
IV 0.899 0.897 0.710 0.800 0.462 0.435 0.653 0.644 0.648 0.719
V 0.935 0.941 0.840 0.887 0.611 0.629 0.747 0.762 0.741 0.751
VI 0.924 0.926 0.800 0.823 0.573 0.557 0.770 0.765 0.758 0.766

mance on a single image taken from the held-out test set at epoch 25. We see
that for (I) and (III) the top 5 predicted boxes do not represent any meaning
detection. The predictions of (IV, V and VI) span all three visible cars in the
image. However, the predictions by (IV) and (V) of the car heavily occluded
behind a wall are not able to extrapolate the whole car dimension. However,
one of the top 5 predictions of (VI) does manage to more closely fit the ground
truth bounding box of the occluded car.

Semantic segmentation. Table 4.2 shows the mean IoU over all 5 classes
for each of the methods. We observe that (II) has a comparatively low IoU of
0.195 at epoch 25 but achieved the highest IoU of 0.853 at epoch 100. Fur-
thermore, (III) has the same IoU of 0.074 at all stages of training, indicating it
does not converge. The other methods (IV, V and VI) are close to their max-
imum IoU at epoch 25. The IoU of (V) and (VI) closely match with a largest
difference of 0.028, while the IoU of (IV) lags behind with a difference of
0.075± 0.025. The performance of (IV) and (V) decreases between epoch 25
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Figure 4.3: Semantic segmentation predictions on one image of the held-out
test set of Cityscapes. Each class has a unique color. The unlabeled class
includes all other classes in the dataset, including persons, cars and traffic
signs.
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and 50 but improved again after the learning rate was reduced at epoch 75 and
100. In contrast, the performance of (VI) decreased only marginally between
epoch 25 and 50 and also only increased marginally at epoch 75 and 100.

Table 4.3 shows the IoU of each of the 5 classes at epoch 25 and epoch
100. We observe that for (II) the road and sidewalk class are both 0 at epoch
25. We also note that (III) has an IoU of 0.372 for the road class and 0 for all
other classes at epoch 25 and 100. Across all methods the road class achieves
the highest overall IoU scores. The second best class is Sky. The performance
on the building and vegetation class are similar across methods and perform
third best. Lastly, the sidewalk class has the poorest performance across all
methods.

Figure 4.3 displays the prediction of a single image taken from the held-
out test set of at epoch 100. We notice that (III) simply predicts Road for each
pixel. The largest source of errors, across all methods, seems to be the back-
side of the lorry. The thin poles of traffic signs also appear to be a common
source of errors. The cars in the background are correctly separated from the
road, as is the sidewalk on the right. The small piece of sky at the top of the
image is also successfully recognised. Overall, as indicated by the IoU scores,
the prediction of (II) seems to be the least chaotic and most understandable
prediction. Method (IV) has many artifacts of the unlabeled class in the back-
ground, which is less extreme for (II, V and VI).

4.3 Hyperparameter search
A hyperparameter search was conducted to gain further insights into the train-
ing procedure, robustness and capabilities of Cerberus. To limit the required
amount of computational resources the search was conducted on both control
groups (I, II) as well as multi-task training without repeating data each epoch
(VI).

4.3.1 Search details
We allocated 450 random hyperparameter configurations to method (I), (II)
and (VI). We used the hyperband algorithm with a maximum of 30 epochs per
training configuration to speed up the search. The search space is displayed in
Table 4.4. We explore which optimizer to use (Adam or SGD), the learning
rate and weight decay (between 10−1 and 10−5), whether or not to reduce the
learning rate at epoch 15 and 23, whether to apply a gradient norm (1, 10)
or not (0), which α ∈ {0.1, 0.2, . . . , 0.9} and γ ∈ {0, 1, . . . , 5} value to use
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Table 4.4: The search space of the hyperparameters. In total 10 different hy-
perparameters are explored. The 7 discrete parameters consist of 6480 possi-
ble combinations. The 3 continuous parameters are reasonably bounded. The
learning rate and weight decay are sampled in a log distribution by applying
10−x to the sampled value such that each magnitude is explored equally. The
parameters SGD momentum SGD nesterov are irrelevant when using Adam
as optimizer.

Hyperparameter search space

Name Possible values Sampling distribution

optimizer Adam, SGD uniform
learning rate [1, 5] uniform, apply 10−x
lr reduction factor 0.1 (on), 1 (off) uniform
SGD momentum [0.8, 0.99] uniform
SGD nesterov true, false uniform
weight decay [1, 5] uniform, apply 10−x
gradient norm 0, 1, 10 uniform
focal loss alpha [0.1, 0.9] uniform, steps of 0.1
focal loss gamma [0, 5] uniform, steps of 1
warmup learning rate 1e-4, 1e-5 uniform
warmup gradient norm 0, 1, 10 uniform
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Table 4.5: The top 3 hyperparameter configurations with the lowest validation
loss achieved on a total of 450 random. Each of the three methods (I), (II) and
(VI) display their rank 1, rank 2 and rank 3 configuration.

Hyperparameter (I) (II) (VI)

r1 r2 r3 r1 r2 r3 r1 r2 r3

optimizer adam adam adam adam adam adam adam adam adam
learning rate 4.54e-4 2.50e-4 1.95e-4 2.39e-4 5.00e-4 4.90e-4 9.52e-5 9.52e-5 8.44e-4
lr schedule off off on off on on on on on
SGD momentum - - - - - - - - -
SGD nesterov - - - - - - - - -
warm_up lr 1e-3 1e-3 1e-4 1e-4 1e-3 1e-4 1e-4 1e-4 1e-4
warm_up gradient norm 0 0 0 1 10 10 1 1 0
focal loss alpha 0.1 0.2 0.5 - - - 0.2 0.2 0.2
focal loss gamma 5 4 5 - - - 5 5 4
weight decay 4.07e-2 1.51e-2 1.79e-2 6.41e-5 1.25e-5 8.622e-5 5.41e-4 5.41e-4 4.788e-5
gradient_norm 1 10 10 1 10 0 0 0 0

for the focal loss of the 2D object detection head, and the specific learning
rate (10−4 or 10−5) and gradient norm (0, 1, 10) to use in the warmup phase.
If a random configuration uses the SGD optimizer, we additionally explore
the momentum factor (between 0.8 and 0.99) and whether or not to use nes-
terov momentum. We train 2D object detection on the Car class of KITTI and
semantic segmentation on all 19 evaluated classes of Cityscapes4. Other pa-
rameters are equal to the description in section 4.2. We applied early stopping
when the validation loss did not decrease for 3 consecutive epochs.

We judge the performance of a hyperparameter configuration by the mini-
mum validation loss subtracting the regularization term. We exclude the reg-
ularization term on account of the difference in the weight decay factor be-
tween different configurations. We retrain and evaluate the top 3 configura-
tions which achieved the lowest validation loss with a different initialization
random seed. This avoided spending computational resources on having to
save the neural network weights or evaluate metrics during the search.

All three searches were performed on a single NVIDIA P100 GPU with
16 GB of memory and implemented in TensorFlow 2.1. Searching through for
450 configuration took circa 8 days for (I) and (II) and circa 13 days for (VI).

4.3.2 Results
Best hyperparameters. Table 4.5 displays the top 3 best performing hyperpa-
rameters found for (I, II and VI). We note that all configurations use Adam as
optimizer. We also note that rank 1 and rank 2 of (VI) are equal. Moreover, a

4See https://www.cityscapes-dataset.com/dataset-overview/ for an overview of evaluated
and ignored classes.

https://www.cityscapes-dataset.com/dataset-overview/
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low learning rate of ~1e-4 seems favourable. (I) seems to benefit from a much
higher regularization term than (II) and (VI). The α values of the focal loss
are close to the boundary of 0.1. Similarly, the γ values are on the boundary
of 5. All three configurations of (VI) reduce the learning rate, which is not the
case for (I) and (II). Similarly, the gradient norm for (VI) is 0 in cases, while
it varies for (I) and (II).

Losses. Figure 4.4 shows the loss functions on the training and validation
set for the top 3 configurations of each method. Looking at LsIoU we see that
the training loss of rank 1, 2 and 3 of (I) are reversed; rank 1 converges most
poorly and rank 3 converges most steeply. Rank 3 of (I) also has a noticeable
decline when the learning rate is reduced. In the validation plot of LsIoU we
note a similar trend. However, the learning rate reduction of rank 3 leads to
overfitting compared to rank 2 which seems to gradually decrease over the
whole episode. Comparatively, rank 1, 2 and 3 from (VI) all perform very
similar. They converge faster than (I) in both the training and validation case.
They also seem to plateau instead of overfit after the learning rate reduction.

The graph of Lfocal shows a similar picture of (I). In the training case, rank
3 converges fastest while rank 1 and 2 converge with a slower and fairly equal
trend. In the validation case, rank 3 steeply overfits in comparison to rank 1
and 2. Noticeably, rank 1 and 2 are the only configurations which do not seem
to drastically overfit in the validation plot of the focal loss, where rank 1 does
so in a more chaotic manner than rank 2. For (VI), the focal loss performance
is also similar, where it converges faster in the training case but unfortunately
overfits in the validation case, rank 3 more steeply than rank 1 and 2.

Finally, Lsemseg has very similar trends for (II) and (VI). In the training
case, only rank 1 of (II) jumps out as slightly more chaotic. In the validation
case, all methods seem to start overfitting, with a possible exception of rank 1
of (II).

2D object detection. The mAP of the top 3 configurations for (I) and (VI)
are displayed in Figure 4.6. We see that rank 1 of (I) performs very poorly
with a mAP of ~1 up until epoch 21, with a slight increase in mAP to 7.1 at
epoch 28. Comparatively, rank 2 and 3 of (I) perform much better, achiev-
ing a maximum mAP of respectively 58.8 and 63.8. For (VI), the maximum
mAP are respectively 67.9, 68.5, and 77.3, which are all achieved at epoch 28.
Noticeably the mAP for the weights with the lowest validation loss perform
worse in all three cases. Only rank 2 of (I) has a better performing mAP with
the lowest validation weights. Rank 2 of (I) is also the only case where the
mAP decreases during the training episode. The highest mAP of 77.3 by rank
3 of (VI) is an absolute improvement of 14.9 mAP compared to the highest
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Figure 4.4: Training (left) and validation (right) losses during training of the
top 3 hyperparameter configurations of (I), (II) and (IV). Top row displays
LsIoU, middle row Lfocal and bottom row Lsemseg. Note that method (II) is not
displayed in the top and middle row and (I) is not displayed in the bottom row.
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Table 4.6: The top 3 hyperparameter configurations for (I) and (VI) evaluated
on the held-out test set of KITTI. We display the mAP at epoch 7, 14, 21, 28
as well as the weights which achieved the lowest validation loss.

mAP of Car class (easy, moderate & hard)

Method & rank epoch 7 epoch 14 epoch 21 epoch 28 lowest validation

(I) rank 1 0.7 0.7 1.6 7.1 2.5
(I) rank 2 37.3 49.8 49.9 42.3 58.8
(I) rank 3 44.1 33.9 61.6 63.8 62.1
(VI) rank 1 50.7 64.0 65.8 67.9 65.5
(VI) rank 2 44.2 60.7 68.2 68.5 65.9
(VI) rank 3 58.3 70.2 76.9 77.3 66.8

Table 4.7: The top 3 hyperparameter configurations for (II) and (VI) evaluated
on the held-out test set of Cityscapes. We display the mIoU at epoch 7, 14,
21, 28 as well as the weight which achieved the lowest validation loss. The
column c5 stands for the mIoU of the classes Road, Sidewalk, Sky, Building
and Vegetation. The column all stands for the mIoU of all 19 classes evaluated
in Cityscapes.

mIoU for 2 sets of classes

epoch 7 epoch 14 epoch 21 epoch 28 lowest validation

Method & rank c5 all c5 all c5 all c5 all c5 all

(II) rank 1 0.854 0.460 0.862 0.493 0.864 0.487 0.864 0.499 0.876 0.536
(II) rank 2 0.862 0.471 0.886 0.560 0.885 0.559 0.884 0.556 0.884 0.560
(II) rank 3 0.855 0.433 0.885 0.544 0.884 0.552 0.882 0.550 0.885 0.544
(VI) rank 1 0.782 0.333 0.804 0.345 0.807 0.367 0.806 0.369 0.805 0.354
(VI) rank 2 0.756 0.307 0.774 0.322 0.788 0.349 0.779 0.351 0.788 0.340
(VI) rank 3 0.774 0.331 0.793 0.339 0.811 0.361 0.822 0.373 0.765 0.327

mAP of 62.6 in section 4.2. Rank 1 and 2 of (VI), which are the exact same
hyperparameter configuration, have a moderate performance gap at epoch 7.
This gap gradually closes throughout the training episode.

Semantic segmentation. Table 4.7 shows the performance of the top 3
configurations of (II) and (VI) on the held-out test set of Cityscapes. We dis-
play the mIoU of the 5 classes used in Section 4.2, indicated as mIoUc5, as well
as the mIoU over all 19 classes in Cityscapes, indicated as mIoUall. Looking at
the performance of (II), we see that rank 1, 2 and 3 have a low variance, with the
best performance 0.885 mIoUc5 by rank 3 and the worst performance of 0.876
mIoUc5 by rank 1. For the mIoUall, the performance difference between the
three cases has a higher variance, with a worst performance of 0.536 mIoUall

by rank 1 and the best performance of 0.560 mIoUall by rank 2. For (VI),
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rank 1 has a highest performing mIoUc5 of 0.807 and mIoUall of 0.369, which
does not significantly improve at epoch 21 and 28. Comparatively, rank 3 has
a highest mIoUc5 of 0.822 and mIoUall of 0.373, with consecutive improve-
ments each epoch. In summarization, there is a large performance difference
between (II) and (VI). Comparing these results to section 4.2, (II) achieved a
maximum mIoUc5 of 0.853 and (VI) achieved a maximum mIoUc5 of 0.769,
which is respectively lower than mIoUc5 of 0.886 for (II) and mIoUc5 of 0.805
for (VI) as a result of the hyperparameter search.

On initializing the bias of the final layer in the 2D object detection
confidence stack. In Section 3.3.2 we state that the Lfocal varies significantly
based on the average prediction at the first training step. If the bias of the final
layer is 0 the average prediction is 0.5. However, a bias of ~5 leads to an aver-
age prediction close to 0, which is the desired groundtruth of an overwhelming
majority of predictions. We briefly explore the effect of this initialization by
retraining the rank 1 hyperparameter configuration of (I) and (VI) with an ini-
tial bias of 4 instead of 0 in the final layer of the confidence stack. We display
the training and validation losses in Figure 4.5. We see that for (I) the training
loss of positive bias has a steeper descent and the validation loss is steeper
and less chaotic than the network with a zero-bias initialization. We observe
that the training and validation losses of (VI) are very similar. However, the
highest achieved mAP of (VI) with zero bias is 67.9, while the network with
a bias of 4 achieved a mAP of 75.0. For (I), the zero bias network achieved a
mAP of 7.1 versus a mAP of 36.9 for the network with the positive bias.

4.4 Speed comparison
The deployment of a multi-task neural network promises a speed benefit over
deploying a distinct neural network for each task. To study this benefit we per-
formed a speed benchmark of Cerberus. We studied three configurations: (I)
backbone with the 2D object detection head, (II) backbone with the semantic
segmentation head, and (III) backbone with both heads. We performed the
test on each configuration with a ResNet34 and a Resnet50 backbone. The
test consisted of performing a single inference step on an image with random
noise. The resolution of the image was 1024x512. We performed the infer-
ence step a hundred times with a batch size of 1, 4 and 8. We measured the
time span of each inference step by a time query just before and after the in-
ference step statement. This should exclude the overhead of the for-loop in the
measured time. The test was performed in a Ubuntu 16.04 server environment
with a single NVIDIA P100 GPU and was implemented in Tensorflow 2.1.
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Figure 4.5: Training (left) and validation (right) losses during training of rank
1 hyperparameter configuration of (I) and (IV). Top row displays LsIoU and
bottom row Lfocal. We show the losses during a training episode with a bias
initialization of 0 and 4 in the final layer of the confidence stack of the 2D
object detection head.
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Table 4.8: Comparison between the inference speed of Cerberus with a single
and multi-task head configuration. The network uses a ResNet34 backbone.
Time is displayed in milliseconds. Statistics are taken from a sample size of
100.

Inference speed (in ms) of ResNet34 backbone with varying head configurations

(I) 2D object detection head (II) semantic segmentation head (III) both heads

Batch size MEAN STD MIN MAX MEAN STD MIN MAX MEAN STD MIN MAX

1 22.5 3.1 16.3 30.9 9.8 1.5 7.9 14.8 24.7 2.7 18.3 33.0
4 24.0 2.9 17.9 29.7 10.8 1.4 8.9 15.6 24.7 3.5 19.2 35.1
8 27.1 3.3 21.8 38.0 15.3 2.0 12.4 19.8 29.4 3.9 22.4 39.3

Table 4.9: Comparison between the inference speed of Cerberus with a single
and multi-task head configuration. The network uses a ResNet50 backbone.
Time is displayed in milliseconds Statistics are taken from a sample size of
100.

Inference speed (in ms) of ResNet50 backbone with varying head configurations

(I) 2D object detection head (II) semantic segmentation head (III) both heads

Batch size MEAN STD MIN MAX MEAN STD MIN MAX MEAN STD MIN MAX

1 23.8 3.3 17.3 32.4 10.6 1.5 8.1 15.5 25.6 4.3 18.7 37.9
4 25.9 3.6 18.9 33.9 11.3 1.3 9.6 18.1 26.7 3.0 19.8 33.7
8 30.2 3.2 24.7 40.0 19.6 1.5 16.5 23.3 32.0 2.6 26.1 39.8

The server was using nvidia driver 440.64 and CUDA 10.2 The server was
busy with other workloads but not near capacity. The GPU was not handling
any other loads.

4.4.1 Results
The inference speed with ResNet34 as backbone is shown in Table 4.8. We
observe that with a batch size of 1 that (I) has a mean inference speed of 22.5
ms, (II) 9.8 ms and (III) 24.7 ms. Increasing the batch size from 1 to to 4
leads to an average inference speed increase of 1.5 ms for (I), 1.0 ms for (II)
and 0.0 for (III). The increase in batch size from 4 to 8 has a higher change
in inference speed. For every batch size and head configuration the maximum
inference speed seems to be larger by a factor 1.8 ± 0.2 than the minimum
inference speed. The standard deviation of (III) indicates that it is reasonable
to expect an inference to last from 22 to 30 ms.

Table 4.9 displays the inference speed with a ResNet50 backbone. It shows
that with a batch size of 1 that (I) has a mean inference speed of 23.8 ms, (II)
10.6 ms and (III) 25.6 ms. Increasing the batch size from 1 to to 4 leads to
an average inference speed increase of 2.1 ms for (I), 0.7 ms for (II) and 0.9
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Table 4.10: Aggregated statistics on the inference speed of a distinct neural
network and a multi-task neural network for 2D objection detection and se-
mantic segmentation.

Inference speed (in ms) with batch size of 1

distinct networks multi-task network

backbone MEAN STD MEAN STD

ResNet34 32.3 3.44 24.7 2.7
ResNet50 34.4 3.6 25.6 4.3

for (III). Similar to the Resnet34 backbone the increase in batch size from 4 to
8 has a higher change in inference speed. We also observe the same ratio of
1.8 ± 0.2 between the minimum and maximum inference speed. There does
not seem to be a large difference between the standard deviations of the two
backbones.

The observations with a batch size of 1 from Table 4.8 and Table 4.9 are
aggregated in Table 4.10. We see that deploying a distinct network for the 2D
object detection and semantic segmentation task would lead to an average in-
ference speed of 32.3 ms and a standard deviation of 3.44 ms with a ResNet34
backbone. The average inference speed increases with 1.9 ms for the ResNet50
backbone. Deploying a multi-task neural network capable of performing both
tasks leads to an average inference speed of 24.7 ms and a standard deviation
of 2.7 ms with a ResNet34 backbone. Using a ResNet50 backbone increases
the average inference speed by 0.9 seconds.



Chapter 5

Discussion & Conclusion

Wepresented the problem setting of training amulti-task neural network on the
computer vision tasks of 2D object detection and semantic segmentation with
disjoint datasets. We proposed 4 different strategies for training on images
which only have annotations for one of the tasks. To study the performance of
these strategies we proposed a network architecture where a large portion of
theweights is shared in a backbone and a relatively small portion of theweights
are present in the respective task heads. We chose to base our network on the
MonoDis [35] architecture, consisting of a ResNet34 and FPN as backbone. It
was thought to be favourable to extend this backbone structure with semantic
segmentation. This was due to the fact that common architectures for semantic
segmentation make use of both low and high level features. Moreover, we
thought that this network design enabled extension with other computer vision
tasks such as 3D object detection in future work. It was also important that
the architecture was capable of performing inference in the required running
time of ~30 FPS. This running time was expected to be achievable with the
flexibility of the depth of the ResNet. The inference of the architecture is
acyclic, which also helps with achieving a fast inference speed. Due to the
context of the problem definition in the domain of autonomous vehicles we
choose the KITTI dataset for training 2D object detection and the Cityscapes
dataset to train semantic segmentation.

We trained the network by using hyperparameters from the literature as
well as conducting a hyperparameter search. We also benchmarked the in-
ference speed of the network. These results enable us to answer the research
questions:
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What is the most effective strategy for training a multi-task neural
network on both the task of 2D object detection as well as semantic seg-
mentation with disjoint data annotations? We found that doing multiple
forwarded passes and summing their gradients before applying the backward
pass was the most effective method for training. Within an epoch it seems that
exhausting all available data, and possibly repeating some samples from a par-
ticular dataset, lead to the best results. We also observed some evidence that
multi-task learning made 2D object detection more robust. It was possible to
increase the performance with a hyperparameter search.

What effect does multi-task learning have on the speed and accuracy
of the joined network? In the multi-task setting, the best observed perfor-
mance was 77.3 mAP on the held-out test set of KITTI, and a 0.807 mIoU on
the held-out test set of Cityscapes. Comparatively, the single-task control led
to performance of 63.8 mAP and 0.886 mIoU. Multi-task learning therefore
results in a relative increase of 21% on 2D object detection, while decreasing
the performance of semantic segmentation by 9.7%. Moreover, we observed
that the multi-task architecture, with a ResNet34 backbone, has a mean in-
ference speed of 24.7 ms (~40 FPS). If we use a distinct neural network for
both tasks their summed mean inference speed is 32.3 ms (~31 fps). Using
ResNet50, a deeper backbone, leads to a steeper increase in inference speed
for two single-task networks compared to a multi-task architecture.

Although our network architecture was capable of learning both tasks, it
was difficult to use the sum of the validation loss as a measure for selecting
good weights or hyperparameters. We noticed that an increase in this valida-
tion loss did not necessarily imply a decrease in mAP and mIoU. Moreover,
the hyperparameters which achieved the lowest summed validation loss did
not have the best performance after retraining. We also observed that weight
decay alone was not enough to stop the network from drastically overfitting on
the focal loss and slightly overfitting on the semantic segmentation cross en-
tropy loss. Lastly, in our speed benchmark we observed a significant variance
in inference speed, with a potential difference between the minimum and max-
imum around 20 ms. While the mean inference speed lies above the desired
goal of 30 FPS it cannot be guaranteed at every inference step.

In the following sections we will discuss the obtained results in detail and
consider possible future work.
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5.1 Training with multiple datasets
In Section 4.2 we compared 4 different techniques for training a multi-task
neural network with 2 disjoint datasets. We saw that naively concatenating
(III) the datasets lead to poor results. The loss plots initially show a shallow
decrease which quickly plateaus, unlike (IV, V and VI). The resulting mAP of
0.0 on KITTI and mIoU of 0.074 (which simply predicts Road for each pixel
on Cityscapes) conclude that (III), while straightforward to implement, is a
poor technique for training a multi-task neural network. We attribute this to
the hypothesis that the optimization jumps between 2 local minima, one for
each dataset, and therefore cannot descend. Assuming we have 2 datasets A
and B with corresponding task-specific heads α and β, we could gain more
insight into this hypothesis by training the backbone and task head α of the
network on dataset A, and freeze the backbone when iterating over dataset B,
only updating task head β. It would also be interesting to see whether it could
be beneficial to interchange freezing the backbone on dataset A or B during a
training episode. Freezing the backbone would prevent the majority of weights
from being updated, and partly changes the optimization problem to finding a
(local) optimum for the task head based on the current state of the backbone.
This might prevent the optimizer from jumping between two local optimums.

We also saw that randomly sampling a batch from either dataset (IV) led
to proper convergence of the training loss. The same observation is made
for summing the gradients of multiple forward passes (V and VI). On KITTI,
(IV) achieves a mAP of 37.6, while (V) achieves 62.2 mAP and (VI) achieves
59.4 mAP. On Cityscapes, (IV) achieves a mIoU of 0.699, (VI) achieves 0.795
mIoU and (VI) achieves 0.769 mIoU. From these metrics we conclude that
using 2 forward passes and summing the gradients is the best method for com-
bining 2 disjoint datasets. A caveat to comparing the 4 methods is the limited
sample size as well as the shallowness of the explored hyperparameter space.
It would be beneficial to train the networks multiple times with the same hy-
perparameters. It is also plausible that our particular hyperparameters worked
well for (V and VI), while (III and IV) could improve with different hyperpa-
rameters. This plausibility is strengthened by the observation that (I) required
a hyperparameter search in order to achieve good performance, with a mAP
of 0.0 in Section 4.2 and a mAP of 62.1 in 4.3.

We note that (V) outperforms (VI) on both the 2D object detection and
semantic segmentation task. We conjecture that (V) is able to achieve better
performance as the training episode of (V) consists of 40 100 steps versus the
32 500 steps of (VI). However, it could also be tied to the initial weights or the
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particular hyperparameters. To explore the performance difference between
(V) and (VI) a hyperparameter search with (V) could be conducted. A less
computationally intensive alternative could be to perform multiple training
trials of (V) and (VI) with the same hyperparameters but different random
initialization of the weights.

A peculiar observation on the progression of the optimization is shown in
Table 4.3. We see that at epoch 25 method (II) fails to successfully predict
any pixel of the Road and Sidewalk class, while the multi-task methods have
already converged on all 5 classes fairly well. It could be interesting to explore
this phenomenon in more detail. We should verify that it is reproducible, or
whether it is a quirk tied to the initialization. We could also test whether chang-
ing the initial bias to prefer a particular (set of) class(es) has any effect, as well
observing the influence of the learning rate.

5.2 Balancing multiple loss functions
Multi-task learning requires optimizing in the context of multiple loss func-
tions. One of the difficulties we observed was using the validation loss as an
indicator for performance. During a training episode it is common to select
the weights with the lowest validation loss as the final model. However, this
strategy was deemed ineffective for selecting the best model in our experi-
ments, for both the single-task and multi-task network architectures. For the
single-task networks the use of the validation loss could be substituted for the
respective metrics. However, in the multi-task setting it is unclear how to com-
bine the metrics. Evaluating both metrics and choosing their highest sum with
an a priori weighting might be a good solution to this problem. The a priori
weighting might be decided on an individual basis depending on the context
and priority of each task.

We observed that the best-performing multi-task neural network achieved
a higher mAP in the 2D object detection task but a lower mIoU in the semantic
segmentation task compared to the best-performing single-task networks. We
conjecture that this is due to the fact that the sum of both 2D object detection
losses are proportionally larger than the semantic segmentation loss. To ensure
that the optimization steps improve the network for both tasks equally the gra-
dients we believe that their respective losses should be proportionally equal.
However, we do not see an obvious way of achieving an equal proportion. It is
difficult to properly normalize the losses as their values are in different units.
Decreasing the focal and sIoU loss by x has a different effect on the mAP
than decreasing the cross-entropy loss by x on the mIoU. Furthermore, a de-
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crease in mAP of y might have different implications than a decrease in y in
the mIoU. Even so, in the case of multiple forward passes, it might be bene-
ficial to apply a normalization technique on partial gradients before they are
summed together. Furthermore, a relative weighting of these (un)normalized
partial gradients could be considered. The weighting could be found by man-
ual inspection of the current magnitude of weights and gradients as well as a
hyperparameter search. It could also be useful to experiment with a different
learning rate or even a different optimizer for the backbone and each of the
respective task heads.



Bibliography

[1] Alan Mathison Turing. “On computable numbers, with an application
to the Entscheidungsproblem”. In: Proceedings of the London mathe-
matical society 2.1 (1937), pp. 230–265.

[2] Sebastian Hörl, Francesco Ciari, and Kay W Axhausen. “Recent per-
spectives on the impact of autonomous vehicles”. In: Arbeitsberichte
Verkehrs-und Raumplanung 1216 (2016).

[3] Awni Hannun et al. “Deep speech: Scaling up end-to-end speech recog-
nition”. In: arXiv preprint arXiv:1412.5567 (2014).

[4] Jia Deng et al. “ImageNet: A large-scale hierarchical image database”.
In: 2010, pp. 248–255. doi: 10. 1109/ cvpr.2009 .5206848.
url: https://www.researchgate.net/publication/
221361415.

[5] Ross Girshick et al. “Rich feature hierarchies for accurate object de-
tection and semantic segmentation”. In: Proceedings of the IEEE Com-
puter Society Conference on Computer Vision and Pattern Recognition.
IEEEComputer Society, Sept. 2014, pp. 580–587. isbn: 9781479951178.
doi: 10.1109/CVPR.2014.81. arXiv: 1311.2524.

[6] Shaoqing Ren et al. “Faster R-CNN: Towards Real-Time Object Detec-
tion with Region Proposal Networks”. In: IEEE Transactions on Pattern
Analysis and Machine Intelligence 39.6 (June 2017), pp. 1137–1149.
issn: 01628828. doi: 10.1109/TPAMI.2016.2577031. arXiv:
1506.01497. url: https://arxiv.org/abs/1506.01497.

[7] David Silver et al. “Mastering the game of go without human knowl-
edge”. In: nature 550.7676 (2017), pp. 354–359.

[8] Christopher Berner et al. “Dota 2 with large scale deep reinforcement
learning”. In: arXiv preprint arXiv:1912.06680 (2019).

64

https://doi.org/10.1109/cvpr.2009.5206848
https://www.researchgate.net/publication/221361415
https://www.researchgate.net/publication/221361415
https://doi.org/10.1109/CVPR.2014.81
https://arxiv.org/abs/1311.2524
https://doi.org/10.1109/TPAMI.2016.2577031
https://arxiv.org/abs/1506.01497
https://arxiv.org/abs/1506.01497


BIBLIOGRAPHY 65

[9] Marvin Teichmann et al. “MultiNet: Real-time Joint Semantic Reason-
ing for Autonomous Driving”. In: IEEE Intelligent Vehicles Sympo-
sium, Proceedings. Vol. 2018-June. Dec. 2018, pp. 1013–1020. isbn:
9781538644522. doi: 10 . 1109 / IVS . 2018 . 8500504. arXiv:
1612.07695. url: http://arxiv.org/abs/1612.07695%
20https://www.repository.cam.ac.uk/bitstream/
handle/1810/279403/iv18%7B%5C_%7Droot-compressed.
pdf?sequence=1%7B%5C&%7DisAllowed=y.

[10] Andreas Geiger, Philip Lenz, and Raquel Urtasun. “Are we ready for
autonomous driving? the KITTI vision benchmark suite”. In: Proceed-
ings of the IEEE Computer Society Conference on Computer Vision and
Pattern Recognition. 2012, pp. 3354–3361. isbn: 9781467312264. doi:
10.1109/CVPR.2012.6248074. url: www.cvlibs.net/
datasets/kitti.

[11] W. McCulloch and W. Pitts. “A logical calculus of the ideas immanent
in nervous activity”. In: Bulletin of Mathematical Biophysics 7 (1943),
pp. 115–133.

[12] F Rosenblatt. “The perceptron: A probabilistic model for information
storage and organization in the brain”. In: Psychological Review 65.6
(1958), pp. 386–408.

[13] Larry Squire et al. Fundamental neuroscience, third edition. 2008, pp. -
–-. isbn: 9780123740199.

[14] Monika Bradl and Hans Lassmann. “Oligodendrocytes: biology and
pathology”. In: Acta neuropathologica 119.1 (2010), pp. 37–53.

[15] MaikenNedergaard, BruceRansom, and StevenAGoldman. “New roles
for astrocytes: redefining the functional architecture of the brain”. In:
Trends in neurosciences 26.10 (2003), pp. 523–530.

[16] GeorgeCybenko. “Approximation by superpositions of a sigmoidal func-
tion”. In:Mathematics of control, signals and systems 2.4 (1989), pp. 303–
314.

[17] Vincent Dumoulin and Francesco Visin. “A guide to convolution arith-
metic for deep learning”. In: (Mar. 2016). arXiv: 1603.07285. url:
http://arxiv.org/abs/1603.07285.

[18] David E Rumelhart, Geoffrey EHinton, and Ronald JWilliams. “Learn-
ing representations by back-propagating errors”. In: nature 323.6088
(1986), pp. 533–536.

https://doi.org/10.1109/IVS.2018.8500504
https://arxiv.org/abs/1612.07695
http://arxiv.org/abs/1612.07695%20https://www.repository.cam.ac.uk/bitstream/handle/1810/279403/iv18%7B%5C_%7Droot-compressed.pdf?sequence=1%7B%5C&%7DisAllowed=y
http://arxiv.org/abs/1612.07695%20https://www.repository.cam.ac.uk/bitstream/handle/1810/279403/iv18%7B%5C_%7Droot-compressed.pdf?sequence=1%7B%5C&%7DisAllowed=y
http://arxiv.org/abs/1612.07695%20https://www.repository.cam.ac.uk/bitstream/handle/1810/279403/iv18%7B%5C_%7Droot-compressed.pdf?sequence=1%7B%5C&%7DisAllowed=y
http://arxiv.org/abs/1612.07695%20https://www.repository.cam.ac.uk/bitstream/handle/1810/279403/iv18%7B%5C_%7Droot-compressed.pdf?sequence=1%7B%5C&%7DisAllowed=y
https://doi.org/10.1109/CVPR.2012.6248074
www.cvlibs.net/datasets/kitti
www.cvlibs.net/datasets/kitti
https://arxiv.org/abs/1603.07285
http://arxiv.org/abs/1603.07285


66 BIBLIOGRAPHY

[19] Ian Goodfellow, Yoshua Bengio, and Aaron Courville. Deep Learning.
http://www.deeplearningbook.org. MIT Press, 2016.

[20] Alex Krizhevsky, Ilya Sutskever, and Geoffrey E Hinton. “Imagenet
classification with deep convolutional neural networks”. In: Advances
in neural information processing systems. 2012, pp. 1097–1105.

[21] Karen Simonyan andAndrewZisserman. “Very deep convolutional net-
works for large-scale image recognition”. In: 3rd International Con-
ference on Learning Representations, ICLR 2015 - Conference Track
Proceedings. International Conference on Learning Representations,
ICLR, 2015. arXiv: 1409.1556.

[22] Xavier Glorot andYoshuaBengio. “Understanding the difficulty of train-
ing deep feedforward neural networks”. In: Proceedings of the thir-
teenth international conference on artificial intelligence and statistics.
2010, pp. 249–256.

[23] KaimingHe et al. “Delving deep into rectifiers: Surpassing human-level
performance on imagenet classification”. In: Proceedings of the IEEE
international conference on computer vision. 2015, pp. 1026–1034.

[24] Kaiming He et al. “Deep residual learning for image recognition”. In:
Proceedings of the IEEE Computer Society Conference on Computer
Vision and Pattern Recognition. Vol. 2016-Decem. IEEE Computer So-
ciety, Dec. 2016, pp. 770–778. isbn: 9781467388504. doi: 10.1109/
CVPR.2016.90. arXiv: 1512.03385. url: https://arxiv.
org/abs/1512.03385.

[25] Mark Everingham et al. “The PASCAL Visual Object Classes (VOC)
Challenge”. In: International Journal of Computer Vision manuscript
(2012).

[26] ImageNet Large Scale Visual RecognitionCompetition 2014 (ILSVRC2014).
url: http://www.image-net.org/challenges/LSVRC/
2014/ (visited on 03/03/2020).

[27] Tsung Yi Lin et al. “Microsoft COCO: Common objects in context”.
In: Lecture Notes in Computer Science (including subseries Lecture
Notes in Artificial Intelligence and Lecture Notes in Bioinformatics).
Vol. 8693 LNCS. PART 5. Springer Verlag, 2014, pp. 740–755. doi:
10.1007/978-3-319-10602-1_48. arXiv: 1405.0312.

[28] Jasper RR Uijlings et al. “Selective search for object recognition”. In:
International journal of computer vision 104.2 (2013), pp. 154–171.

http://www.deeplearningbook.org
https://arxiv.org/abs/1409.1556
https://doi.org/10.1109/CVPR.2016.90
https://doi.org/10.1109/CVPR.2016.90
https://arxiv.org/abs/1512.03385
https://arxiv.org/abs/1512.03385
https://arxiv.org/abs/1512.03385
http://www.image-net.org/challenges/LSVRC/2014/
http://www.image-net.org/challenges/LSVRC/2014/
https://doi.org/10.1007/978-3-319-10602-1_48
https://arxiv.org/abs/1405.0312


BIBLIOGRAPHY 67

[29] Pedro F Felzenszwalb andDaniel PHuttenlocher. “Efficient graph-based
image segmentation”. In: International journal of computer vision 59.2
(2004), pp. 167–181.

[30] Ross Girshick. “Fast R-CNN”. In: Proceedings of the IEEE Interna-
tional Conference on Computer Vision. Vol. 2015 Inter. 2015, pp. 1440–
1448. isbn: 9781467383912. doi: 10 . 1109 / ICCV . 2015 . 169.
arXiv:1504.08083.url:https://github.com/rbgirshick/
%20https://arxiv.org/abs/1504.08083.

[31] Joseph Redmon et al. “You only look once: Unified, real-time object
detection”. In: Proceedings of the IEEE Computer Society Conference
on Computer Vision and Pattern Recognition. Vol. 2016-Decem. 2016,
pp. 779–788. isbn: 9781467388504. doi: 10.1109/CVPR.2016.
91. arXiv: 1506.02640. url: http://pjreddie.com/yolo/
%20https://arxiv.org/abs/1506.02640.

[32] Bolei Zhou et al. “Scene Parsing through ADE20K Dataset”. In: Pro-
ceedings of the IEEEConference onComputer Vision and Pattern Recog-
nition. 2017.

[33] Jonathan Long, Evan Shelhamer, and Trevor Darrell. “Fully convolu-
tional networks for semantic segmentation”. In:Proceedings of the IEEE
conference on computer vision and pattern recognition. 2015, pp. 3431–
3440.

[34] Olaf Ronneberger, Philipp Fischer, and Thomas Brox. “U-net: Convolu-
tional networks for biomedical image segmentation”. In: Lecture Notes
in Computer Science (including subseries Lecture Notes in Artificial
Intelligence and Lecture Notes in Bioinformatics). Vol. 9351. Springer
Verlag, 2015, pp. 234–241. isbn: 9783319245737. doi: 10.1007/
978-3-319-24574-4_28. arXiv: 1505.04597.

[35] Andrea Simonelli et al. “Disentangling Monocular 3D Object Detec-
tion”. In: (2019).

[36] Tsung Yi Lin et al. “Focal Loss for Dense Object Detection”. In: Pro-
ceedings of the IEEE International Conference on Computer Vision.
Vol. 2017-Octob. Aug. 2017, pp. 2999–3007. isbn: 9781538610329.
doi: 10 . 1109 / ICCV . 2017 . 324. arXiv: 1708 . 02002. url:
http://arxiv.org/abs/1708.02002.

https://doi.org/10.1109/ICCV.2015.169
https://arxiv.org/abs/1504.08083
https://github.com/rbgirshick/%20https://arxiv.org/abs/1504.08083
https://github.com/rbgirshick/%20https://arxiv.org/abs/1504.08083
https://doi.org/10.1109/CVPR.2016.91
https://doi.org/10.1109/CVPR.2016.91
https://arxiv.org/abs/1506.02640
http://pjreddie.com/yolo/%20https://arxiv.org/abs/1506.02640
http://pjreddie.com/yolo/%20https://arxiv.org/abs/1506.02640
https://doi.org/10.1007/978-3-319-24574-4_28
https://doi.org/10.1007/978-3-319-24574-4_28
https://arxiv.org/abs/1505.04597
https://doi.org/10.1109/ICCV.2017.324
https://arxiv.org/abs/1708.02002
http://arxiv.org/abs/1708.02002


68 BIBLIOGRAPHY

[37] Tsung Yi Lin et al. “Feature pyramid networks for object detection”. In:
Proceedings - 30th IEEE Conference on Computer Vision and Pattern
Recognition, CVPR 2017. Vol. 2017-Janua. 2017, pp. 936–944. isbn:
9781538604571. doi: 10.1109/CVPR.2017.106. arXiv: 1612.
03144.

[38] Lisha Li et al. “Hyperband: A novel bandit-based approach to hyperpa-
rameter optimization”. In: The Journal of Machine Learning Research
18.1 (2017), pp. 6765–6816.

[39] TomO’Malley et al.Keras Tuner.https://github.com/keras-
team/keras-tuner. 2019.

[40] JamesBergstra andYoshuaBengio. “Random search for hyper-parameter
optimization”. In: The Journal ofMachine Learning Research 13.1 (2012),
pp. 281–305.

[41] Kevin Jamieson and Ameet Talwalkar. “Non-stochastic best arm iden-
tification and hyperparameter optimization”. In: Artificial Intelligence
and Statistics. 2016, pp. 240–248.

[42] Xiaozhi Chen et al. “3d object proposals for accurate object class de-
tection”. In: Advances in Neural Information Processing Systems. 2015,
pp. 424–432.

[43] YuXiang et al. “Data-driven 3d voxel patterns for object category recog-
nition”. In: Proceedings of the IEEE Conference on Computer Vision
and Pattern Recognition. 2015, pp. 1903–1911.

https://doi.org/10.1109/CVPR.2017.106
https://arxiv.org/abs/1612.03144
https://arxiv.org/abs/1612.03144
https://github.com/keras-team/keras-tuner
https://github.com/keras-team/keras-tuner


Appendix A

Acknowledgements

I would like to gratefully acknowledge the support of Sweden’s innovation
agency, Vinnova, through project iQDeep (project number 2018-02700), as
well as Scania for financial and hardware support. I would also like to thank
my supervisors Anastasiia Varava, Michael Welle and Lisanu Tebikew Yallew
for their support and feedback. The self-isolation due to the corona virus was
made bearable by (remote) interaction with Jade Cock and Sri Datta Budaraju,
who I’d like to thank for keeping morale high! I want to thank my fellow thesis
workers Mihaela Stoycheva and Lukas Grannas for support and discussions.
Lastly, I would like to thank Addi Djikic for translating the title and abstract
to Swedish.

69







TRITA -EECS-EX.2020:728

www.kth.se


	Introduction
	Problem description
	Research questions
	Environmental concerns
	Ethical concerns
	Social concerns

	Background
	Machine Learning
	Supervised Learning

	Artificial neural networks
	A neural unit
	The fully-connected layer
	A feed-forward neural network
	The convolutional layer
	Training an artificial neural network

	The advent of deep learning
	2D object detection
	Metrics
	Datasets and benchmarks
	Methods

	Semantic segmentation
	Datasets
	Metrics
	Methods


	Methods
	Network architecture
	Backbone encoder
	2D Object detection head
	Semantic segmentation head

	Data
	KITTI
	Cityscapes

	Optimization
	Combining multiple datasets
	Combining multiple loss functions
	Hyperband


	Experiments & Results
	Data splits
	KITTI
	Cityscapes

	Reproduction
	Details on hyperparameters
	Results

	Hyperparameter search
	Search details
	Results

	Speed comparison
	Results


	Discussion & Conclusion
	Training with multiple datasets
	Balancing multiple loss functions

	Bibliography
	Acknowledgements

