





6.2. REDENSE 79

0.26
0.26
0.24 0.24
%]
8022 2 0.22
2020 2
£ £0.20
=018 m—500 #
0.16/ —— m = 1000 0.18
—— m = 1500
0.14 m = 2000 0.16
0 50 100 150 200 250 300 0 50 100 150 200 250 300
Number of epochs Number of epochs
(a) Training loss (b) Testing loss

(c) Testing accuracy

Figure 6.3: Performance versus number of epochs for a MLP trained on MNIST.

Figure 6.3 shows the learning curves of ReDense for different values of m. Note that
the initial performance at epoch 0 is, in fact, the final performance of the above MLP
with 93.1% testing accuracy. We use a full-batch ADAM optimizer with a learning rate of
10° for ReDense in all cases. By comparing the curves of training and testing loss, we
observe that ReDense consistently reduces both training and testing loss while maintaining
a small generalization error. Interestingly, ReDense achieves a higher testing accuracy for
m = 500 and improves the testing accuracy by 2.4%. The reason for this behaviour is
that increasing m, in fact, reduces the value of ¢ = ||[ORYU,,,||  in ReDense, leading to a
tighter overfitting constraint as the dimensions of the feature vectors increases. One can, of
course, manually choose larger values of e for ReDense but we found in our experiments
that a looser ¢ leads to poor generalization. Therefore, we use the smallest possible value
of m = n in the rest of the experiments.
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Figure 6.4: Performance versus number of epochs for a CNN trained on CIFAR-10.

6.2.3.2 Convolutional Neural Networks

In this section, we use a convolutional neural network with the following architecture:
two Conv2D layer with 32 filters of size 3 x 3 followed by a MaxPooling2D layer of size
3 x 3, dropout layer with p = 0.25, Conv2D layer with 64 filters of size 3 x 3, Conv2D
layer with 32 filters of size 3 x 3, MaxPooling2D layer of size 3 x 3, dropout layer with
p = 0.25, flatten layer, dense layer of size 512, dropout layer with p = 0.5, and dense
layer of size 10. We train this network on the CIFAR-10 dataset using ADAM optimizer
with a batch size of 128 for 15 epochs with respect to different loss functions. We use 10
percent of the training sample as a validation set. Note that in this case 7 = 512 is the
dimension of the feature vector ¥;. We choose the smallest possible value for the number
of random hidden neurons of ReDense m = 512 as it is shown to be the best choice in
Section 6.2.3.1.

Figure 6.4 shows the learning curves of ReDense for different choices of CNN loss
functions, namely, cross-entropy (CE) loss, mean-square-error (MSE) loss, Poisson loss,
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Table 6.2: Testing accuracy (%) with and without ReDense

BiT-M-R50x1
Dataset - -
with ReDense ‘ without
CIFAR-10 96.61 95.35
CIFAR-100 84.28 82.64

and Huber loss. Note that the initial performance at epoch 0 is, in fact, the final per-
formance of the above CNN in each case. We use a full-batch ADAM optimizer with a
learning rate of 10~* for ReDense in all cases. By comparing the curves of training and
testing loss, we observe that ReDense consistently reduces both training and testing loss
while maintaining a small generalization error. It can be seen that ReDense approximately
improves testing accuracy by 1-2% in all cases. This experiment shows that ReDense can
improve the performance of neural networks regardless of the choice of training loss. Note
that we have used softmax cross-entropy loss in all the experiments for training ReDense.

6.2.3.3 State-of-the-art Networks

We apply ReDense on the best performer architecture on CIFAR datasets to observe the im-
provement in classification accuracy. To the best of our knowledge, Big Transfer (BiT) [13]
models are the top performer on CIFAR datasets in the literature. BiT uses a combination
of fine-tuning techniques and transfer learning heuristics to achieve state-of-the-art per-
formance on a variety of datasets. BiT-M-R50x1 model uses a ResNet-50 architecture,
pretrained on the public ImageNet-21k dataset, as the baseline model and by applying
the BiT technique, achieves testing accuracy of 95.35% and 82.64% on CIFAR-10 and
CIFAR-100, respectively.

We add a ReDense layer with m = 2048 random hidden neurons since the dense
layer of BiT-M-R50x1 model has a dimension of n = 2048. We use a full-batch ADAM
optimizer with a learning rate of 10~* and train the ReDense layer with respect to softmax
cross-entropy loss for 100 epochs. We observe that BiT-M-R50x1 + ReDense achieves
testing accuracy of 96.61% and 84.28% on CIFAR-10 and CIFAR-100, respectively, as
shown in Table 6.2. This experiment illustrates the capability of ReDense in improving
the performance of highly optimized and deep networks. It is worth noting that ReDense
is trained within a few minutes on a laptop while training BiT-M-R50x1 required several
hours in a GPU cloud.

However, the power of ReDense is limited to scenarios where the network is not over-
fitted with a 100% training accuracy since ReDense tries to reduce the training loss. For
example, we also tested BiT-M-R101x3 model which uses a ResNet-101 as the baseline
model, and achieves 98.3% testing accuracy on CIFAR-10 but with a training accuracy of
100%. After adding the ReDense layer, we observed no tangible improvement as the net-
work was already overfitted and there was no room for improvement. Early stopping of the
baseline model, including dropout, data augmentation, and unfreezing some of the previ-
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ous layers of the network are among the possible options to avoid such extreme overfitting
in future works.

6.3 Mutual Information Analysis

In this section, our interest is a theoretical analysis of SLFN, regarding its number of hidden
nodes. In SLEFN, we have a linear transform of the input signal followed by a non-linear
transform and then, a linear transform to produce a target output. Let us denote the input
vector and target vector of the SLFN by x € R” and t € R?, respectively. In our case, x
is concatenation of the input signal and a scalar value ‘one’ to realize the effect of ‘bias’
in SLEN. In this way, the signal transformation in the SLFN to create the feature vector
y € R"is

y = f(x) = g(Wx), (6.12)

where W € R™*F is the input linear transform (or weight matrix) and g : R® — R" is a
non-linear transform. Output of the SLEN is

t = Oy = Og(Wx), (6.13)

where O € R?*™ is the output matrix which is learned using appropriate cost functions,
such as mean square error or Cross-entropy.

An interesting question is how many numbers of hidden nodes need to be chosen for
SLFN? The number of hidden nodes determines the size of the SLFN. Prevalent practice
to choose this number is via experimental studies. It is known that power of ANN, and
even SLFN lies in producing informative non-linear feature vector y for a classification
task. Note that the dimension of feature vector y is equal to the number of hidden nodes
in SLEN. As the number of hidden nodes increases, sizes of O and W matrices increase
— leading to higher model complexity and curse of dimensionality. Naturally, logic can be
that we should refrain from using a high number of hidden nodes in SLFN. In practice,
an interesting behavior happens. There are many experimental studies where it has been
observed that when W is chosen as an instance of random matrix and the number of hidden
nodes is increased, the classification performance improves initially and then saturates
[59, 149]. This random instance-based SLFN is the extreme learning machine (ELM).
Performance rarely degrades with an increase in the number of nodes n for ELM. Our own
experimental experience also corroborates the same. This behavior of ELM is counter-
intuitive to the natural logic. Our main interest in this article is to provide a theoretical
explanation of this behavior using tools from information theory [150].

Using mutual information-based analysis and data processing inequality, we endeavor
to explain the behavior. In pursuit of theoretical explanation, we first design a new SLFN
model where input matrix W is constructed as a product of two matrices, and ReLU is
used as the activation function. We introduce a dimensionless quantity called ‘node-to-
input-dimension-ratio’, denoted by p, as follows

number of hidden nodes n

= = —. 6.14
P~ dimension of input vector P ©.19
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We show that when p exceeds a threshold, then the constructed SLFN preserves mutual
information between input signal x and the target vector t via the signal transformation
in generating feature vector y. We hypothesize that when we have preservation of mutual
information, we will observe a saturation in classification performance. Before the preser-
vation of mutual information is achieved, we will witness a high rate of improvement for
classification performance. We show that the threshold value of p is equal to two when
we achieve the preservation of mutual information. That means, the constructed SLFN
with the number of hidden nodes twice than the input vector dimension will start to show
a saturation trend in classification performance. Simulation experiments using six datasets
for image classification tasks corroborate our hypothesis that the saturation trend becomes
visible when p exceeds the threshold value two.

6.3.1 Related Works

Connections between Information theory, inference, and learning have been investigated
in the literature. While there exist several measures that can be used for feature selec-
tion in the literature, mutual information-based feature selection has been studied signif-
icantly [151]. One of the pioneering work in this regard is [152] where a greedy feature
selection algorithm was devised which employs both the mutual information with respect
to the output target and with respect to the previously-selected features. Commonly, ei-
ther a linear feature extractor is followed by a nonlinear classifier, or a nonlinear feature
is employed for linear classification. Mutual information-based design for linear feature
extraction was carried out in [153] where a component-by-component gradient-ascent is
used to maximize the mutual information between the corresponding feature vector and
class target label. As for nonlinear feature selection, Bennasar et. al. [154] introduced joint
mutual information maximization which helps to avoid the selection of redundant and ir-
relevant features. In the case of neural networks which can be seen as a nonlinear feature
generator, there exist several efforts on the information-based design of the network to
ensure better generalization performance [155-158].

6.3.2 Method

In a classification task, we use the (Q-dimensional target vector t as a discrete variable
with indexed representation of 1-out-of-Q)-classes. A target variable (vector) instance has
only one scalar component that is one, and the other scalar components are zeros. Mutual
information (MI) between the input signal vector x and the target vector t is given by

I(x,t) = h(x) — h(x]|t), (6.15)
where h(.) is the differential entropy, defined as
h(x) = — /p(x) log p(x) dx. (6.16)

The MI measures the information content about one variable given another variable. In
other words, MI measures the reduction of uncertainty of a variable when another variable
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is known. Intuitively, features with a high quantity of MI with respect to target class is
more suitable to use for a classification task. According to data processing inequality, the
following result holds for any deterministic transformation h(x):

I(h(x),t) < I(x,t). (6.17)

The equality in the above relation only holds when h(x) is invertible or leads to a sufficient
statistics with respect to t [150]. Note that any transform h(x) can not improve the MI
between x and t. A transform h(x) can be interpreted as a feature vector that a neural
network provides for a classification task. It is beneficial to work with a feature vector
h(x) such that we have highest possible MI, that means we work with the equality relation
I(h(x),t) = I(x,t).

6.3.2.1 The proposed SLFN

Motivated by HNF architecture in Chapter 5, we construct the input matrix W € R"*¥ ag
a product of two matrices

W £ VA (6.18)

where A € R™*” and V has a special deterministic structure as follows

V= { L } . (6.19)
-1,
Here I,,, is m-dimensional identity matrix and V is a n X m-dimensional matrix; note that
n = 2m. In case of SLFN and recalling (6.12), we have h(x) = f(x) = y = g(Wx).
For ELM, note that we choose W as an instance of random matrix and we do not optimize
W. We use ReLU activation function to construct the non-linear transform g( - ). In our
proposed SLEN, we use scalar-wise ReLU activation units. Let us denote the j’th data-and-
target pair in a training dataset as (x7), t(/)). We assume that there are .J such pairs in the
training dataset. Following (6.13), the output of proposed SLFN as the target prediction for
input data x(4) is tU) = Oy) = Og(Wx¥)) = Og(VAx1)). Then, using mean square
error (MSE) as an example cost function and considering the notion of MI, a relevant
optimization problem can be

1 N =4 I(y,t) =1(x,t)
— ) _ 02 ) s V)
m0711§1 7 E It tY|° s.t. {”0”2 < el IIAJZ < . (6.20)
j

The first constraint I(y, t) = I(x,t) is the mutual information preserving constraint. The
second condition ||O||? < €1, ||A]|? < e is to regularize parameters. In other words,

considering invertibility, if we assume that there exists a function k : R” — R such that
k(y) = x, then the optimization problem (6.20) is equivalent to

o1 N e k(y) =x
- () _§))2 y )
glg} 5 zj: It tY]]% s.t. {HOHQ < e A2 < e (6.21)
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In our proposed SLFN, we choose A matrix as an instance of a random matrix, for
example, elements of A matrix is drawn from iid Gaussian or uniform distribution. Once
the A matrix is chosen it remains fixed for training and testing. This choice is motivated
by ELM construction. Therefore, we only optimize O matrix in training as follows

1 N k(y) =x
- § @) — g2 )
men - [t £ st { |02 < €. (6.22)

For a chosen A matrix, we can always compute feature vector y due to the generative
model y = g(VAx). Therefore the above optimization problem takes the following form

1 , ,
T ) _ ()2 2 _
min ; It OyY|1* + A||O])? s.t. k(y) = x, (6.23)

where ) is a Lagrangian parameter. We show that the proposed SLEN has a suitable k( -)
function under certain technical conditions on its architecture.

6.3.2.2 Conditions for Invertibility

For an input vector v € R™, the non-linear function g : R™ — R™ is a stack of g(.)
functions such that each scalar component of input vector -y is treated independently, that
is a scalar-wise use of g(.) function. We used ReLU function as the activation function
g(.). We first mention about the full rank property of random weights in the following.

Property 4 (Rank of Random Matrix [159]). A real random matrix has full rank with
probability one.

Now, similar to Proposition 6, we use the invertibility property of such a ReLU-based
layer and present the following proposition.

Proposition 9. For the proposed SLFN, when n > 2P, there exists an invertible transform
k(y) =x.

Proof. Asn = 2m, for n > 2P we have m > P. In that case, A is a full column rank
matrix using property 4. Then k(y) = ATUy = Atz = x where z = Ax and t denotes
pseudo-inverse. O

The above proposition confirms that when we choose A matrix as an instance of ran-

dom matrix and node-to-input-dimension-ratio p = % > 2, we have invertible relation
k(y) = x, in turn preservation of mutual information. Therefore, in the region p > 2, the

optimization problem (6.23) is equivalent to a standard regularized least-squares form

1 . ,
in — (@) — oy 2 2
ménjzj:Ht Oy ||* + Al|OJ*. (6.24)

Note that in our proposed SLFN, we have chosen A € R™*¥ as an instance of random

matrix with m > P that ensures full column rank of A matrix. A natural question is what
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happens if we wish to optimize A, as shown in (6.21). In that case we need to ensure
an optimized A matrix with full column rank to achieve invertibility and the optimization
problem (6.21) is equivalent to

1 N = rank(A) = P
= @) _ g2 ’
gy 2 I = o e e Al < e (629

In this case, our educated guess is that we start with random initialization of A € Rm*P
matrix where m > P, and use gradient descent- based techniques (such as back propaga-
tion algorithm) to optimize a relevant cost function via alternating optimization.

6.3.3 Experimental Results

We hypothesize that the classification performance of proposed SLFN improves at a high
rate when we do not have preservation of mutual information, which means in the region
p < 2. For p > 2 we have preservation of mutual information and we will observe a
saturation in classification performance. To verify our theoretical arguments, we perform
simulation experiments on several benchmark classification databases. We evaluate the
test classification accuracy of the proposed SLFN while p is increased, which means the
number of hidden nodes is increased. We also show the performance of ELM where there
is no clear theoretical argument on the choice of the number of hidden nodes. Our open-
sourced code can be found at https://github.com/alirezamjl4/SLEN.

The characteristics of the databases used in the experiment are shown in Table 2.1.
These are standard databases in image classification tasks. Each database is partitioned
into two disjoint sets of training and testing. The term ‘Random Partition’ in Table 2.1
determines if a partition of the corresponding database is performed randomly or not. In
the case of NORB and MNIST databases, the training and testing sets are predetermined
by the designers of the databases and hence the testing and training sets are fixed for those
two databases. Note that we have chosen the databases in which the input dimension P is
large enough so that the performance improvement in the range of 1 < p < 2 be tangible.

The simulation results are shown in Figure 6.5. We show the average classification
accuracy over 10 trials of the proposed SLFN and ELM where regularized least-squares
optimization was carried out. For the case of proposed SLFN, it can be seen that the
performance improvement in classification accuracy is tangible when p < 2, but it slowly
saturates when p goes larger than two. This experimental result verifies our hypothesis.
Note that although the convergence happens in all cases the rate of convergence is different
for each database. For instance, in the Scenel5 database, the convergence speed is higher
compared to the other cases, and for the MNIST database, it is the slowest one. The
relationship between this convergence rate and the characteristics of each database is not
clear to us yet, but as a trend, we can see that the convergence would be slower as the
number of training and testing samples in a dataset increases. Another important point
is that ELM performance is similar to the proposed SLFN. We have already mentioned
that there is no theoretical argument on the choice of hidden nodes for ELM. Therefore,
considering our theoretical reasoning, ELM also can preserve mutual information, in turn,
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Figure 6.5: Test accuracy of ELM and the proposed SLFN versus the ratio p.

invertibility when p > 2. There can be a soft argument to justify the behavior of ELM.
When n > 2P, we have y vector that has around half of the non-zero elements. If this
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holds for most of the trials then it is possible to reconstruct x from y by constructing an
appropriate linear set of equations. We have to only consider positive elements of y for this
purpose. This is a supporting argument for ELM, but not sufficiently justified in theory.

6.4 Distributed Learning

In this section, we illustrate the complications of distributed deep learning and briefly
explain how our proposed architectures can address these issues. Consider a mini-batch
stochastic gradient descent update as follows for a mini-batch of B training examples:

B
Orr1 =0k — > _mi-VoL(0529),yD), (6.26)

j=1

where 7, represents the step size at iteration k. Note that in each iteration k, a random mini-
batch of size B is chosen to update the parameter 6. If one is interested to parallelize this
algorithm, the straight-forward approach is to distribute the mini-batch B over a set of M
workers (agents) as follows:

M B,
Opir =0k — > > me-VoL(6;2Y),y)), (6.27)

m=1 j=1

where B,,, represents the number of samples allotted to worker m, in case of uniform
distribution B,,, = %. Therefore, in each iteration of SGD, we need to broadcast the
data from a master node (server) to all the workers and wait for them to compute the
corresponding gradient and send it back to the master node. However, in practice, SGD
requires a large number of iterations, in orders of thousands in some cases, to converge to a
good accuracy. This means that the communication complexity of a distributed SGD leads
to a bottleneck in the master node.

The use of ADMM is the training process of our proposed architectures such as SSFN
and HNF addresses this issue. ADMM is shown to require a relatively low number of
iterations to converge to a modest accuracy while providing more flexibility, compared to
SGD counterpart, regarding the underlying communication topology, such as conditions on
asynchronous communication and unreliable lossy peer-to-peer networks [160]. Consider
the following minimization problem over M distributed processing nodes:

M
Iinzn Zlfm(xm) st. Tpp=2, m=1,---, M, (6.28)

with the local variables z,, € R™ and a common global variable z. In this scenario, we
assume that each processing node has only access to its own objective function f,,,. Similar
to Section 3 of [39], the augmented Lagrangian for this problem can be derived as

M
L(x1, 2o, 2,y) = ) (fn(@m) + o (@m = 2) + (0/2) lem — 2]13).  (6.29)

m=1
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Therefore, the ADMM for this minimization problem can be written as

Pt = arganin (F(@m) + W) (@m — 25+ (0/2)om — HB) (630
- | M

P = argzmin i mz_l(:v’fnﬂ +(1/p)y*) (6.31)

yﬁj—l _ ?Jﬁz + p(l‘fnﬂ _ zk+1), (6.32)

where the z-update requires communication of all the workers with the master node. How-
ever, as we have seen in Chapter 3 and Chapter 5, the maximum number of iterations used
for ADMM is 100. Therefore, use of ADMM in distributed setup leads to a significant
reduction of communication complexity, up to 1000 times or more, when is accompanied
with efficient layer-wise training and random matrices in SSFN and HNF. We refer the
reader to our works [127-131] on various distributed learning setups using SSFN architec-
ture.






Chapter 7

Conclusion and Future Work

Low-complexity and scalable machine learning solutions are a cornerstone of the current
and future areas of research in the era of 5G and large-scale data. These solutions pave
the way to address sustainable development goals (SDGs) set by the United Nations in
2015, in particular help to develop computationally efficient technological infrastructures
to reduce energy consumption. We address these challenges by designing new neural net-
work architectures for different resource availability scenarios. We show that an appropri-
ate combination of current deep learning techniques with the traditional machine learning
knowledge can lead to new architectures that enjoy the benefit of both worlds. In particu-
lar, we show that random matrices, kernel trick, and convex optimization methods such as
alternating direction method of multipliers (ADMM) can be used for neural network train-
ing and improve the estimation accuracy in various scenarios of data and computational
resource availability.

First, we show that SSFN as a large multi-layer ANN can be designed systematically
where the number of layers and the number of nodes in each layer can be learned from
training data. The learning process does not require high manual intervention. Appropri-
ate use of activation functions, regularization, convex optimization, and random weights
allows the learned network to show promising generalization properties. In this layer-wise
strategy of growing the network size, the addition of a new layer typically brings perfor-
mance improvement with a sudden jump. This may be attributed to the common belief that
nonlinear transformations provide information-rich feature vectors.

Second, we propose DKN as a low-complexity neural network architecture particularly
suitable to handle cases where the number of training data is limited. In each layer, DKN
uses a dense representation of the feature vectors of all the previous layers to achieve a
more accurate estimation of the target. We show that kernel methods can be efficiently
used in each layer of DKN to deal with the dense feature representations of layers of
DKN. Besides, the use of the kernel method makes DKN scalable with respect to the input
dimension as the computational complexity of the kernel method is determined by the size
of the training set rather than the feature dimension.

And third, we present HNF as a weight agnostic neural network architecture which only

91
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requires learning the weights at the last layer of the network. HNF uses a combination of
predesigned deterministic matrices and random weights to build all the preceding layers of
the network. We show that the family of ReLU activation functions can be used to ensure
a monotonic reduction of the training loss without the need for training as the number of
layers increases. HNF provides us with a general framework that can be used along with
any other standard neural network architecture to improve the performance.

Future works: Although many open issues and future works are suggested throughout
the thesis, the followings are some additional possible future works:

* Distributed dense kernel network: It is possible to incorporate DKN into a dis-
tributed learning setup where M worker needs to collaboratively solve a kernel re-
gression problem. There exist several existing research in this respect, most notably
is the well-known divide and conquer [161] by Zhang et al. in 2015.

* Extending adaptive learning without forgetting: It is possible to generalize our work
on adaptive LWF scheme to other neural network architectures such as convolutional
neural networks. To this end, one needs to ensure that as the number of convolutional
layers increases the performance of the old task does not deteriorate.

* Applying ReDense in the intermediate layer of the network: We have seen the ca-
pability of the ReDense layer when it replaces the last dense layer of various neu-
ral network architecture. An interesting idea would be to observe the performance
improvement by replacing it with other intermediate layers of a network such as
convolutional layers and realize in which layer ReDense performs best.
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Appendix A: Proofs

Property 3 (Noise Robustness) Let us consider z = Wq. For two vectors q; and qa,
we define corresponding vectors z; = Wq; and z; = Wq_y, and output vectors y; =
g(z1) = g(Wq1) and yo = g(z2) = g(Wq2). Now, we have the following relation

0 < [lys — y2l* = llg(z1) — g(22)[|* < [lz1 — z|*. (A.D)

Proof. For scalars 1 and x5, we have y; = g(z1) and y2 = g(z2). We have following
relation

(1]1 — 562)2 if ©1 > 0,29 >0

9 .
e ) et if 1 >0,29 <0

(1 —y2)” = 3 if x1 < 0,22 >0 (A2
0 if x1 < 0,29 <O0.

Therefore, we find that ReLU function holds 0 < (y; — 92)? < (21 — 22)2. Considering
the vectors y; = g(z1) = g(Waq) and ys = g(z2) = g(Wqy), we have

0< flyr —y2l® =Y (w1 (0) — v2(0)

)

< Z(zm) = 2(i))? = ||lz1 — 2%, (A3)

where y1 (7) is the the i-th scalar element of y; and z; (%) is the the i-th scalar element of
Z. ]

Proposition 4 Let us construct a V matrix as follows

V= { _Ii‘ } £V,. (A4

For the output vectors y1 = g(V,z1) € R*" and y, = g(V,2z2) € R?", we have
[y1]1> = l|z1]|* and [|y2[|* = [|z2|* and

1 _ _
0 < Sz —zo|* < [[y1 = y2[* < [|21 — 22* (A5)

107



108 APPENDIX A. PROOFS
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-1,
vectors q; and g, we have corresponding vectors z; = Wq; and z; = Wqs, and output

+

Proof. Wehavez = Wq € R" andy = g(V,z) € R?" where V,, = ] . For two

vectors y1 = g(V,z1) and yo = g(V,2z2). Note that y; = jl_ } and therefore,

1

7102 = llz711? + |z ||> = ||z1]|? by definition. Similarly, ||y2||?> = ||z2/|?. Let us

define a set

M(z1,22)={i|s(z1(7)) = s(22(4)) # 0} C {1,2,...,n}.

Then, we have

|21 — 22 = Z(zl(i) —2(i))* = Z(S(Z1(i))|31(i)| — 5(22(1))]22(2)])?
= Y (2@l =l=0OD+ D (a@l+ 20D (A6
ieEM(z1,22) i€EMe<(z1,22)

We write z; = z] + 2z, = s(z])|z]| + s(z])|z; |. Then, after ReLU operation, we have

Hl
|

S V _ |Z1 d* _ V _ |Z;_‘
yi=8(Vnz1) = L |andy, = g(Vyze) = 20
|Z1 |Zz|
51— vll* = |z | — 123 1> + |21 | — |25 [)I?
= S E ) -l (@) + > (25 (@) + 125 (9)])?
ieM(lz] ], lz5 ) ieMe(|zf | |25 |)
+ S (e () =z () + > (lz1 ()| + |25 (8)])?
i€M(|z1 | |25 |) ieMe(|z] |,z |)
= S (FH @ -l @) + S (s )] =z )
ieM(|zf],lz3 ) i€M(lz5 |,|z5 |)
+ > (21 ()| + |25 () + > (lz1 ()] + |25 (9)])?
ieMe(|z] |25 ]) i€eMe(|zy ||z |)
= Y (a®l=120)*+ D 2@+l
i€EM(z1,22) 1€M< (z1,22)
=lzl®+lzl> -2 D z(i)z(i)
iGM(Zl,ZQ)
=z |? +l|z2l> = 2>z (i)z2(i) +2 Y zi(i)za(i)
=1 1€EM(21,22)
=z —m|’+2 > z(i)za(i) (A.7a)

1€M< (z1,22)
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We can continue our derivation as follows:

_ _ 1 1 . .
171 = ¥2l* = 3 llz1 —Z2||2+§(||21H2+HZ2||2—2 > z(i)ze(i)
iEM(z1,22)

+2 > m(i)z(i)

1EME(21,22)

1 1 . .
= 5llz1 - zo|* + §(||21H2 +llz2l® =2 > [z (i)]]za(0)]
1€EM(2z1,22)
2 ) |z (i)]]z2(i)])

1EME(21,22)

1 1 - . .
Sllz — zo||” + g(llle2 +llzall® = 2 [21(3)]|Z2(4)])
=1

1 1
= 5llz = z2|* + S 21| = |2a]® (A.8a)

With similar calculations as in (A.6), we can derive the relationships in equation (A.7a)
and (A.8a). Since the summation }; \c(,, 4,) Z1(4)22(7) is always non-positive, from
(A.7a), we can see that

151 = ¥2l* < llz1 — 2%, (A9)

where equality holds when M¢ = (), that means when sign patterns of z; and zy match
exactly. From (A.8a), it can also be seen that

1 _ _
5z = zo||* < [ly1 — ¥2% (A.10)

where equality holds when |z;| = |z2]. O

Remark 6 (Sensitivity to the weight matrix) Let the weight matrix W be perturbed by
AW. The effective weight matrix is W + AW. For an input q and the respective outputs
y =8(V,Wq) and ya = g(V,[W + AW]q), we have

Iy — yall®* < |AW|Zlal®. (A.11)

Proof. Consider z = Wq and zx = [W + AW]|q = Wq + [AW]q = z + Az. Based
on Proposition 4, we can simply write

ly — yal® < | Az|” = [[AW] q?
< [AW||%]lqll?, (A.12)

where we have used equation (5.4). O]






