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Figure 5.3: The left plot shows the estimated �̂ for each interval duration. The mean
of the estimated interval almost perfectly matches the ground truth (blue dots), while
the standard deviation (faded blue) increases linearly with the interval length. The
right plot shows that the standard deviation (std) increases approximately linearly with
the interval length. This result illustrates the scalar property, a trend also exhibited
by humans and animals.

5.4.3 Results and Discussion on the Behavior of the Framework

In this section we present the main numerical results obtained by our proposed
solution to Problems 5.1.1 and 5.1.2.

Estimation of Elapsed Time from Environmental Data

The observationsy(i)
t are considered to be the values of thei th angle of the simulated

robot’s LIDAR at time t , collected while the robot does the \Wait" action between
tones. From (5.3) we estimated the maximum likelihood model parameters� and
� of the collected data and used these to estimate the elapsed time� . Figure 5.3
shows the estimated�̂ for di�erent intervals, from which it can be concluded that
our estimate is accurate for this range of intervals. This shows that Problem 5.1.1 is
therefore correctly solved. It can be concluded that the average estimated duration is
not a�ected by the length of the interval to be estimated, but its standard deviation
increases approximately linearly with the interval length. This is called the scalar
property [155], and is one of the most important properties of time perception. It
represents consistency with what happens in the brain, since the longer the interval,
the harder it is for humans and animals to estimate it [156].

Scalar Expectancy Theory Also called scalar timing theory, it was proposed
in [157] and de�nes two properties of the timing mechanisms: �rst, the mean of an
estimated time should be accurate enough to be the same as the real time being
estimated. Secondly, the standard deviation of these time estimates should increase
as a constant fraction of the mean, that is, proportionally to the length of the
interval being estimated.
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Figure 5.4: Evolution of the TD error throughout three episodes, with τ = 2 time
steps, in different phases of learning. As learning occurs (later episodes), the agent
starts expecting a reward after correctly classifying the interval (t = 4), leading to a
smaller TD error at the end of the episode and a larger one after the second tone.
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Figure 5.5: Evolution of the Q-values throughout two episodes with different interval
durations between tones. In the top figure, τ̂ = 1 (short interval), and in the bottom
one, τ̂ = 8 time steps (long interval). The chosen action at each time step is the one
with the highest Q-value at that moment. At the end of the episode, different actions
have the highest Q-value, in agreement with the corresponding duration.

Results on the Inner Core Mechanisms of the Agent

We begin by presenting results that bring insight into the robot’s inner mechanisms
when using our framework, such as the TD error and the Q-values. The time step
values on the x-axis correspond to the state numbers from Figure 5.2.
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Figure 5.4 shows the evolution of the TD error throughout three successful
episodes with the same interval duration, but each at a different training phase.
The represented episodes have τ = 2 time steps, which means that the second tone
takes place at t = 4 where it is followed by the reward. The figure shows that the
TD error from (5.5), i) decreases over time as the agent learns the optimal policy
when the reward is delivered; and ii) increases when the second tone is played. This
means that previous (conditional) stimuli teach the agent to predict reward delivery.
In other words, the second tone functions as a conditional stimulus from classical
conditioning [149].

Figure 5.5 shows a visual representation of the evolution of the Q-values computed
from (2.17) during one episode with τ̂ = 1 (short interval), and one with τ̂ = 8
time steps (long interval), after the agent has learned the optimal policy. At each
time step, the action with the highest Q-value is marked with a dot and is the one
selected without exploration. The resulting sequence of actions is the optimal one
shown in Figure 5.2 for both episodes, which means that, based on its time estimate,
the agent learns to act appropriately.

Results on the Replication of the Behavior

The following results illustrate the behavior of the agent in the task. To simplify
the comparison with the performance of mice in the original experiment, we use the
seconds elapsed between tones in the x-axis to present the results.

The agent learns to always acts correctly until receiving the second tone. However,
even once the training phase is over, it is not always able to accurately classify the
interval length of the episode since it does not always select the correct action at
that moment. Figure 5.6 shows the number of episodes in which it misclassified
the interval duration. This happens more often for intervals closer to the boundary
between “Short” and “Long” (around τ̂ = {1.5, 1.8} seconds). These results show a
trend also exhibited by humans and animals [124], which is verified for any maximum
interval length.

Figure 5.7 shows the empirical probability (psychometric curve) of different
agents classifying different intervals as “Long”. The average performance of a mouse
(in orange, from [123]) is qualitatively similar to that of an agent using our time
perception framework (in blue).

5.4.4 Summary of the Results
The above numerical experiments point to the following conclusions:

Result 1. The elapsed time is accurately estimated from sensor data.

Result 2. Our robot demonstrates the ability to classify interval durations similar
to that of mice, which validates the capability of our framework to use temporal
information for performing time-aware actions.
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Figure 5.6: Number of misclassified episodes according to the interval duration. The
total number of misclassifications is 327, the average is 1.65 s and the median is 1.8
s. As for humans and animals, the intervals in the boundary between classes are the
ones most commonly misclassified.
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Figure 5.7: Psychometric curves corresponding to the empirical probability of intervals
being classified as Long. The psychometric curve of the agent (in blue) using our
framework closely matches that of the mouse (in orange). The latter was averaged
over ten experiments and fitted using a logistic function.

More specifically, Result 2 is supported by the similarity between the timing
mechanisms of the robot and mice:

• The elapsed time is successfully computed from environmental data;

• Uncertainty in the estimation of the interval duration increases with the length
of the interval, exhibiting the scalar property;

• The behavior of the TD error of our model replicates the reward prediction
error of the neural dopaminergic system (it decreases with reward expectancy);

• The uncertainty in the classification of intervals is higher on the boundary
between classes, as for humans and animals;

• The psychometric curves of our agent closely match the one of mice.
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5.5 Estimating Timing Aspects from Behavior

In the previous sections we i) proposed a framework for replicating mechanisms of
time perception and ii) showed that it provides results consistent with biological
principles, answering Problem 5.1. Our next goal is to exploit this framework to gain
more insight into characteristics of the brains of humans and animals, answering
Problem 5.2. A complete schematic representation is shown in Figure 5.8.

We start by presenting characteristics that might be of interest to estimate and
other works that studied them. We then detail our proposed method and conclude
with numerical experiments.

5.5.1 Preliminaries

In the previous sections we have demonstrated a good correspondence between
real-world experiments on biological systems (i.e., mice) and that of intelligent
simulated agents. In other words, our mathematical framework can arguably model
such behavior well. Since there are a number of free parameters in the reinforcement
learning model we could use the framework “in reverse” to deduce important
biological characteristics of the mice.

An example of a parameter of interest to estimate in the framework presented
in Section 5.3 is the number m of microstimuli. The number of microstimuli present
in each agent conditions its ability to distinguish time intervals. This is the case
since with too few microstimuli the agent has a too course perception of time and is
not able to distinguish different time intervals well. This is discussed further below.

Apart from the number of microstimuli, other parameters of the temporal-
difference learning framework dictate the agent’s behavior and can be desired to
estimate – e.g., the learning rate α, the discount rate γ, exploration rate ε, and the
exploration decay ρ. Other parameters of the Microstimuli framework can also be
estimated, such as the microstimuli decay ξ, and the basis functions center ν and
width β. To simplify, we focus on the estimation of one or more of these parameters,
under the assumption that they are static and the others are known.

5.5.2 Proposed Method for Parameter Estimation

To answer Problem 5.2, we reformulate the question posed to: given a certain
behavior, find the parameter values (broadly denoted θ here) that best explain it.

Here, the behavior corresponds to the policy followed by the agent – that is, the
actions taken at different states. Since different parameters induce different behaviors,
the most straight-forward approach would consist of analyzing the correspondence
between the state-action probabilities induced by the parameters and the agent’s
behavior. This approach is, however, not possible for time-dependent problems since
the states do not encode temporal information. The approach we propose consists
of adding to this formulation the variable τ that encodes time when analyzing the
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Figure 5.8: Adaptation of the time perception framework from Figure 5.1 to the
decision-making model from Figure 1.3. The robot’s estimate of the elapsed time,
obtained by the external timing framework, can be viewed as the observation collected
from the environment. Based on this observation the robot then forms its estimate, in
this case in the form of the Q-values that determine its beliefs, and uses this beliefs
to make the decisions. Using an inverse estimator we aim to learn the parameters of
some of the decision-making components of the robot from observing its actions.

behavior of the agent through the actions a performed. Our model is:

p(a|τ, θ), (5.12)

where the actions a are modeled as a stochastic variable described by this probability
function. It represents the distribution of actions performed with parameters θ (e.g.,
θ = [m,α, ε, . . . ]) on an episode with time interval τ .

This model can be obtained from the empirical probability distribution using
simulation data, and is shown in Figure 5.9 for θ being the number of microstimuli
θ = m. The figure shows how the ratio between certain actions changes according
to the parameter (namely, m = 1, 4 and 8 microstimuli). For example, the ratio
of “short” and “long” actions is only correct for m = 8 microstimuli. This change
can also be observed in the other variables mentioned in Section 5.5.1, although for
some more noticeably than others.

Observing the behavior of agents in this context means then collecting information
about the actions they perform at different time intervals. Thus, we collect a history
of actions

H = [ (τ1, a1,1) , . . . , (τ1, a1,N1) ,
(τ2, a2,1) , . . . , (τ2, a2,N2) , . . .],

(5.13)

where different episodes k correspond to different time intervals τk. At episode k,
Nk actions are performed, ak,1, . . . , ak,Nk .

We write the negative log-likelihood of a history H given parameters θ as

L(H; θ) =−
∑
k

Nk∑
n=1

log p (ak,n | τk, θ) , (5.14)



100 Biologically-Inspired Decision-Making

0

0.1

0.2

0.3 m = 1
p(

a|
τ
,m

=
1) start

wait
short
long

0

0.1

0.2

0.3 m = 4

p(
a|
τ
,m

=
4)

1 3 5 7
0

0.1

0.2

0.3 m = 8

τ

p(
a|
τ
,m

=
8)

Figure 5.9: Effect of the number of miscrostimuli m on the behavior a of the agent
for different time intervals between two stimuli, τ . These statistics are the base of our
model (5.12) and were computed over one training simulation with 2000 episodes.

since
p(H | θ) ∝ p ({ak,n} | {τk} ,m)

=
∏
k

Nk∏
n=1

p (ak,n | τk, θ) ,
(5.15)

assuming conditional independence among individual actions given the parameters
and the corresponding episode duration. The maximum likelihood estimator is then

θ̂ = arg min
θ
L(H; θ). (5.16)

This method has a limitation for imbalanced data sets, where, for distinct
episodes k, the number of actions performed Nk is very different.

Nevertheless, per the above we can estimate different parameters in the frame-
work from empirically observing action distributions and computing the maximum
likelihood estimate.
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Figure 5.10: Normalized likelihood. The likelihood of each number of microstimuli
increases as it approaches the true value. The maximum likelihood estimate, m̂ (5.16)
coincides with the true value, m = 4.

5.5.3 Numerical Experiments
We use the method described in Section 5.5.2 to estimate the number of microstimuli
(θ = m) of an agent performing the same task from Section 5.4.1.

Figure 5.10 shows the normalized average likelihood (5.14) computed over ten
Monte Carlo simulations of 2000 episodes for the different numbers of microstimuli,
when the true value is m = 4. It can be seen that the likelihood of each number
of microstimuli increases as it approaches the true value, and that the maximum
likelihood estimate is correct.

We averaged the training of the model in (5.12) over 10 train simulations of
k = 2000 episodes. When testing it in 30 test simulations, a correct maximum
likelihood estimate (5.16) was obtained 100% of the time (m̂ = m).

The above numerical experiments point to the following:

Result 3. Using the maximum likelihood estimator one can correctly use the
behavior of the agent to infer parameters intrinsic to the agent’s internal timing
mechanisms.

Since we are using a discrete model, we define accuracy as the percentage of
times that the maximum likelihood estimate is the correct solution (θ̂ = θ). We
compute the likelihood over a number of microstimuli m in the set m = {1, . . . , 8}
in all results presented. Let us now analyze some properties of the proposed method.

Number of testing episodes

Figure 5.11 shows the importance of the number of test episodes for the accuracy
of the estimator. More specifically, the purple line shows how the accuracy (the
percentage of times that m̂ = m) increases (averaged over 300 test simulations to
improve the precision) as the number of test episodes increases. This result is related
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Figure 5.11: Evolution of the percentage of successes (accuracy) of the estimator as
the number of test episodes increases. After around 1000 test episodes, the original
estimator (that admits exploratory actions, in purple) has a 100% accuracy while the
estimator that ignores exploratory actions (in orange) has the same accuracy after
only 800 episodes.

to the level of exploration of the agent studied next, since the reason for the low
accuracy in low numbers of test episodes is the exploratory (i.e., random) behavior
of the agent before learning the optimal policy.

Exploration

Since our model uses the statistics of all actions performed throughout all episodes,
its accuracy is affected by the agent following the optimal policy or performing
exploratory actions, as previously shown. If the exploration parameters ε and ρ of
the agent are known (or estimated using the method in Section 5.5.2 with θ = ε, or
directly from the agent’s behavior), we can train our model only with knowledge-
exploiting behaviors. This corresponds to only observing the actions performed for
small values of ε (e.g., ε < 0.01).

The orange line in Figure 5.11 shows that, as expected, observing only knowledge-
exploiting actions is advantageous for the accuracy of the estimator, increasing for
a comparative number of testing episodes.

Sensitivity

The parameters inherent to the agents (that we assume static and known) can be
estimated but are typically not known with certainty. To explore the sensitivity
of our estimator to the uncertainty in the parameters, we perturb them when
estimating the number of microstimuli.

Let us choose α and γ as our parameters with uncertainty. We perturb the
true values with noise when training the model (over 5 train simulations), and
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Figure 5.12: Evolution of the accuracy of the estimator as the uncertainty (noise) in
the parameters α and γ increases.

compute the average accuracy between the noisy values (e.g., α ± noise) over 5 test
simulations. Figure 5.12 shows the average accuracy for percentages of noise between
0% and 80% in the parameters. The large discrete steps seen on the accuracy are
due to the average being made between two very different values of the parameter
(± noise). To obtain a smoother curve, the noise could instead be sampled from a
uniform or Gaussian distribution.

We conclude that the method is robust to small perturbations in both of the
parameters studied, and a similar analysis can be done for other parameters of
interest.

Scalability

Analyzing the behavior of the agent for many different parameter values and different
time intervals can be computationally heavy and impractical to implement in real life
experiments. This problem is aggravated for large action spaces. In this section, we
evaluate the scalability of the estimator by exemplifying its behavior for situations
where only specific actions or certain time intervals between tones are observed. For
example, it can either be i) a whole action (e.g., the “wait” action is not counted),
or ii) a whole time interval (e.g., intervals of τ = 3s are not tested), or even iii)
random combinations of both, that are not observed. Whichever the situation, some
intervals and actions have a higher impact for the accuracy of the estimation than
others. For example, for this particular task, the “short” and “long” actions present
more information about the knowledge of the agent than others. As can be seen
in Figure 5.9, their probability distributions change significantly according to the
number of microstimuli.

Table 5.1 shows the accuracy of the estimator computed when different sets
of parameters are removed over 50 test simulations. For example, the second row
corresponds to not observing the actions of the agent in time intervals between 2 and
8 time steps. An accurate estimate of the number of microstimuli is still obtained
78% of the time, showing that the method is flexible with the testing situations.
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Table 5.1: Variation of the accuracy with the unobserved parameters.

Unobserved parameters Accuracy
a τ

- - 100 %
- 2 to 8 78 %

Long 2 to 8 40 %
Long - 100 %

Wait, Short, Long - 2 %
Wait, Short 4 0 %

5.6 Summary

This chapter investigated characteristics of neural mechanisms involved in time
perception, taking into consideration multiple aspects of these timing mechanisms to
design an end-to-end decision-making framework whose parameters can be inferred
from the behavior of an agent.

The first main focus of this work was to create a time perception framework
capable of producing time-aware actions (Section 5.3). This framework consists of
a combination of two known timing sources: internal neuronal mechanisms and
external stimuli. For the former we replicate dopaminergic behavior by means
of a temporal-difference learning algorithm with a feature representation called
Microstimuli. For the later, we estimated of the passage of time from environmental
data by exploiting results from Gaussian processes.

We applied the framework in a simulated robot (Section 5.4). Its ability to
perceive the passage of time and succeed in time-dependent tasks was validated in
numerical results, by the comparison with the behavior of mice (see Result 2). We
presented coherent results in both sources of time perception: both in its intrinsic
mechanisms of interpreting time, as well as in its performed actions. We concluded
the former by identifying features known to be present in humans and animals, and
the latter by comparing its actions with those of the mice in the same task.

The second main focus of this work was a method presented in Section 5.5 to
infer biological insight about the framework used by agents for time perception. We
used a maximum likelihood estimator to deduce biological characteristics of the
timing functions of agents by estimating parameters they use for perceiving time.
In particular, we showed that we are able to estimate the number of microstimuli
of an agent given its empirical action probability distribution, using the maximum
likelihood estimator (see Result 3). We further showed i) how the estimate improves
with the number of testing episodes, ii) how knowing the exploration rate of the
agent improves the estimation process, iii) that uncertainty in the other parameters
does not affect greatly the estimate, and iv) that the method is scalable and works
even with reduced amounts of testing observations.



Chapter 6

Conclusion

The central topic of interest of this thesis was decision-making of dynamical systems.
Studying decision-making is fundamental to understanding system behavior and
includes an analysis of forward problems, which regard how models are generated to
accurately reproduce behavior, and of inverse problems, which concern the estimation
of the model characteristics that are responsible for system behavior. Both problems
were explored in the three main chapters of this thesis, where each corresponded to
one of the different decision-making scenarios considered: adversarial, cooperative,
and biologically-inspired decision-making. In the first, adversarial agents aimed to
estimate the private beliefs of other agents; in the second, cooperative agents helped
estimating system parameters in a teacher-student framework; and in the final one,
biologically-inspired agents aimed to replicate the biological behavior of animals
and estimate their inherent behavioral parameters. Figure 6.1 presents a schematic
overview of each chapter and the corresponding main results.

Below, we summarize the main questions and conclusions of our work when
it comes to the different decision-making setups, and provide potential future
extensions.

6.1 Summary

In Chapter 3 we introduced a sequential decision-making framework in which a
decision-maker collected information about the world and computed its private
belief. To understand its behavior in sequential stochastic decision problems, we
proposed the inverse filtering question: can an agent’s private belief be estimated
from its actions? In a first work presented in Appendix 3.A, we showed that we were
able to answer this question in a Bayesian setting (Theorem 3.4 and Figure 3.A.4),
by computing the optimal smoother for the beliefs and obtaining a probability
distribution on them. However, this required knowledge not only of the actions but
also of the belief generating process of the decision-maker. We thus later formulated
an algorithm for estimating the private belief of the agent given only measurements
of its decisions and known preferences. It exploited results from inverse optimization

105



106 Conclusion

System Sensor Estimator PolicyEstimateState

Expert

Chapter 3

Forward

Chapter 4

Chapter 5

Change

Inverse
estimate

Inverse

Obser-
vations

Decision,
Cost

Inverse
Estimator

Figure 6.1: Replication of Figure 1.4 presenting the schematic representation of the
decision-making models considered in each chapter, with the addition of the main
simulation results of each one.

to characterize the set of private beliefs consistent with public data. We showed
that we can reconstruct a set of beliefs that includes the true belief (Theorem 3.1).
We illustrated the results in numerical simulations in a portfolio allocation scenario,
where we estimated the private belief of an investor on the market conditions based
on its stock allocation (Figure 3.3). We demonstrated that the results are robust
to small uncertainties in the agent’s cost functions (Figure 3.4). Our results have
implications in, for example, social learning, where they would allow other agent’s to
gain insight into any agent’s private belief – raising important questions of privacy.

We thus next studied: how should an agent modify its optimal decision in order to
not expose its private belief, while limiting its cost increase due to taking a suboptimal
decision? To answer this question we proposed a counter-adversarial decision-making
framework for trading privacy against cost-optimality: we showed that by perform-
ing a suboptimal action, the decision-maker can conceal its private belief. Several
measures to quantify this trade-off were discussed. The solution to the trade-off
resulted in an intractable optimization problem, for which we derived a probabilistic
relaxation that relies only on linear-programming (Equation (3.32)). The framework
and the proposed methods were evaluated in numerical experiments with promising
results – the decision-maker was able to obfuscate its private belief from the adver-
sary, while respecting the cost budget allocated to protecting its privacy (Figure 3.7).
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In Chapter 4 we changed from the adversarial scenario to a cooperative one. We
posed the problem: how can a teacher assist (e.g., accelerate or make more accurate)
the data-driven learning process of a student? We proposed correctional learning as
novel method to solve this problem. In correctional learning, the teacher modifies the
dataset of the student to make the empirical distribution of the data more close to
that of the true system. This allows communication to take place between the teacher
and student, even if they employ different model classes and/or parametrizations
(which would otherwise hinder communication). We derived variance bounds for the
binomial distribution, which quantify how much the teacher can help the student
(Theorem 4.2). These bounds were implemented and compared against estimates
in numerical experiments of binomial and multinomial systems, showing a good
correspondence (Figure 4.3).

In the final main chapter, Chapter 5, we investigated a biologically-inspired
decision-making scenario to study biological mechanisms. The biological features
studied were the characteristics of neural mechanisms involved in time perception.
We posed the question: how can biologically-inspired mechanisms of time perception
be replicated in a cyber-physical system?

The first main focus of this work was to create an end-to-end time perception
framework capable of producing time-aware actions. This framework consisted of
a combination of two known timing sources: internal neuronal mechanisms and
external stimuli. For the former, we replicated dopaminergic behavior by means
of a temporal-difference learning algorithm with a feature representation called
Microstimuli. For the later, we estimated of the passage of time from environmental
data by exploiting results from Gaussian processes. We validated the framework
in a simulated robot (Algorithm 1). The ability of the robot using the proposed
algorithm to perceive the passage of time and succeed in time-dependent tasks was
validated in numerical results by comparing the behavior of the robot with that of
real animals (Result 2, Figure 5.7). We presented coherent results in both sources of
time perception: both in its intrinsic mechanisms of interpreting time, as well as in
its performed actions. We concluded the former by identifying features known to be
present in humans and animals, and the latter by comparing its actions with those
of mice in the same task.

The second main focus of this work was a method to gather biological insight
about the framework used by agents for time perception by solving the problem:
estimate the biological time perception parameters/characteristics from the agent’s
behavior. We used a maximum likelihood estimator to deduce biological character-
istics of the timing functions of agents, by estimating the most likely parameters
they use for perceiving time (Equation (5.14)). In particular, we showed that we are
able to estimate the number of microstimuli of an agent given its empirical action
probability distribution, using the maximum likelihood estimator (Result 3 and
Figure 5.10). We further showed that i) the estimate improves with the number
of testing episodes, ii) knowing the exploration rate of the agent improves the
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estimation process, iii) uncertainty in the other parameters does not affect greatly
the estimate, and iv) the method is scalable and works with reduced amounts of
testing observations.

6.2 Future Work

Based on our work on the topics discussed in this thesis, there are several possible
directions for future work.

Adversarial

Regarding the adversarial decision-making setup from Chapter 3.3, in the future
it would be interesting to consider discrete action-spaces and non-myopic agents
(i.e., agents that plans over a longer time-horizon). It is also worthwhile deriving
perturbation bounds (using, e.g, [158]) on the sets observed in Section 3.3.4.

For the counter-adversarial setting presented in Section 3.4, future work involves
relaxing the assumption that the adversary knows the decision-maker’s cost function
to the case where it has to estimate it, as well as investigating problem-specific ways
of generating the samples for problem (3.32). Moreover, the defense-mechanism
of the decision-maker relies on the fact that the adversary is not aware of the
obfuscation taking place. It would be interesting to investigate the implications of
Kerckhoffs’s principle [159] for this problem, i.e., to consider that the adversary
knows that the decision-maker is deploying a counter-adversarial mechanism. This
entails formulating the problem in a game-theoretical framework.

It would also be interesting to incorporate counter-adversarial decision-making
to the setting of Appendix 3.A, to prevent an agent that has knowledge of how the
private beliefs are being updated from inferring a full Bayesian posterior. Other
future work includes studying the important problem of mismatched systems (e.g.,
where the adversary does not have perfect knowledge of the transition kernel P )
and dealing with the computational concerns resulting from the exponential growth
of the sets of potential beliefs (|Πk| = Y k) in discrete adversarial systems using, for
example, particle filters and smoothers [160].

Cooperative

Firstly, we plan to investigate if algorithms from optimal mass transportation can be
used to solve the correctional learning problem. We believe that our results could be
used for improved hypothesis testing, where fewer trials would be needed to evaluate
a null hypothesis. It would also be of interest to investigate how correctional learning
can be performed in an online setting, where observations are received sequentially
and the teacher has to decide at each time step whether or not to change it (and to
what).
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Moreover, we would like to study generalizations of the cooperative system
identification problem (which aims to estimate static parameters) to, e.g., filtering
(dynamic state estimation), social learning, and reinforcement learning. The latter
is related to the area of transfer learning in RL, where it would be interesting to
see how our correctional learning approach compares to the others that exist where
the teaches suggests actions to the student, or to cooperative (inverse) RL, where
the teacher aims to align its reward function to that of the learner [161].

Finally, it would be interesting to study how our cooperative problem changes to
the adversarial system identification context, such as suggested in Remark 4.1. In
particular, this is related with the counter-adversarial setting from Section 3.4, where
the decision-maker (expert) is changing its action that is seen by the adversarial
agent (teacher) to change its estimate of the private belief. It would be interesting
to establish relations with [107], where it was shown that it is possible to identify
the system despite attacks on sensor measurements, such as for the purpose of
stabilization.

Biologically-Inspired

There are several interesting extensions that we would like to investigate in future
work on time perception frameworks. Firstly, implementing our framework on a
real robot and having it perform the same real-world task as mice would give
valuable experimental data that could be used to validate and modify our proposed
framework. Since the mechanisms controlling temporal judgments are believed to
vary across time scales, we would like to study the behavior of our framework outside
the time scale of seconds and study how it can be adapted (since dopaminergic
neurons are believed to only control temporal judgments on a time scale of seconds).

Secondly, it would be highly interesting to estimate biological characteristics
of various animals (and humans) by using the algorithms discussed in Section 5.5.
By observing their actions we could estimate their intrinsic timing parameters
and validate them by comparing them with the actions of simulated agent with
those parameters. In that case we should also consider the estimation of dynamic
parameters. Another relevant question concerns how knowledge about the animal’s
inherent parameters can be obtained by observing its behavior in different tasks.

Finally, it would also be interesting to investigate how more sophisticated methods
for inverse learning problems can be combined with the timing framework discussed
in this chapter. For example, methods from inverse reinforcement learning and
revealed preferences (e.g., [23, 142]) or inverse filtering (e.g., [59], or methods used
in Section 3) could be used to infer the internal beliefs of the agents based on their
behavior.





Abbreviations

AI Artificial Intelligence
CAA Counter-Adversarial Autonomous
CDM Counter-Adversarial Decision-Maker
CME Conditional Mean Estimate
HMM Hidden Markov Model
IRL Inverse Reinforcement Learning
LfD Learning from Demonstration
MAP Maximum a Posteriori
MC Markov Chain
MDP Markov Decision Process
ML Maximum Likelihood
ODM Original Decision-Maker
pdf Probability Density Function
PDM Probabilistic Decision-Maker
pmf Probability Mass Function
POMDP Partially-Observed Markov Decision Process
RL Reinforcement Learning
std Standard Deviation
TD Temporal-Difference
TL Transfer Learning
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Notation

General
∼ Distributed according to
1 Vector of ones
[·]ij Element at row i and column j of a matrix
[·]i Element at position i of a vector
diag(·) The vector operator of the matrix where the vector is on the

diagonal, and all other elements are zero
I{·} Indicator function that takes the value 1 if the expression · is

fulfilled and 0 otherwise
δ(·) Dirac delta
z0:k Shorthand for the sequence z0, . . . , zk

zk+1:k ∅
Pr[·] Probability of event ·
p(·) Probability density (or mass) function
R+ Set of positive real numbers
R+

0 Set of non-negative real numbers
dist(C,D) Distance between the sets C and D = inf{‖x− y‖ |x ∈ C, y ∈ D}
E{X} Expected value of X
var{X} Variance of X, var{X} = E{(X − E{X})T (X − E{X})}
k, t Discrete time

Preliminaries

x, s State
P Transition matrix
B Observation matrix
y Observation
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114 Notation

O Set of observations
π State distribution in MCs, policy in MDPs and RL,

and private belief in HMMs
θ Model parameters
a, u Action
r, c Reward and cost functions

Adversarial Decision-Making

k Discrete time
x ∈ X State and state-space
u ∈ U Decision and decision-space
c(·) Cost function
y Observation
O Set of observations; private information
N Time steps
π Private belief
π, π Lower and upper bounds
Π Set of private beliefs
A, d Affine constraint variables
λ, ν Lagrangian multipliers
∆ Gradient
L Lagrangian
µ,Σ Mean and covariance of portfolio allocation
γ Risk-aversion parameter
π0 A priori estimate
π̂ Closest estimate
·̃ Denotes an altered (suboptimal) variable
Ψ Privacy measure
b Cost budget
M Number of samples
T Bayesian filter
G Policy
α Belief distribution
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Cooperative Decision-Making

k Discrete time
y Observation
O Data; set of observations
Y Observation space
N Time steps
M,M′ Model classes
m,m0 Models
θ Parameter vector
F Measure of fit
G,V Distance measure between distributions
Θ Feasible parameter set
p(y) Empirical distribution
pθ Distribution induced by the model mθ

·̃ Altered variables
b Budget
B(·, ·) Distance measure between two sets
Υ, φ Simplified expressions

Biologically-Inspired Decision-Making

t Discrete time
s State
a Action
r Reward
x Features
w Feature weights
Q(·, ·) Q-values
y(i) Observation from sensor i
O Data; set of environmental observations
τ Elapsed time
K Kernel
Ω Kernel parameterization
λ, σ Ornstein-Uhlenbeck kernel parameters
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φ Simplified expression
δ Temporal-difference error
µ Eligibility traces decay parameter
α Learning rate
γ Discount rate
ε Exploration rate
ρ Exploration decay
ζ Number of cues and rewards
m Number of microstimli in each cue and reward
D Total number of microstimuli in the experiment
h Trace height
ξ Trace height decay parameter
f Gaussian basis functions
ν Basis functions center
β Basis functions width
L Maximum duration of the experiment
θ Estimation parameters
H History of actions
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