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Abstract | i

Abstract

To achieve a higher grade of reliability among deep learning models, OOD
(Out-Of-Distribution) detection has become an increasingly more prominent
research field. What OOD detection does is to make the model figure out if
inputted data is data it is meant to be trained on, or if it is data from a new
distribution, giving the model a sense of its own ignorance. Models regularly
used in the OOD detection field are likelihood-based generative models. This
is because, unlike discriminative models, these model the full data distribution,
learning more about the data itself. To get more information and structure
about the data, one can use semantic segmentation. Semantic segmentation is
when all pixels in an image of a certain class are marked with corresponding
values and the other unrecognized pixels are marked as zero. This thesis
test the impact of using semantic segmentation as additional inputs to VAEs
and normalizing flow models. The results show that semantic segmentation
does have an impact on the likelihood given by the models and is, therefore,
something worth investigating further.
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Sammanfattning

For att uppnd en hogre grad av tillforlitlighet bland djupinldrningsmodeller
har OOD (Out-Of-Distribution)-detektering blivit ett allt mer framtradande
forskningsomréde. Vad OOD-detektering gor &r att f4 en modell att rdkna ut om
inmatat data dr data den &r trinad p4, eller om det dr data fran en ny fordelning
(OOD), vilket ger modellen en kinsla av sin egen okunnighet. Modeller som
regelbundet anvinds inom OOD-detekteringsféltet dr sannolikhetsbaserade
generativa modeller. Detta beror pé att till skillnad frdn diskriminativa
modeller, modellerar dessa hela dataférdelningen och lir sig mer om sjélva
datan. For att f mer information och struktur om datat kan man anvinda
semantisk segmentering. Semantisk segmentering dr nir alla pixlar i en
bild av en viss klass dr markerade med motsvarande varden, och de andra
okinda pixlarna markeras som noll. Denna uppsats testar effekten av att
anvianda semantisk segmentering som ytterligare ingdngar till VAE:er och
normaliserande flodesmodeller. Resultaten visar att semantisk segmentering
har en inverkan pa sannolikheten for modellerna och ar darfor virt att undersoka
ytterligare.
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Chapter 1

Introduction

Deep learning has during recent years seen tremendous progress and become
more frequently used for real-world applications[4][5][6][7]. Some areas using
deep learning for computer vision include difficult and high-skill fields like
automated driving[5] and medical imaging[4], where faulty predictions or
results can lead to dire consequences like car collisions or wrong diagnoses,
respectively[6]. A big problem is that erroneous outputs can still be made
even with the model having high confidence, circumventing automatic alerts
demanding human interference[6][7]. That can happen when, for multiple
reasons, the real-world inputs differ from the training data. Not only does that
include the scenario of someone intentionally using a model with data it is not
meant to be used on, but also because of other unintentional changes to the
data distribution. That can for example be when pre-trained models are used
in an environment differing from the one the developers or researchers were
living in at the time of development and training[6].

What is then required are models that can understand their own ignorance,
knowing when the data stand out and therefore can not give a reliable output.
There are several fields intersecting on this issue, with some examples being
anomaly detection[8][9][10] (also called novelty detection or outlier detection)
and transfer learning[11]. Anomaly detection is the field of detecting data
instances that diverge from the distribution[8] and transfer learning is when a
pre-trained model can adapt to a shift in the data distribution[11].

Another prominent area in preventing faulty classifications, similar to
anomaly detection, is Out-Of-Distribution (OOD) detection. The goal with
OOD detection is for the model to recognize shifts in the data distribution,
being able to differentiate between data it is trained on (in-distribution data)
and OOD data. There is already a lot of research in this area [7][12][13][14]
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[1S][16][17][18] [19][20][21] based on using a diverse variety of models
and methods, however, many of the papers focus on using likelihood-based
generative models[14][15][22][13][23]. These generative models hold the
property of learning the full data distribution, which has great potential when
it comes to OOD detection.

Interestingly, some research[24][25] states that likelihood-based generative
models have unusual properties when dealing with OOD data. That includes
giving higher likelihoods to the OOD datasets.

In order to try and improve the OOD detection performance of likelihood-
based generative models, this project will study the effects of semantic
segmentation for OOD detection on image datasets. Semantic segmentation
is when a model creates a mask of an image, showing what pixels belong to a
certain class or object[26]. All pixels not part of a recognized object are set
to zero (black pixels), while the other pixels are assigned values based on the
class of the object they belong to. Some examples of semantic segmentation
are shown in Fig. 1.1. A notable use for semantic segmentation is for the model
to be able to see what is the background and where the objects in an image are,
and what type of objects they are. Some fields that use semantic segmentation
are medical imaging, self-driving cars and video surveillance[27][5].

To apply it to generative models in this project, semantic segmentation is
used to alter the input data in two different ways. The first one adds additional
inputs to the models in the form of an additional image channel. The second
way is by changing the original image to make the semantic features stand
out more. The generative models used in the experiments are a Variational
Autoencoder (VAE)[28] as well as a normalizing flow model[3].
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Figure 1.1: Images and their respective semantic segmentation masks
(generated from the DeepLabv3 model[1]) where the mask colors represent
object class. Images are from the Pascal VOC dataset[2].

1.1 Research question
The research question explored in this project is:

* Will adding semantic segmentation as an input increase the out-of-
distribution detection performance for normalizing flow models and
VAEs?

1.2 Structure

The structure of the thesis is laid out in the following manner. The upcoming
chapter 2 (Background) explains deep generative models in more detail,
including VAEs and normalizing flows, followed by the current relationship
between OOD data and generative model, image segmentation, OOD
classification, and related works. After the background, chapter 3 (Method)
goes into detail on how to answer the research question as well as the evaluation
metrics used. Chapter 4 (Data and architectures) describes the datasets used in
the experiments as well as detailed schematics on the model architectures. The
outcomes from the experiments are presented in Chapter 5 (Results) and then
discussed in Chapter 6 (Discussion). Finally, Chapter 7 (Conclusion) gives a
summary of the findings as well as a broadening discussion on potential future
work and impacts this research field has on society and the environment.
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Chapter 2

Background

This section will start with an introduction to generative modeling, relating it
to discriminative modeling commonly used for classification. Then it will go
through the concept of likelihood-based deep generative models, together with
a more detailed explanation for a couple of model types, namely Variational
Autoencoders and normalizing flow models. After that, it will explain semantic
segmentation and models used for it. The last parts will include relating
generative models to OOD detection and finally related works.

2.1 Generative modeling

Machine learning models used for classification can be divided into two
different groups, discriminative and generative [29]. Discriminative modeling
captures the conditional probability distribution p(y|z) where y is the target
(class labels) and it is given an observable variable x (the data samples). The
model then becomes a predictor of the given data samples. Generative modeling
instead model the joint distribution p(y, =) over all the data. Then the model
gets a connection between the inputs = and the outputs y, being able to see how
the inputs can change the outputs. That joint distribution p(y, =) can then be
used to compute the conditional distribution p(y|z) and get a prediction that way.
However, using generative models has more uses than just modeling conditional
probability. Generative models can also be used to generate data similar to the
datasets by sampling from the learned distribution or to simulate more complex
systems. Generative modeling is often used from an unsupervised point of
view (no class labels), where the goal is to model the true data distribution
p*(z).

The two types of generative models used in this thesis are in the category
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of likelihood-based deep generative models[30]. The goal of these is to model
a representation of a probability distribution that is intractable and often in a
very large dimension. The models use multi-layered artificial neural networks
to create a generator that maps samples from one, often simpler, distribution
p(z) to another distribution, Gy(z), where 6 is the parameters of the artificial
neural network. The goal is to make the other distribution Gy(z) similar to
the true distribution p*(x). z is a hidden latent variable, which means that the
variable is not observed, even if it is a part of the model[30].

The learned distribution Gy(z) can then be used to estimate the likelihood
of a sample, and to create new samples from the intractable distribution.
Likelihood-based means that the models are trained to maximize the likelihood
of the dataset given the distribution of the generated data, p(D|Gy(z)), where
D is the dataset and Gy(z) is the data from the generator. There are generative
models like GANs (Generative Adversarial Networks) [31] that can abstain
from using maximum likelihood optimization and instead use a discriminator
model together with a generator, however, these are not considered in this work.

2.2 Variational Autoencoders

One type of deep generative model is the VAE, introduced in[28]. A summary
and good introduction to VAEs is found in[32]. What VAEs bring is a way
to optimize Deep Latent Variable Models (DLVM). A DLVM is a model
representing the joint distribution py(z, z) of the latent variable z and the
observed variable x, parametrized by a neural network with parameters 6. The
joint distribution can in turn be decomposed to pg(x, z) = py(x)pe(z|z). This
means you can calculate the marginal distribution py(x) if you have the posterior
distribution py(z|x), or vice versa, using the joint distribution py(x, z). A good
reason to use DLVMs is that even though the prior or a conditional variable (like
the variable y in py(x, z|y)) have simple distributions, the marginal distribution
pe(z) can be complex and therefore used to model complex distributions.

The issue with DLVMs is that the marginal distribution py(z) and the
posterior distribution py(z|z) are often intractable to compute, and because of
that can not realistically be optimized. Note that because the joint distribution
pe(z, 2) is tractable, you can compute the marginal likelihood using a tractable
posterior, or the posterior through a tractable marginal.

There are multiple methods for approximating the marginal likelihood pg(x)
and the posterior py(z|z). What VAEs use are two different models. The first
one is a parametric inference model, and that is called the encoder and is noted
¢s(z|z). The parameters in the encoder, ¢, are variational parameters and are
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in this case the weights and biases of a neural network. The encoder model
is trained to be an approximation of the posterior, ¢,(z|z) ~ pg(z|x). The
other part of the VAE is the decoder py(x|z). The decoder is used to learn the
joint distribution py(x, z) using a prior distribution p(z) in the latent space,
p(2)pe(z|z) = py(x, z). The posterior of the decoder py(z|x) is the posterior
1,4(2|z) that the encoder is trained to approximate. An important detail to add
is that the latent space used is commonly smaller than the input space. This
forces the network to learn more of the semantics of the true data distribution
and not just copy one-to-one.

What the model wants to optimize is a lower bound of the log marginal
distribution log py(x). The estimate for log py(z) using the encoder model
¢s(2|z) is shown in Eq. 2.1

x,z z|x
Bz po(@)] = Buy i los B4 + Bl 50 2.1
On the right side of Eq. 2.1, the first term is it to approximate the marginal
distribution log py(z) through the approximation of the posterior g, (z|x) (the
encoder), using the the joint distribution py(z, z) as explained earlier. The
second term is the Kullback-Leibler divergence (KL-divergence) between the
encoder and the true posterior py(z|x). What the KL-divergence does is giving
a measure on how similar the encoder’s distribution ¢, (z|z) is compared to
the true posterior distribution py(z|x) over the same variables. That essentially
gives a measure of how good the encoder is.
The objective function is called the Evidence Lower Bound (abbreviated
as ELBO). This is shown in Eq. 2.2 where D (gs(z|7)||pe(z|x)) is the KL-
divergence.

Ly o(x) = logpo(x) — Drcr(gs(2|7)|lpo(2]2))

2.2
< log ps(r). 2

The KL divergence is non-negative, making the objective function £y 4(x) a
lower bound on the data’s log-likelihood. There are two parts that will be
optimized. Those are the maximization of the marginal likelihood, log py (),
making the generative model better, and the minimization of the KL divergence,
Drcr.(qs(2|2)||pe(2]x)), making the approximation closer to the true posterior
pe(z|z). To get a better and more detailed grasp of how the VAE works, some
recommended reading are the papers by Kingma et al (2014, 2019)[28][32].
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2.3 Normalizing flow models

Another type of likelihood-based deep generative model is the normalizing
flow model[33][34]. Normalizing flow models use chains of invertible
transformations to map the simpler latent variable distribution p(z) to the
learned distribution Gy(z), used to approximate the true distribution p*(x)[34],
where 6 is again the parameters of the artificial neural network. Unlike other
likelihood-based models, by using normalizing flows you can get the exact
likelihood and not a lower bound or an approximation of it. Also, the latent
space modeled by the normalizing flow has the same dimensionality as the
input space. The transformation made between the variables 2 and = uses what
is called the change-of-variables formula[34].

Having a model Gy(z) meant to approximate the true distribution p*(z),
the log-likelihood objective for discrete data is minimizing the term shown in
Eq. 2.3[3], where ) € Dfori=1,...,N

1 & ,
L(D) =5 > —logps() (2.3)
=1

The generative process is noted as equations 2.4 and 2.5, where Gy is
invertible. The latent variable inference here is done through the inverted
functions in Eq. 2.6[3].

2z~ p(z) (2.4)
x = Gy(2) (2.5)
2= folz) = G, () (2.6)

The normalizing flow f, is a composition of functions fy = f10 foo f30...0 fg,
with f; for i = 1, ..., K being the invertible transformations. Looking at the
model from a neural network perspective, each function can be seen as a layer,
so here the model has K layers. The flow between x and 2 can then be described
as Eq. 2.7[3] where h; fori = 1, ..., K —1 being the intermediary steps between
the input distribution = and latent distribution z. hy is defined to be x and h
is defined to be z.

The marginal likelihood py(z), using the formula from Eq. 2.6, is shown in
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Eq. 2.8. Taking the logarithm of the marginal likelihood py(z), the probability
density function for the model under one datapoint is as described in Eq. 2.9.
The log marginal likelihood log py(z) is then the objective function used for
the maximum likelihood optimization.

o) = p(C5 )] et 21D
P (2.8)
= (=)l det(20)
%

log pg(x) = log p(2) + log | det(ax)!

oh; (2.9)

Ohi

K
=logp(z) + > _log| det( )|
=1

The value in the sum of the expression is the logarithm of the absolute value
of the determinant of the Jacobian matrix. That term is also called the log-
determinant. What the log-determinant log | det(dh;/0h;_1)| represents is
the change in log-density going from h;_; to h; and can be very efficient to
compute depending on the transformation used. A necessary limitation is
that the Jacobian of the transformations must be triangular. Then the log-
determinant is simply the sum of the element-wise logarithm of the diagonal
in the Jacobian matrix[3].

2.3.1 Glow

The normalizing flow model used in this thesis is based on Glow[3]. The
functions used for the flow in the Glow model are activation normalization
(actnorm), invertible 1 x 1 convolutions, and affine coupling. Actnorm performs
an affine transformation (preserves lines and parallelism) of the activations.
These functions have a scale and a bias parameter for each channel and initially
give the activations after the actnorm zero mean and unit variance. However,
during training, these parameters are also tuned. The affine coupling layer
shown in Eq. 2.10 contains a sequence of multiple, simple, invertible functions
that updates a part of the input vector. An alternative to the affine layer is the
additive coupling layer, shown in Eq. 2.11[34]. These functions are simple and
inexpensive to invert but create complex dependencies between the different
parts of the vectors. That makes the model learn how to recreate parts of the
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input using other parts. In order to learn complex representations, the flow is
stacked multiple times, creating a longer repeated chain of the functions.

h(l’,e) = 91!E + 092, 01 # 0,62 eR (210)

hz:0)=z+6, R 2.11)

Glow’s architecture not only includes the flow but also a squeeze and a split
step. The squeeze step divides the image into smaller subsquares with shape
2 x 2 x c and then reshapes them into the shape 1 x 1 x 4c. This reduces the
spatial size of the input and increases the number of channels. The split used
in the Glow architecture is along the channel dimensions. These steps are also
repeated in the multi-scale architecture used in Glow. One block consists of
a squeeze, followed by a set number of flow steps (actnorm, invertible 1 x 1
convolutions and affine coupling), followed by a split. The last block does not
include the split[3].

2.4 Generative models and OOD samples

One reasonable method of dealing with OOD detection would be with the use
of likelihood-based generative models. For those models, the likelihood of the
data samples is maximized. Because the models maximize the likelihood of the
training samples, only their likelihood should theoretically increase. Therefore
you would expect that the in-distribution samples that the models are trained on
have a higher likelihood than OOD samples. However, according to [25][24]
that is not always the case. Even when using popular computer vision datasets,
generative models like normalizing flows and VAEs can give higher likelihoods
to OOD samples than in-distribution samples[25][24].

In [25] the authors note several reasons why that would be the case in
normalizing flows. Due to the nature of the flow models having exact likelihood
representations and a latent space the same dimension as the true distribution,
they often base the learned representation on pixel-level correlations. That
means that the model only learns purely visual aspects of the data, which leads
to the model having a lot of inductive bias for this task. The inductive bias is
what determines the solution after the model is trained. To have good OOD
detection capabilities, the inductive bias needs to include underlying semantic
information of the data that the model is trained on.

Parts of the flow models that might lead to the bad OOD detection
capabilities are the coupling layers they use. These layers predict pixel values
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through color correlation and information passed in through the earlier layers,
making the model able to recreate parts of the samples through a purely
visual basis and not a semantic one, leading to worse performance for OOD
detection[25].

2.5 Image segmentation

To try and improve OOD detection performance for generative models, one
alternative would be to include image segmentation. Image segmentation is
a task in computer vision where the goal is to gather information about the
classes appearing in the images[35]. It can simplify representations and make
data easier to understand and work with, as well as giving a context to how
different objects are related to each other[35]. Segmentation is an important
part in many areas within computer vision, including topics like augmented
reality and medical imaging[36] where good classification performance and
the ability to differentiate between objects are important[27].

There are several types of image segmentation. One type is semantic
segmentation, where each pixel is labeled with its corresponding class[27].
That leads to a class partitioning in the image, seeing what parts belong to each
class on a pixel level. Another type of segmentation is instance segmentation.
There a model is used to separate each object in an image, even if those objects
are of the same class[27]. However, unlike semantic segmentation, instance
segmentation often only creates a bounding box around a region where the class
is, not giving the pixel-level detail. Combining both semantic segmentation
and instance segmentation will give panoptic segmentation — differentiating
between objects of the same class and giving detailed regions.

There is a multitude of ways to get segmentations for image data. Some
are of the likes of k-means clustering[37], thresholding[38], or with the use of
Markov random fields[39], while newer state-of-the-art methods belong more
to the field of deep learning. Some current deep models used for semantic
segmentation include Convolutional Neural Networks (CNNs), Recurrent
Neural Networks (RNNs), GANSs as well as several others[27].

One popular model is DeepLabv3[1]. DeepLabV3 is a deep CNN for
semantic segmentation that uses atrous (dilated) convolutions. An alternative
to pooling layers is atrous convolutions. Atrous convolutions manage to keep
spatial information in a better way by spreading out the kernel over a larger
area, giving a higher field of view[1]. That does not mean that a larger kernel is
used, but that the pixels the kernel is taking the information from being spread
out. This also gives a higher resolution for the feature maps compared to using
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multiple layers of standard pooling layers. A higher resolution is important
when dealing with image segmentation, as all pixels are labeled at the end.
Another type of layer used in the DeepLabv3 model is ASPP (Atrous Spatial
Pyramid Pooling), which are multiple parallel atrous convolutions stacked
together and applied to a feature map. New for DeepLabv3 in comparison with
earlier models (like DeepLabv2[40]) is that batch normalization[41] has been
applied to the ASPP layer. DeepLabv3 also upsamples the final feature map
using bilinear interpolation.

2.6 OOD classification

There is also a lot of research for OOD detection that does not use generative
models, but instead takes other approaches. Those can be softmax based OOD
classifiers[7][16], confidence estimators[17][19] or other score estimates|18].

Hendrycks & Gimpel (2018) [7] created a baseline for OOD detection
together with relevant experiments and metrics for measuring OOD detection
performance. The baseline and experiments have since been used for
comparison between a multitude of OOD detection approaches[14][15][18][13].
The method they used for their baseline was to use softmax probabilities of
classifiers and create a threshold to separate in-distribution and OOD samples.

Another softmax-based OOD detection method is proposed by Liang et
al.(2017) as ODIN (Out-of-DIstribution detector for Neural networks)[16].
ODIN uses a pre-trained network to separate in-distribution and OOD samples
via the use of augmentations and a temperature function. The inputs are
perturbed in the direction where in-distribution samples receive the highest
softmax probability, increasing the distance between in-distribution and OOD
samples. Then a temperature function is applied to the softmax outputs to
increase OOD detection performance. Even if ODIN performed better than the
baseline introduced in Hendrycks & Gimpel (2018)[16], later methods have
better results and fewer requirements regarding hyper-parameter tuning (like
no temperature)[18].

DeVries et al. (2018)[17] related the OOD detection problem to confidence
estimation. Their approach is to add a confidence estimation branch to a neural
network and use that for OOD detection. The branch is parallel to the prediction
branch and receives the same inputs. The confidence branch contains fully
connected layers, with the final one outputting a scalar ¢ passed through a
sigmoid function (so the output is between 0 and 1). That scalar represents
confidence of the network and should be high for a confident prediction, and
low for an uncertain one. The OOD detection is then performed by creating
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a threshold from the confidence output. To train the confidence branch they
first create an adjusted prediction probability p) by interpolating between the
prediction p; and the target probability y;, where the interpolation degree is
the current confidence in that sample. The loss function (Eq. 2.14) is then
based on two parts. The first is the task loss (Eq. 2.12) and the second is the
confidence loss (Eq. 2.13), which is weighted by the parameter .

M
Li=—> log(p)y: (2.12)
=1
L. = —log(c) (2.13)
L=L+ ML (2.14)

Another approach using confidence scores is the one proposed by Lee et
al.(2018)[19]. There they use the Mahalanobis distance, which is a measure of
the distance between a point p and a distribution D, as a confidence score. To get
the distance, they induce a generative classifier through Gaussian Discriminant
Analysis[42]. There they try to fit trained features to a Gaussian distribution
that is conditioned on the data classes. Then the distance is the difference
between the induced distribution and the sample.

Mahmood et al. (2021) [18] introduces a new score estimate for OOD
detection. They explain that taking the L2-norm of the score function (Eq.
2.15) should give a low norm for high likelihoods and likewise a high norm for
low likelihoods. That is due to the density term p(x) being in the denominator.
Then you should expect OOD samples to receive a high norm value due to their
likelihood being low relative to the density distribution.

Vap(z)
p(x)
However, as noted earlier OOD samples can even get a higher likelihood than
in-distribution ones. Therefore they introduce another score than the L2-norm
for OOD detection, a multiscale noisy score. Their approach was to train a
score network for score estimates and then take the norm of multiple levels of
noised samples. They use L different amounts of noise and take the L2-norm of
each sample with the different amounts of noise applied to the sample, giving
a L-dimensional vector for each sample. When having all vectors for all in-
distribution samples, giving a N x L matrix, a Gaussian Mixture Model is used
to separate the spatial regions in the L-space. The learned spatial clustering is

Is(@)]2 = |[Valog p(x)]2 = || 2 (2.15)



14| Background

then enough to perform OOD detection, which can be combined with methods
such as k-nearest neighbor clustering.

2.7 Related works

In this related works section, OOD detection techniques build around likelihood-
based generative models are described.

One approach that specifically targets the likelihoods is the likelihood regret
metric introduced by Xiao et al. (2020)[15]. What likelihood regret measures is
the change in the network configurations made by training it on a certain sample.
What they hypothesize is that the configurations of a network’s parameters
change more when training on a novel sample, especially a sample from a
new distribution. Then the difference in the likelihood given from the new
parameters relative to the old parameters should be much higher for OOD
samples than for in-distribution samples, and that likelihood ratio is what their
OOD detection approach is based on.

Choi et al. (2019) [22] proposes Generative Ensembles, which makes
density-based OOD detection methods more robust. Generative Ensembles
is an ensemble of generative models used to compute or approximate the
likelihoods for estimating the Watanabe-Akaike Information Criterion (WAIC).
WAIC gives an estimate of the expectation gap between the training and test
sets[43], giving a relative quality of the model. Often WAIC is used for model
selection, however, in this paper, they use it to detect OOD samples[22].

Serra et al. (2020)[13] suggests a way to improve OOD detection
performance based on removing complexity bias. There have been multiple
observations that the likelihood in likelihood-based models is heavily biased
against input complexity[24][13]. For image inputs, the more complex the
image is, the lower the likelihood will be. In this case, complexity is the entropy
in the image, so a blank one-color image will have the lowest complexity
and an image containing pure noise will have very high complexity. What
their approach is to OOD detection is to remove the complexity bias from the
likelihood. Then the likelihood is hopefully more based on the semantics of
the input.

To get a value representing the complexity they use a compression algorithm
and take a normalized size of the compressed input. The score determining
if the sample is in-distribution or OOD is the negative log-likelihood —I ()
minus their complexity estimate L(x), found in Eq. 2.16.

S(z) = —lpm(z) — L(x) (2.16)
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This relates to the thesis not only because it is OOD detection using likelihood-
based models, but also because of the method. The complexity estimate gathers
more information from images, in this case, the complexity. That information
is then used to hopefully make the model base the likelihood more on the
semantics of the images and improve OOD detection that way, which is the
goal of this thesis.

Ren et al. (2019)[14] created a likelihood ratio for OOD detection
using likelihood-based generative models. What their solution consisted of
was decomposing the input images to a background component z;, and a
semantic component x,. That makes the distribution of the input images
p(x) = p(zs)p(xp). The semantic component was believed to hold necessary
information relating to the structure of the classes the model tried predicting,
while the background component held more general background statistics. To
create this decomposition, they used two models, a semantic model py() and a
background model pgo(). The semantic model was trained on the regular input
images, while the background component was trained on augmented inputs
meant to capture the background, without having the semantics of the class
left in it. Then they extracted the likelihoods from both models to create a
likelihood ratio. This ratio is meant to represent the semantic parts of the total
likelihood by canceling out the background likelihood. The ratio introduced in
the paper is shown in Eq. 2.17.

(2.17)

The likelihood ratio is closely related to the thesis as both studies focus on
using semantics found in the images to improve OOD detection performance.
The differences lie in how the semantics are found or used by the model. In
this paper, the semantics are implicitly found by using data augmentations
to remove clear features, and then compare them to the original, while the
thesis explicitly inputs semantic features by using semantic segmentation on
the images beforehand. To differentiate between the background, this paper
also uses two different models, while the experiments in the thesis will input
the image and semantics into the same model.
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Chapter 3
Method

The research question as stated in section 1.1 is the following:

* Will adding semantic segmentation as an input increase the out-of-
distribution detection performance for normalizing flow models and
VAEs?

To answer this question, two different models, one VAE and one normalizing
flow model will be trained on data with alterations based on semantic
segmentation. Results from those models will then be compared to the same
type of model, but trained on data without semantic segmentation.

There are two ways the semantic segmentation will be used to change the
data. The first one is to add an additional channel to the image tensors consisting
of a binary mask showing what pixels belong to the object(s) in the image.
That process is shown in Fig. 3.1. The second one is by using the mask to dim
down the background, making the object(s) more prominent. That is done by
changing the mask values (depending on how dark the background should be)
and multiplying the mask with the original image, as shown in Fig. 3.2.
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Figure 3.1: Diagram of the data pipeline to get the 4-channel semantic
segmentation inputs.
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Figure 3.2: Diagram of the data pipeline for the amplified inputs using semantic
segmentation.

To make sure only the changes to the input affect the results, the architecture
and hyper-parameters for one model are the same between the different data
alterations as well as when training on the regular data. The only exception
being changing the input size to four channels when training with the added
segmentation mask channel.

The reason why semantic segmentation should be able to improve the OOD
detection performance is by giving the model more and simplified information
and context about the data. That will hopefully lead to the model learning
the semantic information given and through that give the in-distribution data
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a higher likelihood. The hypothesis is therefore that the added semantic
segmentation will improve the OOD detection performance for VAEs and
normalizing flows.

3.1 Models

The generative models that this thesis will use in the experiments are the VAE
and the normalizing flow. That is because of their properties as likelihood-
based generative models to learn the data distributions and gain a deeper
understanding of the data, as described in Section 2.1. VAEs and normalizing
flows are also heavily used in modern image generation research, making them
very useful if OOD detection would also be a part of their toolkit. Normalizing
flow models have the property of modeling the exact likelihood, making them
a popular alternative for similar studies. For VAEs both their modeling of the
likelihood and the size of the latent space are different compared to normalizing
flows, making VAEs an interesting inclusion in this thesis.

For semantic segmentation, DeepLabv3 will be used. DeepLabv3 is a
popular model for semantic segmentation and is described in Section 2.5.

3.2 Evaluation

To evaluate the model and data changes, metrics based on the models’ likelihood
will be used. For the VAE, the metric used will be the ELBO (a likelihood
estimate as described in Section 2.2), while the metric used for the normalizing
flow will be the log-likelihood represented as negative bits per dimension
(nbpd). Nbpd is a metric where the log-likelihood is divided by the image
resolution (n_channels X width X height).

The metrics will be presented using density histograms, where all histograms
are normalized to have an area of 1. For both of these metrics, higher values
indicate that the models give the data a higher likelihood. The means and
standard deviations of the dataset nbpd or ELBO distributions will be compared
to see if the distance between the distributions changes vary depending on the
type of input. A result indicating increased OOD detection performance would
make the in-distribution data even more likely relative to the OOD data. That
would make it easier to separate the in-distribution data from the OOD data. For
the VAE, the latent space will also be visualized using t-Distributed Stochastic
Neighbor Embedding (TSNE) [44]. TSNE is a commonly used method for
dimensionality reduction.
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Chapter 4

Data and architectures

This chapter includes descriptions of the data used and details regarding the
models. It starts with the datasets, followed by the pre-processing for both
the regular data and the masks from the semantic segmentation. After that, it
contains details of the models’ architectures and training specifications.

4.1 Datasets

The datasets used in the experiments are the Pascal VOC (Visual Object Classes)
dataset[2], CelebA[45] and a subset of the Imagenette[46] dataset (which is
itself a scaled subset of the popular Imagenet[47] dataset). All datasets contain
RGB images.

The Pascal VOC dataset includes the same classes as the segmentation
model is trained on, making it a good match. Those classes are person, bird,
cat, cow, dog, horse, sheep, aeroplane, bicycle, boat, bus, car, motorbike, train,
bottle, chair, dining table, potted plant, sofa and TV, adding up to a total of 20
classes. This dataset has been updated between the years 2007 and 2012 and
to increase the number of images, all unique images from the different years
have been included, giving a total of 17 125 images. The train split uses 90%
of the images, giving 10% to the test split. Pascal VOC also includes pre-made
bounding boxes and segmentation masks for some images, however, these are
not used. The images’ largest sides are 500 pixels, and the shorter sides are on
average 359 pixels.

Imagenette[46] is used as the OOD dataset because it has similar images to
the Pascal VOC dataset, and the classes used from Imagenette are tench, cassette
player, chain saw, church, french horn, gas pump, golf ball and parachute,
adding up to 8 classes. Two classes from Imagenette are removed due to being
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too similar to certain Pascal VOC classes, with them being garbage truck and
English springer (a type of dog). Imagenet has an average resolution of 469x387
pixels[47], and the images in Imagenette roughly reflect that. The total image
count used from the Imagenette dataset is 10 694. Because the models are not
trained on Imagenette, the training split (70% of the data) is used for testing.

CelebA[45] is a popular benchmark for generative models, making it a
good dataset for testing the capabilities of the VAE and the normalizing flow
model. It also works with the segmentation model, as all images are of the
"person" class. The number of images in the CelebA dataset is 202 599, with
image sizes 178x218 pixels. About 8% of the images are put aside as the test
split. Instead of having classes, each image has an attribute vector, showing
which one of the 40 different attributes that image contains. Some examples of
the attributes are bald, heavy makeup, mustache, sideburns. However, these
attributes are not meaningful to the experiments as the semantic segmentation
does not change for most of them (with the exceptions being the haircut and
overall shape of the head).

Due to constraints regarding the data in this project, some other common
image datasets could not be used. The model used for semantic segmentation
requires higher image fidelity than used for datasets like CIFAR-10[48] and
SVHNI[49] (32x32 pixels). Because it was pre-trained on a set amount of classes,
it also required the training data to be limited within those classes. This sets this
study apart from several other studies regarding OOD detection[14][15][13],
where datasets like CIFAR-10 and SVHN were used to test the models and
compare their performance to other models.

4.1.1 Pre-processing

The pre-processing used in this project varies between the models and how
the semantic segmentation is applied. First, the processing for the semantic
segmentation and how it is applied will be described. The second part is about
the data pre-processing for the regular images.

Semantic segmentation masks

Regarding the semantic segmentation, all datasets were inputted into the
Deeplabv3 model[1] to get the segmentations. Before using the model, the
original images were scaled to be between 0 and 1 and normalized to have means
[0.485, 0.456, 0.406] and standard deviations of [0.229, 0.224, 0.225] across the
channels. The segmentations were then saved as images in separate folders
to make the training and testing of the models faster. Using the Deeplabv3
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network while loading the datasets during training of the other models slowed
down the process tremendously, making this pre-segmentation approach more
valid (at least with limited hardware).

When using the semantic segmentation images as the fourth image channel,
they were first scaled to be between 0 and 1, and then made into binary tensors
where all values above O were set to 1 (instead of being a value adhering to a
certain class). This was to give a large difference between what the background
is and what the detected objects are. They were then concatenated to the
original RGB image, receiving a (4 X w X h) tensor, where w and h are the
image width and height.

The data-processing to dim down the background is similar to the one
for the concatenated mask channel. However, after the step to make the mask
binary, the zeros are set to 0.4. That is to not completely remove the background
from the images. To apply this mask, the image is multiplied with it using
element-wise multiplication. Both applications of semantic segmentation also
use the same image resize and crop operations as the regular images.

Images

For the VAE, the images are scaled to be between 0 and 1 by dividing them
by 255 and resized to 256 x 256 pixels. For the CelebA dataset the images
are also center-cropped to 148 x 148 pixels before resizing and scaling[50].
The data for the normalized flow model is resized to 64 x 64 pixels (due to
memory constraints). It is also lowered to a 4 bit color scale through the
function z, = | 5=5z /2"-""* |, where x, is the new image. That can improve
visual quality of the images, but give slightly worse color fidelity[3]. Lastly, it
is dequantized by adding a uniform noise to the data as described in [33].

4.2 Model details

4.2.1 VAE

The VAE architecture used for the experiments is a ResNet-VAE that is adapted
from [51]. In a ResNet-VAE, the networks for the encoder and decoder both
include residual layers[52]. The reason for using residual layers is to prevent
various issues related to deep models, like vanishing or exploding gradients, or
degradation. Degradation is when the accuracy of the models starts to degrade
rapidly following an increase in the number of layers. To learn complex data and
prevent both degradation and vanishing gradients, the deep residual learning
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Hyperparameter Value
dropout 0.3
latent dimension 64
learning rate [le ™, 5e7 9]
beta [0, 3]
batch size 32
epochs: Pascal VOC 200
epochs: CelebA 20

Table 4.1: Hyperparameters used for the ResNet-VAE

framework (ResNet) was introduced[52]. The residual layers in ResNet have
what is known as skip connections which let layers be jumped over, disregarding
the activation functions in those layers. By skipping more layers early on during
training it gives the advantages of a simpler model, which has no vanishing
gradients and faster training. Then, as the model learns the features of the data,
more layers can be added in, allowing it to learn more complex features[52].

To train the ResNet-VAE model in the experiments, the Adam[53] optimizer
was used. There are several benefits to using Adam, including low memory
requirement, being computationally efficient, and being suitable for when
dealing with large amounts of data[53].

The ResNet-VAE also included KL-annealing during training. That gives
the weight used for the KL term, /3, cyclical scheduling, repeating the same
increase of  multiple times during training. The KL-annealing is used to learn
better latent codes and reduce the KL loss[54]. The [ parameter was set to go
between 0 and 3.

The hyperparameters used for the ResNet-VAE are shown in Table 4.1. The
learning rate decreases during training, starting at 1e=* and goes down to 5e¢~°
at epoch 20.

4.2.2 Glow

The architecture used for the normalizing flow model is built on Glow, as
presented in [3], with the code being adapted from [55]. The Glow model and
different layers are described in section 2.3.1 and are shown as a diagram in Fig.
4.1. The difference is that the architecture here uses additive coupling layers
instead of affine coupling layers. The affine coupling layers are computationally
efficient and simple, however, they can need a great number of stacked flows
(number of steps and blocks) to represent complex distributions as they lack
expressiveness[34]. The great number of stacked flows needed would in turn
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Figure 4.1: Diagram showing the Glow architecture, inspired by figure 2 in[3].
The left chart shows one step of the flow and the right one shows the full
multi-scale architecture. L is the number of blocks and K is the number of
steps per block.

increase training time, which is a limitation in this project. When training the
model with the Pascal VOC dataset[2], the network is built on 3 blocks, with 32
steps per block. For the CelebA dataset[45] it uses 3 blocks, with 16 steps per
block (due to the size of the dataset). The steps and blocks used are described
in Fig. 4.1 and in Section 2.3.1.

The optimization algorithm used for Glow was AdaMax[53]. AdaMax is
a variation of the Adam algorithm. In the Adam algorithm, the gradients are
scaled inversely proportional to the L, norm, but in AdaMax it is instead based
on the infinity norm (L, p — oo). Basing it on the infinity norm can lead to a
more stable training algorithm[53]. The hyper-parameters for the training can
be found in Table 4.2.
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Hyperparameter Value

learning rate 5e~*
hidden channels 512
batch size 4

epochs: Pascal VOC 15
epochs: CelebA 10

Table 4.2: Hyperparameters used for Glow

4.2.3 DeeplLabv3

The model used for the semantic segmentation is the DeepLabv3[1], also
described in section 2.5. This specific model also includes a ResNet101 network
in the architecture. It is pre-trained on a subset of COCO 2017[56], including
the classes used for Pascal VOCJ2]. The code and documentation for the model
implementation can be found here™.

* https://pytorch.org/hub/pytorch_vision_deeplabv3_resnet101/
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Chapter 5

Results

In this chapter, the results of the various datasets and types of input are presented.
The data used when testing the models are the test splits for the Pascal VOC
and CelebA datasets as well as the training split for the Imagenette dataset. For
the VAE, figures included are histograms where the metric is the ELBO from
the model and latent space visualizations. The plots for Glow are histograms
that use nbpd as the metric. For both ELBO and nbpd, a higher value indicates
a higher likelihood.

5.1 VAE

Figures 5.1 and 5.2 visualize the ELBO for the VAE trained on CelebA without
using semantic segmentation and using the added channel. These plots show
no major differences between the datasets caused by the semantic segmentation.
However, Fig. 5.2 shows that the added channel largely increases the spread of
the datasets over the ELBO and gives lower values, which can also be seen in
Table 5.1 by looking at the ELBO standard deviation and mean for the dataset
splits used. Fig. 5.3 shows the VAE also trained on CelebA, but with semantic
segmentation amplification instead. That one shows differences in the ELBO
distributions compared to both previous plots (Figures 5.1 and 5.2), as both
Imagenette and Pascal VOC moved closer to the values of the CelebA dataset.
Table 5.1 still shows that CelebA has a higher mean ELBO than the other
two datasets, but the values are closer making it more difficult to separate the
in-distribution data (CelebA) from the OOD data (Pascal VOC and Imagenette).
That means the amplification reduced the OOD detection performance, making
it counter-productive.
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Figure 5.1: Histogram of dataset ELBO from the VAE trained on CelebA
without semantic segmentation inputs.
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Figure 5.2: Histogram of dataset ELBO from the VAE trained on CelebA using
added semantic segmentation channel.
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Figure 5.3: Histogram of dataset ELBO from the VAE trained on CelebA using
semantic segmentation amplification.
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Figures 5.4, 5.5 and 5.6 visualize the ELBO from the VAE trained on the
Pascal VOC dataset using the different inputs. As with the model trained on
CelebA, there is no significant difference when comparing the datasets between
using no semantic segmentation (Fig. 5.4) and using the added channel (Fig.
5.5), with exception for the increased spread and lower values. Also similar to
the plots from the CelebA trained models, the model trained on Pascal VOC
with the semantic segmentation amplification (Fig. 5.6) gives different results.
There the largest difference is also for Imagenette and Pascal VOC, giving
those datasets higher values. In Table 5.1, the highest mean ELBO value for
that setup is Imagenette. These results are also not good for OOD detection
performance, as it is still difficult to separate the in-distribution data (Pascal
VOC) from the OOD data (CelebA and Imagenette).
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Model training data CelebA (test) | Pascal VOC (test) | Imagenette (train)
dataset | semantic mean std | mean std mean std
segmentation
without -181355 | 354 | -182705 | 1008 -182787 | 1092
(C;:::SA channel -242187 | 492 | -245278 | 1718 -244669 | 1685
amplification | -181387 | 335 | -181918 | 770 -181435 | 680
Pascal | without -181943 | 454 | -182590 | 934 -182706 | 1035
voC channel -243453 | 731 | -244434 | 1527 -244025 | 1531
(train) amplification | -182028 | 500 | -181832 | 710 -181414 | 630

Table 5.1: Mean and standard deviations of ELBO-loss from dataset
distributions given by the VAE. Left columns show the dataset and semantic
segmentation input the model was trained on. The mean values with the highest
ELBO for each row are marked using bold.

Figure 5.7 includes visualizations of the latent spaces for the VAE models and
where the datasets take place in that space. The left side images are from models
trained on CelebA and the right side is trained on Pascal VOC. Comparing the
latent spaces between the models trained on regular data (top ones) and the
amplified data (bottom) one shows no significant changes. The ones from the
added segmentation channel (middle), however, show an increased spread for
both Pascal VOC and Imagenette.
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Figure 5.7: Visualization of the latent spaces from the VAE models. Uses
TSNE for dimensionality reduction from 64 to 2 dimensions. The titles of the
plots are what dataset and inputs the models are trained on.
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5.2 Normalizing flow

This section includes the plots visualizing the nbpd given by the glow models
(Figures 5.8 to 5.13), and Table 5.2 which contains the nbpd mean and standard
deviations of the dataset splits.

Starting with the models trained on CelebA, there is notable differences
comparing the model trained without semantic segmentation (Fig. 5.8) to
the ones with (Figures 5.9 and 5.10). For both the added channel and the
amplification, the OOD data (Pascal VOC and Imagenette) got higher nbpd
(signaling higher likelihood) compared to the in-distribution data (CelebA).
Imagenette also got a large peak at the part of its distribution with the higher
nbpd. Similar to the VAE results, the added channel also caused the datasets
to get a larger spread along the x-axis. What these results show is that both
types of inputted semantic segmentation increased the mean likelihood for the
OOD datasets relative to the in-distribution data. This can be seen as counter-
intuitive, as the expected result would be that the in-distribution data would get
the higher likelihood.
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Histogram - Glow trained on CelebA using no segmentation
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Figure 5.8: Histogram of nbpd given by the Glow model trained on CelebA
without semantic segmentation inputs.
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Figure 5.9: Histogram of nbpd given by the Glow model trained on CelebA
using added semantic segmentation channel. Note the different x and y scales.
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Histogram - Glow trained on CelebA using segmentation amplification
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Figure 5.10: Histogram of nbpd given by the Glow model trained on CelebA

using semantic

segmentation amplification.
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Figures 5.11, 5.12 and 5.13 visualize the results from the models trained on
Pascal VOC. Fig. 5.12 shows slightly different results to the ones trained on
CelebA when using the added channel (Fig. 5.9). Here, Pascal VOC and
Imagenette get very similar values compared to each other, as well as lower
nbpd standard deviations and higher means compared to the datasets when
trained on CelebA, as can be seen in Table 5.2. For the model trained on Pascal
VOC using no semantic segmentation (Fig 5.11) compared to the amplified
data (Fig. 5.13), the results show a similar change as the models trained on
CelebA (Figures 5.1 and 5.3). Again, when using the semantic segmentation
input a OOD dataset (Imagenette) got the highest likelihood, which is not as
expected.
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Histogram - Glow trained on Pascal VOC using no segmentation
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Figure 5.11: Histogram of nbpd given by the Glow model trained on Pascal

VOC without semantic segmentation inputs.
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Figure 5.12: Histogram of nbpd given by the Glow model trained on Pascal
VOC using added semantic segmentation channel. Mind the different scale.
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Figure 5.13: Histogram of nbpd given by the Glow model trained on Pascal

VOC using semantic segmentation amplification.
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Model training data CelebA (test) | Pascal VOC (test) | Imagenette (train)
dataset | semantic mean | std mean | std mean | std
segmentation
without -143 | 0.07 | -1.59 | 0.18 -1.59 | 0.21
(Ctre;ief)A channel 17.12 | 1.19 | -13.89 | 1.95 12.02 | 1.82
amplification | -1.37 | 0.10 | -1.19 | 0.25 -1.00 | 0.25
Pascal | without -2.07 |0.08 |-2.13 |O0.16 -2.13 ] 0.17
VOC channel -10.60 | 1.80 | -8.12 1.08 -7.94 | 0.87
(train) | gmplification | -2.29 | 0.13 |-1.95 |0.25 -1.74 | 0.24

Table 5.2: Mean and standard deviations from dataset nbpd distributions given
by the Glow model. Left columns show the dataset and semantic segmentation
input the model was trained on. The mean values with the highest nbpd for
each row are marked using bold.
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Chapter 6

Discussion

This chapter will discuss the results from Chapter 5. It starts with the VAE
results, followed by the results from the normalizing flow.

6.1 VAE

According to the results, the VAE mostly seems to disregard the semantic
segmentation when using the added channel. That can be due to the architecture
used in VAEs. In a VAE the latent space is smaller than the input space,
compressing the information given. That could lead to the model losing that
added information in the latent space, or simply disregarding it due to the
other information (the images themselves) being more important. Another
reason could be that the VAE does not model the exact likelihood, but a lower
bound of it (the ELBO). Comparing it to the normalizing flow, the VAE did get
larger images as inputs (256 x 256, instead of 64 x 64) and slightly different
pre-processing. However, it is unlikely that the different data pre-processing led
to the documented differences instead of the dissimilarities in the architectures.

The only difference between using no segmentation and the added channel
is the added channel gives a higher spread and lower ELBO values of the used
dataset splits. That can be due to the tensors generally being larger when using
the added channel (4 x w x h instead of 3 X w X h), causing a potential for
larger absolute errors between the reconstructed tensors and the inputted ones.

Both models trained using semantic segmentation amplification got
different distributions for Pascal VOC and Imagenette. That is shown as both a
decrease in the ELBO standard deviations for those datasets as well as those
datasets getting an increase in the ELBO mean. This is shown in Figures 5.3
and 5.6, and in Table 5.1. The smaller standard deviations could be because
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the amplification is darkening the background, putting less focus on varieties
and clutter around the objects, making the images simpler and more alike.
What these results indicate, is that the semantic amplification is bad for OOD
detection performance when using VAEs, making it more difficult to separate
the in-distribution data from the OOD data.

The more notable change regarding the image amplification is the distribution
change for the Imagenette dataset. Many images in that dataset are given almost
completely blank masks (masks only containing zeros) due to the semantic
segmentation model not recognizing the objects in the images. Examples of
masks like that can be seen in Fig. A.3. The images with blank masks get
a higher ELBO than the images with masks including objects, indicating a
higher likelihood given by the model. That means, as stated earlier, that the
semantic segmentation amplification is counter-productive and can make OOD
data more likely in the eyes of the trained model.

Another interesting point of discussion is why the CelebA test split generally
gets a higher likelihood estimate compared to the Pascal VOC test split. That
is regardless of what dataset the model is trained on. This can have to do with
the model itself and how likelihood-based generative models handle dataset
complexity. In [24] and [13] the authors found that simpler datasets can achieve
a higher likelihood, regardless of what dataset is trained on. That could be the
case here, as CelebA is simpler than both Pascal VOC and Imagenette (only
one class and less varied images).

Looking at the latent spaces visualized in Fig. 5.7, there is also some
difference caused by the semantic segmentation. The models trained using the
added channel seems to make the Pascal VOC and Imagenette datasets more
spread out in the latent space. That is also not the wanted result, as the ideal
scenario would make it easier to divide the latent space among the datasets.
The latent spaces created when using the amplification look similar to the ones
without semantic segmentation. This could be because the images are the same,
but with different scaling. What is odd about this is that the ELBO for the
dataset splits are different when using the amplification, but the latent spaces
are not. It is not clear what causes this, but one thought is that the problem lies
within the decoder.

6.2 Normalizing flow

The results from the Glow model are more interesting and varied compared to
the ones from the VAE. Both types of added semantic segmentation got very
different results compared to the plots using the normal data. Using the applied
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semantic segmentation, both the Pascal VOC and the Imagenette datasets got
unusual distributions and higher nbpd compared to CelebA, regardless of used
training dataset. That can have to do with the semantic segmentation as the
masks for CelebA are relatively uniform (only includes close-ups of human
faces) while the Pascal VOC and Imagenette datasets have multiple and widely
differentiating classes. Examples of masks given to the different datasets can
be found in Figures A.3, A.4 and A.5.

Looking at the Glow model trained on CelebA, the most peculiar finding
is that the highest likelihood is not given to images with masks similar to the
dataset trained on. The inputs given the highest nbpd are instead correlated to
images with lower values on the mask, giving the highest nbpd to the inputs
without any mask (due to the DeepLabv3 model not recognizing any object in
the image). This is shown in Fig. A.1, where the heatmaps are created from the
masks generated by Imagenette images with nbpd values in the shown areas.
To show this effect clearer, Fig. A.2 shows a histogram where the model is
trained on CelebA using the added channel, but the masks for Imagenette are
set manually. Imagenette given an empty mask (just zeros) is given the highest
mean nbpd, while the one with a full mask (just ones) is given the lowest with
a mean nbpd under CelebA’s. This also shows that the masks do not give the
intended effect, that the models learn the semantics of the images. Instead, the
models give the highest likelihood to the images with the masks containing the
lowest values, which so happens to be OOD data that the model used for the
semantic segmentation is not trained on.

For the models trained on Pascal VOC, the results are slightly different,
and that can have to do with the dataset. Just as described in Section 6.1, the
Pascal VOC dataset is more difficult to learn as there are 20 widely different
classes. Looking at the plot without segmentation (Fig. 5.11), the CelebA
dataset has slightly higher nbpd, which matches with what was written in the
previous section about simpler datasets having higher likelihood estimates.
However, when using both types of added semantic segmentation, Pascal VOC
does get a higher mean than CelebA, but so does Imagenette. The blank masks
given to the Imagenette dataset are also arguably simpler than the other masks
containing objects, which could be a reason why Imagenette got the highest
mean nbpd when using the added channel or the amplification.

Despite not achieving the wanted results, this shows that semantic seg-
mentation does affect the likelihood given by normalizing flows. However,
because the outcome was the opposite of the intended one, likelihood-based
generative models are maybe not the way to go for OOD detection. Instead,
one should maybe look towards using stand-alone segmentation models for
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OOD detection, as the biggest difference in likelihood depended on if the
segmentation model was trained on a class or not.
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Chapter 7

Conclusion

The research question for this thesis was the following:

* Will adding semantic segmentation as an input increase the out-of-
distribution detection performance for normalizing flow models and
VAEs?

The added semantic segmentation as used in the experiments did not improve
OOD detection performance. However, the additional information added to the
inputs of the models did make a difference to the assigned likelihood for the
normalizing flow model, just not as intended. The normalizing flow assigned a
higher likelihood to OOD data with blank masks than to in-distribution data
with correct masks. For the VAE, the results show less of a change compared
to the results for the normalizing flow. That can be due to the VAE architecture
commonly using a smaller latent space than the input space (as it does here),
while a normalizing flow has a latent space the same size as the input space. It
can also have to do with the metric used for the VAE, the ELBO, being a lower
bound of the likelihood, making the VAE less precise. However, there is still a
difference for the VAE when using semantic segmentation amplification.

Because the semantic segmentation did make a difference, the results are
definitely not to be dismissed entirely. There needs to be more research and
testing in this area and this could still be a way to go in the field of OOD
detection. One way could also be going away from likelihood-based generative
models and instead look towards using the segmentation models themselves
for OOD detection.
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7.1 Limitations

During the experiments for this thesis, there were multiple constraints with
the largest ones being time and data. The models take a long time to train,
limiting the number of trained models and variations of models used for
the results. That was especially notable with the long training time of the
Glow model. The results as presented in Chapter 5 are from one training per
model/dataset pair, while more time spent on training could have given the
possibility of multiple trained models with averaged results. The data was
also a limiting factor, as it has to work well together with the model used for
semantic segmentation to receive the masks. Given enough time, training a
model for semantic segmentation could have been an option rather than using
a pre-trained model, making the model more tuned on the data used in the
experiments and potentially improving results.

Other constraints were the GPU memory and the size of the Glow model.
Due to the number of stacked layers, other parameters had to be reduced. Those
parameters being image size and batch size.

7.2 Future work

There are multiple directions worth looking at to continue the work regarding
OOD detection using likelihood-based generative models. Some of those
directions can be other types of models, other ways of integrating semantic
segmentation, or other methods for increased information gain from the data.
However, the most important might be even more research into likelihood-based
generative models and correlation between data and likelihood. There are
already findings showing how image complexity can affect the likelihood[13],
and there might be more similar correlations worth studying.

Other likelihood-based models worth investigating might be other types
of VAEs and normalizing flows, but also autoregressive models. A popular
autoregressive model is PixelCNN++[57] where the probability density is
factorized over all the sub-pixels in an image. New state-of-the-art VAEs and
normalizing flow models might get better OOD detection performance as their
ability to create good representations of complex latent spaces improves. A
new normalizing flow achieving state-of-the-art image generation capabilities
is the densely connected normalizing flow[58], which includes self-attention
mechanisms and incremental latent space augmentations[58]. A VAE that
might be able to use the information from the semantic segmentation better is
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the new very deep hierarchical VAE, which is able to get better results compared
to previous models[59].

In order to improve OOD detection through increased information gain,
there are several other methods to look at from the fields of unsupervised
learning and semi-supervised learning. Data augmentations have been used
to improve generalization capabilities and to extract important features. One
example of this being used is in the likelihood ratio method[14] described
in related works. Another method is contrastive learning where the goal
is to connect similar data samples before using the dataset for training[60].
Contrastive learning might go well together with the semantic segmentation
masks.

Regarding other ways of integrating semantic segmentation, one would be to
connect a pre-trained semantic segmentation model with the generative model.
By removing the output layer from the segmentation model and changing the
input to the generative model, you can use more of the weights used for the
segmentation and not just the outputs. That might give more information about
the data to the generative network. However, if both networks are used at the
same time, that might also lead to greatly increased training times and hardware
requirements. One last interesting way forward would also be researching how
to use segmentation models as stand-alone OOD detection models and if that
would be viable.

7.3 Ethics and sustainability

There are a lot of ethical concerns within the scope of machine learning,
especially regarding computer vision and generative models. The generative
models can be used to fabricate fake news and deep fakes[61], contributing to
the creation of misinformation habitats a lot of places on the internet have turned
into today[61]. There is also the usage of deep learning for facial recognition,
which can be used for involuntary identification and for scraping websites to
gather private information, both contributing to the loss of privacy[62].

However, there are also several positives these technologies can bring
regarding ethics. Better OOD detection can hopefully lead to less data and
model bias when using models in real-world settings. By identifying when
the data distribution has changed sufficiently from the training data, you can
know that the model needs tuning to successfully capture properties of that new
data distribution[6]. New data distributions can form when using the model in
another country or with data collected from minority populations, which has
previously led to great data bias[6].
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The generative networks can not only generate fake news but also generate
synthetic data used to train other models[63]. Synthetic data can make it so less
personal data are required, improving privacy, or that models are trained to get
better accuracy. Semantic segmentation also leads to better and safer models,
in fields like automated driving or medicine, as stated in earlier sections[27][5].

The sustainability aspects worth taking into account are both energy usage
and materials required for the hardware. Deep learning requires a lot of time
for training, during which there are high energy requirements, as well as high
hardware requirements to speed up the process. Large deep learning models,
like transformers used for NLP, can even create the same amount of C'O as
the lifetime use of five cars[64]. The hardware used, like GPUs, can also
require conflict minerals for manufacturing. Even some of the largest GPU
manufacturers may use conflict minerals in production without them knowing
it due to the large and complex supply chains[65]. Ending on a good note,
deep learning and other types of machine learning can also be used to improve
sustainability. By training models to optimize energy and heating, reducing
the amount of electricity and fuel wasted, both monetary and environmental
costs can be reduced[66].
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Histogram - Glow trained on CelebA using segmentation channel
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Figure A.1: Histogram of nbpd from datasets with added channel trained on
Glow, together with heatmaps visualizing average Imagenette masks values.
The right heatmap is from images with nbpd between -10 and -12.5 and the
left heatmap is from images with nbpd between -15 and -20.

Histogram - Glow trained on CelebA using segmentation channel
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Figure A.2: Histogram of dataset nbpd from Glow, trained on CelebA using
added channel. The Imagenette datasets have manually set masks to be just
ones, just zeros, and uniformly random of ones and zeros.
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Figure A.3: Images from the Imagenette dataset with respective masks as used
in the experiments (binarized to have values 0 and 1). The masks to the left are
mostly empty due to the model used for semantic segmentation not recognizing
any objects. The images to the right are either wrongly classified, or the model
recognize parts of known objects. For the top-right image, model thought the
fish was a bird. In the bottom-right, the hands and other human-parts was
recognized as human, but the french horn was classified as a motorcycle.

Figure A.4: Images from the Pascal VOC dataset with respective binarized
masks, resized to 256x256 pixels.
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Figure A.5: Images from the CelebA dataset with respective binarized masks,
resized to 256x256 pixels.
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