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Abstract

Over the last decade, autonomous vehicles has received an increasing
amount of interest from industries and research institutes. For autonomous
vehicles to properly function alongside human drivers, safety guarantees are a
must. Safety in traffic is more than just avoiding collisions with other drivers,
it is also necessary to seamlessly act and interact in traffic.

Traffic is an environment rife with rules, both straightforward road rules,
e.g. “stay in your lane”, and more subtle road rules, e.g. “give way to emer-
gency vehicles”. Given the safety-critical nature of the environments in which
an autonomous system needs to act, it is essential that the specification lan-
guage chosen to encode its behaviour is able to express the full range of pos-
sible rules, both straightforward and subtle. Linear Temporal Logic (LTL)
is a popular specification language used in motion planning. While LTL is
suitable to express many basic rules, more elaborate rules need to incorporate
continuous measures of satisfaction. For instance, it is possible to formalize
“maintain the speed limit” in LTL. However, there is a big difference be-
tween violating the speed limit by 2 km/h and 30 km/h, this difference can
not be quantified by LTL. Such measures are offered by Signal Temporal Logic
(STL). In our work, we have used both LTL and STL to encode complex road
rules including allowable distances to obstacles, as well as more complex road
rules for various situations.

The aim of our work has been to formalize and verify safety guarantees
for motion planning in autonomous vehicles. This thesis’ contribution en-
compasses three main venues of research in this area. First, current methods
employed in formal synthesis for motion planning are too computationally
expensive to reliably provide motion plans in real-time. To this end, we pro-
pose solutions to two different problems, scalability and guided sampling for
sampling-based motion planners (Papers A and D). Second, we deal with the
problem of encoding road rules for motion planning applications. We propose
a new spatial-temporal quantitative semantic for STL, that allows the user
to calibrate preference for efficiency (duration of mission) against perceived
safety (violation of specification)(Paper B). We later show how STL can be
used to encode traffic behaviours (Paper E). Third, we investigate the prob-
lem of least-violating motion planning in mixed-traffic scenarios (Papers C
and E). Here we consider two different viewpoints, humans as dynamic obsta-
cles to avoid (Paper C) and humans as participants in traffic (Paper E). We
demonstrate how least-violating motion planning combined with STL, can be
utilized to encode road rules in such a way as to produce different forms of
driving styles that are perceivable by human users.
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Sammanfattning

Självkörande fordon har under de senaste åren uppmärksammats från
både industrin och akademien. För att självkörande fordon ska fungera jämte
människor i trafiken är säkerhetsgarantier ett måste. Säkerhet i trafiken är mer
än att bara undgå kollisioner med andra trafikanter. Det är även nödvändigt
att dessa fordon kan interagera och sammarbeta med andra trafikanter.

Trafik är en miljö med många regler, både tydliga, såsom “stanna i ditt
körfält”, och mer otydliga regler, såsom “väj för utryckningsfordon”. Givet
den säkerhetskritiska karaktären hos den miljö där det självkörande fordo-
net verkar, så måste ett specifikationsspråk som kan uttrycka både tydliga
och subtila regler användas. Linjär tidslogik (LTL) är ett populärt specifi-
kationsspråk som används inom banplanering. Många grundläggande regler
kan beskrivas med LTL, men mer komplexa regler kräver att man kan mäta
graden av tillfredsställelse. Det är möjligt att formalisera “håll dig till hastig-
hetsbegränsningen” med LTL, men det är en stor skillnad mellan att bryta
hastighetsbegränsningen med 2 km/h och 30 km/h. Denna skillnad kan inte
mätas med LTL. Signal tidslogik (STL) kan användas för att mäta sådana
skillnader. I vårt arbete använder vi LTL och STL för att formalisera avance-
rade trafikregler för att t.ex. hålla avstånd till väghinder, samt mer avancerade
trafikregler i olika situationer.

Vårt mål har varit att formalisera och verifiera säkerhetsgarantier för
banplanering till självkörande fordon. Denna avhandlings bidrag innefattar
tre huvudsakliga spörsmål. Till att börja med identifierar vi att nuvarande
metoder för banplanering har för hög tidskomplexitet för att tillförlitligt im-
plementeras för att uppnå banplanering i realtid. Vi föreslår lösningar för två
problem inom detta område, skalbarhet, och guidad sampling för sampling-
baserad banplanering (Artiklar A och D). Vidare undersöker vi problemet
med att formalisera trafikregler för banplanering. Vi föreslår en ny rum-tids
kvantitativ semantik för STL, som möjliggör användaren att kalibrera ba-
nans effektivitet (uppgiftens varaktighet) mot användarens uppfattade säker-
het (överträdelse av formaliserade regler)(Artikel B). Slutligen visar vi hur
STL kan användas för att formalisera beteende i trafiken (Artikel E). Vi un-
dersöker problemet med banplanering som minimerar säkerhetsöverträdelse i
trafikscenarion med människor inblandade (Artiklar C och E). I dessa verk
har vi två olika synvinklar, antingen människor som dynamiska hinder som
måste undvikas (Artikel C), eller människor som medtrafikanter (Artikel E).
Vi visar hur vår metod, kombinerad med STL, kan användas för att forma-
lisera trafikregler på sådant sätt att det går att generera olika körstilar som
kan uppfattas av människor.
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Chapter 1

Introduction

It is change, continuing change, inevitable change, that is the dominant
factor in society today. No sensible decision can be made any longer
without taking into account not only the world as it is, but the world as
it will be.

— Isaac Asimov, Asimov on Science Fiction

The importance of the private car as a tool for mobility can not be understated.
It provides the individual with direct control over its travels, thereby increasing
autonomy [38]. This is especially true in rural and suburban environments, where
the limitations on, or lack of, public transports can prevent individuals from trav-
elling medium and long distances. In particular, elderly or individuals with health
constraints (e.g. visual impairments or neurological disorders such as epilepsy and
narcolepsy) are often totally reliant on public transports to get around, which can
greatly impact everyday life [111, 127]. For instance, it can impact where a person
will choose to settle down, or what job to accept, if the public transportation sys-
tem is not deemed reliable enough to get around [78, 111]. Fig. 1.1 illustrates the
availability of public transport, per square kilometer, in Sweden. This map provides
some insight on some of the constraints that exists for people that rely on public
transport. In order to promote mobility as well as the sustainable development of
both urban and rural areas, research into autonomous vehicles is essential. Fur-
thermore, research has shown that a majority of traffic accidents are due to human
error [129, 141]. As such, there is great potential to reduce the number of traffic
accidents by providing reliable autonomous vehicle systems. However, we still lack
motion planners that are real-time capable, while providing the safety guarantees
necessary for autonomous vehicle (AV) systems to be applicable in any extensive
capacity in the real world.

We identify three problem areas that are of interest for further research, before
we can see widespread use of autonomous vehicles in traffic. Firstly, there is no
clear consensus on what representation should be used to model traffic rules and
behaviors. Several different approaches have been proposed over the years, from

3
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Lacking

Acceptable

Good

Availability of Public Transports

Figure 1.1: Map of Sweden containing information of the availability of public
transport per square kilometer. The white regions denotes areas where it is not
possible to travel with public transport. Source: Trafikverket, Trafikanalys PM
2020:4 [79]

hand-written rule bases [22], to end-to-end learning of driving policies [7]. We
argue that, thanks to its ability to certify required transportation properties and
its inherent interpretability, Temporal Logic is a good specification language to use
when modeling driving behavior. Secondly, the problem of how we can guarantee
that the motion planner will adhere to a set of safety specifications. For autonomous
vehicles to be able to act legally in traffic, as well as, to ensure trust in the system,
it is necessary for the AV to provide guarantees that it will follow the underlying
safety specification [124]. Thirdly, traffic is a dynamic environment, containing both
human-driven vehicles and pedestrians. How the vehicle should interact humans in
traffic is an open research question. For instance, as a dynamic obstacle [73], or as
another actor to interact with [121].

To address these problems, this thesis deals with the motion planning layer
of the autonomous vehicle framework (See Fig. 1.2). This is non-trivial, as we
need to take into consideration the complex environment that the autonomous
vehicle finds itself, including other autonomous vehicles and human-driven vehicles.
Firstly, the motion planning layer needs to be able to follow the legislated road rules
(that might vary regionally). As such, it needs an expressive representation that
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can take into consideration the wide variety of road rules and behaviors that are
required. However, it should exhibit some degree of flexibility. For instance, in
certain situations, strictly following all road rules will result in the freezing robot
problem [140]. In other words, safety is ensured locally because we provide collision-
freedom, but we also allow some violation of road rules. The motion planner should
also be able to plan around humans in the environment. Traditionally, this has been
done by modeling humans as dynamic obstacles [16]. However, recent progress in
Human-Robot Interaction (HRI) has shown that vehicles with the capability to
interact with humans in traffic can lead to improved performance [121].

We propose that by combining automata-based verification with sampling-based
motion planning we can provide the aforementioned requirements, and generate safe
and efficient trajectories. Specifically we argue that least-violating motion planning
is a viable approach to provide safety guarantees, while at the same time enabling
the ability to flexibly prioritize road rules in dangerous situations, as well as, to
ensure mission completion. The least-violating motion planning framework was
first proposed in [25], and deals with the problem of control synthesis in situations
where constraints are conflicting with the traffic situation. The idea is that when
the safety specification can not be strictly adhered to, then the planner finds the
solution that is maximally satisfying.

To provide a baseline for our work, in Sec. 1.1 we will describe the overall mo-
tion planning framework that needs to be considered when researching autonomous
vehicles. Furthermore, in Sec. 1.2 we will motivate our choice of specification lan-
guage by giving a brief overview of temporal logic, as well as, its strengths and
weaknesses. Finally, in Sec. 1.3 we will go into detail into the two viewpoints that
autonomous vehicles can have on humans in traffic, and how we approach it in
our work. The aim of this thesis is to argue for the use of least-violating motion
planning for autonomous vehicle systems. We argue that our approach provides
the best opportunity for the autonomous vehicle to weigh efficient task completion
against perceived safety, while being able to take into account humans in traffic. In
other words, we aim to provide a framework that provides maximum flexibility on
the behaviour of the autonomous vehicle, while ensuring safety in traffic.

1.1 Autonomous Vehicles

In this section we outline the planning and decision-making layer of an AV system.
A schematic of this layer is outlined in Fig. 1.2. Our work mainly deals with the
decision-making layer (global and local planning), and we make assumptions on the
map and control layers to provide accurate semantic data [100] and to accurately
track our resulting motion plans. Although, we have done work on the global
planning module, including multi-vehicle routing in mobility-on-demand scenarios,
this is not the focus of our work and we will therefore not go into depth on this
subject.

On the local planning layer, we mainly employ sampling-based motion planning
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Figure 1.2: A schematic overview of the motion planning modules that need to be
considered when developing autonomous vehicles. The perception layer considers
localization and mapping [37], obstacle detection and classification [54]. The global
planning layer, deals with the routing and resource allocation of vehicles [23, 130].
The local planning layer, concerns itself with the problem of finding the trajec-
tory that satisfies the mission and safety specification [81, 145]. The control
layer, provides trajectory tracking and translation of the trajectory to actuator
inputs [44, 64, 76]. Each of these components play a vital role in the autonomous
vehicle system.

combined with formal methods. We argue that on this layer, a good framework
is that of least-violating motion planning. The reason being its flexibility and
interpretability. However, there are three main problems that need to be further
researched, before least-violating motion planning can achieve its full potential:
1) improving the efficiency of the motion planners being used, 2) formalizing and
verifying road rules in traffic, 3) how to interact with humans in mixed-traffic
scenarios. In this thesis, we propose some first steps towards the solutions of these
problems.

With the recent success of data-driven approaches for many robotics applica-
tions, end-to-end solutions for motion planning in autonomous vehicle systems has
been put forward as a promising alternative to formalizing behavior of autonomous
vehicles [7]. However, verifying these approaches to the standard that would be nec-
essary for widespread public use is non-trivial [28]. It is possible to provide a wide
variety of driving behaviors using traditional motion planning approaches, such as
trajectory optimization, by careful selection of the objective function [137]. How-
ever, the design process can be exceedingly complex and these methods mostly rely
on strict constraints, to ensure safety [148], or adherence to road rules [105, 116].
Traffic is a complex environment to navigate. The motion planner must consider
both hard and soft constraints to accomplish its overarching navigation task. The
aim of this thesis is to provide an alternative for motion planning that can en-
sure safety, by providing collision freedom, while also allowing for some constraint
violation when this is necessary to complete the navigation task.

The control module, which translates the motion plans from trajectory to ac-
tuator inputs, is an important layer in terms of conserving guarantees provided by



1.2. TEMPORAL LOGIC AND PLANNING 7

the decision-making layer of the framework. For instance, if the trajectory tracker
is unable to accurately follow the optimal trajectory provided by the local planner,
then the safety guarantees will be lost. Therefore, it is important that controllers
that can achieve bounded errors [138], or provide guarantees on its own [18], are
considered.

1.2 Temporal Logic and Planning

Temporal logic (TL), originally called Tense Logic [109], is a modal-type logic that
concerns itself with the patterns in time. It was not until the late 1970s that TL
first enjoyed interest from the computer science community. Pnueli [108] proposed
the use of TL to specify and verify infinite horizon executions of programs. In the
extension of this work, Manna and Pnueli [90] show the three key features of infinite
executions that are verifiable using TL, namely: Liveness, Safety and Fairness.
Liveness denotes the property that something good will eventually happen, e.g., a
goal state will eventually be reached. Safety, as the name suggests, denotes the
fact that a bad property will never occur during the execution of the program, e.g.,
never reaching an unsafe state. Fairness is the concept that the program is able
to fairly select the next process. In the context of this work, this property can be
interpreted as repeated tasks, or monitoring missions such as “infinitely often visit
state A”.

These three properties are of interest in the context of autonomous vehicles, as
they will be deployed and continuously running without a set time horizon. Fur-
thermore, we concern ourselves with the problem of mobility (i.e. Liveness) and
safety, as these naturally describe the properties that we wish the autonomous sys-
tem to exhibit. For instance, consider a mobility-on-demand scenario, where the
goal is to drive a customer to its home (something good will eventually happen),
while ensuring a set of road rules (we will never enter a violating, unsafe, state).
The problem that we focus on in this work is the modeling and verification of traffic
behavior for autonomous vehicles. This means that the specification language cho-
sen (type of TL), needs to be expressive enough to encompass the wide variety of
road rules that exists in traffic. One of the most commonly seen extensions of tem-
poral logic in robotics, is Linear Temporal Logic (LTL). This extension introduces
the concept of linear time, where each time instance is succeeded by a single im-
mediate time instance. LTL provides two new temporal properties, next, and until
in addition to the previously existing always and eventually. The next property is
a natural consequence of considering linear time, which allows for the modeling of,
e.g., “Today is Wednesday so Tomorrow it must be Thursday”. The until denotes
the property that A holds true until B is true. In the context of our application,
this allows us to model, e.g., “follow the road rules until we reach the goal and are
no longer moving”. These new semantics makes LTL a natural starting point for
formalizing road rules, and other important behavior properties for autonomous
vehicles in traffic.
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In this thesis, we argue that LTL, albeit, a powerful tool for formalizing different
transportation tasks, such as “drive me to the supermarket and kindergarten and
then drive me home”, is inherently not expressive enough to fully express the vari-
ety of necessary safety specifications that an AV needs to fully function in realistic
traffic scenarios. Instead, we explore the use of Signal Temporal Logic (STL) as an
alternative, which is able to quantify violation with an arbitrary metric. Through-
out this work, we mainly explore the use of Linear Temporal Logic (LTL) and
Signal Temporal Logic (STL) to formalize transportation tasks and safety specifi-
cations for autonomous vehicles. Both of these temporal logics has seen widespread
use over recent years [34, 40, 41, 51, 53, 113]. Our work focuses on the ability
to provide safety specifications that are expressive enough to model common driv-
ing behaviors. We aim to show that STL semantics naturally lends itself to the
least-violating framework that we use in our motion planning strategies.

To summarize, in this thesis we will put forward the argument that:

• Autonomous vehicles require an expressive specification language to fully
encompass the complexity of traffic,

• Temporal logic is a specification language that can express road rules rules,

• Linear Temporal Logic is not expressive enough for widespread use for formal-
izing safety specifications in future autonomous vehicle development. How-
ever, it does function well for higher-level transportation tasks.

• Signal Temporal Logic is a strong alternative that is expressive enough to
formalize road rules.

1.3 Humans in Traffic

In our work, we identify two approaches to handle mixed-traffic. Firstly, humans
are considered as dynamic obstacles that must be avoided in order to provide safe
motion plans. Secondly, humans are uncontrolled agents that you can interact
and collaborate with [14, 132]. Traditional motion planning approaches mainly
use the first viewpoint. However, recent progress within the Human-Robot In-
teraction (HRI) community has resulted in increasing attention into the second
viewpoint [120, 121, 134].

The problem of humans in traffic for autonomous vehicle research deals with the
fact that the vehicle needs to take into consideration an arbitrary large number of
human-driven vehicles and pedestrians in any given situation. The question is then:
how should the vehicle ensure safety and trust between AV and other road users.
The most straightforward way is to attempt to predict the position of the road user
over some time horizon, and then avoid that region [4, 104]. The main problem
with this approach is that an accurate model of human motion is non-trivial, and
at the same time an over-approximation results in overly conservative solutions.
This modeling process is an open question, and many approaches utilize Partially
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Figure 1.3: Highway scenario where the human (blue vehicle) is aiming to merge
into the AV’s (pink vehicle) lane. Depending on the consequent action of the ego
vehicle, accelerate or decelerate, it might result in different behaviors of the human.

Observable Markov Decision Processes (POMDP) as a way to model the uncertainty
in the motion of humans [14, 16, 17]. These methods can not be be solved exactly,
and rely on heuristic approaches to solve the POMDP [131]. The resulting behavior
might not be completely accurate, as recent research in HRI has shown that the
driving behavior of the AV has an impact on the actions of humans [140]. For
instance, consider the scenario in Fig. 1.3, here we have a merging scenario where
the AV can either give way by slowing down, or speed up making the human merge
behind it. Giving way will encourage the other traffic participant to speed up and
overtake, whereas speeding up would signal to the human to merge in behind.

The field of mixed-traffic motion planning is a varied and complex one. It is an
important module of the autonomous vehicle system, as without it, we could never
deploy it in an actual traffic situation. The important problem for us then, from
a formal methods standpoint, is how can we take these sources of uncertainty into
account, while maintaining the safety guarantees that are required. In this thesis
we show how the least-violating motion planning framework can provide an answer
to this question. Although, much work is still needed, we have provided some initial
work on how such a framework could begin to deal with mixed-traffic scenarios.

1.4 Contributions

This thesis concerns itself with the problem of providing safety guarantees for plan-
ning and decision making for autonomous vehicles. We have implemented our
approaches in a wide variety of simulator environments, such as Unity [63] and
CARLA [36]. Most recently we have worked on integrating our approaches on the
KTH Research Concept Vehicle, using the Robot Operating System (ROS) [110].
The main focus of our work has been the development of motion planning (Chap-
ter 3) algorithms that can provide formal guarantees on the behaviour of an au-
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tonomous vehicle. Formal methods is a strong tool that can be used to provide
such formal guarantees, and we mainly concern ourselves with the use of Tempo-
ral Logic (Chapter 2). When discussing autonomous vehicles, it is of fundamental
importance to also include humans in traffic. In this thesis, we view it from two per-
spectives: 1) humans as dynamic obstacles whose trajectory must be predicted, or
2) humans as agents in the environment that you can communicate and collaborate
with (Chapter 4).

In our work, we have provided contributions in several areas of motion planning
for autonomous vehicles:

1. We extend the least-violating motion planning framework in several direc-
tions, relevant to future AV applications, rather than focus on a specific mod-
ule of the motion planning pipeline. For instance, extending the framework
to support mixed-traffic scenarios, improving the computational complexity
towards real-time capable algorithms and formalizing complex road rules.
Thereby, showing the flexibility of the framework in AV applications.

2. We illustrate that LTL is a good specification language for AV transportation
tasks. This is due to its ability to model and verify liveness and fairness
properties of a system. In Paper A we demonstrate, in a mobility-on-demand
scenario, how LTL can be used to model both transportation tasks and road
rules from the Vienna Convention on Road Traffic. Similarly, in Paper B we
show how LTL can be used to model and verify complex transportation tasks
for motion planning.

3. We demonstrate that the quantitative semantics of STL makes it more suit-
able, for AV applications, than LTL when formalizing safety specifications.
For instance, in Paper E we formalize a safety specification based on the
Responsibility-Sensitive Safety (RSS) model. This was also extended in Pa-
per F to a more complex safety specification that more accurately represents
the vehicle dynamics. The quantitative semantics allows us to evaluate de-
grees of violation, which is not possible when using LTL to formalise safety
specifications. This is important when deciding the maximally satisfying tra-
jectory. For instance, when the motion planner is determining whether or not
the it should violate the speed limit, and by how much.

4. We propose a spatial-temporal quantitative semantics for STL. This quan-
titative semantics parameterises the importance of mission duration against
perceived safety (See Paper B). Thus, strengthening the least-violating mo-
tion planning framework by allowing the planner to compare not only the
priority of the road rules, but also their degree of violation and the duration
of that violation.

5. We verified, through the use of a online study, that our framework can gen-
erate trajectories that can be perceived as defensive, neutral or aggressive
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by humans (See Paper E). This provides an initial approach for modeling
perceived safety and comfort for humans.

6. We extended the least-violating motion planning framework to support mo-
tion planning in complex dynamic environments through the use of intention
aware motion planning (See Paper C). This provides an approach that relaxes
the assumptions on deterministic environments that has previously existed in
the least-violating motion planning framework.

7. We improved the computational complexity of the least-violating motion plan-
ning framework through an approach that utilizes path non-existence verifica-
tion to provide termination criteria and guided sampling for sampling-based
motion planners (See Paper D). This extends the framework towards real-time
capable motion planning.
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1.5 Thesis Outline

The remainder of the thesis is structured as follows:

Chapter 2: Traffic Constraints
Chapter 2 discusses the need of formalized road rules and behavioral constraints for
autonomous vehicle systems. We focus on the use of temporal logic as a specification
language, in particular linear temporal logic (LTL) and signal temporal logic (STL).
Strengths and weaknesses of these specification languages are also discussed.

Chapter 3: Motion Planning
Chapter 3 provides an overview of motion planning for autonomous vehicles. We
discuss the role of motion planning in autonomous vehicle safety. Furthermore, we
motivate the use of least-violating motion planning as a method to provide safe and
efficient trajectories for AV applications.

Chapter 4: Humans In Traffic
In Chapter 4 we discuss the importance of considering humans in traffic. We detail
and motivate what representations we consider in our work. Finally, we discuss the
problem of modeling human behaviors and motivate our approach of doing so.

Chapter 5: Paper Summary
Chapter 5 outlines the papers included in this thesis, and discusses their contribu-
tions to the state-of-the-art.

Chapter 6: Discussion and Conclusions
In Chapter 6 we conclude the thesis and provide a discussion on the subject, as
well as, provide what we think are important aspects of future work in the field.

Part II: Included Publications
In Part II we include the publications that make out this thesis.



Chapter 2

Traffic Constraints

Traffic is a setting with many vehicles with uncertain intentions and dynamics. At
the same time, it is highly structured, with many rules that need to be followed.
Model checking is a popular tool that has been used the last decades to verify the
performance of a system [15]. There are two things necessary for model checking:
1) a model of the system, and 2) a formal characterization of the property under
consideration. This characterization must be precise and unambiguous. As such,
to provide formal guarantees, we need an expressive specification language that is
able to properly represent the complex environment that AVs act in.

The first thing to consider is that autonomous vehicles need to be deployed and
executed over a possibly infinite time-horizon. As such, we need to be able to verify
potentially infinite executions of such systems. Since temporal logic is designed
to verify such systems, it is a suitable specification language for modeling [116]
and verifying [105] traffic constraints, such as road rules. The question is then,
which TL is best suited for autonomous vehicle applications? For instance, we
have Linear Temporal Logic (LTL) which concerns itself with linear time; but
we also have branching time logic, such as Computational Tree Logic (CTL) [15].
CTL, as opposed to LTL, considers that each moment in time can have several
successor states, and the notion of time is therefore not a sequence of states but a
tree. CTL is a suitable logic for applications with uncertainty, such as uncertain
dynamics. Therefore, at first glance CTL might seem like a suitable for autonomous
vehicle applications, since it allows the user to perform probabilistic model checking.
However, it is non-trivial to compare the expressiveness of branching and linear time
logic. For instance, in CTL it is not possible, without special techniques, to model
fairness constraints. At the same time, there are properties that can be expressed
in CTL, but not in LTL, e.g. “I will stay on my lane, no matter what happens”.
As such, it is not possible to say that CTL is strictly more expressive than LTL,
or vice versa. In this thesis, we began our work using LTL, as this logic is able to
express Liveness, Safety and Fairness constraints, which we deem to be necessary
for any autonomous vehicle system (See Papers A, C, D). However, we argue that

13
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for future autonomous vehicle applications, the use of Signal Temporal Logic (STL)
is necessary, due to its ability to provide a metric of satisfaction of a particular safety
specification (See Papers B, E).

2.1 Related Work

The need to formalize traffic rules and patterns, to enable verification, has been
known for decades. One of the first works in the area of translating a legal frame-
work into a formal language was done by Sergot et al. [125], which provided a
formalization of the British Nationality Act. However, legislation vary from coun-
try to country, as a result so do many of the formalizations [118].

A consensus on what rules an autonomous vehicle should follow has been dis-
cussed widely. To this end, the Vienna Convention on Road Traffic Rules [144],
which is an international convention providing a general framework for traffic leg-
islation, has been suggested as a valuable resource for rules that an autonomous
vehicle should follow. The first work made on formalizing this rule set using tempo-
ral logic was done by Rizaldi et al. [116], which was later extended in [87]. Several
works followed this on how to monitor [73] and verify [105] the satisfaction of these
formalized road rules for different applications. Similar efforts were made in [39]
where the authors showed how a standard model checker can be used to verify road
rule compliance of high level behaviors (such as manoeuvres). At the same time,
other efforts on encoding the Vienna Convention on Road Traffic, using other speci-
fication languages were made. For instance, in [118] the authors utilize Higher Order
Logic (HOL) to formalize the traffic rules. This was later extended on in [117], by
providing a specification for online verification by motion planners. However, the
Vienna Convention on Road Traffic is a traffic standard that provides guidelines
for the signing states. As such, there are many local rules that are not represented,
making it not expressive enough for our purposes. Furthermore, there are many
subtle road rules (e.g. “give way to emergency vehicles”) that that might not be
explicitly written. Given the safety-critical nature of the environment in which an
autonomous system need to act, it is essential that the specification language cho-
sen to encode its behaviour is able to express the full range of possible rules, both
obvious and subtle. It is for this reason that work into the use of STL has seen
increasing interest in the past few years [82, 86, 114]. This trend is also reflected
in research into the modeling of traffic rules. For instance, Hekmatnejad et al. [58]
provide a formalization of the Responsibility-Sensitive Safety (RSS) model. RSS
provides a guideline for rules that autonomous vehicles should follow in order to
ensure safety in traffic. The intuition behind the rule set is that if all vehicles would
follow it, then safety would be guaranteed. The RSS model has received increasing
interest as a safety paradigm for autonomous vehicles.

A vehicle’s driving maneuver can be defined as feasible and drivable if it can be
safely performed in a specific traffic situation and is conforming to the road traffic
rules [46]. However, due to the complexity of deciding what a feasible maneuver is,
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there are a wide variety of approaches that deal with this problem, ranging from
how the knowledge-representation is handled, to how the decision making itself is
performed [31]. TL approaches explicitly encode road rules in order to guaran-
tee adherence to legislation and safety standards in traffic [24, 58, 87, 94, 116].
Similarly, there are also approaches that utilize carefully handcrafted rulebooks
to produce desired behaviors of autonomous vehicles [26]. Alternative approaches
work with ontologies as a means to ensure safety by constructing explicit knowledge
representations. However, the encoding is usually not of specific road rules, but of
context [12, 22, 26, 60, 115, 153]. These approaches differ from the one employed
in our work, in the sense that behaviour is not synthesized from a knowledge-base
derived from road-rules and behaviour patters, but rather by reacting on inference
provided by the ontology given a specific road context. For instance, a rulebook or
ontology based approach capture the nominal behavior of an autonomous vehicle
in any given context. This differs from temporal logic based approaches, which
capture the road-rules themselves, rather than the preferred behavior. Although
comprehensive, these methods are heavily dependent on the designer of the knowl-
edge base and might not be readily generalizable.

The modeling of road situations, or context, rather than specific rules is a popu-
lar approach when dealing with deciding feasible driving maneuvers. For instance,
several works utilizes fuzzy logic as a way to model driving comfort and safety con-
straints when determining lane change maneuvers [98][107]. As a substitute for traf-
fic context, the authors in [9] implement a support vector machine method to classify
trajectories as “dangerous” or “harmless”. Similarly, risk as a measure to determine
maneuver feasibility has been getting attention in recent years [52][33][135]. Game
theoretical approaches have also been widely used to model safety in autonomous
vehicles. In [3] the authors provides an approach to determine the lane change ma-
neuver that provides maximal comfort while minimizing risk and providing crash
avoidance, by using time to collision (TTC). Similarly, in [102], the authors discuss
an approach that combines a game theoretic model of human behaviour with re-
inforcement learning to provide a driving policy for a set of autonomous vehicles.
Finally, in learning-based approaches, rules and behaviours are inferred without
the aid of an outside expert [70, 95, 154]. However, there are two main drawbacks
to learning-based approaches: 1) correctness, it is challenging to ensure that the
learned policy is correct, 2) diversity, if we look at realistic traffic scenarios, we can
easily realize that they vary hugely from city-to-city and country-to-country. For a
learned policy, this means that it has to be learned and applied to each environment
individually.

In the past couple of years, the work on how to provide safety guarantees to
learned policies has garnered increasing attention [49]. Shielded learning is perhaps
one of the more famous approaches [2]. There are two main approaches to shielding
1) pre-posed shielding, 2) post-posed shielding. In pre-posed shielding, the shield
acts as a filter which removes any state that might cause an unsafe state [61].
In post-posed shielding, the agent provides a prioritized list of actions it wishes
to take, and the shield filters out, or adds additional costs to any action that
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might cause unsafe states. In a similar fashion, in [95] the authors combine deep-
Q network-based reinforcement learning with formal safety verification, in order to
ensure efficient and safe lane changes. Other works take inspiration from traditional
control theory. For instance, in [30] the authors utilize Lyapunov functions in order
to improve the balance between safety and efficiency of the learned policy.

In this thesis, we have focused on formal methods-based motion planning using
automata-based model checking combined with sampling based motion planning.
The purpose for this is to provide guarantees and enable explainability of the de-
cision making systems of autonomous driving. As such, we have not put much
emphasis on the data-driven approaches for motion planning for autonomous ve-
hicles. However, the emergence of shielded learning, is an interesting trend that
might improve the current state-of-the-art in learning-based decision making, by
providing the much needed safety guarantees to the learned policies.

2.2 Temporal Logic Constraints

Linear Temporal Logic is a specification language that is used for the reasoning
of temporal patterns in a system. More specifically, temporal patterns considering
linear time (i.e., each time instance is followed by a unique successor). These
temporal patterns are modeled and evaluated over Kripke structures. Given a set
p = {p1, p2, . . . , pn} of atomic propositions, a Kripke structure is defined as follows:

Definition 1. A Kripke structure is a tuple KS = (Q, I,R, l), where:

• Q = {q1, q2, . . . , qm}, is a sequence of states.

• I ⊆ Q, is a set of initial configurations.

• R ⊆ Q×Q, is a transition relation.

• l : Q → 2p, is the state labeling function where l(qi) = pj describes that the
proposition pj holds in state qi.

A run through such a structure is a sequence of states, starting with an initial
state, q0, q1, . . ., s.t. (qi, qj) ∈ R. Furthermore, a trace, τ , is a labelled run s.t.
τ = l(q0), l(q1), . . .. The satisfaction of an LTL formula, ϕ, by a trace τ is denoted
as τ |= ϕ.

Syntax: LTL is defined recursively according to the following grammar:

ϕ ::= p | ¬ϕ | ψ1 ∧ ϕ2 | ϕ1 ∨ ϕ2 | Xϕ | Fϕ | ϕ1Uϕ2 | Gϕ. (1)

The boolean connectives used for the grammars in this work are listed in Tab. 2.1.
The temporal aspect of LTL is formalized in the temporal operators: neXt, X,
eventually (Future), F, Until, U, and always (Globally), G. An intuitive view of
satisfying runs for the temporal operators is illustrated in Fig. 2.1.
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Table 2.1: Boolean Connectives

Symbol Name Truth Table Example

> True / Tautology

p1\ p2 0 1

0 1 1
1 1 1

“This is a thesis”

⊥ False / Contradiction

p1\ p2 0 1

0 0 0
1 0 0

“The sun is square”

p1 ∧ p2 Conjunction / And

p1\ p2 0 1

0 0 0
1 0 1

“This is a thesis and
the sun is yellow”

p1 ∨ p2 Disjunction / Or

p1\ p2 0 1

0 0 1
1 1 1

“This is a thesis or
The sun is square”

p1 → p2 Conditional / Impli-
cation

p1\ p2 0 1

0 1 1
1 0 1

“Cloudy weather
implies The sun is
not visible”

Transportation tasks and safety specifications can be modeled using LTL (See
Paper A for details). For instance, progress has been made to formalize the Vienna
convention of Road Traffic [144] in LTL [116]. However, the semantics of LTL only
allows for “True/False” evaluation of these specifications. This is a drawback when
we consider the necessary traffic behaviors that we wish to model. For instance,
driving 1 km/h and 10 km/h over the speed limit are both a violation of the speed
limit. However, one is arguably safer than the other. As such, it becomes necessary
to investigate other specification languages that can express the properties of LTL,
while also providing some quantitative measure of satisfaction. Signal Temporal
Logic is such a specification language.

Signal Temporal Logic (STL) [88] is an extension of Metric Interval Temporal
Logic (MITL) [6] from the semantic domain (i.e., traces) to real-valued signals. It
generally assumed that the continuous-time signal is over finite length in time. Such
a continuous time signal can be fully represented using a discrete time signal, xn ∈
Rn. MITL in turn is an extension to LTL that can express properties concerning
time between events. Using MITL it is possible to express for instance “Reach
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Next, Xp :
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Until,  p1Up2 :

Always, Gp :

...

...

...

...

Figure 2.1: Diagram of truth evaluation of a sequence of states for each temporal
operator.

position A within 10 seconds”. The mapping from atomic propositions p to real-
valued signals is done using set of predicates M : Rm → B, where a predicate µ is
evaluated as true iff µ ≡ f(x) ≥ 0, where f is a real-valued evaluation function.
To clarify, a predicate is a function that takes in one or more variables and returns
true or false. In contrast a proposition is not a function and takes no variables. It
is either true or false.

Syntax: The syntax of STL [35], is defined similarly as the base LTL case,
except that the atomic propositions are replaced by predicates. Furthermore, an
interval, I = [a, b], a, b ∈ R, with b > a, is also specified:

ψ ::= µ | ¬ψ | ψ1 ∧ ψ2 | ψ1 ∨ ψ2 | ψ1UIψ2 | FIψ | GIψ (2)

Quantitative Semantics: There are two measures of satisfaction provided by
STL. These are the degree of spatial robustness and temporal robustness. Spatial
robustness, relative to a signal x, is denoted by a real-valued function, such that a
formula ψ is satisfied at time t, (x, t) |= ψ, iff ρ(µ,x, t) > 0. The space-robustness
is defined inductively as follows:
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ρ(µ,x, t) =f(x)
ρ(¬ψ,x, t) =− ρ(ψ,x, t)
ρ(ψ1 ∧ ψ2,x, t) = min(ρ(ψ1,x, t), ρ(ψ2,x, t))
ρ(ψ1 ∨ ψ2,x, t) = max(ρ(ψ1,x, t), ρ(ψ2,x, t))

ρ(ψ1U[a,b]ψ2,x, t) = max
t′∈[a,b]

(
min(ρ(ψ2,x, t), min

t′′∈[t,t′]
ρ(ψ1,x, t))

)
ρ(F[a,b]ψ,x, t) =>U[a,b]ψ = max

t′∈[a,b]
(min(ρ(ψ,x, t),∞))

ρ(G[a,b]ψ,x, t) =¬F[a,b]¬ψ = − max
t′∈[a,b]

(min(ρ(¬ψ,x, t),∞))

This denotes the degree of satisfaction of a formula ψ by the signal x. Thereby,
providing a quantitative metric in which it is possible to evaluate how much a given
signal satisfies, or violates, a specification.

Time-robustness is given in two forms: 1) left-time robustness and 2) right-time
robustness. They are interpreted as the duration leading up to time t in which the
formula ψ has been satisfied, or violated, and the duration from time t in which
the formula ψ has been satisfied, respectively. Left-time robustness, θ−(ψ,x, t), of
a signal x, is defined as follows:

θ−(ψ,x, t) =X (ψ,x, t) max
{
d ≥ 0 | ∀t′ ∈ [t− d, t], X (ψ,x, t′) = X (ψ,x, t)

}
,

and right-time robustness, θ+(ψ,x, t), of a signal x, is defined as follows:

θ+(ψ,x, t) =X (ψ,x, t) max
{
d ≥ 0 | ∀t′ ∈ [t, t+ d], X (ψ,x, t′) = X (ψ,x, t)

}
,

where X (ψ,x, t′) = sign(ρ(ψ,x, t)).
Fig. 2.2 provides an example of the evolution of the robustness metrics for a

sample A−B trajectory with constant velocity in an environment with two obsta-
cles. The left-time robustness can be seen to increase the longer the trajectory is
satisfying. However, when violation occurs (t = 1), a discontinuity can be observed
and the metric measures how long the specification has been violated. Similarly,
the right-hand robustness measures how long time there is until violation occurs
(t = 1) , and how long until the specification is satisfied (t = 4). However, the
right-hand robustness limited by the finite length of the trajectory. This can be
seen between t = 4 and t = 5 where it does not indicate duration until violation,
rather for how long we can validate that formula is satisfied.

These three robustness metrics provide spatial and temporal robustness of a
signal to be evaluated and monitored. However, as we are interested in the spatial-
temporal robustness of a signal (i.e., for how long and by how much we are violating
the specification), we need to introduce additional semantics to the standard STL
framework. In Paper B, we investigate how to incorporate such spatial-temporal
specifications into sampling-based motion planners.
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Figure 2.2: Example where a robot travels to a goal location while avoiding two
obstacles. The figure illustrates the three different robustness metrics for a safety
specification G[0,tg ](dist(x, t) − 0.5), that is to say “stay 0.5 m away from any ob-
stacle”.
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distlong(x t)

Figure 2.3: Example from Ex. 1, where the safety specification requires the au-
tonomous vehicle (pink) to stay at least 5 m away from any vehicles ahead of it
(illustrated by the red region in the figure).

Spatio-temporal robustness in STL: Themodified left-time robustness, θ?(ψ,x, t),
is a version of the left-time robustness that only takes into consideration how long
a specification has been violated up until time t. The purpose of this is to preserve
the underlying optimality guarantees of the sampling-based motion planners we use
in this work (See Ch. 3). A requirement for such guarantees, is that the cost func-
tion must be monotone. To ensure this, we define the modified left-time robustness
as follows:

θ?(ψ,x, t) = min(θ−(ψ,x, t), 0). (3)
The spatial robustness is derived from the following weight function:

w(α,A, ρ(ψ,x, t)) =


∞, ⇐⇒ ρ(ψ,x, t) < −α
0, ⇐⇒ ρ(ψ,x, t) ≥ 0
−A
α
ρ(ψ,x, t) ⇐⇒ otherwise.

(4)

Here α ∈ R+ and A ∈ R+ are user-defined parameters that specify the lowest
allowed spatial robustness, and the pace at which the trajectory is being penalized
as it approaches the lowest allowed spatial robustness.

Together, the weight function, w(α,A, ρ(ψ,x, t)), and the modified left-time
robustnes, θ?(ψ,x, t) can be used to provide new semantics for STL:

PΨ(x) = −
∫ D

0
θ?(ψ,x, t)w(ρ(ψ,x, t))dt. (5)

This is the quantitative semantics of the alternative globally operator Ĝ[0,D] (See
Paper B for more details).

Example 1. Consider the scenario outlined in Fig. 2.3. The safety specification
that we wish to formalize is: “maintain at least 5 m longitudinal distance to any
vehicle ahead”. This can be formally stated, using STL with our modified semantics,
as:

Ĝ[0,D] (distlong(x, t) ≥ 5.0) = Ĝ[0,D] (distlong(x, t)− 5.0 ≥ 0) . (6)
Where distlong(x, t), denotes the longitudinal distance to the closest vehicle

ahead at time t. Since we wish to ensure this safety specification throughout the
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mission, the interval we are interested in is I = [0, D], where D denotes the full
mission duration. From the quantitative semantic in Eq. 5, we can see that we have
a high cost trajectory when distlong(x, t) < 0 and θ?(ψ,x, t) < 0, i.e., trajectories
where we move closer than 5 m and we do so for an extended period of time. In the
time instance we consider in Fig. 2.3, since there is no violation, there would be no
added cost to the trajectory.

2.3 Autonomous Vehicle Behaviour

Before humans are allowed to drive in traffic, they require a license. This license
represents the fact that the driver knows and is able to follow the universally agreed
on driving standards that a society has developed. The reason why a license is
necessary is that traffic is very much a collaborative effort, and to facilitate safety it
is necessary that that driving behavior is: 1) predictable, it is necessary that people
are able to roughly predict how nearby drivers will act in the future; 2) respectful, it
is necessary that people are able to trust other drivers to, for instance, give right of
way and not be actively antagonistic (e.g., by driving too close). There are several
frameworks that attempt to provide guidelines for proper behavior in traffic. For
instance, the Vienna convention on Road Traffic [144]. Such standards are rule
sets for how drivers should behave in traffic. In other words, for future autonomous
vehicle systems to find widespread use in traffic, they must follow a similar standard,
in order to ensure trust of humans in traffic and of the predictability of their driving.
This poses two questions: 1) What standard should be followed by AVs? 2) How
can this standard be enforced? In other words, how should an AV behave, and how
can we ensure that the vehicle follows said standard?

First, we might consider what applications that exists for AVs. For instance, we
have personal cars, where the aim is to drive the user from one location to another
as efficiently as possible. We also have public transports, such as busses. These
need to follow along a certain route while stopping to allow passengers on and off.
Of course, regardless of the overall goal of the vehicle, we require it to follow basic
traffic rules. In other words, we have a system where we wish to ensure: 1) “The
vehicle will eventually arrive at the desired destination”, 2) “The vehicle must ad-
here to the road rules that exist in its location”, 3) “The vehicle needs to repeatedly
travel its route”. These three requirements are the properties that are all express-
ible, and verifiable by LTL, namely, Liveness, Safety, Fairness. However, in traffic,
the degree to which a safety property is followed is also of significance. The most
trivial example is that of maintaining the speed limit, where driving 32 km/h on
a 30 km/h road might be acceptable, but driving 60 km/h on the same road most
definitely is not. This contrast can not be measured using LTL. Similarly, con-
sider the Responsibility-Sensitive Safety (RSS) model [128]. This model considers a
lateral and longitudinal safety distances that need to be followed to ensure safety.
Verifying RSS requires the capability to measure continuous signals (e.g., distance
to other vehicles over time). Otherwise, in a scenario where a longitudinal distance
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of 2 m is desired, a 10 cm distance to a leading vehicle might be considered equally
violating as a 1.99 m one.

2.4 Autonomous Vehicle Safety

In the foreseeable future, there will be no point at which there will be no humans
in traffic at any point. As such, the autonomous vehicle must be able to express
a behavior that humans can predict and trust. These behaviors are also an aspect
of safety. In this thesis, we argue that STL is a suitable specification language to
model these behaviors and the required safety standards. In Paper E, we investigate
the problem of modeling driving styles for autonomous vehicles. We show that it is
possible to encode a safety specification, based on the RSS model, that, depending
on the parameterisation of the cost function outlined in Eq. 4, results in driving
behavior that is perceivable by humans as being defensive, neutral or aggressive.
In Paper F, we extend this work and determine a statistically significant relation
between the parameters in Eq. 4 that can be used to generate a parameterisation
that results in a desired driving style.

2.5 Summary

We have discussed how temporal logic is a vital tool for autonomous vehicle devel-
opment, when discussing driving safety and their transportation tasks. We noted
that the properties that are of interest for autonomous vehicle systems, Liveness,
Safety and Fairness, are all expressible and verifiable using Linear Temporal Logic.
However, we also describe how, for certain safety specifications, the semantic for-
malism of LTL is not expressive enough. Instead, we wish to see more research
into STL as a specification language for future autonomous vehicle development.
It remains an open research question on how to merge all three properties into one
specification, while maintaining the same quantitative semantics. For instance, in
Paper B we separate the transportation task and the safety specification, and model
them using LTL and STL, respectively. In our work, we detail how it is possible to
encode and provide behavior that humans can recognize as being different levels of
defensive. Although there is much work still to be done, we show with some initial
work how, it is possible to model human driving styles using STL. To summarize,
to see widespread use of autonomous vehicles in traffic:

• In order to provide safe and predictable behavior for all AVs, they must
follow a unified standard. Otherwise, human-driven vehicles will not be able
to trust, and will avoid collaborating with, these vehicles.

• This standard most be verifiable and interpretable. Similarly to how a hu-
man must show their capability to maintain a reasonable safety standard in
traffic, so too must an AV provide guarantees that ensures their behavior.
Furthermore, should an accident occur, the AVs decision-making must be
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readily available for scrutiny. This is to ensure safety on the road, and trust
between drivers.

• LTL is suitable to express and verify the transportation tasks that we require
for autonomous vehicles. The reason for this is its ability to model and verify
liveness and fairness properties. These properties are necessary for personal
vehicles and public transports.

• STL is expressive enough to model all the safety constraints that we require
for autonomous vehicles. It provides the same expressiveness as LTL. How-
ever, it also provide quantitative semantics that are necessary to differentiate
degrees of violation of road rules.



Chapter 3

Motion Planning

There are several partially autonomous vehicle solutions that are implemented on
cars on the roads today, such as Adaptive Cruise Control [5] and Advanced Driving
Assistance Systems (ADAS) [55]. However, before a fully autonomous system can
see widespread deployment, it is necessary to have a motion planner that is both
safe and efficient. This means that it needs to be real-time capable and that it is
able to find solutions that are satisfying; both in terms of minimizing transportation
delays and enforcing safety specifications.

3.1 Related Work

Recent years has seen several comprehensive surveys on the subject of motion plan-
ning for autonomous vehicles [68, 103, 124]. There are three main categories of
methods for solving the motion planning problem, these are: 1) Decompositional
methods, 2) Optimization-based approaches, 3) Randomized approaches.

The first class of methods, decompositional methods, attempt to abstract the
search space of the motion planner in order to find a motion plan. There are
several representations used to model this abstraction, such as, cost maps [97],
state lattices [93, 151], Voronoi graphs [50, 77] and occupancy grids [152]. What
these methods all have in common is that they can take advantage of the highly
structured environment of road networks. Therefore, they can be both efficient
and simple to implement. However, their strength is also a limitation, as the
abstractions might not always be fine enough to represent the necessary motion to
satisfy the safety constraints. As such, it is possible that a motion planner utilizing
these approaches fail to find a solution, or provides a suboptimal one.

The second class of methods deals with constrained possibly non-linear con-
tinuous optimization. Also called variational methods, or trajectory optimiza-
tion, attempts to formulate a non-linear optimization problem that is solvable
using existing non-linear optimization methods. Works that fit into this cate-
gory utilize, for instance, control barrier functions [18, 119], model predictive con-

25



26 CHAPTER 3. MOTION PLANNING

trol [8, 43, 64, 83, 113] and reachability analysis [91, 104, 105]. The strength of
these approaches lies in the smoothness of the resulting trajectories, which is an
important factor for the driving comfort and perceived safety. However, unless in
special cases, such as when transformed to a convex optimization problem [91],
these methods generally provide locally optimal solutions.

The final class of methods, Randomized approaches, tries to alleviate the prob-
lem that occur in decompositional methods, by attempting to find a sequence of
states that makes up a trajectory, rather than a manoeuvre. Thereby, making it
possible to provide guarantees on the optimality of the resulting solution. The
goal of these planners is to find a feasible trajectory, if one exists, provided enough
computational resources. An important property used for these approaches is prob-
abilistically complete. This term is used for algorithms that find a solution, should
one exist, with a probability that tends to one as time reaches infinity. Some of
these algorithms are also asymptotically optimal, refering to the fact that the solu-
tion converges to an optimal solution, given enough computational resources. This
also means that for applications with limited resources, such as safety-critical ap-
plications, these solutions generally tend to be locally optimal in more complex en-
vironments. The most commonly known algorithms within this category are Prob-
abilistic Roadmaps (PRM) [69] and Rapidly-exploring Random Trees (RRT?) [65].
The strength of these approaches is the optimality guarantees that they provide.
However, their main weakness is the computational resources necessary to provide
optimal solutions. As such, there are many works that attempt to find more efficient
versions of the base algorithms. For example, , PRM? [66], RRTX [101], RRT# [13],
Informed RRT? (IRRT?) [47], Fast Marching Trees (FMT)? [62], Batch Informed
Trees (BIT?) [48].

In our work¸ we mainly work with RRT? and its extensions, RRTX (See Paper
C) and IRRT? (See Paper D). The motivation for this is the optimality guarantees
that they provide, and the fact that they are able to explore large state-spaces
without being prone to converge to local optimal solutions.

Learning-based approaches has seen explosive growth in all areas relevant to
robotics, from perception to motion planning and control. Many approaches pro-
pose end-to-end solutions for autonomous driving [7, 32]. However, for safety-
critical applications, this poses an issue as guarantees are needed, and interpretabil-
ity a priority [92]. To deal with these problems, an emerging field of research within
the learning community is that of shielded learning [2].

One of the major benefits of using data-driven approaches for motion planning
in autonomous vehicles, is that it allows for end-to-end solutions. These end-to-end
solutions take as input, for instance, destinations and sensor readings, and provide
direct control outputs [11]. The motivation behind such approaches is that they
can provide more human-like behaviour, without the need for direct formalization
of behaviours and road rules. For instance, in [10, 20] the authors propose an
approach using policy-gradient reinforcement learning (RL) to achieve end-to-end
driving. Similarly, Amini et al. [7], using reinforcement learning, introduces a data-
driven training engine that leverages trajectories gathered from human drivers to
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Figure 3.1: Example of conflicting constraints. The vehicle has encountered an
obstacle in the lane (i.e., road work), but the solid lines indicate that no overtaking
is allowed on this road. If we utilize strict constraints, the vehicle will not be able
to find a satisfying solution.

provide end-to-end driving that is able to generalize to previously unseen scenar-
ios. However, safety guarantees and interpretability are an issue for many learning
approaches, which limits their practical applicability. To solve part of this issue
Wang et al. [147] proposes a framework predicting semantic maps that can be used
for trajectory optimization. These maps provide interpretable information for the
user.

3.2 Motion Planning for Autonomous Vehicles

Thus far we have introduced general motion planning approaches for AV applica-
tions, as well as, how traffic constraints can be modeled using temporal logics. In
this work, we investigate how we can provide formal guarantees for AV applications.
As such, how these two fields can be merged is of prime importance.

In the seminal works [41, 42], the authors propose approaches for generating
continuous trajectories that satisfy an underlying LTL specification by first finding
discrete motion plans that can then be translated to continuous trajectories using
hybrid control techniques. These approaches were later also extended to the realm
of sampling-based motion planning [21, 67]. Using these types of approaches, it is
possible to provide formal guarantees on the resulting motion plans. However, in
certain situations it is possible to have conflicting safety specifications. Consider
the situation in Fig. 3.1, in order to finish its transportation task, the vehicle
must overtake an obstacle. However, the solid lines indicate that no overtaking
is allowed. In situations like these, it is necessary to be able to prioritize certain
safety specifications and choose the one(s) that is maximally satisfying. With strict
constraints, this would be an infeasible synthesis problem. The problem of control
synthesis in situations of unrealizable constraints, has garnered some attention over
the last decade [25, 40, 112].

The notion of least-violating motion planning stems from the research field of
control synthesis in scenarios with conflicting constraints. Several different ap-
proaches to solving the problem of control synthesis with unrealizable constraints
were proposed. Some work on the specification itself, to repair [40, 51, 72] it in
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order to avoid violation, while keeping it as close to the original specification as
possible. Other works, such as Raman et al. [112], provide monitoring approaches
that attempt to identify the unrealizable segment of the specification, in order to
provide feedback to the designer. Similar to the work outlined in this thesis are the
ones that investigate the minimum constraint removal problem [56, 71], which aims
to find the minimal set of constraints that is necessary to remove in order to ensure
a satisfying motion plan. However, this also means that the resulting specification
will not remain the same. This might be an issue in certain safety-critical situa-
tions where the specification must remain the same, such as for autonomous vehicles
where the road rules remain regardless of the situation. In these cases, it is neces-
sary to weigh which road rule should be violated and which should be prioritized in
order to ensure safety for all traffic participants. This leads us to the approach that
we use in this thesis, which is least-violating motion planning. The least-violating
framework that we utilize was developed over several works [25, 142, 143, 145].

3.3 Least-violating motion planning

In the seminal work [25], the authors propose a controller that minimizes the vi-
olation of an encoded safety specification. The approach combines ideas from
sampling-based motion planners and automata-based model checking to find the
controller that minimizes safety violation. This approach was extended in [142, 143]
with more complex mission specifications, as well as, support for mobility-on-
demand scenarios. As opposed to traditional sampling-based motion planning ap-
proaches, this framework allows the autonomous vehicle to prioritize safety con-
straints based on the situation it finds itself in [150]. In [145] this framework was
extended to include the full planning hierarchy, including routing and motion plan-
ning models for a mobility-on-demand scenario.

These approaches provide the foundation for the work in this thesis. However, as
they explore the theoretical foundations of least-violating motion planning, there
is still a need for more research into extending this framework to be practically
applicable on an autonomous vehicle.

The least-violating motion planner that we use in this work, attempts to solve
the following:

arg min
x

D(x) + PΨ(x), s.t.x ∈ R,∀t ∈ Tn (7)

where D(x) is the duration of the trajectory, x, and R is the workspace defined by
the road net. In the case where strict satisfaction of the safety specification Ψ can
be ensured, the problem becomes a standard shortest path problem (PΨ(x) = 0).

There are two main drawbacks to the current least-violating motion planner
framework, each of which can be traced from the formal methods and sampling-
based motion planning techniques used. 1) Scalability, formal methods suffer from
state-space explosion [106]. This means that when you attempt formal verification
of a system, the complexity of the required model increases with the complexity of
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the system. To verify an extremely complex system, such as an AV in traffic with
many other vehicles and many constraints, you need an extremely complex model.
This causes an issue when, for instance, multiple vehicles need to be controlled. 2)
Termination criteria, sampling-based motion planners generally depend on resource
constraints (e.g., time or number of samples drawn) in order to determine when
to stop searching for a solution. This causes two issues. Firstly, there are no
formal guarantees on the existence of a solution when you terminate (i.e., you
might stop when there is a solution, or continue searching when there is none).
Secondly, due to the safety-critical nature of the application, it is important to
use the computational resources efficiently. Therefore, methods that can guide the
sampling towards areas where a solution has been shown to exist, can be beneficial
to the overall computational complexity.

In Paper A, we attempt to deal with the first problem by providing a solution
that perform planning in a subset of the workspace, in order to provide scalability
with regards to the number of vehicles in the road. In Paper D, we investigate the
second problem, by providing formal termination criteria, using path non-existence
verification, that can be used for sampling-based motion planners. Furthermore, we
show how this approach can be used to improve the least-violating motion planning
framework, by providing information regarding which specifications can be strictly
guaranteed. In Paper B, we show how the quantitative semantics of STL (See
Chapter 2) can be used to calibrate the importance of efficiency and perceived
safety when deciding the resulting trajectory. This allows the user to decide to
prioritize the perceived safety over efficiency, or vice versa, or if it would prefer a
balance between them. These works show how the least-violating motion planning
framework can be extended to provide a more efficient and flexible approach to
motion planning for autonomous vehicles.

3.4 Summary

There are several different viewpoints when working with motion planning in au-
tonomous vehicles. In this work, we show that least-violating motion planning
provides a good balance between perceived safety and efficiency. Furthermore, us-
ing the methods we propose in this thesis, it allows the user to actively choose
this balance. For instance, a public transport system might be calibrated to be
more defensive than the average driver, while a personal car might be fine tuned
to its owners preferences. This provides unique abilities that, with some additional
research, can be implemented in our framework. For instance, in our work we have
mainly utilized our approach to find the maximally satisfying solution in terms of
violating the safety specifications. However, it is also possible that this can be ex-
tended to short-term horizon choices. For instance, consider the scenario where an
emergency vehicle must pass on a crowded highway. This scenario poses a unique
problem for the autonomous vehicle: where should I choose the goal position to be
to ensure a safe veering maneuver, while minimizing delays to the overall mission?
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This problem has not been explored to any great extent in the motion planning
literature. We argue that our approach could be adapted for just such a scenario.
To summarize:

• Trajectory optimization is a good way of efficiently finding satisfying trajec-
tories. However, they often follow strict constraints and can have trouble
with the frozen robot problem. Ultimately, current optimization approaches
are not flexible enough to provide the behavior required to both ensure safety
and display human driving styles.

• Decompositional methods provide simple and efficient motion plans. How-
ever, there are inherent risks in that the abstractions used are too course to
accurately model the necessary behaviors for autonomous vehicles.

• Data-driven approaches provide strong arguments for their viability for au-
tonomous vehicles. However, the interpretability issues and lack safety guar-
antees, make the current data-driven approaches infeasible for use in au-
tonomous vehicles.

• Least-violating motion planning provides a good balance between trajectory
safety and efficiency. Future work can give the AV ability to maneuver
flexibly in unsatisfying situations, while also providing safety guarantees.
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Humans In Traffic

An AV must be able to interact and plan around other dynamic agents and humans
in the environment. This mixed-traffic scenario adds another layer of complexity on
the problem of motion planning for autonomous vehicles. We have identified two
main approaches regarding how to interact with humans in mixed-traffic settings:
1) viewing the problem as a planning under uncertainty problem [14, 17]. In this
approach, the motion planner mainly concerns itself with predicting the motion and
position of a human over a time-horizon. The benefit of these approaches is that it
fits well into the traditional motion planning framework, and many powerful tools
exists, such as POMDPs. The main drawback is that they generally produce de-
fensive behavior, which is susceptible to the freezing robot problem. 2) Attempting
to collaborate and interact with the human, for instance by gathering information
about the human’s internal state [120, 121]. This viewpoint has garnered increas-
ing attention thanks to the recent progress in the field of Human-Robot Interaction
(HRI). The benefit of this approach is that they allow the robot to be more human-
like in its behavior, and might be less conservative than otherwise would be possible.
The drawback is that it requires a model of the human’s behavior that is accurate
enough to predict the outcome of an action in an interaction.

4.1 Related Work

For autonomous vehicles to be realizable in actual traffic scenarios, it is necessary
for them to be able to accurately predict the motion of other agents (e.g. vehi-
cles and pedestrians) in the environment. In general, traditional motion planners
view humans in the environment as moving objects whose movements need to be
predicted and taken into consideration when planning a motion [14, 16, 27]. How-
ever, recently the growing field of HRI, has provided insight into the dynamics
between humans and vehicles, and how this needs to be taken into account when
planning [120, 121]. This field is also highly relevant for the development of au-
tonomous vehicles, as human-agent collaboration and trust is a vital component
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for any future AV system. There are two main components of HRI research that is
of interest for this thesis: 1) research into driving styles for autonomous vehicle, 2)
research into how AVs and Humans interact in traffic.

Intention-aware Motion Planning

The topic of human-driven vehicles as dynamic obstacles can be divided into two
different sub-fields 1) deterministic approaches, 2) stochastic approaches. The first
sub-field, includes trajectory optimization approaches, such as convex optimization
with reachability analysis [73, 104] and control synthesis [1]. In the second sub-field,
the most widely used tool is the POMDP [14, 16, 17, 27, 59]. In this sub-field we
also consider the many learning approaches that has been proposed in recent years.

Stochastic approaches attempt to minimize the likelihood of an unsafe manoeu-
vre being performed by the vehicle. To do this, it is necessary to provide a distri-
bution over the likely future states of an agent. The most widely used method to
achieve this is by utilizing POMDPs [27]. For instance, by modeling the intention
of an agent as the uncertain variable [14, 16, 17, 59, 84, 126]. As solving a POMDP
exactly is intractable, many implementations employ heuristic solvers such as SAR-
SOP [75] or DESPOT [131]. Song et al. [132] propose an approach that utilize a
Hidden Markov Model (HMM) to model the uncertain intention of other agents in
the environment. The downside to these approaches is that no formal safety guar-
antees can be provided to the underlying motion planner. Probabilistic guarantees
can be provided, however, these are rarely realistic for real-life applications [28].

On the other hand, deterministic approaches may provide formal guarantees.
However, they are computationally complex, especially when considering a large
rule set [73]. Koschi et al. [104] provide an approach for set-based prediction of
pedestrian motion in traffic, with formal guarantees on safety. Traditionally, con-
trol synthesis approaches in dynamic and partially unknown environments, rely
on replanning when the original plan becomes unfeasible [89]. In [1], the authors
propose an approach that provides alternative motion plans with certificates of
task infeasibility, which describe under which assumptions the specific motion plan
holds.

The area of intention-aware motion planning has also benefited from data-driven
approaches. Here too, the end-to-end paradigm provides improvements by be-
ing able to take into account information from several sources, such as head pose
and various sensor readings [123], to provide an estimate that is more flexible and
less conservative than many formal methods based approaches. Furthermore, as
the modeling of the relationship between intent and action is not trivial, these
types of approaches can alleviate this problem by providing a data-driven alterna-
tive [80, 99]. Similarly, Völz et al. [146] show how quantile regression can be used
to take into account the variability of pedestrians in traffic, when predicting their
future behaviour. Lütjens et al.[85] propose the use of Monte Carlo Dropout in a
reinforcement learning framework to deal with the same problem. Although, these
approaches remove the need for formalization of complex behaviour patterns, they
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also suffer from the lack of safety guarantees. This is something that is vital for
safety-critical applications, such as autonomous vehicles.

The field of intention-aware motion planning is an interesting one, given its
wide scope that encompasses many different approaches, from formal methods and
control synthesis, to learning. Furthermore, it is one of the necessary component
of a real-time application of an autonomous vehicle.

Human-Robot Interaction

Driving styles can be seen as emergent behavior from humans in traffic. Research
into the phenomenon [139] has identified different types of driving, such as: reck-
less and careless driving, anxious driving, angry and hostile driving, and patient
and careful driving. Although, these driving styles are mostly directed towards
human drivers, they may be associated with driving style preference for AVs as
well [133]. For example, braking and acceleration parameters can strongly af-
fect perceived comfort [122]. In our work, we are interested in the spectrum
of Aggressive-Defensive driving [19], as this is well suited for our least-violating
paradigm. However, there is no clear consensus on how these driving styles should
be encoded. Some approaches have proposed learning-based frameworks to learn
human driving patterns [57, 74]. However, these approaches lack both guarantees
and generalize poorly.

There has been some initial works by Sadigh et al. [120, 121, 134], on how to
leverage the effect of human actions during motion planning, in order to, for in-
stance, gather information about the internal state of the human. For instance,
Sadigh et al. [120, 121] provide a framework which allows the robot to plan while
taking into account human traffic participant’s driving behavior, thereby provid-
ing an agent that is able to coordinate and implicitly collaborate with the human.
These approaches utilizes data-driven methods [120, 121] in order to represent the
behavior of humans over a time horizon. Data-driven methods, however, lack the
safety guarantees necessary in order to deploy them without extensive empirical
testing [28]. Furthermore, game theoretical approaches are generally computation-
ally complex and lack the flexibility necessary to express specific driving styles
without utilizing several different models. Other approaches deal with the problem
of humans in traffic from a game theoretical point of view. For instance, in [45, 134]
the authors propose a hierarchical game-theoretic framework for real-time trajec-
tory optimization with human agents in the environment. However, solving dy-
namic games is computationally expensive, and many approaches need to rely on
simplified dynamics to provide such real-time performance.

Given the importance to both provide safety guarantees and a comfortable driv-
ing experience; work that falls within the multidisciplinary category of HRI and
formal methods will be highly relevant for any future AV application.
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4.2 Intention-awareness

Single vehicle intention-aware motion planning is a type of planning under uncer-
tainty where the uncertainty stems from the underlying intention of a human. The
problem is a complex one, since there is no way to “measure” the intent of an
individual. Furthermore, what can be measured, e.g., speed and position, often
relies on noisy sensors. POMDP provide a powerful framework for modeling un-
certainty and predicting the unobservable state (i.e., intent). However, since it is
a stochastic model, the resulting prediction lacks formal guarantees. Furthermore,
solving a POMDP exactly is intractable for many realistic applications. As such,
implementations have to rely on heuristic solvers. An alternative approach to this
problem is using reachability analysis to model the possible motion and position
of a human [73]. This approach can provide safety guarantees as it maintains an
exact subset of the workspace in which the human could be over a specific time
horizon. The downside to this approach is that it requires either an accurate or
over-approximate representation of the dynamics of the human in order to get this
reachable set. An accurate representation is not trivial to get, as human motion can
be both abrupt and highly context dependent, while an over-approximate model
produces conservative behavior. Finally, there are data-driven approaches, for in-
stance using conditional random fields [99, 123] or deep-learning [80]. However,
similarly to POMDP approaches, these methods do not have any formal guar-
antees on their prediction. Furthermore, the interpretability of artificial neural
networks is still an open question that makes the current approaches unsuitable for
safety-critical applications such as autonomous vehicles.

In this thesis, we have investigated how the problem of intention-aware motion
planning fits into the least-violating motion planning framework. Our aim is to
relax the deterministic assumptions from previous work (see Paper A) on least-
violating motion planning, while still maintaining formal guarantees on the resulting
motion plan. Paper C represents the first attempt that we did on the subject.
We utilize Mixed Observable Markov Decision Processes (MOMDP) to model the
uncertain intention of other agents in the environment. This allowed us to take
into consideration future motion of the agent, and plan around it. The benefit of
this approach was that it maintained the properties of our previous least-violating
motion planner, while also including the uncertainty that stems from human-driven
vehicles. However, the approach is still conservative in order to maintain the safety
guarantees. The benefit of our approach is that we are able to generate trajectories
that are least-violating with respect to the safety specification, while providing
probabilistic guarantees on collision avoidance in a dynamic environment. However,
there is much work still left to be done in how to incorporate noisy sources into the
environment while maintaining formal safety guarantees. For instance, by using
probabilistic verification methods [149].
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4.3 Human Representations and Modeling Safety

In the foreseeable future, there will not be a point in time were there will be no
vehicles driven by humans. This is simply because the interest in cars as a hobby
is so widespread that it is unreasonable to assume that this will cease to be in
the future as well. There might be areas that limit human drivers (e.g., in urban
areas in order to reduce pollution and the amount of traffic). However, given
that there will be situations where fully autonomous vehicles must coexist with
humans, future applications must consider how to interact and collaborate with
human drivers in traffic. The reason for this is the fact that traditional motion
planning approaches to this problem are too conservative, and will not be efficient
in future AV implementations. This can be seen in studies where humans take
advantage of the defensive nature of the AV in order to get ahead or jaywalk [96].
Therefore, the vehicle needs the ability to more intelligently interact with other
drivers in the scene. In order to provide the ability to collaborate with a human, it
is necessary to accurately model the influence an action has on it. However, this is
not a trivial thing as the behavior of a human is complex and varies from person
to person, and situation to situation [139]. Furthermore, each individual’s behavior
changes over time and depends, in part, on its current mood [136]. In other words,
the effort to model this type of behavior for autonomous vehicle system is complex,
as it does not only rely on explicit traffic rules, but also on context. Furthermore,
the road user’s behavior is not necessarily static, but might vary over time.

In this thesis, we argue that least-violating motion planning, combined with the
quantitative semantics of STL is both flexible enough to provide several driving
patterns using one general safety specification, and expressive enough to formalize
the safety specifications necessary to ensure safety. We demonstrate this in Papers
E, F, where we are able to generate trajectories that are perceivable by humans to
be on the defensive-aggressive spectrum. How well a certain trajectory adheres to
driving style can be measured using several different features, such as “distance to
lead car” [19]. In Paper E, we show that the powerful semantics of STL is able to
express safety specifications that accurately model these features (See Paper E). In
this way, we can create a comprehensive set of safety specifications that together
with the least-violating motion planning framework can represent a driving style
that can be perceived as more, or less, defensive.

The aim of this thesis is to provide safety guarantees for motion planning using
least-violating motion planning. With mixed-traffic scenarios in mind, modeling
safety is not only road rules, but also behavior that is conducive to safety in traffic.
For instance, by ensuring that the autonomous vehicle’s behavior is predictable and
trustworthy in the eyes of humans in the scene. To do this we must model driving
styles, as well as, traditional safety specifications. In our work, we argue that STL
allows us to express driving styles on the spectrum of aggressive-defensive [139]. In
Paper E, we are able to show through the use of an online study, that this method
can provide motion plans that are recognizably defensive or aggressive.
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4.4 Summary

For future autonomous vehicles to be fully functional in mixed-traffic scenarios they
must be able to reliably predict other traffic participants movements, and also plan
efficiently around them. In this thesis, we have investigated how least-violating
motion planning can be used to provide planning in uncertain environment, as
well as, how it might be used to model more human-like driving styles. Much
work still remains in both of these areas, and we have only provided the first
steps to how this can be done. However, we have shown that the least-violating
motion planning framework is flexible enough to incorporate both more traditional
planning strategies, such as POMDPs, as well as, more recent approaches that are
more closely related to HRI. To summarize:

• There will never be a point in time without humans in traffic. As such,
mixed-traffic scenarios must be considered for autonomous vehicle applica-
tions. Otherwise, AVs will display too defensive driving styles and become
susceptible to the freezing robot problem.

• In Paper E we demonstrate how our proposed quantitative semantics for
STL can be used to model driving styles that can be perceived as defensive,
neutral or aggressive. In Paper F we show how we can parameterise our cost
function to produce these different driving styles.

• The least-violating framework is flexible enough to be combined with tra-
ditional probabilistic approaches to provide probabilistic safety guarantees
in mixed-traffic scenarios (See Paper C). Although, there is still work to be
done, this approach provides support for least-violating motion planning in
complex dynamic environments.

• The strength of our approach, lies in the fact that several different driving
styles can be modeled using a single comprehensive safety specification, by
varying the calibration of the cost function (See Chaper 2 and Papers B, E,
F). Thereby, providing an approach that is more readily generalizable than
comparable motion planning strategies.



Chapter 5

Paper Summary

A Multi-Vehicle Motion Planning for Social Optimal
Mobility-on-Demand.

Paper Outline

This paper presents an approach for integrated route and motion planning that uti-
lizes local search-spaces, so called bubble spaces, to resolve situations with potential
collisions in situations with multiple autonomous vehicles. The paper focuses on
the situation where a fleet of AVs operate in a road network with a set of road
rules, encoded in scLTL. We focus on the associated motion planning problem that
trades-off the demands’ delays and level of violation of the rules of the road to
achieve social optimum among the vehicles. The proposed approach performs joint
planning only for lead vehicles in the conflict and use queue scheduling for the re-
maining cars. We show how the proposed approach achieves scalability with respect
to the number of cars in the road. Furthermore, a framework for storing previously
resolved conflict situations is proposed, which can be use for quick querying of
joint motion plans. We show the mobility-on-demand setup and effectiveness of the
proposed approach in simulated case studies involving between 3− 10 AVs.

Contribution by the Author

Concept, method and implementation were all done by the author. The writing
was shared with C-I. Vasile and J. Tumova.
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B Sampling-based Motion Planning with Temporal Logic
Missions and Spatial Preferences

Paper Outline
In this paper we propose a new spatial-temporal quantitative semantic for STL,
that allows the user to set a preference for mission efficiency against safety by cal-
ibrating a set of parameters in our proposed space-time robustness. Our approach
determines the cost of a motion plan through the use of this robustness measure.
We show several case studies that illustrate how we can satisfy a set mission and
asymptotically minimize the violation of a set of safety specifications encoded in
STL.

Contribution by the Author
Concept, method, implementation and writing were shared with FS. Barbosa.

C Intention-aware motion planning with road rules

Paper Outline
In this work we approach the problem of intention-awareness for least-violating mo-
tion planning. We propose an approach that combines the RRTX algorithm with
our previous work in least-violating motion planning while taking into consider-
ation dynamic obstacles constructed from intention of other vehicles in the road.
We utilize Mixed Observable Markov Decision Processes (MOMDP) to model the
intention of other traffic participants. The belief-distribution is then utilized to
construct a dynamic obstacle that satisfies a threshold on the certainty of our pre-
diction. We illustrate the approach on various real-life inspired traffic scenarios.

Contribution by the Author
Concept, method, implementation and writing were all done by the author.

D When to Terminate: Path Non-existence Verification
Improves Sampling-based Motion Planning

Paper Outline
This paper deals with the problem of termination criteria for sampling-based motion
planners. In traditional approaches, termination criteria are in the form of time
limits, or the number of samples drawn. However, this causes performance issues
in cases where no solutions can be found. For instance, if a road is blocked by
construction. To solve this problem, we propose the use of path non-existence
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verification to determine whether or not a solution exists in a given road segment,
and which road rules can be strictly adhered to. We show how we can improve the
performance of a sampling-based motion planner by implementing the proposed
approach in our least-violating motion planner.

Contribution by the Author

Method, implementation and writing were all done by the author. Concept was
developed in collaboration with C-I. Vasile and A. Varava.

E Encoding Human Driving Styles in Motion Planning for
Autonomous Vehicles

Paper Outline

In this paper, we show how least-violating motion planning with STL specifications
can be used to encode driving styles that can be perceived by humans. We en-
code the Responsibility-Sensibility Safety (RSS) rules in STL and implement them
in our least-violating motion planner, using the robustness measure proposed in
Paper B. We utilize a defensiveness score proposed in [19] to rank trajectories gen-
erated using different calibrations of our cost function. These trajectories where
then used in a online study to determine the perceived defensiveness of the tra-
jectories. We could show that the generated trajectories calculated defensiveness
corresponded to the perceived defensiveness of the study participants. The study
included simulations implemented in Carla [36] with four different scenarios, each
corresponding to a challenging road situation that had different possible solutions
of various aggressiveness.

Contribution by the Author

The concept was developed in collaboration with S. van Waveren. The simulation
and motion planning framework was done by the author. The crowd-sourcing study
was done by S. van Waveren. Writing was shared with S. van Waveren.

F Calibrating Human Driving Styles in Motion Planning
for Autonomous Vehicles

Paper Outline

In this journal extension of the approach proposed in Paper E, we close the loop
to the encoding driving style framework to include a method to calibrate our cost
function to generate trajectories of desired defensiveness. We extend our previous
safety specification to more accurately represent the RSS model to include more
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complex vehicle dynamics, such as acceleration and deceleration. We showed us-
ing multivariate statistical analysis a statistical significant correlation between the
parameterisation of the cost function and the resulting defensiveness score. We pro-
vided calibrations for the three driving styles and illustrated the resulting trajectory
and cost map for each driving style.

Contribution by the Author
The concept was developed in collaboration with S. van Waveren. The simulation
and motion planning framework was done by the author. Writing was shared with
S. van Waveren.



Chapter 6

Discussion and Conclusions

The aim of this thesis has been to provide safety guarantees for autonomous vehicle
applications using least-violating motion planning, combined with formal methods-
based verification. We have argued that the least-violating motion planning frame-
work, combined with our STL semantics, is a strong alternative to other motion
planning approaches for autonomous vehicles, such as data-driven or trajectory
optimization approaches. The reason being its unique ability to balance soft and
hard constraints in order to produce a maximally satisfying motion plan. This
is a powerful argument as traffic is such a complex environment that most situ-
ations contain conflicting constraints. Furthermore, the potential to extend this
approach to incorporate various other methods, such as probabilistic approaches
to intention-aware motion planning, is a reason why this methodology should be
further researched. We also argue that temporal logic is a necessary specification
language to provide safety guarantees for autonomous vehicles, given its ability to
model liveness, safety and fairness constraints. We have investigated different TL
fragments such as: LTL and STL. We have found that STL is the ideal specification
language for autonomous vehicle applications, due to its expressiveness and quan-
titative semantics. Finally, we argue that traditional mixed-traffic motion planning
approaches, that rely on hard constraints, are too defensive to be of use in future
applications of motion planning for autonomous vehicles. As such, further research
into how to reliably model human behavior in traffic is necessary. We have provided
initial works into how this can be done, by investigating the use of STL to model
driving styles. We believe that the work outlined in this thesis provides a promising
start towards modeling and verifying human behavior in motion planners.

The work presented in this thesis was developed over several years and grew
out of the consideration to provide safety guarantees, using least-violating motion
planning, for autonomous vehicles. To do this we had to consider the various ar-
eas of importance, e.g., multi-agent decision-making, planning under uncertainty,
formalizing road rules and ensuring safety. Each paper was born out of considera-
tion of a missing piece to the autonomous vehicle system and weaknesses that we
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identified through our previous works. Paper A, provided an initial look into the
least-violating framework, and how this can be extended to multi-agent settings.
However, we realized that the deterministic assumptions are unrealistic for future
AV applications. Furthermore, we found that the LTL specifications were not ex-
pressive enough to model, for instance, “stay in the middle of the lane”. Paper
A also showed the necessity to investigate methods to increase the efficiency of
sampling-based motion planners. To solve these problems, we initially continued
with two new projects which resulted in Papers B-C.

In Paper B, we investigate how STL can be used to model safety specifications,
and how its quantitative semantics provide more control over the planner’s resulting
behavior. Paper C, investigated how the least-violating motion planning framework
can be used in scenarios that relax the assumption of determinism in the environ-
ment. After these two projects, we still had in mind the computational complexity
of sampling-based motion planners. This lead us to the project of providing formal
termination criteria, which resulted in Paper D.

Paper B showed how STL is a powerful tool that can be of use in more elab-
orate scenarios with more complex safety specifications. As such, we wanted to
investigate how we can use this tool to model a more complex safety specification.
Furthermore, Paper C resulted in a planner that was overly defensive, which suffered
from the frozen robot problem. This made us investigate how we could potentially
combine the two original research questions of Paper C and B into a more complex
scenario, where STL is used to facilitate planning in uncertain environments. This
resulted in the final stage of this thesis, namely modeling driving behaviors that
are perceivable as either defensive,neutral or aggressive by humans in traffic. The
motivation was that this extension could in the future lead to more collaborative
behaviors between AVs and other road users. This resulted in Paper F, where we
are able to model defensive-aggressive driving styles using a single specification, in
STL, that is inspired by the RSS model.

Our work has shown the flexibility of the least-violating motion planning frame-
work, and how the expressiveness of STL allows for modeling of complex driving
behavior. Throughout our work, we have focused on a holistic view of the au-
tonomous vehicle motion planning pipeline. Rather than focus on a single aspect of
the problem, we have investigated the potential of the least-violating framework to
provide solutions to various problems that exist for motion planners for autonomous
vehicle applications.

Least-violating motion planning as an idea is not a new one, as we have out-
lined in Chapter 3, ??. However, this work provides a holistic view of how the
least-violating framework can be developed to be a strong contender for future au-
tonomous vehicle applications. We argue that the work proposed herein provides
a starting point for connect STL to AV behavior that reflects human preferences
for different driving styles. Throughout our work, we have shown how the least-
violating framework can be improved and extended to various open problem areas
in the motion planning pipeline for autonomous vehicles, such as intention-aware
motion planning. We believe that for future applications of autonomous vehicles,
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the motion planner need to be able to model human-like behavior, in order to
predict and display motion patterns that facilitate safety and trust between road
users. These models need to be verifiable and interpretable in order to support
future legislative efforts, such as providing driving certificates for autonomous ve-
hicles. Furthermore, in order to fully function in traffic, the AV need to be able to
prioritize the violation of road rules in order to determine: medium to short time-
horizon transportation goals, emergency maneuvers and motion plans that satisfy
the overarching transportation task without suffering from the freezing robot prob-
lem.

6.1 Future Work

Thanks to the holistic viewpoint of our research, this thesis opens up several in-
teresting venues of future research. We believe that the following topics are of
particular interest:

Incorporating Road Structure Into the Motion Planner

Traffic is a highly structure environment. Not only due to its many explicit road
rules, but also from the layout of the traffic grid, and roads themselves. Our
current approach does not take the details of the road structure into account when
synthesizing motion plans, only the general road and network layout. However,
incorporating this knowledge, for instance, with road architecture-based sampling,
could drastically reduce the computational complexity of the underlying sampling-
based motion planner. In Paper E, we utilized a mixture of Gaussian distribution
to bias the sampling of lateral position in the road segment. This approach is
significantly reduced the time required to find an initial solution. However, this is
a naive implementation and more intelligent methods could provide more impact
on the quality and complexity of the resulting solution.

Short to medium horizon transportation goals

As we discussed in Chapter 3, the problem of finding short to medium time-horizon
goals is one that could be solved using our approach. One example where this
is of interest is, for instance, when an emergency vehicle is approaching and the
autonomous vehicle must veer to the side in order to give way. Another application
could be where the vehicle finds itself in a high-violation state and needs to find
a new goal in order to remove itself from a potentially hazardous situation. Thus
far, our applications have only considered solutions where the initial state has no
violation and the goal is to find maximally satisfying solution to a specific goal
state. However, the problem of determining how to get out of risky situations is an
open one, and one that is of great interest to the industry.
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Probabilistic Verification

Paper C provided safety guarantees with a probabilistic bound. However, this
type of guarantee is not ideal, as we need a very high threshold in order to ensure
safety [28]. Several different approaches could be used instead, such as probabilistic
verification, or reachability analysis. Similarly to the work by Pek et al. [73, 105],
reachability analysis could be valuable to provide additional safety guarantees to
the least-violating motion planning framework.

Incorporating Trajectory Optimization to the Least-violating Motion
Planning Framework

The strength of sampling-based motion planner lies in its ability to explore large
workspaces and state-spaces. However, they also suffer from a high computational
overhead. Recent works attempt to combine trajectory optimization with sampling-
based approaches, such as BIT? [48] and RABIT? [29]. These approaches attempt
to reduce the global exploitative nature of traditional sampling-based motion plan-
ning methods by combining them with optimization methods. These optimization
methods often struggle to find global optima, but have fast convergence rate. By
combining the two approaches, one can improve the convergence rate of the algo-
rithms and reduce the required resources to find a high quality solution.

Collaboration with Humans

Our final work (See Paper E) provides a first attempt to model human preferences
using STL. However, we have not investigated how this can be extended towards
active collaboration between AVs and other road users. One potential extension
is how the STL semantics can be used to predict outcomes of actions by adding
weight to the outcomes that fit into the safety specification that models a specific
type of driving style. This could potentially fit into shielded-learning framework,
where a post-posed shield could be used to add weight to certain actions based on
the satisfaction of the safety specification.

Incorporating Transporation Tasks in STL

Paper B illustrated how safety specifications can be modeled using STL. However,
we still rely on LTL fragments in order to formalize and verify transportation tasks.
For the full motion planning hierarchy to function, we need two specification lan-
guages. This is not ideal, and future work would require us to look into how this
can be alleviated, by incorporating transporation tasks into the STL semantics.
Alternatively, how to provide quantitative semantics, similar to STL semantics, to
a temporal logic fragment that supports Liveness and Fairness properties.
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Quantitative Semantics over Partial Signals

STL is defined over continuous signals. However, sampling-based motion planners
(as used in this work), provides sequences of states as a trajectory. The quantitative
semantics of STL are not clearly defined for such partial trajectories. More work
need to be done in order to provide fully defined qunatitative semantics for the
least-violating motion planning framework.
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Emilio Frazzoli, and Daniela Rus. Incremental sampling-based algorithm for
minimum-violation motion planning. In 52nd IEEE Conference on Decision
and Control, pages 3217–3224, 2013.

[26] Andrea Censi, Konstantin Slutsky, Tichakorn Wongpiromsarn, Dmitry Yer-
shov, Scott Pendleton, James Fu, and Emilio Frazzoli. Liability, ethics, and
culture-aware behavior specification using rulebooks. In IEEE International
Conference on Robotics and Automation (ICRA), pages 8536–8542, 2019.

[27] Krishnendu Chatterjee, Martin Chmelik, Raghav Gupta, and Ayush Kan-
odia. Qualitative analysis of POMDPs with temporal logic specifications for
robotics applications. In IEEE International Conference on Robotics and
Automation (ICRA), pages 325–330, 2015.

[28] Richard Cheng, Richard M Murray, and Joel W Burdick. Limits of proba-
bilistic safety guarantees when considering human uncertainty. arXiv preprint
arXiv:2103.03388, 2021.

[29] Sanjiban Choudhury, Jonathan D Gammell, Timothy D Barfoot, Sid-
dhartha S Srinivasa, and Sebastian Scherer. Regionally accelerated batch
informed trees (RABIT*): A framework to integrate local information into
optimal path planning. In IEEE International Conference on Robotics and
Automation (ICRA), pages 4207–4214, 2016.



50 BIBLIOGRAPHY

[30] Yinlam Chow, Ofir Nachum, Edgar Duenez-Guzman, and Mohammad
Ghavamzadeh. A lyapunov-based approach to safe reinforcement learning. In
Advances in Neural Information Processing Systems, pages 8092–8101, 2018.

[31] Laurène Claussmann, Marc Revilloud, Sébastien Glaser, and Dominique
Gruyer. A study on al-based approaches for high-level decision making in
highway autonomous driving. In IEEE International Conference on Systems,
Man, and Cybernetics (SMC), pages 3671–3676, 2017.

[32] Felipe Codevilla, Matthias Miiller, Antonio López, Vladlen Koltun, and
Alexey Dosovitskiy. End-to-end driving via conditional imitation learning. In
IEEE International Conference on Robotics and Automation (ICRA), pages
1–9, 2018.

[33] Sébastien Demmel, Dominique Gruyer, and Andry Rakotonirainy. Comparing
cooperative and non-cooperative crash risk-assessment. In IEEE Intelligent
Vehicles Symposium (IV), pages 1007–1013, 2013.

[34] Jyotirmoy V Deshmukh, Alexandre Donzé, Shromona Ghosh, Xiaoqing Jin,
Garvit Juniwal, and Sanjit A Seshia. Robust online monitoring of signal
temporal logic. Formal Methods in System Design, 51(1):5–30, 2017.

[35] Alexandre Donzé and Oded Maler. Robust satisfaction of temporal logic over
real-valued signals. In International Conference on Formal Modeling and
Analysis of Timed Systems, pages 92–106. Springer, 2010.

[36] Alexey Dosovitskiy, German Ros, Felipe Codevilla, Antonio Lopez, and
Vladlen Koltun. CARLA: An open urban driving simulator. In Proceedings
of the 1st Annual Conference on Robot Learning, pages 1–16, 2017.

[37] Hugh Durrant-Whyte and Tim Bailey. Simultaneous localization and map-
ping: part I. IEEE robotics & automation magazine, 13(2):99–110, 2006.

[38] Anne Ellaway, Sally Macintyre, Rosemary Hiscock, and Ade Kearns. In the
driving seat: psychosocial benefits from private motor vehicle transport com-
pared to public transport. Transportation Research Part F: Traffic Psychology
and Behaviour, 6(3):217–231, 2003.

[39] Klemens Esterle, Vincent Aravantinos, and Alois Knoll. From specifications to
behavior: Maneuver verification in a semantic state space. In IEEE Intelligent
Vehicles Symposium (IV), pages 2140–2147, 2019.

[40] Georgios E Fainekos. Revising temporal logic specifications for motion plan-
ning. In IEEE International Conference on Robotics and Automation, pages
40–45, 2011.



BIBLIOGRAPHY 51

[41] Georgios E Fainekos, Hadas Kress-Gazit, and George J Pappas. Temporal
logic motion planning for mobile robots. In IEEE International Conference
on Robotics and Automation (ICRA), pages 2020–2025, 2005.

[42] Georgios E. Fainekos, Antoine Girard, Hadas Kress-Gazit, and George J.
Pappas. Temporal logic motion planning for dynamic robots. Automatica, 45
(2):343 – 352, 2009.

[43] Paolo Falcone, Francesco Borrelli, Jahan Asgari, Hongtei Eric Tseng, and Da-
vor Hrovat. Predictive active steering control for autonomous vehicle systems.
IEEE Transactions on Control Systems Technology, 15(3):566–580, 2007.

[44] Ioannis Filippidis, Dimos V Dimarogonas, and Kostas J Kyriakopoulos. De-
centralized multi-agent control from local LTL specifications. In 51st IEEE
Conference on Decision and Control (CDC), pages 6235–6240, 2012.

[45] Jaime F Fisac, Eli Bronstein, Elis Stefansson, Dorsa Sadigh, S Shankar Sastry,
and Anca D Dragan. Hierarchical game-theoretic planning for autonomous
vehicles. In IEEE International Conference on Robotics and Automation
(ICRA), pages 9590–9596, 2019.

[46] Andrei Furda and Ljubo Vlacic. Enabling safe autonomous driving in real-
world city traffic using multiple criteria decision making. IEEE Intelligent
Transportation Systems Magazine, 3(1):4–17, 2011.

[47] Jonathan D Gammell, Siddhartha S Srinivasa, and Timothy D Barfoot. In-
formed RRT*: Optimal sampling-based path planning focused via direct sam-
pling of an admissible ellipsoidal heuristic. In IEEE/RSJ International Con-
ference on Intelligent Robots and Systems, pages 2997–3004, 2014.

[48] Jonathan D Gammell, Siddhartha S Srinivasa, and Timothy D Barfoot. Batch
informed trees (BIT*): Sampling-based optimal planning via the heuristically
guided search of implicit random geometric graphs. In IEEE international
conference on robotics and automation (ICRA), pages 3067–3074, 2015.

[49] Javier Garcıa and Fernando Fernández. A comprehensive survey on safe
reinforcement learning. Journal of Machine Learning Research, 16(1):1437–
1480, 2015.

[50] Santiago Garrido, Luis Moreno, Mohamed Abderrahim, and Fernando Mar-
tin. Path planning for mobile robot navigation using voronoi diagram and
fast marching. In IEEE/RSJ International Conference on Intelligent Robots
and Systems, pages 2376–2381, 2006.

[51] Shromona Ghosh, Dorsa Sadigh, Pierluigi Nuzzo, Vasumathi Raman, Alexan-
dre Donzé, Alberto L Sangiovanni-Vincentelli, S Shankar Sastry, and Sanjit A



52 BIBLIOGRAPHY

Seshia. Diagnosis and repair for synthesis from signal temporal logic specifica-
tions. In Proceedings of the 19th International Conference on Hybrid Systems:
Computation and Control, pages 31–40, 2016.

[52] Sébastien Glaser, Benoit Vanholme, Saïd Mammar, Dominique Gruyer, and
Lydie Nouveliere. Maneuver-based trajectory planning for highly autonomous
vehicles on real road with traffic and driver interaction. IEEE Transactions
on Intelligent Transportation Systems, 11(3):589–606, 2010.

[53] Iman Haghighi, Austin Jones, Zhaodan Kong, Ezio Bartocci, Radu Gros, and
Calin Belta. Spatel: a novel spatial-temporal logic and its applications to
networked systems. In Proceedings of the 18th International Conference on
Hybrid Systems: Computation and Control, pages 189–198, 2015.

[54] Jaehyun Han, Dongchul Kim, Minchae Lee, and Myoungho Sunwoo. En-
hanced road boundary and obstacle detection using a downward-looking lidar
sensor. IEEE Transactions on Vehicular Technology, 61(3):971–985, 2012.

[55] Martina Hasenjäger and Heiko Wersing. Personalization in advanced driver
assistance systems and autonomous vehicles: A review. In IEEE 20th In-
ternational Conference on Intelligent Transportation Systems (ITSC), pages
1–7, 2017.

[56] Kris Hauser. The minimum constraint removal problem with three robotics
applications. The International Journal of Robotics Research, 33(1):5–17,
2014.

[57] Jeffrey Hawke, Richard Shen, Corina Gurau, Siddharth Sharma, Daniele
Reda, Nikolay Nikolov, Przemysław Mazur, Sean Micklethwaite, Nicolas Grif-
fiths, Amar Shah, et al. Urban driving with conditional imitation learning. In
IEEE International Conference on Robotics and Automation (ICRA), pages
251–257, 2020.

[58] Mohammad Hekmatnejad, Shakiba Yaghoubi, Adel Dokhanchi, Heni Ben
Amor, Aviral Shrivastava, Lina Karam, and Georgios Fainekos. Encoding
and monitoring responsibility sensitive safety rules for automated vehicles in
signal temporal logic. In Proceedings of the 17th ACM-IEEE International
Conference on Formal Methods and Models for System Design, pages 1–11,
2019.

[59] Constantin Hubmann, Marvin Becker, Daniel Althoff, David Lenz, and
Christoph Stiller. Decision making for autonomous driving considering inter-
action and uncertain prediction of surrounding vehicles. In IEEE Intelligent
Vehicles Symposium (IV), pages 1671–1678, 2017.

[60] Michael Hülsen, J Marius Zöllner, and Christian Weiss. Traffic intersection
situation description ontology for advanced driver assistance. In IEEE Intel-
ligent Vehicles Symposium (IV), pages 993–999, 2011.



BIBLIOGRAPHY 53

[61] David Isele, Alireza Nakhaei, and Kikuo Fujimura. Safe reinforcement learn-
ing on autonomous vehicles. In IEEE/RSJ International Conference on In-
telligent Robots and Systems (IROS), pages 1–6, 2018.

[62] Lucas Janson, Edward Schmerling, Ashley Clark, and Marco Pavone. Fast
marching tree: A fast marching sampling-based method for optimal motion
planning in many dimensions. The International journal of robotics research,
34(7):883–921, 2015.

[63] Arthur Juliani, Vincent-Pierre Berges, Esh Vckay, Yuan Gao, Hunter Henry,
Marwan Mattar, and Danny Lange. Unity: A general platform for intelligent
agents. CoRR, abs/1809.02627, 2018.

[64] Nitin R Kapania and J Christian Gerdes. Design of a feedback-feedforward
steering controller for accurate path tracking and stability at the limits of
handling. Vehicle System Dynamics, 53(12):1687–1704, 2015.

[65] Sertac Karaman and Emilio Frazzoli. Incremental sampling-based algorithms
for optimal motion planning. Robotics Science and Systems VI, 104(2), 2010.

[66] Sertac Karaman and Emilio Frazzoli. Sampling-based algorithms for optimal
motion planning. The International Journal of Robotics Research, 30(7):846–
894, 2011.

[67] Sertac Karaman and Emilio Frazzoli. Sampling-based algorithms for optimal
motion planning with deterministic µ-calculus specifications. In American
Control Conference (ACC), pages 735–742, 2012.

[68] Christos Katrakazas, Mohammed Quddus, Wen-Hua Chen, and Lipika Deka.
Real-time motion planning methods for autonomous on-road driving: State-
of-the-art and future research directions. Transportation Research Part C:
Emerging Technologies, 60:416–442, 2015.

[69] Lydia E Kavraki, Petr Svestka, J-C Latombe, and Mark H Overmars. Proba-
bilistic roadmaps for path planning in high-dimensional configuration spaces.
IEEE Transactions on Robotics and Automation, 12(4):566–580, 1996.

[70] Parham M Kebria, Abbas Khosravi, Syed Moshfeq Salaken, and Saeid Na-
havandi. Deep imitation learning for autonomous vehicles based on convo-
lutional neural networks. IEEE/CAA Journal of Automatica Sinica, 7(1):
82–95, 2019.

[71] Kangjin Kim and Georgios E Fainekos. Approximate solutions for the mini-
mal revision problem of specification automata. In IEEE/RSJ International
Conference on Intelligent Robots and Systems, pages 265–271, 2012.



54 BIBLIOGRAPHY

[72] Kangjin Kim, Georgios E Fainekos, and Sriram Sankaranarayanan. On the
revision problem of specification automata. In IEEE International Conference
on Robotics and Automation, pages 5171–5176, 2012.

[73] Markus Koschi, Christian Pek, Mona Beikirch, and Matthias Althoff. Set-
based prediction of pedestrians in urban environments considering formalized
traffic rules. In 21st International Conference on Intelligent Transportation
Systems (ITSC), pages 2704–2711, 2018.

[74] Markus Kuderer, Shilpa Gulati, and Wolfram Burgard. Learning driving
styles for autonomous vehicles from demonstration. In IEEE International
Conference on Robotics and Automation (ICRA), pages 2641–2646, 2015.

[75] Hanna Kurniawati, David Hsu, and Wee Sun Lee. Sarsop: Efficient point-
based pomdp planning by approximating optimally reachable belief spaces.
In Robotics: Science and Systems. Citeseer, 2008.

[76] Morteza Lahijanian, Joseph Wasniewski, Sean B Andersson, and Calin Belta.
Motion planning and control from temporal logic specifications with proba-
bilistic satisfaction guarantees. In IEEE International Conference on Robotics
and Automation, pages 3227–3232, 2010.

[77] Unghui Lee, Sangyol Yoon, HyunChul Shim, Pascal Vasseur, and Cedric De-
monceaux. Local path planning in a complex environment for self-driving
car. In The 4th Annual IEEE International Conference on Cyber Technology
in Automation, Control and Intelligent, pages 445–450, 2014.

[78] Lena Levin. How may public transport influence the practice of everyday life
among younger and older people and how may their practices influence public
transport? Social Sciences, 8:96, 03 2019.

[79] Mikael Levin, Tom Petersen, Krister Sanberg, Florian Stamm, Mats Wiklund,
and Björn Tano. PM 2020:4 Förvärvsarbetandes tillgång till kollektivtrafik,
bilinnehav och reskostnader. 2020.

[80] Shengchao Li, Lin Zhang, and Xiumin Diao. Deep-learning-based human
intention prediction using rgb images and optical flow. Journal of Intelligent
& Robotic Systems, 97(1):95–107, 2020.

[81] Lars Lindemann and Dimos V Dimarogonas. Robust motion planning em-
ploying signal temporal logic. In American Control Conference (ACC), pages
2950–2955, 2017.

[82] Lars Lindemann and Dimos V Dimarogonas. Control Barrier Functions for
Signal Temporal Logic Tasks. IEEE Control Systems Letters, 3(1):96–101,
2019.



BIBLIOGRAPHY 55

[83] Alexander Liniger, Alexander Domahidi, and Manfred Morari. Optimization-
based autonomous racing of 1: 43 scale RC cars. Optimal Control Applications
and Methods, 36(5):628–647, 2015.

[84] Wei Liu, Seong-Woo Kim, Scott Pendleton, and Marcelo H Ang. Situation-
aware decision making for autonomous driving on urban road using online
POMDP. In IEEE Intelligent Vehicles Symposium (IV), pages 1126–1133,
2015.

[85] Björn Lötjens, Michael Everett, and Jonathan P How. Safe reinforcement
learning with model uncertainty estimates. In IEEE International Conference
on Robotics and Automation (ICRA), pages 8662–8668, 2019.

[86] Curtis Madsen, Prashant Vaidyanathan, Sadra Sadraddini, Cristian-Ioan
Vasile, Nicholas A DeLateur, Ron Weiss, Douglas Densmore, and Calin Belta.
Metrics for signal temporal logic formulae. In IEEE Conference on Decision
and Control (CDC), pages 1542–1547, 2018.

[87] Sebastian Maierhofer, Anna-Katharina Rettinger, Eva Charlotte Mayer, and
Matthias Althoff. Formalization of interstate traffic rules in temporal logic.
In IEEE Intelligent Vehicles Symposium (IV), pages 752–759, 2020.

[88] Oded Maler and Dejan Nickovic. Monitoring temporal properties of contin-
uous signals. In Formal Techniques, Modelling and Analysis of Timed and
Fault-Tolerant Systems, pages 152–166. Springer, 2004.

[89] Matthew R Maly, Morteza Lahijanian, Lydia E Kavraki, Hadas Kress-Gazit,
and Moshe Y Vardi. Iterative temporal motion planning for hybrid systems
in partially unknown environments. In Proceedings of the 16th international
conference on Hybrid systems: computation and control, pages 353–362, 2013.

[90] Zohar Manna and Amir Pnueli. The temporal logic of reactive and concurrent
systems: Specification. Springer Science & Business Media, 2012.

[91] Stefanie Manzinger, Christian Pek, and Matthias Althoff. Using reachable
sets for trajectory planning of automated vehicles. IEEE Transactions on
Intelligent Vehicles (IV), pages 1–17, 2020.

[92] Rowan McAllister, Yarin Gal, Alex Kendall, Mark Van Der Wilk, Amar Shah,
Roberto Cipolla, and Adrian Weller. Concrete problems for autonomous
vehicle safety: Advantages of bayesian deep learning. In Proceedings of the
26th International Joint Conference on Artificial Intelligence (IJCAI), pages
4745–53, 2017.

[93] Matthew McNaughton, Chris Urmson, John M Dolan, and Jin-Woo Lee.
Motion planning for autonomous driving with a conformal spatiotemporal
lattice. In IEEE International Conference on Robotics and Automation, pages
4889–4895, 2011.



56 BIBLIOGRAPHY

[94] Noushin Mehdipour, Cristian-Ioan Vasile, and Calin Belta. Specifying
User Preferences using Weighted Signal Temporal Logic. arXiv preprint
arXiv:2010.00752, 2020.

[95] Branka Mirchevska, Christian Pek, Moritz Werling, Matthias Althoff, and
Joschka Boedecker. High-level decision making for safe and reasonable au-
tonomous lane changing using reinforcement learning. In 21st International
Conference on Intelligent Transportation Systems (ITSC), pages 2156–2162,
2018.

[96] Lars Müller, Malte Risto, and Colleen Emmenegger. The social behavior of
autonomous vehicles. In Proceedings of the ACM International Joint Con-
ference on Pervasive and Ubiquitous Computing: Adjunct, pages 686–689,
2016.

[97] Liz Murphy and Paul Newman. Risky planning: Path planning over costmaps
with a probabilistically bounded speed-accuracy tradeoff. In IEEE Interna-
tional Conference on Robotics and Automation, pages 3727–3732, 2011.

[98] Jose E Naranjo, Carlos Gonzalez, Ricardo Garcia, and Teresa De Pedro.
Lane-change fuzzy control in autonomous vehicles for the overtaking maneu-
ver. IEEE Transactions on Intelligent Transportation Systems, 9(3):438–450,
2008.

[99] Satyajit Neogi, Michael Hoy, Weng Chaoqun, and Justin Dauwels. Context
based pedestrian intention prediction using factored latent dynamic condi-
tional random fields. In IEEE Symposium Series on Computational Intelli-
gence (SSCI), pages 1–8, 2017.

[100] Andreas Nüchter and Joachim Hertzberg. Towards semantic maps for mobile
robots. Robotics and Autonomous Systems, 56(11):915–926, 2008.

[101] Michael Otte and Emilio Frazzoli. Rrtx: Asymptotically optimal single-query
sampling-based motion planning with quick replanning. The International
Journal of Robotics Research, 35(7):797–822, 2016.

[102] Dave W Oyler, Yildiray Yildiz, Anouck R Girard, Nan I Li, and Ilya V
Kolmanovsky. A game theoretical model of traffic with multiple interact-
ing drivers for use in autonomous vehicle development. In IEEE American
Control Conference (ACC), pages 1705–1710, 2016.

[103] Brian Paden, Michal Čáp, Sze Zheng Yong, Dmitry Yershov, and Emilio
Frazzoli. A survey of motion planning and control techniques for self-driving
urban vehicles. IEEE Transactions on Intelligent Vehicles (IV), 1(1):33–55,
2016.



BIBLIOGRAPHY 57

[104] Christian Pek and Matthias Althoff. Computationally efficient fail-safe trajec-
tory planning for self-driving vehicles using convex optimization. In IEEE In-
ternational Conference on Intelligent Transportation Systems (ITSC), pages
1447–1454, 2018.

[105] Christian Pek, Peter Zahn, and Matthias Althoff. Verifying the safety of lane
change maneuvers of self-driving vehicles based on formalized traffic rules. In
IEEE Intelligent Vehicles Symposium (IV), pages 1477–1483, 2017.

[106] Radek Pelánek. Fighting state space explosion: Review and evaluation. In
International Workshop on Formal Methods for Industrial Critical Systems,
pages 37–52. Springer, 2008.

[107] Joshué Pérez, Vicente Milanés, and Matilde Santos Penas. Control agents
for autonomous vehicles in urban and highways scenarios. IFAC Proceedings
Volumes, 46(10):120–125, 2013.

[108] Amir Pnueli. The temporal logic of programs. In 18th Annual Symposium on
Foundations of Computer Science (SFCS), pages 46–57. IEEE, 1977.

[109] Arthur N Prior and Per FV Hasle. Papers on time and tense. Oxford Uni-
versity Press on Demand, 2003.

[110] Morgan Quigley, Ken Conley, Brian Gerkey, Josh Faust, Tully Foote, Jeremy
Leibs, Rob Wheeler, and Andrew Ng. ROS: an open-source robot operating
system. ICRA Workshop on Open Source Software, 3, 01 2009.

[111] Patrick Rabbitt, A Carmichael, S Jones, and C Holland. When and why older
drivers give up driving. AA Foundation for Road Safety Research, 1996.

[112] Vasumathi Raman and Hadas Kress-Gazit. Automated feedback for un-
achievable high-level robot behaviors. In IEEE International Conference on
Robotics and Automation, pages 5156–5162, 2012.

[113] Vasumathi Raman, Alexandre Donzé, Mehdi Maasoumy, Richard M Murray,
Alberto Sangiovanni-Vincentelli, and Sanjit A Seshia. Model predictive con-
trol with signal temporal logic specifications. In 53rd IEEE Conference on
Decision and Control, pages 81–87. IEEE, 2014.

[114] Vasumathi Raman, Alexandre Donzé, Dorsa Sadigh, Richard M Murray, and
Sanjit A Seshia. Reactive synthesis from signal temporal logic specifications.
In Proceedings of the 18th international conference on hybrid systems: Com-
putation and control, pages 239–248, 2015.

[115] Ralf Regele. Using ontology-based traffic models for more efficient decision
making of autonomous vehicles. In Fourth International Conference on Au-
tonomic and Autonomous Systems (ICAS’08), pages 94–99. IEEE, 2008.



58 BIBLIOGRAPHY

[116] Albert Rizaldi and Matthias Althoff. Formalising traffic rules for account-
ability of autonomous vehicles. In IEEE 18th International Conference on
Intelligent Transportation Systems (ITSC), pages 1658–1665, 2015.

[117] Albert Rizaldi, Fabian Immler, and Matthias Althoff. A formally verified
checker of the safe distance traffic rules for autonomous vehicles. In NASA
Formal Methods Symposium, pages 175–190. Springer, 2016.

[118] Albert Rizaldi, Jonas Keinholz, Monika Huber, Jochen Feldle, Fabian Imm-
ler, Matthias Althoff, Eric Hilgendorf, and Tobias Nipkow. Formalising and
monitoring traffic rules for autonomous vehicles in Isabelle/HOL. In Interna-
tional conference on integrated formal methods, pages 50–66. Springer, 2017.

[119] Alessandro Rucco, Giuseppe Notarstefano, and John Hauser. Computing
minimum lap-time trajectories for a single-track car with load transfer. In
IEEE 51st IEEE Conference on Decision and Control (CDC), pages 6321–
6326, 2012.

[120] Dorsa Sadigh, Shankar Sastry, Sanjit A Seshia, and Anca D Dragan. Planning
for autonomous cars that leverage effects on human actions. In Robotics:
Science and Systems, volume 2, 2016.

[121] Dorsa Sadigh, Nick Landolfi, Shankar S Sastry, Sanjit A Seshia, and Anca D
Dragan. Planning for cars that coordinate with people: leveraging effects
on human actions for planning and active information gathering over human
internal state. Autonomous Robots, 42(7):1405–1426, 2018.

[122] Svenja Scherer, André Dettmann, Franziska Hartwich, Timo Pech, Ange-
lika C Bullinger, and Gerd Wanielik. How the driver wants to be driven-
modelling driving styles in highly automated driving. In 7. Tagung Fahreras-
sistenzsysteme, 2015.

[123] Andreas Th Schulz and Rainer Stiefelhagen. Pedestrian intention recognition
using latent-dynamic conditional random fields. In IEEE Intelligent Vehicles
Symposium (IV), pages 622–627, 2015.

[124] Wilko Schwarting, Javier Alonso-Mora, and Daniela Rus. Planning and
decision-making for autonomous vehicles. Annual Review of Control,
Robotics, and Autonomous Systems, 2018.

[125] Marek J. Sergot, Fariba Sadri, Robert A. Kowalski, Frank Kriwaczek, Peter
Hammond, and H Terese Cory. The british nationality act as a logic program.
Communications of the ACM, 29(5):370–386, 1986.

[126] Volkan Sezer, Tirthankar Bandyopadhyay, Daniela Rus, Emilio Frazzoli, and
David Hsu. Towards autonomous navigation of unsignalized intersections
under uncertainty of human driver intent. In IEEE/RSJ International Con-
ference on Intelligent Robots and Systems (IROS), pages 3578–3585, 2015.



BIBLIOGRAPHY 59

[127] Susan A Shaheen and Debbie A Niemeier. Integrating vehicle design and hu-
man factors: minimizing elderly driving constraints. Transportation Research
Part C: Emerging Technologies, 9(3):155–174, 2001.

[128] Shai Shalev-Shwartz, Shaked Shammah, and Amnon Shashua. On a formal
model of safe and scalable self-driving cars. arXiv preprint arXiv:1708.06374,
2017.

[129] Santokh Singh. Critical reasons for crashes investigated in the national motor
vehicle crash causation survey. Technical report, 2015.

[130] Stephen L Smith, Marco Pavone, Francesco Bullo, and Emilio Frazzoli. Dy-
namic vehicle routing with priority classes of stochastic demands. SIAM
Journal on Control and Optimization, 48(5):3224–3245, 2010.

[131] Adhiraj Somani, Nan Ye, David Hsu, and Wee Sun Lee. Despot: Online
pomdp planning with regularization. In NIPS, volume 13, pages 1772–1780,
2013.

[132] Weilong Song, Guangming Xiong, and Huiyan Chen. Intention-aware au-
tonomous driving decision-making in an uncontrolled intersection. Mathe-
matical Problems in Engineering, 2016, 2016.

[133] Neville A Stanton and Mark S Young. A proposed psychological model of
driving automation. Theoretical Issues in Ergonomics Science, 1(4):315–331,
2000.

[134] Elis Stefansson, Jaime F Fisac, Dorsa Sadigh, S Shankar Sastry, and Karl H
Johansson. Human-robot interaction for truck platooning using hierarchical
dynamic games. In 18th European Control Conference (ECC), pages 3165–
3172, 2019.

[135] Mark Strickland, Georgios Fainekos, and Heni Ben Amor. Deep predictive
models for collision risk assessment in autonomous driving. In IEEE Inter-
national Conference on Robotics and Automation (ICRA), pages 1–8, 2018.

[136] Heikki Summala. Towards Understanding Motivational and Emotional Fac-
tors in Driver Behaviour: Comfort Through Satisficing. Springer London,
London, 2007.

[137] Liting Sun, Wei Zhan, Masayoshi Tomizuka, and Anca D Dragan. Courte-
ous autonomous cars. In IEEE/RSJ International Conference on Intelligent
Robots and Systems (IROS), pages 663–670, 2018.

[138] Pouria Tajvar, Anastasiia Varava, Danica Kragic, and Jana Tumova. Robust
motion planning for non-holonomic robots with planar geometric constraints.
In The International Symposium on Robotics Research, 2019.



60 BIBLIOGRAPHY

[139] Orit Taubman-Ben-Ari, Mario Mikulincer, and Omri Gillath. The multidi-
mensional driving style inventory—scale construct and validation. Accident
Analysis & Prevention, 36(3):323–332, 2004.

[140] Peter Trautman and Andreas Krause. Unfreezing the robot: Navigation in
dense, interacting crowds. In IEEE/RSJ International Conference on Intel-
ligent Robots and Systems, pages 797–803, 2010.

[141] John R Treat, NS Tumbas, ST McDonald, D Shinar, Rex D Hume, RE Mayer,
RL Stansifer, and NJ Castellan. Tri-level study of the causes of traffic acci-
dents: final report. executive summary. Technical report, Indiana University,
Bloomington, Institute for Research in Public Safety, 1979.

[142] Jana Tumova, Luis I Reyes Castro, Sertac Karaman, Emilio Frazzoli, and
Daniela Rus. Minimum-violation LTL planning with conflicting specifications.
pages 200–205, 2013.

[143] Jana Tumova, Sertac Karaman, Calin Belta, and Daniela Rus. Least-violating
planning in road networks from temporal logic specifications. In ACM/IEEE
7th International Conference on Cyber-Physical Systems (ICCPS), pages 1–9,
2016.

[144] United Nations Economic Commission for Europe. Convention on road
traffic. 1968. URL https://unece.org/fileadmin/DAM/trans/conventn/
Conv_road_traffic_EN.pdf.

[145] Cristian-Ioan Vasile, Jana Tumova, Sertac Karaman, Calin Belta, and Daniela
Rus. Minimum-violation scLTL motion planning for mobility-on-demand. In
IEEE International Conference on Robotics and Automation (ICRA), pages
1481–1488, 2017.

[146] Benjamin Völz, Holger Mielenz, Roland Siegwart, and Juan Nieto. Predict-
ing pedestrian crossing using quantile regression forests. In IEEE Intelligent
Vehicles Symposium (IV), pages 426–432, 2016.

[147] Hengli Wang, Peide Cai, Yuxiang Sun, Lujia Wang, and Ming Liu. Learn-
ing interpretable end-to-end vision-based motion planning for autonomous
driving with optical flow distillation. arXiv preprint arXiv:2104.12861, 2021.

[148] Moritz Werling, Sören Kammel, Julius Ziegler, and Lutz Gröll. Optimal tra-
jectories for time-critical street scenarios using discretized terminal manifolds.
The International Journal of Robotics Research, 31(3):346–359, 2012.

[149] Tichakorn Wongpiromsarn, Alphan Ulusoy, Calin Belta, Emilio Frazzoli, and
Daniela Rus. Incremental temporal logic synthesis of control policies for
robots interacting with dynamic agents. In IEEE/RSJ International Con-
ference on Intelligent Robots and Systems, pages 229–236, 2012.

https://unece.org/fileadmin/DAM/trans/conventn/Conv_road_traffic_EN.pdf
https://unece.org/fileadmin/DAM/trans/conventn/Conv_road_traffic_EN.pdf


BIBLIOGRAPHY 61

[150] Tichakorn Wongpiromsarn, Konstantin Slutsky, Emilio Frazzoli, and Ufuk
Topcu. Minimum-violation planning for autonomous systems: Theoretical
and practical considerations. In 2021 American Control Conference, 2021.
submitted.

[151] Wenda Xu, Junqing Wei, John M Dolan, Huijing Zhao, and Hongbin Zha. A
real-time motion planner with trajectory optimization for autonomous vehi-
cles. In IEEE International Conference on Robotics and Automation, pages
2061–2067, 2012.

[152] Wenda Xu, Jia Pan, Junqing Wei, and John M Dolan. Motion planning
under uncertainty for on-road autonomous driving. In IEEE International
Conference on Robotics and Automation (ICRA), pages 2507–2512, 2014.

[153] Lihua Zhao, Ryutaro Ichise, Yutaka Sasaki, Zheng Liu, and Tatsuya
Yoshikawa. Fast decision making using ontology-based knowledge base. In
IEEE Intelligent Vehicles Symposium (IV), pages 173–178, 2016.

[154] Jian Zheng, Koji Suzuki, and Motohiro Fujita. Predicting driver’s lane-
changing decisions using a neural network model. Simulation Modelling Prac-
tice and Theory, 42:73–83, 2014.





Part II

Included Publications






