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113]. In summary, those databases are user-maintained by networks who seek
to establish peering over IXPs. Hence, hidden, outdated, or invalid entries may
exist that are hard to verify. Furthermore, different data granularity and naming
interpretations make these datasets hard to combine without introducing additional
errors.

Despite these limitations, for every AS connected over the same IXP, a p2p
relation is assigned if the relation was absent from the original CAIDA topology.
The relations of the 353K links that already existed in the original CAIDA AS
relationship dataset (Section 3.2.1) are preserved. This led to an enhanced topology
containing 72K AS nodes and more than 5M links. Intuitively, this decision to
enhance the topology with additional p2p links will create shorter paths that are
closer to reality. However, this may also be an overestimation of reality, as not all
networks peer with each other over the same IXP. Hence, a scaling percentage of
these links is picked to simulate the missing links via IXPs. The results capture
the impact of hijacks for the potential evolution of the Internet to a flatter network
topology [102].

3.2.3 The CAIDA ASRank dataset
The CAIDA ASrank [117] project provides a rank representation of ASes based on
their estimated influence on the global routing system. This data was collected from
Routeviews, RIPE-RIS, and Ark infrastructure using the same procedure as the
AS relationship datasets described in Section 3.2.1. Then, CAIDA calculates the
degree of each AS in the Internet based on the number of ASes in its customer cone
as well as the number of its neighbors. In other words, the rank degree provides
a representation of the importance of that network with tier-1 networks having the
highest degree and stub networks, i.e., networks with a single neighbor providing
transit, having the lowest. For more information on the calculation of ASrank, refer
to [118].

We retrieved the ASrank of each AS from CAIDA’s ASrank online API and
include these rankings in our simulator. We currently utilize this dataset to
extend the number of monitor ASes that report routes to the public route collector
infrastructure. For more information, refer to Section 5.4.

3.2.4 The CAIDA BGPStream Framework
The CAIDA BGPStream∗ is a software framework for live and historical BGP
data analysis [88]. It uses the Routeviews and RIPE-RIS route collectors as data
providers as they traditionally deliver (i) BGP UPDATE dumps every 15 minutes
and 5 minutes respectively and (ii) BGP RIB dumps every 2 hours and 8 hours
∗ Not to be confused with Cisco’s BGPStream monitoring solution
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respectively. Recent improvements of the route collector infrastructure also allow
near real-time report of BGP UPDATE feeds [87]. This data are also accessible via
BGPStream.
Modeling the route collector infrastructure and its peers. The peer ASes (i.e.,
the monitors) of the public infrastructure are identified by using BGPStream to
observe which peers of RIPE-RIS and RouteViews actively report any of their
routes to the route collectors. From one day’s worth of BGP UPDATES (1st of July
2021), the “peer_ASN” attribute was extracted and the identity of 483 unique peer
ASes was determined, 367 of which actively report their routes within 5 minutes.
Those 367 ASes were marked as peers of route collectors in the experimental
topology. It was assumed that peers propagate to the route collectors any route
that they install in their Local RIB, i.e., peers have no outbound filtering restrictions
towards the route collectors∗. Therefore, a hijack is said to be visible to the collector
infrastructure if any peer installs a hijack-crafted route in its Local RIB. If none of
the peers installs such a route, then the hijack is said to be stealthy to the collector
infrastructure, i.e., achieving the goal of our sophisticated hijackers.

3.3 Modeling Choices
This section summarizes the modeling choices that were made for the purpose of
our simulations. This summary includes: (i) the model of the BGP simulator and
(ii) the attack design model & the documentation of the designed hijacks.

3.3.1 The BGP simulator
The Internet simulator is a modified version of the original simulator produced
by Sermpezis and Kotronis [119]. This simulator consists of benign networks that
follow the standard rules of the BGP protocol and hijacker networks that aim to
tweak the RIB entries of benign networks to intercept the traffic directed to the
hijacked network. All of these networks implement an abstract view of the control
plane components of the router as illustrated in Figure 2.2. Those components
include (i) the inbound filtering, (ii) the RIB, (iii) the best path selection, (iv)
the outbound filtering, and (v) the advertisement of the prefix. Each of these
components is addressed in the following paragraphs.

∗ Reality is actually worse for the infrastructure as some peers disclose only partial BGP dumps of their
prefixes.
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Figure 3.1: Overview of how BGP routers are modeled in the simulator.

With regard to inbound filtering, currently all networks in the simulator
implement route origin validation (i.e., RPKI) and the BGP loop prevention
mechanism. The loop prevention mechanism guarantees that no propagated route
will be accepted if the route already contains the ASN of the AS that processes
it. For example, in Figure 2.1 the four networks (Eve, Alice, M1, and N1) form a
cycle. Any route advertisement that Eve propagates to Alice will again be received
by Eve fromN1. However, because Eve observes its own ASN in the AS path of the
advertised route, Eve filters out this advertisement due to BGP’s loop prevention
algorithm. Our hijackers exploit this algorithm by announcing carefully engineered
AS paths that neither the hijacker nor the other networks actually received. When
such networks are included in the engineered announcement with the crafted AS
path, this will purposely trigger the BGP loop prevention mechanism and thus limit
the propagation of the malicious path.

With regard to the RIB, as was noted in Figure 2.2, the RIB of commercial
routers consists of the Adj-RIB-In RIBs, the local RIB, and the Adj-RIB-Out RIBs.
For the purposes of the simulations, two RIB tables are used (see Figure 3.1): the
Adj-RIB-In implemented before the inbound filtering and the local RIB implemented
after the best path selection algorithm but before the outbound filtering. The first
RIB stores for each prefix all the paths that were advertised to this BGP speaker
by each peer. The second RIB stores only the selected best path for each prefix. If
for any reason the best path towards a prefix changes, then the best path towards
that prefix is recalculated among the paths of the first RIB replacing the best path
in the second RIB. The new best path is then announced to all peers chosen by the
outbound filtering causing the previous best path to be withdrawn. If no path in
the first RIB remains available for that prefix, then the path and prefix are simply
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withdrawn [24].
The simulator model includes a single RIB per AS. Because the Point of

Presence (PoP) locations of networks were unavailable from the datasets that
were used to build the Internet topology (see Section 2.5), the assumption is that
advertisements learned by a BGP speaker become global knowledge to all the BGP
speakers of that AS independent of their location, i.e., via a protocol used for intra-
domain routing, i.e., routing within the AS, specifically, iBGP. This assumption
may not hold in practice as different BGP routers within the same AS may select a
different path, e.g., because of the hot-potato IGP routing [120]. This is a common
problem of Internet simulators as they commonly model only the inter-domain
routing [64, 3].

With regard to outbound filtering, different filteringmodels were implemented
with regards to the relation of the propagating network to the advertised prefix. The
following categories are distinguished: (i) originators, (ii) propagators, and (iii)

hijacker networks. Originators can announce any prefix that they originate to some
(or all) of their neighbors including customers, p2p, or providers from whom they
buy transit. Propagators will only propagate further prefixes they receive - if they
generate profit; hence, the outbound filtering policies of such networks is modelled
in accordance with the Gao-Rexford rules, which aim to capture the economic
benefits of propagating routes. Table 2.2 illustrated the filtering policies of such
networks. According to these filtering policies, a path is never announced from a
peer/provider to another peer/provider since there are no economic benefits for the
propagator. Finally, hijacker networks are allowed to announce and propagate any
prefix without filtering restrictions. Their main incentive is not to obtain revenue by
forwarding traffic from/to their customers but to hijack traffic from other networks
and possibly to disrupt the communication towards a specific IP prefix; thus, we
model such networks without any filtering restrictions.

With regard to the selection of the best BGP path for each prefix, commercial
routers utilize a hierarchical selection process consisting of multiple steps, as
discussed in Section 2.3. Those steps are commonly summarized: as (i) the
local preference of networks, (ii) the shortest AS path length, and (iii) tie-breaker
methods. Similarly in the simulator, it is assumed that networks are operated by
for-profit organizations, hence, the networks aremodelled to prefer routes advertised
from their customer neighbors over routes advertised from their p2p neighbors
over routes advertised over their provider neighbors. For routes advertised from
neighbors of the same type, ties are broken using the shortest AS-path length
mechanism. Themodeling choices for the selection of the best path are summarised
in Table 3.1. For example, according to this table, if a new advertisement for a
prefix is received from a p2p neighbor, it will be selected as the new best path only
if the previous best path was (i) from a provider neighbor of any AS path length or
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(ii) a p2p neighbor with a longer AS-path length. Otherwise, it will be rejected
and the previous best path will not change.

Table 3.1: Selection of the best BGP path considering the Gao-Rexford conditions
as the local preference of the network before applying the shortest path. If the
new and the old path are of the same preference and path length, then a tie-
breaking mechanism is used to make the final decision. A 3 indicates the received
advertisement is accepted as the new best AS path while a 7 indicates that is it
rejected.

BGP Advertisement
From

Previous Best Path From
Customer Peer-to-Peer Provider

Customer Shortest 3 3

Peer-to-Peer 7 Shortest 3

Provider 7 7 Shortest

If there was no entry in the routing table that involved the route to a prefix, then
the first received route is automatically accepted as the best one without applying
the restrictions of Table 3.1. In contrast, hijacker networks are exempt from any
such restrictions. They may manipulate the received path, append or remove
AS hops to influence other networks to their favor, or even arbitrarily advertise
completely new AS paths from scratch that they did not actually receive. Such an
example was shown in the hijack that Eve announced against the prefix of Bob in
Figure 2.3.

The remaining tie-breaking mechanisms are less relevant for the purposes of
the experiments since our sophisticated hijackers manipulate the propagation of
the attack based on the AS-path length; hence, we assign the configuration of those
tie-breakers to a router randomly during the initialization of the topology∗.

3.3.2 Experimental Design
Multiple hijack experiments are performed using the simulator (SIM). Each
experiment consists of multiple simulations where a chosen set of modeling
parameters is modified, such as the number of p2p links in the topology, the
number of monitor ASes reporting AS-paths to route collectors, and the hijacker’s
attack configuration according to the hijacker’s knowledge of the topology. In
each experiment, the same hijacker and victim networks are picked. Furthermore,
the same tie-breakers for the selection of the best BGP path are used. This
guarantees that everything remains consistent among the experiments except for
∗ However, we preserve this configuration for repeated executions for a given topology.
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the modeling parameter that was selected; thus providing a consistent measurement
of the hijack’s impact.

Figure 3.2 shows an overview of the components of our SIM. This includes: (i)
the SIM scheduler, (ii) the SIM workers, and (iii) the SIM printer.

SIM
Scheduler


SIM 

Worker

SIM
Printer

Figure 3.2: Overview of the experimental design used in our simulations. Gears
represent SIM worker processes that perform different tasks for the propose of the
experiments. Arrows represent input from one process to another.

The SIM scheduler is a python process receiving user modeling input from
batch scripts and initiating all future tasks that are to follow. The scheduler provides
tasks to each SIM worker regarding which is the victim AS of the simulation, the
adversary AS hijacking the victim’s traffic, and the hijacker’s configuration.

The SIM workers are process instances and each one runs an independent
replica of the SIM to generate a stealthy attack against the victim based on the
hijacker’s configuration. Our SIM has three types of hijacker configurations (as
per Chapter 4): Omni hijacker, realistic hijacker, and baseline hijacker. Once the
attack has been successfully engineered and performed the SIM worker’s output is
provided to the next module, the SIM Printer.

The SIM Printer instance receives the simulation output from all SIM worker
instances and documents the outcome of each hijack as the results arrive. The
Printer can provide real-time information to the user regarding the success rate
of hijacks, the number of networks poisoned by the attack, etc. For more on the
documentation of these attacks, see Section 4.4.
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Our SIM worker design is robust to failures. If one of the SIM workers
unexpectedly fails∗, the scheduler will react by assigning more tasks to the rest
of the SIM worker instances. In this way, only a single simulation fails, while the
rest of the simulations remain unaffected. The failed simulation can be logged for
later debugging purposes.

∗ Some simulations can have very high memory consumption, especially true for the Omni
configuration for the IXP100 and 4× monitor topology.
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Chapter 4

Sophisticated Hijackers

This chapter explains how hijackers engineer stealthy routing attacks that are
invisible to the public route collectors described in this thesis. Section 4.1
motivates the investigation of the problem from the different perspectives of the
knowledge of the sophisticated hijackers. Section 4.2 explains the Omni hijacker,
which provides an estimate of what could be feasible (i.e., possible) from the
perspective of such omniscient hijackers. Section 4.3 explains the realistic hijacker,
which provides an estimate of what could be feasible from the perspective of
a realistic hijacker on the real Internet. Section 4.4 gives details of the hijack
documentation produced by the simulation printer. Finally, Section 4.5 examines
the limitations of the omniscient and realistic hijacking strategies concerning their
design.

4.1 Motivation
As described earlier, this thesis investigates the effectiveness of today’s public route
collectors in the face of sophisticated hijackers as such hijackers can & will react
to the deployment of monitor-based systems by adapting their attacks. Hijackers
can indeed exploit well-known inter-domain engineering techniques, such as AS-
path poisoning, AS-path prepending, selected advertising, etc., to avoid their BGP
messages reaching any of the monitors (see Section 3.1.1). These techniques tend
to reduce the hijacks’ overall impact because the attackers’ routes become longer
and hence generally less preferred even by networks without monitors. Therefore,
careful handling of the above techniques is crucial. Hijackers need to make their
announcements sufficiently long so that the attack does not propagate to the route
collectors; yet, sufficiently short so that other networks without monitors still prefer
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the path introduced by the attack.
Identifying the correct combination of inter-domain techniques that maximize

the hijack’s impact is non-trivial. To illustrate the challenge, consider the toy
topology example, shown in Figure 4.1, that consists of one hijacker network,
one victim network, two customer-cones of 100 customers each, four monitors
reporting their best routes to the route collector, and multiple other networks
exchanging routes over c2p or p2p relations. The hijacker, H, would like to create
an interception attack that hijacks the traffic destined to the victim from as many
networks as possible, while the attack is invisible to the route collector. This is
feasible, in this topology, if H hijacks the traffic from the two customer-cones by
announcing exactly a type-2 attack to her provider P1, e.g., {H, H, V}, and an
AS-path poisoning attack with the ASN of M2 to her provider P2, e.g., {H, M2,
V}. Although this is the correct hijack combination that would enable a stealthy
impactful hijack in this topology, H does not know this beforehand. Yet, as will be
shown in Section 4.2 and Section 4.3, H may discover this information based on
her knowledge of the topology∗.

Note that if H announces any attack type other than a type-2 hijack to P1, it may
have an undesired effect on H’s attack. For example, announcing a shorter than a
type-2 attack, e.g., a Type-1 {H, V} would cause the crafted route {P1, H, V} to
propagate to M1 which is of the same local preference and AS-path length as the
current best path of M1, {AS4, AS5, V}. If H were to do so, it risks the attack
replacing M1’s best path thus becoming visible to the route collector. Announcing
a larger than a type-2 attack, e.g., a type-3 {H, H, H, V}, would cause the less
preferred route {P1, H, H, H, V} to propagate to M1. While this attack will not
propagate to the route collector (hence is invisible to the infrastructure), the hijacker
now risks being rejected byAS1 due to providing an equally preferred path as AS1’s
current best path. Therefore, H has to announce exactly a type-2 attack to P1 for
the hijack to be stealthy and also affect the left customer-cone.

To discover the correct attack type thatmaximizes the impact, H could announce
a long AS-path (i.e., a high attack type) to P1, then reduce the attack-type until
the left customer-cone is hijacked. While this naive approach works in some
circumstances, as in P1’s case, multiple announcements may attract unwanted
attention from nearby networks. Furthermore, in other circumstances, as in P2’s
case, any option other than AS-path poisoning will make the hijack visible to route
collectors. Therefore, for our hijackers to remain unnoticed, they need to critically
consider their attack choices before they announce the actual hijack. Then, compute
the hijack type that potentially maximizes† the per-neighbor hijack impact given the
restriction that the attack remains stealthy to route collectors. And finally, announce
∗ Although the algorithms are discussed for the particular example of Figure 4.1, these algorithms work
for the full Internet topology. † Note that we say maximize but limitations exist that may lead to a
non-optimal hijack, see Section 4.5.
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the engineered attack.
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Figure 4.1: Toy example with one hijacker, one victim network, four monitors, and
two customer-cones. The tables illustrate the BGP best path of other ASes towards
the victim’s prefix before the hijack.
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In this toy example, identifying the above stealthy attack that maximizes the
number of poisoned networks may already be challenging. In the simulated
Internet, well-connected hijackers with multiple neighbors may have to consider
thousands of attack types and AS-path poisoning combinations to find the one(s)
that possibly generate the optimal stealthy attack strategy (if any combination is
feasible because the monitors are sometimes unavoidable).

For the purpose of verifying the effectiveness of today’s BGP monitoring
infrastructure in the face of sophisticated attackers, we design two hijackers that, by
utilizing different granularity of information from the topology, are able to generate
stealthy attacks with non-negligible impact, e.g., as in the example above. We call
the first hijacker omniscient hijacker, or simply Omni hijacker, and the second
realistic hijacker (see Section 4.2 & Section 4.3 respectively). We allow both
types of hijackers only a single hijack attempt; hence, they have to first tactically
design the attack before announcing it to the simulated Internet. An alternate
simpler strategy, would be for hijackers to first announce the attack and then
carefully engineer (i.e., reduce) its visibility to the route collectors. This alternative
strategy-path is explicitly not examined as already visible hijack announcements
risk attracting unwanted attention from network operators. Additionally, the case
of conspiring attackers, wherein more than one attacker colludes with one or more
attacker to perform a hijacking, are explicitly excluded.

4.2 Omniscient Hijacker
The Omni hijacker has perfect knowledge of the full topology and routing policies
of all ASes and then uses this knowledge to craft a set of per-neighbor announcements
that maximize the number of poisoned networks while preventing propagation of
these malicious routes to the route collectors. However, maximizing the number
of poisoned networks (even without the stealthiness requirement) is challenging.
Several researchers have shown that maximizing the number of poisoned networks
by a hijacker is an NP-hard problem [64, 121]. Therefore, in the following
subsections (4.2.1, 4.2.2, and 4.2.3) a heuristic is developed to generate stealthy
interception attacks with the goal of poisoning a large number of networks without
requiring that the attack maximize the number of poisoned networks. This heuristic
is used to estimate an upper bound on what is feasible from the perspective of an
ideal omniscient hijacker.

4.2.1 Discovering Dangerous Monitors
The first step towards designing stealthy interception attacks consists of identifying
the dangerous monitors, i.e., the subset of the monitors that the hijacker, say Eve,
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could risk poisoning with any hijack she can feasibly perform against the victim,
say Bob.

For example, in Figure 4.1, the set of dangerous monitors for the hijacker H and
the victim V consists of the monitors M1 and M2. M1 is poisoned by the crafted
route {H, V} announced by H to her provider P1, while M2 is poisoned by the
same crafted route {H, V} announced to her provider P2. In contrast, M3 and M4
are safe monitors as the hijacker cannot poison these monitors in any feasible way,
as the type-1 hijack {H, V} is the shortest AS-path that the hijacker can feasible
announce ∗ and thus the hijack with the largest poisoning impact, is a subsequence
of Table 2.3. Yet, this propagated route to both M3 and M4, {M2, P2, H, V}, is
still less preferable than the valid route via AS4, {AS4, AS5, V}. Since M3 andM4
cannot be poisoned by this announcement and as any longer routes that propagate
to M3 and M4 will be less preferable, we can mark both M3 and M4 as a safe
monitor.

The goal of this section is to explain the heuristic that the Omni hijacker uses to
identify the safe and dangerous monitors. Safe monitors require no further action
since Eve can literally announce anything without becoming visible to the route
collector via the safe monitor. On the contrary, accidentally poisoning a dangerous
monitor would cause the hijack to propagate to the route collector. To hide from
the dangerous monitors, requires the hijacker to engineer its announced paths. This
second step towards designing a stealthy routing attack is explained in Section 4.2.2.

For ease of definitions, since this heuristic is also utilized for a different
purpose, i.e., to identify interception paths in Section 4.2.3, this heuristic will be
called from now on a BGP oracle. How this BGP oracle identifies the safe and
dangerous monitors in the global Internet topology will be explained with the help
of Figure 4.1.

The oracle begins by scanning the Internet topology from an AS node that will
be called root. As it discoverers new nodes, it reverse engineers the BGP’s path
propagation and best path selectionmechanism of these nodes to inform the hijacker
under which conditions those nodes would propagate the hijack and thus poison the
root.

Recall, by definition, that our Omni hijacker knows the entire Internet topology
as well as the local preferences and RIB table entries of all networks. Hence, unlike
the realistic hijacker (described in Section 4.3), utilizing this oracle is feasible
for the Omni hijacker since reverse engineering BGP is easy with this hijacker’s
capabilities.

To discover if a monitor is dangerous, the hijacker queries the oracle providing
as input the following information: (i) the hijacker’s ASN, (ii) the victim’s
∗ In this example, we assume that the victim has RPKI signed its prefix and that all other networks
perform RPKI validation. Hence, type-0 hijacks are infeasible.
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ASN and attacked prefix, (iii) the root node from where BGP will be reversed
engineered, and (iv) the BGP shortest feasible crafted AS-path that the hijacker
could feasibly announce. The hijacker node (H) and the victim node (V) are the two
networks illustrated (respectively) in Figure 4.1. The root node is the monitor ASN
that the hijacker queries the oracle to discover if this node belongs to the dangerous
monitors list. Finally, the type-1 attack with {H, V} is the shortest AS-path that the
hijacker can feasibly announce in our simulator due to the assumed RPKI filtering
restrictions. As explained earlier in this section, this is also the type of attack that
would propagate the furthest in our topology.

Figure 4.2 provides a four-step illustration of the reverse engineering heuristic
utilized by the oracle to tell the hijacker whether M1 is a dangerous monitor. In
each step, indicated as (a), (b), (c), and (d) in the figure, the oracle further reverse
engineers BGP discovering new nodes from previously discovered adjacent nodes
able to propagate the hijack poisoning the root. Each discovered node stores two
variables per adjacent link that it was discovered from. The first variable is the
AS-path from the root that the oracle followed to discover the current node. The
second variable is an integer restriction propagated to the current node from a node
along the AS-path. This integer restriction restricts how many hops longer the
AS-path can become while still being able to poison the root. Those two variables,
displayed in each sub-figure of Figure 4.2 is the minimum information that needs
to propagate to successfully reverse engineer BGP.
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Figure 4.2: Reverse engineering BGP from the root M1 to discover whether M1
is a dangerous or safe monitor for the hijacker H. Low opacity node and links are
parts of the topology that have not been discovered yet by our heuristic. Double
circled nodes indicate terminal nodes where our heuristic stops the discovery.
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Listing 4.1 provides sample code of how the oracle reverse engineers BGP. The
oracle utilizes a recursive function, named reverse_BGP, which begins discovering
nodes from the root (i.e., current = root). Each time the function is called it receives
as input the new node to discover and the two variables specified above, i.e., the
AS-path built so-far from the root and the imposed restriction. Then, it analyzes
the information provided to reverse engineer BGP potentially discovering more
nodes:

1. First, it computes which adjacent neighbors of the newly discovered node (i.e.,
the current node) could propagate a hijack and poison the current node
(pois_nbors).

2. Then, it computes which adjacent neighbors of the current node could
propagate a route to the current node causing it to propagate the route further
to previous node along the path to the root (prop_nbors).

3. Next, by intersecting the results of steps (1) and (2), it computes which
adjacent neighbors could possibly propagate hijacks to the path along to the
root (next_nbors).

4. For each candidate adjacent neighbor (next_node) discovered in step (3),
identify thecurrent node’sAS-path length restriction (cur_restriction)
that would enable step (3). Then, update the path restriction
(updated_restriction) that will propagate to the next_node based on
the stricter restriction imposed from thecurrent node (cur_restriction)
and the previous nodes along the path to the root (path_restriction).

5. If the new path restriction allows the discovery of the candidate next_node,
i.e., updated_restiction ≥ 0, then proceed to discover the candidate
next_node.

For example, the hijacker queries the oracle about the monitorM1 in Figure 4.2.
The oracle begins to reverse engineering BGP from the current node (root)
M1 portrayed in 4.2a. M1’s best path towards V is via its neighbor AS4 and is
the 3-hop AS-path {AS4, AS5, V}. M1 has established a p2p relation with AS4,
hence if it was to become poisoned, this would happen either from paths of its
customer neighbors∗ (currently none) or from shorter or equal-length paths of its
p2p neighbors (P1, M3, and AS4). Thus, pois_nbors = {P1,M3, AS4}.
Since this is the root node, i.e., there does not exist another node from which this
node was discovered from, we skip steps (2) and (3) in the code and proceed to
discover the next nodes, (P1, M3, AS4), after we calculate their path restrictions.
M1 can only be poisoned from paths of length ≤ 3 and the shortest path the
hijacker can announce is the 2-hop AS-path {H, V}. Hence, the oracle computes the
∗ Recall that for their local-pref attributes, ASes in our topology prefer paths advertised from their
customers, over paths advertised from p2p related neighbors, over paths advertised from their providers.
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Listing 4.1: Simplified recursive Python code of how the Oracle reverse engineers
BGP.

1

2 def reverse_BGP(current, path_to_root, path_restriction):
3 #
4 # Current: Refers to the current discovered node
5 # previous: Refers to the previous discovered node
6 # path_to_root: Refers to the AS-path the oracle followed to
7 # discover the current node
8 # path_restriction: The propagated restriction imposed by a
9 # previous node along the path
10

11 # step (1) and (2)
12 previous = path_to_root[0]
13 pois_nbors = discover_who_poisons(current)
14 prop_nbors = discover_who_propagates(current, previous)
15

16 # step (3)
17 next_nbors = intersection(pois_nbors, prop_nbors)
18

19 # discover next node if restrictions allow
20 for next_node in next_nbors:
21

22 # step (4)
23 cur_restriction = compute_restriction(current, next_node)
24 updated_restriction = min(cur_restriction, path_restriction -1)
25

26 # (step 5) recursion termination condition
27 if updated_restriction < 0:
28 continue
29

30 # BGP does not allow loops
31 if next_node in path_to_root:
32 continue
33

34 # discover next node
35 updated_path = [current] + [path_to_root]
36 reverse_BGP(next_node, updated_path, updated_restriction)
37 #
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cur_restriction = 3−2 = 1 and propagates thisupdated_restriction∗

to nodes P1 andM3 indicating that up to one additional hopmay be discovered from
these nodes. No hijacker exists further than that can poison the monitor. On the
contrary, the oracle propagates the ∞ restriction to node AS4 indicating no hop
limit to the reverse discovery from this node. AS4 is a special node since it is
along the best path of M1. Any hijacker that poisons such a node risks replacing
the best-path of the monitor with that from the hijack, thus poisoning M1; hence,
the∞ choice.

We now repeat the above procedure for the newly discovered nodes AS4, P1,
M3 in Figure 4.2b. AS4’s best path is via its neighbor AS5 and is the 2-hopAS-path
{AS5, V}. AS5 has a customer relation with AS4, hence AS4 can only be poisoned
from shorter or equal-length paths advertised from its customer neighbors, thus
pois_nbors = {AS3, AS5}. Furthermore, AS4 was discovered from its p2p
neighborM1. AS4would only propagate a hijack toM1 if it was advertised from its
customer neighbors, thus prop_nbors = {AS3, AS5}. Hence, the nodes that
the oracle will discover next from AS4 are the next_nbors = pois_nbors∩
prop_nbors = {AS3, AS5}. AS4 can only be poisoned from paths of length
≤ 2 and the shortest path the hijacker can announce is the 2-hop AS-path {H,
V}. Hence, the oracle propagates the updated_restriction = 2 − 2 = 0

to AS3 indicating that the discovery will terminate in AS3 as no other node can
be discovered from that node that poisons the root. On the contrary, the oracle
propagates the∞ restriction to node AS5 since its along the best path of AS4.

In a similar fashion, P1 can be poisoned by any neighbor since it does not have
any path available towards V. However, it only propagates hijacks to M1 if they
were advertised from its customers. Hence, the oracle will discover from P1 the
next_nbors = {AS1,H}. Since P1 has no path toV, P1would like to propagate
the cur_restriction = ∞ to AS1 and H indicating no imposed restriction.
However, M1 has propagated a path_restriction = 1. Since M1 is more
restrictive than the current node P1, P1 propagatesM1’s restriction after subtracting
1 from it, updated_restriction = 0.

In a similar fashion, the oracle terminates the discovery at M3. M3 has no
customer neighbors, hence no next_nbors based on Gao-Rexford conditions
will propagate a hijack from another node to M1.

We now repeat the above procedure for the newly discovered nodes AS5, AS3,
AS1, and H in Figure 4.2c. However, the oracle quickly marks all those nodes as
terminal nodes for the reverse discovery. The nodes AS3, AS1, and H receive a
path_restriction = 0, hence BGP cannot be further reversed from these
new nodes. Indeed, if AS3, AS1, and H were to receive a hijack of the form {H,
V}, then that hijack would not propagate to poison the root, M1, as both AS4 and
∗ Since M1 is the root, we initialize path_restriction = ∞ indicating there exists no assigned
restriction yet for the path.
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M1 would not change their best paths∗. Now, regarding AS5, the discovery will
attempt to discover AS6 from AS5; however, the current restriction imposed from
AS5, cur_restriction = 1 − 2 = −1, would cause AS6 to be rejected as
a candidate next_node since the two AS-hop hijack {H, V} from AS6 cannot
poison AS5 under any circumstances. This causes the oracle to terminate in
Figure 4.2d since no new nodes were discovered by the reverse BGP discovery.

After reverse engineering BGP, the oracle can now answer the hijacker’s query
of whether M1 is a dangerous or safe monitor. The oracle was able to discover
the hijacker via P1 with a path_restriction = 0. Since the hijacker
was discovered, the oracle reports P1 and the path_restriction = 0 to
the hijacker indicating that a hijack announcement of the form {H, V} to P1 is
dangerous. The oracle did not report P2 and P3 to the hijacker, hence the hijacker
marks them as safe neighbors for the monitor M1.

On the contrary, when the hijacker queries for the monitor M4, the discovery
will stop at the node P2. Since the hijacker was never discovered, the oracle will
reply to the hijacker that the monitor M4 is a safe monitor that cannot be poisoned,
no matter the attack.

The hijacker will repeat the above procedure, querying the oracle for all
monitors in the topology. After all safe and dangerous monitors are documented
for each neighbor of the hijacker, e.g., see Listing 4.3, the hijacker will proceed to
engineer the stealthy hijack announcements (see Section 4.2.2).
Oracle Optimizations. Three performance optimizations were made to the BGP
oracle. The original oracle presented in the code block of Listing 4.1 is not efficient
enough to operate at the scale of the fully simulated Internet topology containing
more than 72K nodes, 5M links, and around 1468 monitors (see Section 3.2).
Three optimizations to the original algorithm are presented below in order of
increasing importance:

1. ASes nodes that the oracle has already discovered from the current AS-path
from the root (path_to_root variable) will not be rediscovered. For
example, in Figure 4.3 in case (a) the oracle will not rediscover AS1 since
it is already included in the oracle’s discovery path (shown with a dashed
line). Furthermore, ASes known to be included in the hijacker’s crafted
announcement, such as H and V, are marked as terminal nodes for the reverse
discovery. Both of these cases are a direct consequence of the BGP loop
avoidance algorithm where ASes will filter BGP advertisements that they have
already propagated.

∗ recall that for a hijack to be reported by the route collector it has to propagate to the monitor and
poison the monitor.
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2. AS nodes rediscovered in any AS-path from a similar related neighbor with a
stricter or equally-strict path restriction (path_restriction variable)
will be marked as terminal nodes. For example, in Figure 4.3 in case (b)
the oracle rediscovers AS2 from AS3, a similar-type, customer, neighbor in a
different discovery path from the root M. Since continuing the reverse discovery
after discovering AS2 a second time would result in no new discovered
information after AS2, the oracle can safely terminate the second time after
discovering AS2.

3. AS nodes fromwhere the reverse discovery cannot feasibly discover the hijacker
from, are marked as terminal nodes. Such nodes are the nodes AS4, AS1, and
M3 in Figure 4.2. The oracle does not utilize a random heuristic searching
for the hijacker, rather with each recursion it only discovers nodes from which
the hijacker has the potential to be discovered from. Specifically, AS nodes
discovered from provider or p2p neighbors which do not contain the hijacker in
their customer-cone, are marked as terminal nodes. For example, in Figure 4.2,
the customer-cone of AS4 contains 106 ASes, the 100 customers of AS1, the
networks AS1 to AS6 excluding AS4, and the network ASV. Since, AS4 was
discovered from a p2p related neighbor, it would only propagate hijacks from
its customer-cone, a direct consequence of Gao-Rexford. However, since the
hijacker is not included in that customer-cone, the oracle can safely terminate
the discovery at AS4 as no hijack can feasible propagate from H and poison
the monitor through that customer-cone. To optimize the lookup operations
of customer-cones, the customer-cone of every node is pre-computed by the
simulator during the initialization phase of the Internet topology. Those
customer-cones are stored in a python dictionary data-structure using the ASN
of each network as the key. Python dictionaries are associative arrays which
provide an average of O(1) time complexity per lookup operation. This
allows the oracle to quickly decide which networks to mark as terminal, hence
optimizing this step.
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Figure 4.3: Optimization cases for the BGP Oracle. The dashed line represents the
node discovery path followed by the Oracle.
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4.2.2 Designing Stealthy Hijacks
We now describe the second part of the heuristic utilized by the Omni hijacker, the
engineering of stealthy hijack attacks. In the first part of the heuristic, described in
Section 4.2.1, the hijacker utilized an oracle to document the safe and dangerous
monitors per each of its neighbors. Now the hijacker will engineer a neighbor
specific attack: (i) to hide from the dangerous monitors and (ii) to potentially
poison a large number of networks.

Section 3.1.1 presented an overview of the attack strategies both the Omni
and the realistic hijackers utilize for the purposes of this thesis. This includes (i)
exporting hijacks of a specific type (i.e., type-1, type-2, etc.), (ii) choosing which
ASes to export in the crafted announcement, and (iii) choosing to which neighbors
the attack should be exported. How the hijacker utilizes these strategies to engineer
announcements for the Internet example shown in Figure 4.1 is now explained. The
output of the oracle summarizing the dangerous monitors per neighbor is shown in
Listing 4.3. The hijack engineering code is shown in Listing 4.2.

Similar to the monitors, the neighbors of the hijacker are classified as safe or
dangerous. Safe neighbors, such as P3 in Figure 4.1, do not risk propagating the
hijack to any monitor. Hence, the hijacker can announce the shortest attack-type
to those neighbors, the type-1 hijack {H, V}, which is expected to poison the most
networks (see also lines 8-11 in Listing 4.2). Dangerous neighbors, such as P1
and P2 which the oracle reports (see Listing 4.3) to respectively propagate hijacks
to the monitors M1 and M2, are risky to the hijacker. For those neighbors, the
Omni hijacker will follow a different attack strategy according to the reported oracle
restriction. These strategies are classified into AS-path prepending and AS-path
poisoning strategies (see also lines 12-29 in Listing 4.2).

To a hijacker’s neighbor for which the maximum restriction reported among
all monitors is < ∞, the hijacker uses AS-path prepending. To such neighbors,
propagation of the hijack to the route collectors can simply be blocked by increasing
the attack-type causing the hijack to become less-preferred to the corresponding
monitors that report their routes to the route collector. For example, the provider
P1 of the hijacker was reported to propagate the hijack to the monitor M1 with
a path_restriction = 0. This restriction informs the hijacker that the
type-1 attack {H,V } risks poisoning M1 thus propagating to the route collector.
The hijacker prepends the announcement by one (see also line 24 in Listing 4.2)
increasing it to a type-2 hijack, {H,H, V }, which cannot poison M1. The Omni
hijacker has now successfully engineered an attack for its provider P1 that is not
reported to the route collector by the monitor M1.

To a hijacker’s neighbor for which the maximum restriction reported by a
monitor is∞, the hijacker uses AS-path poisoning. To such neighbors, announcing
any form of hijack, whatever the attack-type, would cause the hijack to poison the
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monitor thus propagating to the route collector. An example of this is the monitor
M2 in Figure 4.1. Because the best path to the victim is advertised from its provider
M4while the path to the hijacker is advertised from its customer P2, M2will always
prefer the route announced by the hijacker. For such dangerous neighbors, such as
P2, the hijacker has two options, either to not export the attack at all or to export a
crafted AS-path that includes the ASN of M2. Line 29 of the Listing 4.2 chooses
to include the monitor’s ASN in the hijack announcement leading to the export of
the crafted path {H,M2, V }. Due to the loop avoidance algorithm, the attack is
now filtered by M2 causing it to not propagate to the route collector. The hijacker
has now successfully engineered a complete stealthy hijack attack for all of its
neighbors. The hijacker can now announce the safe type-2 attack {H,H, V } to
its provider P1, the safe type-2 poisoning attack {H,M2, V } to its provider P2,
and the type-1 attack {H,V } to its already safe provider P3.

Note that the actual code of line 16 and 25 is the reason that ∞ restrictions
frommonitors increase the attack-type by 1 per monitor’s ASN poisoned within the
announcement of line 29. Increasing the path length of the announcement by 1, also
directly increases the attack-type by 1. When non-∞ restrictions frommonitors are
mixed together with∞ restrictions, the mix needs to be taken into account to avoid
accidentally creating an unnecessarily large announcement. This is the reason for
subtracting the number of poisoned AS from the prepended ASes in line 24.
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Listing 4.2: Python code example of how the hijacker engineers stealthy hijacks.
1

2 def engineer_announcement(H, V, dangerous_nbors, safe_nbors,
restrictions, limit = 8):

3 # safe/dangerous_nbors: The safe and dangerous hijacker neighbors
4 # restrictions: Datastructure computed by the oracle with the

restrictions of dangerous monitors per hijacker neighbor. Format
dict: restrictions[neighbor][monitor] = restriction

5

6 path_to_announce = dict()
7

8 # Step 1: announce shortest possible path to the safe neighbors
9 for nbor in safe_nbors:
10 path_to_announce[nbor] = [H, V]
11

12 # Step 2: engineer the path to announce to each dangerous neighbor
13 for nbor in dangerous_nbors:
14

15 # Isolate monitors for which the hijacker received an infinite
restriction (announcement must be poisoned with such monitors)

16 inf_monitors = [mon for mon,res in restrictions[nbor].items() if
res == INFINIT)]

17

18 # From remaining monitors, extract the highest restrictive value
19 noninf_restr = max(res for res in restrictions[nbor].values() if

res != INFINIT)
20

21 # Prepend until path longer than the highest restrictive value
22 # Note: Consider the poisoned ASes also in the prepended path
23 num_poison_mon = len(inf_monitors)
24 prepend_path = [H] * (noninf_restr + 1 - num_poison_mon)
25 poison_path = inf_monitors
26

27 # Engineered (poisoned + prepended) path to dangerous nbor
28 # Note: Not using prepending or poisoning would cause

prepend_path or poison_path to be ignored from the addition
29 path_to_announce[nbor] = [H] + prepend_path + poison_path + [V]
30

31 return path_to_announce

Listing 4.3: Per-neighbor monitor restrictions reported to the hijacker by the BGP
Oracle (based on the example of Figure 4.1).

1

2 restrictions = {
3 ”P1”: {”M1”: 0},
4 ”P2”: {”M2”: INF},
5 ”P3”: { }
6 }
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4.2.3 Designing Stealthy Interception Hijacks
So far, the hijacks that were designed in Section 4.2.2 are stealthy blackhole
attacks. These hijacks are invisible to control plane monitors; however, they are
easily detectable by data-plane monitoring solutions - since the communication to
the victim is disrupted. To convert stealthy blackholes into stealthy interceptions,
the hijacker needs to choose one neighbor to which the attack will not be exported.
Given then that this neighbor still maintains a path back to the victim after the hijack
propagates through the Internet, the hijacker can use this neighbor to forward the
hijacked traffic to the victim.

Past work (such as that by Ballani, Francis, and Zhang [122]) has researched
which conditions need to be met by the hijacker to produce stealthy interception
attacks with a high likelihood. Specifically, according to Table 4.1, if (i) networks
propagate AS-paths based on economic incentives and (ii) the topology contains
no customer to provider cycles, then an interception path is always maintained if:

a The interception path is from a customer.

b The interception path is from a p2p while the hijack announcement is either
to a p2p or to a customer.

c The interception path is from a provider while the hijack announcement is to
a customer.

Table 4.1: Conditions for the hijacker to maintain a path based on: (i) from
where the path was received from and (ii) to where the hijack is advertised to.
A 3 indicates that the path is maintained while a 7 indicates that it is uncertain if
the path is maintained.

Interception Path
From

Hijack Announcement To
Customer Peer Provider

Customer 3 3 3

Peer 3 3 7

Provider 3 7 7

In this thesis, to identify whether an interception path will be maintained or not
after the attack, the Omni hijacker uses the algorithm shown in Listing 4.4. The
function receives as input the stealthy blackhole hijack, paths_to_announce
argument, designed in Listing 4.2. Then, it computes if any path is maintained after
the attack. If such a path is found, it returns to the hijacker the neighbor offering
this path.
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The algorithm consists of two parts: (i) recognizing which neighbors offer an
interception path and ordering them based on the likelihood that the interception
path is maintained (lines 10-13 in Listing 4.2) and (ii) iterating over those AS-paths
offered by the neighbors to identify for the designed attack which of those AS-paths
will be maintained (lines 15-44 in Listing 4.2).

First, the Omni hijacker inspects its RIB table to identify which of its neighbors
offers a path to the victim before announcing the attack (line 12). At least one
of these neighbors needs to maintain a path for the hijack to be considered an
interception rather than a blackhole attack. In our topology, there exist a few heavily
connected hijacker nodes (i.e., with a thousand neighbors) where only a few paths
are maintained; therefore, quickly identifying the neighbors providing those paths
may be crucial for performance of the simulation. Line 13 orders the neighbors
that the hijacker iterates over (i) by whether the hijacker plans to export an attack
to this neighbor or not, (ii) by the neighbor’s relation to the hijacker (first come
customers’, second peers’, and third providers’ nodes), and (iii) by the shortest
path length. The first ordering aims to maximize impact - as neighbors to which the
hijacker is not planning to export the attack are selected first. The second and third
ordering aim to maximize the likelihood of quickly detecting a maintained path.
According to Table 4.1, paths from customers are easier to be maintained over paths
from peers and these in turn easier than over paths from providers. Furthermore,
the shorter the AS-path to the victim, the easier the path is to maintain, since the
hijacker risks poisoning fewer nodes which are also harder to poison∗.

Second, the hijacker iterates over the ordered neighbors to identify a path that
will be maintained. Paths from customers (line 23) are always maintained while
paths from provider or p2p neighbors have to be further analyzed (lines 31-44)
since they are not guaranteed to be maintained. For such paths, the Omni hijacker
utilizes the BGP oracle (line 28) to answer whether the path to the victim is safely
maintained or not. A path is safely maintained if none of the ASes in the path
can be poisoned by the exported attack. Recall that the BGP oracle was originally
designed, in Section 4.2.1, to answer which monitors the hijacker should consider
as dangerous. We defined as dangerous monitors all of those which are poisoned by
the hijacker’s exported attack. In a similar fashion, the Omni hijacker can utilize the
oracle to learn if all the nodes along a path are safe against an attack by iteratively
querying each node, i.e., selecting it as root for the oracle. If the oracle does not
discover the hijacker from any of the nodes in the interception path (i.e., if the
dictionary ends up empty in line 28) or if the reported hijacker neighbors and their
restrictions meet the requirements that guarantee the safety of the interception path
(lines 36-40), then the hijacker knows that the path will be maintained after the
attack.
∗ This is a natural consequence of the best path selection mechanism of BGP where shorter paths are
preferred over longer paths.
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Listing 4.4: Code showing how the hijacker identifies the maintained paths before
announcing the attack.

1 # Inputs:
2 # a) The hijacker & victim node
3 # b) The designed attack from the previous section
4 # Format dict: Key: Hijacker_nbor, Value: Hijack to announce
5 # Return: neighbor whose path is guaranteed to be maintained
6 def Identify_maintained_paths(H, V, paths_to_announce):
7 # Shortest feasible hijack announcement (required by Oracle)
8 sh_announce = [H, V]
9

10 # Lookup RIB table for paths to the victim
11 # Order paths in descending order by likelihood to be maintained
12 nbors_with_paths = get_nbors_with_paths(H, V)
13 ordered_paths = order_paths(H, nbors_with_paths)
14

15 # Iterate over paths to figure if any is maintained
16 for path_to_victim in ordered_paths:
17

18 # extract the nbor that offers the path & the type of relation
19 nbor = path_to_victim[0]
20 nbor_type = get_nbor_relation(H, nbor)
21

22 # optimization: Such nbors always maintain paths
23 if nbor_type == customer: return nbor
24

25 # Query the Oracle about the path.
26 # Returns: The hijacker nbors that potentially break the path
27 # Format dict: Key: Hijacker nbor, Value: Less restrictive

restriction computed among all the nodes in the path
28 dangerous_nbors = query_oracle(H, V, path_to_victim,sh_announce)
29

30 # Iterate over the hijacker nbors that could break the path.
Compute the cases where the path is safely maintained

31 for dangerous_nbor, restriction in dangerous_nbor.items():
32 # (Special case) This is the nbor that offers the path
33 # Obviously the attack won’t be announces to this nbor
34 if nbor == dangerous_nbor: continue
35

36 # Safe case (a): Hijacker not announcing to this nbor
37 if not paths_to_announce[nbor]: continue
38

39 # Safe case (b): Announcement is beyond imposed restriction
40 if len(paths_to_announce[nbor]) > restriction + len(

sh_announce): continue
41

42 break # Safe conditions not met: path won’t be maintained.
43

44 else: return nbor # for/else: executed if loop doesn’t break
45

46 return # No single path identified guaranteed to be maintained
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At the end of this section, by (i) having engineered neighbor specific hijack
announcements that are stealthy to the public route collector infrastructure, and by
(ii) having identified a neighbor which is sure to maintain a route to the victim,
the hijacker is ready to announce the stealthy interception attack and observe
the impact. For results regarding the attack outcomes with different topology
configurations and numbers of monitors refer to Chapter 5.

4.3 Realistic Hijacker
Unlike the Omni hijacker, the realistic hijacker knows neither the Internet topology
nor the preferences and filtering policies of other networks. However, this hijacker
can learn parts of the topology from the routes reported by public route collectors.

The public route collectors, namely RouteViews and RIPE-RIS, have been used
in the literature to diagnose issues related to BGP, to identify hijacks, etc., (see
Section 2.8). However, the routes that they publicly provide are useful not only to
the victim but also to the hijacker. Therefore, it can be expected that smart hijackers
will utilize the information the monitors provide to the route collectors to design
stealthier hijacks against the victim.

For this reason, a realistic hijacker has been implemented that engineers stealthy
announcements against the monitors using information that it can realistically
gather; hence, the hijacker is referred to as realistic, because this is how one can
expect attacks to be designed in the real world. As before, we allow the hijacker
to only try one single attack (i.e., a set of per-neighbor BGP announcements) for
each simulated pair of victim and hijack ASes. As before, the hijacker has to
carefully engineer the attack before announcing it to the Internet. Similar to the
Omni hijacker, the attack is considered to fail if: (i) the attack is reported by a
monitor to a collector, (ii) the attack does not poison any networks, or (iii) the
hijacker does not maintain a route to the victim (i.e., interception failure).

Similarly to the Omni hijacker, the realistic hijacker is organized into three
parts: (i) the discovery of dangerous monitors (Section 4.3.1), (ii) the design of
stealthy hijacks (Section 4.3.2), and (iii) the conversion to stealthy interception
hijacks (Section 4.3.3).

4.3.1 Estimating Dangerous Monitors
Unlike the Omni hijacker, the realistic hijacker cannot utilize the BGP oracle to
discover which monitors are dangerous; therefore, the realistic hijacker estimates
which monitors are dangerous monitors based on the proximity of the monitor to
the hijacker compared to the proximity of the monitor to the victim.
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The proximity of a monitor M (ProxM ) is defined as the AS-hop distance of
the best path of the monitor to the hijacker compared to the AS-hop distance of the
best path of the monitor to the victim.

ProxM = len(hijacker_best_path)− len(victim_best_path).

The ProxM variable value ranges are the subset of integers, i.e., ProxM ∈ Z.
Positive values indicate that themonitor is closer to the victimwhile negative values
indicate that the monitor is closer to the hijacker. Values equal to zero indicate
that the monitor is equidistant from the hijacker and the victim. For example, in
Figure 4.1 assume that both the victim and the hijacker have announced one of their
prefixes. The proximity∗ of each monitor is:

ProxM1 = 2− 3 = −1,

P roxM2 = 2− 4 = −2,

P roxM3 = 3− 3 = 0, and

ProxM4 = 3− 3 = 0.

(4.1)

In this example, every monitor had obtained a path to both the hijacker and the
victim. If this was not the case, wewould assign the pseudo value∞ for theAS-path
length to the hijacker or to the victim when the corresponding path is unavailable
to the monitor.

Proximity captures the second selection criteria of the best route selection
algorithm of BGP, the shortest AS-path length. Based on to that, monitors which
are closer to the hijacker (i.e., with a shorter AS-path length) risk becoming
visible to the route collector. The realistic hijacker marks such monitors which
the hijacker is closer or equally distanced to the victim (ProxM ≤ 0) as
dangerous. Conversely, it marks monitors where the victim is closer than the
hijacker (ProxM > 0) as safe.

The first selection criteria of BGP (see Table 2.1) captures the local preferences
of networks which override the shortest AS-path length selection criteria of
BGP. However, those attributes are invisible to the realistic hijacker as they are
unavailable from the routes reported by the route collectors. Therefore, compared
to the Omni hijacker, which makes accurate decisions, the realistic hijacker may
incorrectly infer which are the dangerous monitors. The inference of AS-policies
from the route collector reported BGP routes is left as future work.

The hijacker computes the proximity, ProxM , of the monitor M, based on the
ProxM equation; thus, the hijacker computes: (i) the best route of the monitor to
the victim and (ii) the best route of the monitor to the hijacker. Monitors publicly
report their best BGP routes to the route collectors; hence, the hijacker can easily
∗ Note that the provided monitor proximity values are for type-0 announcements.
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extract the best route that each monitor has to the victim by querying the route
collector for the victim’s prefix that is to be hijacked.

For the best route that each monitor has to the hijacker, the hijacking node
H in Figure 4.1 could announce one of its own prefixes to each of its adjacent
neighbors: P1, P2, and P3. Afterwards, H could query the route collector about how
its prefix propagated to each monitor and then compare those routes with the prefix
routes belonging to the victim to compute proximity. At first glance, this looks
like a valid strategy; however, it is a flawed one as it does not allow the hijacker to
configure neighbor specific announcements. For example, in the network topology
of Figure 2.3, if the hijacker Eve was to announce the same one of her prefixes to
the ASes N1 and Alice, then the monitor M1 would propagate to the route collector
only one AS route, either {M1, N1, Eve} or {M1, Alice, Eve}. For this reason,
the realistic hijacker needs to independently announces one distinct IP prefix that
it owns to each of its neighbors. This enables the hijacker to compute neighbor
specific best paths that will propagate from each monitor to the route collectors.
The hijacker can use those routes to compute neighbor specific proximity values,
thus estimating neighbor specific dangerous and safe monitors for each of its
neighbors.

4.3.2 Estimating Stealthy Hijacks
Similar to the Omni hijacker scenario, after having calculated neighbor specific
dangerous monitors, the realistic hijacker now has to engineer neighbor specific
hijack announcements to hide from all the estimated dangerous monitors. The
realistic hijacker announces attacks of the form:

[Hijacker, PrependedASes, PoisonedASes, V ictim] (4.2)

where Poisoned ASes represent zero or more dangerous monitor ASNs and
Prepended ASes are any other ASN required to reach the expected length, i.e.,
hijack-type to hide from all monitors.

For example in Figure 4.1, a Prepended ASes or Poisoned ASes can be the
ASN of hijacker H, the ASN of the victim V, the ASNs of the monitors (i.e., M2
when the hijacker exports the attack to P2), or any other ASN in the hijacker’s
interception route to the victim (i.e., {H,P3, ..., V }) to make the attack more
believable. Prepended ASes and Poisoned ASes can follow any order or even be
mix together, as long as the first ASN, the origin V, and the last ASN, the hijacker H,
in the reversed AS-path above are the correct ASNs. The correct origin guarantees
RPKI valid attacks that evade RPKI filtering. For simplicity, all attacks that are
designed for the realistic hijacker will simply follow the form of the crafted routes
shown in Equation (4.2).



66 | Sophisticated Hijackers

Listing 4.5 depicts the algorithm used to generate the per-neighbor crafted AS-
paths of Equation (4.2). The algorithm receives as input the hijacker’s ASN, the
victim’s ASN, the proximity matrix computed as described in Section 4.3.1, and a
threshold that limits the length of the designed hijack announcements. As long AS-
pathsmay attract unnecessary attention from other networks; therefore, our hijacker
may prefer either to limit the length of the crafted AS-paths, or to not announce the
hijack at all to some specific neighbors if the AS-path becomes too large to hid
from the monitors.

The algorithm starts with the minimum RPKI allowed hijack-type, the Type-
1 attack {H, V}. Then, it begins iterating over the announcement, shaping the
crafted AS-path, until either every dangerous monitor is marked as safe∗ or the
maximum hijack-type threshold is reached. In each iteration, the hijacker increases
the hijack-type (hijack_type), recomputes the proximity matrix (Proxmat),
and increases the number of network ASNs that it can poison the announcement
with (n_poison). By increasing by one the hijack-type of the attack, the
AS-path in the planned hijack announcement grows one hop longer; therefore,
all the monitors see the hijacker one hop further than before which causes the
proximity matrix to be recomputed. The proximity values increase by one in each
iteration; thus, fewer monitors will be computed as dangerous (i.e., the output of the
sum(ProxMat <= 0) variable). In a similar fashion, increasing the hijack-type
also increases the available monitor ASNs space with which the planned hijack
announcement can be poisoned. The realistic hijacker takes this into consideration
to create shorter announcements ending the loop iteration early when all remaining
dangerous monitor ASNs can be filled in the announcement.

For example, in Figure 4.1 the hijacker H wants to announce a distinct crafted
route to each neighbor P1, P2, and P3. Announcements to P1 are only visible by
the monitor M1, announcements to P2 are visible by the monitors M2, M3, and
M4, while announcements to P3 are not visible by any of the monitors. Therefore,
the initial proximity matrix that our algorithm receives as input are:

ProxMatP1 = [ProxM1, P roxM2, P roxM3, P roxM4] = [−1,+∞,+∞,+∞]

ProxMatP2 = [ProxM1, P roxM2, P roxM3, P roxM4] = [+∞,−2, 0, 0]

ProxMatP3 = [ProxM1, P roxM2, P roxM3, P roxM4] = [+∞,+∞,+∞,+∞]
(4.3)

Those proximity matrices correspond to Type-0 attacks. However, due to RPKI
filtering, Type-0 attacks are not allowed in our topology. Therefore, line 12 in
the code increases the values of proximity matrices by 1 to correspond to Type-1
∗ Line 18 in listing 4.5 considers a monitor M as safe when ProxM > 0 or when there is space to
poison the announcement with M’s ASN.
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Listing 4.5: Function illustrating how the realistic hijacker configures the BGP
announcement for each of its neighbors.

1

2 # Inputs:
3 # a \& b) Hijacker & victim: H \& V
4 # c) Proximity matrix: proximity values of every monitor
5 # d) configurable threshold T: The max allowed hijack-type
6 # Output:
7 # a) Hijack to announce
8 def engineer_announcement(H, V, ProxMat, T):
9

10 hijack_type = 1 # The initial hijack type. RPKI forbids Type-0.
11 n_poison = 0 # Initial space for poisoning.
12 ProxMat +=1 # Initial proximity values (increased by 1 to

match the hijack type)
13

14 # Compute the attack-Type to announce. Stop iteration when:
15 # (a) All dangerous monitors can be marked as safe or
16 # (b) When the hijack type threshold T has been reached
17 # sum(ProxMat <= 0): The number of remaining dangerous monitors
18 while n_poison < sum(ProxMat <= 0) and hijack_type <= T:
19

20 hijack_type += 1 # Increase hijack Type
21 ProxMat += 1 # Recalculate array; H is now one hop further
22 n_poison += 1 # Increase the available AS poisoning space
23

24 # Attack Type has been decided. Shape now the exported AS path
25 # shape of path: [H, Prepended ASes, Poisoned ASes, V]
26 poison = extract_remaining_dangerous_monitors(ProxMat)
27 prepend = [ASN_h] * (n_poison - len(poison))
28 announced = [ASN_h] + prepend + poison + [ASN_v]
29

30 # return the path to announce to the peer
31 return announced
32 #
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attacks.
ProxMatP1 + 1 = [ 0,+∞,+∞,+∞]

ProxMatP2 + 1 = [+∞,−1, 1, 1]

ProxMatP3 + 1 = [+∞,+∞,+∞,+∞]

(4.4)

The proximity matrix for P1 contains a single dangerous monitor, M1, with a
proximity value of 0; therefore, the hijacker makes a single iteration increasing
the attack to a Type-2 hijack marking M1 as a safe monitor. Since no dangerous
monitor remains to poison, the hijacker chooses to announce the Type-2 hijack
{H,H, V } to its provider P1. In a similar fashion, the proximity matrix for P2
contains a single dangerous monitor, M2, with a proximity value of −1. The
hijacker makes a single iteration increasing the attack to a Type-2 hijack. Since, M2
remains as a dangerous monitor with a proximity value of 0, the hijacker poisons
its announcement with M2 exporting the Type-2 hijack {H,M2, V } to its provider
P2. On the other hand, the proximity matrix for P3 contains no dangerous monitors;
therefore, the hijacker chooses to announce the Type-1 hijack {H,V } to its provider
P3.

In the above example, a careful reader would notice that the hijacker ended
up being lucky when poisoning its announcement with the ASN of M2. Due to
its customer-to-provider relations with P2, M2 would accept any hijack-type as the
new best path to V, unless it was poisoned. As mentioned, unlike the Omni hijacker,
incorrect decisions are possible for the realistic hijacker since it does not know the
preferences of other networks. This would have been the case here if the hijacker
was unlucky by poisoning the attack with M2.

4.3.3 Estimating Stealthy Interception Hijacks
So far, the attacks designed by the realistic hijacker in Section 4.3.2 are stealthy
blackhole attacks. To convert stealthy blackholes into stealthy interceptions, the
hijacker needs to choose one of its neighbors offering an AS-path towards the
victim to which it will not export the attack. However, unlike the Omni hijacker in
Section 4.2.3 which knows the local-preferences of all other networks, the realistic
hijacker cannot make accurate predictions of which neighbors offer the AS-paths
that are certain to be maintained after the attack.

To estimate which AS-paths to the victim will be maintained after the attack,
the realistic hijacker uses a similar tactic to the Omni hijacker in Section 4.2.3.
First, it will extract from its RIB table which neighbors provide a path to the victim
before the attack. Then, it will order those neighbors (i) by whether the hijacker
plans to export an attack to this neighbor or not, (ii) by the neighbor’s relation to
the hijacker (first come customers’, second peers’, and third providers’), and last
(iii) by the shortest path length. For the reasoning behind this ordering, refer to
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Section 4.2.3
At the end of this ordering, the realistic hijacker will choose the 1st ordered

neighbor as the candidate that is the most likely to maintain an AS-path to the
victim. Then, the hijacker proceeds to announce to all neighbors except the selected
candidate the per-neighbour crafted hijacks as computed in Section 4.3.2 and the
simulator will document the impact of the attack.

4.4 Hijack Documentation
Once the hijacker performs the attack, the final process in the simulator (shown as
SIM printer in Figure 3.2) documents the experiment and the simulator’s results
for further research analysis. Listing 4.6 illustrates the parameters documented in
the output from the simulator. The most notable of these parameters are: (i) the
designed per-neighbor attack (announced_paths variable), (ii) the ASes that
were affected by the attack (poisoned_ASes variable), (iii) the monitor AS-
paths, Adj-RIB-In and Local RIB), towards the affected hijacked prefix before and
after the attack (monitors variable), and (iv) the monitors that were poisoned by
the attack (visible_by variable). If no monitors were poisoned by the hijack,
which is the first goal of our designed hijacks, then the attack is stealthy to the
route collectors and we set the is_stealthy flag to True. If after the attack
the hijacker still maintains a valid AS-path back to the victim, which is the second
goal of our designed hijacks, we also set the is_MITM flag to True.

Of the rest of the documented parameters, another notable parameter is the
IgnoreASes variable. Depending on the victim and hijacker position in the
experimental topology, some ASes may already be preferring the hijacker even
before the attack, because those networks have selected the hijacker for their best
path to the victim. For such ASes where the hijacker is already a natural Man-in-
the-middle (MITM), we choose to ignore them from the poisoned ASes results;
thus, we only care about the ASes from which the hijacker could not have attracted
traffic under normal routing conditions. By removing those networks from the
results, we ensure that all poisoned ASes after the attack are due to the hijacker’s
attack configuration design and not simply because the hijacker was lucky in its
placement in the topology.
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Listing 4.6: Documented parameters for each hijack experiment (JSON format).
1

2 document_hijack = {
3 ”sim_step”: int, # simulation id
4 ”worker_id”: int, # worker pid assigned to this hijack
5 ”victim”: int, # Victim V
6 ”hijacker”: int, # Hijacker H
7 ”hij_nbors”: list, # The nbors of H
8 ”distance”: int, # Shortest BGP distance between H and V
9 ”ignoreASes”: set, # Ases preferring H before the attack
10 ”Intpaths”: dict, # Paths of H towards V before the attack
11 ”monitors”: dict, # Monitor paths, Local/RIB-in before attack
12 ”results”: list, # The results of the hijack results
13 }
14

15

16 ”results” = {
17 ”announced_paths”: dict, # The crafted per-nbor AS paths
18 ”poisoned_ASes”: set, # The ASes poisoned by the attack
19 ”Int_path”: list, # H maintained path to V (if any)
20 ”Int_nbor”: int, # The nbor offering the Int_path
21 ”visible_by”: set, # Monitor ASes reporting the hijack
22 ”is_stealthy”: bool, # True if no monitors report the hijack
23 ”is_MITM”: bool, # True if outcome is an interception
24 ”exp_MITM”: bool, # True if interception was predicted
25 ”monitors”: dict # Monitor paths, Local/RIB-in aft attack
26 }
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4.5 Hijacker Limitations
This section discusses the limitations of our hijackers; specifically, it explains why
the routing attacks that our hijacker designs may underestimate the upper bound
impact with respect to what is actually feasible from the perspective of an Omni
hijacker. Past work has stressed that computing or even trying to estimate impact
values close to the optimal hijack is a NP-hard problem [64, 121]. This is due to the
number of AS paths that exist on the Internet as well as the difficulty of estimating
how all those routes will be affected by every possible attack combination (i.e.,
AS-path poisoning, AS-path prepending, and selective export of announcements
as described earlier). Three reasons have been identified that may lead the Omni
hijackers to design hijacks with a non-optimal impact. These reasons are described
in the following three subsections.

4.5.1 By design Omni hijackers prioritize stealthiness
over impact

To guarantee stealthiness, the Omni hijackers described in Section 4.2, craft paths
that are less preferred than the best routes reported by monitors. This is achieved by
either byAS-path prepending their announcements, hencemaking them longer than
the best routes that monitors report, or by AS-path poisoning their announcements
to cause monitors to drop such received hijacked routes. While this strategy indeed
generates hijacks that are stealthy, the attacks produced may not have the optimal
impact.

For example, Figure 4.4 provides a topology where the Omni hijacker will make
an incorrect decision needlessly poisoning the crafted path announced to P2 with
the ASN of the monitor. The figure consists of two customer-cones, one victim
and one hijacker network, three tier-1 ASes (AS1-AS3) with p2p relations, some
other ASes connected via c2p relations, and finally one monitor reporting to the
route collector the routes propagated from/to the down-right customer-cone. As
can be observed from the first routing table, under normal networking conditions,
the monitor knows two routes to the victim, one via its neighbor AS1 and one via
its neighbor AS3 (chosen best route reported to the route collector). Since the
hijacker aims to retain the monitor’s best route, the oracle would propagate an ∞
restriction via AS3 which would reach the hijacker via its provider P2. In turn, this
would cause the hijacker to announce the crafted AS-path {M,H} to P2. While
this hijack is stealthy and could hijack non-negligible traffic from the down-right
customer-cone, it is not an optimal attack.
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Figure 4.4: Limitation example one. Oracle incorrectly telling the hijacker to
poison its announcement with the monitor’s ASN. The numeric symbols illustrate
the restrictions propagated by the Oracle that would lead to a not optimal attack.
The tables on top illustrate the monitor’s routing table entries before and after the
optimal hijack. As the second table illustrates, the hijacker remains unreported to
the collector even after the optimal hijack.
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If instead, the hijacker announced a shorter AS-path to P2 containing just a
single AS, {H}, then this crafted path would propagate to AS3 via AS4 and since
AS3 prefers its customer’s path, it would replace its best path via AS2 with the
propagated advertisement originated by the hijacker. M now no longer retains
its old best path {AS3, AS2, V }. M needs to replace its best path by one of its
available routes shown in the second routing table in Figure 4.4. Since the route
via AS1 is shorter that the route via AS3, M replaces its best route with the one
offered by AS1. M reports the route via AS1 to the route collector, causing the
hijack to remain stealthy to the route collector. The new hijack is shorter than the
previous one computed by the oracle; therefore, it has a higher likelihood to attract
more traffic from the lower-right customer-cone.

The aforementioned optimal attack replaces the best path of the monitor with a
different valid path that is retained after the hijack. Such a retained path cannot be
computed by the current version of the oracle. In Internet-wide topologies, such as
those offered byCAIDA, to find this attackwould require the hijacker to (i) compute
every possible propagation path in existence (best and backup paths), then to (ii)

identify which of the backup paths would replace the best path during a hijack, and
(iii) which of these paths would be selected as the best one by all ASes in the path
towards a route collector (including the route collector. In summary, this would be
a very computationally intensive problem.

4.5.2 By design Omni Hijackers path poison their
announcements only with monitor ASNs

The motivation behind this design choice is simple; to allow hijacks to propagate
as far in the topology as possible. While this may hold true in many situations,
circumstances may exist that may allow the hijack to achieve greater impact by
poisoning its announcements with the ASN of networks along the path towards the
monitor. For example, Figure 4.5 shows a topology consisting of four customer-
cones, three tier-1 networks (AS1-AS3) and two route collectors reporting the
routes from multiple monitor ASes located in three out of four of the customer-
cones. The hijacker and victim network are located somewhere in the remaining
customer-cone.

The hijacker presented here has multiple options that all lead to a stealthy
routing attack in the control plane. One option that the the hijacker has available is
to poison its announcement with the monitor ASNs located in the various customer-
cones. This would create a hijack that will potentially attract the traffic from a
few ASes in each customer-cone. Another available option is for the hijacker to
poison its announcements with the ASNs of AS1 or AS3 instead of the ASNs
of the monitors in the left and right customer-cones. In this example topology,
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this would mean that the hijack will not affect the traffic from the corresponding
left/right customer-cone. Yet, this may allow the hijacker to create shorter paths and
hijack more networks in the remaining customer-cones. Whether this will cause
more traffic to be redirected to the hijacker or not depends on the positions of the
monitors in the customer-cones. Again, as in Figure 4.4 identifying the shortest
AS-path combinations that would lead to the most impactful stealthy hijack is not
straightforward and requires knowledge of all alternative paths.
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Figure 4.5: Limitation example two. It may be more beneficial for the hijacker to
refrain from poisoning one of the customer-cones. Both the hijacker and the victim
are located in the bottom-middle customer-cone.

4.5.3 Not exporting the hijack to specific neighbors may
lead to more impactful stealthy routing attacks

Unnatural as it seems to be, sometimes exporting the hijack to multiple neighbors
may lead to a hijack with an overall lower impact. Such a scenario is illustrated
in the topology example of Figure 4.6. AS1 and AS2 always prefer paths via their
customer AS4. By exporting the hijack to AS4, longer paths are going to propagate
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the left and right customer-cones via AS1 and AS2, respectively. However, the
hijacker is likely to create a more impactful stealthy attack if it only exports the
hijack directly to AS1 and AS2.

Similarly to the previous examples, the Omni hijacker will not be able to
identify this more impactful hijack. Specifically, in this case, due to not considering
the interference from exporting the attack to other neighbors of the hijacker. For
more examples of why designed hijacks may not be optimal, see the paper by
Goldberg et al., [64].
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export the attack at all to AS4. The victim is located in the top-middle customer-
cone. The red X illustrates to where the hijack should not be exported.
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Chapter 5

Results and Analysis

In this chapter, the effectiveness of the public route collectors in the face of the
sophisticated hijackers developed in Chapter 4 is evaluated. The aim of this chapter
is to answer the research dimensions of Section 1.4 as well as the following research
questions:

• How effective are today’s monitor-based detection techniques in the face of
sophisticated hijackers?

• How does the flattening of the Internet affect the capabilities of sophisticated
hijackers?

• How effective is increasing the number of monitors in the face of sophisticated
hijackers?

To answer these research questions, the impact of the realistic and Omni
hijackers are compared against a baseline hijacker as (i) the number of p2p links
established over IXPs is increased in the experimental topology and (ii) the number
of existing monitors reporting their routes to the route collectors is increased. The
baseline hijacker is a hijacker which simply announces a same type hijack to all of
its neighbors.

5.1 Details of the simulations
In each simulation, the selection of hijacker and victim are made as described
in Section 5.1.1. The metrics collected in each simulation are described in
Section 5.1.2. The network topology that is used in the simulations together with
the routing polices are described in Section 5.1.3. Finally, the BGP collectors and
monitors are as described in Section 5.1.4.
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5.1.1 Selection of the hijacker and victim
In each simulation, a random victim and hijacker network∗ are picked as described
below. The victim announces to all its neighbors one of its prefixes and the hijacker
announces a per-neighbor specific hijack to stealthily hijack the traffic of other
networks destined to the victim. As stated previously, a hijack is stealthy to the
route collectors if no monitor reports the hijack.

In total, to produce each figure, 2000 simulations were performed with different
pairs of hijacker and victim networks. When selecting a victim the network is
selected from: (i) among tier-2 and tier-3 networks as they originate the vast
majority of today’s traffic, (ii) the network is well-connected with at least two
providers/peers, and (iii) that the victim’s prefix propagates to almost the entire
Internet (i.e., more than 95% of the networks in our topology) to ensure that the
victim is globally reachable. Similarly, when selecting a hijacker the network is
selected such that: (i) the network is not among one of the monitor ASes - as the
assumption is monitor’s reports can be trusted, (ii) the network is well-connected,
with at least two neighbors, so that announcing the hijack from one neighbor and
forwarding the intercepted traffic from the other neighbor is feasible, (iii) the
network is not among tier-3’s, defined as those networks without customers whose
announcements are typically filtered by their providers, and (iv) the network is not
a direct neighbor of the victim - as it is assumed that such direct neighbors are
trusted.

We make use of the same randomization seed for each of the topologies that
are simulated, to always pick the same victim-hijacker pairs and BGP tie-breakers
across all topologies.

5.1.2 Measured metrics
In each simulation, the victim announces its prefix to all of its peers. Then, after
the prefix propagates through the simulated Internet, the hijacker announces the
attack according to its strategy (i.e., realistic, Omni, or baseline). Then, after the
attack propagates throughout the Internet, the number of monitors that observed
the attack are counted and the number of ASes poisoned by the hijacker are
counted. Additionally, Section 5.3 and on-wards consider an attack successful only
if the outcome is a stealthy interception hijack. This is because it will be shown
in Figure 5.4 that the poisoning difference is almost negligible between stealthy
interception and stealthy blackholes for the designed hijacks. Furthermore, from
Section 5.3 and on-wards the number of networks considered poisoned counts only
those ASes that reroute their traffic to the hijacker because of the attack. This is to
ignore the ASes that already preferred the hijacker’s network prior to the attack -
∗ Each network represents an AS in the CAIDA topology.
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since, as described earlier for these ASes the hijacker is already a natural MITM;
therefore, it is not useful to include such ASes in assessing the hijack’s impact.

5.1.3 Internet topology and routing policies
The Internet topology that is used for the simulations is that inferred byCAIDA [62],
which includes 72K ASes and 509K links. However, since this topology greatly
underestimates the number of p2p links [19], the simulations will also consider
topologies augmented with information from CAIDA’s IXP database [115], which
contains 966 IXPs and information regarding their member networks. In the
simulations, the percentage (over the range from 0% to 100%) of extra links are
added at these IXPs. In the absence of any information, these links are assumed to
be p2p links. As stated in Section 2.4, BGP route propagation is modeled based on
routing policies derived from the Gao-Rexford conditions.

5.1.4 BGP route collectors and monitors
The monitor ASes were identified by using BGPStream [88] to observe for which
peer ASes of RIPE-RIS [10] and RouteViews [11] the BGP collectors actively
report any of their routes. From one day’s worth of BGP UPDATES on 1st of
July 2021, we identified 483 unique monitor ASes of which 367 actively report
paths within 5 minutes. Those 367ASes are marked as monitors in the simulated
CAIDA [62] topology. As stated previously, a hijack is reported as stealthy if none
of these monitors is poisoned by the attack.

5.2 Hijack Impact - Default CAIDA Topology
The results from the simulations show that higher type hijacks are stealthier and
less likely to be reported by monitors (see Section 5.2.1), smart hijackers are able
to stealthily poison thousands of networks (see Section 5.2.2), smart hijackers
usually craft short-length announcements (see Section 5.2.3), and smart hijackers
that succeed in hiding their attacks from public route collectors can easily maintain
a path back to the victim (see Section 5.2.4).

5.2.1 Higher type hijacks are stealthier and less likely to
be reported by monitors

Figure 5.1 shows for the Omni, realistic, and baseline hijackers the percentage of
simulations (Y-axis) in which the hijacker was reported by at most a certain number
of monitors (X-axis). As the figure illustrates along the Y-axis, all hijacker types,
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even baseline ones, could produce a stealthy attack that is invisible to the public
route collectors. Out of the 2000 simulations, 2% of type-1 hijacks were invisible to
all monitors. This percentage increases to 7%, 15%, and 21% for baseline hijackers
of type-2, type-3, and type-4 (respectively). As expected, the lower the type of
the hijack, the further the hijack propagates in the topology; thus, the more likely
it is for a monitor to report it. In 50% of the simulations, type-1 hijackers were
visible by at most 101 monitors. This number decreases to at most 40 monitors,
at most 19 monitors, and at most 10 monitors for hijackers of type-2, type-3, and
type-4 (respectively). Compared to the baseline hijackers, the realistic hijacker is
completely invisible in 62% of the simulations and for 72%was visible to less than
10 out of 367 monitors. In contrast, the Omni hijacker, which knows the entire
topology, the local policies, and preferences of other networks, was able to always
generate a stealthy hijack for all of the 2000 simulations (illustrated with a vertical
line on the left at the X coordinate 0 in the figure).
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Figure 5.1: Baseline, realistic, and Omni hijackers: Number of monitors that report
the hijack in the traditional CAIDA topology.

5.2.2 Smart hijackers are able to stealthily poison
thousands of networks

Figure 5.2 shows the percentage of simulations (Y-axis) in which the hijacker
was able to stealthily poison at most a certain number of networks (X-axis). All
simulations in which the hijackers’ crafted path was visible to a route collector are
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marked as “failed” with 0 poisons. Therefore, similar to Figure 5.1, the percentage
of simulations in which the hijacker was invisible can be inferred by looking along
the Y-axis of Figure 5.2. We observe that out of the 2000 simulations 98% of type-
1 hijacks were visible, decreasing to 93%, 85%, 79%, 38%, and 0% for type-2,
type-3, type-4, realistic, and Omni hijackers (respectively). Furthermore, as the tail
of the cumulative distribution function (CDF) illustrates, baseline hijackers could
barely stealthily poison more than 1440 ASes i.e., 2% of the topology.

In 2018, Sermpezis et al., [3] showed in simulations that hijacks that affect
more than 2% of the Internet are always visible by the public route collectors.
Indeed, in the 2021 topology of CAIDA baseline hijackers could barely achieve
stealthily poisoning of more than 2% of the ASes in the topology. In contrast,
realistic and Omni hijackers were able, by announcing neighbor-specific hijacks,
to stealthily poison more than 2% of the topology for 1.65% and 5.65% of the
simulations (respectively). At worse, up to a maximum of 16.2%, i.e., 11.7K
ASes, and 23.5%, i.e., 17KASes, were stealthily affected by the realistic and Omni
hijackers (respectively).
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Figure 5.2: Baseline, realistic, and Omni hijackers: Number of ASes poisoned by
each hijack in the traditional CAIDA topology. The dashed vertical line illustrates
the 2% of the Internet topology.
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5.2.3 Smart hijackers usually craft short-length
announcements

Figure 5.3 provides insight into neighbor-specific hijack types crafted by the
realistic and Omni hijackers for both the successful and the failed hijacking
attempts. In total, among the 2000 simulations, 84Kneighbor-specific hijacks were
announced by each hijacker. Compared to type-1 to type-4 hijackers which always
export the designated attack type, 86%of the realistic and 80%of the Omni hijacker
exported paths were type-1∗ hijacks (respectively). Additionally, 95% and 91% of
the hijacker exported paths were at most type-3 hijacks (respectively), reaching
a maximum of a type-15 and a type-8 exported path for the Omni and realistic
hijacker (respectively).

The lower hijack types produced by the realistic hijacker indicates incorrect
decisions made by this hijacker compared to the Omni hijacker. Since the realistic
hijacker is unaware of the local preferences of networks and bases its decisions
only on the shortest path length, it incorrectly creates shorter announcements
compared to the Omni hijacker which knows that in some cases it has to poison
the announcement with the AS of the monitor, otherwise the attack will become
visible.
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Figure 5.3: Realistic and Omni hijackers: Per-neighbor attack-types announced by
the hijackers in the traditional CAIDA topology.

∗ Recall that we do not announce type-0 hijacks since they are not RPKI valid.
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5.2.4 Smart hijackers that succeed in hiding their attacks
from public route collectors can easily maintain a
path back to the victim

Figure 5.4 shows the percentage of simulations (Y-axis) in which the hijacker is able
to stealthily intercept the traffic from at most a certain number of networks (X-axis).
Compared to Figure 5.2 which considers as successful all kinds of stealthy hijack
outcomes, therefore both stealthy blackholes and stealthy interceptions, Figure 5.4
provides a comparison when considering as successful attacks only the stealthy
interceptions. We observe the following from the two figures: First, it is harder for
baseline hijackers to succeed in stealthy interceptions. In Figure 5.2, 2% of type-1
hijackers were stealthy and this increases to 7%, 15%, and 21% for type-2, type-3,
and type-4 hijackers (respectively). In Figure 5.4 though, less than 1% of type-1
hijackers maintain a route to the victim after the attack and this increases to 4%,
9%, and 13% for type-2, type-3, and type-4 hijackers (respectively). Second, it is
harder for baseline hijackers to stealthily intercept a lot of networks. Observing
the tail of the CDF in Figure 5.4, we see that baseline hijackers cannot stealthily
poison and intercept more than 2% of the networks in the topology. In contrast, the
realistic and Omni hijackers remain virtually the same when comparing between
the two figures. Looking along the Y-axis in Figures 5.2 and 5.4 we observe the
success rate of both realistic and Omni hijackers changes by less than 1% when
considering stealthy interceptions. At the same time, the tail of the CDFs for both
realistic and Omni hijackers remains unchanged. These findings indicate that the
smart hijacking strategies designed in Section 4.2.3 and Section 4.3.3 can almost
always succeed in creating interceptions while hiding from route collectors.



84 | Results and Analysis

100 101 102 103 104

ASes stealthily poisoned at most

0
10
20
30
40
50
60
70
80
90

100

%
 e

xp
er

im
en

ts

type-1
type-2
type-3
type-4
realistic
Omni

Figure 5.4: Baseline, realistic, and Omni hijackers: Number of ASes poisoned in
the traditional CAIDA topology for successful interception hijacks. The dashed
vertical line illustrates 2% of the Internet topology.

5.3 Hijack Impact - Increasing number of IXP
links

This section studies how increasing the number of IXP links in the CAIDA topology
affects the number of ASes that baseline, realistic, and Omni hijackers can stealthily
poison. As known from [19], p2p links are not well observed by the public route
collectors with only 0.18% of these links observed by all monitors. Therefore,
the objectives in increasing the number of p2p links are twofold: (i) include
such potential peering interconnections established over IXPs that are potentially
missing from the original CAIDA topology, and (ii) assess whether such links
could benefit a stealthy hijacker or not. The results of these simulations show what
impact the hijackers could have in potentially flatter Internet topologies.

Since our hijackers commonly maintain a path to the victim, for the remaining
sections of this chapter we will consider only such hijack outcomes as successful.
All other hijack outcomes, i.e., either when the attack is visible by a monitor or
when the hijacker does not maintain a path to the victim, will be marked as failed
with zero poisons for the purposes of counting the number of poisoned ASes.
Furthermore as stated earlier, those ASes that already preferred the hijacker prior
to the attack will not be considered, i.e., the following sections seek to measure
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how many ASes would route traffic to the hijacker under abnormal networking
conditions. However, such ASes will be considered as affected for the purpose of
our monitor visibility figures.

Key observations from this section are: lower type baseline hijackers are less
effective in a flatter Internet, while higher type hijackers are more effective (see
Section 5.3.1), stealthy attacks produced by smart hijackers are more effective the
flatter the Internet (see Section 5.3.2), and visible hijacks are stealthier in a flatter
Internet (see Section 5.3.3).

5.3.1 Lower type baseline hijackers are less effective in a
flatter Internet, while higher type hijackers are more
effective

Similar to Figure 5.4, Figure 5.5 illustrates for each percentage of simulations
(Y-axis), the number of networks that each hijacker was able to at most poison
(X-axis) while still maintaining a route to the victim. In the figure, we augment
the number of p2p interconnections established in each IXP by 25%, 50%, 75%,
and 100% of its total ASNs members (see Section 3.2.2) and compare the impact.
We use 0% (IXP0 label in the figure) to refer to the traditional CAIDA topology.
Table 5.1 provides the percentile values corresponding to Figure 5.5 as we augment
the number of interconnections in each IXP by the same amount.

As we observe from the figure and the corresponding table, increasing the
number of IXP links from 0% to 100% negatively impacts the already small
number of ASes that type-1 hijackers can stealthily poison. The number of stealthy
interceptions that type-1 hijackers feasibly achieve decreases by a factor of 3.3×,
from 1158 poisoned ASes in the IXP0 topology to 347 poisoned ASes in the
IXP100 topology. The justification for this can be understood from Figure 5.1. As
this figure shows, type-1 hijackers are commonly visible by multiple monitors since
such hijacks affect a huge percentage of the ASes in the Internet. Intuitively, adding
more IXP interconnections would cause hijacks by such non-reactive hijackers to
propagate further, potentially becoming visible to more monitor ASes.

In contrast, increasing the number of IXP links, benefits type-4 hijackers.
Table 5.1 shows that type-4 hijackers were able to stealthily poison up to 5 14

ASes in the traditional (IXP0) CAIDA topology and this number increases by a
factor of 1.78× (915 ASes), 2.84× (1 460 ASes), 3.0× (1 540 ASes), and 3.17×
(1 630 ASes) for topologies of 25%, 50%, 75%, 100% IXP links (respectively).
The reason behind this is simple; type-4 hijackers are naturally stealthier than
type-1 hijackers. As Figure 5.1 shows for half of the experiments (median), type-4
hijackers are not visible by more than 10 monitors. At the same time, BGP routes
advertised over p2p links (such as those commonly established in IXPs) are known
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to not propagate far in the Internet (see Section 3.2.1). Intuitively, flattening the
Internet would allow some hijacks to propagate further, poisoning more ASes. Yet,
the combination of the above two stealthy properties would commonly not allow
type-4 hijacks to propagate far enough to be observed by a monitor.
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Figure 5.5: Baseline, realistic, and Omni hijackers: Number of poisoned networks
as we increase the number of IXP links. The dashed line illustrates 2% of the
Internet topology.

5.3.2 Stealthy attacks produced by smart hijackers are
more effective the flatter the Internet

Both the realistic and Omni hijackers, which react to the routes the monitors report,
are able to better utilize the stealthiness of the additional IXP links inserted in the
CAIDA topology. Table 5.1 shows that realistic hijackers were able to stealthily
poison up to 11 731 ASes in the traditional CAIDA topology. This increases by
a factor of 1.27× (14 982 ASes), 1.91× (22 437 ASes), 2.20× (25 923 ASes),
and 2.81× (32 967 ASes) for topologies of 25%, 50%, 75%, and 100% IXP
links (respectively). When compared to the number of ASes that baseline type-
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4 hijackers can stealthily poison, this translates to an increase by a factor of 22.8×,
16.3×, 15.3×, 16.8×, and 20.2× for topologies of 0%, 25%, 50%, 75%, and 100%
IXP links (respectively).

In contrast, Omni hijackers are able to fully utilize the flattening of the Internet
to their advantage. As can be observed from Table 5.1, such hijackers are able
to poison up to 17005 ASes in the traditional CAIDA topology and this increases
by a factor of 1.06× (18 144 ASes), 1.44× (24 517 ASes), 1.77× (30 121 ASes),
and 2.08× (35 409 ASes) for topologies of 25%, 50%, 75%, and 100% IXP links
(respectively). When compared to the number of networks poisoned by the baseline
type-4 hijacker, this translates to an increase by a factor of 33×, 19.8×, 16.7×,
19.5×, and 21.7× (respectively) or in other words, to an increase by a factor of
1.45×, 1.21×, 1.09×, 1.16×, and 1.07× when compared to the realistic hijacker.

It is important to also stress that these number of poisoned networks are
significant. They correspond to 16.2%, 20.7%, 31.0%, 35.9%, and 45.5% of the
topology for the realistic hijacker and 23.5%, 25.1%, 33.9%, 41.7%, 49.0% of
the topology for the Omni hijacker (respectively). Stealthily hijacking 49% of the
topology is close to the 50% required to isolate Bitcoins’ mining power [123].

5.3.3 Visible hijacks are stealthier in a flatter Internet
Figure 5.6 shows for the realistic and baseline hijackers the percentage of simulations
(Y-axis) in which the hijacker is reported by at most a certain number monitors
(X-axis). As the lines across the beginning of the Y-axis indicate, increasing
the number of IXPs links does not significantly increase the success rate of our
hijackers. On the other hand, as the number of networks peering over IXPs
increases, all hijackers, both baseline and sophisticated ones, are reported by fewer
monitors. This change is large for some of our simulations. For example, Table 5.2
shows for various percentiles of the 2000 simulations how many monitors report
the hijack to route collectors. Looking at the 90th percentile for the type-1 hijackers,
we observe that 314 out the 367monitors report the attack in the traditional CAIDA
topology. This number decreases to 273, 250, 236, and 226monitors as we increase
the number of IXP peering links by 25%, 50%, 75%, and 100%, a maximum
decrease of 100 − 226 ∗ 100/314 = 28%. In a similar fashion, type-4 hijacker
see a sharper decrease with 269 out of 367 monitors reporting the hijack in the
traditional topology decreasing to 216, 179, 149, and 132 for 25%, 50%, 75%, and
100% of the IXP links, a maximum decrease of 100 − 132 ∗ 100/269 = 50.9%.
A similar decrease occurs for realistic hijackers with 182 out of 367 monitors
observing the attack in the CAIDA topology and this decreases to 148, 123, 108,
and 94 monitors for 25%, 50%, 75%, and 100% of the IXP links, a total decrease
of 100− 94 ∗ 100/182 = 48.3%.
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Figure 5.6: Baseline, realistic, and Omni hijackers: Number of monitors that report
the attack as we increase the number of IXP links.
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Table 5.1: Number of ASes poisoned by the hijack per percentile for different
percentages of IXP links. Here, 0% IXP links refers to the traditional CAIDA
topology, while 100% IXP links refers to the full topology with all the IXP links.

Percentile
Experiments

Percentage of IXP Links
0% 25% 50% 75% 100%

Baseline Type-1 Hijacker
90th 0 0 0 0 0
95th 0 0 0 0 0
100th 1158 374 598 481 347

Topology % 1.6 0.5 0.8 0.6 0.4
Baseline Type-4 Hijacker

90th 0 2 2 1 1
95th 7 21 31 26 24
100th 514 915 1460 1540 1630

Topology % 0.7 1.2 2.0 2.1 2.2
Realistic Hijacker

50th 1 2 2 2 2
70th 14 166 233 279 319
80th 43 540 835 1098 1317
85th 75 963 1557 1983 2363
90th 147 1673 2636 3232 3841
95th 333 2390 3979 5336 6571
100th 11 731 14 982 22 437 25 923 32 967

Topology % 16.2 20.7 31.0 35.9 45.5
Omni Hijacker

50th 37 361 578 682 787
70th 157 1257 1963 2455 2718
80th 327 2112 3340 4273 4818
85th 501 2567 4118 5422 6419
90th 868 3154 4910 6196 7342
95th 1750 4995 6805 8330 9635
100th 17 005 18 144 24 517 30 121 35 409

Topology % 23.5 25.1 33.9 41.7 49.0
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Table 5.2: Number of monitors reporting the hijack per percentile for different
percentages of IXP links. Here 0% IXP links refers to the traditional CAIDA
topology, while 100% refers to the fully enhanced topology with all the IXP links.

Percentile
Experiments

Percentage of IXP Links
0% 25% 50% 75% 100%

Baseline Type-1 Hijacker
70th 185 167 154 146 135
80th 239 210 192 179 169
85th 272 239 215 199 191
90th 314 273 250 236 226
95th 340 313 292 269 259
100th 365 364 365 364 365

Baseline Type-4 Hijacker
70th 47 42 39 39 35
80th 128 107 87 78 73
85th 212 168 137 118 103
90th 269 216 179 149 132
95th 334 280 245 209 187
100th 363 363 363 363 363

Realistic Hijacker
70th 5 5 4 4 4
80th 34 32 30 30 27
85th 57 52 51 50 48
90th 182 148 123 108 94
95th 283 233 194 165 145
100th 357 356 356 356 356



Results and Analysis | 91

5.4 Hijack Impact - Increasing the number of
Monitors

This section studies how increasing the number of ASes peering with route
collectors (i.e., the monitors) affects: (i) the success rate of the baseline, realistic,
and Omni hijackers hijackers and (ii) the number of networks poisoned by these
hijackers. Similar to the existing monitor ASes, these newly selected monitors
will publicly report their routes to the public route collectors. Subsequently, the
hijacker can react by modifying its attack based on what routes the new monitors
report, and thus avoid propagating the attack to any route collector. Two different
sets of data are compared in this section: (i) in the first set the hijacker reacts to the
newmonitors bymodifying its attack and (ii) in the second set the hijacker does not
react, i.e., essentially ignoring these new monitors. To simplify the presentation,
these two sets only consider two CAIDA topologies, the traditional one (i.e., IXP0)
and the full IXP one (i.e., IXP100), i.e., where every member of an IXP establishes
a BGP session with each other member. To select the new monitor ASes, the AS-
Rank [117] distribution of existing (i.e., today’s) monitors is considered and new
monitors are added so that the new monitor ASes follow the existing AS-Rank
distribution.

Based upon looking at the newfigures and tables, there are three key observations:
deploying more monitors prevents large-scale stealthy attacks from non-reactive
hijackers (see Section 5.4.1), deploying more monitors cannot completely prevent
large-scale stealthy attacks from reactive hijackers (see Section 5.4.2), and deploying
more monitors may benefit reactive hijackers as long as no more than 2% of the
topology is poisoned (see Section 5.4.3).

5.4.1 Deploying more monitors prevents large-scale
stealthy attacks from non-reactive hijackers

Figures 5.8 and 5.10 show that for the traditional and the full IXP topology the
percentage of simulations (Y-axis) in which the hijacker has been able to poison
at most a certain number of ASes (X-axis) as we increase the number of monitors
by a factor of 2×, 3×, and 4× (respectively). Factor 1× monitors refers to the
existing monitors of the infrastructure, i.e., the 367monitor ASes that we identified
from BGPStream (see Section 3.2.4). As one can observe from the figures, even
increasing the monitors by just a factor of 2×, has a huge impact on the ability of
route collectors to report non-reactive hijackers. In the traditional CAIDA topology
shown in Figure 5.8, the Omni hijacker does not manage to create a successful
stealthy interception attack for 9% of the simulations involving the existing number
or monitors (see the factor 1× line). However, when we increase the number of
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monitors by just a factor of 2×, the percentage of failed hijacks increases from the
original 9% to more than 50%. At the same time, none of the successful hijackers
were able to poison more than 2% of the topology, indicating that the additional
monitors are successful in reporting large scale attacks from non-reactive hijackers.
The results for the full IXP topology of Figure 5.10 are similar, i.e., increasing the
number of monitors by just a factor of 2× increases the percentage of failed hijacks
from 6% for the original (factor 1×) number of monitors to 75%. Similarly, the
hijacker is unable to stealthily poison more than 2% of the Internet.

5.4.2 Deploying more monitors cannot completely prevent
large-scale stealthy attacks from reactive hijackers

Similar to Figures 5.8 and 5.10, Figures 5.7 and 5.9 illustrate how many ASes were
at most poisoned for the traditional (IXP0) and the full (IXP100) topology when
the hijacker reacts to the routes reported by the new monitors. Table 5.3 provides
corresponding percentile values for the traditional and the full IXP topology as the
number of monitors is increased by up to a factor of 4×.

As one can observe from the figures and the table, the number of baseline
hijackers that successfully create stealthy attacks becomes insignificant as we scale
up the number of monitors. Baseline hijackers could not stealthily poison more
than 0.18% of the topology when the number of monitors is increased by a factor
of 2×. On the other hand, one can observe that realistic and Omni hijackers
can effectively modify their attacks to create new stealthy hijacks even when the
number of monitors is increased by a factor of 4×. For the Omni hijacker, the
percentage of failed simulations increases by just 3.2%, from 8.2% with factor 1×
monitors to 11.4% with factor 4× monitors, for the IXP0 topology. Similarly,
the percentage of failed Omni simulations increases by just 0.35%, from 5.55%
to 5.9%, for the IXP100 topology. At the same time, the Omni hijackers can still
stealthily poison more than 2% of the ASes in 2.5% and 26.6% of simulations
for the IXP0 and the IXP100 topology (respectively) with a factor 4× monitors.
Although this is a reduction from 5.65% and 41.1 for the IXP0 and the IXP100
topology (respectively) when considering a factor 1× monitors. Similar findings
apply to the realistic hijacker. The realistic hijacker can still poison more than 2%
of the ASes in 1% and 14.8% of simulations in the IXP0 and IXP100 topology
(respectively) when considering a factor 4×monitors. However, this is a reduction
from 1.65% and 19.2% poisoned ASes for the IXP0 and the IXP100 topology
(respectively) when considering a factor 1× monitors.
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5.4.3 Deploying more monitors may benefit reactive
hijackers as long as no more than 2% of the topology
is poisoned

As Figures 5.7 and 5.9 illustrate, both in the traditional and in the full IXP
topology, placing more monitors benefits realistic hijackers which surprisingly see
improvement both in the success rate of crafting stealthy hijacks and in the number
of ASes that they stealthily poison as long as they do not poison more than 5 ASes
in the traditional topology and 800 ASes in the full IXP topology (respectively).
For example, for the traditional topology of Figure 5.7, the percentage of failed
simulations reduces by 11.3%, from 45.5% with a factor 1× monitors to 34.2%
with a factor 4× monitors. Similarly, for the full IXP topology of Figure 5.9, the
percentage of failed simulations reduces by 10.5%, from 43.4% with a factor 1×
monitors to 32.9% with a factor 4× monitors.

This improvement for topologies with more monitors may be due to the fact
that, unlike the baseline hijackers which always perform the same type of attack,
and unlike the Omni hijackers which already know the whole topology and cannot
benefit from the new monitors, realistic hijackers which lacked knowledge learn
more about the Internet topology with more monitors, which could lead to the
creation of stealthier and potentially more impactful hijacks.



94 | Results and Analysis

Table 5.3: Number of ASes poisoned per percentile by the baseline, realistic, and
Omni hijacker for each multiplication factor of monitors (when hijackers react to
new monitors). Each row contains two numerical correspond to the traditional
CAIDA topology (IXP0) and the IXP100 topology. The topology rows illustrate
to what percentage of the total ASes the 100thpercentiles values correspond to the
traditional and the IXP100 topology.

Percentile
Experiments

Monitor Multiplication Factor
x1 x2 x3 x4

IXP0 IXP100 IXP0 IXP100 IXP0 IXP100 IXP0 IXP100
Type-1 Hijacker

90th 0 0 0 0 0 0 0 0
95th 0 0 0 0 0 0 0 0
100th 1158 347 43 114 43 114 43 5

Topology % 1.6 0.4 0.06 0.15 0.06 0.15 0.06 0.0
Baseline Type-4 Hijacker

90th 0 1 0 0 0 0 0 0
95th 7 24 0 3 0 1 0 0
100th 514 1630 110 135 73 124 57 96

Topology % 0.7 2.2 0.15 0.18 0.1 0.17 0.07 0.13
Realistic Hijacker

50th 1 2 2 2 2 4 2 8
70th 14 319 10 307 9 376 8 456
80th 43 1317 23 1081 21 1100 16 1037
85th 75 2363 37 1716 33 1580 25 1434
90th 147 3841 60 2816 48 2396 38 2209
95th 333 6571 163 5576 122 4705 103 4367
100th 11 731 32 967 9131 27 124 5557 22 805 4290 20 856

Topology % 16.2 45.6 12.6 37.6 7.7 31.6 5.9 28.8
Omni Hijacker

50th 37 787 15 537 10 394 8 323
70th 157 2718 49 1954 34 1527 23 1200
80th 327 4818 106 3444 60 2633 44 2086
85th 501 6419 167 4952 102 3547 67 2753
90th 868 7342 309 6082 167 5249 121 4655
95th 1750 9635 824 7157 429 5938 292 5286
100th 17 005 35 409 12 171 30 309 8270 26 146 5950 22 994

Topology % 23.5 49.0 16.8 41.9 11.4 36.2 8.2 31.8



Results and Analysis | 95

100 101 102 103 104

ASes stealthily poisoned at most
0

10

20

30

40

50

60

70

80

90

100
%

 e
xp

er
im

en
ts

 (C
DF

)

type4-factor1
type4-factor2
type4-factor3
type4-factor4
real-factor1
real-factor2
real-factor3
real-factor4
Omni-factor1
Omni-factor2
Omni-factor3
Omni-factor4

Figure 5.7: Baseline, realistic, and Omni hijackers: Number of poisoned networks
as the number ofmonitors increases by up to a factor of 4× in the traditional CAIDA
topology. The hijacker reacts to the deployment of the new monitor.
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Figure 5.8: Baseline, realistic, and Omni hijackers: Number of poisoned networks
as the number ofmonitors increases by up to a factor of 4× in the traditional CAIDA
topology. The hijacker does not react to the deployment of the new monitor.
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Figure 5.9: Baseline, realistic, and Omni hijackers: Number of poisoned networks
as the number of monitors increases by up to a factor of 4× in the full IXP topology.
The hijacker reacts to the deployment of the new monitor.
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Figure 5.10: Baseline, realistic, and Omni hijackers: Number of poisoned networks
as the number of monitors increases by up to a factor of 4× in the full IXP topology.
The hijacker does not react to the deployment of the new monitor.
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Chapter 6

Towards Reliable Route
Collectors Against Stealthy
Hijackers

Hijackers which react to the placement of new monitor ASes, by deliberately
making their attacks less preferred, may still be able to poison a non-trivial part
of the Internet while remaining hidden from public route collectors.

In the traditional CAIDA topology, realistic hijackers were able to poison more
than 2% of the ASes in 1.65% of the simulations while Omni hijackers were able to
poisonmore than 2% in 5.65%of the simulations (see Figure 5.4). In future Internet
topologies with more p2p links established over IXPs (such as those shown in
Figure 5.5) these percentages increase, with realistic hijackers able to poison more
than 2% of the ASes in 19% of the simulations and Omni hijackers able to poison
more than 2% of the ASes in 41% of the simulations∗. Even when the number
of monitor ASes peering with route collectors is increased by 4× their existing
number, as in Figure 5.9, these percentages still remain high, with the realistic
hijacker able to poison more than 2%of the ASes in 15%of our simulations and the
Omni hijacker able to poison more than 2% of the ASes in 25% of the simulations.
Interestingly, as one can observe from the same figure, the new monitors may
benefit the realistic adversary by enabling the hijacker to potentially poison more
ASes – as long as no more than 800 ASes are affected by the hijack.

Since increasing the number of ASes peering with route collectors, i.e.,
the number of monitors, using a distribution similar to the existing distribution
∗ both percentages correspond to the full IXP (i.e., IXP100) topology
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of monitors is insufficient to deal with stealthy hijackers that hide from route
collectors, this chapter considers experiments with two additional methods to
potentially improve the existing public route collector infrastructure: (i) the
placement of monitor ASes in more strategic locations (see Section 6.1) and (ii)

the modification of monitor ASes to report more routes (see Section 6.2 and
Section 6.3).

6.1 Placing Monitors in Strategic Locations
The hijack simulations of Section 5.4 are repeated by selecting the same victim
and hijacker AS pairs but modifying the placement of additional monitors of
Section 5.4 to place the new monitors in more strategic locations. Figure 6.1 is
examined to decide which ASes to select as new monitors. This figure illustrates
for each AS in the topology (shown as a percentage on the Y-axis) the percentage
of times this AS is at most stealthily poisoned∗ among our experiments (i.e., the
2000 simulations shown on the X-axis) as we scale the number of IXP links for the
existing (i.e., factor-1) number of monitors. As can clearly be observed from the
figure at X = 0, roughly 12%, i.e., 8 640 of the ASes in the topology are never
poisoned by either type of hijacker. This indicates the existence of ASes which
are potentially invulnerable to being affected by stealthy hijackers†. Since stealthy
hijacks do not affect such ASes, i.e., such ASes never installed a hijack route in
their Local RIB, it is not beneficial to select any of them as candidate peers when
adding new route collectors – since they will never propagate the hijack to route
collectors.

For the remaining 88% of ASes, the majority are rarely poisoned. Yet, the
poison frequency increases as one increases the number of IXP links. For example,
in the traditional topology (i.e., IXP0), the realistic hijacker stealthily poisons 90%
of the ASes in fewer than 0.5% (i.e., 10) of the simulations. In the fully connected
IXP topology (i.e., IXP100), this percentage increases to no more than 4% (i.e., 80)
of the simulations. For the Omni hijacker, in the traditional topology, 90% of the
ASes are poisoned in fewer than 1.8% (i.e., 36) of the simulations. This increases
to 9.6% (i.e., 192) of the simulations when considering the fully connected IXP
topology. This difference in impact between the Omni and realistic hijackers
suggests the existence of vulnerable ASes from which knowledgeable attackers
can stealthy hijack the traffic destined to the victim. Such ASes would seem to be
good locations for monitors to reduce the upper-bound impact of Omni hijackers.
However, they do not completely eliminate the impact of stealthy hijackers, as such
∗ Not to be confused with AS-path poisoning. An AS is considered poisoned if it forwards its traffic
to the hijacker. † A number much greater than the 1468 (i.e., factor-4) monitors which the smart
hijackers deliberately avoid.
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ASes likely remain unaffected by realistic hijackers. As will be seen, the benefits of
selecting such candidate ASes as newmonitor locations is likely to be non-optimal.

Looking at the tail of the CDFs, one can observe that few ASes are often
poisoned, e.g., in more than 10% of our simulations. Such ASes are potentially
good locations to pick as monitors to block realistic and Omni hijackers from
poisoning huge parts of the Internet.

Based upon the above analysis, some strategic locations are selected to place
additional monitors, specifically those ASes that are poisoned in more than 12% of
the simulations. This numeric threshold yields 1101 candidate ASes for a total of
1101 + 367 = 1468 monitors, a number equal to the factor 4× monitors selected
in Section 5.4. From this strategic placement, we ignore 24 ASes for consistency
reasons, as these ASes have been selected as hijackers in at least one simulation.
Similarly to Section 5.4, we configure all of the newly selected monitor ASes to
report their best BGP routes to route collectors. Unfortunately, as we will see in
Section 6.1.1, strategically placing monitors among the most commonly poisoned
ASes may actually benefit reactive hijackers.
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Figure 6.1: Realistic vs Omni hijacker: Percentage of times that ASes are stealthily
poisoned among the 2000 hijack simulations as we increase the number of AS
peering over IXPs in the topology.
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6.1.1 Strategically placing monitors among the most
commonly poisoned AS may benefit reactive hijackers

Figures 6.2 and 6.3 compare for the traditional (IXP0) and the fully-connected IXP
topology (IXP100) the number of ASes that were at most poisoned when the (Omni
and realistic) hijackers react to our selection choice of new monitors, i.e., monitors
that follow the same distribution as the original monitors (legend label: same-distr)
or that follow a strategic placement based on which ASes were the most poisoned
during our simulations (legend label: strategic).
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Figure 6.2: Baseline, Realistic, vs Omni hijacker traditional (IXP0) topology:
Comparison of the number of poisoned networks between a strategic placement
of monitors versus a placement that follows the same distribution.

As can be observed from the start of the curves along the Y-axis in the above
figure, the percentage (%) of visible hijacks increases for the realistic hijacker
from 35% to 48% in the IXP0 topology shown in Figure 6.2 and from 33% to
47% in the IXP100 topology shown in Figure 6.3 (respectively) when we compare
the same distribution placement versus the strategic placement of monitors. As
expected, strategically placing monitors in locations that are more commonly
poisoned provides better protection against realistic stealthy hijackers for some
ASes compared to a general placement that follows the same distribution as the
existing distribution of monitors. However, as one may unexpectedly observe from
the continuation of the CDF curves, strategically placing monitors provides less
protection to the majority of the ASes that continue to be affected by stealthy
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hijackers. Specifically, in Figure 6.2, when more than 8 ASes are poisoned in
the simulations, the strategic placement of monitors benefits the realistic hijackers.
Similarly, in Figure 6.3, when more than 1444 ASes (i.e., 2%) of the topology are
poisoned, the strategic placement of monitors also benefits the realistic hijackers.
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Figure 6.3: Baseline, Realistic, vs Omni hijacker fully-connected (IXP100)
topology: Comparison of the number of poisoned networks between a strategic
placement of monitors versus a placement that follows the same distribution.

The findings for the Omni hijacker are similar. Specifically, one can observe
that Omni hijackers, which know the routing preferences of ASes, can consistently
benefit from the strategic placement of monitors, i.e., poisoning more ASes, or at
worse perform equally as well, i.e., poisoning an equal number of ASes compared to
whenmonitors are selected following the same distribution as the originalmonitors.
In the IXP0 topology of Figure 6.2, the median number of poisoned ASes increases
by a factor of 2.5× with the strategic placement, while in the IXP100 topology of
Figure 6.3 the median number of poisoned ASes increases by a factor of 1.8×.

The findings for the baseline are similar to the Omni hijakcer. Specifically, as
one can observe in both topologies, strategically placing monitors allows baseline
Type-4 hijackers to improve their success rate of stealthily poisoning more ASes in
both topologies.
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6.1.2 Conclusions regarding placing monitors in strategic
locations

To summarize, the above observations indicate that if a limited number of newASes
can be selected to peer with the public infrastructure, then selecting as newmonitors
those ASes that are most commonly poisoned, although benefiting those ASes,
does not offer much benefit to the rest of the Internet against stealthy hijackers that
react to the new monitors by modifying their announced paths. Future work should
investigate how to strategically select better ASes as monitors as well as what are
the topological characteristics of the ASes that were never poisoned by stealthy
hijackers (i.e., referring to the 12% of ASes of Figure 6.1).

6.2 Modifying Monitors to Report More Paths
Section 6.1 showed that strategically choosing new ASes to peer with route
collectors to deal with stealthy hijackers is challenging as once the hijacker learns
of the new monitor AS, it can adapt its attack to avoid being reported to the public
route collectors. The hijackers designed in Chapter 4 achieve this by prepending
or by poisoning the AS-paths they announce with additional ASes. They abuse the
fact that BGP is a path vector routing protocol where traditionally routing devices
only propagate a single path per-prefix, specifically the best path. This causes the
longer routes announced by these hijackers to become less preferred compared to
the shorter routes announced by the victim; consequently, leading to the hijack
frequently not propagating to route collectors.

There are two reasons why peers do not propagate the hijack to route collectors:
(i) because the hijack is unobservable by the peer, i.e., the hijack did not propagate
to the peer via any of its neighbors, or (ii) because the hijack propagated to the peer
– however, the peer then decided to propagate the victim’s path to the collector (as
illustrated in Figure 6.4).
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Figure 6.4: Example of how a hijack would not be reported to the route collector by
its peer. The hijack, illustrated as the red line, propagates to the peer but then the
peer selects as best path the victim’s path, illustrated as the green line, to propagate
to the collector.

To identify how to improve the infrastructure, it is important to distinguishing
between the two scenarios. In the first scenario, the existing public route collector
infrastructure is insufficient to observe the hijack because routes announced by
the hijacker are invisible to the existing peers of the route collectors. The only
potential solution is to expand the infrastructure with reports from additional peers
(i.e., increase the number of monitor ASes), as in Section 6.1.

In contrast, in the second scenario, illustrated in Figure 6.4, although the hijack
is not reported to the collector, it is still present in the Adj-RIB-in table of the
monitor; therefore, it is feasible with the existing infrastructure to report the hijack
— but only if monitors were to report more paths from their Adj-RIB-in table.

To illustrate how often each of the above scenarios occurs during our simulations,
the hijack simulations for the IXP0 and IXP100 topology are repeated and the Adj-
RIB-in table of each monitor extract after the attack. From these extracted tables,
one can compute the fraction of corrupted routes, here defined as the number of
routes where the hijacker is present in the AS-path divided by the total routes the
monitor knows for the hijacked prefix.

The fraction of corrupted routes values range from [0, 1]. A fraction of zero
means that the hijack is not present in the Adj-RIB-in table of the monitor, i.e.,
the hijack did not propagate to the monitor, while a fraction of one means that all
route entries the monitor knows for the hijacked prefix have been corrupted by the
hijacker.

Figures 6.5 and 6.6 show for different percentages of monitors (shown on
the Y-axis) the percentage of routes that were at most corrupted in the Adj-RIB-
in (shown on the X-axis) by the two hijacker configurations, i.e., realistic and
Omni. Figure 6.6 by considering the Adj-RIB-in tables from all the simulations
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regardless of the stealthiness of the hijack; therefore, the CDFs of the Omni
and realistic hijackers are computed from a dataset of 734 000 datapoints (i.e.,
367 monitors × 2000 simulations). In contrast, Figure 6.5 considers the Adj-
RIB-in tables from only the stealthy hijacks; therefore, the CDFs represent a smaller
fraction of the actual attacks, i.e., 451 410 (367 monitors × 1230 simulations)
and 449 575 (367 monitors × 1225 simulations) datapoints for the realistic
hijacker in the IXP0 and IXP100 topologies (respectively). As the Omni hijacker
is (almost) always stealthy, the fraction remain virtually the same, i.e., 734 000
datapoints in both topologies∗.
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Figure 6.5: Realistic vs Omni hijacker: Comparison of the percentage of corrupted
Adj-RIB-in entries for each monitor during the IXP0 and IXP100 topology
simulations. Note that only stealthy hijacks are considered. These stealthy hijacks
represent a small fraction of the actual attacks. For data about all attacks see
Figure 6.6.

∗ For the IXP100 topology, the actual dataset for the Omni hijacker is
367 monitors × 1999 simulations because as Table 6.1 shows, there exists a simulation
where the Omni hijacker was visible by a single monitor
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Figure 6.6: Realistic vs Omni hijacker: Comparison of the percentage of corrupted
Adj-RIB-in entries for each monitor during the IXP0 and IXP100 topology
simulations. All hijacks are considered, i.e., both stealthy and non-stealthy.

As one can observe along the Y-axis of Figure 6.5, when hijackers succeed in
designing stealthy routing hijacks, the attack is commonly not observable by the
majority of the monitors. In the IXP0 topology experiments, the Omni hijacker did
not corrupt a single Adj-RIB-in route entry for 88.1% of the analyzed monitors,
while for 95%of the analyzed monitors at most 5.4%of the Adj-RIB-in routes were
corrupted∗. In contrast, the percentages of corrupted routes are lower for realistic
hijackers. In the IXP0 topology experiments, the realistic hijacker that achieved
a stealthy attack did not corrupt a single Adj-RIB-in route entry for 94.0% of the
analyzed monitors, while for 95% of the analyzed monitors at most only 1.3% of
the Adj-RIB-in routes were corrupted.

In the IXP100 topology experiments, both realistic andOmni hijackers commonly
corrupt a larger percentage of the Adj-RIB-in entries. Yet, hijacks are still not
observable by the majority of monitors. The Omni hijacker did not corrupt a single
Adj-RIB-in route entry for 75.4% of the analyzed monitors, while for 95% of the
analyzed monitors at most 10.5% of the Adj-RIB-in routes were corrupted. These
percentages of corrupted routes are lower than for realistic hijackers. The realistic
hijacker did not corrupt a single Adj-RIB-in route entry for 88.2% of the analyzed
monitors, while for 95% of the analyzed monitors at most only 2.6% of the Adj-
RIB-in routes were corrupted.
∗ The percentages always refer to the number of route entries involving the hijacked prefix, not the
whole RIB-in table.
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Figure 6.5 showed an interesting and expected finding; that successful (i.e.,
stealthy) realistic hijackers are commonly stealthier than Omni hijackers when one
considers the number of hijacked routes in the Adj-RIB-in table of the monitors.
The intuition behind this finding is simple. Omni hijackers know by design, i.e.,
by utilizing the BGP oracle (see Section 4.2.1), when they will be reported to
route collectors. This enables them to create stealthy hijacks that propagate further;
hence, corrupting a larger number of the Adj-RIB-in tables compared to realistic
hijackers, which to achieve stealthy hijacks commonly need to announce longer
paths that consequently do not propagate as far on the Internet. This suggests
that there exists the potential, by reporting more paths, to make it more likely that
most of the impactful stealthy hijackers are visible for likely IXP0 and IXP100
topologies.

Similarly to Figure 6.5, Figure 6.6 shows the percentage of entries in the
Adj-RIB-in table of the monitors that hijackers corrupt when one considers all
designed attacks, both stealthy and visible hijacks. As one can observe, the Omni
hijacker remains virtually the same as in Figure 6.5. This is expected since those
hijacks designed by this hijacker are nearly always stealthy. In contrast, realistic
hijackers show a completely different pattern. In the IXP0 and IXP100 topologies,
realistic hijackers did not corrupt a single route in 66% and 59% of the monitors,
respectively. Furthermore, in both topologies, for 25% of the monitors more than
25% of the entries in the Adj-RIB-in table were corrupted by the hijack. These
findings indicate that when realistic hijackers fail to produce stealthy attack, they
commonly corrupt a significant percentage of Adj-RIB-in entries. The conclusion
is that increasing the number of monitor reported paths would benefit the route
collector infrastructure as realistic hijackers would likely become more visible to
potentially many monitors.

Having analyzed the above two figures, one can observe that reporting more
paths seems to be beneficial for the public route collector infrastructure, specifically
it reduces the upper bound impact of stealthy hijacks as well as increases the
visibility of hijacks. Therefore, the existing infrastructure should be modified
so that monitors report more paths to route collectors. However, this raises the
question of: How many paths should be reported? To answer this question, the
next section considers scenarios where the monitors randomly report more paths,
i.e., a second path, third path, etc., (see Section 6.3).
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Table 6.1: Number of monitors reporting the hijack per percentile for the baseline,
realistic, and Omni hijacker when monitors report more paths. Each path column
contains two numerical values that correspond to the traditional CAIDA topology
(IXP0) and the full (IXP100) topology.

Percentile
Experiments

Number of disclosed AS paths per monitor
One Path Three Paths Five Paths Seven Paths

IXP0 IXP100 IXP0 IXP100 IXP0 IXP100 IXP0 IXP100
Baseline Hijacker (Type-4)

50th 10 8 102 106 159 171 195 214
70th 47 35 297 305 331 345 338 353
80th 128 73 340 343 353 358 355 359
85th 212 103 356 355 359 361 359 361
90th 269 132 361 360 361 363 361 363
95th 334 187 363 363 363 364 363 364
100th 363 363 366 367 366 367 366 367

Realistic Hijacker
50th 0 0 2 4 4 8 6 12
70th 5 4 73 90 117 149 146 193
80th 34 27 272 279 316 330 327 345
85th 57 48 317 328 338 352 342 356
90th 182 94 350 350 355 358 356 359
95th 283 145 358 359 359 360 359 360
100th 357 356 361 362 361 362 361 362

Omni Hijacker
50th 0 0 1 4 2 8 3 11
70th 0 0 5 12 9 22 13 31
80th 0 0 9 20 17 36 24 49
85th 0 0 13 26 24 47 33 64
90th 0 0 19 37 35 66 49 90
95th 0 0 31 62 55 109 75 141
100th 0 1 144 179 203 245 237 271
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6.3 Monitors Randomly Report Paths
This section investigates how effective the public route collector infrastructure
would have been in revealing stealthy hijacks if monitors randomly reported more
paths. To realize this, we randomly select additional routes to report to route
collectors from the Adj-RIB-in table of each monitor. These new routes are chosen
at random so that it will be difficult for smart hijackers to react to the newly
disclosed routes reported to route collectors.

To reflect the changes in the number of paths disclosed to the infrastructure,
the definition of stealthy attacks is modified such that the hijack is visible by the
infrastructure if at least one monitor reports a path crafted by the hijacker in any of
the additional reported paths (i.e., not just the best path). If none of the monitors
report a crafted path, then the hijack is said to be stealthy to the infrastructure.

Figures 6.7 and 6.8 compare the percentage of experiments (Y-axis) in which
the Omni, realistic, and baseline hijacker was reported by at most a certain number
of monitors (X-axis) when the monitors randomly report up up to seven AS-paths
from their RIB-in table (labelled as paths-1 to paths-7). Thus paths-1 refers to
the traditional infrastructure where the monitors reports only a single path per
prefix, the best BGP path, while paths-3 refers to the modified infrastructure where
monitors report up to three paths, the best path plus two randomly chosen paths.
Similarly, paths-5 refers to the modified infrastructure where monitors report up to
five paths, the previous three plus two additional, etc.
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Figure 6.7: Type-4 baseline vs Realistic vs Omni hijacker IXP0 topology:
Comparison of the number of monitors that report the attack when monitors report
up to 1, 3, 5, and 7 AS-paths.
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Figure 6.8: Type-4 baseline vs Realistic vs Omni hijacker IXP100 topology:
Comparison of the number of monitors that report the attack when monitors report
up to 1, 3, 5, and 7 AS-paths.
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Randomly selecting AS-paths to report to route collectors obstructs the hijacker
from learning the whole Adj-RIB-In table of the monitors and therefore properly
reacting to the newly disclosed routes. However, randomly reporting paths also
introduces uncertainty in the reliability of the infrastructure because monitors may
luckily select to report or unluckily select not to report crafted routes propagated
by the hijackers.

To address this uncertainty, additional data points for the CDFs of Figures 6.7
and 6.8 are included based on whether monitors were reporting different groups
of paths. For each monitor, 50 samples of randomly selected groups of paths
are reported to route collectors. Then, one counts how many monitors report the
hijack in their first group-of-paths sample, how many in their second group-of-
paths sample, etc., until one covers all samples. This procedure is repeated for
each of the 2000 simulation for a total of 50 samples × 2000 simulations =

100 000 datapoints in the CDF.
To compute the number of ASes that the hijacker could stealthily poison while

remaining hidden to route collectors, one inspects the computed group-of-paths
samples. If in any of the samples none of the monitors disclosed a route crafted by
the hijacker, then one can say that the attack is stealthy as there exists the potential
for the hijack to not be reported to the infrastructure. For such stealthy simulations,
one computes the number of poisoned ASes and includes a single datapoint in the
CDFs of Figures 6.9 and 6.10 for a total of 2000 datapoint values. Otherwise, if
the hijack is visible by the infrastructure, a datapoint value of zero is included for
the corresponding simulation (this is done similarly for the rest of the poisoning
figures in this thesis).

Two key results are that (i) modifying the existing infrastructure to report
more paths could reveal the majority of most impactful stealthy hijacks (see
Section 6.3.1) and the existing infrastructure could be insufficient to capture
reactive smart hijackers (see Section 6.3.2). These results lead to the conclusions
in Section 6.3.3.
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Figure 6.9: Type-4 baseline vs Realistic vs Omni hijacker IXP0 topology:
Comparison of the number of stealthily poisoned networks when monitors
randomly report more paths.
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Figure 6.10: Type-4 baseline vs Realistic vs Omni hijacker IXP100 topology:
Comparison of the number of stealthily poisoned networks when monitors
randomly report more paths.
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6.3.1 Modifying the existing infrastructure to report more
paths could reveal the majority of most impactful
stealthy hijacks

Figures 6.9 and 6.10 showed the percentage of simulations (Y-axis) in which
the baseline, realistic, and Omni hijackers stealthily poisoned at most a certain
number of networks (X-axis) as the number of reported paths by each monitor
was increased. Table 6.2 provides a compact view of this information for different
percentiles of the simulations. As one can observe, the more networks the hijacker
normally impacts the greater the likelihood for monitors to report the hijack. When
monitors report up to 7 paths, Type-4 hijackers (which do not configure their attacks
to hide from the monitors) could not stealthily poison more than 249 ASes in the
traditional (IXP0) topology nor more than 426 ASes in the flat (IXP100) topology
(see Table 6.2). Realistic hijackers, which commonly corrupt a smaller percentage
of the Adj-RIB-in tables entries, as already shown in Figure 6.5, were the least
affected, being able to still stealthily poison up to 4318 (6%) ASes in the IXP0
topology and up to 11222 (15.5%) ASes in the IXP100 topology. Omni hijackers,
which corrupt a higher percentage of the Adj-RIB-in tables to hide, were the most
affected, being unable to stealthily poison more than 1218 (1.7%) of the ASes in
the IXP0 topology nor more than 6277 (8.7%) of the ASes in the IXP100 topology.

Interestingly, looking at the table and comparing the number of poisoned
ASes achieved by our hijackers, one can observe that reporting more paths
offers clear benefits against Omni hijackers even when monitors report only up
to two additional paths. In the IXP0 topology, when monitors report more
than three paths, one can observe that Omni hijackers consistently stealthily
poison fewer ASes than realistic hijackers across all percentiles. Similarly, in the
IXP100 topology, when monitors report more than one path, one canve that Omni
hijackers consistently stealthily poison fewer ASes than realistic hijackers across
all percentiles. Since Omni hijackers were the those commonly able to stealthily
poison larger percentages of the topology, one can conclude that reporting more
AS-paths clearly provides benefits against stealthy routing hijacks. The results
is that Omni hijackers now have to modify their attack, i.e., make the paths less
preferred, so that they poison fewer ASes in order to remain stealthy.
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Table 6.2: Number of ASes poisoned per percentile by the baseline, realistic, and
Omni hijacker when monitors randomly report more paths. Each path column
contains two numerical values that correspond to the traditional CAIDA topology
(IXP0) and the full (IXP100) topology.

Percentile
Experiments

Number of disclosed AS paths per monitor
One Path Three Paths Five Paths Seven Paths

IXP0 IXP100 IXP0 IXP100 IXP0 IXP100 IXP0 IXP100
Baseline Hijacker (Type-4)

50th 0 0 0 0 0 0 0 0
70th 0 0 0 0 0 0 0 0
80th 0 0 0 0 0 0 0 0
85th 0 4 0 0 0 0 0 0
90th 11 25 0 0 0 0 0 0
95th 61 82 16 16 5 4 2 0
100th 1295 1630 904 426 398 426 249 426

Realistic Hijacker
50th 1 3 0 0 0 0 0 0
70th 15 330 5 11 3 3 2 2
80th 44 1332 17 292 10 101 7 32
85th 77 2382 34 821 19 474 13 229
90th 150 3841 56 1813 40 1217 30 971
95th 335 6571 146 4108 103 3352 70 2850
100th 11 731 32 967 4723 17 925 4723 17 925 4318 11 222

Omni Hijacker
50th 35 789 1 0 0 0 0 0
70th 157 2732 9 4 2 1 2 0
80th 326 4818 25 63 8 5 4 3
85th 498 6419 40 270 14 22 8 8
90th 857 7342 69 775 29 133 16 40
95th 1737 9635 168 1949 66 728 43 288
100th 17 005 35 409 4056 11 739 4056 6383 1218 6277
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6.3.2 The existing infrastructure could be insufficient to
capture reactive smart hijackers

Contrary to the previous findings of Table 6.2where realistic hijackers outperformed
Omni hijackers in the number of AS that they could stealthily poison, when one
considers the number of monitors that observe the attack, one can still note that
Omni hijackers are visible by fewer monitors than realistic hijackers. For example,
when monitors report up to 7 AS-paths, in 80% of experiments at most 24 (6.5%)
and 49 (13.3%) monitors report the Omni hijack for the traditional (i.e., IXP0) and
the full (i.e., IXP100) topologies (respectively). The corresponding 80th percentile
for the realistic hijacker is 327 (89.1%) and 345 (94%) monitors for the traditional
(i.e., IXP0) and the full (i.e., IXP100) topologies (respectively). This difference in
visibility between the Omni and realistic hijacker is justified by the results shown in
Figure 6.6, where one can observe that the realistic hijacker corrupts a much larger
percentage of the Adj-RIB-in tables than Omni hijackers. This low visibility of the
Omni hijacker to the current monitoring infrastructure also indicates that if Omni
hijackers were to adapt their attack, it may be easy for them to avoid being reported
to the existing monitor infrastructure.

6.3.3 Conclusions about Monitors Randomly Report Paths
In summary. reporting more paths makes the majority of impactful stealthy
hijackers that affect more than 2% of the topology visible.

In the flat (i.e., IXP100) topology, the Omni and realistic hijackers were able
to poison more than 2% of the ASes in 41.2% and 19.45% of the simulations
(respectively). When one modified the monitors to report three, five, and seven
paths. Those percentages decrease with Omni hijackers still able to poison more
than 2% in 11.9%, 6.7%, and 4.85% of the simulations (respectively) and realistic
hijackers still able to poison more than 2% in 10.65%, 8.85% and 7.6% of the
simulations (respectively). These percentages translate to an improvement by a
factor of 3.46×, 6.15×, 8.49× for the Omni hijackers, and 1.82×, 2.19×, 2.55×
for the realistic hijackers when monitors report up to three, five, and seven paths
(respectively).

Similarly, in the traditional CAIDA (i.e., IXP0) topology, Omni and realistic
hijackers were able to poison more than 2% of the ASes in 5.65% and 1.65% of the
simulations (respectively). When one modifies the monitors to report three, five,
and seven paths, then those percentages decrease but Omni hijackers are still able to
poisonmore than 2% in 0.25%, 0.05%, and 0%, and realistic hijackers being able to
poison more than 2% in 0.9% and 0.8%, 0.65% of the simulations (respectively).
These percentages translate to an improvement in the visibility of hijackers by a
factor of 22.6×, 113×, and ∞ for the Omni hijackers, and 1.83×, 2.06×, 2.54×
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for the realistic hijackers when monitors report up to three, five, and seven paths
(respectively). It is important to note that when monitors report up to seven paths,
it was impossible for the Omni hijacker to corrupt 2% of the Internet.

However, as Table 6.2 suggests, it may happen that only a few monitors would
observe the routing hijack. Hijackers that observe the new routes disclosed by
the infrastructure could potentially easily react, by modifying their attacks, and
therefore avoid the crafted paths being reported to the infrastructure. Research
about what hijackers could achieve if they react to the newly disclosed paths is left
as future work.
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Chapter 7

Conclusions and Future Work

This chapter summarizes the outcomes of the Licentiate thesis. Section 7.1
summarizes the conclusion of this work based on the research question and the
research dimensions of this thesis. Section 7.2 provides the various insights that
were reached from conducting this work. Section 7.3 summarizes the limitations of
the existing work and suggests potential future work. Finally, Section 7.4 provides
some reflections.

7.1 Conclusions
As stated earlier, BGP was not designed with security in mind. For this reason,
multiple hijack detection systems have been proposed operating in the control
plane, in the data plane, or a combination of those planes. Many of the current
monitoring solutions, such as such as Cisco’s BGPStream [6], Artemis [3], and
ThousandEyes [4], operate in the control plane. All of these solutions rely on BGP
feeds of distributed route collectors, such as those made available by the public
route collector infrastructure, i.e., RIPE’s RIS [10] and Routeviews [11] project.

This Licentiate thesis investigated how reliable public route collectors are
in reporting routes from smart BGP hijackers, i.e., hijackers that try to hide
their attacks from the public infrastructure. As described earlier, from one day
worth of BGP UPDATE messages, the data providers (i.e., the peers) of the
public infrastructure, which actively disclose their routes to route collectors, were
identified. Then, using topology datasets collected from CAIDA, a simulated
Internet topology was created and used to measure how capable the infrastructure
is with regard to observing routes propagated by our smart hijackers.
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To answer the research question, the first step was to understand what is feasible
with respect to the knowledge of the hijacker about the topology. Initially, the focus
was on what is feasible from the perspective of an Omni hijacker that knows the
entire topology including the local preferences of networks. Then, the focused
shifted to what is feasible from the perspective of a realistic hijacker that does not
know the topology but can learn how to design stealthy hijacks based on the routes
that monitors report to the public collectors. Those two types of hijackers were
compared with baseline hijackers utilised by a previous work. However, unlike the
previous work, in which hijacks that poison more than 2%were always visible, the
results of the simulations reported in this thesis show that smart hijackers may exist
that can poison up to 25% of the Internet while being stealthy to the infrastructure.

Secondly, the thesis explored how increasing the number of existing monitors
or increasing the number of routes that existing monitors report to the infrastructure
would protect against smart hijackers. The results suggest that while improving the
infrastructure may provide better visibility against stealthy hijackers, it may not be
sufficient to deal with reactive hijackers that modify their attacks based on the newly
revealed route to the infrastructure.

7.2 Insights
This research led to multiple insights that were discussed throughout the thesis. A
summary and a cross-reference to the most important insights is shown below:

• Unlike baseline hijackers, smart hijackers could stealthily poison thousand of
networks (see Section 5.2.2).

• Smart hijackers that succeed in hiding their attacks from public route collectors
can easily maintain a path back to the victim (see Section 5.2.4).

• Stealthy attacks produced by smart hijackers are more effective the flatter the
Internet (see Section 5.3.2).

• Visible hijacks are stealthier in a flatter Internet (see Section 5.3.3).
• Deploying more monitors prevents large-scale stealthy attacks from non-reactive
hijackers (see Section 5.4.1).

• Deploying more monitors cannot completely prevent large-scale stealthy attacks
from reactive hijackers (see Section 5.4.2).

• Deploying more monitors may benefit reactive hijackers as long as no more than
2% of the topology is poisoned (see Section 5.4.3).

• Strategically placing monitors among the most commonly poisoned ASes may
benefit reactive hijackers (see Section 6.1.1).

• Modifying the existing infrastructure to report more paths could reveal the
majority of most impactful stealthy hijacks (see Section 6.3.1).
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• The existing infrastructure could be insufficient to capture reactive smart hijackers
(see Section 6.3.2).

7.3 Future work
Due to the breadth and complexity of the problem, to accurately answer the
research question there remain multiple barriers that need to be addressed. First,
Section 7.3.1 discusses what has been left undone in this work. Then, the next
obvious things to be done are presented in Section 7.3.2.

7.3.1 What has been left undone?
The limits of this work can be divided into three different categories: (i)Limitations
regarding the modeling choices (see Section 7.3.1.1), (ii) limitations in improving
the reliability of route collectors (see Section 7.3.1.2), and (iii) limitations regarding
the hijack impact (see Section 7.3.1.3).

7.3.1.1 Limitations regarding the modeling choices

This work used a simulated Internet topology derived from real-world datasets to
simulate stealthy BGP attacks not visible to the public route collector infrastructure.
Each AS was modeled as including a single BGP router (see Figure 3.1) with
the RIB entries updated globally, i.e., from all the AS’s neighbors. For the
filtering policies of routes received from inbound peers, all ASes were assumed
to implement RPKI validation. For the selection of the best routes and their
propagation to outbound neighbors, the local-preferences and outbound filtering
policies of routers weremodeled according to theGao-Rexford conditions. However,
more complex filtering policies (e.g., see [79]) as well asmore complex propagation
policies and implementations of BGP (e.g., see [124, 125]) are known to exist in
the wild that could influence the feasible success of stealthy hijacks. All these
limitations suggest that further research needs to be conducted in the real world.

7.3.1.2 Limitations in improving the reliability of route collectors

Thiswork suggests the first steps toward amore reliable route collector infrastructure
to report stealthy hijacks. How reliable the infrastructure is was researched: (i)

when more monitor volunteers reported routes to the infrastructure and (ii) when
existing monitor volunteers reported more paths to the infrastructure. The selection
of new monitor volunteers was based upon the AS rank of existing networks and
their frequency of ASes being poisoned in the simulations. The examination of
the number of additional routes that monitors reported to the route collectors was
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limited to considering up to seven AS-paths. Yet, more complex configurations
exist in the wild where monitors could report all their routes instead of only their
best route (e.g., see BMP [23]). These issues are left for future work.

7.3.1.3 Limitations regarding hijack impact

In this Licentiate thesis, the impact of an attack was quantified by the number of
ASes that are affected by the hijack. Yet, impactful surgical attacks are possible
where the adversary may target only a few specific AS that offer a crucial service
to the victim. Whether realistic and Omni hijackers could design such surgical
and stealthy attacks while being impactful is currently outside the scope of this
Licentiate thesis. Whether multiple collaborative hijackers could create even more
impactful surgical and stealthy attacks, e.g., hijacking bitcoin [66] as an example,
is also outside the scope of this Licentiate thesis. Yet, both of the above threat
scenarios are worthy of consideration in future work.

7.3.2 Next obvious things to be done
Three major obvious things should be done next: (i) there is a need to compare
these similations to the real-world (see Section 7.3.2.1), (ii) there is also a need
to measure the impact of filtering as done in the real world (see Section 7.3.2.2),
and (iii) there remains a question of how to improve the reliability of public route
collectors against stealthy hijacks (see Section 7.3.2.3).

7.3.2.1 Comparison with the real world

Modeling assumptionsmade in simulations commonly do not capture the complexity
of the real world [65]. Having verified that smart hijackers can craft stealthy routing
attacks that are at worst not visible or at best less-visible to the existing public
route collector infrastructure, the next step is to experiment with routing hijacks
in the real world. A suitable environment for this the PEERING testbed [20]
where researchers can experiment with creating similar or smarter variations of
the realistic hijacker that was designed in this thesis, e.g., by inferring the routing
policies of ASes from route collectors.

7.3.2.2 Measuring the impact of filtering

In the real world, the BGP filtering choices of networks affect how reliable the
public route collector infrastructure is in reporting BGP attacks. It is expected
that filters reduce both the number of networks that can feasibly perform BGP
hijacks and the number of attack strategies that hijackers can feasibly utilize to
perform stealthy routing attacks. As indicated by Goldberg et al., [64], BGP
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filters should not be considered as standalone and sufficient protectionmechanisms.
For example, even the stricter forms of filtering, i.e., S-BGP, may be unable to
completely secure the Internet against BGP hijacks [64]. Moreover, smart hijackers
are expected to utilize filters to their advantage to prevent their hijacks from
propagating to the public collector infrastructure. Indeed, BGP filtering may allow
hijackers to create previously unachievable stealthy hijacks. This research is left as
potential future work.

7.3.2.3 Improving the reliability of public route collectors against
stealthy hijacks

As discussed in Section 7.3.1 and Chapter 6, developing a more reliable route
collector infrastructure against stealthy attackers is challenging. This is especially
true when hijackers react to the routes disclosed by new monitors. Notable, past
work by Zhang et al., [16] and Oliveira et al., [17] focused on how to select new
monitor ASes to peer with route collectors based on topological properties of
the CAIDA’s topology. However, this prior work did not measure the benefits
of the new monitors against smart hijackers that explicitly try to hide from the
route collector infrastructure. An investigation of how placing a limited number
of monitors in strategic locations as well as how BMP supported monitors could
create a more reliable infrastructure is planned for future work.

7.4 Reflections
Monitor-based detection systems are clearly effective in mitigating simple hijack
attacks. However, the simulations in this Licentiate thesis show that smart attackers
may exist that can poison a non-negligible number of networks while evading
detection.

The reader is encouraged to view this work and results as motivation for further
research on how successful stealthy hijackers can really be in the wild. On the
attack side, more clever hijack strategies can be studied, to better quantify the actual
limitations of current monitor-based systems. Such strategies could, for example,
rely on inferring AS relationships (e.g., using the AS ranks dataset), and using
techniques other than prepending and AS poisoning. On the defense side, the
results shown in this Licentiate thesis pose a key question as to whether there exist
effective strategies to increase the number of BGP monitors, counter-measures to
the hijacks that were simulated, or more robust defense systems against hijacks.

All the datasets sources that were used in this Licentiate thesis are publicly
accessible. All of the sources that have been used provided public datasets up to
multiple years ago and thus are expected to continue to update and improve in the
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future. This Licentiate thesis contributes to the United Nations (UN) Sustainable
Development Goals (SDGs) number 8 and 9 by: (i) providing insights towards
a more reliable Internet monitoring infrastructure and (ii) by providing insights
towards novel hard to detect hijacks that may threaten the digital economy in the
future.
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