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Abstract

Advances in machine learning, together with an abundance of available data has lead
to an explosion in personalized offerings and being able to predict what consumers
want, and need without them having to ask for it. During the last decade, it has
become a multi billion dollar industry, and a capability upon many of the leading
tech companies rely on in their business model. Indeed, in today’s business world,
it is not only a capability for competitive advantage, but in many cases a matter
of survival. This thesis aims to create a machine learning model able to predict cus-
tomers interested in an upselling opportunity of changing their payment method after
completing a purchase with the Swedish payment solutions company, Klarna Bank.
Hence, the overall aim is to personalize the customer experience on the confirmation
page. Two gradient boosting methods and one deep learning method were trained,
evaluated and compared for this task. A logistic regression model was also trained
and used as a baseline model. The results showed that all models performed better
than the baseline model, with the gradient boosting methods showing the best per-
formance. All of the models were also able to outperform the current solution with
no personalization, with the best model reducing the amount of false positives by 50

%.
Keywords
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Sammanfattning

Tillgang till stora dataméangder har tillsammans med framsteg inom maskininlarning
resulterat i en explosionsartad ckning i personifierade erbjudanden och mdjligheter
att forutspa kunders behov. Det har under det senaste decenniet utvecklats till
en multimiljardindustri och en férmaga som manga av de ledande techbolagen i
vérlden forlitar sig pa i sina verksamheter. I manga fall d&r det till och med en
forutsattning for att overleva i dagens industrilandskap. Det hér examensarbetet
dmnar att skapa en maskininldrningsmodell som &ar kapabel till att forutspa kunders
intresse for att "uppgradera” sin betalmetod efter ett slutfért kop med den svenska
betallosningsforetaget Klarna Bank. Konceptet att erbjuda en kund att uppgradera
en redan vald produkt eller tjanst ar pa engelska kidnt som upselling. Det 6vergripande
syftet for detta projekt ar darfor att skapa en personifierad kundupplevelse pa Klar-
nas bekriftelsesida. Foljaktligen implementerades och utvérderades tva sa kallade
gradient boosting - metoder samt en djupinlédrningsmetod. Vidare implementerades
dven en logistisk regressionsmodell som basmodell for att jamféra de 6vriga modeller
med. Resultaten visar hur alla modeller Gvertriaffade den tillampade basmodellen,
dér gradient boosting-metoderna pavisade battre resultat &n djupinlarningsmetoden.
Dértill visar alla modeller en férbattring i jamforelse med dagens 16sning pa Klarnas
bekréftelsessida, utan personifiering, dar den béasta modellen forbéattrade utfallet med
50 %.

Nyckelord

Personifiering, Merforsiljning, Optimering, Maskininlarning, Binér klassificering, Gra-
dient boosting, Djupinléarning, Overvakat larande, Obalanserad data.
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1 Introduction

The concept of personalization is not new. Indeed, the potential of segmenting and
targeting certain groups of consumers has long been recognized by marketers and
advertisers, with the concept emerging as early as in the late nineteenth century
[B], [6]. This potential has historically been realized by segmenting consumers into
different groups based on attributes recognized by the marketers and advertisers.
However, the dawn of the information age has led to an abundance of data which,
together with advances in machine learning, has opened up new opportunities to
provide customers with tailored offerings.

Personalization refers to customizing offerings and communication to individual con-
sumers in order to cater to what they want or need, at the right time without them
having to ask for it, thereby influencing their decision making [7], [8]. The power of
personalization is well documented in extant research. Personalization has shown to
improve customer experience [9], improve engagement and sales leads in the context
of email marketing [I0], increase web sales [I1], advertising revenue [12] and satisfac-
tion [I3]. Moreover, it has proven to positively influence consumer brand engagement,
brand attachment and brand loyalty in social media marketing [I4], provide a source
of competitive advantage [15], and simplify consumers decision making [15].

Consequently, personalization has become ubiquitous across all sectors. In many
cases, it has become a matter of survival. Personalized marketing strategies that use
consumer data to influence purchasing behaviour have been described as the ”life-
blood of retail” [§]. A report from McKinsey & Company estimated the potential
new value created from personalization to be between $1.7 and $3 trillion [16]. Fur-
thermore, numbers from 2013 suggested that 35 % of Amazons consumer purchases,
and 75 % of what consumers watch on Netflix can be attributed to recommendation
systems predicting consumers’ preference [I7]. In other words, the omnipresence of
personalization should come as no surprise.

There is a wide variety of use cases and applications for personalization. One example
is personalized offers for product or service upselling. Upselling is a sales technique
where the customer is induced to purchase a more expensive product or service, that is
more profitable for the company but also better in function for the consumer, thereby
expanding the consumers lifetime value curve [I8]. It has long been used, mainly
in the service industries, such as airlines, hotels, car rentals, retail, fast food etc.
With the abundance of data that firms have access to on buying habits, consumer
behavior, internet browsing history, and other customer preferences [I4], upselling
offers a natural application for personalization.

This is an opportunity of interest for Klarna Bank, a Swedish bank and payment so-
lutions company. Founded in 2005, Klarna operates in 17 different countries, offering
their solutions to 205 000 merchants and 85 million consumers. One of their main
products is their checkout solution, Klarna Checkout. When a customer buys an item
from a merchant with the Klarna Checkout integrated, they are offered to pay using
various Klarna and non-Klarna options (see figure |1)).



Payments

© Paylater. It couldn't be smoother Hlarma.
Payin 14 days 0 SEK
Pay in August 39 SEK

+ You must be at least 18 years old

+ Get your goods before you pay

+ No interest, fees or credit application

+ 5it back and relax. Klarna will notify you when payment is due

Terms & Conditions

Menthly financing. Fay over time Hlama.
Pay now Fay with one click Hiama.
Card Credit or debit 5

Figure 1: A screen shot of the payment selection page. The first three payment cate-
gories are part of Klarna’s payment offering, while the last one is the external option.

The Klarna options are segmented into three different groups, Pay Now, Pay Later,
and Monthly financing. Each group contains different payment options, which can
vary between customers. Nevertheless, the payment category Pay Later usually in-
cludes two main payment options: 1) Pay in 14 days, and does not come with an
upfront fee; 2) Pay at the end of next month, also known as Pay in X days, or simply
PIX, and comes with an upfront fee. Out of these two, Pay in 14 days is Klarna’s
most well-known payment option. Here, customers get an invoice that has to be paid
within 14 days from when the item has been shipped. This gives the customer a
chance to test the product before deciding to keep and pay for it. As long as the
customer pays before the due date, no costs are added. If not, the customer may
be subjected to any reminder and interest fees. PIX, on the other hand, allows the
customer to extend the typical due date of 14 days to 28 days from shipment of the
goods.

After the customer has chosen their preferred payment method, the order has been
placed, and the transaction has been processed and accepted, the customer arrives at
the confirmation page (see figure . If the customer has chosen Pay in 14 days as
their payment option, they will be offered to change their payment option to PIX. In
other words, Klarna will offer the customer the opportunity to change their payment
method to PIX after having completed a purchase.



Your order has been placed.
Payment instructions will be emailed to dylan@hotmail.se

Order Details View Order Details
Total Amount 1,25 SEK
Payment Method Pay later

Would you like to pay in the end of

August? ;
39 SEK in fees Pay in August

Terms and conditions

How likely are you to recommend this checkout experience?

‘0 1 2 3 4 5 6 7 8 El ‘IO‘

Very unlikely Very likely

Figure 2: A screen shot of the confirmation page after a customer has made a purchase
with Pay in 14 days as their payment method. The bounded green box shows the
upselling offer of the PIX payment method.

This offer is currently not personalized, meaning that everyone will be subjected to it.
Hence, this thesis aims to create a model able to predict whether or not a customer
will be interested in changing their payment method to PIX on the confirmation
page. This will lead to the offer only being displayed to customers interested in
taking it, opening the opportunity for other customers to be presented with offerings
and messages more relevant to them, which in turn can increase customer satisfaction.

1.1 Aim and Research Questions

The purpose of this thesis is to personalize the customer experience on the confirma-
tion page after completing a purchase with Klarna. This will be done by extracting
customer data from Klarna with the goal of finding potential patterns in the pur-
chase decision process. These patterns are then used to make better estimates of
which customer ideally would want to change their payment method to PI X, making
it possible for Klarna to provide all customers with a more personalized experience.

The challenge is that the customer already has been presented with the option to
choose PIX as their payment method, but declined and instead opted for Pay in 1/
days. In this process, they have also been subjected to a personalized presentation
of the payment methods. Hence, the challenge is not to predict the customers who
would be purely interested in paying with PIX, as this has already been done in the
previous step. These customers will already have chosen PIX as their payment of
choice and will not be subjected to the offer again on the confirmation page. Instead,



our aim is to accurately predict the remaining customers who desire to change their
current payment method to PIX on the confirmation page.

The challenge culminates into the following research question:

e By implementing a set of machine learning methods commonly used for binary
classification, is it possible to achieve high performance when predicting PIX
as payment method? Furthermore, which of the methods display best overall
predictive performance when compared to each other?

1.2 Thesis Outline

The outline of the thesis is as follows. Section 2 covers the mathematical theory of the
methods that will be used in the thesis. This includes algorithms and the underlying
theories that the algorithms build upon, and the evaluation and validation methods
that will be utilized in developing the models.

The method describing the modelling process will be presented in Section 3, includ-
ing steps taken in data pre-processing, feature selection, hyperparameter tuning and
model evaluation. Section 4 then describes the results of the performed experiments
with related plots and tables. These results, along with their impact and implications,
are then discussed in Section 5. Finally, Section 6 provides some concluding remarks
and suggestions for future research.



2 Mathematical Theory

This chapter describes the mathematical theory behind the algorithms used in this
thesis. We will also present the model evaluation methods and metrics that our models
will later be assessed by.

2.1 Classification

Classification is the process of predicting qualitative responses to one of a predefined
number of disjoint classes with the help of classification techniques, or classifiers [19],
[20]. These classifiers are built using a set of training observations (21, 1), ..., (Zn, Yn)-
Since the category membership for the training observations are known, classification
is considered an example of supervised learning. Many classification methods start
by predicting the probability of an observation belonging to each of the categories
of a qualitative variable, before assigning the observation using a threshold, thereby
completing the classification [19]. Some examples of classification problems include:
diagnosing a patient arriving to a emergency room to one of a specified number of
medical conditions based on their symptoms, a bank determining whether a loan
will default on their credit or not, an email service provider determining whether an
incoming email is spam [19].

This thesis will concern the binary classification problem, that is when there are only
two predefined disjoint classes for an observation to be categorized as. It is considered
as one of the most common problems in machine learning [21], [2].

2.2 Logistic Regression

Logistic regression is one of the most widely used methods for classification [19].
It belongs to the group of linear methods, referring to a class of methods where the
decision boundary is linear. In the binary scenario, classification is done by calculating
the probability of an observation belonging to class 1, i.e. p(X) = Pr(Y = 1|X),
before classifying it using a set threshold. The logistic function, which is used to
calculate the probability, is formulated as follows,

eﬂ0+5T90
p(x) = 1+ ehothTa’ (1)

where By and 3 are the parameters of the model. To obtain these parameters, and
fit the model, the maximum likelihood method is used. The function is S-shaped
and will always produce outputs between 0 and 1. After some manipulation, we can
rewrite equation |I| as,

ple) _ oPot+BTx
1 —p(x) ' @

This is known as the odds, and can be recognized from, for example horse-racing,
where it is used instead of probabilities as it better relates to betting strategy [19].
It can take values between 0 and oo, with odds near 0 and oo signify low and high
probability of the event occurring respectively [19].



Now, by taking the logarithm on both sides we get,

log (%) = Bo+f7a (3)

which is known as the log-odds or logit, and is the monotone transformation of equa-

tion () [19].

2.3 Decision Trees

Tree-based methods, or decision trees, are considered among the most widely used
techniques in machine learning [22] and has been used for classification since the early
1980’s [23]. Decision Trees are popular for being simple and useful for interpretation,
while still being powerful, and can be used for both classification and regression [19],
[2]. They involve partitioning the predictor space into a set of disjoint rectangular
regions, Ry, Rs, ..., R, called terminal nodes, or leaves, which are then fitted with a
simple model in each node [19], [2]. In this section, we will begin by describing how
regression trees are grown, before moving on to classification trees.

We can divide the building of regression trees into two steps [19]:

1. Partitioning the predictor space into M non-overlapping and distinct regions,
R17R27 ...,RM’

2. For each observation falling into R,,, we will predict it to be the mean of the
response values for the training observations, y;, in R,,.

To see why we predict an observation as the mean of the training observations, let p be
the number of input variables with N observations so that (x;,y;) for i =1,2,..., N,
with z; = (@1, i2, ..., Tip).. Now, assume that the feature space is segmented into M
regions Ry, Ro, ..., Ry, and the response is modelled as a constant ¢, in each region,
according to [2]

fl@)=>" eml(z € Rp). (4)

m=1

Where I is an indicator function. By using the sum of squares,

S (i — f)?, (5)

as our minimization criterion, it can easily seen that the best ¢, is the average of the
response values for the training observations y; in region R,,:

ém = Ur,, = ave(y;|z; € Rp). (6)

In order to realize step one, we want to find regions R1, R, ..., R,, that minimize the
residual sum of squares (RSS), given by



M

Z Z (yi — Ir.,)° (7)

m=141€R,,

where gp,, is the mean response of for the training observations within the mth region.
However, as this is generally computationally infeasible, we apply a top-down, greedy
approach, referred to as recursive binary splitting.

It is performed by first selecting a predictor X,, along with the splitting point s that
gives the largest possible reduction in RSS when splitting the predictor space into the
regions {X|X,, < s} and {X|X,, > s}. In other terms, all predictors X1, ..., X, are
considered along with all possible values of the splitting point s for each predictor, and
select the predictor and splitting point with the lowest possible RSS for the resulting
tree. Hence, for any j and s, we define the pair of half-planes to split the predictor
space as,

Ry(j,s) = {X|X; < s} and Ra(j,s) = {X|X; > s}, (8)

and we seek the value of j and s for which the following equation is minimized,

Yoo wi-w)+ Y, (wi—iw) (9)

{i:xz;€R1(j,s)} {i:zi€R2(j,s})

with §r, and §g, being the average response for the training observations in Ry (j, s)
and R(j, s) respectively. We then repeat this process on the two resulting regions,
and then again on the regions resulting from splitting those, and so on, in order to
continue minimizing the RSS, until reaching a stopping criterion, e.g., until no node
contains more than a specified number of observations.

However, growing a tree using this approach may lead to the tree becoming too large
and risking of overfitting, yielding good results on training data but poor performance
on test data. At the same time, a tree too small may be unable to account for the
tree’s important structure. This is why tree size is an important tuning parameter in
a model, requiring careful thought and consideration. One solution is to grow a large
tree, Tp, as described earlier, before pruning it using cost complezity pruning, as to
obtain a subtree. Let o > 0 be a tuning parameter deciding the tradeoff between the
size of the tree and its goodness of fit. The goal is then to find the subtree T' C Tj
for each o where

7|

S S (- g2+ alT], (10)

m=14:x;,ERm,

is minimized. Here,|T'| denotes the number of leaves in the tree. The tuning parameter
penalizes trees with more terminal nodes, as such an increase of « leads to a smaller
subtree, T. On the other hand, when o = 0, T' = Tjp, i.e. the solution becomes the
full tree.

Growing a classification tree is similar to growing a regression tree, the difference
being in splitting nodes and pruning the tree [2]. Instead of assigning an observation



the mean response of the training observations in the region to which it belongs, it
is classified to the most commonly occurring class in the region. In other words, an
observation in node m is classified to k(m) = mgx(ﬁmk).

When it comes to growing the tree, RSS cannot be used as a metric for the binary
splits. Instead, there are three different measures commonly used: classification error
rate, Gini indez, and entropy.

The classification error rate represents the proportion of the training observations in
a certain region that have been missclassified, i.e., is not from the most common class
[19]. For the binary class scenario, it can be formulated as,

E=1- ml?x(ﬁmk), (11)

where Py, is the fraction in the m:th region from the k:th class. However, in practice
the Gini index and entropy is preferred before the classification error.
We define the Gini index as follows,

K
G =Y pmr(l—pmr), (12)
k=1
while entropy, is defined by
K
D=- Zﬁmklogﬁmh (13)
k=1

Both of these measures are quite similar numerically as they will take on a small value
if Pk is close to zero or one. Hence, they will take on small values if the mth node
is pure, indicating that a node is predominantly comprised by observations from a
single class. This property is why the gini index and entropy is preferred before the
classification error [19].

2.4 Ensemble Learning

Ensemble learning refers to methods that combines multiple simpler base models,
also referred to as weak learners, to build a prediction [2], [24]. A base model can
constitute any type of machine-learning algorithm, e.g., decision tree, neural network,
linear regression model etc. [24]. The idea is that the combination of several base
models leads to the error of a single base model being offset by other base models,
thereby producing a better performance than a single base model would and creating
a strong learner [24]. In essence, ensemble learning is seeking the advice of ”several
experts”, or utilizing the ”wisdom of the crowd” [25].

Ensemble learning methods are often regarded as the state-of-the-art approach for
a variety of problems in machine learning [24]. It mainly constitutes of two steps:
(1) using the training data to produce a population of base learners and then (2)
combining the base learners to create the composite predictor [2]. Bagging, boosting



and stacking are three examples of major ensemble learning methods, with boosting
being presented in further detail below.

2.4.1 Boosting

Boosting is considered to be "one of the most powerful learning ideas introduced
in the last twenty years” [2]. As with other ensemble learning methods, it is based
on the idea of combining multiple weak learners, i.e., a classifier(s) that can merely
outperform random guessing, to obtain a strong learner that can correctly classify all
but a small fraction of the instances [2], [24], [25]. This was first proved by Schapire
in 1990 [26], where he also provided an algorithm for boosting the performance of
a weak learner to become a strong learner, hence boosting [25], thereby laying the
groundwork for the popular boosting algorithm ” AdaBoost” (adaptive boosting) [24],
[25].

Although boosting is a general approach and can be applied to many different statis-
tical algorithms, the focus here will be on tree-based boosting classifiers. In boosting,
trees are grown sequentially. Building on information from the previously grown tree,
the weak classifier is applied to re-weighted versions of the data for every iteration.
This is done by assigning a weight to each observation for every boosting step. All
weights are equal in the first iteration, but for each step, the observations that were
missclassified in the earlier step are given an increased weight, while the observations
that were classified correctly have their weight decreased. The predictions from the
committee of weak learners are then combined, where the members cast a weighted
vote, depending on the classifiers accuracy, in order to generate the final prediction

2].

2.4.2 Extreme Gradient Boosting

Extreme Gradient Boosting, or XGBoost, is a boosting algorithm widely recognized
and popular for its high prediction accuracy and outstanding efficiency, achieving
great success in different machine learning competitions. The algorithm presented
below follows the general idea from existing literature on gradient boosting, with
some adjustments in the regularized objective [27].

A tree ensemble model, for a dataset with n examples and m features, where D =
{(xs,9:),i=1,...,m} where z; € R™ and y; € R)}, uses multiple trees to predict the
outcome, training new trees to fit the residual errors of the last iteration [27]. Hence,
a prediction for an instance is given by summing all corresponding leaves’ scores:

Gi = dlai) = ) ful@), (14)

k=1

fk}(xl) = wq(m)a fk) S ]:7 (15)

where K represents the number of trees, fi(x;) represents independent tree structure
and denotes the outcome of input x; for the kth tree, T denotes the number of leaves



in the tree, wg(y) is the score of every leaf node and ¢(x) provides the number of leaf
nodes [27] [28].

XGBoost utilizes a regularized objective function consisting of the training error and
the regularization,

N K
L(¢) =D l(iy) + > QUfe) (16)
i k
where Q(f) =~+T + %)\ Jwl|?,

where [ is a differentiable convex loss function quantifying the deviation between the
predicted §; and the target y; [27]. The second part, the 2, is the regularization func-
tion there to penalize the complexity and overfitting of the regression tree functions,
with v and A as regularization factors penalizing the leaves and weights respectively
[27].

For each iteration a new tree is created and fitted to the residual of the last iteration,
with the predicted score for the ith tree and the tth iteration formulated as:

9 =gV o+ fu(w). (17)

Hence, after rewriting equation we obtain the following objective to be minimized,

£=3 Ui iV + filxi) + ), (18)

implicating that the f; that most improve the model according to equation is
greedily added [27]. Now, by replacing the function f; with the second-order Taylor
polynomial /approximation of f; = 0, the objective can be quickly optimized in the
general setting, and accordingly be rewritten as:

n

£0 = Sl yV) + gifulxi) + S hfP )] + Q) (19)

i=1

where g; = 9500 1(y;, §7Y) and h; = 8§<t,1)l(yi,g(t’1)) are the first and second
order derivatives [2§].
The objective can be simplified by removing the constant terms (as the ”previous (t-1)

trees’ residual errors (y) have minimal influence on the modification of the objective
function) and thus, at step ¢, be formulated as,

n

L = Z[gift(xi) + %hlftz(xl)] +Q(f2). (20)

i=1

10



Let I; = i|q(x; = j denote the instance set of lead j. By expanding w, the objective
can be further rewritten as follows

n T

£ =3 lgifulxi) + ghif )] +9T + gAY w3

i=1 j=1

T
=310 gi)w; + %(Z hi + \)w?] +T.
j=1

= icl;
Consequently, the optimal weight w} of leaf j can be derived and written as,

Zie[- 9i
W=7 (22)
! Ziefj hi + A

which can then be used to obtain the corresponding optimal value,

T
~ 1
S PPS S S (23)

2.4.3 CatBoost

Catboost, derived from ”categorical boosting”, is another boosting algorithm based
on decision trees that has risen to prominence in the last couple of years. Developed
by researchers and engineers from the Russian company Yandex, it has showed to
outperform XGBoost in regards to speed and prediction on a set of publicly available
data sets. The algorithm differs from other boosting algorithms by aiming to resolve
what the creators describes as a ”target leakage” found in existing implementations of
gradient boosting [29]. This is done by introducing ordered boosting, a modification
of the standard boosting algorithm, and a new algorithm for handling categorical
features referred to as ordered target statistics.

A popular standard method for dealing with categorical features is to apply one
hot encoding to transform the feature into binary arrays representing the categorical
feature. A greater description of the process of one hot encoding is covered in section
The problem with one hot encoding is that the it can lead to an infeasible large
amount of features when dealing with high cardinality features [29]. To mitigate this
issue, the concept of target statistics is introduced, which is a popular method for
grouping categories by target statistics (TS) that estimate the expected target value
in each category.

The idea is to deal with the categorical feature 4, by substituting the category z% of
the kth training sample with one numeric feature equal to some TS Zj. Commonly,
this is achieved with the following formula,

&}, ~ E(yla’ = }), (24)
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which estimates the expected target y conditioned by the category [29]. Moreover,
there are different ways for estimating F(y|az? = z%), but the general approach is to
compute the estimation as the average value of target y over the training samples
with the same category x%. This approach is referred to as greedy TS and translates
into the following equation,

S YHal =i}y +ap
Y Wah=ai}+a

& = (25)

where p represents some prior which usually is set as the average target value in the
dataset and a > 0 is a parameter. However, since the greedy approach in equation
utilizes yi to compute feature :%}C is target leakage introduced. To avoid this are
slight modifications implemented. This results in the method referred to as ordered
target statistics (OTS). OTS aims to not use y; by introducing an ”artificial time”
into the dataset in the form of random permutations [29]. The values for the TS for
each sample are then only computed on the observed history avoiding the issue of
target leakage, illustrated in figure (3| bellow.

_____________

Running mean calculation.
Numbers are assigned randomly to each observation. Only 1-4 are used to find encoding for 5

Figure 3: Illustration of ordered target statistics. Source: [.

2.5 Artificial Neural Networks

Artificial Neural Networks (ANN) is an information processing paradigm which was
originally inspired by the way biological nervous systems such as the human brain
works. It is intended to replicate its learning process and consists of a large number
of interconnected processing units working in accordance towards solving a specific
problem [2]. Each unit represents a neuron and the connections between them rep-
resents synapses. An overview of the neural network schematic can be seen in figure

4

The input layer consists of p predictors z1,xs...x,, as can be seen in figure E|, where
zi,i = 1,...,p represents a random ith observation. The observations x; jointly form
the input vector X, where X = [21, z2, ..., 7p]T. For a K-class classification problem
there are K number of target measurements to be classified. This means there are
K units at the top such that the kth unit models the probability of class k where
Yi, k=1,..., K are each being coded as a binary variable of either 0 or 1 [2]. For our
given problem we have a 2-class classification problem, where k = 1 is defined as a
transaction completed with pix-upsell and k = 2 otherwise. The features Z,, in the
middle of the network are derived from linear combinations of the inputs x; such that

Zm = 0(gm + LX), m=1,.., M. (26)
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Figure 4: Schematic of feed forward neural network with single hidden layer [2].

The units computing the derived features Z,, are called hidden units since the values
of Z,, are not directly observed [2]. The operator o, = [am1, ..., Qmyp| are the linear
transformations, where M is the corresponding number of hidden units. The function
o(v) in equation is called an activation function which in this case corresponds
to the sigmoid function

oc(v)=1/(1+e7"). (27)

Furthermore, the target Yj is in turn modeled as a function derived from linear
combinations of the Z,, such that

Te = Bor + BLZ, k=1,...K (28)

where 8] = [Bk1, ..., Bkm) and Z = (Z1, Za, ..., Zpr). A final transformation is needed
to transform the vector of outputs T} which is done with the output function

(X)=g(T), k=1,...,K, (29)

where T' = (11,75, ...,Tx ). The output function gx(7T") in equation corresponds
to the softmazx function

eTk

- 25:1 elr’

The next step is to determine the unknown set of weights such that the model fits
the training data well. For classification problems, this is done by either minimizing
the squared error or cross-entropy (deviance) [2]. The complete set of weights are
denoted # and are formulated in equation .

9i(T) (30)
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{aom,m; m=1,2,.... M}, M(p+1),

31
{Bok:Br; k=1,2,.., K}, K(M+1) (31)
The cross-entropy error function to be minimized is defined as
N K
-3 wlon o) -

1 k=1

2

with corresponding classifier G(x) = argmazy fi(x). In order to minimize R(#) the
back-propagation approach was used, which makes use of gradient descent. Let z,,; =
o(aogm + ol z;) from equation and let z; = (214, 224, ---, 2m4). The cross-entropy
loss then becomes

N N K
Z _Zzyzk logfk X’L (33)

i=1 i=1 k=1

By derivating equation we get the two equations

aRZ 7 1
s = T,y e Bz m (34)

91 (B 2:) Brm ' (0 %i) . (35)

K
aO‘ml B Zl

Given these derivatives the gradient descent update at the (r + 1)th iteration takes
the following form

’L

N

OR;
Bt =Bl = Y ——, (36)
= 0Bt
N
r+1 r aRl
amﬁ D _ amE ), Z o) (37)
i=1 Oaum,

where 7, is the learning rate. We may now write equations and as

OR;

t = 1) iemis 38
B~ 38)
OR;
aaml = Smiliy (39)
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where the quantities d;; and s,,; are defined as the ”errors” of the hidden layer and
output units of the current model [2]. These equations together satisfies the back-
propagation equations seen below

K
Smi = 0" (i) > BrmOri. (40)
k=1

The back-propagation process can now be summarized into a two pass algorithm. In
the forward pass is fi(z;) computed using , and with fixed weights. In
the backward pass are the error units dy; calculated and then back-propagated using
equation to give the error units s,,;. Both error units are then used in and
(139) respectively to compute the gradient descent updates in and .

Lastly it is often the case that the neural network will have too many weights and
overfit the data. To avoid this we make use of regularization where we add a penalty
term to the error function such that

R(6) + AJ(6) (41)

where

JO) = Brn+ Y mi (42)
k,m m,£

and A > 0 is a tuning parameter. This method of regularization is known as weight
decay and often results in the weights being spread more fairly [2].

2.6 Imbalanced Data

Imbalanced data typically refers to a problem within classification where there is a
disproportionate ratio of observations in each class. The problem is common and often
encountered in real-world applications of machine learning. For example, in a context
where a bank or credit card company wants to identify fraudulent transactions to
prevent financial losses, there is usually only a small amount of fraudulent transactions
compared to non-fraudulent transactions for models to train on [30]. The issue is
that algorithms will not have enough data to learn and distinguish the patterns of
the minority class, i.e. the class that make up the smaller proportion of the dataset,
resulting in the classifier misclassifying the fraudulent cases as belonging to the non-
fraudulent cases in our scenario. As in the case detecting fraudulent cases, a modeler is
often more concerned with classifying the minority class correct, further compounding
the problem of imbalanced data. Indeed, the fact that classifiers tend to predict all
observations as belonging to the majority class can further distort the evaluation of a
model and lead to so called "naive behaviours”. An example of this naive behaviour is
the case where the accuracy metric tell the story that an excellent accuracy has been
obtained (such as 90%), but the accuracy in reality is only reflecting the underlying
class distribution.
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While there are many different methods and measures proposed to combat class im-
balance, with mixed results, we have chosen to focus on one of the more well known
methods referred to as the Synthetic Minority Oversampling Technique, or SMOTE.

2.6.1 SMOTE

The SMOTE algorithm is one of the most well known methods for dealing with
imbalanced data, and has showed some success in various applications [3]. The method
has, in particular, demonstrated improvements in the generalization capacity of the
underlying classifier in applications such as face recognition and medical diagnostics
[31]. It operates by creating synthetic data points derived from similarities between
already existing data points in the feature space. Let D represent a given training
dataset with m observations, such that

D = {(xi,y:) }izy (43)

where z; € F = {f1, f2, ..., fn} denotes an instance in the n-dimensional feature space
F € R", and y; € Y = {1,2} is the class label associated with the instance x;.
We further define the subset D,,;,, € D, where D,,;, is a set of the data points
belonging to the minority class. Now consider each K-nearest neighbor for every
instance, x; € D, for some arbitrary integer K, where K represents the elements
of D,y for which the distance to z; is the smallest. Specifically, it is the Fuclidean
distance between the K-nearest neighbor and the x; under consideration which is
computed. The euclidean distance between two points p and ¢ along n-dimensions of
feature space F' € R™ is defined as

d(p,q) = V(@ —p1)2+ -+ (@n —pn)? = (44)

Figure [] illustrates the resulting mappings between z; and the K-nearest neighbors
when applying equation .

Figure 5: Ezample of the K-nearest neighbors for the instance x;. Source: [3].
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An artificial data point can now be constructed by randomly selecting one of the
K-nearest neighbors in the feature space, and using the following formula

Tnew = Ti + (Zi'l — IL’l) X 6, (45)

where x; is the original instance, Z; is one of the randomly selected K-nearest neigh-
bors, and § € [0,1] is a random number. Examining equation shows that the
resulting artificial instance .. is a point along the straight line segment created
between z;, and the random K-nearest neighbor Z;. This is further illustrated in

figure

fi

Figure 6: Artificial instance created with euclidean distance. Source: [3].

Although the SMOTE algorithm has shown to bring promising benefits when treating
imbalanced data, the algorithm also has its drawbacks. By adding artificial data-
points, there is a risk of over generalization since the algorithm decreases data vari-
ability and introduces correlation between samples [3]. Therefore, it is important to
further investigate different sampling ratios and their effect on a classifier’s perfor-
mance.

2.7 Cross-Validation

Cross-validation (CV) is a resampling method and refers to a series of validation
techniques aimed at assessing a model’s performance or gaining additional information
about the fitted model. The most common cross-validation technique is the k-fold
cross-validation, where the dataset is divided into K sizes, called folds [2]. We let
E:{l,..,N} = {1,..., K} be an indexing function that maps the partition to which
the observation ¢ is randomly assigned to. The model is fitted on K-1 parts, with
the kth part of the data removed, denoted f*k(x), where f is the fitted model.
Consequently, we can define the CV prediction error estimate as

R 1 Y o
V(f)= NZL(%JC—M”%)- (46)

If multiple competing models are introduced, equation takes on a different form.
In this case the set of models are defined as f(x,«), where « is a tuning parameter
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representing the index of a model. The fitted set of models, with the kth part of
the data removed, is consequently denoted by f~*(z,a). The CV prediction error
estimate for the set of models can then be written as

N
CV(fr0) = 5 3 Ll S0 (w1, ). (")

The function C'V( f , ) gives an estimate of a validation error curve, and the objective
is to find the tuning parameter & that minimizes it. After finding our final model,
f(z,&), we fit the model with all the data. The last step is then to compute the
predictive performance profile of the final model using the test set.

2.8 Model Evaluation

Model evaluation and quality assessment are some of the most crucial steps in machine
learning, with performance metrics, and the selection of them, playing an essential role
in this process [32]. However, there is a plethora of evaluation metrics to consider, and
as different measures are more suitable for different scenarios, the choice of measures
has to be carefully assessed depending on the context. For example, one of the most
popular performance measures is accuracy, but, as previously mentioned in section
accuracy can produce misleading results when applied to imbalanced datasets.
In fact, when considering our context, the number of suitable performance metrics
narrows down considerably.

2.8.1 Confusion Matrix

A common way to visualize model performance within machine learning is by using
a confusion matrix. There are four possible outcomes when dealing with binary clas-
sification:

e TP (True Positive), an outcome where the model correctly predicts the positive
class,

e TN (True Negative), an outcome where the model correctly predicts the negative
class,

e FP (False Positive), an outcome where the model incorrectly predicts the posi-
tive class,

e FN (False Negative), an outcome where the model incorrectly predicts the neg-
ative class.

These outcomes are the four elements that make up the confusion matrix, as illus-
trated in figure [] They are, furthermore, the foundation of all other evaluation
metrics that will be presented in this section.
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Actual Values

Positive (1) Negative (0)

Positive (1) TP FP

Predicted Values

Negative (0) FN TN

Figure 7: Illustration of a confusion matriz [4)].

The most commonly used metric derived from the confusion matrix is the Accuracy
metric, which is defined as

TP+TN
TP+TN+FP+FN’

Accuracy = (48)
Accuracy is, in other words, the fraction between the total number of correct classi-
fications and the total number of observations. Hence, it is a suitable metric when
dealing with balanced datasets, where both classes are equally represented since it
takes both TP and TN into account [33]. However, as stated in section[2.6] this is not
the case when dealing with imbalanced classes. Assuming that our minority class is
the positive class, then by observation we see that since the outcomes associated with
the minority class, TP and FN, will be small when working with imbalanced data, a
high accuracy is attainable by predicting all observations to the majority class.

Two metrics that are more relevant in the imbalanced context are Precision and
Recall. We define the metrics as follows:

TP
Precision = TP+ FP’ (49)
TP
Recall/Sensitivity = ————. 50
ecall / Sensitivity TPLFN (50)

Precision describes the fraction of relevant instances among the retrieved instances.
Recall, which is also known as Sensitivity, is the fraction of the total amount of relevant
instances that were actually retrieved [33]. Together, they form the commonly used
F} — score, which is the weighted harmonic average between Precision and Recall,
defined as

Precision - Recall
Fi =2 . 51
! Precision + Recall (51)
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The F} — score reaches its best value at 1 and worst value at 0. It has been criticized
for its widespread use as it gives equal weight to precision and recall. Its relevance for
imbalanced classes has also been questioned as it does not account for True Negatives.

Moving forward, we introduce another evaluation metric known as Specificity. Speci-
ficity measures a model’s ability to correctly generate a negative result, also known
as the True Negative Rate [33], and is defined as,

TN

(52)
A high specificity score will lower the false-positive rate, resulting in a better overall
model. Furthermore, the specificity metric is used together with the sensitivity metric
in equation [50| to explain the fundamental basis behind the Receiver Operating Char-
acteristic Curve (ROC) and its Area Under the Curve (AUC), introduced in section
.84 below.

2.8.2 Matthews correlation coefficient

The Matthews correlation coefficient (MCC) is a metric which measures the quality of
a binary classification model [34]. MCC is considered to be one of the most informative
and truthful metrics in evaluating binary classifications, in particular when compared
to the Fy — score [35]. The MCC can be calculated directly from the confusion matrix
in figure [7] and is defined as,

TP xTN — FP x FN
MCC = . (53)
V(TP + FP)(TP + FN)(TN + FP)(TN + FN)

Observing equation [53] we see that the coefficient takes all possible outcomes into
account, making it a more balanced measurement, useful even when there is a dis-
proportionate class distribution in the data [34]. The coefficient returns a value in
the range of [—1,1], where 1 indicates perfect predictions, 0 represents a classifier
equivalent to random predictions, and —1 indicates a complete disagreement between
predictions and ground truth.

2.8.3 Precision-Recall Curve and PR AUC

Another way to evaluate a model’s performance is by analyzing the Precision-Recall
Curve and its Area Under the Curve (PR-AUC). Analyzing the Precision-Recall Curve
is a suitable approach for tasks with a highly skewed class distribution [33]. These
metrics will from now on be referred to as PR curve and PR-AUC respectively.

The PR curve is a graph with Precision values on the y-axis and Recall values on
the x-axis, and shows the tradeoff between the two for different thresholds. We can
compute the PR-AUC score by parameterizing the PR-curve, such that

PRAUC = /01 p(r)dr, (54)

where p and r denotes Precision and Recall respectively [36]. The objective is then
to choose the model which maximizes equation . The PR-AUC is further used
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as a comparative measure when evaluating different model performances, similar to
that of the F} — score in equation

2.8.4 Receiver Operating Characteristic Curve and AUC

The Receiver Operating Characteristic, or ROC for short, may be one of the most
widely used metrics for overall model performance [33]. As described in section [2.8.1]
the ROC Curve is based on Specificity and Sensitivity, and the curve shows the
relationship between the two for different thresholds. The ROC space is defined by
the True Positive Rate (TPR), also known as Sensitivity, on the y-axis, and the False
Positive Rate (FPR), defined as 1 — speci ficity, on the x-axis [33]. A more detailed
description of the ROC curve will now be presented.

Let X be a continuous random variable, which represents the estimated probability
of a class prediction for an instance. Given a threshold parameter ¢ (known as the
cutoff), the instance is classified as ”positive” if X > ¢, and "negative” if X < c.
We therefore get two probability density functions for X, depending on the given
cutoff. If X actually belongs to the positive class, it follows the density function
fi(x), otherwise X follows fy(z). We may now write the TPR and FPR accordingly,

TPR(c) = /OO fi(x)dx, (55)

FPR(c) = / (@) (56)

The ROC curve is then derived from these two equations, where the TPR(c) versus
FPR(c) are parametrically plotted with ¢ as the varying parameter, which can be
written as

ROC(c) = TPR(FPR™'(c)). (57)

A final summation of the ROC curve can now be made, with the AUC score defined
as

AUC = / " ROC(a)d. (58)
0

2.9 Feature Importance with SHAP

Understanding a models behavior is important as it provides insight into how a model
may be improved and invokes appropriate user trust. However, state-of-the-art ma-
chine learning methods, such as XGBoost and ANN, are usually not easy to interpret
and are ”black box” in nature. A way to increase the models transparency is by using
shap values to compute the contribution of each feature used in the model, and thus,
being able to rank them accordingly [37]. A simplified version to this method is now
introduced.

Assume there are N features, and S is a subset of the N features. Furthermore,
let v(S) be the total value of the S features. When feature i join the S features,
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feature i’s marginal contribution is v(SU{i}) —v(S). Since the effects of constraining
a feature is dependent on other features, this difference is computed for all possible
subsets S C N\ {i} [37]. The shap values are then computed such that

s = Y BEEBIZ D50 4y — o(s)) (59)
SCN\{i} '

which corresponds to the weighted average over all possible permutations. The shap
values are then used as feature attributions which enables the ranking of the most
important features [37]. This greatly increases the transparency of a model since the
impact of a feature can now easily be interpreted. Furthermore, a feature elimina-
tion process can now be conducted with the goal of eliminating the most redundant
features.

2.10 Recursive Feature Elimination

Recursive feature elimination (RFE) is one of the most popular feature selection
approaches. Compared to other feature reduction methods, such as Principal Com-
ponent Analysis (PCA), RFE does not alter the original representations, but merely
selects the number of features which are most informative for the classification [38].
This makes the process of backtracking and evaluating the most important features
in the training set a straightforward process compared to techniques such as PCA.
Since the complexity of a classification model is primarily dependent on the number
of input features, a suitable feature selection method is a necessary step in model
development [39]. Below, the backward recursive feature elimination (RFE) will be
presented in more detail.

The algorithm considers different sets of input features, before computing the cor-
responding PR~curve for each particular set. The PR-AUC is then calculated and
utilized as the objective function. It then computes the PR-AUC according to equa-
tion with the set of features that display the highest PR-AUC score chosen as
the final features for the model. The PR-AUC is a suitable metric since the goal
is to maximize the precision rate, while retaining the recall rate. An outline of the
algorithm can be seen below.

Algorithm 1: Recursive feature elimination (RFE)

Input A set of training samples with feature dimension d and a classifier object
with preselected parameters;
1. The model is trained with all predictors.

2. The model performance is evaluated with the PR-AUC metric.

3. Variable ranking is performed with SHAP.

4. The 5 lowest ranked variables are removed.

5. Repeat steps 1-4 until all variables have been removed and every subset
d;,i =1,...,d for the model has been evaluated.

6. The smallest subset d; which maximizes the PR-AUC is implemented.

7. The number of predictors is defined and the performance profile for d; is

computed R
Output The optimal set of features d; for the classifier
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3 Method

This section describes the overall methodology and steps that have been performed in
the modelling process. The selection of methods and approaches used are explained
and motiated, relying on the theoretical framework presented in section[d The data
sets used in this study are also presented. Due to corporate secrecy and customer
privacy, we will not be able to provide a detailed description of the data, as it can be
deemed as personal information.

3.1 Software

The methods and algorithms described in section [2] were all implemented in python. A
model pipeline was constructed consisting of a chain of processing elements arranged
so that the output of each element was the input of the next. This made it easy to
individually test each element and further made the process of debugging simple.

Moreover, JupyterLab, a python web-based user interface, was used for a substantial
part of the exploratory analysis. The algorithms were first tested and analyzed us-
ing JupyterLab, and then later implemented into a python model pipeline for final
integration with Klarna’s systems.

3.2 Choice of Algorithms

The algorithms presented in section [2| were all chosen to obtain a good basis for
comparison. The proposed algorithms are different in nature and display different
characteristics for classification, making it possible to capture a variety of machine
learning techniques.

The premise is that the logistic regression model represents a simple model which is
used as a baseline comparison. Moreover, two gradient boosting techniques are im-
plemented, namely XGBoost and CatBoost, to analyze different boosting techniques
based on decision trees and their affect on predictive performance. Lastly, a neural
network model is chosen, since it belongs to a completely different machine learn-
ing paradigm compared to the former mentioned methods that has gained a lot of
attention in recent years due to its predictive power in different domains.

3.3 Data Description

The raw data set consists of 880,019 unique purchases made with Klarna, including
251 customer and transaction features, in a specific European country, for the month
of January 2020. These features were originally generated for another context and
other purposes, as there has not been any previous model implemented to upsell PIX.
Nevertheless, they are deemed to be close enough in context to form a sufficient base
of features which can then be extended with additional features. Specifically, the data
consists of transaction data, e.g. order amount, and historical data, e.g. number of
orders the last three months. These are a mix of categorical, numerical and boolean
features.

Furthermore, all observations are obtained from returning customers, as the lack of
historical data for new customers makes it more difficult to make a prediction. The
target variable to be predicted is piz_upsell € {True, False}. Hence, each customer
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in the data set has been presented with the option to change their invoice to PIX
on the confirmation page, and has either accepted the offer, which gives them a True
flag, or declined, leading to a False flag in the dataset. The distribution of the target
variable is 1.8% True, and 98.2% False, meaning that the data is heavily skewed
towards False, making the data imbalanced.

Before moving on to the pre-processing step, 20 % of the data is set aside to be used
as a test set. The purpose of using a test set is to be able to produce an unbiased
assessment of the performance and predictive power of the final models. This yielded
in 703,169 observations used for training, and 176,850 observations for testing.

3.4 Pre-Processing

Pre-processing of data is one of the more critical steps when building a machine
learning model, and have shown to have a notable influence on the performance of
supervised learning algorithms [40]. The goal is to prepare the data to be used by
the algorithms and thereby maximize the potential information that can be gener-
ated from the data [4I]. This includes detecting and cleaning corrupt or inaccurate
observations, outliers, noise and other undesirable characteristics of the data that
may hamper the analysis and results. It also refers to feature engineering, handling
missing values, scaling features, mapping categorical values, feature selection etc.

First, additional features are created using domain knowledge, digging in the available
data at Klarna and then formulating hypotheses of factors that may be relevant, before
testing and analysing the hypotheses. This process ultimately yields 24 new features,
bringing our total up to 275 features. All new features are related to either individual
customer behaviour and information, or merchant data. A part of these new variables
are so called ”point-in-time” features or moving sums, i.e. features that aggregates
customer behaviour or information over a specific time period from the customer’s
most recent purchase. An example of a ”point-in-time” feature would be "number of
purchases in the last three months from the most recent purchase”.

After further examining the features, 163 features are removed due to either being
considered irrelevant (e.g. currency, row number, email, etc) or where the data show
enough irregularities that the features can be considered as unreliable or non-robust.
Hence, the data set has now been reduced to 112 features for further evaluation.

3.4.1 Data Imputation

As missing data is a common phenomenon in most fields, data imputation is often a
necessary step in model building. There are different imputation methods to handle
missing data. In order to decide which method to choose, it can be helpful to establish
why the data is missing, or so called missing mechanisms. Hence, missing data is often
categorized into three groups:

e Missing completely at random (MCAR). Data that are MCAR is rare and refers
to when missing data is independent from the features and the target of interest,
whether missing or observed, and thus entirely random.

e Missing at random (MAR). MAR refers to data that are not missing completely
at random but can be explained for, and is dependent of, other features with
complete data. For example, men may be less inclined to respond in a survey
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regarding depression, regardless of their level of depression, but this may be
explained after accounting for the sex.

o Missing not at random (MNAR). MNAR refers to when the data depends on the
missing value itself or that depends on unobserved features. The first situation
could arise when e.g. people with much higher or lower earnings could be less
likely to reveal them. The second situation is when the missing data can be
accounted for by other features that has not been observed.

A total of 14 numerical and categorical features had missing data. Out of these, eight
numerical features were missing 90 % of their data. Each row that had data missing
from any of these eight features had missing values for all eight features, and thus,
all of these features were removed from the data set. This leaves us with six features
with missing values, summarised in table [1} all of which were imputed.

. Share of | Missin Imputation
Variable | Data type missing Mechaiism Method
n_1 Numerical | 0.40 MNAR Mean
c1 Categorical | 0.40 MCAR New level
c2 Categorical | 0.21 MNAR New level
c3 Categorical | 0.21 MNAR New level
c4 Categorical | 0.11 MCAR New level
ch Categorical | 0.11 MCAR New level

Table 1: A summary of the features containing missing observations, and how they
were imputed.

The numerical value was imputed with the mean value for that feature. For the
categorical features, a new level were created for each named ”missing”.

3.4.2 Feature Scaling

Feature scaling is a step during the pre-processing, performed to scale the numerical
features within a specific interval, thereby bringing the features to a similar scale.
This allows for comparisons of features and scores. Some algorithms even require the
features to be scaled before applying them in order to be able to handle the data.
Scaling can also help to mitigate the influence of outliers and extreme values in the
dataset.

One of the most common feature scaling techniques is the z-score normalization, also
known as standardization. It transforms the data, centering the distribution around 0
by giving each feature a zero-mean and a standard deviation of 1. The transformation
is calculated with the following formula:

a=_F (60)

where z is the original value, p is the mean, and o is the standard deviation. Feature
scaling using standardization was applied to all the trained models in this thesis
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3.4.3 One-Hot Encoding

Most machine learning algorithms cannot handle categorical data directly as they
contain labels instead of numeric values. One exception is CatBoost, which has a
built-in method to process categorical variables. Instead, categorical features need to
be converted to numerical representations or binary arrays representing the categorical
feature. This is where one-hot encoding comes in. One-hot encoding (OHE) is suitable
when the data is nominal, i.e. when there is no quantitative value or natural order in
the labeling of the data. With one-hot encoding, a binary feature is created for each
unique level of a categorical feature, which is then active or inactive. For example,
a categorical feature called "movies” that can describe the four movies ” Toy Story”,
”Finding Nemo”, ”Lion King”, and ”"Wall-E” will, by one-hot encoding, generate four
new binary features, with each feature taking on the value 1 for the rows where the
movie for which the feature represents was ’described’, and else 0. One disadvantage
of one-hot encoding is that the feature space can become too large for datasets with
features of high cardinality. However, this is not an issue that will have to be addressed
in our thesis as it is not an artifact that our dataset suffers from.

3.4.4 SMOTE

SMOTE, which was presented in detail in section [2.6.1} is a technique aimed to mit-
igate the effects caused by imbalanced data by creating new synthetic data points,
thereby aiming at balancing the distribution of the classes. In the original paper de-
scribing the SMOTE technique [42] , the authors suggest that the technique should be
combined with undersampling of the majority class in order to achieve the best per-
formance. Hence, we oversample the minority class to constitute 10 % of the majority
class, before undersampling the majority class, ending up with a final distribution of
1:2, or around 33 % in the minority class and 66 % in the majority class. Each of
the models were trained with and without SMOTE implemented in order to assess
its effect.

3.4.5 Feature selection

Feature selection is the process of selecting a subset of relevant features to use in
the model development. The goal is to identify and remove unnecessary and redun-
dant features that do not contribute to the predictive accuracy of a model. This is
desirable since fewer features reduce the complexity of a model, and increases the
generalizability.

One widely used feature selection method is the Recursive Feature Elimination algo-
rithm, presented in more detail in section The purpose for implementing the
RFE algorithm is to analyze how the models are affected by reducing the number of
input features. Since the categorical features are treated with OHE, which creates
sublevels for every categorical feature, the algorithm will only be implemented on the
numerical features. Performing RFE on categorical features would only result in the
removal of these sublevels, and not the actual feature.

The RFE was applied along with cross-validation as to mitigate overfitting. Further-
more, since there is not a sufficient way to extract a feature importance scale for
neural networks, the reduced feature set attained from the XGBoost model was used
as a substitute. It was also used for the CatBoost models, as both the XGBoost
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and CatBoost algorithms belong to gradient boosting methods, thus being similar in
algorithm.

The resulting feature selection graphs, together with the optimal number of features,
will be presented below for the XGBoost and logistic model.

XGBoost

The results of the feature selection made with the XGBoost classifier are illustrated
in figure [§] where the PR-AUC scores are plotted against the number of selected
features.
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Figure 8: Recursive feature elimination with cross-validation applied on XGBoost.

As can be seen in figure |8, the highest PR-AUC score is achieved with 46 features,
representing a reduction of approximately 54 features. However, it can be noted
that there does not appear to be much improvement in the PR-AUC after around

20 features, indicating a high amount of redundant features in the dataset for the
XGBoost.

Logistic Regression

The same process was then applied to the Logistic regression model, with the resulting
graph shown in figure [0
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Figure 9: Recursive feature elimination with cross-validation applied on Logistic re-
gression.

As can be seen in figure 0] the logistic regression model shows no considerable dif-
ference in performance with the RFE treatment. Indeed, the resulting curve shows
almost no difference in performance regardless of the number of selected features. It
is worth mentioning that logistic regression models are sensitive to class imbalance
in general and it may be the case that there are not sufficient samples belonging to
the minority class in the training data for the logistic regression model to adequately
represent its distribution.

This is further indicated by the insignificant effect the introduction of more features
has on the model performance. It can also be noted that using only one feature for
the model, as suggested by the RFE, is not applicable since the model would ignore
the minority class. This behavior is expected from a logistic regression model, since it
generally has poor performance on nonlinear separable data. To mitigate this issue,
the top 30 features for the model were instead manually selected using SHAP, yielding
a similar PR-AUC score as the ”optimal” value stated in the graph.

3.5 Hyperparameter tuning

Hyperparameter tuning, or hyperparameter optimization, is the task of choosing the
optimal set of hyperparameters for a specific classifier. Since the set of optimal hy-
perparameters are not known beforehand, suitable methods for choosing them has to
be implemented. For this purpose, a process known as grid search, combined with
cross-validation, was performed on all classifiers. The method involves an exhaustive
search of multiple combinations of hyperparameter values determined by the modeller,
to find the optimal set distinct to the classifier.

3.5.1 Grid search

Grid search is used to find the optimal hyperparameters of a model by finding the
tuple of hyperparameters that minimizes a predefined loss function for a given inde-
pendent data. The predefined loss function was in this thesis based on the PR-AUC
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metric, defined in equation . Generally, the objective function takes a tuple of
hyperparameters and returns the associated loss. However, the associated "loss” is
in this case defined as a ”gain”, since the PR-AUC metric measures an area, where
the objective is to maximize it. The tuple of hyperparameters which then yields the
highest PR-AUC for each classifier are deemed optimal, and chosen as final hyperpa-
rameters. Cross-validation was incorporated in the grid search algorithm for a better
generalizability.

For the grid search algorithm to work, a predefined search space is required. The
search space is a predetermined subset of the hyperparameter space, constituting the
trials for the classifier. Since there are many hyperparameters that can be tuned for
any given classifier, a number of them has to be chosen as a focal point. After some
considerable research regarding the hyperparameters associated with each classifier,
the following were chosen which are described in detail below. The resulting optimal
value from the grid searches are marked in bold.

XGBoost

e N_estimators = [150, 180, 200]
An XGBoost classifier is an ensemble learning method consisting of decision
trees, where the number of decision trees in the ensemble can be adjusted.
Additional decision trees typically improve the model accuracy since the pre-
dictions based on a larger number of “votes” from different trees. However,
larger number of trees can also lead to computationally expensive models. A
balance between performance and complexity is therefore desired.

e Max_depth = [3, 5, 7]
Mazx_depth represents the depth of each tree, and the deeper the tree the more
splits it can make. A larger number of splits enable each tree to explain more
variation in the data. However, trees with too many splits can overfit the data,
which can lead to poor generalizability. Different values of depth were therefore
considered.

e Learning_rate = [0.01, 0.03, 0.05]

The XGBoost classifier is based on gradient boosting which involves creating and
adding trees sequentially to the model. The new trees are created to correct the
residual error in the predictions from the existing sequence. Moreover, the rate
at which new trees are created can be manipulated with a learning rate param-
eter, which represent the shrinkage of the residual error in between sequences.
A low learning rate is generally desirable since incremental changes in between
sequences are more likely to converge to the most optimal classifier. However,
a value too low for the learning rate will increase the computational complexity
for the classifier since the number of necessary iterations will increase, a fact
that also needs to be taken into consideration.

e Colsample_bytree = [0.5, 1]
Colsample_bytree denotes the fraction of features to be randomly subsampled for
each tree. The parameter can take on a value between 0 and 1, with the default
set to 1, meaning that all features are used for each tree. The idea is similar to
the principles from the Random Forest algorithm. By only considering a random
sample of the features for each iteration, it decorrelates the trees, resulting in a
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larger reduction of variance than if the trees were to be correlated.

Logistic Regression

e Solver = [newtoncg, Ibfgs, liblinear, sag, saga]
The solver parameter defines which algorithm to use to solve the optimization
problem, i.e the minimization of the cost function. This cost function differs
depending on the type of penalty, with different solvers being able to handle
different penalties. They are also more or less suitable for different types of
datasets. These attributes are summarized in the table below.

Solvers

Penalties ‘liblinear’ ‘Ibfgs’ ‘newton-cg’ ‘sag’ ‘saga’
Multinomial + L2 penalty no yes yes yes yes
OVR + L2 penalty yes yes yes yes yes
Multinomial + L1 penalty no no no no yes
OVR + L1 penalty yes no no no yes
Elastic-Net no no no no yes
No penalty (‘none’) no yes yes yes yes
Behaviors

Penalize the intercept (bad) yes no no no no
Faster for large datasets no no no yes yes
Robust to unscaled datasets yes yes yes no no

Figure 10: Summary of the different solvers’ characteristics

e Penalty = [l;, I, elasticnet]
The penalty parameter specifies the norm used in the penalization, i.e. the type
of regularization. There are three different options, ¢1, or Lasso Regression,
{5, or Ridge Regression, and elastic net regularization, which is a combination
of the lasso and ridge. In regularization, a penalty term is added to the cost
function which penalizes, or shrinks, ”large” weight coefficients, and thereby
complexity. This is why they are also known as shrinkage methods. As such,
the purpose of regularization is not to improve model performance on the used
data set but to improve generalization performance. The difference between the
different regularization options is how they choose to penalize the parameters.

e C =001, .01, .1, 1, 10, 100, 1000]
The C-parameter is directly related to the penalty and determines the strength
of the penalty. It is the inverse of the regularization strength, and as such,
smaller values specify a stronger regularization and vice versa. When tuning
the parameter, it is usually searched logarithmically, thus, our parameter grid
is chosen accordingly.

ANN

e n_neurons = [(20, 20), (40, 40), (80, 80), (100,100), (20, 20,20)]
The n_neurons parameter defines the set of hidden layers for the neural network.
It is possible to set multiple combinations of hidden layers, with a varying
number of neurons. Generally, a higher number of neurons and layers lead to
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the network being able to better represent the data and explain its variation. A
network with too many layers and neurons however may overfit the data which
then often leads to poor generalization. Hidden layers are furthermore required
if the data have to be separated non-linearly, which is most likely the case for
the data used in this study. It is therefore deduced that at least two hidden
layers are required where the number of neurons in each layer can be arbitrarily
chosen.

e Optimizer = [Adam, Adamax, Nadam]
The optimizer parameter defines which algorithm to use to solve the optimiza-
tion problem. The ANN documentation recommends the optimizers above for
a binary classification problem. The optimizers have some different character-
istics, but ultimately have the same goal of minimizing the cost function.

e Epochs = [10, 20, 30, 40]

The epochs parameter determines how many times the dataset is feeded into
the neural network. Since ANN uses gradient descent for updating the weights,
the dataset must be passed through the network multiple times for the learning
process to take place. This is an iterative process and updating the weights with
a single pass (one epoch) is not enough (underfitting). Too many passes and
the network becomes too complex and computationally expensive (overfitting)
which leads to poor generalization. Therefore, a number of epoch values were
tested and analyzed.

CatBoost

e Depth = [6, 7, 8, 9, 10]
Similar to the maz depth parameter in the XGBoost. Determines the depth of
the tree. The CatBoost documentation recommends values in the range from 6
to 10.

e [ regularization = [1, 3, 5, 7, 9]
This parameter corresponds to the C-parameter earlier described for the logistic
regression algorithm, although in the case of CatBoost, it is specifically used
for lo-regularization. Also briefly described under the penalty parameter for the
logistic regression.

SMOTE

e K neighbors = [1,2,3,4,5,6,7]
K neighbors, or the k-nearest neighbors parameter determines the number of k-
nearest neighbors closest in distance to the observation z; that should be chosen
when creating new synthetic observations (as described in section .

3.6 Model Evaluation

The models will finally be evaluated and have their performance and predictive power
assessed, using the data subset reserved for testing. Model evaluation and quality
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assessment are crucial steps in machine learning and have been discussed in detail
in section With this in mind, the area under the Precision-Recall Curve (PR-
AUC) and the Receiver Operating Characteristic Curve (ROC-AUC) will be used for
initial comparison and ranking of the models. The PR-AUC has been proven to be
a useful measure when dealing with highly imbalanced datasets by providing more
informative and accurate predictions of future model performance when compared
to ROC-AUC [43] [44]. Yet, despite ROC plots being potentially misleading in the
context of imbalanced data modeling, it is included as a performance measure for
comparative purposes, rather than as an instrument for evaluating performance in
absolute terms.

The best performing model from each algorithm, according to the PR-AUC, will then
be selected for further evaluation and comparison using a combination of several met-
rics. Different thresholds will be tested for this purpose to facilitate a later discussion
on desirable properties given the business context.
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4 Results

In this section, the results for the different trained models will be presented. First,
different models, trained on different versions of the data including SMOTE, will be
generated and compared for each algorithm, using PR and ROC metrics and plots.
The best model from each algorithm will then be selected for a final comparison between
algorithms by introducing additional performance metrics. This will include metrics
that are widely used in machine learning, but considered less befitted for imbalanced
data, in order to demonstrate their artefacts and drawbacks in this context. Results
will be presented for both the training and validation sets to highlight any overfitting.

4.1 Logistic Regression

Three logistic regression models, with some key differences, are built for comparison.
One model is trained with the reduced feature set generated with RFE, denoted
Logistic (RFE). One utilizes the complete dataset, denoted Logistic (Full), and the
last one is implemented with SMOTE and the reduced feature set, to combat the
predicament of an imbalanced dataset, denoted Logistic with SMOTE.

The result from the models trained on the test set are demonstrated in figure
Observing the figure, we see that the model utilizing the full dataset performs better
than the model trained on the RFE set. Moreover, we can see that the model imple-
mented with SMOTE is the worst performing model of the three. This indicates that
the SMOTE implementation was unsuccessful in mitigating the class imbalance in a
meaningful way.
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Figure 11: PR and ROC curves for comparing the logistic regression models using the
test set

Moving forward, the models’ performance on the training set, which can be seen in
figure display no meaningful difference compared to the test set. This indicates
that the models are not overfitted since they display similar performance across the
two training and testing set.
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2-class Precision-Recall curve Receiver Operating Characteristic
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Figure 12: PR and ROC curves for comparing the logistic regression models using the
training set

A final summation of the PR AUC and ROC AUC scores from the test set for the
different logistic regression models can be seen in table [2| below.

Models | PR AUC | ROC AUC |
Logistic (RFE) 0.0629 0.7455
Logistic (Full) 0.0640 0.7458

Logistic (SMOTE) | 0.0622 0.7210

Table 2: Summary of the model results for the logistic regression using the test set.

4.2 ANN

As for the logistic regression model, three ANN models were built for comparison.
The reduced feature set generated from the XGBoost model with RFE was also used
here. Moreover, one model was implemented with SMOTE and one which utilizes the
complete dataset. Looking at figure [13] we see that the best performing ANN model
is the model utilizing the RFE dataset. This indicates that the ANN model gained
predictive power by reducing the number of features. As in the previous case with the
logistic model, the model trained on the dataset that had been pre-processed using
SMOTE was the worst performing ANN.
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Figure 13: PR and ROC curves for comparing the ANN models using the test set

However, looking at the models’ performance on the training set (see figure ,
we see that the best performing model here is the neural network trained on the
full dataset. Overall, all models display a better performance on the training set,
indicating some overfitting. Nevertheless, the difference is not significant enough to
call for a re-evaluation of the training process.
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Figure 14: PR and ROC curves for comparing the ANN models using the training set

A summary of the results for the three ANN models has been compiled in table [3]
sen below.

| PR AUC | ROC AUC |

ANN (RFE)
ANN (Full)
ANN (SMOTE)

0.1459
0.1411
0.1235

0.8803
0.8765
0.8661

Table 3: Summary of the model results for the ANN using the test set
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4.3 CatBoost

Since CatBoost, in contrast to the other algorithms considered in this thesis, has a
built-in processing of categorical features, we will evaluate a total of four models. We
start by comparing two models (see figure intended to evaluate the effectiveness
of RFE, one trained on the full dataset containing all features, denoted Catboost
Full, and one trained on the reduced, RFE dataset, denoted CatBoost RFE. Both
have been pre-processed using One-Hot Encoding instead of the built in CatBoost
target statistic (TS). Looking at both figure[15] we see that the RFE models perform
slightly better in terms of ROC-AUC and PR-AUC. In statistics and model building,
it is always desirable to include as few variables as necessary, whilst maintaining
model performance, as less variables reduces complexity, and thereby, the proneness
to overfitting.
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Figure 15: Comparing the model trained on the reduced dataset to the on trained on
the full dataset, evaluated on the test set, for the CatBoost algorithm

In figure we introduce a new CatBoost model, denoted CatBoost RFE w/ TS,
based on RFE variables and using the built-in target statistic for encoding the cat-
egorical variables instead of OHE. Although the differences between the models are
marginal, the model using the built in T'S seem to produce a slightly better result in
terms of the PR-AUC. Interestingly, it comes last when looking at the ROC-AUC,
albeit, with a difference of 0.0005 to the best performing model. Another general
observation is that the RFE based models shows better performance than the model
trained on the full dataset, proving the reduced datasets’ noise reduction. This is
reinforced when taking into account the decrease in complexity that comes with less
features. Since the model trained on the RFE features with the built-in TS performed
best, it will be selected for further evaluation and comparison to the best models from
the other algorithms. The results on the test set for the CatBoost models have been
summarised in table 4
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Figure 16: PR and ROC curves for comparing the CatBoost models on the test set
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Figure 17: PR and ROC curves for comparing the CatBoost models using the training
set

If we turn our attention to the differences between the performances on the training
data and test data, we see that all models perform better on the training data,
indicating some overfitting. However, this is somewhat in line with what could be
expected and has been observed for all models this far. Furthermore, the differences
are deemed small enough to not warrant any additional action.

Comparing the best CatBoost model with a model where the data has been pre-
processed using the SMOTE technique, we see that it does not improve performance.
That is, applying SMOTE to the dataset does not appear to provide any additional
predictive power for the CatBoost model.
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Figure 18: PR and ROC curves for comparing the best CatBoost model to a SMOTE
model.

Model | PR AUC | ROC AUC |
CatBoost (RFE) 0.1759 0.9013
CatBoost (Full) 0.1754 0.9012
CatBoost (RFE w/ TS) 0.1756 | 0.9010
CatBoost (RFE + SMOTE) | 0.1569 0.8961

Table 4: Summary of the model results for the CatBoost models using the test set.

4.4 XGBoost

Three different XGBoost models are trained for comparison. As before, one is imple-
mented with the RFE generated variables, one utilizes the complete dataset, and the
third is built with the RFE variables and SMOTE for balancing the class distribution.
By observing figure we see that the XGBoost model with the RFE variables shows
the best results in terms of the PR-AUC, and second by a small margin when looking
at the PR-AUC score. The fact that the model with RFE performs as well as the
model with the full variable set is in line with results from the other algorithms. Note
that the external One-Hot Encoding has been implemented in all instances as XG-
Boost does not have a built-in process for handling categorical variables as in the case
with the CatBoost package. Again, the SMOTE variable fails to produce any good
results relative to the models implemented without SMOTE. Hence, the XGBoost
model implemented with the RFE variables will be chosen for further evaluation and
comparison.
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Figure 19: PR and ROC curves for comparing the XGBoost models on the test set

Regarding the performance on the training data, the ROC curves seem to show a

minimal difference compared to the test data.

comparing the PR-AUC.
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Figure 20: PR and ROC curves for comparing the XGBoost models on the training

set

Model

| PR AUC | ROC AUC |

XGBoost (RFE)
XGBoost (Full)

XGBoost (RFE + SMOTE)

0.1709 0.9004
0.1698 0.9003
0.1448 0.8908

Table 5: Summary of the model results for the XGBoost models using the test set
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4.5 Model Comparison and Final Results

The results in terms of PR and ROC curves for the comparison of the best model
from each algorithm are illustrated in figure 2I] and 22] These have also been sum-
marised in table [fl Both the ANN and XGBoost models are trained on the features
generated through the RFE method using OHE. The CatBoost model is trained on
the RFE variables but uses its built-in T'S for handling categorical features. The lo-
gistic regression model on the other hand is trained on the full dataset. A first result
to notice is that all models perform considerably better than the logistic regression
model, whose main reason for inclusion is to act as a baseline for comparing and
benchmarking the rest of the models. Overall, the CatBoost model seems to show the
best performance, both in terms of the PR-AUC and the ROC-AUC. However, the
difference is small compared to the XGBoost model, and its precision and recall does
not seem to be strictly higher than the XGBoost for all thresholds when observing the
curves. Indeed, they seem to follow the same pattern and are indistinguishable as the
recall passes the 0.5 mark. Considering that both algorithms are gradient boosting
methods, and thus, share similar algorithms for model development, this is in line
with what can be expected. If we observe the ANN model, we see that it lags a bit
behind the two with regards to PR-AUC and ROC-AUC, but still performs twice as
good in regards to PR-AUC as to the logistic model.

2-class Precision-Recall curve
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Figure 21: Comparison of PR Curves for the best model from each algorithm, using
the test set
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Figure 22: Comparison of ROC Curves for the best model from each algorithm, using
the test set

Model ‘ PR AUC ‘ ROC AUC ‘
Catboost | 0.1772 0.9008
XGBoost | 0.1709 0.9003
ANN 0.1459 0.8661
Logistic 0.0629 0.7455

Table 6: Summary of the model results

Next, we would like to compare the models using confusion matrices. However, this
is not as straightforward as it may seem. To produce a confusion matrix and a
classification report we need to set a cut off point, or threshold, to use when mapping
probabilities to class labels. In our case, the classes are either True or False. This
threshold is often set to 0.5 by default in the binary case, i.e. observations assigned
with a probability larger than 0.5 are assigned to one class, in our case True, and
all other observations are mapped to the other class, or False. Even so, this is not
uncomplicated when dealing with imbalanced data. As seen in figure 23] the vast
majority of the probabilities are concentrated near 0.

Moreover, different models seem to have different overall distributions, meaning that
different number of True predictions will be caught depending on the set threshold.
Thus, when including thresholds into our calculations we are not comparing models
anymore, we are comparing policies. For example, we can distinguish points in the
PR-Curve in figure [2I] where the XGBoost model performs better than the CatBoost
model. Now, depending on the preferences of the modeler, or the business appetite,
the policy with XGBoost at that specific threshold may render the XGBoost model
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as the best model in that context or situation, despite the CatBoost model seemingly
outperforming the XGBoost model for all other thresholds.

ANN Logistic Regression
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Figure 23: Probability distribution of the predictions for the test set.

To illustrate, a classification report has been summarised in table [7] for the default
threshold of 0.5. We will also include scores that may be less suited for imbalanced
datasets such as Fl-score and accuracy. Matthews Correlation Coefficient, which as
previously stated, is a metric which performs well even with imbalanced data, will
also be included.

Model Precision | Recall | F1-Score | Accuracy | MCC
Logistic Regression | 0.36 0.005 | 0.009 0.982 0.039
ANN 0.56 0.013 | 0.026 0.982 0.084
XGBoost 0.70 0.010 | 0.019 0.982 0.082
CatBoost 0.60 0.022 | 0.042 0.982 0.113

Table 7: Classification Report for the threshold set to 0.5

From section [2.8|on precision and recall, and from observing the PR curves, we should
by now be aware of that there usually is a trade-off between the two metrics. Overall,
precision decreases with the increase of recall, and vice verca. Hence, it comes to no
surprise that the XGBoost model, which produces the best precision in our confusion
matrix (see figure , with 10 percentage points more than the CatBoost model and
14 percentage points more than the ANN, performs slightly worse than both of these
models in terms of Recall. Nevertheless, the CatBoost model seem to be performing
best in terms of both MCC and F1-score, with the ANN model as second, and the
XGBoost model close behind.
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Interestingly, the results in table [7] seem to imply that the ANN is our second best
model, and not the XGBoost. However, now that thresholds have been introduced, we
need to make a distinction between models and policies. Policies describe a model with
a set threshold. When comparing models with thresholds we are actually comparing
policies. Hence, we note that the ANN policy is better than the XGBoost policy,
given that we choose the MCC as our decision ruling evaluation metric. PR-AUC
is therefore a much more suitable metric to assess overall model performance and
rank the models, while policies become more relevant when looking at the context the
model are going to be used in.

Another observation we can discern is that the results highlight the previously dis-
cussed shortcomings of the accuracy metric as we can see each model give rise to the
same high value of 98.2 %. This is misleading as it only reflect the proportion of
the majority class in our data set. Consequently, we choose to omit accuracy in any
future classification reports.

Instead of setting a specific threshold for all models, we can produce each model for
which the threshold has been optimized with regards to the MCC to compare. This
is done by conducting a grid search where we calculate the MCC for all thresholds
between 0 and 1.0, with a step size of 0.001. The results for this scenario have been
summarised as a classification report in table [8] and as a ”flat” confusion matrix in

table [I0l

Model Precision | Recall | F1-Score | MCC | Threshold
Logistic Regression | 0.059 0.4455 | 0.104 0.123 | 0.029
ANN 0.119 0.493 | 0.192 0.216 | 0.067
XGBoost 0.132 0.489 | 0.208 0.230 | 0.066
CatBoost 0.168 0.382 | 0.233 0.235 | 0.092

Table 8: Classification report optimised with respect to MCC

The CatBoost once again produces the model with the best MCC, followed by the
XGBoost model. The ordering of the Fl-score also seems to mimic the MCC, and
is even identical in the case of the CatBoost. Overall, the results indicate that the
CatBoost appears to be the best performing model over several metrics.

Model TP | FP TN FN | Threshold
Logistic Regression | 1,413 | 22,499 | 151,179 | 1,759 | 0.029
ANN 1,565 | 11,574 | 162,104 | 1,607 | 0.067
XGBoost 1,552 | 11,574 | 163,506 | 1,620 | 0.066
CatBoost 1,217 | 5,979 | 167,699 | 1,955 | 0.092

Table 9: A tabular confusion matriz where the threshold has been optimised with
respect to MCC
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Model TP (%) | FP (%) | TN (%) | FN (%) | Threshold
Logistic Regression | 0.8 12.7 85.5 0.9 0.029
ANN 0.9 6.5 91.7 0.9 0.067
XGBoost 0.9 5.7 92.5 0.9 0.066
CatBoost 0.7 3.3 94.8 1.1 0.092

Table 10: A tabular confusion matriz in percentage where the threshold has been
optimised with respect to MCC

Since we do not know Klarna’s preference of displaying PIX compared to other alter-
native options, it may be of interest to present the results obtained when the recall
equals 1, i.e. where we are able to catch every person who would be interested in PIX
and, thereby, not risk losing any potential upsells. These results have been compiled
in table [[1] and 2

Model Precision | Recall | F1-Score | MCC | Threshold
Logistic Regression | 0.018 1.00 0.035 0.006 | 0.0001
ANN 0.019 1.00 0.039 0.044 | 0.0001
XGBoost 0.036 1.00 0.069 0.135 | 0.0029
CatBoost 0.036 1.00 0.068 0.134 | 0.0015

Table 11: A classification report for when the recall is equal to 1 for each model

The gradient boosting methods seem to perform almost exactly the same. It is also
worth noting, by looking at the confusion matrix in figure that the XGBoost
policy show a true negative rate of 50 %, while the recall is at 100 %. A result which
we will further touch upon later in the discussion.

Model TP (%) | FP (%) | TN (%) | FN (%) | Threshold
Logistic Regression | 1.8 98 0.18 0 0.0001
ANN 1.8 88.2 10 0 0.0001
XGBoost 1.8 48.2 50 0 0.0029
CatBoost 1.8 49.5 48.6 0 0.0015

Table 12: A tabular confusion matrix for when the recall is equal to 1 for each model.
The numbers represent the share of each row
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5 Discussion

In this chapter, the results from the previous section will be further discussed and
evaluated. They will also be put into a business context to discern the implications
and potential benefits for Klarna. Finally, we look back at our research questions and
try to measure to what extent we have been able to answer them during the course of
this thesis.

5.1 Model Performance

All models performed significantly better than the base line model, i.e. the logistic
regression model. As seen in table the logistic regression model, when compared
to the current solution at Klarna, demonstrated a negligible improvement of 0.18 %,
thereby also providing as a good proxy for the current solution.

The results show the gradient boosting methods outperforming the deep learning
method. This comes to no surprise as neural networks have shown to excel in image
recognition, speech recognition, and natural language processing, and not necessarily
when applied on structured data that can be represented in tabular form. It is possible
that deep learning methods, with additional suitable actions, could reach comparable
or superior performance compared to the gradient boosting methods. However, this
was not observed in the analysis performed in this work.

The fact that the boosting methods produced results with similar performance shows
the similarities between the algorithms. Another notable observation is that the
models that were trained on the RFE variables performed better in regards to PR-
AUC than the models trained on all features. This indicates that the RFE procedure
is effective in eliminating uninformative features.

When evaluating and ranking overall model performance, the CatBoost model ranks
on top, with the XGBoost close second, with PR-AUC scores of 0.1759 and 0.1709
respectively. The ANN model does not come far behind with a score of 0.1459. To
analyze these results, and why they were not better, we need to look at the context.
The context is that we are working with a highly skewed distribution in terms of the
data. Class imbalance is a well-recognized factor within machine learning that has
a strong negative impact on a classifiers performance. The problem is that models
have a hard time distinguishing and learning the minority class, instead favouring the
majority class.

Another complicating factor that can be attributed to our context is that the cus-
tomers arriving to the confirmation page have already been given the option to choose
PIX as their payment method, but has chosen not to. Hence, the challenge was not to
predict the customers that are interested in paying with PIX, but instead to predict
the customers that have been shown PIX, chosen Pay in 14 days, but who are then
interested in changing their payment method to PIX. Now, one could argue that this
does not really apply as it is inherent to the imbalanced data and the fact that only
1.8 % of the data has bought with PIX. However, this could very well be a result of
chance, or it could have been unknown reasons beyond our features ability to account
for and predict.

Given the circumstances and the context, the results are somewhat within what could
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be expected. This does not imply that there are not several areas where there are room
for improvement. One of the most decisive determinants of a model’s performance
is the input data. Indeed, it is well known in computer science that poor input
data generates a poor output. In our case, the input data is actually fairly rich
in information. But what our input data should constitute of, which variables too
include, has not been a matter of course either. As previously stated in section
the data used in this thesis was originally produced for other purposes, and
another context. Admittedly, the transaction data will remain the same regardless,
but historical data is equally important, and has to be customized to the specific
context. We created 24 new variables for this purpose, but due to the time constraint
put on this thesis, all possibilities were not exhausted and pursued. Consequently,
this is an area wherein performance improvements could potentially be achieved.

While the input data may offer the most potential for improvement, there are other
aspects of the modelling process that can be further investigated as well. For example,
data imputation methods could have been evaluated. Since only a small set of our
features contained missing data this would probably not affect the final outcome to
that great of an extent. Nevertheless, it would be a component worth looking at. The
same goes for our choice of feature scaling and categorical mapping. There are a myr-
iad of methods to use in regards to both feature scaling and transforming categorical
data to numerical values, and the exploration thereof could have constituted of master
thesis projects in themselves. Nonetheless, more methods, and an active handling of
outliers instead of relying on the scaling method could have been evaluated, without
needing to exhaust all available measures.

5.1.1 SMOTE

The idea behind using SMOTE was to address and mitigate the effects from the
imbalanced distribution of the dataset. Each algorithm performed worse in terms
of the PR AUC when the data had been pre-processed using SMOTE compared to
when it had not been applied. Indeed, the only observable impact SMOTE seemed to
have was re-calibrating the probability predictions. One possible hypothesis to why
it does not succeed in our case is that the data points belonging to the minority class
are to scattered around the features space. Therefore, when the algorithm looks for
the nearest neighbours to create synthetic data points between, they find them across
areas with high concentration of observations from the majority class. Hence, the
new synthetic data points will be created in areas of the feature space with clusters of
the wrong class. This hypothesis is in line with the fact that the optimal number of
k-neighbours for the SMOTE algorithm, decided after conducting a grid search, was
2 neighbours.

5.2 The Business Context

Looking at the business context, and the implications and benefits for Klarna, we
are more interested in looking at policies to be able put it in a context, rather than
pure model performance. However, policies are set according to a business appetite
or preference, information which to us is unknown. These may not even be self-
evident to Klarna as they may very well vary with time and needs. By and large, the
confirmation page can be viewed as valuable ad space that can be utilized to reach a
large proportion of Klarnas customers, thus opening the possibility to promote and
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display many other Klarna features and functionalities to a large audience. Indeed,
there are a lot of factors to consider, e.g. ”what is the value of PIX compared to
our alternatives, long-term and short-term?”, ”how much do we want to risk losing a
PIX upsell opportunity”, ”do we want to promote a new/alternative Klarna feature
for a limited period of time?”, "what do our merchants want us to display?”, ”can
we recommend certain goods that we believe that the consumers would be interested

in?”.

Nevertheless, we can still compare our results to the current situation where every con-
sumer is shown PIX, and the proportion of consumers that we, with some confidence,
could have presented with something else without losing any Piz up-sell purchases.
Keep in mind that the model that yields the threshold and policy where recall equals
to 1 is far from the best model according to any other applied and discussed metric.
However, as stated, ceteris paribus, it presents us with the benefits of implementing
a policy/model instead of, as today, showing every consumer the same message. By
examining table we see that the XGBoost policy would enable a 50 % decrease of
PIX up-sell offerings without loosing any potential revenue. In other words, 50 % of
the customers that Klarna today is displaying PIX to on the confirmation page could
be shown something else without any financial risks.

So who is the customer who chooses PIX on the confirmation page, despite seeing
the option but choosing otherwise in the previous step of the purchase flow. One
plausible hypothesis is that since some customers are not shown the option to choose
PIX when the payment selector algorithm is confident enough that the customer’s
preference will Pay in 14 days, their behaviour is simply a consequence from lack of
exposure. However, during the feature engineering and analysis, no evidence support-
ing this hypothesis was found. Another hypothesis, that is harder to validate, is that
people who are faced with multiple options usually do not put much thought into
their choice, but settles for the ”first best” as long as they are somewhat content with
it. Indeed, it may not even have been their preference if they were to actually review
all possible options more carefully. Especially when that option is already pre-chosen
for them. Today, they are asked which one of all the payment options they would
like to pay with. Since an option they are comfortable enough to settle with with is
pre-selected for them, they choose to go through with their purchase without giving
much thought to the other options out of convenience. However, when they reach
the confirmation page, they are explicitly asked if they would like to pay with Pix
instead, yes or no? This forces the customer to actually evaluate their choice and
actively make a decision regarding their interest in PIX. Evidently, some of these
choose to revise their previously selected choice.

47



6 Conclusion

The purpose of this project was to create a better post-purchase customer experience
by building a model that could predict customer preference for a specific payment
method on Klarna’s confirmation page. Using data retrieved from Klarna, a set
of different machine learning algorithms were trained and evaluated for the task.
All models showed improvements when compared to the current, non-personalized
solution, with the best model indicating a 50 % decrease in false positives. This means
that 50 % of the customers currently displayed to change their payment method can be
shown other features and functionalities, thereby facilitating a further personalization
of the post-purchase experience. It further proves that it is possible to predict and offer
a customer the choice to select an offer that the customer has previously indirectly
declined. Yet, as promising as the result may be in the business context, a true
evaluation of the model performance cannot be conducted until it has been deployed
in a live setting.

6.1 Future Work

There are several areas of this project which offers room for further investigation
and possible improvement, with some previously mentioned in the discussion. One of
these areas identified as having the biggest potential was within feature engineering.
The creation of new features, more capable of explaining customer behaviours, could
lead to significant improvements of the outcome. Unsupervised learning techniques
could be used to gain new insights and generate new features. This could be combined
with qualitative studies on why a customer chooses to change their payment option
on the confirmation page, and why they did not select it during the payment selection
step. Indeed, quantitative data can in many cases only tell half the story, combining
quantitative data with qualitative data would enable us to paint the whole picture,
allowing for more relevant features.

Furthermore, the data was limited to only include one country, with a time frame of
one month. There is a high chance that customer behaviour differs between countries
and region, and that this has to be taken into account before any implementations.
The limitation on the time frame may neglect any existing seasonality, i.e. changing
customer behaviour depending on the time of the year.

Finally, while this project only concerns the prediction of one functionality, the goal
would be to identify all functionalities to be displayed on the confirmation page and
use one model to predict a customers preference for all outcomes, i.e. multi-class
classification.
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