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ABSTRACT 

What happens when we see an object of a certain material but the 
sounds that it makes comes from another material? Whilst it is an 
interesting question, it is an area that is under researched. Though 
there has been some previous research in the field the visuals have 
been represented using textures on simple shapes like cubes or 
spheres. Since this is not how humans experience materials in the 
real world there is a possibility that the research that has been done 
is not generalizable or ecologically valid. We wanted to see what 
would happen if this type of test was performed using 3D models 
that looked like real-life objects that most people would be familiar 
with. 

 

In order to test this, we gathered impact sounds and 3D models to 
represent nine different materials and created a program in virtual 
reality that allowed us to test all the possible combinations of 
sounds and visuals. These tests were performed with 15 participants 
who selected which material they believed each audiovisual 
combination represented. 

 

Our results showed a higher tendency to rely on audio cues for 
material perception compared to previous tests. This is interesting 
since we increased the visual fidelity while the quality of the audio 
was comparable to the previous tests. One theory is that the increase 
in visual fidelity makes the visuals so much clearer that participants 
started focusing more on trying to understand the audio. 
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SAMMANFATTNING 
Vad händer när vi ser ett föremål av ett visst material men ljuden 
som det gör kommer från ett annat material? Även om det är en 
intressant fråga, är det ett område som är underforskat. Även om 
det har gjorts en del tidigare forskning på området har det visuella 
representerats med hjälp av texturer på enkla former som kuber 
eller sfärer. Eftersom det inte är så människor upplever material i 
den verkliga världen finns det en möjlighet att den forskning som 
har gjorts inte är generaliserbar eller ekologiskt giltig. Vi ville se 
vad som skulle hända om den här typen av test utfördes med 3D-
modeller som såg ut som verkliga objekt som de flesta skulle känna 
till. 

 

För att testa detta samlade vi in ljud från kollisioner och 3D-
modeller för att representera nio olika material och skapade ett 
program i virtuell verklighet som gjorde att vi kunde testa alla 
möjliga kombinationer av ljud och bild. Dessa tester utfördes med 
15 deltagare som valde vilket material de trodde att varje 
audiovisuell kombination representerade. 

 

Våra resultat visade en högre tendens att förlita sig på ljudet för 
uppfattning av materialet jämfört med tidigare tester. Detta är 
intressant eftersom vi ökade den visuella detaljrikedomen medan 
ljudets kvalité var jämförbart med de tidigare testerna. En teori är 
att ökningen av visuell detaljrikedom gör det visuella så mycket 
tydligare att deltagarna började fokusera mer på att försöka förstå 
ljudet. 

 

 

  



1. INTRODUCTION 
1.1 Audiovisual Cross-Modality 
For a long time, the neuroscience community has held the belief 
that the brain is separated into different parts with little to no 
interconnectability that process separate stimuli [4]. The idea is that 
for example visuals and audio are processed independently and 
have no bearing upon one another. However, in the last couple of 
decades this idea has been questioned by many scientists which has 
led to the advent of the research field of cross-modality, where it is 
believed that the way the brain processes our senses can cause them 
to interact. 

 

One of the first studies that showed audiovisual cross-modality was 
done by McGurk and MacDonald [5]. By playing the audio of a 
syllable over the lip movements of another similar syllable, for 
example “ba” and “ga”, they found that participants would be 
influenced by the visuals to “hear” what they saw. This showed that 
senses could influence one another and that visuals could change 
how the brain processes sound. 

 

Another early study that showed audiovisual cross-modality in 
effect was Ladan Shams et al. [4] who discovered that it was 
possible to trick the brain into thinking it had seen a series of flashes 
by showing it one flash and playing a short sound multiple times. 
By playing sounds it was possible to change a person's perception 
of what they saw, which showed that audio can influence our 
perception of visuals. 

 

1.2 Virtual Reality (VR) 
Even though VR or virtual reality took off in the 1980s, there is still 
no definite definition of what VR is [2, 8]. In this article we have 
decided to define virtual reality as a digital simulation of reality 
presented through a VR headset. A VR headset is a head mounted 
display (HMD) with lenses through which the display is viewed. 
By showing different images to each eye an illusion of depth is 
created which simulates looking at a real space. The headset, and 
usually a set of controllers held in each hand, are spatially tracked, 
and allow the user's movements to be reflected in the virtual world. 
In many cases the controllers are used to simulate the hands of the 
user, allowing them to interact with the simulated world. Using a 
VR headset feels more like being present in a space than looking at 
a flatscreen monitor and offers perception of depth and the ability 
to move your head to inspect the environment. As such, the amount 
of visual data available to a user is much greater in a VR headset 
than it is on a flatscreen. Whilst many VR headsets have speakers 
for playing audio close to the ears of the user, it is usually preferable 
to use standalone headphones as they offer greater audio quality. 
As such, there is little difference in the audio when comparing a VR 
headset to using a flatscreen monitor 

 

1.3 Purpose 
This study aims to find the effects that arise in the human 
perception of materials when there is a discrepancy between the 
audible and visual stimuli that are shown to a person in virtual 
reality. 

 

If one witnesses a 3D model of an object being struck in virtual 
reality with an impact sound that does not match the visual 
appearance of the object, which material is the object perceived 
as? 

 

2. BACKGROUND 
2.1 Cross-modal Material Research 
An important study in the field of cross-modality was done by 
Fujisaki et al. [3] who tested the relative importance of visuals and 
sound in material recognition by combining the visuals of materials 
with sounds from other materials. They had a total of six visual 
stimuli and eight impact sounds. Before combining the stimuli, they 
first tested how well people could perceive the materials based on 
the visuals alone and audio alone. Then they combined the different 
visuals and sounds and let people rate what they thought it was. For 
each combination of visuals and/or audio the participants gave 
scores based on how likely they thought that each material was 
being presented. For example, by combining the sound of a 
vegetable being struck with the sight of glass, the result was that 
most participants thought that the material was plastic. According 
to the article it seems that the brain tries to pick the material that 
has the most common features between the sound and the visuals. 
For example, glass looks a bit like plastic and vegetables sound a 
bit like plastic. Thus, the result becomes plastic. The article 
compares this to an AND function, meaning that you could 
generally multiply the scores each material was given in the 
unimodal test. The material with the highest score would be the 
most likely to be chosen on a specific combination of visuals and 
audio. 

 

2.2 Cross-modal Material Research in VR 
Another study of cross-modality in VR was performed by Malpica 
et al. [4] who studied the perception of different material qualities 
in a virtual environment. The experiment was performed by taking 
four materials, phenolic, metal, plastic, and fabric, presenting them 
with audiovisuals or only visuals, and letting the participants rate 
different qualities of the materials. The visuals were also shown in 
both high and low visual quality which made for a total of 16 
versions. They found that the audio helped the most in identifying 
the material qualities when the visual quality was lower, 
presumably because the higher quality visuals better represented 
the materials than their lower quality counterparts and as such the 
participants did not need to rely as much on audio. This shows that 
audio is especially important in low rendering qualities. 
 

2.3 Presence in VR 
Presence in VR is described as the measurement of how closely a 
person reacts to a virtual environment as if it were real. This 
measurement includes both conscious and subconscious reactions. 
Both visuals and audio influence presence. For visuals it is more 
important to have a high frame rate than high fidelity graphics. It is 
also difficult to create visuals of a quality that feel close to the real 
world due to how incredibly detailed the real world is. There is also 
a significant positive effect on the presence in VR if the audio is 
spatialized. 

 

2.4 Research to be Done 
Whilst the field of audiovisual cross-modality has been well tested 
and documented, there are certain areas of it that have had less 
research, among them VR since readily available VR headsets have 
been around for less than a decade. All the research on audiovisual 
cross-modality in VR that we have found has utilised simplified 
visuals, such as textured spheres or cubes rather than an actual 
object that has a shape that fits the texture. This is notable because 
in our daily lives we never see materials in this way, which could 
potentially have a significant impact on the results of the research. 
One such study, done by Arro et al. [1] used textured cubes. This 
study found that the auditory modality is dominant if there was any 
sort of uncertainty about an object’s material during unimodal 



visual testing. In our study, we therefore aim to test cross-modality 
between visuals and audio on 3D models of objects, rather than just 
textured shapes. This should give more visual data compared to 
other tests and match what we see in reality more. 

 

2.5 Hypothesis 
Since we will be using objects with high visual fidelity rather than 
simple textured shapes, our results are likely to differ slightly from 
previous studies. We have two different hypotheses about how this 
will affect the results of the test.  

 

Hypothesis 1: 

Added visual information will make participants more likely to rely 
on the visuals when picking what materials the audiovisual 
combinations represent. If this hypothesis is correct, it would be 
reflected in the data by more people choosing the visual presented 
than the audio. 

 

Hypothesis 2: 

Since the visuals will be clearer compared to other tests, it will 
cause participants to rely less on them. In previous tests it has been 
somewhat difficult to identify both the visuals and sounds. Due to 
our use of 3D models, the visuals should be a lot more obvious than 
the audio. This might cause participants to focus more on trying to 
figure out what the audio is and would be shown in the data by more 
people choosing the audio presented than the visual. 

 

3. METHOD 
3.1 Test Structure 
We decided to divide the tests into three parts, two unimodal and 
one cross-modal. The first part was a unimodal audio test to see if 
participants could distinguish which material each sound came 
from, and the second part was a unimodal visual test to see if 
participants could distinguish which material each model was based 
on. The first two parts would as such serve as a basis showing if 
certain sounds or models were difficult to distinguish from one 
another. In the third part, each model would be paired with each 
sound to see which material the participant would pick when 
different visuals and sounds were combined. The order that the 
participants would see and/or hear each material was randomised. 

 

Before performing the tests, the participants were told about its 
three parts. However, for the cross-modal part they were only told 
that they would both hear and see an object, not that the sounds and 
visuals would be different. In between each part of the test there 
was also an audio clip explaining what the next part would be about 
in order to remind participants of what they were supposed to do. 
Right before the cross-modal part of the test started, participants 
were specifically told to make sure to both look at and listen to the 
object. 

 

3.2 Equipment 
The VR headset used for testing was an Oculus Quest 2. For audio 
we used a pair of closed-back, over ear headphones, specifically 
SteelSeries Arctis 7 (2019 edition), that were plugged into the VR 
headset with an AUX cord. The test was run on a PC and was 
usually streamed to the VR headset through Oculus Air Link, which 
communicates through Wi-Fi. In cases where the Wi-Fi network 
was unusable the headset was instead connected via a USB 3.0 
cable. 

 

3.3 Finding Audio 
We decided to try to find recorded audio rather than to make our 
own. The audio we ended up using comes from a dataset of 
recorded audio and video of different objects being hit with a 
wooden drumstick [6]. The recordings came with text files that had 
timestamps of each interaction between the drumstick and an 
object. These timestamps included the material of the object which 
we used to ensure we got the correct audio. All the audio files came 
in two versions, one with the raw audio and one where a denoising 
algorithm had been applied. The audio files used in our test are from 
the denoised versions of the selected sounds. We manually went 
through parts of the dataset to find files with good impact sounds 
for different materials. Based on the sounds that we found we 
decided to use the nine materials cardboard, ceramic, fabric, glass, 
leather, metal, plastic, rock and wood since they all sounded good, 
and they were all solid materials. We then chose a specific sound 
for each material that in our opinion best represents the material 
being hit while also having the least amount of unrelated noise. 

 

3.4 Finding Visuals 
Just as with the audio, we decided to find visual assets online that 
we could use, rather than create our own. Most of the assets we used 
are from Poliigon, although there are also some from CGTrader, 
the Unity Asset store, and Sketchfab. (See figure 3.1) The models 
of a drumstick as well as a podium were made by us, with textures 
from Poliigon.  

 

We chose what visual assets to get based on the audios that we had 
chosen to use. Since all the audio files also came with video 
recordings, we could find assets that most closely resemble the 
actual object being struck. In most cases that meant using the assets 
as they came, although sometimes we changed some things, such 
as applying a different texture to an object. 

 
Figure 3.1: All the testing objects against a white background. 
From the top left are the objects for the materials rock, plastic, 
metal, ceramic, glass, wood, leather, fabric, and cardboard. 

 

3.5 Creating the VR Testing Program 
We created the test using the game engine Unity since it is simple 
to use and has good support for VR. First, the sounds and models 
were imported into unity; this was done continuously during the 
search for models. 

 

After importing all the sounds and models we needed a way to 
combine sounds and models in a realistic way. To do so we 
animated the drumstick model to hit each object, see figure 3.3. By 
placing a trigger in the path of the drumstick we could play a sound 
as the drumstick entered the trigger. This way the sound would 
always be synced with the animation. 

 



Having one sound with one object was a good start but in order to 
perform the tests the objects and sounds would have to be presented 
in a random order. We created a script called TestManager that 
would manage the test. It would keep track of the three parts in the 
test, what sound and/or model would be presented, and when. It 
would ultimately also keep track of what answers the participant 
had given and save the data as an XML-file after the test. The 
creation of this script started early in the development of the testing 
program, but it continued to receive updates until the end of 
development.  

 

When we could get a combination of a random object and a random 
sound, we had to find a way to let the participant interact with the 
test. This was done with virtual hands in VR that were tracked to 
the controllers in their real hands as well as buttons to press. The 
hands and buttons were implemented using a plugin for Unity 
called Auto Hand which included high quality hands and buttons. 
Since we had nine materials, we decided to place the buttons in a 
three-by-three grid on a little table in front of the user, see figure 
3.3. In an early stage we thought about colour coding the buttons 
so that it would be easier to find the one you want to press quickly. 
However, since the colour would reflect the visual attributes of the 
object and not the audible attributes, we thought that it potentially 
could give an unfair advantage to visuals and decided to colour all 
the buttons red instead. The buttons work by calling a function in 
the TestManager which records which button was pressed and 
advances to the next sound and/or models. We also decided to add 
a back button on the side in case the participant accidentally pressed 
the wrong button, or something went wrong in the test. It was only 
capable of turning the test back one step though since we did not 
want the participants to be able to go back and forth and compare 
different sounds and/or models. 

 

 
Figure 3.3: The view that participants had during testing. The 
table at the bottom is the interaction table that was used by 
participants to give inputs during the test. The nine buttons on 
the main part of the table represent each material and the 
button furthest to the right is the back button. At the top of the 
picture is a leather pillow and a wooden drumstick. During the 
test the drumstick hits the pillow and plays one of the impact 
sounds. When the participant presses one of the material 
buttons a different combination of sounds and visuals is shown. 

 

3.6 Participants 
We enrolled our test participants through our own contacts. Doing 
this allowed us to get a diverse group of people. Participants were 
not told what the test was about beforehand. Most participants had 
very little or no prior experience with VR technology. 
 

4. RESULTS 

4.1 Participants and Data Points 
The test was performed with a total of 15 participants aged between 
15 and 64. Since the unimodal parts of the test contained nine 
materials each, a total of 135 data points were gathered for each 
unimodal part. Since the cross-modal part contained a total of 81 
audiovisual combinations a total of 1215 data points were gathered 
from it

  



 

4.2 Unimodal Tests 

 
Figure 4.1: Shows which material participants chose for each sound. The x-axis shows each sound, the y-axis shows which 
material was picked and the number in each square shows how many times it was picked. 

 

In the unimodal tests the accuracy for the visuals was significantly 
higher than the accuracy for the audio. The answers for the visuals 
had an accuracy of 93% while the audio had an accuracy of 32%. 
There were two outliers, leather for the visuals had an accuracy of 
53%, and metal for the audio had an accuracy of 80%. 

 

In the unimodal visual test, cardboard, glass, metal, plastic, rock, 
and wood were answered correctly every single time. Ceramic and 
fabric were answered correctly 14 out of fifteen times, being 
confused once for glass and metal respectively. The only visual that 

caused a lot of confusion was the leather pillow which was 
commonly mistaken for a fabric pillow. 

 

In the unimodal audio test, there was a lot of confusion when it 
came to certain sounds, as can be seen in figure 4.1. In some cases, 
like with the cardboard and fabric, the answers were split among 
many different materials whilst in others there were only a few. In 
the cases of ceramic, fabric, glass, leather and rock, a different 
material was more commonly selected than the correct material. 
The only sound that was close to unanimously correctly selected 
was metal. 

  



4.3 Cross-Modal Test 

 

Figure 4.2: Shows how many times participants chose the material that the visual stimuli presented in the cross-modal tests. The 
x-axis shows the visual objects while the y-axis shows the sounds that they were combined with. The number in each square 
shows how many participants chose the visual in that combination. 

 



 
Figure 4.3: Shows how many times participants chose the material that the audible stimuli presented in the cross-modal tests. 
The x-axis shows the sounds while the y-axis shows the visual objects they were combined with. The number in each square 
shows how many participants chose the sound in that combination.  

 

By comparing the matrices in figures 4.2 and 4.3, one can see that 
the values are generally higher for audio than visuals. The 
adherence to visuals was 26% while the adherence to audio was 
37%. It is important to note that the accuracy was much lower for 
audio in the unimodal tests, but participants still chose the “correct” 
audio more often in the cross-modal test.  

 

Whilst we did not perform any official interviews after the tests, we 
did ask the participants how they selected materials in the cross-
modal test. Most participants mentioned that they were either 
generally more focused on the sounds in the cross-modal part of the 
test or that they chose solely based on the audio. This aligns well 
with the results which show a higher adherence to audio. Only three 
of the participants said that they utilised both visuals and audio 
when performing the test. One participant always chose based on 
the visuals.  

 

When the audio and visuals matched in the crossmodal test, 
cardboard and wood were the two most accurately guessed, both 

having only one incorrect guess each. Fabric, plastic, metal, 
ceramic, leather, and rock all had between seven and twelve correct 
answers. Glass had six answers for metal, five for glass, five for 
ceramic and one for fabric. As such, it was the only matching 
combination with an incorrect answer being more common than the 
correct one. 

 

The accuracy when sounds and visuals were matching in the cross-
modal part seems to be about an average of the two unimodal parts, 
generally being higher than the audio only part but lower than the 
visual only part. The average accuracy of the matching audiovisuals 
was 65% while the combined average accuracy of the unimodal 
parts was 63%. Metal was the standout material as it got a lower 
average accuracy in the cross-modal part than either of the 
unimodal ones. It had an average accuracy of 80% in the audio only 
part and 100% on the visual only part but got only 67% accuracy 
with matching audiovisuals. 

 



4.4 Correcting For Low Unimodal 
Accuracy 
To correct the crossmodal results for the low accuracy in the 
unimodal tests, adherence was tested against the materials that were 

commonly selected in the unimodal parts. For example, since fabric 
was commonly selected when the visual for leather was presented, 
this could be corrected for by accepting both leather and fabric as 
“correct” answers for the visual in the crossmodal test.

Commonly Selected Materials 

Cardboard Ceramic Fabric Glass Leather Metal Plastic Rock Wood 

Visuals Cardboard Ceramic Fabric Glass Leather Metal Plastic Rock Wood 

Fabric 

Audio Cardboard Glass Leather Metal Wood Metal Plastic Plastic Wood 

Leather Ceramic Cardboard Ceramic Fabric Wood Ceramic Metal 

Plastic Metal Fabric 

Rock Ceramic 

Wood 

Table 4.1: Shows which materials were commonly selected in the unimodal tests. The first row shows which material was 
presented to the participants while the visuals and audio rows show what materials participants commonly selected. A material 
only counts as commonly selected if it is within two standard deviations of the most common answer. Materials that were 
selected more than twice the standard deviation are shown in bold. The materials are ordered by how often they were selected 
in decreasing order.



 
Figure 4.4: Shows how many times participants chose a material that was commonly selected in the unimodal test for the audible 
stimuli that was presented in the cross-modal tests. Materials that were commonly selected in the unimodal test can be seen in 
the audio part of table 4.1. The x-axis shows each sound while the y-axis shows the objects they were combined with. The number 
in each square shows how many participants chose a sound that was similar to the sound that was presented in that combination. 

 

Since leather was the only visual with an incorrect material that was 
commonly selected in the unimodal test, correcting for inaccuracies 
in the visual adherence in the crossmodal test did not have a very 
large effect. The only difference is that there are more answers 
counted as correct when the visual was leather since fabric is also 
included as a “correct” answer. The visual was adhered to in 14 
answers when combined with the fabric sound, 11 answers in 
combination with leather and six times in combination with 
cardboard. When combined with the remaining sounds the visual 
was adhered to either once or twice. In general, the corrected visual 
adherence was 28%, an increase of 6% compared to the uncorrected 
visual adherence which was 26%. 

 

Since the audio had a far lower accuracy, correcting for it had a 
large effect, as can be seen when comparing figure 4.4 to figure 4.3. 
The audio adherence increased for cardboard, ceramic, fabric, 
glass, and plastic no matter what visual they were paired with. The 
audio adherence for wood increased when combined with leather 
or metal but otherwise stayed the same. Audio adherence for leather 

increased a lot when combined with fabric. When combined with 
other materials there were only very minor increases and decreases. 
Audio adherence for rock increased a lot when combined with 
every visual except rock. When combined with the visual for rock 
the adherence decreased instead. Adherence for metal did not 
change by performing the correction. In general, the corrected 
audio adherence was 69%, an increase of 85% over the uncorrected 
audio adherence which was 37%. 

 

5. DISCUSSION 
The aim of the study was to find out how audiovisual cross-
modality works when pairing audio with 3D-modelled objects in 
virtual reality. Since the previous research in the area had used 
textures on simple shapes like cubes and spheres to represent the 
visuals, we wanted to see if representing it with 3D models would 
affect people's material perception in VR.  

 



We had two competing hypotheses. Either the increase in visual 
fidelity would make people more inclined to use visual cues when 
making their choices or the fact that the audio was comparatively 
less clear would make them focus more on trying to figure out what 
materials the sounds represented. Given the results, the first seems 
to have been correct. However, since the accuracy in the unimodal 
audio test was so low, the data is unsuitable for statistical analysis.  

 

5.1 Audio 
Certain Sounds used in the test sound were very similar, which is 
reflected by the fact that participants picked different materials for 
the same sounds as seen in figure 4.1. For example, glass, metal, 
and ceramics all have mid to high pitched ringing sounds and are 
as such easy to mix up. This result is also reflected in a previous 
study that shows that people think that the impact sound made by 
any one of these materials are also quite likely to be from the other 
two [3]. Impact sounds for objects are also heavily dependent on 
the shape and size of the object, how hard the object is hit and the 
exact version of the material in the object. For example, a small 
birch plank that is being hit softly will sound different to a large 
oak tree that is being hit hard even though we would classify both 
under the general term “wood”. As such there can be a lot of 
crossovers between the different material categories, which helps 
explain the low accuracy in the unimodal audio test. 

 

Another potential explanation has to do with the denoising of the 
files. Whilst it is very subtle, there are some noticeable artefacts 
from the denoising of the files. It may be that some of the qualities 
of the sound that helps in material recognition might have also been 
altered in the process. We did not notice the artifacts until very late 
in the process though and did not have the possibility to change the 
audio at that point. The audio was also recorded in different rooms 
and the rock sound was recorded outside. If the study was to be 
repeated, we would have liked to have recorded our own sounds 
with a studio mic in a sound-controlled room. 

 

Only four materials were correctly identified by at least one third 
of the participants in the unimodal audio test. These were 
cardboard, metal, plastic, and wood. Our assumption for why metal 
was so accurately guessed despite its audio sounding similar to 
those of ceramic and glass is that when a participant was presented 
with one of those sounds, they were generally more drawn to metal. 
This can be seen in how commonly metal was chosen for the other 
two audios compared to how often ceramic or glass were chosen 
for the metal audio. In the cases of cardboard, plastic, and wood we 
assume that those audios were unique enough that they were 
difficult to mistake for any of the other materials. There is also a 
possibility that the order in which the audios were presented 
influenced the participants’ choices. We tried to mitigate this by 
having the sounds appear in randomised order each time although 
it is difficult to say if this was enough. 

 

5.2 Visuals 
The unimodal visual part of the test had a much higher accuracy 
than the audible part. The only material that the participants seemed 
to have any trouble correctly identifying was the leather. This is 
probably due to either the texture being less clear than the others or 
that we put the texture on a couch cushion, which might be a shape 
more often associated with fabric. It is difficult to say if using actual 
models rather than generic textured shapes improved recognition of 
the materials. In one previous study the participants did not seem 
to have much difficulty correctly identifying materials when 
presented with only visual stimulus [3]. In another study, the 

participants were a bit less accurate although this could possibly be 
attributed to lower quality textures [1]. 

 

5.3 Cross-Modality 
It is quite clear that most people focused on the audio when 
selecting materials in the cross-modal part of the test. One theory 
for why this is the case is that the visuals were too clear. Since it is 
for the most part easy to identify the visuals, it may seem that the 
point of the cross-modal test is to identify the audio. One of the 
participants expressed that it seemed like the visuals were only 
there to “distract” from the audio. Perhaps people are drawn to 
being challenged and the only part that presented a challenge was 
the audio. 

 

Another possible explanation for why most people used audio cues 
more in the cross-modal test is the fact that the unimodal audio test 
was before the unimodal visual test. This could have signalled to 
the participants that the audio was more important and that the test 
was about finding audio. 

 

Although most participants focused on the audio when answering, 
the visuals seem to have also influenced them. We can see this in 
the increase which happens for most materials when sound is 
combined with the correct visual in figure 4.3. Take cardboard as 
an example; when the visuals and sounds align, 14 out of 15 
participants selected cardboard, whilst only eight or fewer selected 
cardboard when presented with other visual stimuli. This seems to 
indicate that even those that either mainly or only selected based on 
audio were led to pick the correct sound when the visual was there 
to subconsciously push them in the right direction. Cardboard is not 
the only sound with this property. Five out of nine sounds were 
more accurately guessed when combined with the right visual. The 
other four sounds have combinations with equally high accuracies, 
but never higher than when combined with the right visual. In 
figure 4.2 we see the same kind of result for the visuals when 
combined with the same audio. Every material except metal and 
glass was most accurately guessed when combined with the correct 
audio. The visuals for metal and glass were most accurately guessed 
when combined with the audio for glass and ceramic respectively, 
but since the glass, ceramic and metal were commonly confused 
with one another in the unimodal audio test this result is logical. 

 

5.4 Limitations 
Due to the limited number of participants, there is a possibility that 
our results cannot be generalised.  

 

In every instance where a participant was presented with an object, 
they only chose the one material that they felt it was most likely to 
be. This may have somewhat degraded the quality of the 
information compared to some previously made studies, as it does 
not allow participants to express the likelihood of it being any of 
the other materials.  

 

This test was the first experience in VR for some of the participants 
and we did not really provide any time for them to get used to how 
it feels to interact with a virtual world through a VR headset. This 
could potentially have made the experience a little jarring for some 
of them which could in turn have influenced their perception. 

 

5.5 Error Sources 
There are some instances in the collected data that seem rather 
illogical which could have been due to possible errors. One of these 



possible errors is that some participants may have misclicked on 
some part of the test. This would explain certain oddities in the 
unimodal visual part of the test such as one participant choosing 
metal for the fabric visual and another participant choosing glass 
for the ceramic visual in the unimodal visual test. Some participants 
sometimes had reactions that seemed like they misclicked and one 
participant even mentioned misclicking at one instance. In some of 
these cases the participants may not have used the back button to 
correct their choice which would mean that some data could be 
incorrect. 

5.6 Possible Improvements 
One thing we noticed during testing was that several participants 
seemed to be focused on getting a “good result” by choosing 
“correct” answers even though they were told there was no right or 
wrong. This seems to have impacted the way that a lot of them 
answered during the cross-modal part. Several people told us that 
they started paying more attention to the sound due it being less 
clear, which seemed like they needed to figure out “the trick”, and 
therefore sort of ignored the visuals. If we were to redo the test, we 
could try to “trick” people into experiencing the materials in a more 
natural way. This could possibly be achieved by disguising the try 
purpose of the test as something entirely different. We could maybe 
frame the test as a videogame and only in the end ask the 
participants about the materials so that it isn’t on their mind the 
entire test. 

Another way to improve the test would be to gather more 
qualitative data. One way to do that is to let participants rate how 
likely they believe it is that the object is each material, as has been 
done in previous studies. If a participant was not entirely sure about 
what material to choose in our test, allowing them to express which 
ones they think it might be rather than just choosing one could have 
possibly given some interesting results. It may also have negated 
the bias for audio since there would be less pressure on trying to 
find a “correct” answer.  

5.7 Further Research Topics 
In all the audiovisual cross-modal studies that we have found, the 
audio is always impact sounds. It could be interesting to test 
audiovisual cross-modality with other types of sounds, such as 
tearing and crumpling sounds. This would make it more difficult to 
create visuals to match the sounds, since making 3D models tear or 
crumple realistically is difficult. As such it might be easier to 
perform such a test on a flatscreen with video instead. 

6. CONCLUSION
The aim of the study was to test audiovisual cross-modality 
between 3D-modelled objects and sounds in virtual reality. Would 
people rely more on audio or visuals when they did not align? We 
wanted to see if there would be any difference to previous studies, 
which had used simple shapes with textures rather than actual 
models.  

The result was that people focused much more on the audio when 
the visuals and audio did not align. This seems to indicate that 
increasing the visual fidelity made the visuals less important when 

deciding an object's material qualities. However, it may be that the 
design of the test pushed participants towards the audio. The fact 
that the unimodal audio test was presented before the unimodal 
visual test may have pushed participants towards focusing on the 
audio. Participants may also have tried to find a “correct” answer 
and since the audio was the more challenging part that became their 
focus. As such, it is difficult to conclude whether our findings 
would be different in a differently structured test. 
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