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Abstract

Pneumonia is a deadly disease if gone untreated. In order to treat it, first it has to be
discovered, which can be done by examining patterns of chest X-ray images. This process
can be done by human experts but there is also a desire to make it more efficient by utilizing
machine learning. One machine learning model well equipped for handling classification
tasks is the Support Vector Machine (SVM) with a Radial Basis Function (RBF) Kernel.

However, there exists a vast amount of configurations which greatly affects the achieved
accuracy and therefore there is a need of understanding how the different configurations
work and how they affect the behavior of the SVM. Therefore we aimed to answer
specifically how the two hyperparameters cost and gamma affect the performance of an RBF
kerneled SVM when using Histogram of Oriented Gradients (HOG) of chest X-ray images as
features. This investigation was conducted by performing a coarse grid search combined
with cross-validation with SVM as estimator. The accuracies obtained were then displayed
on a heatmap and afterwards compared.

In our results, it was found that there does exist a clear correlation between cost, gamma
and the achieved accuracy. In some areas of the hyperparameter space, the parameters
were able to compensate for each other, i.e., if one of them increased, then the other one
needed to decrease in order to retain its accuracy. There also existed anomalies to the
patterns discerned, when, in some extreme values for either hyperparameter, the effect of
the other disappeared, implying an independency. Lastly, the best accuracies could be found
in the middle region of the hyperparameter space.



Sammanfattning

Lunginflammation ar en dadlig sjukdom om den forblir obehandlad. Fér att behandling ska
kunna ske, maste sjukdomen forst upptackas, vilket kan ske genom undersékning av
rontgenbilder av brostkorgen. Denna process kan utféras av experter inom omradet, men
det finns ocksa en oOnskan att effektivisera denna process genom anvandning av
maskininlarning. En maskininlarningsmodell val |édmpad fér hantering av liknande
klassificeringsuppgifter ar SVM (Support Vector Machine) med en RBF (Radial Basis
Function) karnfunktion.

Det finns dock ett stort antal konfigurationer av denna SVM som i stor grad paverkar den
uppnadda noggrannheten, och darmed finns ocksa ett behov av att forstd hur de olika
instaliningarna fungerar samt hur de paverkar SVM:s beteende. | denna studie amnade vi
darfor besvara hur de tva hyperparametrarna Cost (kostnad) och Gamma paverkar
prestandan av en RBF-kdrnad SVM under anvandning av HOG (Histogram of Oriented
Gradients) av réntgenbilder av brostkorgen. Denna undersékning genomfordes genom att
utféra en grov rutnatssokning i kombination med korsvalidering med SVM som skattare. De
erhallna noggrannheterna visualiserades sedan med farg i ett rutnat for att sedan kunna
analyseras och jamforas.

De uppnadda resultaten visade pa ett tydligt samband mellan kostnaden, gamma och den
uppnadda noggrannheten av SVM:n. | vissa omraden av hyperparameter-utrymmet kunde
parametrarna kompensera varandra och bevara liknande noggrannheten, dvs. om en av
parametrarna Okar sitt varde sd maste den andra parametern minska sitt varde for att
behalla noggrannheten. Det existerade ocksa avvikelser fran det vanliga beteende vid vissa
extremvarden av bada hyperparametrarna. | dessa omraden skadades ett oberoende och
saledes kom den andra hyperparametern att inte ha nagon paverkan alls pa resultatet.
Slutligen kunde de bast erhadllna noggrannheterna skadas i den mellersta regionen av
hyperparametrarna.
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Chapter 1
Introduction

1.1 Problem definition

In modern society, machine learning is progressively becoming more prevalent, which has
amounted to a vast number of different machine learning models, applied in different
domains. By using computer-assisted technology, the risk of human error is minimized, as
usage of these machine learning models can be more accurate and effective than experts
alone in their respective fields [1]. One such field where effectiveness and accuracy is of the
utmost importance is in medicine, where decisions can be life depending. In medicine, one
of the prevalent causes for death of diseases is due to late detection or misdiagnosis [2—4].

Pneumonia is one of the most common diseases with a high fatality rate and early detection
of the disease is sought after [4]. Thus, in order to achieve an improved accuracy and save
lives, machine learning models can be applied. One such model is the Support Vector
Machine (SVM) equipped with an Radial Basis Function (RBF) kernel. The SVM is frequently
used in scenarios where binary classification is needed due to its effectiveness [5]. However,
in order to achieve this effectiveness, some obstacles have to be overcome, as the result of
the SVM is strongly dependent on the features of data, the data itself, as well as the chosen
hyperparameters of the SVM [6].

1.2 Aim and research question

To gain a better understanding of how the performance of a Support Vector Machine (SVM)
with a Radial Basis Function (RBF) kernel depends on its hyperparameters and features of
the data, we will conduct a research to analyze the effects of different choices of the
hyperparameters Cost (C) and Gamma on an RBF-kerneled SVM when classifying
pneumonia by extracting features using Histogram of Oriented Gradients (HOG) from X-ray
images of chests.

Specifically, the goal of this study was to answer the following:

How do the hyperparameters C and Gamma affect the performance of an SVM with
an RBF-kernel when performing classification of pneumonia using HOG gradients of
chest X-ray images?

1.3 Scope

In this study, the size of the hyperparameter space was restricted in order to limit the amount
of computation time. Therefore a 13x13 grid was chosen with the hyperparameters being in
a logarithmic scale in order to be able to perceive the pattern of the performance of the
model with the different hyperparameters. Furthermore, only one dataset was used and only
the accuracy of the machine learning model was taken into account when performance was
measured.



1.4 Approach

To answer our research question, a training model and a dataset is required. The dataset
which we are going to use to conduct the research is a dataset provided by Mendeley Data.’
The dataset consists of 5216 chest X-ray images, which is divided into two categories,
non-pneumonia patients and pneumonia patients.

The preprocessing will involve images being loaded into arrays and resizing them so that
features will be able to be extracted from them, using HOG. This is because we are
specifically interested in the shape of what is depicted in the images, and the HOG method
is known to have great results when detecting shapes.? The scikit-image library will be used
to make this possible. Since a large number of features can result in overfitting and greatly
increase the computation time, we will create another feature set by using Principal
Component Analysis (PCA) which reduces the dimension of the feature vector while
retaining the dependency between the data and features of the data [7].

The extracted features will be used when training the RBF-kerneled SVM model. This
training will be done using various hyperparameters, and the performance of the SVM on the
test data will be recorded. Because the hyperparameter space is large, we need to restrict it.
The ranges of values will therefore be based on a previous study, see section 2.8.4.

The accuracy achieved with the different hyperparameter values will be visualized in a
heatmap and evaluated by analyzing the result. We expect the result to mostly be similar to
a previous study, which will be brought up in the 2.8.4 related work section.

1.5 Thesis outline

The Background introduces and explains theory of the concepts used in the study and
related work. In the Method, the materials used and the process of obtaining the result are
described. The Result chapter presents the obtained grids with the performance of the
various hyperparameter pairs. This result is then discussed in the Discussion chapter.
Finally, a conclusion is drawn in the Conclusion chapter and the references are found
afterwards in References.

1

https://data.mendeley.com/datasets/rscbjbr9sj/2
2 https://towardsdatascience.com/hog-histogram-of-oriented-gradients-67ecd887675f
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Chapter 2
Background

2.1 Pneumonia

Pneumonia is one of the most common occurring diseases with a high rate of fatality [8].
This lung disease can be diagnosed by examining patterns on X-ray images of chests.
According to WHO this is the best available method in detecting pneumonia [9]. Analyzing
these images, however, requires expertise in chest radiography, thus increasing the demand
for chest radiography experts [10]. Therefore there is demand for finding a simpler way of
detecting these patterns.

2.2 Machine Learning

Machine learning concerns automation of predicting class membership, by using data to
train models [11]. These models can be used for various tasks, such as image classification
[12]. Image classification in the medical domain, deals with determining the presence of
various diseases by having a trained model classify an image.

2.3 Support Vector Machines

Support Vector Machines (SVMs) are a group of supervised machine learning methods,
meaning the models are trained using labeled data. They were first introduced in 1992, and
are still widely used, involving some of the most well known machine learning methods [13].
The SVMs have their applications in different fields, one of them being classification.

SVMs revolve around the concept of maximum margin hyperplane where a hyperplane
divides the input space into different classes [14]. The idea behind this concept is for it to
pick the hyperplane, which maximizes the distance (margin) between the hyperplane and its
closest datapoints. The closest points are defined as the support vectors. After training,
classification of new data is done by checking which side of the hyperplane it is situated on.

When training an SVM, the goal is to find the hyperplane yielding the best performance for
the classification. This is not an easy problem since the training data in reality often includes
noise, meaning a hyperplane perfectly fitting to the training datapoints would not yield the
best performance for the SVM when working on real data from the true distribution. In these
scenarios, two different margins can be used, hard margin and soft margin. In a hard margin,
the hyperplane should include potential noise. To avoid including noise, a soft margin can be
used instead. In this margin, missclassifications are tolerated [14]. This is established by
imposing a punishment on every missclassification, which is included when optimizing the
width of the margin. Therefore, to overfit the data, a larger punishment will be used, and to
underfit, a smaller punishment will be used.

The data is, however, not always linearly separable. In these cases, finding the hyperplane
maximizing the difference between the support vectors will be difficult since instances of



different classes will be mixed. To solve this problem, the data can be mapped into a
different, higher dimensional space. In this dimensional space, the hyperplane maximizing
the margin will be found and then projected down onto the original dimensional space. This
is done by using kernel functions which embed data into a vector space [14]. A kernel
function is defined as the inner product space between two vectors. One of the most well
known kernel functions is the radial basis function (RBF).

2.4 Radial Basis Function Kernel

The Radial Basis Function Kernel (RBF), also known as the Gaussian Kernel, is defined as
the following inner product space between two vectors [15].

_ =yl )
202
K(x,y) = e
Where x and y are the two vectors in the inner product. o (sigmoid) is the only parameter of
this function and it corresponds to the standard deviation.

An alternative way of describing the kernel is
(=v-llx=y11%)
K(x,y) = e
where y (Gamma), corresponds to the inverse of the standard deviation in the RBF kernel.?

2.4.1 The hyperparameters Gamma and Cost

The RBF-kerneled SVM has two hyperparameters which can be set in order to tune the
performance of the SVM model, C and Gamma.*

The Gamma parameter determines the range of influence of the data points regarding the
hyperplane.® High values of Gamma will lead to the hyperplane closer fitting to the samples,
while lower values will lead to the hyperplane ignoring more samples when fitting. This
means an increasing Gamma trades off generalization for a better training accuracy.

The C parameter determines the penalty imposed on each slack variable.® When optimizing
and finding the largest margin, this term will be included in the optimization. To underfit, low
values of C are used, and to underfit high values of C are used. This means a decreasing C
trades off training accuracy for a better generalization.

Generalizing too much and underfitting will mean a worse accuracy since the characteristics
of the data are not modeled [16]. On the opposite side we have overfitting where training
error is minimized. This also risks leading to worse accuracies since we might be influenced
too much to the training data, which might include noise, and not be fully representative of

3 https://scikit-learn.org/stable/auto_examples/svm/plot_rbf parameters.html
4 https://scikit-learn.org/stable/auto_examples/svm/plot_rbf parameters.html

5 https://scikit-learn.org/stable/auto_examples/svm/plot_rbf parameters.html
8 https://scikit-learn.org/stable/auto _examples/svm/plot rbf parameters.html



https://scikit-learn.org/stable/auto_examples/svm/plot_rbf_parameters.html
https://scikit-learn.org/stable/auto_examples/svm/plot_rbf_parameters.html
https://scikit-learn.org/stable/auto_examples/svm/plot_rbf_parameters.html
https://scikit-learn.org/stable/auto_examples/svm/plot_rbf_parameters.html

the true distribution of the data. An optimal result will be achieved when neither under- nor
overfitting is done.

2.5 Feature extraction

When data is abstract and complex, e.g. images consisting of thousands of pixels, there is a
need for extracting the features in order to retrieve attributes and properties of the image
[17]. This is accomplished by various feature extraction methods, e.g. Histogram of Oriented
Gradients (HOG).

2.5.1 Histogram of Oriented Gradients

Histogram of Oriented Gradients (HOG) is used to capture the shape and characteristics of
the content depicted on an image [18]. The method revolves around dividing the image into
blocks with a number of cells, and calculating the distribution of the edge orientations in each
cell of the image. This is accomplished by first deriving the gradient of each pixel, and for
each gradient, its magnitude and orientation will be calculated. Afterwards, the distribution of
the cells can be determined.

The number of bins in one histogram will be equal to the number of angles used. Therefore
the dimension of the feature vector derived from HOG will be dependent on the number of
blocks used and how many cells the blocks are divided into. This can result in a high number
of dimensions of the feature vector.

2.6 Principal Component Analysis

Principal Component Analysis (PCA) is a method for reducing the dimension of data, while
still preserving the dependency between the features and the data. This is accomplished by
transforming the features into principal components and using the ones with the most effect
on the data [19]. This way, fewer features may be chosen while still retaining the
aforementioned dependency. The principal components correspond to the eigenvectors of
the covariance matrix for the data. The components with the highest variance, are the
components with the highest eigenvalues, which will be the new features which the data is
most dependent on.

2.7 Grid search

When wanting to find the hyperparameters that yield the best result for a machine learning
model, a grid search is often performed. Grid search consists of evaluating the performance
for the machine learning model for every pair of hyperparameters, in a defined
hyperparameter space [20]. This method is primarily used due to its simplicity, but it suffers
from long computation time when the parameter space is too large [21].

2.7 k-fold Cross-Validation

Cross-validation is a method for evaluating the performance of a machine learning model
without requiring multiple distinct datasets [22]. One technique for cross-validation is k-fold
cross-validation. This technique revolves around dividing the dataset into k (a chosen



amount) sets of data [23]. Then the model is trained on every set, excluding the “validation
set” which is used for evaluation. This is repeated for every possible partition and finally the
model receives the average performance score.

2.8 Related Work

2.8.1 Effects of Gamma on SVM

A previous report conducted by Shadeed & Alwan, analyzed and compared the performance
of an SVM with different values of the Gamma hyperparameter in different kernels, including
the RBF kernel [24]. They analyzed its effect by comparing the result on different datasets.
The study obtained that the gamma value did not seem to have a drastic effect on its
accuracy, when using the RBF kernel. However, the number of different values on gamma
was rather small. The used gamma values were 0.3, 0.6, 0.9. We will investigate a much
larger range of gamma values.

The report acknowledged that a more extensive study, such as including another parameter
could give a better understanding of the behavior of the SVM. For example, the Cost
hyperparameter value combined with Gamma is not studied, and therefore it might not
suffice as a study to show the clear correlation between performance and Gamma, since the
C hyperparameter could have an effect on the performance as well. The report also notes
that repeating the investigation on another dataset could also help understanding the SVM.
In our research, the aim is to delve deeper into the effects of the C and Gamma values in a
specific kernel, RBF, when using specifically HOG of X-ray images.

2.8.2 HOG gradients of chest X-ray images

Another similar problem, investigated and reported on Kaggle, is about the performance of a
linear SVM with the same dataset used in this study, using HOG of the chest X-ray images.’
The model obtained an accuracy of 0.967, showing that usage of HOG gradients on this
dataset can result in high accuracies. This investigation differs from ours, as it does not
examine the performance for different hyperparameters and as mentioned it uses a linear
SVM instead of one equipped with an RBF kernel which will be used in this study.

2.8.3 Cost and Gamma effect on classification of an RBF SVM

An investigation was made to look into the effect of the hyperparameters, C and Gamma, of
an RBF kernel SVM in multiclass classification [25]. This was established by performing
cross-validation in combination with grid search, to classify Batik images. It was concluded

that the best accuracy is achieved with (C = 27, Gamma = 2_15). This study differs from ours
as it uses multiclass classification while we will only observe binary classification.

In another study, one sub goal of their project was to find optimal hyperparameters, C and
Gamma, for the RBF kerneled SVM in binary detection [6]. They therefore performed a grid
search in order to find the parameters yielding the best result. The used range used was

(10_5, 106) for both parameters. The best accuracy was found when using

" https://www.kaggle.com/diegoolgun/chest-x-ray-pneumonia-hog-svm#Cross-validation
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(C= 105, Gamma = 1). Overall it could be seen that the better accuracies were found when
Gamma belonged to the lower half of the range while not being too low.

2.8.4 Analyzing RBF SVM by observing grid heatmap

A previous investigation into the performance of an RBF-kerneled SVM, was conducted and
reported by Scikit-learn.® They analyzed the performance of this SVM by evaluating its
accuracy on a range of combinations of its hyperparameters C and Gamma, when
performing a binary classification on iris data. They visualize the result in two ways in order
to clarify the effects of the parameters. The first way is by showing the input space and how
the support vectors have divided it into the two classes, for nine samples of combinations.
The second way is by showing a grid heatmap where every chosen hyperparameter
combination is attributed a color which represents an accuracy value achieved in a
cross-validation. The SVM performed the best on the following combinations: (1, 0.1), (10,
1), (100, 10) and worst when cost was small and gamma large. They also concluded that for
low gamma values, the complexity of the model would be rather simple and too constrained,
similar to a linear model. On the opposite side, when gamma is large, overfitting was unable
to be counteracted by the C, as only the support vectors themselves had any influence. We
will in our investigation perform a similar investigation, and see if a similar pattern exists
when detecting pneumonia with the HOG gradients of chest X-ray images.

8 hitps://scikit-learn.org/stable/auto_examples/svm/plot_rbf_parameters.html


https://scikit-learn.org/stable/auto_examples/svm/plot_rbf_parameters.html

Chapter 3

Method

3.1 Dataset

In this report a dataset from Mendeley Data was used.® The dataset consisted of 5216
labeled chest X-ray images of pneumonia patients, as well as patients without the disease.
The distribution of the images was 1341 non-pneumonia images, and 3875 images of
pneumonia patients.

3.2 Implementation

The following implementations were done in python.

3.2.1 Preprocessing and feature extraction

Each image of the dataset was transformed into an RGB array using the imread function
from the openCV library. In order to use HOG, every image was resized into a fixed size of
128x64. Afterwards, the hog function found in the scikit image library was applied on the
images in order to extract the hog features. This function calculates, for each pixel, the
gradients, magnitude and the orientation. The aforementioned image size as well as the
following parameters were chosen according to a previous study [26]. This study was
chosen as a basis in our HOG extraction, since their configuration described in the study had
previously outperformed similar feature extraction by a large margin when detecting humans.
The parameters for the function were orientations, pixels_per cell and cells_per_block.
Orientations, determining the number of bins in the histogram, was set to 9. The value for
pixels_per _cell was set to be (8, 8), meaning that a cell will contain 8x8 pixels, and
cells_per_block was set to (2,2) which, similarly, means a block will have 2x2 cells. Finally,
the HOG features of every picture, both the pneumonia ones as well as the non-pneumonia
ones, were stored in a single dataset. An accompanying dataset was also created, mapping
the class labels of each picture.

3.2.2 Grid search

In order to obtain accuracy values for the range of hyperparameter combinations needed in
this study, the Scikit library was used and specifically the gridsearchCV function. This
function is able to perform cross-validation with a chosen estimator, and a given grid with
values. An SVM was created with the SVC function, again from Scikit, and was the first
argument inputted in the gridsearchCV function. The second argument contained
parameters wanted, which included the RBF kernel, as well as the ranges for the parameters
C and gamma which were entered as follows: C : [1e-2, 1e-1, ...,1€9, 1e10] and gamma :
[1e-9, 1e-8, ..., 1e2, 1e3]. These logarithmic scales of the ranges were chosen in order to be
able to perceive the effects of the hyperparameters and find patterns while still retaining few

® https://data.mendeley.com/datasets/rscbjbr9sj/2
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enough values that it should be able to be calculated in a reasonable time. The specific
values in the range were chosen from the grid search performed by Scikit.”® The third
argument which states the amount of folds was entered as 3, as it will give a good enough
estimation of the accuracy which was the chosen measurement and entered as the fourth
argument of the function. The accuracy calculated by gridsearchCV for each parameter
combination is estimated by cross-validation and is thus estimated as the average over all
folds per combination. This results in a more reliable measure than just evaluating once on a
single test set.

3.2.3 PCA

In order to obtain another set of accuracies, but with a lower dimensional feature space,
PCA was used. Performing PCA was established by using the PCA class from the
decomposition module from the Scikit library. Firstly, a PCA object with n_components set to
0.95 was created and applied to our produced HOG features. This resulted in a reduction of
the amount of features while still retaining a variance of at least 0.95. This value was chosen
since we wanted the new reduced data to remain faithful to the original data. Finally, the
steps of 3.2.2 were repeated with this new feature set yielding another grid of accuracies.

3.3 Evaluation

After the grid search, to evaluate the correlation between cost, gamma, and accuracy, the
different accuracies were recorded and visualized in a grid heatmap. This was established
by using the evaluation module from the Scikit library. A grid heatmap was used to visualize
the result which simplified the discerning of the effects of the hyperparameters. This grid was
then analyzed with the knowledge of the effects of the hyperparameters in mind. Patterns
and shapes were noted and later discussed.

10 https://scikit-learn.org/stable/auto_examples/svm/plot_rbf_parameters.html
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Chapter 4

Results

We performed three-fold cross-validation using the mendeley dataset. The cross-validation
used an SVM with an RBF kernel as an estimator and in the validation, we measured the
accuracy from the estimator. We recorded the accuracies for each hyperparameter
combination and stored them in a grid to then be analyzed. The aim was to find a correlation
between the hyperparameters and the performance of the SVM in terms of accuracy. To
compare the results on different feature vector dimensions, this investigation was also
performed on the dataset with its dimensions reduced using PCA.

4.1 The standard grid
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Figure 4.1: Grid of accuracies on standard dataset with 3780 features. This grid shows the
accuracies of the pairwise hyperparameter combinations in the performed cross validation. The

bar on the right shows how the values correspond to the colors chosen in the grid.

10

The highest accuracy in the standard, non-PCA grid is 0.972, and the lowest accuracy is
0.671. We see a pattern where the best accuracies lie in the middle resembling a red shape
similar to that of a trapezoid with a slanting roof. When tracing this roof, it is seen that a
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decreasing gamma needs an increasing cost value to produce a similar accuracy. This
shape is hard-edged, meaning the accuracy is substantially lower around it while not
differing as much inside itself. The most common accuracy is 0.743 appearing a total of 85
times in the grid.

4.1.1 Observing C

When analyzing the effects of the C hyperparameter, the columns are investigated. Here,
three types of columns can be discerned.

- Thefirstis the leftmost column, at gamma=1e-09, appearing to the left of the
mentioned red trapezoid. This is the only column involving a value lower than 0.743
and thus also has the lowest value.

- The second type, ranging from gamma=1e-08 to gamma=0.1, involves the columns
containing the best accuracies. These all start at an accuracy of 0.743 at lower
C-values before they drastically increase to a higher value where they then stay
relatively stable after having minimal decreases.

- The final type of column only consists of the accuracy 0.743. The columns to the right
of the aforementioned columns, meaning the ones with gammax<1, all belong to this
final type of column.

4.1.2 Observing gamma

When analyzing gamma, we instead examine the rows. Here, all rows behave similarly, with
the one exception being the topmost row, at C=0.01. This first row only consists of 0.743
accuracies. The other rows follow a behavior where, from the left, they start at a relatively
low accuracy, to then rapidly increase and on the right hand side of the red trapezoid
decrease again to a steady 0.743. It can be seen that the initial increase happens at a lower
gamma, the higher the C-value is, until C reaches 100 000, where it then remains at
gamma=1e-08. The rows of this grouping with C>100 all have 2 maxima, while the ones
above, at C=0.1, C=1 and C=10 only have 1 maximum.
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Figure 4.2: Grid of accuracies on the dataset when performed with PCA. This grid shows the
accuracies of the pairwise hyperparameter combinations in the performed cross validation when
the data has been transformed into 867 features/principal components. The bar on the right
explains how the values correspond to the colors chosen in the grid.

The grid with PCA performed, appears to follow identical patterns to that of the standard
grid, with a red trapezoid again discerned. However, it is shifted one column to the left. The
highest and lowest accuracy are 0.973 and 0.743 respectively. Another difference is that one
of the explained types of columns is not present, namely the first mentioned one which

reached values beneath 0.743.
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Chapter 5

Discussion

In the investigation, an SVM with a RBF kernel was trained and measured in predicting
pneumonia or non pneumonia on a dataset of chest X-ray images. This was performed with
different combinations of hyperparameters, in order to compare their accuracies. The results
showed patterns and behavior where the accuracy of the SVM greatly depends on the
hyperparameters. The observations made were the effects of the hyperparameters on the
accuracy, as well as their dependency on each other, the sudden transitions in accuracy, and
the accuracy 0.743 occurring so frequently.

5.1 The effects of the hyperparameters on accuracy

5.1.1 The Cost

In the result section, three different types of columns of the standard grid were described.
These will now be evaluated.

It was described in the result section that the columns from gamma = 1e-08 to gamma = 0.1
of the grid have their accuracy always increase first from 0.743, until it reaches its maximum,
whereas it then sustains after a minimal decrease. The initial lower value as well as the
increase is consistent with the literature, since a low value of C should make the model
underfit and perform worse than when it is well fitted."” Furthermore, the decrease of
accuracy after the maxima could also be consistent with the literature as it then begins to
gradually lean towards overfitting the model. However, as the decrease is so very slight, it
could also imply that few slack variables near the decision boundary exist and thus would
mean the true distribution of the data could be described as separable with an RBF kernel.

The column to the far left, at gamma=1e-09, was described in the result section as the sole
column in a different type of column with a unique pattern. An interesting behavior found
here is that the accuracy is fluctuating. This behavior suggests the effects of C on the
accuracy is more complex than quadratic which also supports the importance of a gridsearch
when wanting to choose an optimal hyperparameter value.

The accuracy in the final type of column, appearing at gamma>=1, does not have any
dependency on the C value. This will be further discussed in section 5.2.2 High values of
gamma.

" https://scikit-learn.org/stable/auto_examples/svm/plot_rbf_parameters.html
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5.1.2 Gamma

Most of the rows in the standard grid were described as following a behavior of having either
one or two maxima. The exception to this being the topmost row, which will be further
discussed in section 5.2.71 Low values of C.

The reasoning behind the rows C=0.1, C=1 and C=10 only having one maximum, while the
rows beneath having two maxima, is believed to be due to the scale of the grid. After all, if
we were to follow the pattern upwards, it looks like the two maxima are going to merge into
one maximum. Therefore, if a zoomed in version of the grid were to be evaluated instead,
with more tiles, we believe we might have seen two maxima there as well.

When analyzing the rest of the rows, there are clear signs of under- and overfitting, with
lower and higher gamma values respectively, with the best values in between, as would be
expected according to the literature.?

The rows having two maxima, seems to imply a similar reason as the leftmost column having
two maxima, which is that the accuracy is most probably more complex than a quadratic
polynomial. However, in this case we can estimate it to follow a fourth degree polynomial, at
least when observing the grid in the 10-logarithmic scale and with the boundaries currently
used. This, as before, strengthens the use of a gridsearch but perhaps also speeds up the
process as we would know not need to observe values far outside the two maxima.

5.1.3 Correlation and "the red trapezoid"

When analyzing the accuracy in terms of both of the hyperparameters combined, we try to
understand the flow of the graph in all directions, as well as the correlation between the C
and gamma.

As stated in the result section, a red trapezoid, with good values of accuracy, is seen. The
edges of this trapezoid consist of the slanting roof, as well as the two walls.

The slanting roof shows a correlation where, as we lower the gamma value, a higher C, and
vice versa, is needed to retain the accuracy. A potential explanation for this correlation could
be that, when the gamma is decreased, the complexity of the decision boundary will be
simplified. This worsens the model's ability to capture the structure of the data, resulting in
more slack variables. If the cost were to remain, it would result in there being more slack
variables than before, which might lead to underfitting. Instead, an increased C will limit the
amount of slack variables produced which is how the accuracy is able to retain.

If this explanation were to be true, it would be reasonable to assume the slanting edge would
continue infinitely. However, as the result section showed, it does not, and instead has both
a limitation to the left as well as the right. The left limitation could be explained by the
gamma value simply being too low, since it would result in complexity of the decision
boundary being too simplified. This overly simplified model can never describe the
distribution of the data, and therefore it does not matter if the C is increased, a high accuracy
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can never be reached. This is also in line with the literature.' The limitation on the right side
is instead caused by high values of gamma which will be explained in 5.2.2 High values of
gamma.

5.2 Independency

5.2.1 Low values of C

Regarding the specific combinations in the result, when cost is small (C=0.01), the gamma
parameter does not seem to affect the accuracy. In this row, the accuracy is 0.743 for every
gamma value. The reason behind this could be due to the size of the margin between the
support vectors. If the margin of decision boundary becomes too large, then the majority of
the datapoints might be included in it, leaving few or none points outside of the margin. This
would mean neither the position nor the complexity of the decision boundary would have an
effect on the accuracy since the margin would cover most of the input space. Therefore it
would not matter what value the gamma has.

5.2.2 High values of gamma

Similarly, when gamma is large (gammaz> 1), the value of the cost parameter does not have
any influence on the accuracy. All accuracies in the combinations are 0.743. We believe this
outcome to be reasonable, since according to the definition of the gamma variable, it affects
the radius of the area of influence of training samples. This means that for larger values of
gamma, the ftraining of the hyperplane will only include the points near the decision
boundary. This will, in the extreme case, result in there being no slack variables, since the
boundary will capture all the data due to its high complexity. Thus, the cost parameter can
not have any effect, since it only affects the punishment imposed on slack variables.

5.3 Unique values

5.3.1 The accuracy of 0.743

As stated in the result section, the accuracy of 0.743 is the most frequent accuracy. 74.3% is
an interesting value since it is exactly equal to the proportion of the dataset belonging to the
Pneumonia class. This means an SVM model classifying everything as Pneumonia would
yield this result. We investigated this further and after examination of 10 of these models in
the standard grid, all of them with no exception turned out to only classify Pneumonia. We
therefore believe that the rest of the tiles yielding an accuracy of 0.743 also exclusively
predicts Pneumonia.

We suspect this behavior to be possible during both over- and underfitting. An extreme case
of overfitting is memorization of the training data. This therefore might explain what we see
in 5.2.2 High values of gamma when all the higher values of gamma lead to the accuracy
0.743. Similarly, when underfitting such as in the case of 5.2.7 Low values of C, and most of
the datapoints lie inside the margin, they are not included which would then lead to the
model guessing Pneumonia on everything.

'3 https://scikit-learn.org/stable/auto_examples/svm/plot_rbf_parameters.html
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5.3.2 The highest and lowest accuracies

The highest accuracy in the standard grid is 0.972 and appears at C=70 and gamma=0.01.
This means that this is the value where neither hyperparameter is under- or overfitting and
they instead work in harmony.

In this grid, the highest accuracies are found in the column gamma=0.01. If we compare this
with another performed hyperparameter study on a grid, we see that their best accuracies
are not found in this column. Actually, their accuracy in this column is rather low. The best
accuracy in that study, was instead found in a diagonal, located near this column. This
shows that, perhaps dependent on what kind of feature set is used, the optimal combinations
will differ.

5.4 Comparing the standard grid and the PCA grid

The fact that the PCA grid shows a similar pattern to that of the standard grid strengthens
our findings of the behavior and correlation of the hyperparameters. However, as stated in
the result section, there are some differences which might also lead to even more insight.

As stated in the result section, the most notable difference between the standard grid and
the PCA-grid is the movement of the pattern one tile to the left. An explanation for this could
be that a larger amount of features leads to a more complex model, meaning a bigger
gamma is needed to fit the decision boundary to the data. Thus, when using PCA and fewer
features, a smaller gamma is needed in order to achieve a similar result if it was used in a
non-PCA setting.

The absence of a similar column, to that of the leftmost column of the standard grid, in the
PCA-grid is expected to just be a consequence of the left shift of the grid and if the left
boundary was moved, we believe it would be there. If this was done, we also believe this
grid would be able to achieve an accuracy under 0.743.

We believe the reason for the PCA-grid outperforming the standard grid in its maximum
accuracy is due to there being a higher number of features which will increase the risk of
overfitting. Therefore, since PCA reduced the number of dimensions while still remaining
faithful to the original data, it is reasonable to expect it to outperform the standard grid. This
shows that just understanding the correlation between hyperparameters is not enough to be
able to find a good accuracy, the dimensions of the data can not be too large as well.

5.5 Implications in a broader perspective

This study gives a better insight into how the parameters affect the performance of the RBF
SVM when using HOG gradients of chest X-ray images of chests. With an increased
understanding of machine learning parameters, more accurate models should be able to be
configured and trained. This could therefore work as a reference for future configurations of
RBF-kerneled SVM when used in the same problem domain. With more accurate models
leading to a better understanding and perhaps more trust, the society will have it easier to
deploy these models in practice. This could then result in, for example, understaffed
hospitals to be supplied with computers equipped with machine learning models and the
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process of detecting diseases can be more efficient and even cheaper. This should thus be
able to improve the accessibility of pneumonia detection among the public.

However, by having computers being more involved in society, it becomes more important to
discuss whether humans are willing to trust these diagnostic decisions made by computers,
and who should be granted authority. For example, would doctors be allowed to overrule
decisions made by computers? There are also the questions regarding data. Who should
have access to this data and what data should be used in training these machine learning
models? These are just some questions which have to be discussed when integrating
machine learning technology in our society, especially the medical field.

5.5 Previous studies

In the study performed by Shadeed & Alwan, they came to the conclusion that Gamma does
not seem to have much of an effect on the accuracy. This is, however, not the case in our
results. An explanation for this could be, again, that different feature sets will have different
behaviors in the parameters for the RBF kernel. Alternatively, the study mentioned, does
only analyze three different values for the parameter (0.3, 0.6, 0.9). Therefore, a similar
pattern could perhaps be found if a wider range was used.

5.5.1 Comparing heatmap grids

When comparing the obtained heatmap grid of this study to the heatmap grid achieved of the
study described in section 2.8.4 of scikit, there can at a first glimpse be discerned many
similarities. Most notably, there seems to also be a trapezoid with better accuracies in the
middle of the figure. There also seems to be more monotone columns and rows, e.g. when
observing the topmost row as well as the rightmost column. However, as opposed to our
monotone rows and columns, the ones achieved by scikit are not completely monotone and
instead vary, if only a little. This could be explained by the data used in both studies, i.e. both
the distribution of the training and test data but also the true distribution which the different
data belongs to. Also, the specific area for the best values is slightly different. In scikit’s
study the best values are found along a diagonal while in our results, the best values were
instead found in a column.

5.6 Further studies

It is still unclear to us as to whether or not the result with high values of C would continue to
be so steadily high, or if a decrease would eventually be seen. Therefore it might be of
interest to study higher values of C, to ascertain if the same behavior continues or if another
pattern is discerned.

To determine whether the behavior found in the PCA is actually identical to that of the
standard grid, it would be valuable to further study into lower values of gamma.

It was discussed that the accuracy found in the first column was fluctuating a bit, and it might
therefore be of interest to see how this behavior would further develop when gamma gets
even smaller.
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We mentioned that the pattern of the absolutely best accuracies differed in two different
experiments. To determine what the eventual causation behind this is, it might be of interest
to repeat this study on a different dataset or another set of features.

In this study, only the accuracy was evaluated in terms of the result. The time of the training
and classifying, as well as some other measurements could be interesting as well. Especially
when considering a deadly disease, it might be of greater importance to maximize the
amount of diseases discovered rather than minimizing the amount of correctly classified
non-diseases.

5.7 Scope and limitations

A larger hyperparameter space, both in terms of shorter intervals in the grid as well as a
wider range, would contribute to further discussion and a more accurate conclusion. This
study also only used one dataset, with not too many samples in it. If more samples are used,
then the likelihood for the accuracy to converge into a value increases. Therefore, if more
data is used, we would be able to draw conclusions more confidently.
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Chapter 6

Conclusion

It could be seen that there does exist a clear correlation between the hyperparameters and
the accuracy, but also between the hyperparameters themselves and how they affect the
behavior of the other. We could see a correlation existing where the hyperparameters
compensated each other in order to retain the accuracy. However, independencies were also
discerned, which made this correlation not apply whenever one of the parameters became
too extreme.

When searching for the optimal hyperparameters for an SVM with an RBF kernel, we could
see that reducing the dimensionality of the data using PCA led to the optimal gamma values
to shift leftwards. This showed us that there exists a correlation between the optimal
hyperparameters and the dimension used on the data.

Furthermore, the accuracy of the machine learning model as a function of either
hyperparameter was not found, but it was believed to be complex which strengthens the
importance of using a gridsearch, which maximizes the chances of finding a good
hyperparameter pair.

Overall, this investigation has resulted in more knowledge on how to acquire higher accuracy
and avoid lower accuracies. By making this known, future applications of the same SVM
when detecting pneumonia with the same type of features, can be altered to achieve higher
accuracy, resulting in better healthcare. It could also help people in speeding up their training
process when choosing hyperparameters, since performing a gridsearch requires a great
deal of time.

However, this conclusion has to be taken with a grain of salt, since there are improvements
that can be made. If this study were to be repeated with the knowledge acquired in mind,
some smaller gamma values would instead have been prefered. In our result, we have four,
or even five in the PCA case, monotone columns to the right of the red trapezoid while we
seem to lack enough data to the left to be able to make conclusions regarding the pattern
development further left of the red trapezoid.
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