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Abstract
Introductory programming courses lay the very foundation that programmers
build upon to learn how to create and improve digital systems that our modern
world depends on. In these courses, students are frequently instructed to solve
programming exercises for practice - something that many studies encourage.
Although repeated practice is indeed a dominant aspect of mastering a skill, it
is widely acknowledged that feedback on one’s work is another major influence
on learning and achievement. Unfortunately, composing feedback for each ex-
ercise attempt is time-consuming for teachers when the course is attended by a
great number of students. It is also time-consuming to create exercises for stu-
dents to solve. Therefore, numerous researchers have studied and developed
automated question generators. However, not as much research have been con-
ducted on automated feedback generators. Ideally, teachers would use a gen-
erator that could generate programming exercises with incorporated effective
feedback. In this pilot study, a concept of generating effective and contextual
feedback together with programming exercises is presented and evaluated. It
was evaluated by first year Computer Science students who solved exercises
by being provided with either contextual feedback or normal compiler error
messages. The results suggest that contextual feedback is a good learning tool
for novice programmers, but further research is required in order to present
more solid conclusions.



iv

Sammanfattning
Introduktionskurser i programmering lägger grunden som programmerare byg-
ger vidare på för att lära sig hur man skapar och förbättrar de digitala system
vårt moderna samhälle är beroende av. I dessa kurser blir studenter instruerade
att lösa programmeringsuppgifter som övning - något som många studier upp-
muntrar. Trots att upprepad övning är en dominant aspekt för att bemästra en
färdighet, är det vedertaget att även återkoppling på ens arbete bidrar mycket
till inlärning. Tyvärr är det tidskrävande för lärare att ge återkoppling på varje
uppgift när ett stort antal studenter deltar i kursen. Det är även tidskrävande att
skapa uppgifter för studenterna att lösa. Av denna anledning har många forska-
re studerat och utvecklat automatiska uppgiftsgeneratorer. Dock så har det inte
forskats lika mycket kring automatiskt genererad återkoppling. Idealiskt vore
att lärare kunde använda generatorer vilka genererar programmeringsuppgif-
ter tillsammans med effektiv återkoppling. I denna pilot studie presenteras och
evalueras ett koncept för att generera effektiv och kontextuell återkoppling till-
sammans med programmeringsuppgifter. Evalueringen utfördes av förstaårs-
studenter inom Datateknik som löste uppgifter med hjälp av både kontextuell
återkoppling och felmeddelande från en kompilator. Resultatet antyder att kon-
textuell återkoppling är ett bra lärandeverktyg för nybörjare i programmering,
men vidare forskning krävs för att presentera mer gedigna slutsatser.
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Chapter 1

Introduction

Traditional teaching methods such as lectures in introductory programming
courses are often combined with learning-by-doing elements. Such elements
include solving predefined problems tailored to test their knowledge of specific
programming concepts. Studies have found that considerable practice with
small and frequent problem-solving assignments tends to achieve high profi-
ciency among programming learners, while simultaneously increasing their
motivation and interest in programming [1]. Programming assignments are
consequently considered to be essential ingredients in computer science edu-
cation [2]. To utilize this type of learning, instructors should provide students
with a decent amount of exercises. However, creating and maintaining pro-
gramming exercises is time-consuming and often error-prone. Therefore, nu-
merous researchers have studied and developed automated question generators
that require little interaction while being capable of producing a vast amount
of exercises [3].

While repeated practice is indeed a dominant aspect of mastering a skill, it
is widely acknowledged that feedback is another major influence on learning
and achievement. Feedback in this regard is conceptualized as information
provided by an instructor regarding one’s performance in relation to a desired
outcome or goal. [4] It is essentially a supplementary tool for helping learn-
ers reach proficiency and understanding. Thus, instructors must consider the
role of feedback in practical programming exercises, as in most types of ed-
ucational assignments. Unfortunately, producing effective feedback for each
exercise attempt is yet another time-consuming feat for instructors in introduc-
tory programming courses attended by a great number of students. Combining

1



2 CHAPTER 1. INTRODUCTION

methods of generating programming exercises with methods of generating ef-
fective feedback in an automated question generator may prove beneficial in
such cases.

This study evaluates, on novice programming learners, the impact of auto-
mated feedback (known henceforth in this study as contextual feedback) that
is related to the goal and context of automated programming exercises.

1.1 Problem Statement
This pilot study aims to address the teacher-related time-consuming process
of manually producing exercises and effective individual feedback in intro-
ductory programming courses. Thus, the present thesis aim to answer the
following research question:

To what extent do novice Java programmers experience that their
learning would benefit from solving template-based programming
exercises with contextual feedback in place of compiler error mes-
sages?

1.2 Scope
In this research project, the fundamental aspects of learning a programming
language by virtue of repeated practice and feedback are not considered to
vary between different languages. For this reason, and also because many in-
troductory programming courses cover this language, the research question is
delimited to Java. The sampling group in this study is limited to first year Com-
puter Science students at the Royal Institute of Technology (KTH) in Sweden,
due to time and resource constraints.

Furthermore, the aim of the present thesis is not to present an optimal solution
to the problems stated in 1.1, as such an objective is open-ended and not within
the scope or resources of this study. For this reason, and because there has
been very limited (possibly none) research around the concept of contextual
feedback, this research project is conducted as a pilot study.
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Background

With more and more students enrolling in introductory programming courses,
it has become increasingly important to measure and evaluate the teaching
methodologies and tools used in such courses. These methodologies nowa-
days go beyond traditional teaching practices, as we will disclose in this sec-
tion.

2.1 Introductory Programming Courses
Introductory programming courses taught at universities or online (for in-
stance, massive open online courses; MOOCs), often share well-known teach-
ing strategies. Such strategies range from traditional lectures and seminars to
student-oriented blended learning. Blended learning, as proposed in a confer-
ence proceeding by Djenic and Mitic [1], is a modern method of combining
different teaching strategies. In introductory programming, this combination
often consists of classroom exercises and self-study sessions via internet-based
applications where students should solve small coding problems for practice
[5]. Self-studying with programming exercises is a well known strategy whose
positive impact on student learning has been proven repeatedly [3].

2.1.1 Programming Exercises as an Educational Tool
Frequent practice with small programming exercises can help students under-
stand the principles of software development while becoming familiar with the
essential tools and attributes of programming languages [2]. Lahtinen et al.
found that both educators and students perceive that programming is learned

3
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better through self-study sessions rather than classroom lectures [6]. Thus, it
is regarded as an important constituent of computer science (CS) education [2,
7, 3]. Unfortunately, designing and maintaining exercises for students is time-
consuming work [3, 8, 9, 10]. Consequently, many researchers and educators
turn to automated question generators.

2.2 Automated Question Generation
Numerous publications have been written on generated programming exer-
cises within the field of automated question generation (AQG). A common
goal among these studies is to investigate strategies that enhance learning
for novice programmers by providing them with a large amount of program-
ming exercises. Doing so also liberates educators from consuming extrava-
gant resources, like time and money, on creating and maintaining such exer-
cises.

Over the years, researchers have come up with different automated generators.
There is, for instance, a study on procedural generation of programming exer-
cises [7], and even a study that aims to discuss a more general scheme for how
to construct automated exercise generators [5]. However, one particularly pop-
ular and successful approach is generating programming exercises from tem-
plates. This generative method has been described and implemented in studies
such as [3, 11, 12, 13] and is, according to Brusilovsky and Sosnovsky, a very
powerful learning tool [9]. Template-Based programming exercises are also
known as parameterized exercises [9, 7].

2.2.1 Template-Based (Parameterized) Programming
Exercises

A parameterized exercise may be described as a template that is composed by
an author (normally an educator) [7, 9]. In such a template, three components
should be included: a problem statement, finished or unfinished code and fi-
nally a set of parameters. The parameters are place-holders that can assume
different types of values like strings or integers, as dictated in the template
by the author. They are inserted, and marked out, in the problem statement
and the code. By doing so, the generator can create many unique exercises by
assigning unique combinations of values to the parameters. Figure 2.1 concep-
tualize a very simple template with a problem statement, a set of parameters
and some skeleton code.
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Figure 2.1: A simple example of a parameterized exercise. v1 and v2 are
selected to be parameters and can assume any letters from a to z, as values.

Theoretically, a single template may be able to produce a very large, or even
unlimited, number of different exercises, depending on the parameters and na-
ture of the problem [9]. For instance, the parameters v1 and v2 in figure 1 may
take on any of the minuscule letters in the English alphabet, making it possible
to generate 26 · 25 = 676 Java exercises in total (not 26 · 26 because all local
variables within a function need to be assigned unique names in Java).

2.3 The Role of Feedback
The definition of feedback can vary based on who is asked. In this thesis, feed-
back is defined as information provided by an agent (e.g., teacher, peer, parent,
software) regarding aspects of one’s performance or understanding [4]. Feed-
back has been shown to have high impact on the outcome of people’s learning.
Whether that impact is positive or not depends on many factors. One of these
factors is how the feedback is delivered to the receiver. According to [14], one
of the most impactful approaches is teacher-to-student delivery.

2.3.1 Effective Feedback
There are many different perceptions of what constitutes good feedback prac-
tice, but many of them all have common denominators. A definition that
captures them well can be found in an article, by David J. Nicol and Debra
Macfarlane-Dick, in the journal "Studies in Higher Education" [15]. They put
forward seven key principles of good feedback practice:

1. Help to clarify what good performance is (goals, criteria, expected stan-
dards).

2. Facilitates the development of self-assessment (reflection) in learning.
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3. Deliver high quality information to students about their learning.

4. Encourage teacher and peer dialogue around learning.

5. Encourage positive motivational beliefs and self-esteem.

6. Provide opportunities to close the gap between current and desired per-
formance.

7. Provide information to teachers that can be used to help shape teaching.

The effectiveness of feedback has been shown to become higher the more in-
formation it contains [14]. Also, the time of delivery, e.g. if the feedback is
delivered immediately or with a delay, is another principal factor. Feedback
that informs the learner of how well they performed in a task, often called cor-
rective feedback, has the greatest effect when delivered immediately. Feedback
concerning the processing of a task (i.e. how the learner goes about solving a
task) is more beneficial when given with some delay [4]. This processing type
of feedback, compared to corrective feedback, has been shown to be the more
effective in enhancing deeper learning [16].

2.4 Feedback in Programming
Many programming languages depend on compilers to compile and run code
written in that language. Such compilers normally provide programmers with
error messages if their code is erroneous. When the compiler’s feedback is
inadequate, one has the option to construct test-cases for the different functions
of the program, instead. Writing test-cases is an effective method to compose
error messages you intend to read yourself, or to be read by others. However,
it can be tedious and time-consuming to setup test environments, files, and
test-case error messages.

As remarked, feedback in programming is often composed by a compiler (for
instance, compiler error messages) or by instructors that embed the feedback in
test-cases. An upside to this is the timely arrival of such feedback. According
to [17], and supported by [18], practice with programming exercises will only
help students when feedback is presented immediately.

2.4.1 Compile Error Messages (CEMs)
Compiler error messages (CEMs) are the most basic type of feedback avail-
able to programmers. They are provided by the compiler, and presented to the
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programmer, when an error occurs during compile- or run-time of a program.
In Java, for instance, a CEM holds error information like where (on which
line) the error occurred, what type of error it is, and which objects/variables
are involved. However, novice programmers are often frustrated with such
messages, because they find them difficult to interpret [19, 20, 21, 22]. Wat-
son, Li and Goodwin propose that compiler messages are in fact designed for
experts, and not for novices [23], which could explain the students’ struggles.
Still, studies have shown that CEMs are critical to novice learners [20, 22] who
lack the experience to decode complicated and/or poorly-written feedback in
other forms [24].

2.4.2 Enhanced Compile Error Messages (ECEMs)
There have been many different types of enhancements of compiler error mes-
sages. In a paper by Pettit, Homer and Gee [19], the methodology when en-
hancing a CEM is to rewrite the message in a more plain way but with the
same information, and add suggestions on what to do. The effectiveness of en-
hanced compiler error messages (ECEMs) were shown to be poor since there
were no indication of them making the students less likely to make errors. Not
all CEMs had a corresponding ECEM, which according to Pettit, might be a
factor to the minimal effect. An interesting point is that even though there were
no indication of improvement, the students had the opinion of ECEMs being
helpful [19]. The results of Pettit are supported by Denny et al. [25], who
likewise found no significant effect of ECEMs. The methodology of Denny
differed somewhat to the extent that the students in their test were only required
to complete predefined methods compared to whole code snippets. Another
study on the same topic, by Becker et al. [20], present more conclusive results.
Becker’s conversion of CEMs to ECEMs was very similar to the one by Pettit,
with the addition of also displaying the original CEM. Limitations were also
made to this implementation of ECEM, with only 30 enhanced CEMs. The
results suggests that there are ECEMs that can significantly reduce the amount
of errors a student makes compared to CEMs.

2.4.3 Automated Feedback Generation
When automatically generating feedback there are two types of systems that
are common according to Keuning, Jeruing, and Heeren in their literature re-
view of automated generation of feedback [26]. Automated Assessment (AA)
systems focus on assessing a students final grade or producing a brief report
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of errors, while Intelligent Tutoring Systems (ITS) guides the student to the
solution through every step. The AA systems are usually the more common
ones since it is generally easier to mark solutions based on certain criteria,
than it is to give in-depth information on the where and why there is an issue.
The feedback produced with these systems are usually test failures and solu-
tion errors. They are given by having test cases, and comparing the students
solutions to the correct solution. Depending on the depth of a solution error,
it can also be present in ITSs.

2.5 Related Work
The previous research in to the problem of automating feedback consist mainly
of enhancing compiler errors, as written in papers by Pettit, Denny and Becker
respectively. As mentioned in section 2.4.2, their solutions enhanced the com-
piler errors by simply rewriting them more plainly, which has had mixed re-
sults. The big difference between that approach and the one presented in this
report, is the contextual aspect where the feedback message benefits from the
teachers knowledge. While the previous solutions are more time effective for
the teachers, it might come at the cost of students learning. CFM is a middle-
ground between the teachers having to write no feedback, like the previous
research, and having to write feedback messages for every assignment.
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Concept of Contextual Feedback

Many feedback generators lack the ability to capture students’ difficulties in
programming exercises. After all, it is impossible for a machine to know
definitively whether or not an error engenders from a misconception or a typo.
With the current developments in machine learning (ML) and artificial intelli-
gence (AI) it is likely that a model could be created that can be trained to make
educated guesses on the nature of programming errors. In machine learning,
an attempt has been made to test code for errors that are undetectable to a
compiler [27]. However, no studies have been found that attempt to classify
the errors by probable causes. Creating such a model is technologically com-
plex and resource-intensive. Meanwhile, a teacher would be able to accurately
foresee student errors, without the use of machine learning models.

When a teacher is composing exercises and feedback, their experience of what
students often find difficult is invaluable. By using this experience when creat-
ing exercises they are able to target such difficulties. Consequently, we believe
that the teacher can predict student-generated errors accurately. Knowing the
goal, i.e. the context of an exercise, and what errors the students are likely to
make, a teacher is equipped with powerful tools for writing effective feedback
to erroneous solutions for that exercise.

In this section we describe an alternative method of generating programming
exercises; one where effective feedback is generated with them. Henceforth,
feedback messages generated with this method are referred to as “contextual
feedback messages” (CFMs).

9
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3.1 Contextual Feedback Messages (CFM)
Contextual feedback is, like the name suggests, contextual. It should incorpo-
rate names, variables and values from the exercise it is associated with. For in-
stance, if the problem statement in an exercise names two fictional characters,
John and Jane, then the author should refer to them in the feedback messages
whenever he or she deems it helpful. Likewise, local variables that exist in the
code skeleton of the exercise should be referred whenever deemed helpful. In
essence, any entity (e.g. fictional characters or variable names) of the exercise
should be embraced by the feedback when applicable. Such entities are part of
the exercise’s context and the students should easily be able to relate to them
when reading the feedback. Figures 3.1, 3.2, 3.3 and 3.4 visually elaborate on
the contextual feature explained in this paragraph by the use of a programming
exercise example.

Figure 3.1: Problem statement of the example exercise
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Figure 3.2: Erroneous code skeleton of the example exercise

Figure 3.3: Java compiler error message to the erroneous code of the
example exercise

Figure 3.4: Contextual feedback message to the erroneous code of the
example exercise
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3.1.1 Effective Contextual Feedback
Seven principles that define effective feedback are presented in section 2.3.1.
However, only a subset of them are applicable to feedback messages in pro-
gramming. Below, we list the principles that are relevant for feedback in pro-
gramming, in the same order as they are presented in section 2.3.1, together
with a short motivation for their relevance.

1. Help to clarify what good performance is (goals, criteria, expected stan-
dards). Because the author of the feedback is typically the creator of
the associated exercise, they may include explanations of good perfor-
mance.

2. Facilitates the development of self-assessment (reflection) in learning.
A student may develop self-assessment from contextual feedback when-
ever the feedback predicts their error and successfully motivates them
to correct it.

5. Encourage positive motivational beliefs and self-esteem. Surely it is pos-
sible to include some cheerful phrasings and motivational instructions
in written feedback. Thus, it is also possible in contextual feedback.

6. Provide opportunities to close the gap between current and desired per-
formance A student error is either derived or predicted, and for each
error, there is normally a solution which can be hinted or referred to.
Contextual feedback is therefore capable of providing knowledge and
motivation required to up the student’s performance.

3.2 Generating Programming Exercises With
CFMs

Our method is to generate exercises by the existing template-based, also called
parametric, approach (described in section 2.2.1) because of its simplicity and
generative power. The intended system for generating exercises and feedback
requires a “template” exercise that consists of a question (i.e. problem state-
ment) and skeleton code (i.e. incomplete solution). The user, most likely a
teacher, then decides which variables in the template that should be modifi-
able by the system, and what values they can assume. These variables are
specially marked in the skeleton code (see figure 2.2.1). Similarly, the user
may insert markings, henceforth called key-points, on lines where they pre-
dict that students will produce a certain type of error. For each such key-point,
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a contextual feedback message (CFM) should be attached. Finally, when a so-
lution to the exercise is submitted and an error occurs on a line where there
exists a key-point, its attached CFM will be delivered to the submitter. A set
of CFMs may be attached to a single key-point, which would be useful if the
teacher expects multiple errors of different nature to occur on that line. For the
system to be able to decide what kind of error that has occurred it may fetch
this information from the error message delivered by the compiler.
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Method

This section aims to present the methodology applied for gathering and analyz-
ing data that support an answer to this study’s research question. The respon-
dents were asked to complete a few programming exercises with the help of a
feedback message, either a contextual feedback message (CFM) or a compiler
error message (CEM). Afterwards, they were to answer a survey.

4.1 Wizard of Oz Methodology
In the present pilot study, all exercises and CFMs were manually created in-
stead of automatically created by the proposed system in section 3.2, thus re-
sembling the methodology in a “Wizard of Oz experiment”. In such an ex-
periment test subjects interact with what they believe to be an autonomous
computer system. However, in reality the system is being operated, or semi-
operated, by a human.

The Wizard of Oz methodology is a legitimate approach to evaluating a sys-
tem without developing it. We trust that it is applicable in this study since
the chosen method of automatically generating exercises has been developed
before. Also, the additional effort to extend the exercise-generator with con-
textual feedback is not technologically significant. We are confident that a
system with the intended features is conceivable, but with the limited time at
hand, this approach was deemed necessary.

14
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4.2 Website and Exercises
A website was created on which three Java programming exercises were im-
plemented for test subjects to complete. Each exercise was manually designed
with a problem statement, an incorrect solution, a CFM and a CEM. All three
exercises can be found in appendix B. The CEMs were generated by running
the incorrect code through a Java compiler, while the CFMs were composed by
rewriting the compiler’s message and adding additional pedagogical and help-
ful information in accordance with the principles listed in section 3.1.1.

When a participant opened an exercise, the problem statement, the erroneous
code and a feedback message, would appear. The feedback was either a CFM
or CEM. Which of the two types of feedback that was presented to the par-
ticipant for that exercise was derived when they had first entered the website.
Different participants received different combinations of exercises and feed-
back types to avoid incidental effects where one feedback type happened to
be superior to the other in a particular exercise, and thus affect the final re-
sult.

Instructions were included in the website, thus preparing the participants for
what they were about to do. Examples of the two different types of feedback
were included with the instructions. Because it is common for respondents
to avoid reading lengthy texts, the instructions were kept clear and concise,
and a “I have read and understood”-button was added to put emphasis on the
importance of reading them.

When we chose the number of exercises for the respondents to attempt to com-
plete, we took into account that too few exercises give fewer errors to test the
feedback on, while too many exercises decrease the chances of the respondents
actually completing the study. Having an exercise containing more than one er-
ror was not an option since it would likely take too long for beginners to solve.
A minimum of three different exercises/errors was therefore decided. When
initially testing the exercises, without code skeletons, the required time to com-
plete three exercises was too high for a beginner programmer. Therefore, in
order to further alleviate the study’s required time, and increase the chances
of the respondents completing the study, respondents were given complete so-
lutions containing one error. The ability to skip an exercise was also added to
increase the likelihood of a participant finishing the test. The errors thrown in
the three exercises were of type: ClassCastException, NullPointerException,
and IndexOutOfBoundsException. These errors are commonly known among
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beginner programmers and were therefore considered appropriate.

4.3 Survey
In order to examine the performance of CFMs and CEMs, the respondents
were asked to answer a survey in the shape of a form, after attempting to solve
the exercises. The questions in the survey mainly consisted of different grading
scales where the respondents could rate different aspects of the two feedback
types. The full survey and its questions can be seen in appendix A.

To ensure that the questions were well formulated and that the respondents
were chosen correctly, the survey was made in accordance with principles pre-
sented by Floyd J. Fowler in his book “Survey Research Methods” [28].

4.3.1 Survey Questions
To get a good grasp of the respondents’ opinions of CFMs and CEMs, ques-
tions that measure what they are claimed to measure are required, i.e. the valid-
ity has to be high [28]. When allowing subjective responses to such questions,
this can be difficult. Since assessing one’s learning can be a very difficult task
to do spontaneously, the respondents were asked questions about aspects that
are important to learning, like their understanding of a problem and their mo-
tivation to solve it. This was an attempt to ease them in to the larger question
about benefits to learning. The results from those questions were also to be
used as a type of verification of validity when examining the results from the
question about benefits to learning.

The questions also need reliability. This means that when the questions are
asked they have to have the same meaning for every respondent, and no out-
side factors should influence the answer [28]. This way one can assume the
differences in answers are because of their opinions and not other irrelevant
factors. In order to formulate a good question that is reliable, it has to follow
three properties [28]:

• The question-and-answer process is entirely scripted so that the ques-
tions fully prepare the respondent to answer questions.

• The questions have the same meaning to every respondent.

• The kinds of answers that are considered an appropriate response is con-
sistently communicated to the respondents.
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When creating the survey’s questions, a priority was to comply to all of the
three properties mentioned. The first property was easily satisfied since the
survey was a form which makes it scripted by nature. To prepare the respon-
dents properly, the instructions had to be carefully phrased and be the first thing
to be seen on the website, as mentioned in section 4.2. The third property was
also easily adhered to since a form usually presents the respondent with a set
of predefined answers that are considered appropriate. The toughest property
to satisfy is the second one, about the questions having the same meaning.
When making sure of this, there are two common errors that can occur [28].
The most common one is using words that have multiple meanings, for exam-
ple when including different concepts. The other error is using words that are
not universally known. Since the respondents most often have varying back-
grounds and therefore differ in vocabulary, it is recommended to use simple
words [28]. These facts were taken in to account when creating the questions,
but since all the respondents study the same program at the same university,
certain assumptions could be made. Another way to minimize misinterpre-
tation is to avoid combining multiple questions in one question since it can
become confusing for the respondent what they are giving an answer to [28].
It also makes it difficult for the researcher to interpret the given answer.

4.4 Sampling Method
Since our resources and the amount of potential respondents were limited, this
thesis is more of a pilot study. The sampling group chosen was therefore stu-
dents in an introductory programming course at Royal Institute of Technology
(KTH). Since the sampling group was very small and limited to one course at
one university, the survey did not follow strict probability sampling. Accord-
ing to [28], information does not always have to be collected with probability
sampling. The type of approach mentioned above can still have value if the
goal of the study is to get a more general idea of people’s opinions. Another
reason for doing a pilot study was the inconclusiveness that comes with a large
non-responsive sample of respondents [28]. If information collected should
have any credibility in representing the general population, the response rate
can not be below 5-20 percent [28]. If there existed a way to reach out to a more
general population, the fear was that with the resources available, the response
rate would be below said percentage. There are measures that can be taken in
order to increase the response rate, such as having identifiable sponsors, finan-
cial incentives, repeated contact [28]. But not enough resources were available
to do any of it on a larger scale. However, it was possible to have financial in-
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centives on a smaller scale. During the sampling process financial incentives
was deemed necessary because of the low response rate.
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Results

Out of 110 subjects, 23 completed the study, which corresponds to a response
rate of 21%. The subjects who completed the study will henceforth be referred
to as participants or respondents.

Figure 5.1 shows that 17 out of the 23 respondents (74%) rated their Java
programming skills as “Intermediate” while the other six respondents (26%)
rated it “Beginner”. None rated it “Expert”.

0%
74%

26%

Expert
Intermediate
Beginner

Figure 5.1: Participants’ rating of their proficiency in Java programming

5.1 Respondents’ Understanding of Coding
Errors

The respondents were tasked to rate how helpful CFMs and CEMs were in
making them understand the issues in the exercises’ incorrect code. 14 out of
23 respondents found CFMs to be “quite helpful” or “very helpful”, i.e they
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rated it four or five on the associated survey question’s five-point scale. Eight
respondents rated it three - “helpful”, while one respondent rated it two and
none rated it one. For CEMs, 10 out of 23 respondents rated it four or five
while nine respondents rated it three, four rated it two and none rated it one.
Five of the respondents rated CEMs higher than CFM, while 11 rated CFMs
higher than CEMs. In summary, the respondents found that CFMs helped
them understand issues in code better. Figure 5.2 visually present this data,
where it is also shown that CFM received a mode rating of four, while CEM
received a mode rating of three.

Figure 5.2: The respondents’ ratings of CFM and CEM in the five-point scale
survey question about the feedback types’ ability to explain the exercises’

code errors.

5.1.1 Understanding of Coding Errors in Relation to
Java Programming Skills

Four out of six respondents who rated their Java programmings skills “Be-
ginner” rated CFMs four or five in its ability to help them understand code
errors. They also rated CFMs higher than CEMs, except for one, who rated
them equally. Thus, participants who rated themselves to be beginners in Java
found that CFMs helped them to better understand code issues.

10 out of 17 participants who rated their Java programming skills “Intermedi-
ate” rated CFMs four or five in its ability to help them understand code issues.
Among the “Intermediate” students, all those who rated CFMs three or lower
rated CEMs equally or higher. These results are shown in table 5.1.
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Rating: 1 2 3 4 5
Respondents who rated their Java programming skills “Beginner”

CFM: 0/6 1/6 1/6 3/6 1/6
CEM: 0/6 2/6 2/6 2/6 0/6

Respondents who rated their Java programming skills “Intermediate”
CFM: 0/17 0/17 7/17 6/17 4/17
CEM: 0/17 2/17 7/17 6/17 2/17

Table 5.1: Rating distribution of how well CFM and CEM were able to help
with understanding the coding errors, based on the respondents’ self-rated

Java programming skills

5.1.2 Understanding of Coding Errors in Relation to
CEM Experience

Participants who rated themselves to be “experienced”, or “fairly experienced”,
with CEMs made up for 64% of those who rated contextual feedback four or
five. Also, 78% of them rated CFM strictly higher than CEM. See table 5.2
for reference.

Rating: 1 2 3 4 5
Respondents who rated “experienced” with CEMs

CFM: 0/5 0/5 3/5 0/5 2/5
CEM: 0/5 1/5 2/5 1/5 1/5

Respondents who rated “fairly experienced” with CEMs
CFM: 0/11 1/11 3/11 5/11 2/11
CEM: 0/11 2/11 4/11 5/11 0/11

Respondents who rated “not so experienced” with CEMs
CFM: 0/6 0/6 2/6 3/6 1/6
CEM: 0/6 1/6 3/6 2/6 0/6

Respondents who rated “no experience” with CEMs
CFM: 0/1 0/1 0/1 1/1 0/1
CEM: 0/1 0/1 0/1 0/1 1/1

Table 5.2: Rating distribution of how well CFM and CEM were able to help
with understanding the coding errors, based on the respondents’ prior

experience with CEMs
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5.2 Respondents’ Motivation to Solve Incor-
rect Code

Throughout this section, the adjectives “motivating” and “motivational” are
used interchangeably.

The respondents were tasked to rate how helpful the feedback is in motivating
them to find and correct the code issue on a five-point scale. 12 out of 23 re-
spondents rated CFM four or five, where five means “very motivating”. Five
out of 23 rated it three, meaning “motivating”, and six rated it below three,
where one means “not motivating at all”. For CEMs, there were no ratings for
five but six participants rated it four. Seven out of 23 participants rated CEMs
three, and 10 rated it below three. Thus, a majority of the respondents found
CFMs to be “quite” or “very” motivating, while a majority found CEMs to be
less motivating. Figure 5.3 provides a visual representation of this data. In
total, five out of 23 respondents rated CEMs more motivational than CFMs,
while 12 rated CFMs more motivational. Thus, the results show that respon-
dents generally found CFMs to be more motivational than CEMs.

Figure 5.3: The chart presents how the respondents rated CFM and CEM in
the five-point scale survey question about their impact on motivation to solve

the exercises.

64 percent of the respondents who rated CFM a four or five in its effect on
understanding the coding issues also rated CFM a four or five in its effect
on their motivation to solve the issues. The corresponding percentage for the
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respondents who rated CFM a three in its effect on understanding the coding
issues is 44 percent.

57 percent of those who completed all three exercises rated CFMs high, and
29% rated CEMs high (i.e. four or five) in its ability to motivate them to solve
the exercises.

5.2.1 Motivation in Relation to Java Programming Skills
Four out of six respondents who rated their Java programming skills “Begin-
ner” rated CFMs four or five in its ability to motivate them in solving an ex-
ercise’s error. These respondents in addition rated CEMs strictly lower. The
two “Beginner” respondents who rated CFMs two and three, respectively, rated
CEMs in the same fashion. Among those who rated their skills ‘Ìntermediate”,
eight out of 17 rated CFMs four or five and those participants generally gave
CEMs a lower rating. 29 percent of “Intermediate” students rated CFMs one
or two, while rating CEMs equally or higher. See table 5.3 for reference.

Rating: 1 2 3 4 5
Respondents who rated their Java programming skills “Beginner”

CFM: 0/6 1/6 1/6 1/6 3/6
CEM: 0/6 3/6 1/6 2/6 0/6

Respondents who rated their Java programming skills “Intermediate”
CFM: 3/17 2/17 4/17 6/17 2/17
CEM: 3/17 4/17 6/17 4/17 0/17

Table 5.3: Rating distribution, for the survey question on how well CFM and
CEM was able to motivate respondents to complete exercises, based on the

respondents’ Java programming skills self-rating

5.2.2 Motivation in Relation to CEM Experience
Respondents who had “no experience” or were “not so experienced” with
CEMs tended to consider CFMs to be more motivating than CEMs. Those
who stated that they were “experienced” or “fairly experienced” with CEMs
tended to consider CEMs equally or more motivating. These results suggest a
correlation between CFMs ability to motivate students to solve problems and
the students’ familiarity with CEMs. See table 5.4 for reference.
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Rating: 1 2 3 4 5
Respondents who rated “experienced” with CEMs

CFM: 2/5 2/5 0/5 1/5 0/5
CEM: 1/5 2/5 1/5 1/5 0/5

Respondents who rated “fairly experienced” with CEMs
CFM: 1/11 1/11 2/11 3/11 4/11
CEM: 2/11 2/11 3/11 4/11 0/11

Respondents who rated “not so experienced” with CEMs
CFM: 0/6 0/6 2/6 3/6 1/6
CEM: 0/6 2/6 3/6 1/6 0/6

Respondents who rated “no experience” with CEMs
CFM: 0/1 0/1 1/1 0/1 0/1
CEM: 0/1 1/1 0/1 0/1 0/1

Table 5.4: Rating distribution, for the survey question on how well CFM and
CEM was able to motivate respondents to complete exercises, based on the

respondents’ prior experience with CEMs

5.3 Respondents’ Opinion on how Beneficial
Feedback is for Learning

When the respondents were asked how beneficial they believe that the feedback
types would be in learning, 18 out of 23 rated CFM a four or a five (78%).
Three respondents rated it below three (13%). For CEMs, 13 out of 23 rated it
four or a five (57%) while four respondents rated it below three (17%). These
results are illustrated in figure 5.4.
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Figure 5.4: The chart presents how the respondents rated CFM and CEM in
the five-point scale survey question about their imagined impact on students’

learning.

A comparison between the two feedback types shows that 61% of the respon-
dents rated CFMs higher than CEMs, while 13% did the opposite by rating
CEMs higher than CFMs.

10 out of 12 respondents who rated a four or a five when rating their motivation
to solve the issue (83%), rated CFM’s benefit to learning a four or a five. 12
out of 14 respondents who rated their understanding of the issue a four or
a five (86%) also gave a rating of four or five when rating CFM’s learning
benefits.

5.4 Respondents’ Completion of Exercises
The respondents were tasked with trying to correct faulty solutions to three
exercises. In total, as can be seen in figure 5.5, 61% of all respondents com-
pleted all three exercises. 26 percent of the respondents completed the first two
exercises and skipped the third. Nine percent completed the first exercises and
skipped the last two. Only one respondent skipped all three exercises.

67 percent of the respondents who rated their Java programming skills “Be-
ginner” completed all three exercises. The corresponding percentage for the
“Intermediate” participants was 59%.

Nearly half of the respondents who had “No experience” or were “Not so ex-
perienced” with CEMs completed all exercises. For those who were “Fairly
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3

61%

2

26% 1
9% 0

4%

Figure 5.5: Participants’ completion of exercises

experienced” or “Experienced” more than half (69%) completed all three ex-
ercises.

5.5 Shortcomings of CFM According to Re-
spondents

When asked which type of feedback message they experienced to be more
helpful overall, 15 out of 23 (65%) respondents answered CFM. The other
eight respondents, who answered CEM, were given the opportunity to explain
what they felt CFM was lacking. There were two issues that were commonly
brought up:

". .make it more clear what is the error and what is a tip/clue. ."

"The message contained too much text, distracted from reading
and understanding the actual code. ."
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Discussion

6.1 CFMs and Understanding of Errors in Code
The results, as depicted in figure 5.2, show that respondents understood coding
errors marginally better when informed by contextual feedback (CFM) rather
than the compiler (CEM). When solving a coding error, it is vital to understand
its nature and what caused it. This way, one can learn from it. If the error is
misunderstood, one is likely to make wrongful conclusions about what causes
it, and how to prevent it. Thus, nothing is learned.

The fact that CFMs were rated higher than CEMs in their ability to explain er-
rors is a hint that CFMs may be able to optimize learning in the setting of solv-
ing programming exercises. However, without a bigger picture, it is none the
less suggestible that CFMs could qualify as a tool for explaining errors.

Since contextual feedback aims to help novice programmers, it is important to
examine the opinions of the respondents who rated themselves to be beginners
in Java. 67 percent of them rated CFM either four or five, which is high, in
helping them understand errors in code, and every respondent except one rated
it higher than CEM. These results were expected among beginners, and while
promising for CFMs, the amount of beginner respondents in this study are too
few to draw any meaningful conclusions.

The opinions of respondents who rated their Java programming skills “inter-
mediate” are also important to consider because they might still find CFMs to
be a good explanatory tool. As shown in table 5.1, 59% of these respondents
did rate CFMs high, i.e. four or five, which effectively supports a general ap-
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preciation of CFMs ability to explain code errors among beginners as well as
intermediate Java programming students.

Prior experience with compiler error messages is an important factor to in-
vestigate. Naturally, respondents who have much experience, and therefore
practice, with CEMs will likely find them easier to decode and appreciate
than someone with practically no experience. However, since 64% of those
who rated CFM four or five were experienced with CEMs, there is no safely
assumed trend that experience with CEMs induce a lesser appreciation for
CFMs’ explanations. These results bring another interesting perspective to
light, namely that students who possibly already know how to read and under-
stand compiler error messages, still find that CFMs can explain coding errors
just as effectively as CEMs.

6.2 CFMs and Motivation to Solve Errors
A close majority of the respondents found CFMs to better motivate them to
correct an erroneous solution, compared to CEMs. This was expected since
CFMs may contain additional information, such as hints to a solution, and not
only the type and location of the error. Such information provides students
with opportunities for self-assessment and to close the performance gap, as
mentioned in the principles of effective feedback in section 2.3.1. This addi-
tional information seems to not only have a positive effect. Some respondents
commented that the hints made the feedback messages more confusing be-
cause they added uncertainty as to what was hints and what was the actual
error. Because CFMs are predictions made by the teacher, and not absolute
truths, this could be difficult to resolve. However, CFMs can be composed in
any way the teacher deems fit, so he or she can make it abundantly clear what
is the probable error, and what are the hints to solve it.

Regarding the survey questions (see questions eight and nine in appendix A)
that investigated how respondents rated CFMs and CEMs in their ability to mo-
tivate them to correct errors; a potential flaw with the question’s wording is that
the word “motivating” can have different meanings for different respondents.
This was considered during the survey’s creation, but ultimately deemed irrel-
evant since the question explains the context in which the word is used, i.e. to
find and correct code errors.

A majority of the respondents who rated their Java programming skills “Be-
ginner” found that CFMs motivated them very much to correct the code errors.
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Meanwhile, a majority found CEMs to be unhelpful in this regard. This sug-
gests that beginners do feel a greater excitement to correct errors and solve
exercises when presented with contextual feedback in place of compiler error
messages - as expected. Arguably, beginners felt they understood errors better
when explained by CFMs, as seen in table 5.1, so they might have felt more
motivated to correct them. The respondents who rated their Java program-
ming skills “Intermediate” generally found CFMs to be more motivating, but
no obvious trend can be seen in the results.

Interestingly, four out of five respondents (80%) who stated that they were
experienced with CEMs were not so motivated by the contextual feedback
messages, as is depicted in table 5.4. Similarly, they were not so motivated
by the CEMs, either. Respondents who instead stated that they were fairly,
or not so experienced with CEMs, were quite motivated by CFMs but not so
motivated by CEMs. These results suggest that more experience with CEMs
lessen the motivational ability of CFMs. It is likely that students who are
experienced with compiler error messages understand them better than those
without experience. If they understand these messages well, then they might
not feel a critical need for contextual messages, and therefore they might not
be so motivated by them. However, because CFMs aim to help beginners with
little to no experience of CEMs, these results provide little value to this study’s
discussion. The more important result is that those who had little experience
did find CFMs to be motivating.

Finally, whether or not respondents found CFMs motivating could influence
their experienced impact of contextual feedback on learning. The experienced
impact may be based on CFMs ability to create excitement for self-learning.
Such excitement may originate from a sense of capability and good self-esteem
- a principle of effective feedback. Thus, if contextual feedback successfully
motivated a participant to complete an exercise, it may influence their judge-
ment of CFMs in learning.

6.3 CFMs Potential to Optimize Learning
78 percent of the 23 participants responded that they believed CFMs would
be beneficial to their learning. This fact, combined with the fact that 61% be-
lieved CFMs had more potential benefits to their learning than CEMs, suggests
that CFMs might be more effective in learning. This is further supported by
results shown in figures 5.2 and 5.3 that show how CFMs received higher rat-
ings for the questions on understanding and motivation. 86% who rated their
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understanding a four or a five also rated learning a four or a five. 83% who
rated their motivation a four or a five also rated learning a four or a five. Since
these are important aspects that enable learning, high results from those ques-
tions should correspond well with high results in the question about learning
benefits. Since this is the case, it is valid to suggest that CFMs are beneficial
to learning. Although, hard conclusions cannot be drawn since this is a pilot
study. Even so, it could be an indication of a potential topic for more extensive
studies in the future.

Depending on the implementation of CFM, and the implementation of the ex-
ercise generator, the teachers might have complete control of how the feedback
is written. The contents and layout of the CFM could have a significant im-
pact of how it is perceived by a learner. The quality of the CFM is therefore
something that needs to be addressed in order to maintain its desired level of
effectiveness. Guidelines might provide some quality reassurance, either by
requiring certain information to be included, or by requiring a specific lay-
out for the message. Although naturally, teachers should compose feedback in
such a way they deem fit for a specific course, topic or group of students.

6.4 Delimitations
The three exercises available to the respondents had one error each. The errors
were all of different nature, but because there were only three of them, it was
limiting the CFMs exposure to the respondents. Thus, the responses might
have been a result of minor exposure to contextual feedback, and there is no
way to say if the same results would have appeared in a more extensive study.
Additionally, some of the errors, or all of them, might have been easy to ex-
plain with contextual feedback, and thus easy for respondents to understand.
Perhaps, if the errors were of more complicated natures, the results would have
been different.

The respondents were actually not entirely novice, seeing as they had par-
ticipated in nearly the entire introductory Java course that spans over two
semesters. This may very well explain the fact that a distinct majority of the re-
spondents rated their Java programming skills “Intermediate”. Because of this,
the results might not speak for complete, or near complete, beginners.
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6.5 Future Work
Since the results of this pilot study indicate potential learning benefits with
CFM, a more extensive study should be carried out to get a more accurate
understanding of CFMs usefulness. This could be achieved by testing CFM
on students throughout the whole span of a programming course, and mea-
sure their actual learning instead of the perceived one. A direct comparison
could then be made with the previous research regarding enhanced compiler
errors. Also, previous research by Pettit showed that even though there were
no improvement in the respondents final course results, the respondents still
thought ECEMs was helpful [19]. This discrepancy is another reason why
it is important to not solely investigate the respondents opinions of learning
improvement, but also measure the improvement.

Another important aspects that needs to be researched is Contextual Feed-
back’s appreciation and practicality among teachers. Since the teachers need
to write large parts of the CFM, the process could be considered too time con-
suming. This is an important possibility that has to be examined in order find
out if CFM could be a reasonable solution.

This study investigates the experienced impact of CFMs on learning for novice
Java students. How CFM would impact learning in other programming lan-
guages could differ depending on factors such as the language’s complexity,
error handling etc. Research in to CFM’s viability in other languages could
therefore be an interesting topic.



Chapter 7

Conclusion

This pilot study suggests that novice programmers find contextual feedback
fairly beneficial to their learning compared to compiler error messages in the
Java programming language. More extensive research is required in order to
corroborate this. Research into the actual impact of contextual feedback on
learning is needed, and not just the perceived impact this study has evalu-
ated.
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Appendix A

Survey Questions

In this appendix, all survey questions are presented together with the choices
respondents had for answers.

1. What is your gender?

• Male
• Female
• Other

This question is course-specific and can be disregarded as it was never used in
the result analysis. It was mainly included to make the respondents feel more
safe and “at home”.

2. Which type of INDA-group do you belong to?

• Beginner
• Regular
• Plus
• PlusPlus

3. How would you rank your Java-programming skills?

• Beginner
• Intermediate
• Expert
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4. Are you experienced/familiar with error stack-traces in other program-
ming languages?

• Experienced
• Fairly experienced
• Not so experienced
• No experience

5. Do you believe that programming exercises help you learn a new pro-
gramming language?

• Yes
• No

6. To what extent was the contextual feedback able to help you understand
the issue(s) in an incorrect solution?

• 1 - Not helpful at all
• 2
• 3
• 4
• 5 - Very helpful

7. To what extent was the stack-trace able to help you understand the
issue(s) in an incorrect solution?

• 1 - Not helpful at all
• 2
• 3
• 4
• 5 - Very helpful

8. To what extent was the contextual feedback able to motivate you to find
the correct solution?

• 1 - Not motivating at all
• 2
• 3
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• 4
• 5 - Very motivating

9. To what extent was the stack-trace able to motivate you to find the
correct solution?

• 1 - Not motivating at all
• 2
• 3
• 4
• 5 - Very motivating

10. To what extent do you believe that your learning (of a programming
language) would benefit from contextual feedback in programming exer-
cises?

• 1 - It would not benefit my learning at all
• 2
• 3
• 4
• 5 - It would definitely benefit my learning

11. To what extent do you believe that your learning (of a programming
language) would benefit from stack-traces in programming exercises?

• 1 - It would not benefit my learning at all
• 2
• 3
• 4
• 5 - It would definitely benefit my learning

12. Did you experience that stack-traces were more helpful to you, overall?

• Yes
• No
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13. If you answered yes to the question above: in what way could the
contextual feedback be improved so that it would be more helpful to you?

• Custom answer by respondent



Appendix B

Test Exercises

Exercise 1 with compiler error message
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Exercise 1 with contextual feedback

Exercise 2 with compiler error message
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Exercise 2 with contextual feedback

Exercise 3 with compiler error message
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Exercise 3 with contextual feedback
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