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Abstract
Social media is a significant factor in information distribution today, and
this information landscape contains a lot of di�erent posts that compete
for the user’s attention. Di�erent factors can help catch the interest of
the user, and one of them is the headline of the message. The headline
can be more or less eye-catching, which can make the reader more or less
interested in interacting with the post. The theme of this study is the
automatized creation of eye-catching headlines that stay truthful to the content
of the articles using Automatic Text Summarization. The exact method used
consisted of fine-tuning the BART model, which is an existing model for
Text Summarization. Other papers have been written using di�erent models
to solve this problem with more or less success, however, none have used
this method. It was deemed an interesting method as it is less time- and
energy-consuming than creating and training a new model entirely from
scratch and therefore could be easily replicated if the results were positive.
The BartForConditionalGeneration model implemented by the HuggingFace
library was fine-tuned, using the Popular News Articles by Web.io. This
method showed positive results. The resulting headlines were deemed faithful
to the original ones, with a ROUGE-2 recall score of 0.541. They were
comparably eye-catching to the human-written headlines, with the human
respondents ranking them almost the same, with an average rank of 1.692 for
the human-written headlines, and 1.821 for fine-tuned BART, and also getting
an average score of 3.31 on a 1 to 5 attractiveness score scale. They were also
deemed very comprehensible, with an average score of 0.95 on a scale from 0
to 1.

Keywords
Transformer, Natural Language Processing, Automatic Text Summarization,
Headline Generation, BART
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Sammanfattning
Sociala medier är idag en viktig faktor i distributionen av information. Detta
nya landskap innehåller många olika inlägg som tävlar om användarens
uppmärksamhet. Olika faktorer kan hjälpa till att fånga användarens blick till
specifika inlägg eller artiklar, och en av dessa faktorer är rubriken. Rubriken
kan vara mer eller mindre fängslande, och göra läsaren mer eller mindre
intresserad av att interagera med inlägget. Temat för denna studie är att
automatiskt skapa iögonfallande och intressanta rubriker, som beskriver innehå
llet i artiklarna på ett korrekt sätt. Den valda metoden är automatisk textsamman
fattning, och mer specifikt finjusterades BART-modellen, som är en existerande
modell för textsammanfattning. Andra metoder har använts tidigare för att
lösa denna problematik med mer eller mindre framgång, men ingen studie
hade använt den här. Den ansågs vara intressant eftersom den är mindre
tids- och energikrävande än vad det skulle vara att skapa en ny modell från
grunden, och därför skulle den lätt kunna replikeras om resultatet var positivt.
BartForConditionalGeneration-modellen implementerad av HuggingFace-bib
lioteket finjusterades därför med hjälp av artiklar och rubriker från datasetet
’Popular News Articles’ av Web.io. Metoden visade positiva resultat. De
resulterande rubrikerna ansågs trogna de ursprungliga, med en ROUGE-2
recall score på 0,541. De var jämförbart iögonfallande gentemot de mänskligt
skrivna rubrikerna, då respondenterna rankade dem nästan likadant, med en
genomsnittlig rankning på 1,692 för de mänskligt skrivna rubrikerna och
1,821 för rubrikerna som finjusterade BART genererade. De fick också ett
genomsnittligt betyg av 3,31 på en poängskala från 1 till 5. De ansågs dessutom
vara mycket lättbegripliga, med ett medelpoäng på 0,95 på en skala från 0 till
1.

Nyckelord
Transformer, NLP, Automatisk textsammanfattning, Rubrikgenerering, BART
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Chapter 1

Introduction

This chapter introduces the subject by giving a background for the problem
in Section 1.1 and presenting the research question that was examined in
Section 1.2. In addition to this, it clarifies the purpose in Section 1.3, the
goals in Section 1.4, and the delimitations of the study in Section 1.5.

1.1 Background
Social media is a significant factor in information distribution today. For
example, a lot of people get their news from websites like Facebook, Twitter,
or Reddit [1]. This information landscape contains many di�erent posts that
compete for the attention of the user. Various factors can help catch the eye
of the user, and one of them is the headline of the message. The headline
can be more or less attractive, and make the reader more or less interested in
interacting with the post. It is therefore important for someone posting articles
on social media or on news websites to be able to create an interesting headline
that still reflects the content of the original text.

The theme of this study is the automatized creation of eye-catching
headlines that stay truthful to the content of the articles using Natural Language
Generation, and more precisely fine-tuning the Text Summarization model
BART.

The project could be of interest to all people posting texts with headlines on
social media. More specifically, Entecon, the company where the master thesis
was written, and their customers are active in many di�erent business areas,
and many of them have the need for e�ective machine learning algorithms
in common. Entecon is working with R&D to find new machine learning
techniques, and in this case, they are looking for ways to improve their
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customers’ ability to make their message heard in the constant noise in social
media and online news. Giving companies that possibility could help them
reach more potential customers and get their message across better.

1.2 Research Question
The research question which was examined is: Can a fine-tuned BART
model perform at par with state-of-the-art headline generation models and
human writers in terms of how eye-catching and understandable the resulting
headlines are for human readers?

1.3 Purpose
This degree project aims to propose a model for creating eye-catching and
truthful headlines. The study is scientifically relevant as it showcases a new
way of using Bidirectional Autoregressive Transformers (BART) for the goals
presented in this report. If it is successful, it could be further developed or used
for fine-tuning BART based on other similar objectives. If the algorithm is not
deemed to have good results, it could be a foundation for creating a successful
algorithm in the future, or on the contrary, it could guide future researchers to
not use this type of implementation.

People that would be interested to read this study could be people wanting
to use BART or another similar model, to summarize a text while satisfying
another objective. If the evaluation of the model shows positive results,
people that work with posting articles on social media might want to use it
for generating headlines.

1.4 Goals
The goal of the project was to create an implementation of the BART algorithm
that is fine-tuned for creating eye-catching headlines. This has been divided
into the following sub-goals:

• Decide which dataset to use, and pre-process it in order to be able to use
it in the implementation and testing.

• Set up a basic version of the BART model which can create summaries
of texts, without the ’attractiveness’ parameter.
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• Set up an updated model which creates eye-catching summaries of the
text.

• Train the model on the training data.

• Run the model on the test data to collect results.

• Evaluate the model.

1.5 Delimitations
This thesis was delimited as an entirely new model for summarization was not
created, and instead an existing model was fine-tuned. It was also delimited
by a time constraint, which made it not possible to iterate on the model too
many times.

1.6 Structure of the thesis
Chapter 2 presents relevant background information which encompasses information
about the research field, useful models, and previous research. Chapter 3
presents the method used to solve the problem. Chapter 4 presents and
analyzes the results obtained. Chapter 5 discusses the method and the results.
Chapter 6 presents the conclusions of the paper and suggests potential future
work.
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Chapter 2

Background

This chapter presents the theoretical background of the subject. Section 2.1
provides background information about the research area Natural Language
Processing (NLP) and the subarea Automatic Text Summarization (ATS).
Section 2.2 presents the Deep Learning field, and Deep Learning models
that are commonly used for solving NLP problems such as Automatic Text
Summarization, Recurrent Neural Networks (RNNs), Long-Short-Term-Memorys
(LSTMs) and the Transformer architecture. Furthermore, Section 2.4 describes
the tools which were used for the evaluation of the results. Lastly, Section 2.5
describes and discusses previous studies that are related to the problem studied
in this work: creating eye-catching headlines using NLP models.

2.1 Research Area
This section presents the broader research areas related to the subject, Natural
Language Processing, and Automatic Text Summarization.

2.1.1 Natural Language Processing
Natural Language Processing is a field pertaining to computer science and
linguistics [2]. The two subfields of NLP are Natural Language Understanding
(NLU) and Natural Language Generation (NLG). NLU is concerned with
computers ’understanding’ natural languages, and NLG is concerned with
computers producing language. There are many problems related to NLP,
examples of those are Machine Translation, Text Classification, and Question
Answering. Today, NLP models are most often created using Deep Learning
[3].
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2.1.2 Automatic Text Summarization
Automatic Text Summarization is a task in the Natural Language Processing
field, and more specifically, it is an NLG problem. The goal of Automatic
Text Summarization is to output a shorter version of an input text. Objectives
that should be achieved when creating the output text are that it should be
grammatically correct, be truthful to the original text, and avoid repetition.
ATS can be performed on one single source document, or on several source
documents [4].

There are three main categorizations of ATS. These are extractive, abstractive
and hybrid. In extractive ATS, the model extracts one or several sentences
from the text, which are outputted as the summary. In abstractive ATS, the
model creates an entirely new text to summarize the input text. Finally, in
hybrid ATS a sentence in the text is first chosen extractively and then rewritten
abstractively by the model [4].

ATS has been used in many di�erent fields for di�erent types of texts,
including news, micro-blogs, books, emails, scientific papers, and legal
documents [4]. Di�erent methods have been used, such as statistical-based,
concept-based, topic-based, graph-based, semantic-based, rule-based, tree-
based [4]. They all present di�erent advantages and disadvantages. The
method that is going to be used in this paper is deep learning, as it is currently
the state-of-the-art method used for solving NLP problem [3].

2.2 Deep Learning
This section presents the Deep Learning field and Deep Learning models
which are often used for Automatic Text Summarization.

2.2.1 Background
Deep Learning is a sub-field in machine learning which uses Artificial Neural
Networks (ANNs). The structure of this type of network is loosely inspired
by the structure of the brain [3]. An ANN consists of connected nodes that
are called units. One unit can receive inputs from di�erent other units and can
output one output that can be sent to several units. The links are weighted,
and these weights control how much influence the signals from the other units
have on the output value. The units are divided into di�erent layers, and the
deeper layers give more complex information. Often, the units in one layer
are connected to all the units in the previous layer and the next layer [5]. The
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advantage of this kind of network is that a Deep Learning algorithm can learn
representations of data that can be very abstract [6], which is an advantage
when trying to solve NLP problems such as ATS.

Figure 2.1: A single layer ANN.

Figure 2.1 shows a representation of a single-layer ANN. The input layer
processes the initial data that is fed to the neural network, and the output layer
generates the output of the model. Between them, in the hidden layer, the
computations are executed.

Figure 2.2: One unit in a neural network.

Figure 2.2 shows a representation of a unit in a neural network. The inputs
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1, ..., x3 coming from units in the previous layer, are weighted by the weights
w0, ..., w3 and summed together, and then passed in the activation function h.
This produces the output o, which is transmitted to the following units in the
network.

When training an ANN, the weights are adjusted gradually, with the
goal of minimizing the cost function. This often uses the back-propagation
algorithm, which means that the error between the target and the output is
back-propagated to compute the gradient with respect to each weight [7]. Deep
Learning models that have been used a lot in the past for ATS are Recurrent
Neural Networks and Long-Short-Term-Memory networks [3]. Now the state-
of-the-art models follow the Transformer architecture. These di�erent models
are described below.

2.2.2 RNN & LSTM
An RNN is a type of neural network, where the output of the nodes can be
fed back to the network as an input. It is represented below in Figure 2.3. On
each time step, the output of the state h is passed to itself to get re-processed.
This makes it possible to have variable-length input and to keep the order of
the input sequences, which is important in NLP and ATS, as sentences or
word sequences are of variable length, and the order of words in a sentence
matters for its meaning [6]. However, there are some issues with RNNs, that
cause them to have trouble with long-term dependencies. These issues are the
gradient vanishing, and the gradient explosion, which means that over time the
gradient could get very small or very big [8].

Figure 2.3: Representation of an RNN.

An LSTM is a subcategory of RNN. LSTMs introduce gates, which help
control memorization. One unit is extended with three types of gates: the
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input gate, the output gate, and the forget gate. These control how and if data
flowing through the unit is modified. Their introduction permitted to solve the
vanishing gradient and the long-term loss of memory problems [9] partly. A
LSTM network cell is represented below in Figure 2.4.

Figure 2.4: Representation of a LSTM network cell.

2.2.3 Encoder-Decoder
The encoder-decoder architecture, introduced by Cho et al [10] is often used
for NLP tasks [11]. The resulting models are called Sequence-to-sequence
(seq2seq) models, which means that the input and the output are sequences.
The encoder and the decoder are two di�erent neural networks, which can
be RNNs or LSTMs for example. The encoder network will output a context
vector, which will be inputted to the decoder network. In NLP, the encoder
encodes the text input into a numeric representation, and the decoder takes
the numerical representation and will output a text. The introduction of the
encoder-decoder architecture makes it possible to have inputs and outputs
of di�erent lengths. This architecture has also been used successfully for
Automatic Text Summarization, using RNN blocks [12] or LSTM blocks [13].
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2.2.4 Transformer
A Transformer network is a type of deep neural network introduced by Vaswani
et al. [14] which has replaced RNNs and LSTMs as the state-of-the-art
model for language modelling [15] and solving NLP tasks as it can use more
parallelization, which means that it can utilize today’s GPUs abilities for
parallel computations. It has also been used successfully for ATS [16]. Figure
2.5 shows the Transformer architecture as represented by Vaswani et al. The
di�erent layers of this model are described below, based on the paper.

Figure 2.5: The Transformer architecture (based on the schema by Vaswani et
al.).
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Encoder

• Input embedding: This part transforms the input sequence, which is
a sequence of words, into word embeddings. A word embedding is a
number vector representing a word, where words with similar meanings
have similar vectors. The vectors produced are 512-dimensional embedding
vectors in the paper; these can however be of other dimensions in other
implementations.

• Positional encoding: This part gives information about the word
position in the sequence. This is needed as the word positions are
important for NLP tasks, and the word order is not kept without this
extra step, as the computation happens in parallel. This is done in the
paper by creating a 512-dimensional positional encoding vector.

• Multi-head attention: The Self-attention mechanism helps the algorithm
to understand which words in the sentence are associated. In the self-
attention mechanism in the encoder, the input sequence pays attention
to itself.

We have the input X given from the previous step of the model, and
trainable weight matrices WQ

i ,W
K
i ,W

V
i . Three representations of the

same word are obtained:

The matrix of queries Q = XWQ

The matrix of keys K = XWK

The matrix of values V = XWV.

Attention is defined as:

Attention(Q,K,V) = softmax(
QKT

p
dk

)V (2.1)

And Multi-Head Attention is defined as:

MultiHead(Q,K,V) = W 0concat(head1, head2, ..., headh) (2.2)

with headi = Attention(QWQ
i ,KWK

i ,VWV
i ).

• Add & norm: In this layer, the input embedding and the output of the
Multi-Head attention layer are added and normalized so that the average
score for each word is 0, and the variance is 1.
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• Feed forward network: The network is composed of two linear layers
separated by a ReLu activation. The output of this layer is added to its
input and normalized in a new Add & norm layer.

Decoder

Many layers in the decoder are similar to the ones in the encoder. The layers
that are di�erent are described below.

• Masked multi-head attention: The decoder generates the sequence
word-by-word. This means that the output value should only depend on
the previous words in the sequence, and not care about words coming
later in the sentence. This is performed by masking the future tokens.
Masked Attention is defined as:

Masked Attention(Q,K,V) = softmax(
QKT +Mp

dk
) (2.3)

The mask M is a matrix with the same dimension as the input, that is
filled with 0s for the unmasked numbers and -1s for the masked ones.

• Multi-head attention: In this layer, the queries and the keys consist
of the encoder output, while the outputs from the Masked Multi-Head
attention are used as the values. The point of this layer is to determine
which of the encoder inputs should be focused on.

• Linear transformation layer: This layer is a classifier, that outputs a
vector that is as long as the number of words in the vocabulary.

• Softmax: This layer outputs a score between 0 and 1 for each token.

2.2.5 Transfer Learning
Transfer Learning, or fine-tuning, means that a model is pre-trained on a
certain type of data, the source data, and it can be used to solve another related
problem by further training it on other data, the target data [17]. The objective
of Transfer Learning is that the model can re-use some of the knowledge
acquired in the pre-training, and therefore less data is needed when training
it for the second domain. This means that less time and less energy resources
are required when using Transfer Learning to train a model than training it
from scratch. Fine-tuning existing language models is today a state-of-the-art
method for NLP tasks.
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2.3 BART
This section presents the BART model and the HuggingFace Transformers
library, which was used to fine-tune it.

2.3.1 Background and Description
Bidirectional Encoder Representations from Transformers (BERT) is a language
model which was introduced by Devlin et al. [18]. It is a bidirectional
Transformer model, which means that it applies attention in both directions
of the input at the same time, instead of left-to-right or right-to-left. It is
composed of several Transformer encoder blocks. The point of BERT is that
it is already pre-trained, and can then be fine-tuned on many di�erent NLP
tasks. It has been used for example for solving the ATS problem [19].

Generative Pre-trained Transformer (GPT) is also a Transformer language
model. It was introduced by Radford et al. [20]. It consists of Transformer
decoder blocks and uses the auto-regression mechanism. This means that the
tokens produced by the model are gradually added as inputs to the model.

BART was introduced by Lewis et al. [21] in 2019. Its structure follows
the Transformer architecture and combines a Bidirectional Encoder that is
described as BERT-like, and an Auto-Regressive Decoder described as GPT-
like. The model is pre-trained by corrupting the input texts with arbitrary
noise function, using the CNN/Daily Mail dataset, which is composed of news
articles and human-written summaries of these articles. The authors show
that BART can be fine-tuned to solve several language comprehension and
language generation tasks, such as sequence classification, token classification,
machine translation, question answering, and text summarization.

2.3.2 HuggingFace Transformers Library
HuggingFace is a company that has created a library called Transformers.
The Transformers library contains the implementations of many well-known
Transformers architecture variants [22]. The library’s goal is to make pre-
trained models more accessible so that they become easier to read, develop
and deploy. It also allows for fine-tuning the models easily. The di�erent
models are used for di�erent NLP objectives. One of the models that are
implemented in this library is the BART model which is used in the thesis.
Additionally, Tokenizers for the di�erent models have been implemented
in the library. Those take care of the specific encoding and decoding of
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the tokens for each model. The specific model which will be used is the
BartForConditionalGeneration, which is an implementation of
BART as an abstractive summarizer.

2.4 Evaluation methods
This section presents the evaluation methods which are used in the study.

2.4.1 ROUGE
Recall-Oriented Understudy for Gisting Evaluation (ROUGE) is an evaluation
metric commonly used to assess automatic summarization. This is done by
comparing each automatically created summary to the corresponding human-
written summary [23]. There are di�erent variants of the metric. ROUGE-N
compares N-grams of the generation with N-grams of the references, where
an N-gram is a sequence of N words. The ROUGE recall, precision, and F1
score can be calculated as shown in Equations 2.4, 2.5 and 2.6 below.

ROUGE-Nrecall =
number of N -grams matching in result and reference

number of N -grams in reference
(2.4)

ROUGE-Nprecision =
number of N -grams matching in result and reference

number of N -grams in result
(2.5)

ROUGE-NF1 = 2 ⇤ ROUGE-Nrecall ⇤ROUGE-Nprecision

ROUGE-Nrecall +ROUGE-Nprecision
(2.6)

ROUGE-L is another variant of ROUGE, which measures the longest
common sub-sequence between the original text and the result. It works in the
same way as the equations above, except that the number of N-grams matching
is replaced by the length of the longest common sub-sequence of words which
appear in the same order, but which can have other words between them.
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2.4.2 Human Evaluation
In this study, a qualitative human evaluation has also been performed. The
purpose of this is that some criteria needed to evaluate the summaries in this
study, such as grammar and attractiveness for the reader, are hard to evaluate
automatically. Also, the ROUGE metric is flawed, as it only performs string
matching, without a deeper analysis of the meanings of the words [24], so it
is a good idea to complete the evaluation performed by the metric by a human
evaluation.
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2.5 Related works
This section presents studies that are related to the problem studied in this
work: creating eye-catching headlines using NLP models. The compilation of
related works aimed to see if other studies had attempted to fulfil the same or
a similar purpose, which methods and evaluation metrics they had used, and
how successful they were. It gives a benchmark of which types of models have
and can be used, how successful the model obtained in the thesis should be to
become a state-of-the-art model for headline generation and gives guidance
for how the evaluation of the model should be done. The four papers:

• Deep Headline Generation for Clickbait Detection (2018) by Shu et al.
[25]

• Hooks in the Headline: Learning to Generate Headlines with Controlled
Styles (2020) by Jin et al. [26]

• Attractive or Faithful? Popularity-Reinforced Learning for Inspired
Headline Generation (2020) by Song et al. [27]

• DeepTitle - Leveraging BERT to generate Search Engine Optimized
Headlines (2021) by Anastasiu et al. [28]

were analyzed and compared to each other and the current paper’s method.
This analysis was based on the three following aspects: goal and purpose,
method and evaluation.

2.5.1 Goal and Purpose
The goal of Shu et al. [25] was to generate stylized "clickbait" headlines,
with the purpose of using the results to train a model for detecting clickbait
headlines. This can be contrasted with the other papers, where the purpose of
the authors was to attract the reader with interesting headlines. Jin et al. [26]
wanted to fulfill this purpose by building a model that can create headlines
for articles with three di�erent style options, which are humour, romance,
and clickbait. Song et al. [27] wanted to create a model which can generate
interesting headlines that stay truthful to the article. Lastly, Anastasiu et al.
[28] wanted to generate stylized headlines for articles, that are eye-catching,
truthful to the article, and search-engine optimized. The last paper’s goal is
therefore a little bit di�erent from the others as the dimension of search-engine
optimization is added. In this paper, the goal is to create eye-catching headlines
which stay truthful to the content of the article.
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2.5.2 Method
The papers all use di�erent methods to fulfill their goal.

In the paper by Shu et al. [25], the created model combines a generator
learning component and a discriminator learning component, which are both
RNNs. The generator learning component comprises a document auto-
encoder which creates a content representation of a document and a headline
generator which generates headlines based on the output of the document auto-
encoder and a style label. The discriminator learning component comprises
several discriminators, that are feed-forward networks with one hidden layer:

• the style discriminator Ds which classifies the style of a given headline
as clickbait or non-clickbait,

• the transfer discriminator Dt which ensures that the original and the
generated headlines with the same style are similar,

• and the pair discriminator Dp which ensures that the representation of
the original headline and the representation of the generated headline
corresponds to the original document.

The data used for training is a set of documents and their corresponding
headlines, which are labelled clickbait or non-clickbait. This is the oldest
paper which was analyzed, and it can be noticed that the technology used, for
example RNNs have now been replaced with models following the Transformer
architecture.

In the paper by Jin et al. [26], the method used was a multitasking
framework, which consists of a seq2seq summarization model based on the
Transformer architecture, trained on headline-article pairs, and a Denoising
Autoencoder trained on a style corpus. The whole model is trained by jointly
minimizing the supervised seq2seq model training loss and unsupervised auto-
encoding loss via multitask learning. The Denoising Autoencoder training
consists of an unsupervised reconstruction learning task. This model is more
similar to the one used in this paper as it follows the Transformer architecture,
but the model is created from scratch by the authors.

Song et al.[27] proposed a framework for Hybrid ATS called Popularity-
Reinforced Learning for inspired Headline Generation, which combines several
machine learning models, including a CNN, a bidirectional LSTM and a
Reinforcement Learning mechanism. The model is trained on two datasets
that they created, which contain pairs of articles and headlines from CNN and
Daily Mail, and how many comments the articles have. They use the number
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of comments on an article as the ground truth of attractiveness in training and
testing. This method is the most di�erent compared to the other papers and
to the method that is proposed in this paper, as it combines many di�erent
models and methods, including Reinforcement learning, and does not follow
a traditional seq2seq architecture.

Lastly, Anastasiu et al. [28] base their model on the model BERTSUMABS
which is used for summarizing texts. They use the German BERT model as
a pre-trained encoder and a 6-layered Transformer that is initialized randomly
and trained from scratch as a decoder. They tweak the Beam Search by
modifying the length penalty and the keyword rank penalty and train the model
on German news articles. This paper has the most similar method to the one
used in this paper, as they use a pre-trained model, BERT, for the encoder. The
model architecture also follows the Transformer architecture.

2.5.3 Evaluation
Shu et al. [25] evaluate di�erent points. It first assesses the data consistency
of the original and created headline, using classifiers such as LogReg or
DTree, and compares the resulting scores to other models. Using BLEU
scores, it estimates how similar the headlines’ meanings are to the original
texts. It also assesses the readability of the headlines by comparing readability
scores given by the Flesch-Kincaid metric to other models’ results’ readability
scores. It also assesses the di�erentiability between clickbait and non-clickbait
headlines with the same classifiers that evaluated data consistency.

In the paper by Jin et al. [26], a human evaluation was performed, assessing
the headlines’ relevance, attraction, fluency, and style strength. An automatic
evaluation assessing the quality of the summaries was performed using the
metrics BLEU, ROUGE-1, ROUGE-2, ROUGE-L, CIDEr, METEOR. The
results are then compared to existing studies. The evaluation is di�erent from
[25] as a human survey is used for evaluating readability and attraction, and
faithfulness is measured by di�erent metrics.

In the paper by Song et al. [27], the authors conduct a qualitative and
a quantitative evaluation of the results. The qualitative evaluation is a user
study where the attractiveness, relevance, and grammar are rated by 73 users.
In the quantitative study, the attractiveness is evaluated by a state-of-the-art
popularity predictor, and the faithfulness is evaluated by the ROUGE metric,
and compared to the results of other models. This evaluation method is very
similar to the one used by [26].

In the paper by Anastasiu et al.[28], the evaluation is also made up of an
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automated and a manual human method. In the automatic evaluation, the
authors create their own evaluation metric, called SentenceSim, in addition
to using the ROUGE metric. In the manual evaluation, evaluators check the
grammar of the headlines and if the information corresponds to the article.
This evaluation method is similar to [26] and [27], except that the authors also
create an automatic tool for evaluating attractiveness.

Therefore, it can be noted that the papers use similar methods to evaluate
their models. All combine a human survey and automatic evaluation tools,
except [25] which only uses automatic tools. The metrics for evaluating
faithfulness di�er, and some papers combine several metrics for this. Also,
readability or comprehensibility is evaluated in the human survey in some
papers and automatically in others.

2.5.4 Summary and Discussion
All the papers show positive results, managing to create headlines that are
optimized to be eye-catching or search-engine optimized. In this study, the
goal is to try a method that is easier to implement than the methods mentioned
above, which combine di�erent machine learning techniques and models and
do not use pre-trained models. It could also potentially yield better results,
as the Transformer architecture is currently state-of-the-art for solving NLP
problems. If this study achieved positive results, the method should be simpler
to implement for people interested in automatically generating eye-catching
headlines. Also, the same method could be used for fine-tuning BART for
other purposes, by changing the data that is used.

The compilation of related works also permitted to see which evaluation
methods are usually used in papers with similar goals. Following the related
works, a survey was used to analyze how eye-catching the headlines are.
The related works used many di�erent metrics for measuring how alike the
generated headlines are to the original headlines. It was decided that the
ROUGE metric would be used in this paper as several papers had used it. Some
papers used several metrics to measure this, but it was deemed redundant to
do the same in this paper. Lastly, for measuring comprehensibility, the papers
used surveys or the Flesch-Kincaid score. It was deemed in this paper that
including this part in the survey would maybe discourage participants from
answering it as it would take too long, and the Flesch-Kincaid score was
deemed not very relevant as it only takes into account the number of words,
the number of sentences, and the number of syllables of the words in a text
[29], which did not seem like good metrics for evaluating short headlines.
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Chapter 3

Method

This chapter will provide an overview of the method used for completing the
goals of the thesis. Section 3.1 describes and discusses the chosen dataset
and how it was processed. Section 3.2 describes the model used and its
implementation. Section 3.3 details and discusses the evaluation method used
for this research.

3.1 Data
In this section, the data used for fine-tuning the model, and its pre-processing,
is described.

3.1.1 Choice of dataset
The choice and processing of the data were crucial for accomplishing the
study’s goals, as the model would be fine-tuned using this data. The selection
of the dataset was based on the purpose of the study. When fine-tuned, the
model should be able to create eye-catching and truthful headlines. This means
that the dataset should contain article and headline pairs that correspond to
those criteria.

3.1.2 Dataset description
The dataset that was chosen is the Popular News Articles dataset by Web.io
[30]. This dataset contains 170 882 articles with at least 100 Facebook
shares within three days of the original post and their corresponding meta-
data. The articles were crawled during February and March of 2017, from
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1161 publications. Among others, it contains information about how many
times the articles were shared or liked on social media. Each article, with its
corresponding meta-data, is stored as a JSON file.

3.1.3 Pre-processing of dataset
Several steps were taken to pre-process the dataset. Those steps are represented
in Figure 3.1.

The first step was the initial pre-processing. This included removing the
articles that were written in other languages than English, and the articles that
did not contain a headline. Some of the article titles contained the source,
those were modified to remove this information from the string as this was not
a wanted behaviour to be adopted by the model. In addition to this, the article
text often contained the headline as the first sentence, this was also removed so
that the model would not learn that it should just always use the first sentence
as summary. The initial pre-processing left 142 247 articles, represented in
bin 2 in Figure 3.1.

The next step was to create a Training Dataset and an Evaluation Dataset,
which would contain article-headline pairs with attention-catching headlines.
To achieve this, all articles were given a weighted popularity score, which is
the number of shares that the article had received on Facebook divided by the
number of shares that an article from the same publication received on average.
The weighted popularity score of one article is given by Formula 3.1.

Weighted popularity score =
shares of article

mean share of articles posted by publication
(3.1)

Then, the articles scoring in the top 50% were kept (as shown in bin
3 in Figure 3.1), 80% of those articles, chosen randomly, were put in the
Training Dataset, and the remaining 20% were put in the Validation Dataset,
represented as bin 4.1 and 5.1 in Figure 3.1.

Finally, the articles and titles in both datasets were encoded to vectors
containing numbers, where one number corresponds to one word, using the
Tokenizer library created by HuggingFace. The result of this is represented as
bin 4.2 and 5.2 in Figure 3.1. The encoding datasets were then used as inputs
to the HuggingFace model.
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Figure 3.1: Schema representing the pre-processing of the dataset.
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3.2 Model Implementation
The model that was used is the BART model as implemented by the HuggingFace
library. More specifically, the model in the library is called BartForConditional-
Generation, and is a pre-trained model made specifically for text summarization.
The library also contains other implementations of BART, for example BartFor-
SequenceClassification or BartForQuestionAnswering, which
serve other purposes.

The implementation that was made to fine-tune the model used the Trainer
class of the HuggingFace library. This class permits to smoothly fine-tune
the pre-trained BartForConditionalGeneration model on additional
data. This method was chosen as the library is a state-of-the-art (to my best
knowledge) library for NLP model implementations. The training was run on
the Amazon SageMaker platform, using a ml.p3.2xlarge EC2 virtual server,
which possesses 1 GPU with 16 GB memory.

To choose the parameters used for the fine-tuning of the model, the default
values implemented in the HuggingFace Trainer were first used. The batch
size had then to be lowered since the virtual machine that was used in the
project could not handle such a high number. HuggingFace uses a mechanism
that makes the learning rate automatically decay linearly during the training.
The chosen parameters for the fine-tuning of the model are represented in
Table 3.1 below. The model implementation and chosen parameters are further
discussed in Section 5.1.2.

Batch size Number of epochs Original learning rate Weight decay
3 3 5.6e-5 0.01

Table 3.1: The model parameters.

3.3 Evaluation
In this section, the di�erent factors that were evaluated in the study and the
method used to assess them are presented.

3.3.1 Faithfulness
The first factor that was evaluated was the faithfulness of the generated
headlines compared to the original headline, which means how alike the
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generated headline is to the original headline. The variants ROUGE-1,
ROUGE-2, and ROUGE-L of the ROUGE metric were used to measure
this. This metric was chosen as it is a state-of-the-art metric for measuring
automatic summarization. If the headline accurately represented the articles in
the dataset, it should also indicate how well the generated headline represents
the article.

To collect these results, the fine-tuned model and the original BART
summarization model were used to create headlines for the same 1000 random
di�erent test articles. Then the ROUGE score for each headline was calculated,
and the mean of the ROUGE scores for all 1000 headlines was measured for
the models, giving the resulting metric. The results were also compared to the
ROUGE scores obtained by Jin et al. [26] and Song et al. [27] to see how
fine-tuned BART compares to other models with a similar purpose. The paper
by Shu et al. [25] was not included as it did not use the ROUGE metric.

3.3.2 Attractiveness
The second evaluated factor was the attractiveness or the "eye-catching factor"
of the headlines. To perform the evaluation of attractiveness, a questionnaire
was sent out. In the first part of the questionnaire, 10 questions asked the
respondents to rank how eye-catching three headlines of the same article were,
which were the human-written headline, the one generated by the original
BART model, and the one generated by the fine-tuned BART model. In the
second part, respondents answered 15 questions asking them to give a score to
headlines generated by the fine-tuned BART model on an attractiveness scale
from 1 to 5, where the scale was defined as shown below.
1: not eye-catching at all
2: mildly eye-catching
3: quite eye-catching
4: eye-catching
5: very eye-catching.
Examples of both types of questions are presented in Figure 3.2 and Figure 3.3
respectively. The results were also compared to the results of Jin et al. [26]
and Song et al. [27].
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Figure 3.2: Example of one question in the first part of the survey.
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Figure 3.3: Example of one question in the second part of the survey.

3.3.3 Comprehensibility
The third factor that was evaluated was the comprehensibility of the headlines.
The comprehensibility factor should include correct grammar, no word or
sentence repetition, and clarity of the headline’s meaning. To perform the
evaluation of comprehensibility, we manually checked 20 headlines generated
by fine-tuned BART and gave them a score of 0, 0.5, or 1 depending on if
the headline is not comprehensible, partially comprehensible, or completely
comprehensible.

Other methods of evaluation for comprehensibility were considered but not
used. The first one was to use an automatic evaluation tool such as Grammarly
that would check the grammar of the sentence. However, this was set aside
as sometimes, headlines are not grammatically correct with intention. For
example, often the words "a or "the" are removed from a headline to make
it more concise, as in the headline "New Plymouth woman faces loss of her
faithful friend and companion", which should be "New Plymouth woman faces
the loss of her faithful friend and companion" if grammatically correct. The
second method of evaluation that was considered but not used was to use
the same scoring system and ask the survey respondents to rate 20 random
headlines. However, it was deemed that it would not be worth putting in the
survey, as it would make it longer and maybe deter people from participating,
while most people would probably rate the comprehensibility of a sentence
similarly.

The results were finally compared to the results of Jin et al. [26] and Song
et al. [27].
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Chapter 4

Results and Analysis

In this chapter, the results are presented and analyzed.

4.1 Samples of model output
Samples of headlines outputted by the model can be found in Table 4.1 below,
where they can be compared to the human-written headlines and to headlines
generated by the original BART model for the same article.

Some comments that can be made by manually analyzing the headlines
shown in the sample is that the headlines generated by fine-tuned BART are
written in a style that is very di�erent from the summaries generated by the
original BART summarizer. It also tends to create shorter summaries. The
human-written headlines and the ones created by fine-tuned BART seem to be
the most similar. In addition to this, all the headlines seem to have the same
theme, which suggests that they all describe the article satisfactorily.

Generating one encoded headline from an article encoding took on average
2, 85 seconds measured over 100 headline generations, including the encoding
of the article to word embeddings, and the decoding from word embeddings to
text of the generated headline. No serious study that documented how much
time a human spends writing a good headline for an article could be found,
but it would probably take more than the time that the model takes. Therefore,
it could be worth using the model, even if the generated headline would be
somewhat worse than the human-written ones.
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Human-written headline Original BART Fine-tuned BART

Government watchdog holds
o� on probe of Trump hotel

lease - Mar. 20, 2017

Inspector general Carol
Ochoa says she’ll wait until

the agency determines
whether Trump’s company

violated its

GSA holding o� on
investigating Trump hotel

lease

Go Grocery Shopping And
We’ll Tell You What People

Love About You

Go Grocery Shopping And
We’ll Tell You What People
Love About You You got:

Your friendliness

What People Love About You
(and Why We Love Them)

British DJ David Taylor
jailed for six years in Bali
over police o�cer murder

Taylor, 35, and his Australian
girlfriend, Sara Connor, 46,

have been on trial in the
popular Indonesian

David Taylor jailed for six
years for murder of Bali

police o�cer

Di�erent directions for Wild,
Blue Jackets since milestone

matchup

The Minnesota Wild and the
Columbus Blue Jackets meet
for the first time since their
milestone matchup on New

Year’s Eve

Wild, Blue Jackets battle it
out for 1st time since 1992

Terrifying moment packed
737 passenger plane nearly
crashes into the sea during

botched landing at notorious
St Maarten airport

Pilot makes dramatic
last-minute manoeuvre to
avoid smashing into water

during hair-raising approach.
Westjet

Pilot makes dramatic
last-minute manoeuvre to
avoid crashing into water

during hair-raising approach

Strictly Come Dancing’s
Giovanni Pernice reveals he’s

still in contact with
ex-girlfriend Georgia May

Foote

Giovanni Pernice, 26, made
the confession on Lorraine.

The ballroom heartthrob

Georgia May Foote and
former flame Giovanni

Pernice are still in touch,
reveals former Strictly

American University of
Beirut settles U.S. lawsuit for

$700,000

The agreement resolved a
case originally filed under

seal by an unnamed
complainant. The university

also agreed to revise its
policies

American University of
Beirut to pay $700,000 to

settle lawsuit over Hezbollah

Tottenham becoming
stronger than Arsenal AND
Manchester United thanks to

Mauricio Pochettino, says
Everton boss Ronald Koeman

Ronald Koeman believes
Mauricio Pochettino is doing
a ’fantastic job’ at Tottenham

Ronald Koeman: Tottenham
are stronger than Manchester

United and Arsenal

Table 4.1: Table showing Human-written headlines, headlines outputted by
BART and headlines outputted by fine-tuned BART for the same articles.
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4.2 Faithfulness

Measure Original BART Fine-tuned BART
ROUGE-1precision 0.199 0.643

ROUGE-1recall 0.332 0.665
ROUGE-1fmeasure 0.242 0.646
ROUGE-2precision 0.088 0.527

ROUGE-2recall 0.143 0.541
ROUGE-2fmeasure 0.106 0.527
ROUGE-Lprecision 0.175 0.622

ROUGE-Lrecall 0.293 0.644
ROUGE-Lfmeasure 0.213 0.625

Table 4.2: ROUGE scores for 1000 headlines generated by fine-tuned BART.

The results of calculating the mean ROUGE score of 1000 headlines generated
by the original BART model and the fine-tuned BART model are presented
in Table 4.2. It shows that the fine-tuned BART model is much better at
generating headlines similar to the hand-written headlines than the original
BART model.

Measure TitleStylist
ROUGE-1 0.266
ROUGE-2 0.098
ROUGE-L 0.237

Table 4.3: ROUGE scores documented by Jin et al. in their results.

Measure PORL-HG
ROUGE-1 0.3423
ROUGE-2 0.1535
ROUGE-L 0.2948

Table 4.4: ROUGE scores documented by Song et al. in their results.
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Figure 4.1: Bar graph showing the ROUGE scores of the di�erent models.

The ROUGE scores obtained by Jin et al. and Song et al. in their papers
are documented in Table 4.4 and Table 4.3. These scores and the scores
shown in Table 4.2 are compiled in Figure 4.1, to give more visibility to the
di�erences between the results. The ROUGE scores obtained by Jin et al.
and Song et al. are higher than the scores for original BART, and lower than
the scores obtained by fine-tuned BART presented in this study. This means
that fine-tuned BART is better at generating headlines that correspond to the
article’s human-written headline. The reliability of these results are discussed
in Section 5.1.4

Another interesting remark that can be made is that the original BART
model and the fine-tuned BART model show a similar trend, with both having
a higher recall than precision. This means that the models tend to add words
which are not present in the original headline, in the generated headline,
making the headline too long, rather than ’forgetting words’, which would
make it too short.
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4.3 Attractiveness
The survey had 33 respondents.

Human-written headline BART Fine-tuned BART
1.682 2.497 1.821

Table 4.5: Average rank given to each type of headline.

Figure 4.2: Bar graph showing the average score for the headlines created by
a human, BART and fine-tuned BART.

Table 4.5 shows the average rank given to the di�erent types of headlines.
Figure 4.2 shows more detailed information, by showcasing the average score
of each headline. The score was given by transforming each rank given by a
respondent to a score, with rank 1 = score of 3, rank 2 = score of 2 and rank
3 = score of 1. These results show that the human-written headlines perform
the best, followed very closely by the ones created by fine-tuned BART. The
ones generated by BART were ranked substantially worse than the other two
categories.
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Figure 4.3: Scatter plot showing the average score given to the headlines
created by fine-tuned BART.

Looking at the second part of the survey, the average score given to the
headlines was 3.31. This means that the generated headlines were considered
’quite eye-catching’ on average. Figure 4.3 showcases the average score given
to each headline.
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Figure 4.4: Box plot showing the spread of the average score that each headline
got and the spread of the average score that each user gave.

When further analyzing the scores given to each di�erent headline, we see
that the average score fluctuates, the worst one being 2.42 for headline 12,
and the best being 4.36 for headline 1. Figure 4.4 represents the spread of
the headline average scores in a box plot. The average standard deviation for
the answers of one headline was 1.056. This means that the answers were
quite dispersed, and the respondents were divided on how to score the same
headline. Therefore, how eye-catching the respondents perceive the headlines
to be seems quite subjective.

When looking at the scores given by each di�erent respondent: the average
score also fluctuates, the most critical one giving an average score of 1.933 to
the headlines, and the most positive giving an average score of 4.467. Figure
4.4 represents the spread of the respondents’ average score given in a box plot.
The standard deviation between the average scores given by each respondent
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was 0.538, which means that some gave lower scores overall to all headlines
and vice-versa.

The evaluation methods used in the papers by Jin et al. and Song et al. were
not exactly the same as each other or as the ones used in this paper. Still, it can
be interesting to summarize their results here to see if they are comparable
to the ones of the fine-tuned BART model. Jin et al. used a survey, which
found that the clickbait headlines that they generated were even more attractive
than human-written ones, while still staying truthful to the original article[26].
However, only three people answered their survey, which makes the study not
very statistically significant. Song et al. also used a human survey to evaluate
the attractiveness of the headlines generated by their model. The survey asked
the participants to choose which was the most eye-catching between a headline
generated by their model and one generated by another model, the one by Chen
and Bansal. [31] 63,1% of the respondents judged the headlines generated by
the model by Song et al. to be more attractive [27].
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4.4 Comprehensibility

Headline Score
Syria war: 2016 was the worst year for Syrian children, says Unicef 1
The White House’s List Of Terrorist Attacks It Says The Media Didn’t
Cover Is Problematic

1

Cracker Barrel Update: Brad Posts Update On Wife Getting Fired From
The Company

0.5

Singapore dollar hits all-time high against Malaysian ringgit 1
Food funds for women, children and elderly threatened by Trump budget 1
Seven Earth-sized worlds found orbiting nearby star; could support life 1
BREAKING: Two more significant arrests made over Westminster terror
attack

1

ERNIE: Demolition of super-computer ERNIE brought down 0.5
Republicans plan to block investigation of Donald Trump’s Russia ties
and conflicts of interest

1

Kentucky governor signs hate crime law after Dallas slayings 1
Kurt Angle Explains Why John Cena Is The Greatest WWE Star Of All
Time

1

Karen Clifton shows o� toned figure in adorable workout video with pet
dog

1

Blizzard of social-media memes about the East Coast blizzard 1
Khizr Khan: U.S. immigration review story is a hoax 1
Unaltered Star Wars trilogy rumoured to be re-released to mark 40th
anniversary

1

Kim Kardashian Had a Premonition Something Bad Was Going to
Happen in Paris

1

How To Cut Car Crash Fatalities In Half Without Everyone Wearing A
Seat Belt

1

WWE News: Former World Heavyweight Champion Requests Release
From The WWE

1

Manchester United’s Phil Jones pulls out of England squad with
suspected broken toe

1

Police hunt man after woman beaten to death in south London street 1

Table 4.6: Comprehensibility score for 20 headlines.

Table 4.6 shows the comprehensibility score of each headline. The comprehensibility
score indicates correct grammar, no repetition of words and clarity of the



38 | Results and Analysis

sentence’s meaning. 20 randomly sampled headlines were generated by fine-
tuned BART, and given a score of 0, 0.5 or 1 depending on if the headline is
not comprehensible, partially comprehensible or completely comprehensible.
The table shows that the headlines generated by the fine-tuned BART model
were deemed to be very comprehensible, with an average score of 0.95. The
use of capital letters for all the words in the headline, and the absence of words
such as "a" or "the" were not deemed as grammar faults as this is a common
method of writing headlines. Both headlines which did not get a 1 score had
the issue of words getting repeated.

Jin et al. evaluated comprehensibility with a human survey, which found
that their fluency scores were higher than the fluency scores of the human-
written headlines [26]. Song et al. also used a survey to evaluate the
grammaticality of the generated headlines on a scale from 1 to 5. The final
score was 3.95 [27].

4.5 Summary of results
To summarize the results, the model has performed well, when looking at
the criterion faithfulness, attractiveness and comprehensibility, in addition to
creating headlines fast. Some error factors of the study will be discussed in
Section 5.
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Chapter 5

Discussion

5.1 Method and results discussion
Several factors that could have contributed to potential issues with the proposed
model and the study results will be discussed in this section.

5.1.1 Dataset
The dataset itself seems to come from a credible source. Yet, the first criticism
about the reliability of the dataset itself is that the dataset description says that
the articles are in English but it contains some articles in other languages. In
addition to this, as the dataset contains articles crawled from many di�erent
newspapers, some of those could be sources that are less credible than others.
This could potentially lead to the dataset consisting of some articles and
headlines containing di�erent biases. It could also mean that it contains
headline-article pairs where the headline does not adequately represent the
article’s content.

When manually analyzing the dataset, some issues stood out. Often, the
first sentence of the article text was the headline. These occurrences were
removed in the whole dataset, but if the headline given by the database and
the title in the article were not a 100% match, it would not get removed
automatically. Also, the headlines often contained the source of the article
in the end, which also were removed. In addition to this, the dataset is crawled
from real articles and headlines from the web, which could possibly contain
di�erent biases or errors that would be incorporated into the model. Also,
the crawler could have made mistakes and, for example, saved an incorrect
sentence as the headline.
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An additional potential issue with the datasets that serve as an input for
the model training is that it is assumed that the attractiveness of the headline is
correlated with the number of shares of an article. This assumption led to using
the chosen dataset and selecting the articles for the training and validation
datasets using the score that is given by Equation 3.1. However, many other
factors could influence the number of shares that an article receives other
than the article headline. For example, maybe specific topics could interest
readers more, and therefore articles about those subjects could be more popular
(measured in shares) independently of the publication.

5.1.2 Model Implementation
As mentioned in Section 1.5 and Section 3.2, due to a lack of time and
resources, not many di�erent parameters could be used to see if changing
those could improve the model. The variations that were tried are: di�erent
percentages of the total dataset used as training and validation dataset, which
were 5%, 25% and 50%. It could have been interesting to also change the
batch size, the number of epochs, the weight decay and the learning rate to see
if it could benefit the model. Especially, it could have been interesting to base
the parameters on the ones used in related papers instead of the ones given as
default in the library. In addition to this, a larger batch size could have made
the training faster, which would given more time to tweak the model between
each training.

5.1.3 Evaluation
The evaluation reliability can be discussed because of several points.

Firstly, the ROUGE score shows how close the generated headline is to the
human-written one, and a higher score is deemed better. However, in theory,
the generated headline could better summarize or be more eye-catching than
the human-written one, which would make the score lower, but would be a
better result. Also, if the human-written headline was bad and the ROUGE
score was high, it would show a high score, but in fact, it would be a bad
result.

Secondly, the human evaluation can be unreliable because of several
factors. The respondents may be biased by factors exterior to the ’eye-catching
factor’. For example, it could be hard for respondents to abstract the theme of
the headline, and it seems like a natural behaviour to rate headlines where the
theme is interesting for the respondent higher than another where the theme
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is less interesting. In addition to this, there is a possibility of a human error,
for example, if the respondents misunderstand the instructions, or click on the
wrong input by mistake.

Lastly, maybe it could have been interesting to use a human survey or an
automated tool to evaluate the comprehensibility of the headlines.

5.1.4 Results
The reliability of the results can be discussed based on several points.
Firstly, it was not possible to find the code for the models developed by the
named papers. This meant that the results given by the authors in the study
had to be used directly, and that the ROUGE scores were not calculated on
the same amount of data or the same datasets. In addition to this, in both
papers, the type of ROUGE score used (recall, precision or f-measure) was not
specified. It was assumed that the papers documented the ROUGE f-measure
as it compiles the recall and precision together.

One criticism of the survey used in the manual evaluation is that it would
have been interesting to have more respondents, or more headlines to rank and
rate in the survey, to get a more statistically significant result.

5.2 Ethical and sustainability considerations
There are several ethical and sustainability considerations which are relevant
to this study.

5.2.1 Ecological sustainability
The first subject that should be considered is the ecological sustainability
aspect of training the model. When testing di�erent implementations of the
model, each training takes electrical resources. However, it can be argued that,
as an existing model was fine-tuned instead of training a model from scratch,
the resources that would otherwise have used for the pre-training of the dataset
were saved. Also, by using the model for writing the headlines, electricity from
the computers of the humans who would write the headlines could be saved.

5.2.2 Social sustainability
The second subject that should be considered is the social sustainability of the
model. Several issues pertaining to this are discussed below.
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Bias in AI

One point that is crucial to think about when training a machine learning
model, as briefly mentioned in Section 5.1.1, is that di�erent biases such as
biases against minorities can be incorporated in an AI model, when present in
the data that the model uses for training [32]. It is important that automatic
models do not reflect these negative societal biases. This could be especially
prevalent in the type of dataset used for this study, as online articles tend to
create headlines which can be provocative or shocking to induce the reader to
read the article. However, no such bias was noticed any when analyzing the
dataset or the results. An idea to mitigate this could be to use a dataset which
only contains articles from very reliable sources. Another idea would be to
use moderators to remove unwanted articles or headlines from the dataset, but
this would be very time-consuming.

"Clickbait" titles

Another social sustainability aspect to consider is the implication of the
existence of the model which can create eye-catching headlines automatically.
There is a lot of criticism today about newspapers writing ’clickbait’ articles
which do not represent the article well. However, a good model that would
write interesting headlines while still representing the article’s content well
could be an asset that would rather solve this issue than further spreading it.

Consequences on human labour

Another social sustainability aspect to consider is the model’s potential impact
on the journalists employed today. Could a consequence of the model’s
existence be that they lose their jobs? Probably not, as the journalists are
still needed for the writing of the article text. It can also be argued that the
time that the journalist spent on writing the headline could be used instead
for potentially more interesting activities such as research or writing another
article. In addition to this, the model could be used as an additional tool for
when the journalist cannot come up with a title or wants inspiration.

5.3 Limitations
This study carried some limitations. Firstly, as mentioned in Sections 1.5, 3.2
and 5.1.2 the time limit constrained the number of model parameters that were
tested. It also made it hard to deep dive in the di�erent potential issues that
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are named in Sections 5.1 and 5.2. Secondly, the reliability of the results is
limited by the factors mentioned in Sections 5.1.3 and 5.1.4.
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Chapter 6

Conclusions and Future work

6.1 Conclusions
In conclusion, the research question posed in Section 1.2 can be answered:
based on the results achieved in this thesis, the fine-tuned BART model
performs in a successful and e�cient way for creating eye-catching headlines
in English. The purpose stated in Section 1.3 is fulfilled as a model which can
be used to create headlines automatically was obtained. It would be interesting
to see if it can be used in a real-world setting. The initial goal and the sub-
goals that were set in Section 1.4 were also met, as the dataset was found and
pre-processed, and the model was implemented, trained and evaluated.

When evaluating the results of the model, the headlines created by the
model were deemed to be faithful to the original headlines, eye-catching,
and comprehensible. However, some potential issues and limitations were
discussed in Chapter 5. The potential issues associated with the implementation
of the method pertained to the reliability of the dataset, the time constraint
which hindered the trial of di�erent parameters, and the di�erent limitations of
the evaluation methods and the results. The ethical and sustainability questions
that apply to this study were mentioned in Section 5.2, which are the issues of
ecological sustainability, bias in AI, and social sustainability. Ideas for solving
these di�erent issues in future work are suggested in the next section.

6.2 Future work
In this section, ideas and advice for potential future work associated with this
study are described.

Firstly, Sections 5.1.1 and 5.2.2 mentioned some potential issues concerning
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the database used in this study. In future work, to avoid these issues, it could
be interesting to find a similar database that seems more reliable, in terms of
the quality of the sources of the articles, and which does not need to be pre-
processed. Also, moderators could be used to manually check for biased data
in the dataset, and remove it.

Secondly, as mentioned in Section 5.1.2, it could be interesting to test the
model using di�erent parameters than the ones used in this study, to see if the
results can be improved.

Thirdly, it could be interesting to resolve the potential issues mentioned in
Sections 5.1.3 and 5.1.4 pertaining to the reliability of the evaluation method
and the results obtained. Firstly, it was hard to find an automatic measure
of the "eye-catching factor" of a headline, and a human survey was used.
Maybe a Deep Learning method could be used to train a model which could
evaluate this automatically. Otherwise, the problems of the human survey
could be mitigated by using more respondents and a longer survey, to get
more statistically significant results and reduce the human error factor. Maybe
an automatic tool could also be used to evaluate the comprehensibility of the
headlines. In addition to this, it would be interesting to run the state-of-the-art
models mentioned on the same data as the model created in this study, to be
able to compare them more fairly.

Finally, it would be interesting to use the same method for other applications
than newspaper article headlines.



REFERENCES | 47

References

[1] P. R. Center, “News consumption across social media in 2021,” 2021.

[2] E. Kumar, Natural Language Processing, 2nd ed. I. K. International
Publishing House, 2012.

[3] L. Deng and Y. Liu, Deep Learning in Natural Language Processing,
2nd ed. Springer Nature Singapore, 2018.

[4] W. S. El-Kassas, C. R. Salama, A. A. Rafea, and H. K.
Mohamed, “Automatic text summarization: A comprehensive survey,”
Expert Systems with Applications, vol. 165, p. 113679, 2021. doi:
https://doi.org/10.1016/j.eswa.2020.113679. [Online]. Available: https:
//www.sciencedirect.com/science/article/pii/S0957417420305030

[5] E. Grossi and M. Buscema, “Introduction to artificial neural networks,”
European journal of gastroenterology hepatology, vol. 19, pp. 1046–54,
01 2008. doi: 10.1097/MEG.0b013e3282f198a0

[6] Y. LeCun, Y. Bengio, and G. Hinton, “Deep learning,” Nature, vol. 521,
p. 436–444, 2015. doi: https://doi.org/10.1038/nature14539. [Online].
Available: https://www.nature.com/articles/nature14539

[7] I. Goodfellow, Y. Bengio, and A. Courville, Deep Learning. MIT Press,
2016, http://www.deeplearningbook.org.

[8] R. Pascanu, T. Mikolov, and Y. Bengio, “Understanding the exploding
gradient problem,” CoRR, vol. abs/1211.5063, 2012. [Online]. Available:
http://arxiv.org/abs/1211.5063

[9] S. Hochreiter and J. Schmidhuber, “Long short-term memory,”
Neural computation, vol. 9, pp. 1735–80, 12 1997. doi:
10.1162/neco.1997.9.8.1735

https://www.sciencedirect.com/science/article/pii/S0957417420305030
https://www.sciencedirect.com/science/article/pii/S0957417420305030
https://www.nature.com/articles/nature14539
http://www.deeplearningbook.org
http://arxiv.org/abs/1211.5063


48 | REFERENCES

[10] K. Cho, B. van Merrienboer, Ç. Gülçehre, F. Bougares, H. Schwenk,
and Y. Bengio, “Learning phrase representations using RNN encoder-
decoder for statistical machine translation,” CoRR, vol. abs/1406.1078,
2014. [Online]. Available: http://arxiv.org/abs/1406.1078

[11] K. Aitken, V. V. Ramasesh, Y. Cao, and N. Maheswaranathan,
“Understanding how encoder-decoder architectures attend,” 2021.

[12] R. Nallapati, B. Xiang, and B. Zhou, “Sequence-to-sequence rnns
for text summarization,” CoRR, vol. abs/1602.06023, 2016. [Online].
Available: http://arxiv.org/abs/1602.06023

[13] K. Al-Sabahi, Z. Zhang, and K. Yang, “Bidirectional attentional
encoder-decoder model and bidirectional beam search for abstractive
summarization,” CoRR, vol. abs/1809.06662, 2018. [Online]. Available:
http://arxiv.org/abs/1809.06662

[14] A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. N. Gomez,
L. Kaiser, and I. Polosukhin, “Attention is all you need,” 2017.

[15] T. Wolf, L. Debut, V. Sanh, J. Chaumond, C. Delangue, A. Moi,
P. Cistac, T. Rault, R. Louf, M. Funtowicz, J. Davison, S. Shleifer,
P. von Platen, C. Ma, Y. Jernite, J. Plu, C. Xu, T. Le Scao, S. Gugger,
M. Drame, Q. Lhoest, and A. Rush, “Transformers: State-of-the-art
natural language processing,” in Proceedings of the 2020 Conference
on Empirical Methods in Natural Language Processing: System
Demonstrations. Online: Association for Computational Linguistics,
Oct. 2020. doi: 10.18653/v1/2020.emnlp-demos.6 pp. 38–45. [Online].
Available: https://aclanthology.org/2020.emnlp-demos.6

[16] U. Khandelwal, K. Clark, D. Jurafsky, and L. Kaiser, “Sample e�cient
text summarization using a single pre-trained transformer.” [Online].
Available: https://arxiv.org/abs/1905.08836

[17] K. Weiss, T. Khoshgoftaar, and D. Wang, “A survey of transfer
learning,” Jul. 2016. [Online]. Available: https://doi.org/10.1186/
s40537-016-0043-6

[18] J. Devlin, M.-W. Chang, K. Lee, and K. Toutanova, “Bert: Pre-training
of deep bidirectional transformers for language understanding,” 2019.

http://arxiv.org/abs/1406.1078
http://arxiv.org/abs/1602.06023
http://arxiv.org/abs/1809.06662
https://aclanthology.org/2020.emnlp-demos.6
https://arxiv.org/abs/1905.08836
https://doi.org/10.1186/s40537-016-0043-6
https://doi.org/10.1186/s40537-016-0043-6


REFERENCES | 49

[19] Y. Liu and M. Lapata, “Text summarization with pretrained encoders,”
CoRR, vol. abs/1908.08345, 2019. [Online]. Available: http://arxiv.org/
abs/1908.08345

[20] A. Radford and K. Narasimhan, “Improving language understanding by
generative pre-training,” 2018.

[21] M. Lewis, Y. Liu, N. Goyal, M. Ghazvininejad, A. Mohamed, O. Levy,
V. Stoyanov, and L. Zettlemoyer, “Bart: Denoising sequence-to-
sequence pre-training for natural language generation, translation, and
comprehension,” 2019.

[22] T. Wolf, L. Debut, V. Sanh, J. Chaumond, C. Delangue, A. Moi, P. Cistac,
T. Rault, R. Louf, M. Funtowicz, J. Davison, S. Shleifer, P. von Platen,
C. Ma, Y. Jernite, J. Plu, C. Xu, T. L. Scao, S. Gugger, M. Drame,
Q. Lhoest, and A. M. Rush, “Huggingface’s transformers: State-of-the-
art natural language processing,” 2020.

[23] C.-Y. Lin, “ROUGE: A package for automatic evaluation of summaries,”
in Text Summarization Branches Out. Barcelona, Spain: Association
for Computational Linguistics, Jul. 2004, pp. 74–81. [Online]. Available:
https://aclanthology.org/W04-1013

[24] E. Lloret, L. Plaza, and A. Aker, “The challenging task of summary
evaluation: an overview,” Language Resources and Evaluation, vol. 52,
pp. 101–148, 2018.

[25] K. Shu, S. Wang, T. Le, D. Lee, and H. Liu, “Deep headline generation
for clickbait detection,” in 2018 IEEE International Conference on Data
Mining (ICDM), 2018. doi: 10.1109/ICDM.2018.00062 pp. 467–476.

[26] D. Jin, Z. Jin, J. T. Zhou, L. Orii, and P. Szolovits, “Hooks in the headline:
Learning to generate headlines with controlled styles,” 2020.

[27] Y.-Z. Song, H.-H. Shuai, S.-L. Yeh, Y.-L. Wu, L.-W. Ku, and W.-C.
Peng, “Attractive or faithful? popularity-reinforced learning for inspired
headline generation,” 2020.

[28] C. Anastasiu, H. Behnke, S. Lück, V. Malesevic, A. Najmi, and J. Poveda-
Panter, “Deeptitle – leveraging bert to generate search engine optimized
headlines,” 2021.

http://arxiv.org/abs/1908.08345
http://arxiv.org/abs/1908.08345
https://aclanthology.org/W04-1013


50 | REFERENCES

[29] R. Flesch, “A new readability yardstick. journal of applied
psychology,” p. 221–233, 1948. [Online]. Available: https:
//doi.org/10.1037/h0057532

[30] Webz.io, “Popular news articles.” [Online]. Available: https://webz.io/
free-datasets/popular-news-articles/

[31] Y. Chen and M. Bansal, “Fast abstractive summarization with
reinforce-selected sentence rewriting,” CoRR, vol. abs/1805.11080,
2018. [Online]. Available: http://arxiv.org/abs/1805.11080

[32] D. Roselli, J. Matthews, and N. Talagala, “Managing bias in
ai,” in Companion Proceedings of The 2019 World Wide Web
Conference, ser. WWW ’19. New York, NY, USA: Association for
Computing Machinery, 2019. doi: 10.1145/3308560.3317590. ISBN
9781450366755 p. 539–544. [Online]. Available: https://doi.org/10.
1145/3308560.3317590

https://doi.org/10.1037/h0057532
https://doi.org/10.1037/h0057532
https://webz.io/free-datasets/popular-news-articles/
https://webz.io/free-datasets/popular-news-articles/
http://arxiv.org/abs/1805.11080
https://doi.org/10.1145/3308560.3317590
https://doi.org/10.1145/3308560.3317590


TRITA-EECS-EX-2022:553

www.kth.se 

https://www.kth.se/

	Introduction
	Background
	Research Question
	Purpose
	Goals
	Delimitations
	Structure of the thesis

	Background
	Research Area
	Natural Language Processing
	Automatic Text Summarization

	Deep Learning
	Background
	RNN & LSTM
	Encoder-Decoder
	Transformer
	Transfer Learning

	BART
	Background and Description
	HuggingFace Transformers Library

	Evaluation methods
	ROUGE
	Human Evaluation

	Related works
	Goal and Purpose
	Method
	Evaluation
	Summary and Discussion


	Method
	Data
	Choice of dataset
	Dataset description
	Pre-processing of dataset

	Model Implementation
	Evaluation
	Faithfulness
	Attractiveness
	Comprehensibility


	Results and Analysis
	Samples of model output
	Faithfulness
	Attractiveness
	Comprehensibility
	Summary of results

	Discussion
	Method and results discussion
	Dataset
	Model Implementation
	Evaluation
	Results

	Ethical and sustainability considerations
	Ecological sustainability
	Social sustainability

	Limitations

	Conclusions and Future work
	Conclusions
	Future work

	References

