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Abstract

With the development of software techniques, software systems nowadays are
becoming highly complex. In order to keep such systems as reliable as possi-
ble, developers need to design various error-handling mechanisms. Considering
that the error-handling code needs to work properly in production, it should
not only be tested o�ine but also verified in production after deploying the
system. Chaos engineering is a technique that assesses a software system’s
error-handling mechanisms in production directly. In order to apply chaos engi-
neering, developers first monitor the target system and identify its steady state.
Then specific failures are injected in a controlled manner so that the system’s
error-handling code is triggered and analyzed. By comparing the observed be-
havior during a chaos engineering experiment with the steady state, developers
confirm whether the designed error-handling mechanisms work as expected.

In the field of chaos engineering, there still exist technical challenges that
a�ect the e�ectiveness of the approach. This thesis makes contributions to the
following three open challenges in chaos engineering.

First of all, as chaos engineering experiments are done in production, it is
important to improve the e�ciency of these experiments. In order to reduce
unrealistic experiments, we propose a new approach that synthesizes chaos
engineering fault models using the naturally happening errors in production.

Second, in order to analyze a system’s steady state and detect its abnormal
behavior during chaos engineering experiments, su�cient observability is the
key. We propose a multi-layer observability improvement solution for Docker-
ized Java applications. With the help of our solution, developers are able to
improve an application’s observability at the operating system level, the runtime
environment level, and the application level, with limited e�ort.

Last, chaos engineering should be helpful to locate actual places for re-
silience improvements. We propose three fault injection approaches that apply
chaos engineering at the application level to take domain-specific knowledge
into consideration.

Keywords: fault injection, dynamic analysis, software resilience, chaos engineering



Sammanfattning
Modern mjukvarusystem blir allt mer komplex i samband med ett växande be-
hov av digitalisering i samhället. För att bibeh̊alla tillförlitligheten gentemot det
ökande komplexitetet i systemet, löser utvecklare detta genom att introducera
olika felhantering mekanismer som utvärderas med rigorösa tester och veri-
fieringar b̊ade i test- och produktionsmiljö för säkerställandet av ett fungerade
system. För utvärdering av produktionsmiljö, kan kaosteknik appliceras genom
att först övervaka systemet för identifiering av dess stabila tillst̊and. Sedan kan
specifika och kontrollerbara fel injiceras för att aktivera de nämnda felhantering
mekanismer som producerar utdata. Denna utdatan f̊angas upp för att jämföra
med de beteende hos systemet i sitt stabila tillst̊and i målet att verifiera om
mekanismerna fungerar som förväntas.

Inom omr̊adet kaosteknik finns det fortfarande tekniska utmaningar som
p̊averkar e�ektiviteten. Denna avhandling ger bidrag till följande tre öppna
utmaningar inom kaosteknik.

Först och främst, eftersom kaostekniska experiment görs i produktionen,
är det viktigt att förbättra e�ektiviteten i dessa experiment. För att minska
orealistiska experiment föresl̊ar vi ett nytt tillvägag̊angssätt som syntetiserar
kaostekniska felmodeller med hjälp av de naturliga felen i produktionen.

För det andra, för att analysera ett systems steady state och upptäcka dess
onormala beteende under kaostekniska experiment, är tillräcklig observerbarhet
nyckeln. Vi föresl̊ar en lösning för förbättring av observerbarhet i flera lager
för Dockeriserade Java-applikationer. Med hjälp av v̊ar lösning kan utvecklare
förbättra en applikations observerbarhet p̊a operativsystemniv̊a, körtidsmiljöniv̊a
och applikationsniv̊a, med begränsad ansträngning.

Till sist borde kaosteknik vara till hjälp för att hitta faktiska platser för
förbättringar av motst̊andskraften. Vi föresl̊ar tre felinjektionsmetoder som
tillämpar kaosteknik p̊a applikationsniv̊a för att ta hänsyn till domänspecifik
kunskap.
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Chapter 1

Introduction

Due to our inability to design error-free hardware and software, computer sys-
tems must be equipped with various error-handling mechanisms [1]. The as-
sessment of these error-handling capabilities has been an important topic in the
world of computer science since the very beginning of research on software de-
pendability [2, 3]. Nowadays software reliability is even more important because
modern software systems can serve millions of users [4]. These systems usually
consist of various software components and are deployed in a highly distributed
way [5].

Because of the high complexity, research about the fault handling capabil-
ities of a large-scale software system becomes challenging [6–8]. For example,
many large-scale software systems adopt the micro-service paradigm. Micro-
service is a type of architecture that implements a system with a set of services
[9]. Adopting micro-service may bring challenges to a system’s reliability. When
a micro-service-based system is deployed in production, it has to be resilient to
unanticipated situations: the network between di�erent services could become
unstable, the external components could become unavailable, end-users could
send malicious requests, etc.

In order to address the challenge of analyzing a software system’s error-
handling mechanisms, fault injection techniques have been researched. As its
name indicates, the idea of fault injection is to actively trigger a specific kind
of failure in a target system [2]. The goal of fault injection is to learn how well
a software system behaves when a failure happens.

Traditional fault injection approaches are mostly applied o�ine or in a test-
ing environment [6]. However, it is challenging to apply these approaches to
large-scale systems because: 1) developers do not have access to every software
component in a system [10], 2) it is di�cult to replicate the production envi-
ronment in a testing environment [11], and 3) it is impossible to have various
tra�c and failure scenarios o�ine [12]. Thus fault injection in production is a
potential solution to these challenges [13].
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CHAPTER 1. INTRODUCTION

Chaos engineering is one of the fault injection techniques that focus on
software reliability in production [14]. Chaos engineering consists of actively
injecting failures in production in a controlled manner. If the software system
works as expected, developers gain confidence in the system’s error-handling
mechanisms. Otherwise, developers get the opportunity to learn from the ob-
served behavior in production and propose resilience improvements [15].

1.1 Background on Chaos Engineering
The idea of chaos engineering was proposed by a company, Netflix, in the
year of 2011 [16]. During that time, Netflix began to move their software
systems to a cloud-based running environment in order to support a larger
number of users. However, the new infrastructure was not very stable and
some of the instances just crashed every now and then. In order to improve the
reliability of services when such a crash happens, Netflix developers implemented
a set of recovery strategies, such as automatic restarting a node and retrying
requests. Theoretically, these strategies prevent a random instance crash from
causing a side e�ect on the services from an end-user’s perspective. To verify
the e�ectiveness of these recovery strategies, the developers actively crashed
virtual machine instances in the production system by implementing a tool called
ChaosMonkey [13]. ChaosMonkey was helpful for developers to gain confidence
in these resilience mechanisms after deploying them.

After ChaosMonkey was published, researchers and practitioners continued
to explore production testing techniques so that di�erent aspects of resilience
in a software system could be evaluated [17]. For example, developers assessed
a service’s resilience by injecting network latency instead of shutting it down.
Finally, the methodology of actively injecting failures in production to learn the
resilience of the target system was summarized as “chaos engineering” [14].
Nowadays, with the rapid development of cloud techniques, chaos engineering
begins to draw much attention from both industry [17] and academia [18].

The state of the art in chaos engineering mainly focuses on two levels
of fault injection in production: infrastructure-level and network-level [19].
Infrastructure-level chaos engineering considers a service’s running environment
as a whole and injects failures that a�ect the whole environment. For example,
shutting down a virtual machine and killing a Docker container are both fault
models for infrastructure-level chaos engineering. Network-level chaos engi-
neering perturbs a service with network issues, such as extra latency and packet
loss.

Both infrastructure-level and network-level chaos engineering have similar
pros and cons. Failures at the infrastructure level and network level are common
in production. Chaos engineering at these levels enable developers to simulate
exactly real-world failures and confirm whether their systems are able to recover
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1.2. PROBLEM STATEMENT

from the injected failures. The major limit of infrastructure-level and network-
level chaos engineering is that the injected failures are not related to concrete
actions to improve a system’s error-handling capabilities. Developers still need
to debug the system and decide a concrete location for resilience improvement.
In this thesis, we explore application-level chaos engineering to address this
problem.

1.2 Problem Statement
First of all, in chaos engineering, developers actively inject failures into a running
system in order to learn whether an error handling mechanism works as expected
or not. Thus a certain type of failure needs to be defined. When deciding on a
specific failure to be injected, the search space for these failures is usually very
large [20]. For example, it is common for a medium-sized software company to
run hundreds of micro-services in their production environment. If developers
only focus on injecting network latency to a micro-service, there are at least
four factors to consider: 1) the target service in the system, 2) the amount of
latency to be injected, 3) the duration of fault injection, and 4) the conditions
for activating the injection. Hundreds of combinations can be set up based
on these four factors. However, it is impractical to try all the combinations in
production because 1) the time of conducting chaos engineering experiments is
relatively limited, and 2) injecting failures in production may bring side e�ects
to users. Thus developers need to prioritize the experiments that maximize the
knowledge they can learn. In this thesis, the first problem we address is about
reducing the fault injection search space for chaos engineering.

Second, in order to understand whether a failure causes any side e�ect on
the target system, the system needs to have su�cient observability. Observ-
ability measures the capability of describing a software system’s internal state
using its observable external behavior [21, 22]. A successful chaos engineering
experiment relies on two conditions of observability: 1) the normal behavior of
this system without injecting any failures can be observed, and 2) the abnormal
behavior during fault injection needs to be detectable. Without the first condi-
tion, developers cannot confirm if a system works as before, or recovers after a
chaos engineering experiment. Without the second condition, developers can-
not learn from a chaos engineering experiment because the abnormal behavior
is not recorded due to the lack of observability. For example, if the injected
failures cause a side e�ect on the memory usage of a system, there must be
a way to monitor the memory usage of the target system. In this thesis, the
second problem is about addressing the insu�cient observability of a software
system.

Last but not least, software failures could happen at di�erent places such
as network connections, operating system failures and application exceptions.
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CHAPTER 1. INTRODUCTION

These failures at di�erent layers can be related to each other in many cases. For
example, a network partition could lead to system call invocations to recvfrom
fail, which can cause a SocketException in a Java program. This means that
the same abnormal behavior can be caused by injecting failures at di�erent lay-
ers. Developers need to decide the proper location for designing error-handling
mechanisms for a specific failure. For example, in order to increase the avail-
ability of a service, developers may need to configure restart policy at the
infrastructure level, and add extra recovery code at the application level. As
most chaos engineering models inject failures at the infrastructure level and
network level, they do not provide developers with su�cient guidance to locate
concrete places for resilience improvements in the application code. In this
thesis, the third problem we focus on is the lack of insights for developers to
improve error-handling mechanisms in application source code based on chaos
engineering experiments.

According to the discussions above, the three problems to be addressed
using application-level chaos engineering are:

• P1: The fault injection search space is too large to be explored in
with experiments in production.

• P2: The observability of a software system does not provide su�-
cient information for chaos engineering experiments.

• P3: Chaos engineering models are not appropriate for developers to
identify concrete locations in application source code for resilience
improvements.

1.3 Thesis Contributions
The common cause of the problems above is that current chaos engineering
models miss application-specific information. Thus we propose to develop
application-level chaos engineering approaches. The closer to the application’s
specific failure scenario an injected failure is, the easier for developers to propose
improvements. Unlike infrastructure-level or network-level chaos engineering,
application-level chaos engineering takes domain-specific knowledge of a target
system into consideration. Both the injected failures and the application’s be-
havioral metrics are tailored based on the application’s characteristics. Since
developers are familiar with the error-handling code that they have written, they
can inject application-level failures that assess this particular code.

In the space of application-level chaos engineering, we make the following
technical contributions.
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1.3. THESIS CONTRIBUTIONS

C1 Fault model synthesis approaches: In order to address P1 of the limited
e�ciency of chaos engineering experiments, we propose two approaches that
help developers define realistic fault models. One enables developers to identify
both fault injection points and corresponding hypotheses using dynamic analy-
sis. The corresponding paper is published in the IEEE Transactions on Software
Engineering [23]. The other one consists in observing an application’s naturally
happening errors in production and generating fault models based on the mon-
itoring data. The paper is published in IEEE Transactions on Dependable and
Secure Computing [24]. We introduce C1 in details in Section 3.1.

C2 Observability improvement: In order to address P2 of the insu�cient
observability, we propose two observability frameworks. One improves a Docker
container’s observability with respect to its system call invocations, without
instrumenting the application. The paper is published in the Future Genera-
tion Computer Systems [25]. The other framework automatically improves an
application’s observability at three layers: the operating system layer, the run-
time environment layer, and the application layer. The corresponding paper is
published as a technical report on arXiv [26]. C2 is presented with details in
Section 3.2.

C3 Domain-specific fault injection: To address P3 of the gap between chaos
engineering models and concrete locations for resilience improvements, we pro-
pose three di�erent fault injection approaches that take application knowledge
into consideration. The first two approaches are designed for Java applications’
error handling mechanisms. One paper focuses on assessing try-catch blocks is
published in IEEE Transactions on Software Engineering [23]. The other one
analyzes methods that throw exceptions, which is published in the proceedings
of IEEE 30th International Symposium on Software Reliability Engineering [27].
The last approach focuses on a specific application domain, blockchain sys-
tems, and evaluates a blockchain client’s reliability with respect to system call
invocation errors. The paper is published as a technical report on arXiv [28].
We discuss C3 in Section 3.3.

Besides the technical contributions, this thesis also makes experimental con-
tributions and contributions to public research.

C4 Experimental contributions: For each proposed technical solution, we
design and conduct empirical studies that systematically evaluate the e�ec-
tiveness of the new approaches. The protocols and results of the experiments
provide guidance for researchers who explore chaos engineering in the future.

C5 Research prototypes and datasets: For sake of open science, we publish
all the source code of the research prototypes, datasets, experiment scripts, and
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CHAPTER 1. INTRODUCTION

Publications
Contributions I II III IV V VI
C1 Fault model synthesis X X
C2 Multi-layer observability X X
C3 Domain-specific fault injection X X X
C4 Experimental contributions X X X X X X
C5 Research prototypes and datasets X X X X X X

Table 1.1: Connections between the contributions and the included papers

results on GitHub: https://github.com/KTH/royal-chaos.
Table 1.1 summarizes the connections between the contributions and the

included papers. It shows that each paper has a di�erent focus on technical
contributions (C1, C2, and C3). Every technical solution is evaluated with
experimental studies. The solutions are open-sourced together with the corre-
sponding experiments and datasets. Thus the included papers all make experi-
mental contributions (C4) and contributions to publishing research prototypes
and datasets (C5).

1.4 List of Publications
This is a complication thesis that includes the following six research papers.

Paper I: Maximizing Error Injection Realism for Chaos Engineering With
System Calls

Zhang, L., Morin, B., Baudry, B. and Monperrus, M.
IEEE Transactions on Dependable and Secure Computing (2021)

Summary: Considering that the fault injection search space in production is
too large to be completely explored (P1 discussed in Section 1.2), we propose
a new methodology called Phoebe that synthesizes fault models for chaos
engineering experiments. Phoebe first enhances the observability of a target
system and monitors its system call invocations in production. Then Phoebe
generates fault models based on the observed naturally happening errors. We
evaluate Phoebe using two real-world applications. The results show that
Phoebe successfully synthesizes realistic fault models using the production
data. The error models enable developers to detect reliability weaknesses with
respect to system call invocation errors in their systems. This paper belongs to
contribution C1.

8

https://github.com/KTH/royal-chaos


1.4. LIST OF PUBLICATIONS

Paper II: A Chaos Engineering System for Live Analysis and Falsification
of Exception-handling in the JVM

Zhang, L., Morin, B., Haller, P., Baudry, B. and Monperrus, M.
IEEE Transactions on Software Engineering (2019)

Summary: In order to provide application-specific insights of a system’s re-
silience (P3 in Section 1.2), we propose ChaosMachine, a new methodology
for application-level chaos engineering. ChaosMachine focuses on evaluating
a Java application’s error-handling code by actively injecting Java exceptions
at runtime. ChaosMachine enables developers to directly define fault in-
jection points and hypotheses using annotations. It also supports identifying
fault injection points at runtime using bytecode instrumentation. By evaluating
ChaosMachine on 3 large-scale and well-known Java applications, the results
show that ChaosMachine successfully detects both strengths and weaknesses
of a system’s error-handling code in production. This paper refers to contribu-
tions C1 and C3.

Paper III: TripleAgent: Monitoring, Perturbation and Failure-Obliviousness
for Automated Resilience Improvement in Java Applications

Zhang, L. and Monperrus, M.
IEEE 30th International Symposium on Software Reliability Engineering (2019)

Summary: In order to address P3 in Section 1.2, we propose an application-
level chaos engineering solution named TripleAgent that combines auto-
mated monitoring, fault injection, and resilience improvement. TripleAgent
evaluates a Java system’s reliability at the level of methods. By injecting
exceptions that are declared by a method, TripleAgent triggers the cor-
responding error-handling code in the invocation stack. By applying failure-
oblivious computing, TripleAgent automatically handles the injected ex-
ceptions and compares the e�ectiveness with the default exception handler.
TripleAgent is evaluated on two real-world Java applications. The results
show that TripleAgent succeeds in automatically improving the reliability of
Java applications with respect to uncaught or mishandled exceptions, with a low
overhead that is acceptable in production. This paper belongs to contribution
C3.

Paper IV: Observability and Chaos Engineering on System Calls for Con-
tainerized Applications in Docker

Simonsson, J., Zhang, L., Morin, B., Baudry, B. and Monperrus, M.
Future Generation Computer Systems (2021)
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CHAPTER 1. INTRODUCTION

Summary: To address P2 in Section 1.2, we propose ChaosOrca, a tool
that improves the observability of Dockerized applications at three layers: the
system call layer, the container layer, and the application layer. With the
improved observability, ChaosOrca enables developers to inject system call
invocation errors without instrumenting the application in production. We eval-
uate ChaosOrca on three real-world applications. The results show that
ChaosOrca is e�ective in detecting resilience weaknesses with respect to sys-
tem call invocation errors. This paper makes contribution C2.

Paper V: Automatic Observability for Dockerized Java Applications

Zhang, L., Tiwari, D., Morin, B., Baudry, B. and Monperrus, M.
Under review at Journal of Systems and Software as of Sep 2022

Summary: Considering the challenges in improving a software system’s ob-
servability (P2 in Section 1.2), we propose Pobs, a new methodology to au-
tomatically improve the observability of Dockerized Java applications. Pobs
adopts automated transformations of Docker files to attach additional observ-
ability components for an application. The observability is enhanced in three
di�erent layers: runtime environment, application, and system calls. Pobs is
evaluated using 114 real application Dockerfiles found on GitHub, showing that
71% of the Dockerfiles can be successfully augmented by Pobs with better
observability. This paper refers to contribution C2.

Paper VI: Chaos Engineering of Ethereum Blockchain Clients

Zhang, L., Ron, J., Baudry, B. and Monperrus, M.
Under review at ACM Distributed Ledger Technologies: Research and Practice
(DLT) as of July 2022

Summary: Considering that developers need to decide concrete locations for
resilience improvement (P3), we propose a new methodology called ChaosETH
that assesses the resilience of di�erent Ethereum clients using chaos engineer-
ing. ChaosETH first monitors a running Ethereum client to capture its steady
state. Then it conducts chaos engineering at the level of system call invocations
using realistic error models. Finally, ChaosETH compares the client’s behavior
before, during, and after the chaos engineering experiment for resilience anal-
ysis. By evaluating ChaosETH on the two most popular Ethereum clients,
the results show that ChaosETH successfully reveals a broad spectrum of
resilience characteristics of both clients. The paper makes contributions to
domain-specific fault injection (C3).
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1.5. NON-INCLUDED PUBLICATION

1.5 Non-included Publication
The author also participates in the following two publications, which are not
included by this dissertation.

Production Monitoring to Improve Test Suites

Tiwari d., Zhang L., Monperrus M. and Baudry B.
IEEE Transactions on Reliability (2021)

Summary: In this paper, we propose a new approach called Pankti that
uses production executions to improve test suites. By converting an applica-
tion’s behavior in production into test oracles, Pankti generates new unit test
cases for the methods that are not covered by the existing test suite, or for
the methods that are poorly tested. Though Pankti focuses on improving the
quality of test suites which is not chaos engineering, its production monitor-
ing solution is related to improving an application’s observability in the field of
chaos engineering.

1.6 Thesis Outline
As a complication thesis, this dissertation consists of two parts. The first part
is a summary of the included research papers. Chapter 2 presents the back-
ground and state of the art in the field of fault injection and chaos engineering.
Chapter 3 details the technical contributions of the dissertation. Chapter 4
shows the evaluation methodology and results. Chapter 5 concludes the thesis
and discusses the potential future work. The second part of the dissertation
includes all the papers that are discussed in the thesis.
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Chapter 2

Concepts & State of the Art

In order to help readers understand the concepts and the context that are related
to this dissertation’s contributions, this chapter introduces the core concepts,
related works, and open challenges in the fields of fault injection, observability,
and chaos engineering.

2.1 Fault Injection

2.1.1 Background on Fault Injection
Fault injection techniques aim at improving software dependability. Depending
on what target for dependability analysis is, fault injection can be applied at
di�erent layers. For example, developers can use fault injection techniques to
simulate a bit-flip in the memory and learn whether an operating system can
tolerate such failures [29]. Developers can also crash a worker process to see if
a daemon service is able to start up a new one. Based on the ways of imple-
mentation, fault injection techniques include hardware-based fault injection and
software-based fault injection. In the rest of this thesis, software-based fault
injection is mainly discussed.

Fault injection can be applied in di�erent phases of software development,
with a di�erent focus. Mutation testing is one of the fault injection techniques
that are applied in the phase of unit testing. It helps developers to discover
untested corner cases. The coverage of the unit test suite is further improved
with the help of mutation testing [30]. When fault injection is applied in inte-
gration testing, it enables developers to test the interactions between di�erent
components. When fault injection is conducted in production, it is usually called
chaos engineering. Fault injection in production, or chaos engineering, is a new
topic under exploration nowadays. Section 2.3 will introduce the background
of this topic with more details.
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CHAPTER 2. CONCEPTS & STATE OF THE ART

Core Concepts

The following concepts are essential to systematically describe a fault injection
approach.

Fault Model A fault model is used for defining what kind of fault is injected
into a target system. At the abstract level, a fault model m can be described
using a triple (t, f, c). t denotes a target in a software system where faults
are injected. For example, network connections, system call invocations, and
methods in the code base, are di�erent kinds of targets. f means the actual
fault to be injected, which corresponds to a target. For instance, a delay can
be a fault for network connections. c in a fault model describes the triggering
conditions for injection. It can be a group of conditions in practice. For instance,
developers can define both the possibility of injecting a fault and the maximum
number of injected faults during a period of time.

Fault Model Search Space The search space of a fault model m means all
the possible instances of fault model (t, f, c) in a target system. Usually
t is restricted to a narrow scope like system call invocations or a set of Java
methods, instead of all possible targets. Yet, for each selected fault injection
target, the fault (f) and triggering condition (c) can be configured in many
di�erent ways. For example, if we inject system call errors, there are more than
100 di�erent error codes for describing di�erent failing scenarios1. Thus finding
a proper fault model that can simulate a real failing scenario from the whole
search space is challenging for developers.

Fault Injection Experiment In order to apply fault injection techniques for
software reliability evaluation, fault injection experiments need to be conducted.
A fault injection experiment e is a process during which faults are injected
according to its model m, and the system’s behavior bfault injection is compared
with the normal behavior bnormal. For example, when there is no fault injected,
all of the cases in a test suite successfully pass. Then an exception is actively
thrown from a method and the same test suite is executed. Based on the
execution result, developers are able to decide whether new test cases are needed
for checking the software’s behavior when such exceptions happen [31].

2.1.2 Related Work on Fault Injection
Fault injection is a well-researched topic in software reliability. It can be cat-
egorized as fault injection approaches and fault injection applications [6, 32,
33].

1http://man7.org/linux/man-pages/man3/errno.3.html
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Regarding fault injection approaches, fault injection techniques are heavily
used for simulating hardware faults, such as bit flips [29]. Madeira et al. [34]
designed RIFLE, a pin-level fault injection tool that generates CPU errors. Han
et al. [35] proposed DOCTOR, which supports hardware-related and network-
related faults injection. Other fault injection tools like Xception [36] and GPU-
Qin [37] also focus on injecting hardware-related faults. As the specifications
of hardware vary a lot, simulator-based fault injection frameworks have been
researched. For instance, Guan et al. [38] designed F-SEFI, which uses the
QEMU emulator to inject bit-flip errors for an application.

With the growth of a software system’s complexity, more fault injection
techniques are designed for injecting software-related faults. Lee et al. [39]
proposed SFIDA, a fault injection tool for evaluating distributed applications.
Kao et al. [40] invented FINE, a tool that analyzes UNIX systems’ behavior
under faults.Bagchi et al. [41] designed a dependency analysis tool for dis-
tributed systems using fault injection. There is also research work on improving
the e�ciency of fault injection approaches. G-SWFIT (Generic Software Fault
Injection Technique) is a tool developed by Duraes et al. [42] that injects faults
into an executable file. Alvaro et al. [20] invented the lineage-driven fault in-
jection approach that uses an experiment’s outcomes to determine subsequent
fault models. Kouwe and Tanenbaum [43] proposed to consider the execution
context information for improving the e�ciency of fault injection experiments.
Cotroneo et al. [44] designed ProFIPy for defining fault models with a domain-
specific language in Python. Ghidei [45] proposed LDFI-Akka, which applies
lineage-driven fault injection for actor-based programs. Regardless of injecting
hardware-related faults or high-level software faults, the existing approaches
usually require the access to source code or bring obvious overhead which is
not acceptable in production.

Regarding fault injection applications, the most related direction is depend-
ability benchmarking. Dependability benchmarking is a process that systemat-
ically analyzes a software system’s error-handling capabilities. With the help
of dependability benchmarking approaches, developers are able to inject the
same set of faults into di�erent versions of software systems, or di�erent im-
plementations of the same software specifications. The di�erence with respect
to dependability is identified through the process. For example, DBench [46]
is a dependability benchmarking framework for various software components.
Durães et al. [47] proposed a benchmarking framework that focuses on web
servers. Sangroya and Bouchenak [48] designed a reusable architecture for de-
pendability and performance benchmarking of cloud services. Sangroya et al.
[49] presented a benchmark for evaluating the dependability and performance
of MapReduce systems [50]. Herscheid et al. [51] designed Hovac, a config-
urable fault injection framework for benchmarking the dependability of C/C++
programs.

15



CHAPTER 2. CONCEPTS & STATE OF THE ART

2.1.3 Open Challenges
As presented above, traditional fault injection approaches are not meant to be
applied in a production environment due to a large overhead or a requirement to
access source code. This brings a challenge for developers in the case that a fault
is involved by third-party dependencies. Because developers may not be able
to modify a dependency’s source code. A production-like running environment
may be required in order to have the target dependency running as well. Another
open challenge in this field is about correctness verification. Most approaches
have to rely on the test suites to detect abnormal behavior during fault injection
experiments. For example, developers can check whether all of the test cases
still pass when faults are injected. However, such approaches require the test
suite to be well designed. Otherwise it may not be able to detect anomalies.

To address these challenges, we contribute to designing new fault injection
solutions that inject faults at runtime without source code modification. The
overhead of the proposed solutions is low enough to be applied in a production
environment. These approaches do not require a well-implemented test suite for
checking behavior either. Instead, the normal behavior observed in production
can be used as the criteria of correctness checking during fault injection.

2.2 Observability
2.2.1 Background on Observability
Observability describes how well a software system’s internal state can be de-
scribed using its external behavior [21, 52]. For example, a 500 HTTP response
code indicates that there are some server-side errors happening and the server
cannot handle the corresponding HTTP request. Observability is usually de-
scribed in three di�erent aspects [21]: 1) the logs that reveal the system’s
running states, 2) the metrics such as CPU and memory usage of the system,
and 3) the traces that describe the interactions between di�erent services.

2.2.2 Core Concepts
Log Logging information of a software system is usually saved in a file. A log
file records the events and behavior of the system [53]. There is no standard
about how to construct logs. Usually each logging message in a log file needs
to specify the timestamp, related module, and the description of an event or
behavior.

Metric A metric is a measurement of some internal state about a system.
Usually metrics are recorded in a timeseries and aggregated over a period of
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time for analysis [54]. For example, if the CPU and memory usage of a software
system is recorded every second, the information can be considered as two
helpful metrics for debugging performance-related issues.

Trace A trace is a record of a transaction that moves through a distributed
system [55]. For example, in a distributed system, di�erent components may
interact with each other in order to serve one user request. A trace for this
request is a sequence of interactions between di�erent components, including
their names, timestamps, input and output, etc. Tracing is important for log-
ging and metric monitoring because it helps developers to locate the logs and
metrics for concrete scenarios.

Instrumentation Instrumentation means run-time manipulation of software
code, which is a valuable technique for improving the observability of a software
system [56]. Instrumentation is usually done with the help of language-specific
features. For example, in Java, developers use Java agents to modify the
bytecode of a class when it is loaded by the JVM. A Java agent is a special type
of class that utilizes a JVM’s instrumentation API for bytecode manipulation2.

2.2.3 Related Work on Observability
Software monitoring is one of the most widely researched topics in the field
of observability. Povedano-Molina et al. [57] proposed DARGOS, a distributed
cloud monitoring architecture for multi-tenant clouds. Grobmann and Klug [58]
designed PyMon, a monitoring framework for Docker enabled IoT infrastruc-
tures including ARM, AARCH64, and x86 64. The metrics that PyMon focuses
on include the server’s CPU and memory consumption, and the network tra�c
of its interfaces. Chang et al. [59] developed a Kubernetes-based monitoring
platform that focuses on system resource utilization and application metrics
in order to facilitate dynamic resource-provisioning. Arora et al. [60] designed
Parikshan, an application monitoring framework that duplicates production traf-
fic into test containers so that heavyweight debugging instrumentation can be
conducted without a�ecting the production system’s performance. Enes et al.
[61] presented BDWatchdog, a process-based monitoring framework for big data
applications. BDWatchdog supports real-time performance monitoring by com-
bining resource monitoring and source code profiling. Regarding monitoring,
metrics of process are recorded in timeseries. Regarding profiling, flame graphs
are applied to detect source code bottlenecks.

Besides monitoring, tracing is also an important research direction in observ-
ability. Sambasivan et al. [62] discussed the design space of workflow-centric

2https://docs.oracle.com/en/java/javase/18/docs/api/java.instrument/java/
lang/instrument/package-summary.html
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tracing of distributed systems. There are five key design axes identified by the
authors: execution support, causality slices, structure, trace points, and over-
head reduction. Mace et al. [63] proposed Pivot Tracing, which dynamically
instruments components of a distributed system for tracing and conducts causal
analysis on the observed behavior. Alawneh et al. [64] invented a trace segmen-
tation approach for high performance computing (HPC) systems. The approach
applies natural language processing techniques to extract communication pat-
terns from an entire trace. Based on this work, Alawneh and Hamou-Lhadj [65]
designed a framework that detects and localizes slow communication patterns
using statistical analysis methods for HPC systems.

Regarding the related works on observability management, Picoreti et al.
[66] discussed the application of multi-level observability including both application-
specific and infrastructure-level metrics for micro-services. Mart et al. [67] pre-
sented a forecasting approach to automatically update the alerting policies for
time-series data. Wang et al. [68] designed Heracles, an e�cient storage model
that improves the insertion throughput and reduces the query latency and space
usage of a timeseries database. Karumuri et al. [53] discussed the challenges
of observability data management in the company named Slack. Based on
the findings, the authors proposed a new architecture that improves the scal-
ability and reduces coupling of their observability data management system.
Solleza et al. [69] designed Mach, a pluggable storage engine for time-series
observability-related data. In order to understand the challenges and directions
in observability, Niedermaier et al. [70], and Li et al. [55] took interviews
with software developers from di�erent institutions. The results show that it
is challenging to integrate and orchestrate di�erent observability frameworks.
A general and automatic solution for multi-layer observability improvement is
valuable, which is one of this dissertation’s key contributions (C2).

2.2.4 Open Challenges
Su�cient observability is a requirement for developers to learn from chaos engi-
neering experiments. Current solutions usually require developers to configure
and interact with di�erent observability tools. Manually setting up these tools
and integrating them together in a specific software system is a challenge identi-
fied by developers [53, 70]. To address this challenge, we propose a new solution
for automatic multi-layer observability improvement, based on the transforma-
tion of Dockerfiles.

2.3 Chaos Engineering
As mentioned in Section 1.1, chaos engineering is a technique that improves
software reliability in production by actively injecting failures. Based on the
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The discipline of experimenting on a system in order to build 
confidence in the system’s capability to withstand turbulent 
conditions in production.

principlesofchaos.org

Steady State

Hypotheses Experiments Automation

Blast Radius

Figure 2.1: The core concepts of Chaos Engineering

principles of chaos engineering [71], we discuss the core concepts as follows.

Core Concepts

In order to apply chaos engineering to evaluate the resilience of a target soft-
ware system in production, developers have to follow the principles of chaos
engineering. There are six core concepts discussed in the principle, as shown in
Figure 2.1.

Steady state In order to identify any abnormal behavior when a specific
failure is injected, developers need to well understand what correct behavior
of the target system is. The correct behavior is described using the steady
state, which is a set of observable metrics that reflect the run-time status of
the system. For example, the average CPU usage of the system can be used
as a metric that describes the steady state. Since Chaos Engineering focuses
on production systems, the best practice is to define the steady state using
business-level metrics. This helps developers evaluate the impact of the injected
failures on an end-user’s experience.

Hypothesis A hypothesis describes the expectation of developers regarding
the target system’s behavior when a specific failure is injected. Given a failure
model, developers hypothesize whether the system deviates from its steady
state when such failures are injected at run-time. This is the charm of chaos
engineering: developers make a hypothesis about a software system’s error-
handling mechanism in advance, and then verify the hypothesis by actively
injecting the corresponding errors. If the hypothesis is verified, it means that the
system under assessment works as expected under fault injection. Otherwise,
actions should be taken because the error-handling mechanism actually does
not work by design.
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Experiment Chaos engineering is organized by conducting experiments in
production. A chaos engineering experiment takes three elements as input: 1)
the steady state of the target system, 2) the hypotheses that developers want
to verify by this experiment, and 3) a fault model that defines how the pertur-
bations can be injected. The output of an experiment is whether a hypothesis
is verified or falsified, which is done by comparing the behavior during the ex-
periment with the steady state. Conducting chaos engineering experiments is
a systematic way to explore the resilience of a target system. Such experi-
ments can be described using software code by developers. This is also where
various chaos engineering tools come out. It facilitates the e�ciency of chaos
engineering by providing di�erent levels of management for an experiment.

Automation Even though a chaos engineering experiment can be done man-
ually, it is not practical to do so. Because when a software system is updated
and its error-handling code is improved, developers should conduct chaos en-
gineering experiments again to verify the improved code actually works. It
is error-prone and time-consuming to conduct chaos engineering experiments
manually every time. It is not good for managing the history of the conducted
experiments either. Automation is very necessary for chaos engineering. It is
not only related to e�ciency but also helpful in keeping the operations safe. For
example, if a chaos engineering experiment accidentally breaks the production
system down, a manual recovery may not be acceptable to end-users since it
usually takes more time. If the experiment is automated and well monitored, it
can then automatically recover the system when anything goes wrong.

Blast radius The blast radius describes how much side impact a chaos engi-
neering experiment can bring to the target system. Because chaos engineering
experiments are usually done in a production environment where the system
still handles user requests, it is important that the experiment (injected fail-
ures) should not cause any unacceptable impacts on end-users. On the other
hand, since developers aim at verifying their error-handling code in production,
side e�ects become a risk that they have to bear. The blast radius defines how
much risk should be acceptable in an experiment. If the side e�ects go be-
yond the blast radius, the chaos engineering experiment should be immediately
stopped.

Levels of Chaos Engineering

Based on where a perturbation is injected, chaos engineering is applied at dif-
ferent levels, including infrastructure level, network level, and application level.

Infrastructure-level chaos engineering is the first to be proposed, which
mainly focus on failures like server crashes. Fault models like draining the
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free memory and increasing the CPU usage to 100% also belong to this level of
chaos engineering. The approaches at this level considers a running server or
virtual instance as a whole. Hence, all the running services on this server can
be a�ected. The purpose of conducting infrastructure-level chaos engineering
is mainly for verifying that an instance can be automatically restarted by the
infrastructure management platform without a�ecting users’ experience.

With the development of chaos engineering, developers begin to design more
complex perturbation models at the network level. For example, a connection
can be blocked for a period of time. Instead of applying infrastructure-level
chaos engineering like crashing the whole server, network-level chaos engineering
enables developers to focus on a specific service or process on the host and thus
give developers better control of the perturbations on a target system. It also
simulates more failure scenarios such as network latency and packet loss.

Regarding application-level chaos engineering, perturbations at this level
are most closely related to an application. Application-level chaos engineering
enables developers to gain more concrete knowledge about the application’s
error-handling capability. For example, a traditional chaos engineering tool
injects a network interruption and checks if the application gets recovered after
the network condition becomes normal. Because of a gap between the network
interruption and the application’s error-handling code, developers have to spend
time finding out the concrete location where the resilience of this application
can be improved. However, a network interruption is usually transformed into
a failure or an exception at the application level. So we can also inject an
application-specific failure instead to represent this network issue. By doing
this developers have more convenience to locate the source code and make
improvements.

Example of A Chaos Engineering Experiment

In order to put all the core concepts together, the following gives a concrete
example of how to apply chaos engineering to a software system.

Considering that large-scale software systems are usually distributed and
adopting a micro-service design paradigm, like the example about Netflix’s pro-
duction system at the beginning of Section 2.3, we use a simplified version
of such systems as an example. Figure 2.2 describes the architecture of this
software system.3 The system contains several components such as the API
gateway that acts as a proxy to route user requests to di�erent backend ser-
vices, the web frontend of the store, and the account service. All of them are
implemented as micro-services. These services interact with each other and
handle user requests in a specific order.

3The figure is drawn based on the blog post https://microservices.io/patterns/
microservices.html, which introduces the micro-service architecture.
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Figure 2.2: The architecture of an e-commerce application

Due to the complex infrastructure, network turbulence, and various user traf-
fic, the production environment is never perfect. Developers of these software
components have to design error-handling strategies for di�erent scenarios. For
example, when a user visits the store’s website and tries to create an order, the
Frontend Service will communicate with both the account service and the in-
ventory service to check: 1) whether the user has logged in, and 2) whether the
item she is going to buy still have enough inventory. Let us imagine that during
this request the inventory service suddenly crashes, how should the Frontend
Service react? One of the options could be that it displays an error message
which tells the user that the inventory information is temporarily unavailable.
This is better than displaying a complete error page that makes the user lost.

According to this design, developers get their first chaos engineering hypoth-
esis: when a user wants to place an order and the inventory service is down,
the user should still be able to visit the store’s web page but there will be an
error message about the inventory. In order to verify this hypothesis, develop-
ers need to define the steady state of this application first. As it is related to
HTTP requests, one of the metrics that can be used for the steady state is the
HTTP response code. For example, when there is no failure injected into the
inventory service, the HTTP response code of an order placing request should
be 200. The response code can be continuously monitored so that developers
can compare the behavior before, during, and after an experiment.

There exist many chaos engineering frameworks4 that help developers to
inject HTTP failures automatically. In order to improve the automation and

4https://github.com/dastergon/awesome-chaos-engineering#notable-tools
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also control the blast radius, developers could pick up a framework such as
LitmusChaos5. By configuring LitmusChaos to inject timeout failures in the
inventory service, developers are able to simulate the temporarily unavailable
service during the experiment. It is also possible to define a specific set of users
that can trigger the error injection in production. In this case, the blast radius
of the experiment is well controlled.

There can be two di�erent results of such an experiment: 1) the hypothesis
is verified, which means a user is indeed able to visit the webpage and get an
error message when only the inventory service is down, or 2) the hypothesis
is falsified, which means the error-handling code does not work as expected.
Regarding the second case, developers get a chance to further investigate the
code and make a patch to the application, before such failures really happen in
production for a larger set of users.

Di�erences Between Traditional Fault Injection and Chaos Engineering

One of the frequently discussed questions by the community of chaos engi-
neering is whether chaos engineering is another fault injection technique. As
introduced in Section 2.1, software fault injection techniques also inject di�er-
ent kinds of failures into a software system. However, there are still several key
di�erences between traditional fault injection techniques and chaos engineering.

The major di�erence is that chaos engineering focuses more on a production
environment. It is a methodology for resilience assessment after the deployment
of a system, while traditional fault injection techniques are mainly applied in an
o�-line environment. In this way, there is no need to consider the side e�ects
caused by an experiment since there is no end-user using the system during the
experiment. Developers can also directly modify the source code of the system
to trigger di�erent errors.

Another characteristic of traditional fault injection techniques is that it usu-
ally relies on test suites to check the behavior. In a test case, developers have
to explicitly define the input and the expected output so that the execution
result can be compared with a reference. However, when a system is deployed
into production, the test suites are no longer available. The input to this soft-
ware system also varies depending on users’ behavior. If developers still want
to verify the error-handling mechanisms, traditional approaches are no longer
applicable.

2.3.1 Related Work on Chaos Engineering
The earliest chaos engineering tool, ChaosMonkey, was published in the year
of 2010 [16]. ChaosMonkey is specifically designed for an AWS cluster. It

5https://litmuschaos.io
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randomly shuts down instances in a cluster to constantly check if the whole
system can bear such perturbations.

Based on the experience of ChaosMonkey, a set of principles for design-
ing chaos engineering frameworks are proposed by the community [71]. As
introduced in Section 2.3, the principles of chaos engineering include building
hypotheses around steady states, simulating real-world failing scenarios, au-
tomating experiments and running them in production, and minimizing blast
radius.

According to the principles and a survey on existing tools, Jernberg et al.
[19] proposed a new chaos engineering framework for an e-commerce system.
The framework is based on the survey on chaos engineering tools and the
interview of software developers. It consists of four activities: discovery, imple-
mentation, sophistication, and expansion.

Hernández-Serrato et al. [72] conducted an online survey with developers
and practitioners on chaos engineering. The authors summarized a list of chal-
lenges for chaos engineering such as data collection and observability improve-
ment. The possibility of applying AI techniques for improving the e�ciency of
chaos engineering experiments is discussed by the authors as well.

Bleser et al. [73] presented an automated approach to test the resilience of
actor programs. The approach actively injects message duplication and actor
restart errors in a program in order to evaluate its resilience. Delta debugging
is applied to explore all failure scenarios more e�ciently. A further optimisation
that uses causality to prune away redundant perturbations and speed up the
exploration is also presented. Because existing test cases are needed to analyze
execution traces and generate perturbation points, the solution does not follow
the principles of chaos engineering. However, it is possible to extend the work
to an application-level chaos engineering solution.

Torkura et al. [74] designed CloudStrike, a chaos engineering tool that
specifically focuses on analyzing security weaknesses. CloudStrike is an im-
plementation of risk-driven fault injection (RDFI) techniques. RDFI leverages
feedback loops to execute, monitor, analyze and plan security fault injection
campaigns. The fault models applied by CloudStrike are designed from cloud
security best practices and observations.

Ikeuchi et al. [75] proposed a framework for learning recovery policies using
deep reinforcement learning. The idea is to train a model that returns an ap-
propriate recovery action for a failure. More specifically, the framework aims at
addressing two di�erent network failures: packet delay and packet loss. The re-
covery action is about choosing a Kubernetes pod to restart. Chaos engineering
is a fault injection tool for generating learning data in this solution.

Cotroneo et al. [76] presented an approach for failure model discovery that
combines fault injection, tracing, and machine learning. It focuses on messages
exchanged in the distributed system. The failures injected include throwing
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an exception, wrong return value, wrong parameter value, and a delay. Dur-
ing failure injection experiments, three di�erent kinds of traces are collected:
idle trace (without workload nor fault injection), fault-free trace (only with
workload), and faulty trace (with workload and fault injection). Then an un-
supervised machine learning technique is applied to cluster the injected failures
into di�erent models. Potentially this work can be extended to improve the
e�ciency of chaos engineering experiments. For example, machine learning
techniques can be applied to discover realistic failure models.

Cotroneo et al. [77] invented ThorFI, a network-level chaos engineering
solution for cloud management platforms. In order to provide fault injection
support and isolation for all the tenants on a cloud platform, ThorFI adopts
an ”as-a-service” architecture. Currently, it is implemented in the context of
OpenStack. After being installed by the OpenStack administrator, ThorFI is
able to inject network partition, packet flow manipulation, and node crash for
di�erent cloud tenants.

Ji et al. [78] invented PerfCE, a causality analysis tool for performance
debugging on databases. PerfCE conducts performance analysis in two phases:
an o�ine phase and an online phase. During the o�ine phase, chaos engineering
techniques are applied to enrich failure scenarios for building causal graphs and
structural equation models (SEMs). During the online phase, PerfCE identifies
the root cause of abnormal behavior based on the causal graphs and the SEMs.

Poltronieri et al. [79, 80] proposed ChaosTwin, a chaos engineering tool
that improves the resiliency of IT service configurations using a digital twin
environment. Digital twin is a simulation of a physical object or a system.
ChaosTwin evaluates the potential e�ects of injected faults including IT spend-
ing cost, SLA violation penalties and business misalignment penalties, using a
business-driven and simulation-based model.

2.3.2 Open Challenges
First, to the best of our knowledge, the existing approaches either adopt ran-
domization or rely on developers to properly define fault models for chaos engi-
neering experiments [81]. In order to improve the e�ciency of chaos engineering
experiments, we design approaches that automatically synthesize realistic error
models based on the observed behavior in production.

Second, most of the existing approaches focus on infrastructure-level and
network-level fault models. The tools are generic and applicable to di�erent
software stacks, which is good because such tools can support various software
systems. However, it also misses providing concrete feedback for a specific ap-
plication area. This dissertation contributes to designing domain-specific chaos
engineering tools, such as exception-level chaos engineering for Java applica-
tions, and system call invocation level chaos engineering for blockchain clients.
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Chapter 3

Technical Contributions

As introduced in Section 1.3, this dissertation makes technical contributions to
chaos engineering in three di�erent aspects: fault model synthesis approaches,
observability improvement, and domain-specific fault injection. This chapter
gives a detailed presentation of these contributions.

3.1 Fault Model Synthesis Approaches
In Section 1.2, the first problem P1 is about the large fault injection search
space. In order to address this problem, we propose two di�erent approaches
that help developers synthesize fault models e�ciently. The first approach
is about using bytecode instrumentation at runtime to explore possible fault
models and their corresponding hypotheses, which is presented in Section 3.1.1.
Considering that randomly generated fault models may not represent real-world
resilience issues, we propose the second approach that synthesizes realistic fault
models based on naturally happening errors in production. This approach is
presented in Section 3.1.2.

3.1.1 Fault Model Discovery with Bytecode Instrumenta-
tion

In high-level software programming languages like Java, developers write try-
catch blocks to capture abnormal scenarios and design corresponding error-
handling strategies. For example, when creating a socket connection, a con-
nection reset connection may be thrown where developers can write a try-catch
block to retry the connection process. Hence, in this contribution, we use a
triple (t, f, c) to describe a chaos engineering fault model at the try-catch
block level. t is a try block, which is the target to inject faults. The fault f
is the type of exception in this case. The triggering condition c can be always
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Figure 3.1: The Workflow of Bytecode Instrumentation for Fault Model
Discovery in ChaosMachine

injecting exceptions when a try block is reached, or a possibility calculation
method, based on the need of developers.

There are two challenges in assessing a try-catch block’s resilience. First,
it is tedious for developers to locate every try-catch block and generate fault
models manually. Second, it is unclear for developers to categorize try-catch
blocks based on their resilience characteristics.

To address these challenges, we propose to analyze a software application
at run time, locate these try-catch blocks, and automatically discover chaos
engineering hypotheses for each try-catch block. This idea is implemented in
ChaosMachine [23], using bytecode instrumentation techniques [82]. Fig-
ure 3.1 presents the workflow of bytecode instrumentation for fault model dis-
covery in ChaosMachine. When a Java application is deployed in production,
ChaosMachine attaches itself to the application and instruments its bytecode
at runtime. Then ChaosMachine proactively analyzes every try-catch block
to get its meta-information such as the location and exception type. After
locating the try-catch blocks, ChaosMachine iterates over these blocks and
injects Java exceptions to each try-block. Based on the monitored behavior
during the injection of exceptions, the hypothesis for each try-catch block is
generated, which can be further approved by developers.

Besides run-time analysis of try-catch blocks, ChaosMachine also sup-
ports using source annotations to mark the code as fault injection point. This
feature enables developers to specify what hypothesis is to be verified when
exceptions are injected at this point. Source code annotations build strong
connections between a fault model and its concrete location for resilience im-
provement.
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Novelty
The state-of-the-art relies on developers for chaos engineering hypothesis
definition [19, 74]. We propose a white-box approach that automatically
identifies fault injection points and their corresponding chaos engineering
hypotheses at runtime. By improving the e�ciency of chaos engineering
experiments with hypotheses discovery and automation, developers are able
to focus on the most important resilience issues.

This contribution is presented in L. Zhang et al., “A chaos engineering
system for live analysis and falsification of exception-handling in the jvm,”
IEEE Transactions on Software Engineering, vol. 47, no. 11, pp. 2534–2548,
2021. doi: 10.1109/TSE.2019.2954871.

3.1.2 Realistic Fault Models Based on Natural Errors
A realistic fault model has two features: 1) faults injected based on it resemble
real-world failing scenarios, and 2) the number of injected faults during an
experiment should be large enough so that su�cient behavioral information is
captured for analysis.

Considering the first feature of a realistic fault model, we take advantage of
naturally happening errors in production. This is motivated by the fact that a
production environment environment is never perfect. Hardware issues, network
fluctuations, and unanticipated user behavior are happening all the time [15,
83]. By observing such natural errors, we gain a good understanding of what
errors represent real-world events.

Regarding the second feature, we apply an error-rate amplification algorithm
that makes faults happen frequently enough so that they can be analyzed in an
experiment.

This idea is realized in the context of system call invocation errors in Linux,
as a tool named Phoebe [24]. System call is the fundamental interface for
applications to interact with the kernel. If the operating system becomes unsta-
ble, some system call invocations may fail and the application needs to handle
the returned errors if necessary. Phoebe first monitors an application’s system
call invocations. By analyzing each type of invocation that returns an error
code, Phoebe generates a fault model (t, f, c) for this application. In this
fault model, t and f are the observed type of system call invocation and the
corresponding error code. c denotes the error rate, which is defined as the
number of observed errors during a period divided by the total number of the
invocations to this system call during the same period.

Phoebe consists of six components: 1) natural error monitor that captures
information about system call invocations, 2) application behavior monitor that
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Table 3.1: When System Call Invocation Errors Happen in Production:
Taxonomy (b means the upper boundary for using the fixed error rate v, t is a
threshold, and f stands for an amplification factor.) [24]

Case Ori. Error Rate Amplification Strategy Benefits of Amplification

Sporadic rmax < b Fixed error rate v Make rare errors actually happen
so that enough data could be cap-
tured for behavior analysis.

Fluctuating rmax > b
rmax

Make fluctuating errors always
variance of(r) > t happen more steadily so as to ob-

serve behavioral chances.

Steady rmax > b
rmax ú f

Make the errors happen more
variance of(r) < t frequently to see if there is a

threshold beyond which abnormal
behavior appearance could be ob-
served.

collects behavioral metrics of the application, 3) realistic error model synthe-
sizer that generates fault models based on the naturally observed errors, 4)
system call error injector that supports injecting system call invocation errors
in production, 5) experiment orchestrator that manages the other components,
and 6) metrics visualizer that helps developers analyze monitoring information.

The natural error monitor and system call error injector both focus on sys-
tem call invocations, which is a fundamental interface between an application
and the kernel1. Due to the unstable running environment in production, appli-
cations may face unanticipated system call invocations. The number of these
real invocation errors may be too low to analyze the error-handling capabilities.
Thus Phoebe’s realistic error model synthesizer categorizes the system call
invocation errors into three di�erent cases: sporadic errors, fluctuating errors,
and steady errors.

A sporadic error means its error rate is very low so that it takes a very
long time to observed such an error in production. For such errors, Phoebe
increases the rate of injecting such errors to a fixed value, which is large enough
for developers to learn the behavior during an experiment. A fluctuating er-
ror means the frequency of capturing such errors di�ers during di�erent time
periods. In order to amplify the rate of this errors, the synthesizer uses the
maximum value of the observed error rate for generating the fault model. A
steady error means its error rate is both stable and high enough to be moni-
tored. In this case, the generated fault model represents a worse scenario about
this steady error and enables developers to learn if the system is still able to
handle such invocation errors. Table 3.1 summarizes the error cases above and
their corresponding amplification strategies.

1http://man7.org/linux/man-pages/man2/syscalls.2.html
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Novelty
Regarding realism of fault injection, there exists previous work evaluating
the representativeness of faults with the help of test suites [84]. Instead of
using test suites, Phoebe improves the realism of fault injection by analyzing
production errors.

This contribution is presented in L. Zhang et al., “Maximizing error in-
jection realism for chaos engineering with system calls,” IEEE Transactions
on Dependable and Secure Computing, vol. 19, no. 4, pp. 2695–2708, 2022.
doi: 10.1109/TDSC.2021.3069715.

3.2 Observability Improvement for Chaos Engi-
neering

In chaos engineering, developers learn how a software system behaves when a
fault happens. In order to achieve this, the system needs to have su�cient
observability. We address the problem of insu�cient observability in chaos
engineering by improving the observability at di�erent layers, in an automatic
manner.

3.2.1 Layers of Observability
When an application is deployed in production, it has to interact with both the
running environment and the other components in order to provide its func-
tionality. In order to define the application’s steady state and detect abnormal
behavior during chaos engineering experiments, we propose to improve the ob-
servability at three di�erent layers: 1) observability in capturing the applica-
tion’s interactions with the operating system, 2) observability in understanding
the runtime environment for this application, and 3) observability in extracting
the application’s specific behavioral information.

Regarding observability at the operating system level, it is important because
this level of observability reflects the status of critical resources such as hardware
and network. Su�cient observability in an operating system enables developers
to detect critical issues about the running host. In our contributions, we focus
on the system call invocations since they describe the interactions between
an application and the operating system. The information about system call
invocations to be collected includes the type of system call, the return code,
and the invocation stack.

Regarding runtime-level observability, it is important because even if the
operating system is stable enough, an application could be interrupted due to
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resource competition with other services. Runtime-level observability gives de-
velopers details about what resources are allocated and consumed by di�erent
services. At this level, we focus on the CPU and memory usage of the applica-
tion. Furthermore, we also include language-specific runtime information such
as heap memory usage and garbage collection time in a JVM.

At the application layer, the observability is important in two aspects. First,
in Section 1.3, we have discussed that application-level chaos engineering is
helpful for developers to make concrete actions about resilience improvements.
Conducting application-level chaos engineering requires application-layer ob-
servability for abnormal behavior analysis. Second, the principles of chaos engi-
neering suggest describing an application’s steady state using business-related
metrics. These high-level metrics require application-specific information, which
is guaranteed by application-layer observability. The generic observability infor-
mation to be collected includes logs and traces. Domain-specific monitoring
is applied as well. For instance, the distribution of HTTP response codes is a
domain-specific metric for web applications.

3.2.2 Multi-layer Observability on Containers
Containerization is a lightweight virtualization technique that supports rapid
shipment and deployment of applications. One of the most popular and well-
maintained implementations of containerization is Docker2. In Docker, develop-
ers use a text-based configuration file (Dockerfile) to build their application
images. Then a Docker container is initialized using the image to provide the
functionality. The containers running on the same host have their own runtime
environment, but they rely on the same kernel of the host OS. Thus, when
developers need to monitor a Docker container, they usually have to set up
multiple monitoring frameworks for both the container and the host.

In this contribution, we propose ChaosOrca, a tool that automatically
improves a Docker-based application’s observability at three layers: the system
call layer, the container layer, and the application layer. At the system call layer,
ChaosOrca records a target container’s system call invocations, including
each system call’s type, arguments, and invocation result. At the container
layer, ChaosOrca monitors each container’s CPU time, memory usage, and
network tra�c. At the application layer, ChaosOrca by default supports
monitoring HTTP requests, including each request’s response and latency. As
application-level metrics aim at describing an application’s specific behavior, the
metrics vary from one application to another. ChaosOrca allows developers
to include additional application-level metrics by themselves.

For the convenience of resilience analysis, ChaosOrca is equipped with a
visualization component. The following features are supported by this compo-

2https://docs.docker.com/get-started/overview
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nent: 1) auto-refresh the charts in a configurable time rate, 2) high-light the
perturbations in a chaos engineering experiment, and 3) aggregate the metrics
with a developer-defined configuration. For example, developers can create a
chart that displays the rate of di�erent system calls with a legend.

To achieve the multi-layer observability improvements above, ChaosOrca
requires a minimum amount of interactions with developers: ChaosOrca can
be attached to a running container with a single command, from the host
environment. This means that ChaosOrca is oblivious from the internals of
the target container. In other words, no matter what software stack runs inside
the container, ChaosOrca is always able to improve the observability of the
container.

Novelty
The state-of-the-art automatically improves the observability at one single
layer [85, 86]. ChaosOrca automatically improves a container’s observ-
ability in a multi-layer manner: at the system call layer, the container layer,
and the application layer.

This contribution is presented in J. Simonsson et al., “Observability and
chaos engineering on system calls for containerized applications in docker,”
Future Gener. Comput. Syst., vol. 122, pp. 117–129, 2021. doi: 10.1016/
j.future.2021.04.001.

3.2.3 Automatic Dockerfile Augmentation
As introduced in the previous section, a Dockerfile is used for defining how
an application image is compiled. Listing 3.1 gives an example about a basic
Java application Dockerfile. The capitalized keywords like FROM and RUN are
instructions pre-defined in a Dockerfile. FROM specifies a base image that is
used for building the application. RUN is used for executing commands or scripts
during the building process. For instance, developers write a RUN instruction
for installing the necessary dependencies. COPY means copying some local files
to the image. EXPOSE defines a port number that will be exposed after starting
an application container. The last line in the example defines the entrypoint
of the application, which is the command to be executed when using docker
run to start up an application container.

1 FROM openjdk:8
2 RUN apt-get update && apt-get install strace
3 COPY my-application.jar /home/app
4 ...
5 EXPOSE 8080
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6 ENTRYPOINT ["java", "-jar", "/home/app/my-application.jar"]

Listing 3.1: A basic Java application Dockerfile

We propose a solution called Pobs (imProved OBServability) that automat-
ically augments a Dockerfile with extra observability. The core idea of Pobs is
to dynamically analyze an application’s Dockerfile and generates corresponding
instructions for installing observability components. In this way, developers do
not need to change the way of deploying their applications. The only task to be
done is switching to use the augmented Dockerfile for building an application
image. Considering that many developers apply continuous integration and de-
ployment (CI/CD) techniques to automatically deliver application images, it is
convenient to integrate Pobs with the CI/CD pipeline. In this way, developers
are able to augment and deploy application images with improved observability
for every change in their code base.

Pobs conducts three tasks in its pipeline for observability augmentation: 1)
pre-checking an application’s Dockerfile, 2) augmenting the Dockerfile based
on the pre-check results, and 3) setting up necessary observability components
for the infrastructure.

Application Dockerfile Pre-check Because di�erent application Dockerfiles
have di�erent running environments, meta-information such as the type of pack-
age manager and the installed services can be di�erent. In order to generate
correct instructions for installing extra observability components, Pobs must
analyze an application Dockerfile first. The pre-check phase aims at finding
out the type of package manager used by the Dockerfile, the user name and
group for executing the application process, and the existence of the process
supervision service.

Application Dockerfile Augmentation During this phase, Pobs augments
an application Dockerfile with extra instructions that install two observability
modules: the system call monitor and the observability agent. The system call
monitor detects the application’s system call invocations, including the type
of system calls, the return code, and the invocation stack. To maximize the
compatibility of Pobs, we select the mature system call analysis tool strace3

as the system call monitor. In order to control the performance overhead, the
system call monitor only focuses on failing system call invocations. The ob-
servability agent improves an application’s observability at both runtime layer
and application layer. Elastic Java APM agent4 is chosen for implementing the

3https://github.com/strace/strace
4https://www.elastic.co/guide/en/apm/agent/java/current/index.html
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observability agent as it is open-sourced and well-supported by the community.
The observability agent is able to detect more than 60 popular frameworks in
Java such as web applications, databases, and logging libraries. Listing 3.2
shows the transformed Dockerfile in Listing 3.1 after the pre-check and aug-
mentation phases.

1 FROM openjdk:8
2 RUN apt-get update && apt-get install strace
3 COPY my-application.jar /home/app
4 ...
5 EXPOSE 8080
6 ENTRYPOINT ["java", "-jar", "/home/app/my-application.jar"]
7 + # install process supervision service
8 + ADD https://.../s6-installer /tmp/
9 + RUN chmod +x /tmp/s6-installer && /tmp/s6-installer /

10

11 + # copy POBS files
12 + COPY ./pobs files/ /
13

14 + # define POBS environment variables
15 + ENV POBS SYSCALL MONITOR=ON
16 + ENV ...
17

18 + # System call monitor
19 + RUN apt-get update && apt-get install -y procps
20 + COPY ./strace-v5.17-static-build/strace /usr/bin/strace
21

22 + # new entrypoint for the image
23 + ENTRYPOINT ["/init]
24 + CMD ["java", "-jar", "/home/app/my-application.jar"]

Listing 3.2: The Pobs-augmented Java application Dockerfile

Infrastructure Support Only installing extra observability components for an
application is not enough for developers to analyze its behavior. By default,
the observability-related information is generated at di�erent places such as
text-based logs and metrics. In order to collect various observability informa-
tion and present them in a single place, Pobs installs extra components for
the infrastructure. The infrastructure support includes logging centralization,
metrics collection, and monitoring dashboard.
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Novelty
In order to achieve multi-layer observability improvement, developers usually
have to integrate various solutions with lots of manual work [55, 70]. Pobs
is an automated solution based on Dockerfile augmentation, which requires
minimum e�ort from developers.

This contribution is presented in L. Zhang et al., Automatic observability
for dockerized java applications, 2019. doi: 10.48550/ARXIV.1912.06914.

3.3 Domain-specific Fault Injection
In chaos engineering, developers propose resilience improvements based on in-
jected faults. In order to make concrete actions, developers need to build the
connection between the faults and the application’s error-handling mechanisms.
Thus application-specific knowledge such as source code and application logs
need to be taken into consideration. This dissertation contributes to address-
ing this problem by designing domain-specific fault injection approaches for
application-level chaos engineering. There are three new fault injection ap-
proaches proposed in total. The first two approaches are designed for Java
applications because the faults to be injected are Java exceptions. The last
fault injection approach is about system call invocation errors, with the context
of Blockchain client implementations.

3.3.1 Try-catch Level Fault Injection for Java Applications
In Java, try-catch blocks are closely related to an application’s reliability. When
there is an anticipated situation may happen during the execution, develop-
ers write a try block to capture such scenarios. Then a corresponding catch
block is implemented which contains a solution for this scenario. For exam-
ple, Listing 3.3 is a try-catch block taken from a real-world project, Besu. In
this example, the code in the try block handles a received message where an
RLPException may occur. Thus a corresponding catch block is written to
record the abnormal behavior and disconnect with the peer.

1 try {
2 if (EthProtocol.isEth66Compatible(cap) && EthProtocol.requestIdCompatible(

code)) {
3 ...
4 } else {
5 ...
6 }
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7 } catch (final RLPException e) {
8 LOG.debug(
9 "Received malformed message {} , disconnecting: {}", messageData.

getData(), ethPeer, e);
10 ethPeer.disconnect(DisconnectMessage.DisconnectReason.BREACH_OF_PROTOCOL);
11 }

Listing 3.3: A Try-Catch Example Taken from Besu

In order to confirm that the catch block in Listing 3.3 still works as expected
in a production environment with real user tra�c, we can actively inject an
RLPException to check if a debug-level log messages is output and the peer
is disconnected. This fault injection setup enables developers to directly verify
the functionality of try-catch pairs at runtime. We implement the idea in
ChaosMachine [23], a tool for live analysis and falsification of try-catch
blocks in Java.

Since catch blocks are usually a backup or a gracefully degraded solution
for the same logic in the try blocks, ChaosMachine adopts a short-circuiting
strategy in exception injection. Short-circuiting a try block means injecting
exceptions that are caught by its catch block at the beginning of the try block
[87]. Intuitively, we make the whole try block invalid for this execution to see
whether the catch block can handle it.

ChaosMachine support four di�erent hypotheses in this fault injection
strategy: resilience hypothesis, observability hypothesis, debug hypothesis, and
silence hypothesis. If the resilience hypothesis is met, it means that the behavior
of the catch block when an exception occurs, is equivalent to the behavior of
the try block without any exception injected. If a try-catch block meets the
observability hypothesis, it means that user-visible behavior can be observed
when an exception is injected to the try block. If the debug hypothesis is met,
it means that explicit logging messages can be detected during the injection
of exceptions. Silence hypothesis is said to be met if the application does not
behave as expected and it provides no troubleshooting information (it is neither
observable nor debuggable). Table 3.2 presents these four hypotheses above
with cases in TTorrent as examples.

By injecting exceptions and checking these four hypotheses, developers are
able to understand the resilience of the target system with respect to exceptions.
Silent catch blocks can be fixed if necessary. Developers also gain confidence in
these resilient catch blocks because when exceptions occur these catch blocks
still provide the functionality with the users. Thanks to the debugging hy-
pothesis, developers also learn about log handling mechanisms such as whether
su�cient information is recorded when an exception happens.
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Table 3.2: Hypotheses Used by ChaosMachine for Try-catch Classification

Hypothesis Description Example using TTorrent

Resilience The catch block’s behavior is equivalent
to the try block’s when it is executed.

TTorrent still successfully downloads the
target file.

Observability User-visible behavior can be observed
when the catch block is executed.

TTorrent crashes when exceptions are in-
jected.

Debug Explicit logging messages are generated
when an exception occurs.

TTorrent outputs an error message dur-
ing the exception injection.

Silence The application behaves abnormally and
no debugging information can be found.

TTorrent gets stalled during the excep-
tion injection.

Novelty
Traditional chaos engineering mainly focuses on infrastructure and network
failures without considering application code for resilience assessment [13,
14]. In this contribution we propose the conceptual foundations of chaos
engineering in the context of exception-handling in application code. The
approach enables developers to systematically assess the resilience of try-
catch blocks in their Java applications.

This contribution is presented in L. Zhang et al., “A chaos engineering
system for live analysis and falsification of exception-handling in the jvm,”
IEEE Transactions on Software Engineering, vol. 47, no. 11, pp. 2534–2548,
2021. doi: 10.1109/TSE.2019.2954871.

3.3.2 Method-level Fault Injection for Java Applications
As introduced in the previous section, ChaosMachine assesses the resilience
of try-catch blocks in Java applications. Besides catch blocks, there is another
way to handle exceptions in Java: developers can use the keyword throws when
defining a method. In this way, even if some code in this method may throw
an exception at runtime, developers do not need to write a try-catch block for
it. Instead, developers explicitly allow the exception to propagate through the
invocation stack so that it can be handled in another method.

Listing 3.4 gives a concrete example about an invocation chain in Java.
Method m0 in Class0 declares to throw two di�erent types of exceptions, EA
and EB. Method m1 invokes m0 but it does not handle these exceptions. Instead,
it also declares to throw these exceptions to its caller, which is method m2 in
Class2 in the example. In m2, there is a try-catch block that handles di�erent
exceptions. This means that developers tend to handle di�erent failing scenarios
in method m2, though these exceptions actually happen in another place. By
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conducting method-level fault injection, developers are able to simulate such
propagation of exceptions at runtime. At the same time, method-level fault
injection also enables developers to explore di�erent locations to handle the
exceptions in the invocation stack. For example, developers may compare the
e�ectiveness of handling exceptions in m1 instead of m2 and make resilience
improvements.

1 Class2 {
2 public void m2() {
3 try {
4 new Class1().m1();
5 } catch (EA a) {
6 ...
7 } catch (EB b) {
8 ...
9 }

10 }
11 }
12

13 Class1 {
14 public void m1() throws EA, EB {
15 new Class0().m0();
16 }
17 }
18

19 Class0 {
20 public void m0() throws EA, EB {
21 // a statement
22 ...
23 }
24 }

Listing 3.4: A Method that Throws Exceptions in Java

This idea of method-level fault injection is implemented in a tool called
TripleAgent [27], a framework that consists of three agents, monitoring
agent, perturbation agent, and failure-oblivious agent.

The monitoring agent provides su�cient observability for studying the in-
fluence of injected exceptions and evaluating the proposed resilience improve-
ments. It focuses on both static and dynamic information of a Java application.
The static information includes each method’s name, position, and the types of
exceptions it declares to throw. The dynamic information includes the number
of each method’s executions, the stack information when a method is invoked,
the exit code of the application under fault injection.

The perturbation agent injects exceptions when it is activated. It identi-
fies each method that has a throws keyword. Then the agent instruments
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the method’s bytecode to add a perturbation injector. Listing 3.5 shows the
instrumented method m0 by the perturbation agent. The perturbation agent
generates a unique key for each possible perturbation point. In this example,
exceptions EA or EB can be thrown before or after the statement in method m0
(line 22 in Listing 3.5), thus the perturbation agent adds the exception injection
code both before and after this statement. As there are two di�erent types of
exceptions, two di�erent perturbation keys are generated per position. Such a
setup enables the perturbation agent to explore the entire perturbation search
space. The monitored behavior during injecting exceptions to each perturbation
point can be compared for further analysis.

1 Class0 {
2 public void m0() throws EA, EB {
3 // code injected with code transformation
4 PAgent.throwExceptionPerturbation(key1);
5 PAgent.throwExceptionPerturbation(key2);
6 // a statement
7 ...
8 // code injected with code transformation
9 PAgent.throwExceptionPerturbation(key3);

10 PAgent.throwExceptionPerturbation(key4);
11 }
12 }

Listing 3.5: Perturbation Code Added by The Perturbation Agent

Regarding the failure-oblivious agent, it adopts failure-oblivious computing
[88] to improve the resilience of an application. The idea of failure-oblivious
computing is to discard certain failures in a controlled manner [89, 90]. For
example, in order to increase the availability of an application, an invalid write
operation to the memory can be discarded before causing the application to
crash. Listing 3.6 shows the added exception handler in method m1 by the
failure-oblivious agent. By adding failure-oblivious code before the injected
exception is handled by the default handler (method m2 in the example), the
failure-oblivious agent proposes new solutions to handle the exceptions.

1 Class1 {
2 public void m1() throws EA, EB {
3 try {
4 new Class0().m0();
5 } catch (EA ea) {
6 if (!FOAgent.modeIsOn(key1) {
7 throw ea;
8 } else {
9 // the agent is activated
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10 // the exception is captured and ignored
11 }
12 }
13 }
14 }

Listing 3.6: Failure-oblivious Code for Resilience Improvement

By combining automatic monitoring, perturbation, TripleAgent enables
developers to understand the resilience of their hand-written exception-handling
code. The output for developers is a report that classifies the perturbation
points into three categories: fragile points, sensitive points, and immunized
points. A fragile point means that when exceptions are injected before this
point, the application gets crashed or froze. A sensitive point is a perturbation
point in a method before which injecting one single exception does not cause
abnormal behavior like crashes. However, continuously injecting exceptions in
a sensitive point results in the application to crash to freeze. An immunized
point means that no matter how many exceptions are injected before this point,
the application still behaves acceptably.

By combining automatic monitoring, perturbation, and failure-oblivious com-
puting, TripleAgent analyzes whether catching an exception before it is han-
dled by the original code can achieve better resilience using the failure-oblivious
strategy. If the proposed exception-handling solution is better than the original
one, developers are able to patch the code accordingly. Otherwise, developers
confirm their designed error-handling mechanism works as expected.

Novelty
From ChaosMonkey [16] to latest chaos engineering frameworks like ChaosT-
win [79], developers need to make resilience improvements manually. In this
contribution, we propose a joint usage of application-level chaos engineering
and failure-oblivious code transformation for automatic resilience improve-
ment.

This contribution is presented in L. Zhang and M. Monperrus, “Tripleagent:
Monitoring, perturbation and failure-obliviousness for automated resilience
improvement in java applications,” in 2019 IEEE 30th International Sympo-
sium on Software Reliability Engineering (ISSRE), 2019, pp. 116–127. doi:
10.1109/ISSRE.2019.00021.
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3.3.3 System Call Level Fault Injection for Blockchain Clients
Blockchain techniques have become popular nowadays because of their strong
trustfulness and reliability characteristics. As a decentralized system, the re-
silience of the whole blockchain system is guaranteed by all of its clients that
implement the consensus protocol. Within the context of blockchain systems,
regardless of how a client is deployed, it has to interact with the operating
system. This is because critical calculation resources like storage and network
are managed by the operating system. Such interactions are usually done by
system call invocations. By actively failing some of the system call invocations,
developers are able to study how a blockchain client behaves when the oper-
ating system becomes unstable. Another benefit of applying system call level
fault injection is that it enables developers to benchmark di�erent versions of
blockchain clients, or even di�erent implementations of the same blockchain
system’s specification.

The implementation of system call level fault injection for blockchain clients
is called ChaosETH. ChaosETH focuses on Ethereum client implementa-
tions. Ethereum is one of the most popular cryptocurrency platforms using the
blockchain techniques [91]. In order to join the Ethereum network, one needs
to deploy an Ethereum client, which implements the same Ethereum protocol
[92, 93].

ChaosETH evaluates an Ethereum client’s resilience with the following
steps. First, it monitors the client to analyze its steady state in production.
Then, it injects system call invocation errors to simulate an unstable operating
system. During the injection the behavior of the Ethereum client is captured
and compared with the steady state. Finally, ChaosETH assesses the impact
of the injected system call invocation errors by comparing the client’s behavior
before, during, and after the injection.

There are three components in ChaosETH: the steady state analyzer, the
system call error injector, and the experiment orchestrator. The steady state
analyzer takes resilience-related metrics as input. These metrics are directly
provided by each Ethereum client in a time-series format. In this way, the
steady state analyzer collects the behavioral information without causing any
extra monitoring overhead. In order to infer a client’s steady state, the steady
state analyzer calculates the probability distribution of the values of each metric.
Such calculate is done twice per metric using the values from two di�erent
monitoring periods. If the distributions of a metric match each other, the
metric is considered as stable and it can be used for describing the steady state
of the client.

The system call error injector intercepts the system call invocation and re-
places the return code with the defined error code in the fault model. The injec-
tor is configured with realistic fault models (t, f, c) generated by Phoebe
(in Section 3.1.2). t and f refer to the type of system call and the correspond-
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Figure 3.2: The Workflow of Steady State Analysis and Chaos Engineering
Experiment in ChaosETH

ing error code respectively. c is the error rate, which denotes the possibility of
injecting an error when system call t is invoked. The higher of this error rate
is, the more frequently errors are injected to the target client, which means the
client is subject to a more severe error scenario.

The experiment orchestrator communicates with the other two components
to conduct chaos engineering experiments. There are five phases in a chaos
engineering experiment: 1) the warm-up phase, 2) the pre-checking phase, 3)
the error injection phase, 4) the recovery phase, and 5) the validation phase.
The warm-up phase is used for waiting for a client to reach its steady state.
During the pre-checking phase, the steady state analyzer is activated to confirm
the client’s metrics are stable enough for chaos engineering experiments. During
the error injection phase, system call invocation errors are injected and the
client’s behavior is recorded for analysis. When the error injection phase is
finished, the orchestrator leaves the client for recovery during the recovery
phase. After the recovery phase, the experiment reaches the validation phase.
In this phase, the steady state analyzer is activated again to check if the client
recovers to its steady state. Figure 3.2 describes the workflow of ChaosETH’s
steady state analysis process and chaos engineering experiments.

With the help of ChaosETH’s chaos engineering experiments, developers
are able to analyze a client’s resilience with respect to di�erent error scenarios in
the running environment. In order to reveal a broad spectrum of resilience char-
acteristics of Ethereum clients, ChaosETH supports verifying three domain-
specific hypotheses: non-crash hypothesis HN , observability hypothesis HO,
and recovery hypothesis HR. HC checks whether a specific system call invoca-
tion error leads the client to crash. HO checks whether there is any observable
change in the client’s metrics during the error injection phase. HR describes
whether the client is able to recover to its steady state after stopping the error
injection.
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Novelty
In the existing works on blockchains, chaos engineering is only applied to
evaluate the performance of di�erent consensus algorithms in permissioned
blockchains [94]. In this contribution, we propose an application-level chaos
engineering framework called ChaosETH for Ethereum clients. ChaosETH
simulates unstable running environments by failing system call invocations.
It supports evaluating the resilience of di�erent implementations of Ethereum
clients.

This contribution is presented in L. Zhang et al., Chaos engineering of
ethereum blockchain clients, 2021. doi: 10.48550/ARXIV.2111.00221.
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Chapter 4

Experimental Evaluation

In order to evaluate the technical contributions presented in chapter 3, this
dissertation adopts a mixed methodology including both quantitative and qual-
itative research approaches [95].

Regarding the quantitative approach, a set of software artifacts is curated
based on the predefined selection criteria. Then we run the proposed solution
on each artifact in the dataset to analyze both the successful cases and the
failing ones. At the same time, the performance of the proposed solution is
evaluated by analyzing the related metrics such as CPU and memory usage.

Since this dissertation contributes to application-level chaos engineering,
di�erent domains of applications should be considered for the evaluation. Thus
we adopt a qualitative methodology for the evaluation as well. By selecting
various real-world applications as targets, a qualitative study enables us to gain
a deeper understanding of the e�ectiveness of the proposed solutions. With the
qualitative evaluation approach, we can also have concrete case studies for the
strengths and weaknesses of the solution.

4.1 Research Questions
As each contribution has a specific application domain such as web servers and
Ethereum clients, the research questions and experimental protocols for each
contribution are not exactly the same. In this chapter, we present a subset of
the evaluation work in the listed papers. The evaluation is done by answering
the following three research questions. Each research question corresponds to
one technical contribution in Section 1.3.

• RQ1: How well does Phoebe work in synthesizing fault models for chaos
engineering experiments?

45



CHAPTER 4. EXPERIMENTAL EVALUATION

• RQ2: How much improvement is made by Pobs for improving observ-
ability of real-world applications using the proposed approach?

• RQ3: To what extent are ChaosMachine and TripleAgent suc-
cessful in identifying strengths and weaknesses of a software system’s
resilience?

4.2 Experimental Protocols
4.2.1 Project Selection Criteria
When a case-based evaluation is needed, we select software projects based
on the following selection criteria: 1) it should be a real-world, open-sourced
application, 2) it should be medium-sized with respect to complexity so that the
application can be deployed using the resources in the laboratory, 3) the study
outcome should be generalizable , 4) it can be deployed using a production
configuration and the workload can be generated realistically, and 5) it should
meet the specific requirement by each proposed solution such as programming
language and application domain.

According to these criteria, we select 5 software projects in total for case
studies, namely HedWig, TTorrent, GraphHopper, Broadleaf, and XWiki. Hed-
Wig is an email server that supports IMAP, SMTP and POP3 protocols. TTor-
rent is a file downloading client that uses the BitTorrent protocol. GraphHopper
is a routing backend for OpenStreepMap. Broadleaf is an e-commercial web
application. XWiki is a wiki system that is web-based as well. The descriptive
statistics of each selected software project are listed in Table 4.1. Each row in
the table describes one selected project, including the used version for evalu-
ation, the major programming language, the number of GitHub1 stars (if the
project is abailable on GitHub), the number of commits, the line of code, and
the included papers that use this project for evaluation.

For each selected project, we also define a workload for our experiments.
Each workload should fulfill the following requirements: 1) the workload should
be various in order to trigger error-handling mechanisms in an application, 2)
the workload should lead an application to deterministic behavior so that the
observed behavior under fault injection can be compared, and 3) we should be
able to record and replay the workload to improve reproduciblility of research.

For HedWig, we create an email account and register it to di�erent mailing
lists. In this way, HedWig receives real emails from di�erent servers every day.
We also use two email accounts on the HedWig server to send emails from one
account to the other. Such workload covers the basic usage of an email server
and is su�cient for chaos engineering experiments.

1https://github.com/KTH/royal-chaos
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Table 4.1: Descriptive Statistics of The Selected Projects

Project Version App. Domain Stars Commits LoC In Paper

HedWig v0.7 Email server - 289 30.8K I, III
TTorrent 1.5, 2.0 BitTorrent client 1.3K 924 13.6K I, II, III
GraphHopper 1.0 Routing backend 3.7K 4.6K 84.9K V
Broadleaf 5.0.0-GA E-commerce 1.5K 12.0K 171.6K II
XWiki 9.11.1 Wiki system 724 33.3K 316.0K II

For TTorrent, we execute the application to download files from the Bit-
Torrent network. During the time of downloading files, the running application
also shares the file blocks with other peers on the network.

Regarding GraphHopper, we use a workload generator that sends 1 request
to its routing API /route per second. The response code and body are recorded
for correctness checking.

For Broadleaf, the workload consists of a set of HTTP GET and POST
requests, which cover the major interactions with the application like visiting
products, logging in and out, checking out an order.

The workload for XWiki is defined in a similar way as Broadleaf. We replay
a set of HTTP requests which are about visiting pages, logging in and out,
adding comments, and updating personal information.

For all of the defined workload, we write di�erent workload generation scripts
to automatically execute them. The workload generators for HedWig, TTorrent,
and GraphHopper are implemented in Python and Bash. The workload gener-
ators for Broadleaf and XWiki are implemented using a tool called GoReplay 2,
which supports recording and replaying live HTTP tra�c.

4.2.2 Experimental Protocol for RQ1
In order to answer RQ1, a case-based evaluation approach is adopted. After
properly selecting the representative applications which are described in Sec-
tion 4.2.1, a 4-step experiment protocol is applied for evaluating Phoebe. The
full protocol can be found in [24].

First, each selected application is deployed in a production setup. The
workload presented in Section 4.2.1 is applied to trigger the functionalities of the
application. During this normal execution period, the application is monitored
for both steady state analysis and natural errors collection.

Secondly, the collected natural errors are given as input to the proposed
solutions. By analyzing these errors, a set of realistic fault models are generated.

Thirdly, we conduct chaos engineering experiments using these fault models.
For a comparison about its e�ectiveness, we conduct chaos engineering exper-

2https://github.com/buger/goreplay
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iments using a random-based fault model. The results about how well a fault
model is able to detect resilience issues and provide feedback for developers are
analyzed.

During each chaos engineering experiment, we use a set of behavioral as-
sessment criteria to identify abnormal behavior. Regarding HedWig, we deploy
a specific health checker that keeps executing the following four steps: 1) it
logs into HedWig using one test account, 2) it sends an email to another test
account, 3) it logs into HedWig using the recipient’s email account and tries
to fetch the latest email, and 4) it compares the fetched email with the original
email to check if the email is successfully sent. There are four di�erent kinds
of potential failures through these four steps: sending failures (SF), fetching
failures (FF), validation failures (VF), and server crashes (SC).

Similar to the behavioral assessment criteria of HedWig, we summarize
TTorrent’s behavior into three categories: 1) TTorrent is resilient to the in-
jected faults so that the target file is still successfully downloaded, 2) TTorrent
gets stalled during the period of fault injection, and 3) TTorrent downloads
the target file but the checksum is invalid, or TTorrent crashes directly when a
system call invocation error is injected.

Lastly, since the approaches are supposed to be applied in production, the
performance overhead of each approach is analyzed during the experiments.

4.2.3 Experimental Protocol for RQ2
RQ2 aims at evaluating Pobs, which is designed for improving Dockerized
Java applications. We first conduct a quantitative study by curating a set
of real-world Java application Dockerfiles. Then we select a representative
software project (GraphHopper) from the dataset to conduct a case study. The
Dockerfiles in our dataset are mined from GitHub using the following criteria.
The full experimental protocol can be found in paper [26].

First, we use GitHub’s search feature to query the top 1000 projects, sorted
by the number of stars. These projects should meet the following criteria: 1) the
primary programming language is Java, and 2) the project contains a README
file and in this file Docker is mentioned. The second criteria means that such
projects are likely to have Dockerfiles for containerizing the application.

Second, a Python script is used to clone each GitHub project and locate
the Dockerfiles under the project. If a Dockerfile meets the following criteria,
it is included in the experimental dataset: 1) the Dockerfile can be successfully
built using command docker build -t, 2) a Docker container can be started
up using the built image and it passes the following two checks. Because the
solution focuses on Java applications, we first check if the container contains
at least one Java process. Furthermore, POBS improves the observability of
server-side services, which are long-term running processes. We check if the
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container can continuously run for one minute without exiting.
According to the selection criteria, the final dataset for experiments contains

114 Java application Dockerfiles. These Dockerfiles are collected from 58 open-
source Java projects on GitHub.

For each application Dockerfile in the dataset, we apply Pobs to improve
its observability. The result of each step in Pobs’s pipeline is analyzed for
assessing its e�ectiveness. Detailed evaluation protocol is presented in paper
[26].

The first step in the pipeline is to augment an application Dockerfile with
observability component installation instructions. During this step, we first
check if Pobs outputs the augmented Dockerfile without any error. Then the
augmented Dockerfile is validated by Hadolint, a tool that statically checks the
content of a Dockerfile.

The second step is to build each augmented application Dockerfile. For the
cases that fail in this step, we conduct a manual analysis to analyze the reason
of the failures.

The last step is to run the augmented application, if it is successfully built in
the previous step. Because we use a script to automatically run Pobs on every
Dockerfile, we use the unified command docker run to start an application
container. If an augmented application container meets the following criteria,
we consider that its observability is successfully augmented by Pobs: 1) the
observability components indicate their successful execution in the container
log, 2) the metrics like memory usage can be queried via the central database,
and 3) the container does not crash after its initialization.

4.2.4 Experimental Protocol for RQ3
In order to evaluate ChaosMachine, we deploy TTorrent, Broadleaf, and
XWiki in a production configuration. For each application, we attach Chaos-
Machine to analyze the try-catch blocks and explore the hypotheses mentioned
in Section 3.3.1. The following principles are adopted for chaos engineering ex-
periments using ChaosMachine: 1) the chaos controller of ChaosMachine
evaluates the e�ectiveness of each try-catch block in the loading order of classes,
2) only one perturbation injector is activated at a time, and 3) the duration of
fault injection for every injector is identical for all experiments.

Regarding the evaluation on TripleAgent, HedWig and TTorrent are
selected as experimental targets. Besides deploying the applications in produc-
tion, the analysis of TripleAgent requires four rounds of executions, with
the same workload. The first two executions are used for classifying pertur-
bation points. The last two executions are used for evaluating the proposed
failure-oblivious methods.

For each experiment, we also evaluate the performance overhead of Chaos-
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Machine and TripleAgent from three aspects: 1) at the application level,
by measuring application-specific metrics in both the original version and the
instrumented one, 2) at the system level, by measuring CPU and memory usage
increase, and 3) at the binary code level, by measuring the size increase of Java
class files. Regarding application-level measurement, we select TTorrent as a
representative. The average time of downloading a file by TTorrent is con-
sidered as an application-level indicator of the overhead. The full experiment
protocol for ChaosMachine and TripleAgent can be found in papers [23]
and [27].

4.3 Experimental Results

4.3.1 Results of RQ1
The results show that under the production workload presented in Section 4.2.1,
Phoebe observes that 84 million invocations to 23 unique system calls naturally
fail without any fault injection in production. Based on these natural errors,
Phoebe synthesizes 13 and 16 realistic fault models for HedWig and TTorrent
respectively. This indicates that Phoebe is capable of analyzing real-world
applications in production and successfully generating realistic fault models for
them.

Without injecting any system call invocation errors, we observe that the
health checker sends 1911 emails from one account to another. There is only
validation failure captured, thus V F = 1/1911 = 0.05%. Since there is no
sending failure, fetching failure, or server crash found, SF = FF = SC = 0%.

By conducting chaos engineering experiments using the 13 synthesized real-
istic fault models, we compare HedWig’s behavior during each experiment with
the reference behavior for resilience analysis.

The results show that for 4 fault models, Phoebe does not inject any error
during the experiments because these system calls are rarely invoked. For the
other 9 fault models, HedWig is resilient to 2 fault models, which means these
injected errors do not break any behavioral assessment criteria. There are 4
fault models that cause side e�ects on HedWig’s functionality only during the
fault injection period. This means that HedWig runs in a degraded mode when
such faults are happening but it can recover to its normal state after the faults
disappear. Regarding the other 3 fault models, they cause a severe impact on
HedWig including server crashes and server state corruptions. HedWig needs
to be restarted when such faults occur in production.

With the help of Phoebe, developers are able to understand the di�erence
of HedWig’s error-handling capabilities with respect to di�erent system call
invocation errors. The experiment results are helpful to guide developers to
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design specific error-handling mechanisms to make HedWig more fault-tolerant
of system call invocation errors.

Regarding the experiments on TTorrent, Phoebe generates 16 fault models
based on the normal executions. The results show that 358 out of 369 rounds
of normal executions successfully download the target file, with a correct MD5
checksum. The other 11 rounds of executions end up with a stalled state of
TTorrent. No validation error or client crash is detected during the normal
executions. The observation on these normal executions set up the reference
behavior for comparison during chaos engineering experiments.

The chaos engineering experiments on TTorrent show that TTorrent has
di�erent levels of reliability with respect to system call invocation errors. Due
to the rarity of some types of system calls, Phoebe does not inject any error
using 2 fault models. For the other 14 fault models, Phoebe successfully
injects at least one error during the experiment. There are 4 fault models that
lead TTorrent to a stalled state. There are 7 fault models that make TTorrent
crash directly or download a corrupted file. TTorrent is resilient to the other
3 fault models, which means that no matter how many system call invocation
errors happen during the execution, TTorrent is still able to download the target
file correctly.

In order to evaluate the e�ciency of these realistic fault models, we conduct
a set of chaos engineering experiments using a random fault injection strategy
as a comparison. A random strategy in this context means that we inject
a randomized error code to a specific type of system call invocations, using
the same error rate of its corresponding realistic fault model. By analyzing
the experiment results, we identify two di�erent reasons why Phoebe’s fault
models are better than a random approach.

First of all, experiments using a realistic fault model produce less false alarms
for developers. For example, in HedWig’s experiments, when the system call
invocations to accept are failed with a random error code, the server’s state
gets corrupted. However, if the error code is fixed as EAGAIN which is a realistic
error code, the result is that Hedwig becomes degraded and can recover by itself
after stopping the fault injection. In other words, randomly generated errors
which cannot happen in production may become noise in the experiment results
and make the observation inaccurate.

Second, recall the large fault injection search space in system call invocation
errors, a random approach may miss finding interesting corner cases. For exam-
ple, when Phoebe injects EAGAIN or ETIMEDOUT errors to system call futex,
a crash of HedWig is recorded. If these two error codes are replaced with a ran-
dom one, the results show that HedWig is fault-tolerant of the injected errors.
This is not true, because the experiment time is limited and such a random
approach fails to discover the specific errors that crash the application.
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Answer to RQ1
The evaluation shows that the realistic fault models generated by Phoebe
are more e�cient than random-based models in two aspects. First, developers
get less false alarms when applying realistic fault models for chaos engineering
experiments. Second, realistic fault models are better at discovering corner
cases than random-based models given the same amount of time.

4.3.2 Results of RQ2
By applying Pobs to the 114 application Dockerfiles in the experimental dataset,
the results show that Pobs succeeds in augmenting the observability of 81
(71%) Dockerfiles. For these successful cases, developers can benefit from
automated observability improvement without making any change in their ap-
plication or infrastructure code.

There are three major steps in Pobs’s observability improvement pipeline.
Now we discuss the results of each step.

The first step done by Pobs is to generate augmented Dockerfiles which
contain the instructions for installing observability components. During this
step, Pobs successfully pre-checks all of the 114 Dockerfiles about their in-
stalled package manager, user name and group for starting the application,
as well as the existence of a process supervision service. Based on this in-
formation, Pobs adds specific instructions to the target Dockerfiles. These
augmented Dockerfiles are all validated by Hadolint.

The second step is to build each augmented application Dockerfile. During
this step, Pobs succeeds in building 109 (95.6%) out of the 114 Dockerfiles.
Regarding the 5 failed cases, 3 cases are related to installing the extra compo-
nents. For instance, if an original application image does not have sh or bash
installed, the instructions generated by Pobs cannot be successfully executed.
The other 2 failed cases are related to the .dockerignore file. This is because
the developers of these two projects explicitly specify that only jar files can
be copied into the image. Such a configuration prevents Pobs from adding its
components to the application image.

The last step is to run the built application images using the docker run
command. In this step, 81 (71.1%) applications can be successfully started up
using the augmented images. The major reason for the failing cases is about the
ENTRYPOINT configuration, which covers 25 out of the 28 cases. This is caused
by the incompatibility between Pobs’s generated ENTRYPOINT instruction and
the process supervision service. More specifically, the process supervision service
cannot initiate the application service using the new ENTRYPOINT configuration.
Future work could be done on engineering Pobs to generate more compatible
ENTRYPOINT instructions. There are two failing cases that are related to the
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installation of the system call monitor. The last failing case is about non-
deterministic behavior, which may be caused by a potential conflict between
the observability agent and the JVM.

Overall the evaluation shows that Pobs is e�ective in improving a Docker-
ized Java application’s observability in an automated manner. Since the evalu-
ation is done using a dataset which contains more than 50 real-world projects,
a set of default commands such as docker run has to be adopted. If we
use application-specific commands according to its documentation, like docker
run +<required options>, the success rate would be even higher.

Observability improvement and production performance are usually a trade-
o� for developers [21]. The more observability components are activated, the
more performance overhead they could bring to applications. Consequently, in
the evaluation of Pobs, we also measure the overhead caused by the installed
observability components. The results show that the size of an augmented im-
age only slightly increases (74 MB at most), which is not a significant storage
cost for a production usage. We also consider runtime metrics including the
memory usage and the number CPU instructions. It shows that an augmented
application image causes 66.9% more usage of memory at most, while 2782%
more CPU instructions at most, during the execution of an application con-
tainer. The most significant production overhead is caused by the increased
number of CPU instructions. The experiments show that this is mainly caused
by the system call monitor. Future work can be considered to replace strace
with an eBPF-based system call monitor, even though eBPF also has its own
compatibility issues for containerized applications [96, 97].

Answer to RQ2
By applying Pobs to the 114 real-world Java application Dockerfiles, the
results show that 81 (71.1%) Dockerfiles can be successfully augmented for
observability improvement, in a fully automated manner. This confirms that
Pobs works for real-world applications in di�erent domains. With the help
of Pobs, developers do not need to change anything in their application or
infrastructure code to benefit from the improved observability. Regarding
performance overhead, the most significant overhead comes from low-level
system call monitoring. The storage cost and memory usage increase by
Pobs are acceptable in a production scenario.

4.3.3 Results of RQ3
To answer RQ3, we apply a case-based study using TTorrent, XWiki, Broadleaf,
HedWig as experimental targets. We present the experiment results in two
categories: the results about an approach’s e�ectiveness, and the results about
the performance overhead.
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We deploy ChaosMachine on top of TTorrent, XWiki, and Broadleaf. In
total, ChaosMachine analyzes the resilience of 339 try-catch blocks located
in 212 Java classes.

For TTorrent, in a real-world production usage, ChaosMachine identifies
6 resilient try-catch blocks and 3 silent ones. These silent try-catch blocks can
be potential resilience weaknesses in TTorrent since there is no visible behavior
or log generated when an exception occurs in the try blocks. With the help of
ChaosMachine’s falsification experiments, the identified 6 resilient try-catch
blocks are verified to be resilient as well in the subsequent versions.

Regarding the result of experiments on XWiki, 268 try-catch blocks are
analyzed, out of which 7 are resilient, and 23 are silent. The experiments
confirm that ChaosMachine is able to scale to a system with 440k lines of
code and 1567 try-catch blocks loaded in the JVM.

The experiments on Broadleaf show that 44 try-catch blocks are covered by
the workload. ChaosMachine identifies 5 resilient, 8 silent, 21 observable,
and 31 debuggable try-catch blocks. The results indicate that the monitoring
sidecar in ChaosMachine may need further improvement on interpreting the
application’s behavior. For example, the monitoring sidecar can be improved to
automatically detect non-deterministic information like timestamps to reduce
false positives in the resilience report.

TTorrent and HedWig are selected as targets for evaluating TripleAgent.
Under a realistic workload, TripleAgent performs 7780 and 2188 fault in-
jection experiments respectively on TTorrent and HedWig.

The first task done by TripleAgent is to identify fragile perturbation
points, sensitive points, and immunized points, which are defined in Section 3.3.2.
The results show that TripleAgent identifies 642 fragile points, 296 sensi-
tive points, and 108 immunized points for TTorrent, and 261 fragile points, 68
sensitive points, and 43 immunized points for HedWig. Then TripleAgent
proposes potential failure-oblivious methods that can improve the resilience for
each application. The verification results show that TripleAgent success-
fully improves the resilience of 225 and 32 methods in TTorrent and HedWig
respectively. The results confirm that TripleAgent is feasible to improve the
resilience using failure-oblivious computing in an automated manner.

During each chaos engineering experiment, the performance overhead of
ChaosMachine and TripleAgent is evaluated. The results show that there
is no significant impact on the downloading time caused by ChaosMachine.
In TripleAgent’s experiments, the average downloading time is increased
by 3.5% at most. It shows that the CPU time used by the instrumented ver-
sion is 50% and 22.2% more than the original version, in the experiment of
ChaosMachine and TripleAgent respectively. ChaosMachine needs
15% memory space for running TTorrent, while TripleAgent needs 4.3%
more. Regarding the size of class files, both solutions have a limited impact on
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it, which are 1.3% (4KB) and 0.6% (0.1KB) increase by ChaosMachine and
TripleAgent respectively.

Answer to RQ3
Application-level chaos engineering enables developers to gain insights in
their application source code regarding error-handling mechanisms. Both
try-catch level and method level exception injection are e�ective in identi-
fying resilience characteristics for Java applications. The results show that
ChaosMachine is able to verify the error-handling mechanisms in pro-
duction and point out critical try-catch blocks that need further actions.
TripleAgent is successful in categorizing methods with respect to their
resilience.

4.4 Threats to Validity
We discuss the threats to the validity of these contributions in three aspects:
internal validity, external validity, and construct validity.

4.4.1 Internal Validity
First of all, a critical bug in the implementation of these tools could bring threats
to the internal validity. We have published all the source-code and experiment
results on GitHub so that researchers can improve the implementations in the
future.

Second, in order to conduct a chaos engineering experiment, a specific
fault model is important because it describes what a failing scenario is like in
the experiment. If a new fault model is adopted for experiments, the results
may be di�erent since the failing scenario is changed. For example, injecting
exceptions at the end of a try block instead of at the beginning of it may change
the evaluation results of ChaosMachine. Future work is required to evaluate
the solutions using various fault models.

Last, when we analyze the steady state of a software system, statistical
comparison methods like the Mann-Whitney U Test are applied. Such methods
require a manually defined p-value threshold for deciding whether the observed
behavior is stable or not. A di�erent statistical comparison method or a p-value
may change the experimental results.

4.4.2 External Validity
The threat to the external validity is the selection of experiment targets. Though
the selected applications are mature, complex and representative in di�erent
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application domains, they cannot cover all domains. A similar threat exists in
the data set for evaluating our second contribution (Pobs). Future work in
evaluating the solutions with more software applications can help reduce such
threats.

Secondly, chaos engineering experiments rely on production tra�c. In our
experiments, production tra�c is captured during a limited amount of time.
Such workload cannot cover all the error-handling code in an application. The
diversity of production workload can be further improved for evaluating the
contributions.

4.4.3 Construct Validity
Threats to the construct validity comes from the implementation of fault injec-
tion in the contributions.

In ChaosMachine and TripleAgent, Java exceptions are injected using
bytecode instrumentation. The location where bytecode is injected for throwing
exceptions may not be exactly the same with the natural location that the
exception comes from.

In Phoebe and ChaosETH, system call invocation errors are injected
using an eBPF program that replaces the original system call return code with
an error code. This means that the implementation of error injection always
return a error code after every line of code is executed in a system call. However,
in natural cases, a system call invocation may return an error code immediately
when an invocation goes wrong in its method body.

Due to the application of bytecode instrumentation and eBPF, the imple-
mentations of fault injection in this dissertation may cause a di�erence between
the actual failing scenario and the simulated one.

The proposed fault injection approaches Phoebe and ChaosETH always
replace the return code with an error code after the complete system call method
is executed. It is possible that the observed abnormal behavior is caused by the
inconsistency between the injected failures and the internal state of the program.
Future work can be done to further improve the realism of these fault injection
implementations.

Another construct threat is that running environments such as di�erent
versions of JVM may have an impact on the experiment results. Though the
solutions inject application-specific faults like Java exceptions for resilience as-
sessment, the behavior may be related to the running environment like JVM
instead of the application. Future work can be done for exploring the interplay
between the running environment and the application error-handling mecha-
nisms with respect to di�erent fault models.
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Chapter 5

Conclusions and Future Work

In this thesis, we have focused on one resilience engineering technique: chaos
engineering. In this chapter, we summarize the dissertation’s contributions to
chaos engineering and discuss the potential research topics in the future.

5.1 Summary of Technical Contributions
In this thesis, we propose application-level chaos engineering to address the fol-
lowing problems: 1) the fault injection search space is too large to be explored,
2) the observability of a software system is insu�cient for steady state analysis
and abnormal behavior detection, and 3) traditional chaos engineering models
do not provide enough information for identifying locations in application source
code for resilience improvements.

The contributions are organized in three folds. Each fold corresponds to
one problem mentioned above. Regarding the large fault injection search space,
ChaosMachine and Phoebe have been proposed for synthesizing realistic
fault models. Regarding insu�cient observability, ChaosOrca and Pobs have
been proposed for fully automatic observability improvement which help steady
state analysis and abnormal behavior detection. Regarding actions for resilience
improvements, three domain-specific fault injection approaches, ChaosMa-
chine, TripleAgent, and ChaosETH have been designed to build a strong
connection between an application’s error-handling code with the injected faults.

For all of the three technical contributions above, we have proposed method-
ologies of conducting chaos engineering experiments. We believe that both the
experimental protocols and results are helpful for researchers to explore chaos
engineering in the future. For open science, a fruitful set of research prototypes
and experimental datasets have been open-sourced to help related research
work.
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5.2 Summary of Experimental Findings
According to the evaluation on this dissertation’s contributions in Section 4.3,
we summarize the experimental findings as follows.

First, by analyzing 84 million invocations to 23 unique system calls, 29
realistic fault models are synthesized for two real-world applications (HedWig
and TTorrent). We compare these realistic fault models based on naturally
happening errors in production with a random injection approach. The results
show that the realistic fault models are more e�cient than the random injection
approach in two aspects: 1) realistic fault models produce less false alarms for
developers, and 2) realistic fault models provide more valuable insights about a
specific error given the same amount of experiment time. In other words, real-
istic fault models detect more interesting corner cases than a random approach.

Second, Dockerfile augmentation is e�ective in automatically improving the
observability of an application at multiple layers. In our experimental dataset
which contains 114 Dockerfiles from 58 real-world projects, we observe that
81 (71.1%) application Dockerfiles can be successfully augmented with the
improved observability at the operating system layer, the runtime environment
layer, and the application layer.

Last, domain-specific fault injection approaches are helpful both for detect-
ing resilience weaknesses and for proposing new error handling mechanisms.
Regarding resilience analysis, we inject exceptions into four real-world Java
applications (TTorrent, XWiki, Broadleaf, and HedWig) using bytecode instru-
mentation techniques. In total, there are 10307 di�erent chaos engineering
experiments conducted. The results show that it is e�ective to assess a Java
application’s error-handling code at both the try-catch level and the method
level. Regarding improvements of error-handling mechanisms, it is e�ective to
identify better locations for handling exceptions in a Java application with the
help of failure-oblivious computing. In TTorrent and HedWig, we observe that
the resilience of 257 methods are improved in a fully automatic manner. This
confirms that by ignoring exceptions in the stack before they are handled by
the catch block written by developers, it is possible to achieve better resilience
in some cases.

5.3 Future Work
In this dissertation we have shown that there exist open challenges in improving
the e�ciency of chaos engineering experiments, having su�cient observability
of a target system, and taking an application’s context into consideration in
a chaos engineering experiment. In this section, we discuss potential research
directions on top of this dissertation’s contributions.
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Library errors JVM errors

Failure 1

Failure 2

Figure 5.1: Failures and Their Propagation Through Di�erent Layers

5.3.1 Cross-layer Failure Analysis
The existing chaos engineering frameworks including this dissertation’s con-
tributions usually focus on injecting failures at a specific layer. For example,
ChaosMachine injects Java exceptions into try blocks while ChaosETH
injects errors into system call invocations. In reality, failures are propagated
across layers. Figure 5.1 gives an example about this phenomenon. There are
four abstract layers from low-level to high-level in the figure. When some crit-
ical resource such as an I/O device is unavailable, the operating system may
return an error in a system call invocation. This failed system call invocation
can be transformed into a Java exception by the JVM and passed over to a
Java application. This suggests that injecting failures at di�erent levels may
finally lead to the same state at the application level.

For chaos engineering, failures can be injected at di�erent layers as di�erent
forms. For resilience improvement, failures can be handled at di�erent layers by
di�erent components. Investigating the relations between failures at di�erent
layers are helpful for developers to understand the best place where resilience
improvement can be made: at the operating system level, at the library or
runtime level, or at the application level. To achieve this, we call future work
for cross-layer failure analysis.

Cross-layer failure analysis requires su�cient observability of a target system,
especially the traces across layers. Traditional tracing techniques mostly focus
on the interactions between di�erent components at the same layer [55, 98]. For
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example, developers can trace HTTP requests and responses between di�erent
micro-services. For the future work in cross-layer failure analysis, a solution that
traces a failure’s propagation is necessary. A potential solution is to extend this
dissertation’s work on multi-layer observability, to infer the relations between
di�erent failures that happen close to each other in a short monitoring period.

5.3.2 AI-enhanced Chaos Engineering
Regarding the e�ciency of chaos engineering experiments, AI techniques can
be applied in learning a system’s steady state, detecting abnormal behavior,
and synthesizing realistic fault models [72, 99].

In chaos engineering, we describe a system’s steady state using metrics
which are preferably business-related such as the number of played videos per
minute on Netflix. Given a period of observation on a target system, machine
learning techniques can generate a model that describes the trend of these
metrics. Then the model can be used to predict the system’s behavior. If the
prediction is correct, it confirms that the target system is under its steady state.
Otherwise, it gives an alert that there is some abnormal behavior in the system.

Regarding fault model synthesis, previous work has shown that randomiza-
tion is not the best approach to expose faults within a system [81]. In this work,
Canonico et al. train a neural network through reinforcement learning to turn
down servers in a network system for resilience analysis. The results show that
the neural network outperforms ChaosMonkey [16]. Future work could be done
to compare the performance between various ML models and chaos engineering
frameworks. We can also apply AI techniques to train a model that describes
a system’s naturally happening failures [100]. In this way, developers are able
to generate failing scenarios that are close to real-world events.

Another direction of AI-enhanced chaos engineering is to propose resilience
improvements automatically [101]. For example, we can replace TripleAgent’s
failure-oblivious agent with an AI-enhanced agent for error-handling code gen-
eration.
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