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Abstract

Neko is a project at KTH to refactor the widely used fluid dynamics solver
Nek5000 to support modern hardware. Many aspects of the solver need
adapting for use on GPUs, and one such part is the main communication
kernel, the Gather-Scatter (GS) routine. To avoid race conditions in the kernel,
atomic operations are used, which can be inefficient. To avoid the use of
atomics, elements were grouped in such a way that when multiple writes to the
same address are necessary, they will always come in blocks. This way, each
block can be assigned to a single thread and handled sequentially, avoiding the
need for atomic operations altogether.

In the scope of the thesis, a Poisson solver was also ported from CPU to
Nvidia GPUs. To optimise the Poisson solver, a batched matrix multiplication
kernel was developed to efficiently perform small matrix multiplications in
bulk, to better utilise the GPU. Optimisations using shared memory and kernel
unification was done.

The performance of the different implementations was tested on two
systems using a GTX1660 and dual Nvidia A100 respectively. The results
show only small differences in performance between the two versions of
the GS kernels when only considering computational cost, and in a multi-
rank setup the communication time completely overwhelms any potential
difference. The shared memory matrix multiplication kernel yielded around
a 20% performance boost for the Poisson solver. Both versions vastly
outperformed cuBLAS. The unified kernel also had a large positive impact
on the performance, yielding up to a 50% increase in throughput.
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Sammanfattning | iii

Sammanfattning

Neko ar ett KTH-projekt med syfte att vidareutveckla det populira berdknings-
stromningsdynamik-programmet Nek5000 for moderna datorsystem. Speciell
vikt har lagts vid att stodja heterogena plattformar med dedikerade accelle-
ratorer for flyttalsberidkningar. Den idag vanligast forekommande sddana dr
grafikkort (GPUer).

En viktig del av Neko ar Gather-Scatter (GS)-funktionen, som &r den
huvudsakliga kommunikations-funktionen mellan processer i programmet.
I GS-funktionen kan race conditions uppstd dd flera trddar skriver till
samma minnesaddress samtidigt. Detta kan undvikas med atomic operations,
men anviandande av dessa kan ha negativ inverkan pa prestanda. I detta
masterarbete utvecklades en alternativ implementation dér element i GS-
algoritmen grupperades pa sddant sitt att alla operationer pd samma element
kommer i block. P4 si sitt kan de enkelt behandlas i sekvens och dirmed
undvika behovet av atomic operations.

Inom ramen for masterarbetet implementerades en numerisk losare av
Poisson’s ekvation for GPUer. Optimering av koden genom att gora matris-
multiplikationer i bulk genomfordes, och vidare genom utnyttjande av shared
memory.

Prestandan utvirderades pd tva olika datorsystem med en GTX1660
respektive tvi A100 GPUer. Enbart sma skillnader sdgs mellan de olika GS-
implementationerna, med en svag fordel om ca 5% hogre prestanda for den
grupperade varianten i hogupplosta dominer. Poisson-16saren visade pa hoga
prestandasiffror jamfort med cuBLAS-biblioteket.

Nyckelord

Neko, CUDA, Heterogena plattformar, GPU, Gather-Scatter, Hogprestandabe-
rakningar, Berdkningsstromningsdynamik
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Chapter 1

Introduction

1.1 Background

Since the beginning of the computer era, the importance of the field of
scientific computing has increased with every performance improvement. This
development has been driven by Moore’s law, the observation that transistor
density on a chip is doubled about every two years, which has governed
the industry for decades up until recent years [1]. For a long time, the
shrinking of transistors led directly to the operating frequency of computer
chips increasing proportionally. This increase in frequency is known as
Dennard scaling, or Dennard’s law, and it essentially yielded applications
performance improvements without any work by the developer [2]. However,
this trend stopped around the year 2006 [3], and operating frequencies have
essentially remained the same over the last decade. Despite this, the number
of transistors per chip has continued to increase according to Moore’s law for
another ten to 15 years, but during this time the increase in performance has
come in the form of multi-core CPUs. While this has meant that the overall
performance of a computer system has continued to increase at about the same
rate, these performance improvements are much harder to fully utilise. Instead,
software needs to be designed with parallelism in mind, and it is far from trivial
to keep scaling algorithms to an ever-increasing number of cores.

A bigger issue is likely that the trend of increased core count is also going
to slow down in the coming years. Due to current leakage in transistors [2],
power dissipation issues mean that it is becoming increasingly harder to keep
all parts of a multi-core CPU active simultaneously [4]. Known as "Dark
silicon" [4], this effect means that a further increase in core count is unlikely
to be the path to greater computing power in the future. Adding to this,
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Moore’s law is also predicted to be reaching its end [5]. As the feature size
of transistors is approaching the size of just a few atoms, quantum tunnelling
of electrons across the transistor gate [5, 6] limits further shrinking. In fact,
in recent processor generations the marketed feature size reported by major
semiconductor manufacturers no longer has any connection to the actual size
of the transistors [7]. It is at best an "equivalent transistor count" measure,
and at worst just a marketing term [7]. Because of this, it seems likely that
the path to increased transistor count is no longer going to go through reduced
size, but instead by 3D stacking of chips [8, 9]. Regardless, to achieve higher
performance in the future, increased parallelism is going to be required.

Already today, parallelism is a large part of scientific computing. By their
nature, many problems in scientific computing are so-called "embarrassingly
parallel” problems [10], meaning that they consist of many independent sub-
tasks that can be trivially parallelised. Modern High Performance Computing
(HPC) systems and supercomputers consist of many thousands or even
millions of nodes [11] each with one or more multi-core CPUs, connected
by high performance networks. This means that not only must programs
and algorithms be parallel, but they must also be distributable, running on
essentially separate computers. In these kinds of systems, communication
between nodes is comparatively slow and usually sets the limit for the number
of nodes that can be meaningfully used. In general, as the number of nodes
increases, the amount of communication between them increases with it,
making it difficult to fully utilise such massive computing systems.

In recent years, as an alternative to simply using more and more parallel
nodes, heterogeneous hardware has become increasingly common in HPC
systems around the world. This is specialised hardware that is built just to
accelerate the floating point arithmetic that is the basis for almost all scientific
computations. The currently most predominant one is Graphics Processing
Units (GPUs), found in seven out of the world’s top ten supercomputers [11]
as of this writing. The new HPC system being installed at KTH in 2022 will
also feature a partition with GPUs [12] for acceleration of heavy computations.

Fluid dynamics is the science of modelling fluid flow. Understanding the
motion of gases and liquids is a vital component in countless engineering and
academic fields, such as aerodynamics, chemistry and meteorology. Fluid flow
is governed by the Navier Stokes (NS) equations, which describe conservation
laws for how mass, energy and momentum are conserved in a moving fluid
[13]. The NS equations are a set of non linear Partial Differential Equations
(PDEs) in space and time and are in general only algebraically solvable for
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simple geometries and flow patterns [13, 14]. This meant that for a long time
the only way of understanding real-world flow patterns was to do experiments
[13, 15], something that can be very expensive or even impossible in certain
situations [15]. For this reason, the advent of Computational Fluid Dynamics
(CFD) has been hugely impactful. Over the last few decades, CFD has become
a vital tool for engineers and researchers as increasing computing power has
allowed for larger problems to be simulated [13, 15].

Even so, CFD is not a universal solution. A fundamental problem in fluid
dynamics is that of turbulence, where the fluid exhibits seemingly random and
chaotic time-dependent behaviour. More specifically, eddies will form in the
fluid as it flows around obstacles, where the rotation of the velocity field is
high. These vortices are semi-stable in time and will travel with the stream
lines, continuing to affect the flow downstream. This is an almost fractal
phenomenon, where the diameter of the eddies will range from the size of
the obstacle down to the so-called Kolmogorov scale [16, 17]. At this size,
the viscosity is the dominant force and smaller features are quickly dissipated
into heat. The exact range depends on the problem, but can for example span
more than five orders of magnitude for an aircraft wing [18]. This is the origin
of the popular term "butterfly effect” [13], where the small-scale behaviour of
the fluid impacts the large-scale structure of the flow pattern.

This "universality of turbulence” has a direct impact on the size and
granularity of the mesh size required for accurate simulations [17]. To
accurately calculate the flow around an object requires a mesh that is both
large enough to cover the large-scale structures, and at the same time is fine
enough to resolve the small-scale turbulence. This means that even problems
of moderate complexity require enormous meshes with trillions of elements
[16, 17]. With this kind of complexity, an exact simulation of the airflow
around for instance an entire aircraft would be completely impossible even
using all the world’s supercomputers combined.

This does however not mean there are no use cases for CFD. In engineering
CFD is incredibly useful for rapid prototyping and experimentation, but
simulations must usually be limited to 2D cross sections or short 3D spans
[19, 20] to be possible. But this also means that high accuracy CFD
simulations require large computing resources and there is essentially no limit
to the amount of computing power that can be used. It also means that all CFD
software must be very efficient to achieve the highest possible performance
from the hardware available.
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1.2 Problem

Nek5000 is a Spectral Element solver for Computational Fluid Dynamics. It
has been in development for over 30 years [21, 22] and is heavily used for both
engineering and academic research [23, 24, 19]. One of the great strengths
of Nek5000 is its strong scaling performance. It has been previously shown
to exhibit near linear scaling up to 65 500 cores [25], and have even been
demonstrated to scale to one million processes (500 thousand cores) with a
parallel efficiency of 0.6 [26].

However, Nek5000 is written mostly in Fortran 77 [27], which is now
an over 40 years old language. The language does not support dynamic
memory allocation, variable names cannot be longer than six characters and
undeclared variables are implicitly typed [28]. The fact that dynamic memory
allocation is not supported means that the entire problem setup has to be
compiled into Nek5000, including the mesh and parallel decomposition. This
old legacy code base means that updating the software for new accelerators
is a major task, although it is still actively maintained and updated [27]. For
this reason, there are various projects to refactor and update the Nek5000 code
to modern programming paradigms. There is an ongoing effort to develop a
GPU accelerated successor called NekRS [29], which uses OCCA [30] for
GPU interfacing.

At KTH, a separate project to rewrite and refactor Nek5000 from scratch in
modern Fortran is currently under active development, under the name Neko
[31]. The project shares a lot of goals with NekRS but uses a different design
philosophy, most notably Neko continues the use of Fortran whereas NekRS
is C/C++.

Neko aims at being mostly agnostic about the accelerator back end.
This means including support for both CPU, GPUs, FPGAs and vector
co-processors. Since this is a KTH project, one priority is to support
GPU acceleration on the new Dardel system [12] that is currently being
commissioned. Since the Dardel system will be using AMD GPUs it is
programmed through the Heterogeneous-computing Interface for Portability
(HIP). This leaves support for Nvidia GPUs only by proxy through HIPs cross-
platform compatibility. For this reason, an attempt at providing initial CUDA
support for Neko is going to be a part of this thesis.
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1.3 Previous work

A stripped-down version of Nek5000 has previously been ported to support
GPUs through OpenACC [32] with promising results. However one issue
uncovered with this approach is the difficulty to perform efficient memory
transfers where data transfer between the host and device can be overlapped
with computations.

Nekbone, a performance experimentation platform for Nek5000 that solves
only the Poisson equation has previously been ported to GPUs using CUDA
by Karp et al [33]. Their work is focused on many of the same problems as
will be important in this thesis and provides early insights and pointers into
the problems that need to be solved.

1.4 Delimitations

Neko is a highly optimised, fully-fledged fluid dynamics solver, solving the
incompressible Navier Stokes equations. Eventually, to support the entire
solver on Nvidia GPUs a lot of code needs to be ported, optimised and
verified. How to best do all of this is a full-time research project, and certainly
out of scope for this thesis project. For this reason, the project will not
focus on porting the entire codebase, but rather on implementing two of the
core components for Nvidia GPUs. The first is the main communications
kernel, the Gather-Scatter (GS) routine, which handles both the bulk of
communication between ranks and also an intricate part of the solver itself.
Then, to demonstrate the viability of a GPU solver and verify the scalability
which is dependent on the communications kernel, a Poisson solver is to be
ported to GPU.

Poisson’s equation is a core part of Navier Stokes (NS) equations and
computationally the heaviest part of the full NS solver [15, 33]. This means
that despite the Poisson solver being substantially simpler to implement its
performance has a large impact on the full version. This makes it a good
starting point and test bench for performance optimisations, similar to what
Nekbone is to Nek5000.

1.5 Purpose and Goals

The project will be focusing on two goals. The first goal of the project is to
develop and implement the Gather-Scatter (GS) routine in CUDA C. A special
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focus will be on optimising the GS kernel and to allow for asynchronous
memory transfers between the host and device. The second focus of the project
will be to implement the basic building blocks in the library that are necessary
for the construction of a GPU-accelerated Poisson solver. The Poisson solver
will be implemented for proof of concept and optimised to show its efficient
implementation.

Finally scalability of the solver to multiple GPUs will be shown. Veri-
fication of accuracy and comparison of the performance against an existing
CPU-based solver will also be carried out.

1.6 Structure of the Thesis

The following sections of the thesis will begin with a background in chapter 2
of the relevant field of High Performance Computing (HPC), a brief overview
of the governing equations and Neko. The experimental setup and research
methodology will be described in chapter 3. The thesis will then continue in
chapter 4 with a presentation of the implementations and solutions developed
in this work, beginning with the Gather-Scatter algorithm and then general
performance considerations for the solver. In chapter 5 the performance results
will be presented, and then discussed in chapter 6. Finally conclusions will be
drawn in chapter 7 together with suggestions for future work that has not been
considered.
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Chapter 2

Background

This chapter will introduce relevant concepts to the thesis. Background and
important issues to the project will be introduced together with motivations as
to why they are interesting as a thesis project.

2.1 High Performance Computing

High Performance Computing (HPC) is a field in computer science dedicated
to maximising the performance of applications. This is done through both
use of new and improved hardware features, as well as tuning software to
achieve the highest possible performance on the hardware available. This
includes optimising cache usage, reducing synchronisation between processes
and developing algorithms that require fewer resources. A recent trend
in HPC is the use of heterogeneous hardware [34], where the CPU is no
longer solely responsible for carrying out all required computations. Instead,
specialised hardware is being used for more and more tasks, in anything from
smartphones to supercomputers [34]. The most common and well-known
form of accelerator these days is the GPU. Initially designed for rendering
polygons to a display buffer, the architecture of GPUs has proven to be
very powerful for general-purpose arithmetic computations, and today GPUs
are commonplace. As of this writing, seven out of the world’s ten highest
performing supercomputers use GPUs for acceleration [11].

2.1.1 Shared vs Distributed Memory

An important distinction in HPC is that between shared and distributed
memory [35]. In a shared memory system, any memory address is directly
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accessible to the CPU and any processor can access memory as fast as any
other. This is the case in a multi-core processor; the main memory is shared
among the cores and each core can access any memory as fast as any other
core can. This is in contrast to distributed memory systems, where the full
computer system is made up of multiple individual nodes, each with its own
CPU and RAM. Each node is a shared memory system and can access its
own memory at high speed, but accessing the memory of other nodes is slow
and complicated. Programming for a distributed memory architecture adds an
additional layer of complexity.

For shared memory systems the OpenMP standard [36] provides compiler
directives for C/C++ and Fortran compilers to efficiently divide work between
available CPU cores. For distributed systems, communication between ranks
are done through the Message Passing Interface (MPI) [37] and the access
pattern has to be designed by the programmer. MPI is a standard and multiple
implementations exist as libraries for an array of different programming
languages. Supercomputer manufacturers such as Cray may have proprietary
versions tailored specifically for their systems, but the two most commonly
used implementations are the MPICH and OpenMPI libraries which are both
freely available for C++ and Fortran.

MPI provides a multitude of different ways of accessing remote memory,
optimised for different cases and access patterns. However, regardless of how
memory is accessed, data has to be transferred between nodes over a network.
This type of communication, while heavily optimised and streamlined by
the implementations, is still orders of magnitude slower than accessing local
memory. Data transfer between nodes can have a latency of just a few
microseconds [38], but even these small latencies are hundreds of thousands
of clock cycles for a modern CPU. For this reason, an important part of
distributed memory computing is to overlap the communication between
nodes with continued computations. This is often not a trivial task, as in
many algorithms the value of a variable is often needed by another calculation
as soon as it is produced. But if this value resides on a separate node, it
is not immediately available to the processor. This simple fact is often the
limiting factor to the number of distributed processors an application can make
meaningful use of, as the amount of data that needs to be transferred scales
with the number of nodes.
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2.1.2 GPUs and High Throughput vs Low Latency

To increase performance in a system without adding more nodes, each node
has to become more powerful. One way of increasing computation power is
to increase the number of CPU cores, but as discussed in chapter 1, doing so
is starting to get harder due to power dissipation issues inside the CPUs [4]. It
also encounters problems with thread synchronisation and cache line overlap.

Since CPUs are the main processing unit that drives most of the control
logic in an application, CPUs include a lot of hardware for logic and control
flow. Each core needs its own fully capable Arithmetic and Logic Unit (ALU)
to maximise parallel performance and avoid the need to share resources with
other cores. This way, the CPU can maximise the serial performance by
minimising the time between starting two consecutive instructions. For this
reason, CPUs are known as low latency devices [39].

Heterogeneous hardware such as GPUs are developed with a different
design philosophy. Highly parallel tasks, such as graphics rendering, usually
require performing the same operation to a very large array of data. This is
taken advantage of in GPUs and other high throughput devices, by reducing the
number of logic units and instead increasing the number of arithmetic units.
In CUDA GPUs specifically, threads are executed together in groups of 32,
called a warp [40]. Each warp shares one instruction pipeline and executes
instructions in lockstep. This is similar to a very wide vector operation on
CPUs, commonly referred to as Single Instruction, Multiple Data (SIMD)
operations, but with added capabilities such as looping and branching. Nvidia
calls this Single Instruction, Multiple Threads (SIMT) to differentiate the
added capabilities [40].

Multiple thread warps are executed together with up to 1024 Threads Per
Block (TPB) on a Streaming Multiprocessor (SM). In a thread block, all
threads share cache and Shared memory resources, but they do not execute
entirely in parallel. Instead, at any point in time only a few warps are actually
being executed by the SM and the rest are idle waiting for resources to become
available. This allows the GPU to hide latency by oversubscribing the available
computational resources. One warp may be utilising the SMs floating point
arithmetic unit, while another does integer arithmetic and a third is fetching
data from memory. Since instructions are executed in groups of 32 threads,
less circuitry is needed for instruction logic. Thus more cores fit into the
same chip size and power consumption footprint, and a modern GPU can have
thousands of Streaming Processors (SPs) [41, 42] running in parallel. The
upside is that even though a single instruction can take ten to 100 times longer
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to finish than on a CPU [39] other instructions run simultaneously using the
same hardware and the actual throughput can be higher. This is known as a
high throughput device [39].

2.1.3 Programming for GPU Systems

A GPU has its own processor, onboard memory, cache and instruction
pipeline. Adding a GPU to a computer essentially turns it into a self-
contained distributed memory system. Thus in a supercomputer equipped
with multiple GPUs per node, communication between ranks becomes more
involved. Instead of just passing messages between nodes, the data must first
be transferred to the host before it can be sent on. After data is received
it must be transferred to the device, meaning three steps of communication
are required instead of just one. This increases communication overhead and
reduces scaling performance if not carefully considered in the design of the
application.

Nvidia GPUs are mainly programmed through the CUDA programming
language, which is a set of language extensions to the C/C++ and Fortran
programming languages. There also exist multiple different tools and libraries
that aim at simplifying and aiding in the development of applications for HPC
systems, such as OpenACC [43], OCCA [30] and DaCe [44]. While these
are generally great for lowering the threshold to use heterogeneous hardware
and allowing applications to take advantage of accelerators, they do not give
the same low-level control as native programming models which results in
reduced performance [45, 46]. Instead custom implementations are needed to
fully utilise all the GPU resources concurrently.

2.2 Governing Equations

In this section the governing equations and numerical methods used in the
solver will be briefly outlined.

2.2.1 Navier Stokes Equations

As discussed in chapter 1, the Navier Stokes (NS) equations describe the
motion of fluids such as air and water. Finding a solution to the NS equations
is famously one of the Millennium Prize problems [47]. The issue at hand is
to prove the existence and uniqueness of a solution to the equations in R3 [47],
something that has yet to be done [48]. Since the existence of solutions to the
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NS equations has not been proven, this also implies that no general solution to
the problem has been found. Currently, exact algebraic solutions can only
be found for simple problems in highly symmetrical geometries where the
number of spatial dimensions can be reduced. Most real-world fluid dynamics
problems are not this simple, and cannot be solved algebraically. This leaves
only experimental methods for analysing fluid flows, something that can be
tedious and expensive to do in a lab setup and in certain cases even impossible.
As an alternative to performing real-world experiments, numerical simulations
can provide similar insights at a fraction of the cost and time required [16, 49].

The Navier Stokes equations relate the velocity u and pressure p. The
time-dependent incompressible NS equations in strong form are

Du
PTr —pAu+plu-Viu+Vp="~f (2.1)

V-ou=0 (2.2)

where 4 is the dynamic viscosity and p the density. Equation 2.1 is Navier
Stokes momentum equation and describes the conservation of momentum in
a fluid, while the incompressibility condition in equation 2.2 describes the
conservation of mass. Both equations 2.1 and 2.2 must be satisfied for a
solution to be valid. To find a valid solution, we compute the divergence of
2.1. Begin by writing equation 2.1 in suffix notation,

Du; 0%u; 8ui 8p

= fi (2.3)

where u; denotes the i:th component of the vector v and x; is the unit vectors
of the coordinate system. Compute the divergence of both sides of equation
2.3

0 Du; i@zui_i_ (9u]8uz+ ui%—l— o Op Ofi
0, Dt~ "ox; 022 " P Ox;0n; " " 0w 0y O dw; Oy

P

Rearrange and use the incompressibility condition in equation 2.2, which in
vector notation is written as Ju;/Jx; = 0,

Gujﬁul '(981-_’_3_2])_%
th x; Max j(?mj v, Or?  Ox;
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This gives an equation on the form
Vp=V-f—pV-(u-V)u (2.4)

which is a form of Poisson’s equation for the pressure p. For the solution
to satisfy the incompressibility condition, the pressure and velocity must be
related according to equation 2.4. It is also worth noting that equation 2.4
has no time dependency, and thus links the pressure and velocity in the entire
volume instantaneously. This means that the speed of sound is infinite in an
incompressible fluid.

2.2.2 Spectral Element Method

The Spectral Element Method (SEM) is a high order formulation of the Finite
Element Method (FEM) [50]. It combines the flexibility of FEM with high
order accuracy found in spectral methods [22].

To solve the NS equations using FEM equations 2.1 and 2.4 must be
written on weak form [49]. Equation 2.1 is multiplied with a test function
v € [H}(Q)]" defined in a Hilbert space H! over the domain 2 and integrated
by parts to get the weak form of equation 2.1

D
/<p—u-v+,LLVu~Vv—irp(u-V)u-v—pV-v) =
o\ Dt

/f-v—l—/ (ua—‘f—pﬁ> v Wve [H(Q)]" @5
Q oo \ 0N

where the integral over OS2 is part of the boundary conditions. Note that both
p and p are constant due to incompressibility.

Similarly to compute the weak form of the Poisson problem in equation
2.4 we multiply with a test function ¢ € L?*(2)

—/Vp~Vq:/qV«f (2.6)
Q Q

The left-hand side can be written as a matrix equation [31]

M

> (gAY 2.7)

=1

where the stiffness matrix A° = DTGD, D is the local derivatives and G*
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geometric factors for mapping to the reference element.

In a first order FEM problem the domain (2 is divided into M finite
elements V' C Q and the solution u discretised into a piecewise linear function
@' € V' [51] such that

M
u(x) = _i'(x) (2.8)
=1
The interpolant @' is defined as
(%) = ujo(X') (2.9)

where X' is the local coordinate system in the finite element V* and ¢} are the
basis functions, defined to be zero outside the i:th element [22], and in the case
of a linear basis satisfies [51]

e
gL =q (2.10)
vom =2

where x1, x4 are the endpoints of the finite element and u; is the corresponding
value of @' in these points. The problem is then formulated as; given a bilinear
and linear form find u such that

a(u,v) = L(v) Yv (2.11)

Using Galerkin’s method, the test functions are taken as the basis functions
[50] and substituting in equation 2.8 we get

M
> daley, ¢5) = L(df) Vi k € [1,M] (2.12)
=1

The Spectral Element Method improves on this basic formulation by using
N:th order Legendre polynomials as basis functions. When increasing
the polynomial order of the interpolation set, the spatial error decreases
exponentially [22]. In fact, qb;- in equation 2.10 is the first order Legendre
polynomial in the positive and negative direction, respectively. Instead, using
¢’ as the N:th order Legendre polynomial and substituting for v in the weak
formulation of the Poisson equation in 2.6 we get

M
> / AVONVey = | ok (2.13)
i=1 vV

Vi
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The solution is numerically integrated using Gauss quadrature on Gauss-
Lobatto-Legendre (GLL) distributed points in each spectral element [52, 31].

2.3 Neko

Neko is a KTH project to update Nek5000 using modern programming
design patterns to allow for portability to many different accelerators [31].
It continues the use of proven numerical methods from Nek5000, but adapts
an object-oriented paradigm and is written almost entirely in modern Fortran
2008 [31]. Neko is, like Nek5000, a Spectral Element Method solver for the
Navier Stokes equations. It uses an iterative Generalised Minimal Residual
(GMRES) method for time stepping and the Conjugate Gradient (CG) method
to compute the velocity field corresponding to the pressure in equation 2.4
[31].

Neko uses a matrix-free setup, meaning that the system matrix is never
constructed as this is prohibitively expensive [31]. Instead, each spectral
element is solved individually in a matrix-free fashion. This means solving a
large number of small problems, in comparison to just one large. This fact has
implications for the construction of the GPU solver, since GPUs as previously
discussed in section 2.1 achieve the best performance on large problem sizes.

Nek5000 is written mostly in Fortran 77 [27, 31], which lacks for modern
programming models such essential and ubiquitous features as dynamic
memory allocation [28]. This fact, together with the lack of modules, means
that the transparent use of accelerators is very difficult to implement. Neko on
the other hand is designed with accelerators in mind, and is mostly agnostic
about the processing backend used for various calculations [31].

Neko is written in Fortran, and the natural approach to add CUDA
capabilities would be to use CUDA Fortran. However, for various reasons the
CUDA code in this work will be developed using the CUDA C language, and a
Fortran-C interface will have to be developed alongside for this reason. While
this will add some development complexity, it will not impact performance as
it will only be a wrapper for launching the CUDA kernels.

2.3.1 Gather-Scatter Routine

Since Neko uses a matrix-free solver, each element has to be solved individ-
ually. In order to ensure the global solution is continuous across elements,
the Gather-Scatter (GS) operation has to be defined [31]. The GS operation
consists of two sequential steps, the Gather and the Scatter.
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The Gather operation combines data from GLL points at the edge of
neighbouring spectral elements into a combined value. This value is then
scattered back into the GLL points, ensuring all elements share their edges
with neighbouring elements. The GS operation can be defined mathematically
as a boolean matrix operation Q7 mapping elements to and from the global
stiffness matrix. Applying to equation 2.7 gives the form

M

D (@) A = (Qa)"ALQp (2.14)

=1

Which couples the system of equations into one that is solved together,
ensuring continuity. In practice, the GS operation is always computed as a
single operation [31], in which case equation 2.14 becomes

¢ QQ" ALp (2.15)
° o o
° ° °
° ® °

Figure 2.1 — Gather-Scatter communications pattern. Blue nodes are internal,
red are shared between elements.

The access pattern for the Gather routine can be seen in figure 2.1.
The Gather-Scatter algorithm has to be run for each element in the mesh.
This is true in a distributed memory system as well, however this requires
communications out of node. On a distributed system, the mesh is divided
between the nodes, and elements along the seam between two sub-parts of
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the mesh need to be communicated across the network. GS operations on
shared points are done by each node performing the Gather operation on
its elements. The result is then sent using non-blocking MPI operations,
where the results are communicated between nodes and gathered locally.
While the communication is taking place, GS operations are performed on
local elements. Finally, as the shared Gather results are received, the Scatter
operation on shared elements is performed.

The Gather-Scatter algorithm is the primary communications routine
between compute nodes in both Neko [31, 53] and Nek5000 [54]. In Nek5000
the GS routines are provided through the standalone C library gs1ib [55],
while Neko features its own native implementation in Fortran [31]. The
arithmetic operation used to combine data from neighbouring elements is
variable in both implementations, supporting addition and multiplication as
well as the maximum and minimum value.

To ensure continuous solutions the algorithm must run on every iteration,
which makes its efficient implementation of high importance. This is
especially true for lower polynomial order solvers, where the higher ratio of
external to internal GLL points means that a larger fraction of the total solver
run-time will be spent in the subroutine. For this reason, this thesis is meant
to place a special focus on the Gather-Scatter routine and its implementation
for GPUs.

2.4 Ethical Reflections

This thesis project is focused on computer science in the field of Computa-
tional Fluid Dynamics. CFD is a large and general area of science with a
focus on simulating and understanding the flow of fluids. Advancements in
fluid dynamics research can lead to improvements in fuel efficiency in many
transportation industries, better weather forecasting and improved models of
air pollution distributions in built-up areas, to name a few examples. The
assumption of incompressibility in general limits the scope to subsonic flow
speeds [16], which excludes most military applications.

Improved performance and scaling ability to multiple supercomputer
nodes make very large-scale simulations more attainable, meaning more
computer resources can be used by a single user. While this means that
larger and more complex problems can be solved, it will also lead to increased
demand for energy and semiconductor hardware, both of which has an impact
on the environment. The short life cycles of electronic components, where
a device is considered obsolete after three to five years together with low
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amounts of recycling lead to large amounts of electronic waste material and
further exacerbates the previously mentioned issues.

Large computing centres also require large amounts of electrical energy to
run. The combined power usage of the current world’s top 10 supercomputers
is over 90 MW [11], which means 800 GWh of electrical energy per year just
for these ten machines. The average power consumption on the top500 list is
around 750 kW, and the combined electricity usage of all the computers on the
top500 list is 3 TWh per year [11], which is comparable to a small country.
However this is still about an order of magnitude less than the estimated
electricity usage for BitCoin mining [56].
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Chapter 3

Research Methodology

In High Performance Computing the most important performance metric is
the runtime of the application. This is closely linked to the number of
Floating-point Operations per Second (FLOPS) that can be achieved, but also
includes time spent on communication and synchronisation among threads.
The performance will be evaluated through application benchmarking.

3.1 Research questions

Two major questions should be attempted to be answered. The first is how the
Gather-Scatter kernel can be implemented on a GPU. The requirements on the
kernel are to be correct, to improve computational throughput and to facilitate
asynchronous memory transfers between the host and device.

The second research question is how to optimise the Matrix-Vector product
(Ax) of the tensor operations in the CG solver. These are implemented in
the library as multiple small matrix multiplications interleaved with simple
arithmetic operations. High throughput devices such as GPUs require
oversubscribing the resources to achieve high performance, and the question
is how to do this with such small problems.

3.2 Benchmarking Platforms

All code modifications are implemented into Neko version 0.2.99. The
benchmarking will be done on two systems, one weaker and one more
powerful. The weaker system consists of a desktop PC with a six-core AMD
CPU running at 3.5 GHz, and a single Nvidia GTX1660 GPU with 6 GB of
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on board Video RAM (VRAM). This system is referred to as the GTX1660
system. The more powerful system is a dedicated computer server, with a 16-
core AMD EPYC CPU running at 3.0 GHz, and two Nvidia A100 GPUs, each
with 40 GB of VRAM. This system will be referred to as the dual A100 system.
Further system properties can be seen in table 3.1 Compilation will always be
done using the highest optimisation settings (-03 flag), which means floating-
point operations can be rearranged to accommodate vectorisation.

3.3 Experimental Setup

The Gather-Scatter kernel will be benchmarked by itself, separate from the
Poisson solver. This is to verify its performance by itself, which is a significant
part of the total run-time of the solver when running on many nodes, but since
we have at most two GPUs the Gather-Scatter routine will not be the main
bottleneck of the Poisson solver. We will also benchmark the Poisson solver,
and verify both algorithms’ correctness by themselves, by comparing their
respective output against a known to be correct result from the existing CPU
solver. All available CPU cores will be used in the CPU version of the Poisson
solver when comparing performance results between the CPU and GPU. That
means the CPU results for the A100 system will be using 16 parallel threads,
and the GTX1660 will use six.

The performance will be measured over several different problems setups,
using different mesh sizes between 128 and 32768 elements in size and
spectral element polynomial orders of 3, 5, 7, and 9, which gives an even
number of GLL points. Benchmarking will be done by timing the runtime
of algorithms for computing one timestep over several CG iterations. The
number of CG iterations ranges from 320 to 2800 depending on the polynomial

GTX1660 Dual A100
CpPU 6-core 3.5 GHz 16-core 3.0 GHz
GPU Nvidia GTX1660 2x Nvidia A100
vRAM 6 GB 2x 40 GB
oS Ubuntu Server 21.09 CentOS 8
Fortran compiler GCC84.0 GCC 10.2.0
NVCC 10.2.89 10.2.89
CUDA 114 11.1
MPI OpenMPI 4.0.3  OpenMPI 4.0.5

Table 3.1 — System information of the two benchmarking platforms.
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Mesh Polynomial order
Index elements | N=5 N=7 N=9
0 128 | 2800 2175 1800

1 256 1550 1237 1050
2 512 800 675 600
3 1024 550 487 450
4 2048 447 410 388
5 4096 396 372 357
6 8192 367 350 340
7 16384 350 337 330
8 32768 338 328 323

Table 3.2 — Number of CG iterations per experiment setup.

order and mesh size, higher number for smaller problems. This is to limit the
total runtime for all the experiments while still getting a good performance
measurement for the smaller problems, see table 3.2. The first kernel
invocation is not counted towards the total runtime to avoid cold start issues.
Each launch configuration (experiment) was repeated seven times and the
average and standard deviation were calculated. MPI_Wtime was used to
measure the wall clock time between the start and end of the application.

3.4 Validation of correctness

The output correctness comparison can be done both visually through
visualisation tools such as ParaView or Visit, or by numerically comparing the
respective output files. The latter will be the main method used for verification.
In practice this will be done by comparing the respective outputs element-
wise and asserting they are within a small tolerance. To further verify that
the implementations are equivalent, the residual errors in the CG solver will
be compared at each step in the iteration. Small differences due to floating
point inaccuracies are allowed since the order of operations might change and
floating-point mathematics is not commutative.
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Chapter 4

Algorithms and Implementations

This chapter will present and motivate the algorithm changes and implementa-
tions done in this project. Source code can be found at https://github.
com/ExtremeFLOW/neko.

4.1 Gather-Scatter Algorithm

In Nek5000 the GS routines are provided through the standalone library
gslib [55]. While this is convenient, it comes with two drawbacks. Firstly,
it limits the number of optimisations that can be done to the kernels, and
secondly, it also means that porting to other platforms becomes much harder.
However, in Neko, the GS kernel has been rewritten in native Fortran, which
allows the kernel to take advantage of the structure of the mesh. This allows
the Gather-Scatter operations on local elements and communication of shared
elements to overlap, essentially hiding the communication cost and improving
scalability as a result. This optimisation is only possible since the topology of
the mesh is known to the GS implementation [53].

GLL points at the border between two elements in the mesh are globally
shared between the respective elements and must contain the same value for
the solution to be continuous, see figure 2.1. The GS routine ensures this is
in fact the case by communicating neighbouring values across elements. On
distributed setups where memory and computations are spread across multiple
nodes, the shared data must be communicated out of node to the rank holding
the corresponding element. Porting this communications kernel to GPUs
will require care to be taken in implementing the memory transfers. Data
residing on the device must be transferred to the host side before any inter-
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node communication can happen, requiring an extra step of data transfer.

Multiple threads running simultaneously can lead to race conditions if
two or more threads write to the same address. This is the case for all
GLL points along the edge of the spectral elements. One way to avoid race
conditions is by using atomic operations. This is the simple, straightforward
approach. However, most GLL points are internal (blue in figure 2.1) and are
simply copied from the input to the output vector. In that case, using Atomic
operations for this could be a waste of resources. When multiple threads try to
access the same address simultaneously, threads are queued up and will have
to wait to perform their operation. This could potentially lead to performance
bottlenecks if threads are stalled like this regularly, and as threads in a warp
are executed in lockstep this means the entire warp will be stalled.

The need for atomic operations can be removed by taking advantage of
the mesh structure. By sorting the indices and assigning operations in blocks
to the GPU, all operations to the same memory address can be handled by a
single thread on the GPU. The initial setup and sorting of the nodes is shown
in algorithm 1, where the variables dg and gd corresponds to the  and QT
matrices in equation 2.15 respectively. The GS kernel implementations are
listed in algorithm 2.

Algorithm 1 GS init blocks
dg < domain_to_gs_mapping(mesh)
gd < gs_to_domain_mapping(mesh)
dg, gd < sorted(dg, gd)
blk_idx <— new list()
blk_len < new list()
Ny <— 0
for i < 0 to num_shared_dofs do
idx «—dg[i]
len + 1
while dg[i+len] = idx do
len < len + 1
end while
141+ len
Npjs <— Npigs 1+ 1
append idx to blk_idx
append len to blk_len
end for




Algorithms and Implementations | 25

Algorithm 2 Gather-Scatter kernels

function GATHER_BLK (u, v, dg, gd, idx;;,, leny;, )
v[dg[idx,, 11=ulgd[idx,;; 1]
for i < 1 to leny;, do
v[dg[idxy, 1] < v[dg[idx,;, ]]eu[gd[idx,,; +i]]
end for
end function
function GATHER_LINEAR (u, v, dg, gd, idx)
v[idglidx]] <+ u[gd[idx]]eu[gd[idx+1]]
end function
function ScaTTER(U, V, dg, gd, idx)
ulgd[idx]]« v[dg[idx]]
end function

The kernels in Algorithm 2 are launched on the GPU once for each element
in the work vector v. In algorithm 2, the ® symbol is used for the generic GS
element operation.

Shared elements that require out-of-node communication must be trans-
ferred from GPU memory to RAM before transmission. Asynchronous
memory copies can be incorporated between the calculation of the Gather
kernel and posting the MPI communications, and again after receiving the
remote data and issuing the Scatter operation for the shared points. During
the data transfer, the GS operation on local points can be performed just as
before [31].

4.2 Matrix-Matrix Multiplication

Matrix multiplications regularly occur as part of numerical algorithms in
many scientific computations. Dense matrix-matrix multiplications are also
computationally heavy.Hence, a lot of effort has been spent on optimising
these calculations over the years [57, 58, 59, 60] and several highly optimised
libraries exist to perform such calculations. For Nvidia GPUs, a linear algebra
package exists in the form of cuBLAS.

However, cuBLAS is optimised for efficient multiplication of large
matrices. The spectral element solver in Neko however is matrix-free,
meaning that we never construct the system matrix. Instead, each element
has to be solved individually, and the tensor products in the discretisation are
implemented as a series of small matrix multiplications [33]. This results
in a large number of very small matrix multiplications. Each matrix is the
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Figure 4.1 — Progression of the batched matrix multiplication kernel through
the batch volume.

size of the polynomial order, typically not much larger than ten, meaning
each matrix multiplication consists of only a few hundred floating point
operations. Performing these matrix multiplications one by one on a GPU is
highly inefficient, due to the throughput-oriented architecture requiring large
amounts of data to reach its peak performance. However, the number of matrix
multiplications that need to be performed is proportional to the number of
elements in the mesh, which is generally a large number.

The solution is thus to perform the matrix multiplications in batches. In the
cuBLAS API a batched matrix solver exists, however it is known not to achieve
good performance for extremely small matrices as we are dealing with here
[61, 62]. To efficiently perform these calculations on a GPU, a batched solver
was developed, where small matrix multiplications are calculated in bulk to
better utilise the GPU resources. The matrices are stacked in an imaginary
cuboid pattern where a sub-volume is processed by each thread block in the
GPU, see figure 4.1.

To further attempt to improve performance a shared memory matrix
multiplication kernel was developed. This kernel uses a 3D thread structure
similar to what was used by Karp et al [33] to port Nekbone to GPUs. Both
the "naive" and the "shared memory" algorithms use a structure where each
CUDA thread is assigned a single element in the output volume, and calculates
its value independent of other threads. In the shared memory algorithm,
which is listed in algorithm 3, each thread reads at least one matrix element
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from global memory into shared memory. Since the input matrices can have
different sizes from the output matrix (as not all matrices are square), some
threads might have to read more than one element into memory. This is done
iteratively over the height and width of the inputs, respectively. Before the
content in shared memory isread, a_synchthreads call is issued to ensure
that all data is loaded before beginning the matrix multiplication.

Algorithm 3 Shared memory CUDA batched matrix solver

function SINGLE_GEMM_sHMEM(A, B, C, col, row, n, depth)
for ¢ < col to n step blk_dim.x do
Agharea|row, ¢, depth] < Afrow, c]
end for
for » < row to n step blk_dim.y do
Bishareall, col, depth] < Alr, col]
end for
sync_threads()
local_res < 0
for index < 1 ton do
local_res += Agparea[row, index, depth] X Bgp,eq|index, col, depth]
end for
Cl[row, col] < local_res
end function
function BArcHED_GEMM_sHMEM(A, B, C, nl, n2, n3, s 4, sg, S¢)
matrix_idx < (thread_idx.z + blk_dim.z - blk_idx.z)
c0ljpeq < thread_idx.x
TOWjocq <— thread_idx.y
layer;,,.,; < thread_idx.z
Aocar < Al:, :, matrix_idx - s ]
Biocar < B[I, 5 matrix_idx - SB]
Clocal < C[:, :, matrix_idx - s¢]
Single_gemm_Shmem(Alocal7 Bloca17 Clocal7 COllacal) TOWocals Il2)
end function

4.3 Further Optimisations

To further try to improve performance, we need to optimise for cache reuse
and remove overhead. Each time a kernel is called, threads have to be
spawned and ids assigned, causing overhead to the actual useful calculation.
Combining small kernels into a single large one reduces this overhead.
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Running consecutive calculations as distinct kernels also completely gives up
temporal cache locality, meaning essentially every calculation has to do a full
load and store to global memory. In a combined kernel, data is likely already
in cache or even in registers, which is orders of magnitude faster than reading
from global memory.

For these reasons, a unified kernel was developed where the Matrix-
Vector product in the CG solver is calculated in a single CUDA kernel. This
combines multiple matrix multiplications and element-wise vector addition
and multiplications into a single algorithm. Each thread in the kernel is given
one GLL point in the output to compute, thereby maximising the potential for
cache reuse.
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Chapter 5

Results and Analysis

In this chapter the performance results will be presented. Discussion about the
results will be done in chapter 6.

5.1 Gather-Scatter Kernel Performances

GS performance on 2x A100 GS performance on GTX1660
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(a) GS kernel performance on 2x Nvidia (b) GS kernel performance on GTX1660.
A100.

Figure 5.1 — Gather-Scatter (GS) kernel performance of the two different
implementations compared to a CPU version. Results are averaged over all
mesh sizes larger than 2000 elements.

In the results for the Gather-Scatter kernels, we can see a large general
performance improvement over running on the CPU on both systems in figure
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Gather Scatter performance on 2x A100 vs CPU
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Figure 5.2 — GS kernel performance comparison between CUDA and CPU
versions.

5.1a and 5.1b. Using one rank, the GPU kernels are between about 2 and 80
times faster than the corresponding single-core CPU version depending on the
problem size. Going up to two ranks introduces inter-rank communication.
This requires data transfer between ranks, but also the host and device in the
GPU version, adding extra communication which can be completely skipped
on a single rank. This can be seen by the significant drop in performance gain,
and the CPU versions perform slightly better up to global mesh sizes of about
256 elements (128 per device), see figure 5.2. The speedup seems to converge
to a value of around 80 for the single rank setup, which is reached at a mesh
size of around 4000 elements. The dual rank setup follows the same curve
with an offset up to this point, but continues to improve over the CPU version
for larger problem sizes and reaches the same performance improvements as
the single rank version at around 32000 elements in the mesh.

In figure 5.3 we can see the relative performance between the two different
Gather-kernels considered. We can see that using a single A100, atomic
operations perform better up to a mesh size of between 1024-2048 elements.
With larger mesh sizes the blocked kernels perform about 5-6% better. On
the GTX1660, we see in figure 5.4 the performance is instead consistently
lower for the block kernels, similar to figure 5.1b. On both systems, we
see that the block kernels perform better relative to the atomic version for
higher polynomial order problems. When increasing the number of ranks,
the introduced communication is the same for both implementations and
completely dwarfs any difference in computational performance, and we no
longer see any difference between the two versions.
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GS blockwise kernel vs atomic on 2x A100
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Figure 5.3 — Relative performance of the blocked GS kernel compared to
atomic operations for different mesh sizes and polynomial order (/V) on Nvidia
A100.
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Figure 5.4 — Relative performance of the blocked GS kernel compared to
atomic operations for different mesh sizes and polynomial order (/V) on
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5.2 Poisson Solver Performance

Poisson solver performance on 2x A100
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Figure 5.5 — Performance comparison for different implementations of Poisson
solvers on Nvidia A100. Results are averaged over all mesh sizes larger than
4000 elements.

The Poisson solver shows a similar performance improvement as the GS
kernel. In figure 5.5 and 5.6 we can in general see a large performance
improvement in the GPU version compared to the CPU based one for both
systems. For the smaller GTX1660 card, we get between two to five times
speedup. We also note that the cuBLAS version of the solver is slower than
the CPU for small polynomial orders, and only moderately faster on higher
order problems. It is also clear that the cuBLAS version is significantly slower
than all the custom implementations. The fastest is the unified solver, which
is around 50% faster than the naive CUDA version and over four times faster
than the cuBLAS and CPU-based ones, see figure 5.6. The highest achieved
performance on the GTX1660 is around 450 k GLL points per second, which
corresponds to about 70 GFLOPS.

Using the dual A100 system, we see in figure 5.5 a clear advantage to
the custom CUDA implementations over both cuBLAS and the CPU version,
achieving well over ten times the peak performance of that of the CPU on
higher order problems. The peak performance is just above 5 M GLL points
per second, which is close to 800 GFLOPS.

Comparing the different GPU versions of the solver, in figure 5.7 we can
see that the custom solvers outperform the cuBLAS based one especially on
large mesh sizes and using low polynomial orders. This is true on both GPU
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Poisson solver performance on GTX1660
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Figure 5.6 — Performance comparison for different implementations of Poisson
solvers on Nvidia GTX1660. Results are averaged over all mesh sizes larger
than 2000 elements.
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Figure 5.7 — Performance improvement of the shared memory matrix
multiplication kernel compared to cuBLAS library for different mesh sizes.
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Figure 5.8 — Performance comparison between the shared memory matrix
multiplication kernel and the naive one for different mesh sizes.

systems, but for smaller meshes, the performance is about the same for the two
solvers on the powerful A100. On the GTX1660, the custom implementation
always performs at least twice as well as cuBLAS, peaking at 3.5 times the
performance.

The two versions of the matrix solver are compared in figure 5.8, and the
results are very different for the two systems. In figure 5.8a for the A100, the
results diverge for larger mesh sizes and the shared memory kernel performs
better than the naive on polynomial order nine, whereas reducing the size to
seven instead clearly favours the naive implementation. If we instead look at
the GTX1660 in figure 5.8b, we see that while the errors are large, the results
are at least consistently in favour of the shared memory implementation. In
contrast to the A100, the difference gets smaller as the problem size increases.
The highest performance was reached by the unified Poisson solver, both
on the GTX1660 and A100 systems. On the A100 system the performance
improvement is not quite as high as on the GTX1660, but still 20-30% better
than the naive CUDA implementation.
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Poisson solver scalability

(92
=<
1
I

N w &~
=< =< =<
L 1 L

=
=<
1

Performance [GLL points/s]

o
1

Number of ranks

Figure 5.9 — Performance scaling of the unified solver going from one A100
to two for different problem sizes.

5.2.1 Performance Scaling

Finally, we can see in figure 5.9 that the performance does not scale well.
While for higher polynomial order the performance improves by between
50% and 65%, with a lower resolution and hence smaller problem size the
improvement is more or less zero.

5.3 Validity Analysis

Validation of both the Gather-Scatter kernel and the Poisson solver are done
by numerically comparing the results to a known correct reference implemen-
tation. More precisely, the results are compared to their corresponding CPU
implementation counterpart. In figure 5.10 it can be seen that the GPU and
CPU solvers produce equivalent solutions after each CG iteration. The output
results are identical down to floating point precision and an example solution
can be seen in figure 5.11 below.
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Comparison of residual error vs CG iterations
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Figure 5.10 — Comparison of residual errors in solution per CG iteration
between the unified GPU and the reference CPU solvers.

Figure 5.11 — Obtained pressure in the solution to the Poisson problem with
homogeneous Dirichlet boundary conditions on an 8 X 8 x 8 mesh (512
elements).
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Chapter 6

Discussion

The blocked Gather-Scatter kernels has slightly higher performance on the
A100 for larger problem sizes, but slightly lower on the GTX1660. The
difference is small, around 5% better on the A100 and 5-10% lower on the
GTX1660.

The fact that this is the case shows the improvements to the way
atomic operations are handled on newer Nvidia compute hardware, but more
importantly that the actual number of atomic operations is likely small and
spread out in memory to different cache lines. The GS kernels have an erratic
access pattern to the data array due to its local-to-global mapping, which
means that cache locality is low. The address overlap is also small, as at most
eight operations have to be done to the same address due to the grid structure.
This means that when an atomic operation happens, the chance that any other
thread is stalled due to an access attempt to the same address or cache line is
small.

This is a bit surprising, as the sorting of elements is done for both versions
of the kernel which should guarantee that overlapping points will be computed
by threads in the same warp. If multiple CUDA threads in the same warp
try to access the same address, all 32 threads in the warp will be stalled
until all atomic operations have been completed serially. This should impact
performance, but seem to be of small importance to the whole kernel.

We can see in figures 5.3 and 5.4 a general pattern of better performance
for the block kernels compared to the atomic when the problem sizes gets
larger. The block kernel versions have a better relative performance for higher
polynomial orders. This is especially visible on the A100 in figure 5.3, where
the transition point from favouring the atomic to the block kernel happens at
a smaller mesh size for a higher polynomial degree.
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The GS kernel currently is meant to support four different operations -
addition, multiplication, maximum and minimum. While three of these exist
natively, only the atomic add function currently supports floating point types
in CUDA, whereas atomic min and max support only integer types. For
multiplication, there is no atomic function in the CUDA toolkit at all [63]. The
same is true for Heterogeneous-computing Interface for Portability (HIP) [64].
The supporting code for computing the block sizes runs on the host during
setup and is agnostic of the accelerator backend. This means that the same
type of algorithm can be used on other accelerators, where atomic operations
might not be as well optimised or even available.

6.1 Poisson solver

While the GPU implementation is a lot faster than running on the CPU, the
performance can likely still be improved. The reported theoretical maximum
of 157 GFLOPS for the GTX1660 [41] or about 19 TFLOPS of double
precision floating point performance [42] for two A100 devices is three and
23 times higher than achieved, respectively. While the reported numbers are
for pure linear algebra performance and a real-world application cannot be
expected to perform as well, it still shows the massive room for improvement
that exist in the solver.

Looking at the performance numbers in figure 5.5, we can see that the
throughput increases steadily with an increased problem size for all solvers
except the CPU one. The expectation would be to see the reverse trend
when measuring performance in the number of processed GLL points per
second since the required number of floating-point operations per GLL point
scales with the polynomial order. The fact that we see a positive trend in
performance when the problem size increase is a clear indication that the
application overhead is still large and the problems too small to fully saturate
the GPU resources. For the weaker GTX1660 card, the trend is not as visible.
Especially the unified solver can be seen in figure 5.6 to have a somewhat stable
performance when increasing the polynomial order which indicates that it is
close to its performance maximum. However, the A100 data shows no such
signs, and this agrees well with the previously noted difference between the
theoretical and achieved performance on the device.

If we look a bit into the results, we see a lot of fluctuations in the A100
data in figures 5.7a and 5.8a. The results vary a lot for different mesh sizes,
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and the variations are quite erratic, but at the same time fairly consistent
between measurement iterations. The exact reason for this is unclear, but
several possibilities exist. First of all, since the achieved performance is so
far off from the theoretical, the GPU utilisation is low. One possibility is that
the GPU reduces its clock frequency to reduce power consumption in this case.
This makes the results from different measurements impossible to compare, as
they are essentially from a different measurement system.

A second potential reason for the weird performance results is that
permission denied errors would regularly be thrown by the operating
system during runs, causing the test to be aborted. While the results from these
aborted runs were discarded, it is possible that the underlying issue existed in
more test cases but did not cause the test to abort. The root cause of these
issues was never found, and the GTX1660 system never had any issues. The
results from the GTX 1660 are in general a lot more consistent. For this reason,
those results are likely more trustworthy.

Regardless, the results show some interesting findings. First of all, the results
of Masliah et al [61] about the performance of cuBLAS for very small matrix
sizes are confirmed. On both the A100 and GTX1660, the cuBLAS based
solver can be clearly seen in figures 5.5 and 5.6 to be the slowest of the tested
implementations. Especially on the GTX1660, cuBLAS is so slow that even
running on the CPU is in some cases faster, which in itself is a quite remarkable
result.

For the matrix multiplication kernel, the results vary between the two
different systems. On the GTX1660, a clear performance improvement can
be seen by using the shared memory implementation over the naive one. The
same result cannot be seen on the A100. Instead, the two versions perform
about the same on average, with large discrepancies depending on the problem
size. This difference might be due to the issues discussed above, but it can
also be due to the difference in memory bandwidth and cache size of the two
test systems. Matrix multiplication is classically a memory-bound algorithm,
where the performance is limited not by the compute power but by memory
bandwidth. The primary benefit of the use of shared memory is to avoid the
need for the same memory address to be read from global memory multiple
times by different threads. Using shared memory puts the relevant data closer
to the threads, reducing latency on the GTX1660. However on the A100
with almost ten times the memory bandwidth and 30 times the L2 cache size
[41, 42] the same functionality is essentially provided by the cache memory
since all the referenced data fit into L2 cache.
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6.2 Kernel unification

The largest performance improvement can be seen when using the unified
solver. On the GTX1660, merging the different computations into one large
kernel improves performance by 50% over the naive CUDA implementation.
The A100 also sees a large benefit, gaining about 30% over the otherwise
equivalent naive kernel. This shows the importance of reducing latency in
GPU kernels. The performance improvements also come from better temporal
cache locality, where the simple arithmetic operations in the tensor operation
already have all their data in cache instead of requiring a read from global
memory.

What this means for Neko is that it is of huge importance to facilitate the
development of unified GPU kernels. Solving this issue is not trivial. The
way that the library is designed means that essentially any Fortran function
and subroutine are accessible by the end user, but the existing CUDA (and
similarly HIP) kernels are hidden behind a Fortran interface. This means
that a custom CUDA function cannot directly call or access existing kernels
in the library. Doing so requires using the Fortran interface, as is currently
done. This limits the user to launching kernels serially and thus closing and
respawning threads for each operation. The alternative is to rewrite the entire
functions again in a unified fashion, massively complicating development and
limiting the usefulness of the library.

One solution could be to write and include the entire Poisson solver in the
library. While it might be infeasible to do this for every potential kernel the end
user might need, solving the Poisson equation is one of the computationally
heaviest parts in many numerical PDE solvers as previously mentioned. This
includes the Navier Stokes equations, which are in the end the main goal
of the entire project. The downside of this would be that the solver would
have to be developed, optimised and maintained for all supported platforms,
adding complexity to an already complex codebase. Barring other solutions
to the issue though, this might be a worthy tradeoff given the potentially huge
performance gain that can be achieved.

According to the Nvidia Visual Profiler (NVVP), the unified solver spends
around 45% of the execution time on the Matrix-Vector product, 10% in the
Gather-Scatter kernel and the remaining 45% is the remaining parts of the
solver, on the GTX1660 system. This means that further performance opti-
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misations of the Matrix-Vector product will yield fewer overall improvements,
while at the same time becoming harder to implement. Further performance
improvements may be easier to facilitate in other parts of the code.
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Chapter 7

Conclusions and Future Work

This chapter will conclude the findings of this thesis. The major results will be
restated and the limitations of the work will be mentioned. A brief overview
of some possible future work will also be included.

The main novelty of this thesis, the blocked Gather-Scatter kernel shows
some potential. It is not performing better than the use of atomics in
this scenario, but its potential for use on other accelerators should not be
underestimated. Asynchronous memory transfers can in theory be achieved,
but in practice it is hard to fully hide communication latency without
overlapping the GS calls with other calculations.

For optimising the Matrix-Vector product, kernel unification is key. The
use of shared memory for optimising the matrix multiplication kernels does
not show an obvious performance benefit.

7.1 Concluding Remarks

In this thesis, it has been shown that massive performance improvements
can be achieved by utilising the computing power of heterogeneous hardware
such as GPUs. Even what is mainly a communications kernel, the Gather-
Scatter routine, was sped up by almost a factor of 100 for large problem sizes.
For larger problem sizes, a small performance improvement could be seen
by developing a blocked Gather-kernel instead of using atomic operations,
however, this small difference disappeared when inter-rank communication
was introduced.

Moreover, the performance results for the Poisson solver hint at the
performance gain that can be achieved through kernel unification. While the
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naive first implementation is generally a lot faster than running on a CPU, the
unified kernel reaches over 50% higher numbers. This is achieved while also
only unifying the Matrix-Vector product calculations in the full CG solver. A
full unified solver would likely reach even higher performance.

We can also conclude that the cuBLAS library does not reach high
performance on small matrix multiplications. For such small matrices,
performance is all about reducing overhead, and the cleverly designed
optimisations in the library add enough overhead that even the CPU solver
is sometimes faster. The benefit of the shared memory matrix multiplication
kernel is a bit hard to see. While it does improve performance a small but
significant bit on the less powerful GTX1660 card, on the A100 the actual
benefit is unclear and its performance is about the same as the naive kernel.
The reason for this is a bit unintuitive but likely has to do with the A100s
massive cache memory.

All in all, we conclude that porting to GPUs can have massive performance
benefits, but that overhead has to be reduced as much as possible to achieve
maximum throughput. We also note that making full use of these immensely
powerful devices requires a problem of a very large size. This is especially
true when using multiple devices, where the achieved scaling is poor since the
problem is arguably too small for even a single device.

7.2 Limitations

In this thesis, we have explored the performance of a Spectral Element Method
(SEM) solver for the Poisson equation. This is a simplification of a full
Navier Stokes solver, which would require a lot more implementations and
the performance considerations taken here might not apply for a full solver.

All the GPU kernels have been developed using CUDA C and interfaced
with the Fortran code through a Fortran-C interface. While this works, it does
add an extra layer of abstraction between the main codebase and the CUDA
functionality, making them harder to interface with. This might make it hard
to make good use of the GPU infrastructure for an end user.

7.3 Future Work

Nothing is ever truly finished, and that includes this thesis work. Some issues,
possibilities and questions remain which while not included in the thesis are
still relevant and interesting to research further. This section will outline and
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motivate the points that are closest at hand to the author.

7.3.1 Gather-Scatter Kernel

The Gather-Scatter kernel is mainly a communications kernel, and as such
it is somewhat hard to optimise. In multi-process configurations where the
communication time is the main factor, the only real way to dramatically
improve the kernel performance is to manage to overlap the communications
with other calculations, however, this might not be feasible depending on the
solver implementation.

Improving the calculation performance of the GS kernel is likely not
simple either. One potential optimisation in the blockwise kernel is to unroll
the calculating loop, avoiding the need for checking the iteration counter.
As the block size and hence the number of iterations is always one of two,
four and eight in a 3D grid, unrolling should be fairly straightforward with
the use of meta programming. However, due to the semi-random access
pattern of the gather kernel, the performance benefit from this would likely
be small since the main bottleneck is loading data from global memory. A
potentially more relevant performance optimisation is to have all threads in
a warp do the same number of block operations to increase throughput. In
the case where one thread in a warp has eight Gauss-Lobatto-Legendre (GLL)
points to add up and the rest just two, the warp will compute 70 operations
in the eight iterations instead of the 256 theoretically possible, losing 70%
of the theoretical performance. While this is a worst-case scenario and only
applies to about half the Gather-kernel run-time, it shows that there is potential
performance to gain. This issue also exists for both the atomic and blockwise
versions of the kernel.

7.3.2 Matrix Multiplication

Two major improvements can still be done to the matrix multiplication kernels.
Firstly, the shared memory matrix kernel uses a 3D thread grid with width and
height equal to the size of the output matrix, and each thread computes one
element of one matrix in the output volume. The depth of the thread grid
is chosen so that the grid volume is as close to the 1024 Threads Per Block
(TPB) size as possible without being larger. While this makes for simpler
implementations, if the matrix sizes cannot make a multiple of 32, then some
warp lanes in the GPU will be masked off, essentially disabling a part of the
GPU. A worst-case scenario would be something similar to a series of 2323
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matrices, where almost half the GPU would potentially be disabled. In the case
of Neko, the matrix multiplications that are computed are a multiple of the size
of the polynomial order, which is typically not much higher than ten [22]. That
means the tradeoft usually pays off since the number of disabled warp lanes is
small, and matrix multiplication is commonly memory-bound. Still, resolving
this issue could potentially regain a few percent of performance.

The second improvement to the shared memory implementation is to allow
for larger matrix sizes. Currently, the algorithm has been designed for use
with small matrices, where the entirety of both input matrices fit into shared
memory. Since all matrix multiplications that are done are of such small sizes,
the case with larger ones was considered out of scope. However, should this
ever be needed the algorithm needs to be updated to divide the input into blocks
and perform the computations recursively on each block. At this point, it might
be better performance-wise to use cuBLAS.

7.3.3 Unified Solver

A first improvement to the unified solver would be to use the shared
memory matrix multiplication kernel. Currently, the unified solver uses 1D
linear indexing of threads, since this makes thread mapping of the different
computations simpler and it makes full use of all GPU resources. However,
with an improved shared memory implementation, the unified solver should
be able to gain a few extra percent of performance.

More than this, other parts of the code (out of scope for this thesis project)
can likely see similar performance benefits as have been seen here. While the
overall benefit will not be as large, realising those performance improvements
can be a lot easier than further optimising the Matrix-Vector multiplication.
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