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Abstract

With the growing use of AI within new fields, the ethical problems that arise with AI have
become a more prominent topic. Multiple ethical guidelines and frameworks have been pro-
posed to aid companies and researchers to develop ethical products, but it is still lacking
in execution. This project is a study into the ethical risks that are prevalent when AI is
used for music production tools. The study was done by interviewing five different start-up
companies about aspects of their company policies and products from an ethics point of view.
The interviews were analysed, and six areas of interest were found. A final risk analysis was
then done based on an existing ethical guideline, the Ethics Guidelines for Trustworthy AI
by AI HLEG. Multiple risk areas were discovered, the largest ones being in connection to
Diversity, Bias, Explainability, and Privacy. Another discovery was that multiple companies
do not currently have an ethical framework, but that it was something that they were positive
about implementing in the future.
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Sammanfattning

Med den växande användningen av AI inom nya omr̊aden har de etiska problem som uppst̊ar
med AI blivit ett stort diskussionsämne. Flera förslag p̊a riktlinjer som företag och forskare kan
använda för att utveckla etiska produkter har lagts fram, men de är sällan implementerade.
Detta projekt är en studie av de etiska risker som förekommer vid användningen av AI
för musikproduktionsverktyg. Studien gjordes genom att intervjua fem olika startups om
deras företagspolicys och produkter utifr̊an en etisk synvinkel. Intervjuerna analyserades och
sex intresseomr̊aden hittades. En slutgiltig riskanalys gjordes sedan utifr̊an en befintlig etisk
riktlinje, Ethics Guidelines for Trustworthy AI av AI HLEG. Flera riskomr̊aden relaterade
till Diversity, Bias, Explainability och Privacy upptäcktes. Ytterligare en upptäckt var att
flera företag för närvarande inte använder ett etiskt ramverk, men att de var positiva till att
implementera ett i framtiden.

Nyckelord:

Artificiell intelligens, AI-etik, Musikinformatik
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1 Introduction

Artificial intelligence (AI) is increasingly important in various types of creative media and
art productions. However, the ethical and legal frameworks for the creative use of AI-enabled
tools have yet to be established. This leaves producers and artists utilising AI vulnerable
to risks ranging from production delays to reputations and brand damages and in the worst
case, legal penalties for copyright infringements [1].

Some general guidelines have been proposed for ethical AI [2] as well as some propositions
for guidelines specifically for works related to music informatics[3]. Even though there are
general problems and motivations with AI ethics that should be considered, there are certain
problems and motivations that are of larger importance within the field of music informatics.
A few examples of such problems relate to copyright or ownership in a global setting, bias
(present in datasets, researchers, and local vs global music industries), and data availability
[3, 4]. These problems can be present differently when working in a research setting compared
to commercialised tools or services.

There are currently multiple different tools that use AI for music production and promo-
tion in a commercial market. These range from helping produce content to promotion and
distribution of content. One example of a product that produces musical content with AI is
Jukebox[5], a model that uses neural networks to generate music whilst considering artist and
genre. There is also Google AI[6], a division of Google that focuses on AI, that has released
products such as Magenta[7] and Nsynth[8], both products that are made to aid artists and
composers to create music with the help of AI.

One example of a promotional and distribution service that uses AI is Spotify[9], a music
streaming service that has used AI for promotion and the recommendation of music to users
[10]. Tools and services, such as the aforementioned, interact with users as well as society
on different levels and thus have different ethical risks and implications. Therefore, there
is a need to evaluate and investigate what ethical risks are present with the applications of
creative AI in the music industry.

The objective of this project is thus to examine and evaluate what ethical risks are present
when companies or users utilise creative AI for music production or promotion. The end goal
will be to identify what risks exist within creative AI that could exist within the company,
with a focus on the potential users. In this thesis, I will try to answer the question ”What
are the ethical risks of using creative AI in music production?”
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2 Background

In this section, I first introduce the topic of AI Ethics. I will then explore the topic of ethical
guidelines in relation to AI. I then follow up with an introduction to music informatics as
well as AI ethics in relation to the field of music informatics.

2.1 AI Ethics

Artificial Intelligence (AI) is a research field that deals with ”The art of creating machines
that perform functions that require intelligence when performed by people” [11]. AI is cur-
rently part of most everyday tools and services. Examples of AI that are being used in close
contact with users are Google’s Search Engine, Facebook’s targeted advertisements, or dig-
ital assistants [12]. Due to the increase in computational power, it is common for current
AI to employ the use of Machine learning (ML) or Deep Learning models for all or parts of
algorithms [12, 13].

Ethics is a topic that deals with the study of morals and values [14]. The topic of AI ethics
in turn deals with multiple different factors concerning the ethics and responsibility of AI.
AI ethics is not limited to the development of an AI, instead it should be considered during
the implementations as well as the service of a product using AI[12]. Privacy and security
related to individual users’ data is an important subject within AI ethics. This is especially
important for companies that utilise and collect personal information. For this process to be
ethical, the data needs to be collected and processed in a way that considers and respects the
individual user’s privacy[12]. The user also needs to be made aware of what data is being
collected and how it is used, if the data will be used for an AI for decision making, as well as
be able to access their data[2, 12]. The users should also be able to opt-out of having their
data collected and processed[12].

It is also important that users know that they are interacting with an AI to begin with[2].
This is because the AI may be used for new forms of manipulation of the users[12]. One exam-
ple of this new use of manipulation brought up by Coeckelbergh in their book AI Ethics[12] is
connected to the Cambridge Analytica case, where a company used user data without consent
to help certain political campaigns in the 2016 US presidential election[12]. Another example
discussed by Coeckelbergh is the manipulation related to chatbots utilising AI that are aimed
at children [12]. Here the chatbot can gather data on both child and parents through the
interactions, as well as manipulate the children themselves via the interaction between it and
the child[12]. This creates another dimension of issues, as the child is most likely not fully
capable of understanding the concept of AI, or what the risks connected to them are, resulting
in their rights being more easily violated[12].

If something were to go wrong, it is common to want an explanation. Explainability is a
common problem with AI, and thus within AI ethics as well. An AI does not know what it
is doing in the same sense as a human knows what it is doing, as the AI does not have a
’consciousness’[12, 13]. Instead, the AI needs to log its different decisions and processes for
the human to interpret. This means that the human that oversees the AI can take responsi-
bility for the AI and its decisions[12]. However, explainability becomes a problem with newer
applications of AI that might use machine learning or deep learning. With the use of more
high-level performing and complex AI, explaining a particular decision becomes problematic
as it leads to the so-called black box problem, where the developers know the architecture of
the AI or algorithm, but not how it reaches a decision[12, 15]. The use of more high-level
and complex AI thus comes with less transparency.

Bias and discrimination are problems that have always been prevalent in society and thus need
to be considered when working with AI. When an AI makes a decision, there is a possibility of

3



there being bias connected to that decision. This could either be due to there being biases in
the dataset itself, either because it is of poor quality[12], there is a lack of diversity[3, 16], it is
incomplete[12], or there is a historical bias prevalent[12]. Datasets bias could also be because
the dataset is old and does not reflect the real world anymore[12]. However, even data that
mirrors the real world has its problems, as it could contain the historical and societal biases
that exist. The discussion thus becomes if this is something that developers should have to
consider and work towards mending in the final AI[12].

Bias could also arise from the development team. This could be because the developers
do not understand the AI well enough, or they are not aware of their own bias enough to
properly counter it[12]. The lack of diversity in the development team could also lead to
there being an existence of bias. Currently, most computer scientists and engineers are white
men from western countries, meaning that they could unintentionally create biases toward
other people that do not fit that description[3, 12, 15, 17]. The problem of bias could thus
lead to unintentional consequences in the final AI. An example of a bias issue is music rec-
ommendation systems, such as Spotify. If the system makes a recommendation based on the
music that a person interacts with as well as what other users interact with, it could lead to
discrimination towards less known songs, types of music, and artists, as mainstream music,
will have a higher likelihood of being recommended[12].

2.2 Ethical Guidelines

As AI has been more widely implemented in society and technology, the ethical implications
surrounding it have raised a discussion. ’What should be collected and to what extent, ’how
is data used (both data collected from users as well as the datasets used for initial training)’,
’what needs to be explained to users’, ’how can we make sure AI is unbiased’, are some of the
problems that had been brought up with this new technology. To help developers with these
types of questions and problems, a multitude of guidelines have been proposed to be followed
or used by the developers during the development and run of the AI. These guidelines have
been proposed by governmental offices and teams, e.g., the Ethics Guidelines for Trustworthy
AI by AI HLEG [2], institutes or organisations, e.g., Ethically Aligned Design: A Vision for
Prioritizing Human Well-being with Autonomous and Intelligent Systems (EAD1e) by the
IEEE Global Initiative on Ethics of Autonomous and Intelligent Systems [18], as well as by
companies, e.g., Everyday Ethics for Artificial Intelligence by IBM [19]. Importantly, most of
these guidelines have been published in more recent years, indicating an increasing interest
in the ethical side of AI and its implications.

In 2019, a study was done by Jobin, Ienca and Vayena [20] on the global landscape of ethical
guidelines, and if there could be found some agreement or standard for ethical guidelines.
A similar study was done by Hagendorff [15] in 2020, although less extensive than the one
done by Jobin et. al. The studies showed that no principle was common in all examined
guidelines, however, multiple principles were common between multiple guidelines [15, 20].
Some of the most common ethical principles that are mentioned in ethics guidelines and re-
ports are transparency, justice and fairness, non-maleficence, responsibility, accountability,
and privacy [15, 20]. There was also a common difference between guidelines and cultures,
one example being the fact that Harmony is a separate principle that appears more than once
in guidelines published in China [21]. Even though many guidelines mention these principles,
the principles are often defined differently, and thus give different meanings and solutions to
the problems present.

These proposed ethical guidelines can also have different centres of focus. One such focus is
a human-centric perspective, meaning that one puts humans at the centre, and thus the AI
is evaluated from the point of view of how it interacts with and affects people and human
society[2, 12]. One example of a Human-centric guideline is Ethics guidelines for trustworthy
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AI by AI HLEG[2]. It was presented in April 2019 and was developed to promote trustworthy
AI by creating a framework for companies and stakeholders to follow during development.
Trustworthy AI is defined as being Lawful, Ethical and Robust, however, this guideline does
not explicitly deal with the Lawful component of trustworthy AI, and only works with the
Ethical and Robust aspects. ”To maximise the benefits of AI systems while at the same time
preventing and minimising their risks” [22].

This guideline proposes a total of seven requirements to consider when developing and work-
ing with AI. These seven requirements are Human agency and oversight, Technical robustness
and safety, Privacy and data governance, Transparency, Diversity, non-discrimination and
fairness, Societal and environmental well-being, and Accountability. For each requirement,
a small description of the subject is provided as well as some ethical issues that could be
prevalent and some suggestions on how to deal with these issues. It lastly proposes an As-
sessment List for Trustworthy AI, which could be used by developers and stakeholders during
development to assess the ethical risks connected to their tool or service.

There have been questions and concerns about what to prioritise and whom to prioritise
when creating AI, especially when considering the environment, sustainable development,
and other living beings. Another centre of focus other than humans is the posthumanist
perspective. Posthumanism questions the centrality of humans in modern ethics and believes
that one should not be afraid to cross borders between humans and nonhumans [12, 21]. This
means that one should consider the values and interests, as well as the impact of AI on other,
non-human, beings.

The difference in the guideline’s central perspective could also be due to how different cultures
perceive AI and intelligence in general. One such difference can be found between Western
countries and Asian countries. Most Asian countries view AI and its integration with society
as something positive, as compared to Western countries, where there is a more negative view
of AI [12, 21]. Thus, ethics guidelines, and especially human-centric guidelines, could be used
to make sure that the view of AI becomes more positive in the general public’s eyes, given
that most ethics guidelines were from Western countries [20].

Despite these criticisms of human-centric guidelines, this study will be made following a
human-centric guideline. The decision to use human-centric guidelines was done in consider-
ation of the project being aimed at evaluating the ethical risks related to human users.

2.3 AI Ethics in Relation to Music Informatics

Music Informatics Research (MIR), also called Music Information Retrieval, is a field that
deals with the ”computational analysis, indexing, retrieval, recommendation, separation,
transformation and generation of music” [23]. Currently, it is quite common to use some
form of AI within MIR research, making the topic of AI ethics and its relation to the field of
Music Informatics an important research topic.

With the increase of commercialised services and tools that utilise AI to produce, promote
and distribute music, the ethical and legal implications must be considered. There is also the
issue related to the difference in tools. Since different tools are created for different areas of
music production and distribution, each tool will deal with different legal and ethical risks.
This means that multiple problems can occur concerning the new development of AI within
the field of MIR.

One such problem concerns the data that is used for training the initial algorithms[10]. Even
though companies will often mention data that is in the public domain, for a company to offer
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services that create more modern music, the dataset most likely contains data that is under
copyright [10]. This is due to the current length of copyright protection being 70 years after
the author’s death [24]. Private companies, unlike academia, do not have to show the data
used, meaning that the data could be used without the creator and producer’s knowledge or
explicit consent [10]. Here, transparency also becomes an issue, both from a dataset point of
view as well as the authorship of the song.

When considering the point of view of the dataset, companies do not have to reveal the
training data used for algorithms [10]. This means that users and other researchers cannot
judge how biassed or unbiased the algorithms or the tool are, or if it was trained using data
that was allowed to be used. This creates a lack of transparency between the developers and
other stakeholders, as there is an absence of information needed to make a judgement on the
integrity of the tool.

If one were, instead, to consider the authorship of music created with or by AI, different
problems arise. One example of such a problem is whether an artist or author should be able
to claim authorship over an AI-generated song that was trained on their music, given that
the training music is under copyright [10, 17, 25]. Here it becomes a problem of determining
the influence the original song had on the training, the similarity of the results and how to
identify all relevant copyright holders [10]. Another issue that arises here is who should be
granted copyright, if at all, for an AI-generated song. Different countries have different laws
regarding what copyright could be granted regarding generated content [17, 25]. This means
that in certain countries, the developer or users could be eligible to gain copyright over an
AI-generated song, whilst in some legislation, no AI-generated content is subject to copyright
and the resulting work would be in the public domain.

Diversity within the field is another issue that is brought up in connection to ethics. This is
partly due to most of the researchers within the MIR field being ’WEIRD’ (white, educated,
industrialised, rich, operating within democracies), with a majority being male and from lim-
ited geographic areas [3]. This creates a scenario where the type of research and development
that is conducted will be biassed toward certain types of problems and research topics. This
means that certain groups of people will be excluded and the final product biassed towards
people that are like the research team [26]. The issue of diversity has also been brought up
in connection with AI ethics, where the current way AI ethics is handled is biassed toward a
male-dominated mindset and most frameworks lack guidelines for the current lack of diversity
in the research teams [15].

Another issue connected to diversity is the diversity of the datasets and the models used.
Currently, a majority of the larger and more used datasets for MIR research are all biassed
toward Western music [26]. There have been attempts to diversify the datasets used as well as
broaden the way researchers work with musical structures. Here the question of what music
should be incorporated and if it even should be added to datasets, comes up. This is because
the act of recording and digitalising certain music, in an attempt to diversify available music,
could directly go against the people whose music is being recorded [26].

Currently, there is a clear lack of ethical evaluation being done on research and develop-
ment in Music Informatics. In a small study done by Fabio Morreale [27] in 2021, of out 1095
papers published for the International Society for Music Information Retrieval (ISMIR), only
a total of 5 submissions (3 papers and 2 workshops) were connected to ethics, which only
made up 0.45% of the total submissions examined. This shows that, even though the topic
of ethics has been brought up in the community before and during conferences [27], there is
still a lack of ethical thinking in this field.
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3 Method

In this section, the method used will be presented. The method consists of the data collection,
done through interviews, which was then followed by a final risk analysis of the interview data,
based on the Ethics guidelines for trustworthy AI by HLEG[2]. Finally, some limitations will
be brought up.

3.1 Data collection

The data collection was done in two separate steps. The first step was preparing for the inter-
view. The preparation was done by a small exploration of the current climate of creative AI,
determining criteria for companies’ eligibility in the study, as well as setting up limitations.
The second step was conducting the interviews.

3.1.1 Interview Preparation

The preparation for the interviews was done to determine what criteria to consider when
picking companies as well as what guidelines to follow for the final analysis. This was done
in part to get an overview of the current use of creative AI, as well as, to understand what
role ethics play in music informatics as well as outside this field. A smaller review was also
performed to find current and proposed guidelines for ethical AI and creative AI.

As a first step, an exploration of the European creative AI industry was conducted. This
was done via a web search of the available tools and a literature review. The search consisted
of finding databases and collective websites for creative art companies that employ AI or
start-ups that use AI and looking at only the companies that had some connection to music
and compiling these companies into a list of potential participants. The list was then used
to establish the criteria for companies to interview, identify ethically relevant themes, and
choose the guideline to be used. Smaller companies were picked to increase the number of
companies that could be contacted as well as to have a wider range of different tools to anal-
yse. There was also an interest in finding out how smaller companies, that are just beginning
their development, handle data sets and algorithms, given that they might not have a massive
database to work from, such as what bigger companies like Spotify, might have. There is also
the chance that companies of a smaller size do not have an established legal department, and
thus the team is left to manage risks and ethical problems themselves.

The first criteria that were considered were the size of the company, thus only AI-based start-
ups of small or micro size [28] of consideration. The second criterion considered whether
the company were or had developed a tool that helps with the production of music. This
was deemed important as these types of tools are used by artists during the creative phase
and thus directly interact and could influence the final product. A company would also be
considered if their tool dealt with the promotion of artists using AI-based methods, as this
directly impacts the artist’s music and career. Another criterion that the companies were
evaluated on was that the companies operated or had an office in Europe, done to ease the
contact with the company as well as the time-zone aspect of the interviews.

For each company that was considered, a small analysis was performed on the company’s
tool or service. This was done to examine what ethical guidelines and questions that would
be relevant, as well as understand what ethical issues could be prevalent. This was also done
to make sure that the tool did meet the set criteria for being part of the study. The criteria
for being considered as the production of music were that the tool helped write songs, helped
with the mixing of songs, or generated songs to match other media. The criteria for being
considered for promotion were related to the distribution of an artist’s music. A tool was
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not considered if its main goal was to simply generate an entire song without the input of an
artist. Another part of the analysis was also to investigate how well the company explained
the existence of AI within the tool as well as how AI was used in the tool.

This resulted in a list of twelve companies of micro to small size, all still considered start-ups,
working with music and AI. The companies did not have to have implemented AI yet but
were currently working on the implementation of AI in their tool(s).

3.1.2 Interviews

After a list of companies had been determined with the aforementioned criteria, they were
contacted via email with a brief introduction to the project as well as asking if they would
like to participate in an interview. The interviews lasted a maximum of one hour, unless the
interviewee agreed to continue for longer, and were done remotely via a video conference plat-
form either in Swedish or English, based on the preference of the interviewee. The interviews
were recorded and transcribed either manually or with the help of a transcribing software
where only minor clean-up were done manually. All participants signed a consent form agree-
ing to the recording and transcription of the interview. These interviews were then analysed
to determine what areas were of interest and what areas contained ethical risks. The inter-
views followed the ethical rules proposed in the guideline by the Swedish Research Council[29].

Each interview followed the same questions and structure but given that the interviews were
semi-structured [30], certain follow-up questions differed between interviews. The questions
used can be found in Appendix A. The interview could be divided into five different topics
or parts. The first part of the interview was some basic questions about the interviewee and
their work. The second part was dedicated to the technical aspects of the tool itself and the
development process. The third part focused on the datasets used for training. The fourth
part included questions about user data as well as internal frameworks for ethics and data
management. The fifth and final part of the interview considered questions about ethical
challenges during the development as well as the composition of the team.

3.2 Final Risk Analysis

Based on the risk areas determined in the analysis of the interviews, a final risk analysis
was done based on an ethics guideline. For the final analysis the guideline, Ethics guidelines
for trustworthy AI by AI HLEG [2], was used. Due to the limitations of the focus on this
project, only three out of the seven requirements were considered for the analysis, Privacy
and data governance, Transparency, and Diversity, non-discrimination, and fairness. This
was done in part to keep the focus of the analysis on the risk and implications it will have
on the users of the tools. Given that the guideline is human-centred, this was considered the
most important aspect. It was also done in consideration of what feasible information could
be gathered from companies, as some of the guidelines deal with more sensitive or company
secretive information, and it could be difficult to get answers for all requirements. There was
also a time restraint to consider due to trying to keep the interview time from being too long.
The risk areas that were found from the initial interview analysis were thus evaluated based
on the criteria proposed in the guideline.

3.3 Limitations

There are some limitations that have been made for this project, some that have already been
brought up in 2.1, 3.1.1 and 3.2. Some of these limitations previously mentioned are the size
of the companies, the geographical location of the companies, the tools that the companies are
developing, the length of the interviews, and the guideline used for the risk analysis. Another
limitation put on the project was the short window for interviews, where all interviews were
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done in the span of a month, as well as there being no follow-up interviews. There were also
only a small number of companies that were contacted and interviewed, and the project is
not meant to give an overview of the entire landscape of AI use in music-focused start-ups.

This work focuses on a small subset of AI ethics and will not comment on AI ethics in
general. It will not evaluate the guideline used or compare the usefulness of different guide-
lines. Because the project will focus on identifying ethical risks, it will not focus on finding
solutions to ethical issues or risks.
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4 Results

Twelve companies based in Europe were contacted for potential interviews. Out of the twelve
companies that were contacted, five companies agreed to be interviewed. This resulted in a
total of six interviews, meaning that two participants were from the same company. Three
of the companies worked with music creation software for artists, one worked with audio
detection and research, and one company focused on game music. All companies’ tools were
aimed at helping artists with their music. The participants of the interview can be found
in Table 1. A code letter has been used instead of the participant’s name. The Job title of
the participant is how they described their role in the company themselves. Each interview
lasted a different amount of time, with the shortest lasting 16 minutes and the longest lasting
68 minutes. All participants were men.

Interviewee Job Title Company Description

A Research Engineer Music Creation Software
B Machine Learning Engineer Music Creation Software
C Consultant/Research Engineer Audio Detection & Research
D CEO Music Creation Software
E CEO Music Creation Software
F CEO Game Music

Table 1: Overview of participants

A series of risk topics were found by doing a thematic analysis[31] on the interviews,
on a top-down basis divided by the sections of the interview questions. Six main themes
were discovered from the analysis: Diversity in the Team, Diversity in the Datasets, Lack
of Guidelines, Use of External Tools and Services, User Data and Personal Information, and
Explainability and Transparency.

4.1 Diversity in the Team

The first topic is related to the team and the participants’ views on diversity in a team. One
point that was brought up by all interviews was that for the most part, the teams were made
up of people that are considered ’WEIRD’, male and from a small geographical area. It was
also brought up by multiple participants that this is a normal thing within this industry. As
brought up by participant A, working in the field of music tech is ”a double whammy” regard-
ing gender diversity, meaning that both the music industry and the tech industry separately
are both very male-oriented and male-dominant.

Even though all participants mentioned diversity in a team as something positive, some
also brought up that there are some advantages to having a more homogeneous team. Par-
ticipant B mentioned that ”that’s very much like a 90s percentage of something people that
look and act and think like me basically, which is like, it’s very convenient, everyone gets
along great, but it’s also like ’Oh now we have these white areas on the map where we miss
potential problems and also potential value (...)’”. Participant D also mirrored a similar
mindset, mentioning that the team was quite homogeneous in gender and nationality, which
was advantageous for the social scenarios of the work, and that the age diversity that was
present in the team improved the development aspect of the work.

Both people mention that it was advantageous to a certain extent to have a more homo-
geneous team but still brought up that there were pitfalls, as well as still mentioning that the
diversity that was present helped the work. In contrast, participant F mentioned that even
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though there seem to be advantages to having a more homogeneous team, mostly mentioned
that the affinity that comes from a homogeneous team could still be prevalent with a diverse
team, just given enough time.

Another topic that was brought up was the strategies for diversifying teams. Most par-
ticipants mentioned that they do not know how recruitment was done or what guidelines, if
any, were present to increase diversity in the team. Participant D brought up previous expe-
riences with efforts and strategies for diversifying the team. For them, the focus on widening
the diversity of the team impacted the work of that team negatively, mentioning that a lot of
strategies ”backfired”. They were still positive towards diversity in a team but were negative
towards certain strategies employed to improve it in the team.

4.2 Diversity in the Datasets

The second topic discovered is related to the datasets that companies use. The data used was
mixed from open source (freely available and accessible datasets) to source in-house (data
created within the company, by the company) to crowd-sourced (data gained from contribu-
tions by a group of people). Common reasoning for using crowd-sourced or in-house data was
that the type of data needed for a project did not exist in open datasets. There was also a
split in if, or to what extent, the companies analysed the diversity of the data. However, all
participants recognised that their data was biassed toward Western music and western music
notation.

Participant D, who worked a lot with crowd-sourced data, mentioned that they analysed
the data very often. This was done, according to them, to check if the datasets were repre-
sentative. They also mentioned that it was advantageous working with crowd-sourced data
as well as in a commercial market since you would get feedback instantly and it would be
easier to find how diverse the data was.

Participant A, who worked with mostly open-source data mentioned that they would also
sometimes analyse the diversity of the data. This was done to figure out the breadth of the
data and what the datasets could be used for and what limitations the algorithm would have
post-training. They also mentioned the limitations that exist with music notations between
different countries and cultures, so for example the tuning of instruments could differ between
songs as they use different notations. This also limited the way that their product could work,
as they were limited to the way they think of music, and the music that could be used is also
limited.

4.3 Lack of Ethical Guidelines

The third topic that was identified is related to ethical guidelines and frameworks used within
the company. When asked about the use of guidelines both for choosing training data as well
as for the design work, the participants mostly mentioned that they had no set guidelines,
and mostly self-regulated themselves. This was prevalent both in concern to datasets as well
as the design work. Most of the participants mentioned that ethical problems were brought
up at meetings with the rest of the team to be considered and solved together based on a
common moral compass. Participant C mentioned that they do not have any official guide-
lines that they follow and instead ”[...] our ethical guideline is, is in a way, is that we try to
avoid sharing data that’s not, that should not be public”.

It was also quite common when asked about current guidelines, for participants to ask for ad-
vice or suggestions on a guideline to use or propose to the company for future use. Given that
there already are multiple proposed guidelines that could be used, it could indicate that the
knowledge of the existence of ethical AI guidelines is limited or that the guidelines are difficult
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to find. This could also indicate that the guidelines that exist are not applicable for more
specific services or tools, meaning that there is a need and a want for more concrete guidelines
that are applicable for companies, specifically within the sector of music informatics.

4.4 Use of External Tools and Services

The fourth topic that came up during the interview was the use of external services and tools.
All Participants mentioned that the companies were using at least one cloud service. The
most used services were Google Cloud or Amazon Cloud Services. Participant A mentioned
that previously they had user data saved on the cloud server. It was also unclear if the users
knew if their data was saved on external servers run by other companies.

Another service that was brought up by participant C was Amazon Mechanical Turk[32],
a crowdsourcing service that helps companies and individuals to outsource certain parts of
a technical process. One example of such a task would be the classification or labelling of
data. There have been issues and questions raised about this service in connection to ethical
aspects [33], particularly if the service itself is exploitative and how good the results from the
service are.

Participant F mentioned that their training was done externally with a university and that
the training samples were stored with the external institution. This was due to there being
a collaboration between the company and the university, and the algorithm was created and
trained by the university. This means that they did not know specifics about the algorithm,
the training data used, or the diversity of said data.

4.5 User Data and Personal Information

The fifth topic is connected to user data, personal information, and privacy. All interviewees
mentioned that some basic user data was collected, such as the usual information when sign-
ing up for an account on a service. Some of the tools currently did not use personal data
for anything related to the tool or the algorithm. Some of the participants did mention that
they did store data from the user. Even though multiple people mentioned that they are not
currently collecting data on users’ interaction with the tools, it was something that they were
considering for the future. This would create another dimension of ethical problems for the
company to consider.

One example mentioned in connection to the use of user data, which has been brought up
previously in section 4.4, was one tool that saved the input data from the users on the cloud
server. This was done so that the analysis of the data could be done on the same cloud server
that the algorithm was stored on. Currently, they store user data on the users’ devices and
instead work with symbolic data on the cloud server. The symbolic data is gained from doing
an analysis on the users’ devices and thus only sending the results from the analysis to the
other algorithms on the cloud. This was done in response to the privacy concerns that occur
with saving user data on a cloud server.

A similar point was brought up by participant D, as they also then saved the users’ in-
put data on the server, but such that it was clear data, meaning that it is technically possible
for the developers to access and listen to the user’s data. Here, the ethical responsibility falls
entirely on the team to not do anything malicious with the data available.

Another issue that was brought up was the possibility of creating profiles, based on user
data. Participant D mentioned that because of the data collected, it could be possible for
them to create profiles of different users and thus customise the experience to match the
profile.
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4.6 Explainability and Transparency

The final topic that was found concerns explainability and transparency between the company
and the users as well as other stakeholders. When asked about communicating with users
about specifics of the tool, most of the participants said that that was not something that
they did currently. Participant A mentioned that they currently very clearly market the use
of AI and ML within their tools and services. Other participants mentioned that they would
often mention that they used AI as a part of the model but would not give out specifics about
their products and that it was standard practice within tech companies.

Some participants also mentioned that the companies would sometimes publish articles about
algorithms and projects that were done or were preparing to publish articles. Participant B
mentioned that they had worked for companies that would publish articles about findings
and projects done at the company. They also mentioned it as something positive, as it would
create a positive loop within the field where criticism and feedback on algorithms would be
encouraged and a hope that it would become more common to publish more specifics about
the algorithms.

When asked about challenges during the development, multiple people brought up explain-
ability as a challenge. Participant B mentioned that it was hard to package AI as it could
be difficult to explain the specifics of a method without losing trust, saying that it was hard
to sell ”an algorithm that will often do the right thing, but not always”. Participant C also
brought up implementations as a challenge, as it meant that one needs to first understand
the algorithm before implementing it. This could lead to the implementation of an algorithm
that not the entire team understands how it works or can explain.

4.7 Summary

Multiple of the issues identified from the interviews have been mentioned in previous studies
and articles about AI ethics, such as lack of diversity in datasets and the development team
[3, 12, 26]. The use of external tools was quite common among the different companies, with
almost all interviewees mentioning the use of a cloud service. It was also quite common for
companies to not gather personal data from user interaction with the tool(s), but such data
gathering was being considered. Most participants also mentioned that they did not share
details about the product with users and that this was common practice.

None of the interviews mentioned the use of an ethical framework and that the team would
self-regulate themselves. However, multiple participants were positive about the implemen-
tation of an ethical guideline or framework.
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5 Risk Analysis

The final risk analysis was done following three of the seven requirements proposed in Ethics
guidelines for trustworthy AI by AI HLEG[2], Privacy and data governance, Transparency,
and Diversity, non-discrimination, and fairness. Each of the requirements has three points
that cover a different part. The risk areas found from the results of the interviews were thus
compared to the definitions of these three requirements and evaluated from the three points
within each requirement.

5.1 Privacy and Data Governance

When considering the risk connected to Privacy and Data Governance, one should consider
the topic of Privacy and data protection This means that the system should guarantee privacy
and protection of the data during the system’s entire life cycle. This is in consideration with
both initially gathered user data as well the generated information using user data. Most
participants mentioned that they did not use user data more than gathering what system the
tool was used on but were considering implementing it in a later stage.

As brought up by one of the participants, based on the data collected from the users, they
theoretically could create profiles of different types of users and tailor the output for differ-
ent users. If this is not done carefully, this could create scenarios where the AI can infer
individual traits of users and creates a bias towards them[12, 26]. Thus, when working with
individuals’ personal information, the developers should consider and monitor the outputs of
the algorithm to not create unfair bias towards certain people based on inferred individual
traits.

Another point from this requirement is Quality and integrity of data. As a part of this point,
the data sets used for training are considered, more concertedly: ”When data is gathered, it
may contain socially constructed biases, inaccuracies, errors and mistakes. This needs to be
addressed prior to training with any given data set”. As mentioned by multiple participants,
the bias toward Western music is assumed, but often, no such analysis is performed on the
data. Many participants also mentioned that they did not analyse the dataset whatsoever.
This could lead to multiple biases or inaccuracies being present in the final algorithm, making
the final tool narrow in what type of content could be created. One company also mentioned
that the AI was not made or run in-house, meaning that the quality and integrity of the data
could not be ensured.

The final focus point is Access to data, meaning the way a company handles user data and
who has access to it. Access to data was found as a risk during the interviews, with a partic-
ipant mentioning that the user data was being stored in plain text, meaning no encryption
was done on the data, and easily accessible for developers. There was a safeguard missing
for protecting the data, and it was available for the team to access freely to a certain extent.
Multiple people mentioned that they currently do not gather information from the users’
interaction with the tools, and only have information in connection with the account as well
as the hardware of the device they use the tool on. Given that some of the participants
mentioned that there might be plans to collect and use user interaction data in the future, it
would be important to implement a safeguard before this change is implemented, to ensure
data and privacy protection.

5.2 Transparency

As a part of the Transparency requirement, one should consider Traceability. This means
considering ”The data sets and the processes that yield the AI system’s decision”. From the
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interviews, most participants mentioned that they are developing the tools and the AI them-
selves, only one company mentioned that some AI aspect for their tool was outsourced and
thus could not provide information about the training samples, as that part was not handled
by them. Even if the algorithm was outsourced, it is thus important for the company using
the algorithm to know specifics about the data sets, algorithm, and the decisions making of
the algorithms to be able to work with it ethically[12, 15].

Another section of transparency is connected to Explainability, meaning the ability to explain
both the technical process as well as the human decisions. This means that the decision-
making process should be suitably explainable. One should also consider the trade-off be-
tween accuracy and explainability. As one of the participants mentioned, a challenge with
AI algorithms is understanding them before implementation. Here, information about the
algorithm becomes important, since it would be difficult to explain an algorithm and its ac-
curacy if one does not understand how it works, or if there is a lack of information about that
algorithm.

The final part of the requirement is about Communication, meaning that the users should be
informed if they are interacting with a system using AI, as well as limitations and accuracy.
Most participants said that they would explain the use of AI to a certain degree if asked by a
user. It was also brought up by multiple participants that the company mentions that they
use AI to some extent in the tool, but that there was a varying degree of how many details
were explained to the users.

5.3 Diversity, Non-Discrimination, and Fairness

One point of this requirement was about Avoidance of unfair bias. This means that one
should consider historical bias in datasets and should work to remove unfair biases in the
final algorithm. Here once again, the data used for training plays a role. It was brought up
by multiple participants that no formal analysis was made on the datasets used for train-
ing. This means that there potentially could be unfair biases that are present in the final
algorithm. One should also note that being aware of the potential bias is not enough of a
countermeasure for the underlying bias.

Another issue that should be considered here as well should be the profiles that could po-
tentially be created based on user information. Here there could be that different users have
different experiences, and that based on an underlying bias, they are being limited in their
options. One must also consider the diversity of the team, as it concerns biases that could
exist within the development of the tools and algorithms. One solution proposed in the guide-
line was to have a diverse team during the development, something that multiple participants
also mentioned as a solution.

Another point is dedicated to Accessibility and universal design, which considers the ac-
cessibility of the tool to people with different characteristics and abilities. For this point, one
must once again consider the diversity of the team, and the limitations that are put on the
accessibility of the tool. This was brought up by one participant as well, as they mentioned
that their company’s products were limited to a Western notation of music. Thus, users who
use a different notation or are interested in music that is not Western would be alienated
from their tools or services.

The final point is about Stakeholder Participation and is mostly concerned with the trustwor-
thiness of an algorithm. Feedback is a key benefit for this point. One participant mentioned
clearly that they deal with feedback often and use it to check diversity and how represen-
tative the tool is. One should also consider the point brought up by another participant,
that explainability is difficult regarding trust. There is a level of trust that is needed for
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implementing an AI system and selling it to potential users. It is also important to consider
that most of the participants mentioned that they do not gain user information or explain
it to users, so it could be beneficial to establish stronger communication between users and
developers.
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6 Discussion

As mentioned, both in the results and in the analysis, all participants in the interviews were
male. All participants mentioned that their workplace is heavily male-dominated and that it
is an industry standard. This is a problem that has been brought up previously within the
field of music informatics, with diversity being the topic for the 20th ISMIR conference in 2019
[26]. As mentioned by Coeckelbergh, the lack of diversity in the team could lead to biases
toward people who do not match that of the development team[12]. It is also important to
note that diversity is not just based on gender and that one must consider other dimensions
of diversity other than gender when discussing the diversity of a team.

The diversity of datasets is also something worth considering and is a problem commonly
brought up [3, 12, 26]. Here multiple problems need to be considered. First, most datasets,
as well as tools for artists using AI, are based in Western music, from a limited number of
instruments as well as musical structure[3, 16]. Secondly, there is only a small number of
open-source datasets, making the data used narrow. This could result in more narrow al-
gorithms and results, limiting the creativity of the artists using these tools. Thirdly, there
could be a problem of multiple tools using the same datasets[16], which would also narrow
the scope of these tools. Lastly, multiple participants mentioned that they do not analyse the
diversity of the datasets, meaning the team cannot sufficiently explain the bias within the
data and the final algorithm.

For both situations, increasing diversity is a proposed solution. However, it is not so simple
in practice. For there to be a diverse team, there must be a diverse set of people that are
part of that field [12]. As seen from other studies and mentioned by the participants, the
field of MIR is heavily dominated by white men [3, 15, 26]. Similarly, if one wants to diver-
sify the datasets, one must have access to other types of music, where the idea of copyright,
open-source or even the recording of music is a concept that has been considered [16, 21, 26].
How best to diversify datasets is still up for debate, and it is important to be conscious of
what music is being picked to be represented in new development [16, 26]. Sometimes, what
should be the easiest solution is not always plausible, and one must think of other solutions.

User data and privacy are also topics that are brought up for discussion about AI ethics.
One interesting point that was brought up during the interviews was the possibility of cre-
ating profiles on users, based only on data gathered from their interactions with the tool.
Systems being able to infer users’ traits and create biases towards them based on these traits
was brought up as one of the risks in the guideline by AI HLEG [2]. Thus, it is important
to create safeguards before one starts to collect user data so that these biases do not occur
and potentially harm the creativity of the users. One should also be careful with the data
that is collected and monitor the outputs of the algorithms to ensure that such biases do not
occur[12]. It was also unclear if the users knew that their data was being collected and used.
This is a problem since if an algorithm is to be considered ethical, users need to know if,
what, and to what extent their data is being collected and used [12].

This also means that the algorithm needs to be sufficiently explainable, as brought up by
Coeckelbergh if the algorithms used are not fully understood by the developers, something
like a black box could occur, where one only knows the output without knowing why it
reached such a conclusion[12]. The companies and developers should thus make sure that
they understand the potential consequences of the algorithms and are prepared to be able to
explain them to potential users. This is especially important if the training of the algorithm is
outsourced to other companies and institutes, as this creates another hurdle for transparency.
The act of publishing the work of the company could also help to keep the process trans-
parent and should be looked at as something positive. Opening for others to criticise and
provide feedback on algorithms could lead to less biassed algorithms, as well as the detection
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of previous problems that could be prevalent[3].

One should also note that the requirements proposed in the ethical guideline are not separate
from each other, instead, the requirements are all interlocked with each other to a certain
degree [2]. This means that one problem could have resulting risks in multiple requirements.
One example of this is the lack of analysis of data sets. This specific area of interest was
connected to all three of the requirements and resulted in different risks. Thus, there is not
always one answer to how best to solve a problem, as one solution could potentially avoid
risks in one dimension, whilst still being present or becoming a risk in another dimension.

It is also noteworthy to remember that companies themselves have found solutions to risks
that were discovered before this study. If one were to consider the first example brought up
in 4.5, the company identified an ethical problem and then found a solution to said problem.
It is possible to work with an ethical framework, without it being explicitly mentioned in
the development or company. However, having clear guidelines and frameworks to work from
could help identify and solve such problems earlier in the development phase.

Another important topic to consider is how one should best identify and tackle different
ethical risks. The guideline used for this project had some propositions on how one could
tackle each potential problem or risk. But given that this guideline was created as a general
AI ethics guideline, some of the propositions are not universal fixes. This could lead to there
being too vague of a definition for potential risks, or woefully inappropriate solutions. As
mentioned earlier, even if something sounds like an easy solution, the execution could be
problematic depending on the field and situation. One solution could therefore be to develop
more specific guidelines for different fields. This could in turn increase the visibility of AI
ethics within the specific field as well as make the implementation of such frameworks easier
for companies.

6.1 Future work

Given that all participants were men, there could be problems prevalent that have not been
brought up in this thesis, that would be considered had there been a more diverse pool of
interviewees. It would thus be advantageous for future work to have women participate in
interviews or focus on women’s points of view within the field. It should also be noted that
the men were mostly white, from a Western European country, thus including a more diverse
interview group should also be considered for future works.

Another continuation of this work could be to work with the other four of the seven re-
quirements proposed in the guideline used. As all requirements are interlocked together to
a certain extent, evaluating the other four requirements would give a better overview of all
risks. One could also do a similar study but use another AI ethics guideline for the analysis,
especially one that is not human-centred.

It would also be possible to do this with larger companies, companies of medium or larger
size, or to work with music artists using AI tools directed at helping them with songwriting.
Working with larger companies could bring in a different challenge, where the development
team must work with another team specifically on topics of ethical risks, and how this changed
the view of certain risks.
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7 Conclusion

From the interviews and the final risk analysis, multiple risk areas were discovered. Some of
the risks discovered were connected to Diversity, Bias, Explainability, and Privacy. It is also
important to note that one problem does not just pertain to one ethical risk. One problem
could result in multiple risks, all in different dimensions, and multiple risks are rooted in
the same problem. Certain risk areas were more common than others, and not all risks are
prevalent in all companies or tools.

This project is not an exhaustive search for all ethical risks that could or do exists and
instead should be taken as a starting point of identified risks. There are also no clear answers
to how best to tackle these risks, and this was not something that the project set out to do.
It is, however, interesting to consider what would be the best strategy for solving certain
risks and is something that should be worked upon in the future. It is also important to
reiterate the lack of diversity in the pool of interviewees, and as such there could be issues
and areas that should be considered that have not been mentioned in this thesis. This means
that there could also be some confirmation biases prevalent, as there is not enough diversity
within the pool of participants. This thesis also worked more with the risks that could pertain
to the companies themselves, rather than the societal risks that could exist because of these
companies and their products.

As prevalent through the interviews, there is a need and a demand for a guideline that
would be applicable for companies working with AI and music, specifically companies aimed
to have tools working with an artist. Multiple of the interviewees expressed interest in the
subject and for a guideline to present to the company that could be implemented for the
design work. Thus, there should be a continuous focus on developing ethical guidelines and
frameworks that are easily implemented for businesses.

Even though there is a current lack of research being done that specifically mentions the
ethical risks of AI in MIR, the increase in the guidelines in the last couple of years shows a
positive trend toward ethical thinking. This will hopefully continue within the field, making
it more ethically conscious and thus creating a wider and more inclusive body of work in the
future.
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A Interview Questions

Basic questions:

• What is your name?

• What is your role in the company?

• How long have you worked at the company?

Technical aspects:

• Can you please describe how you work with AI to create music?

• Why have you chosen to use AI in your work?

• What technologies (such as AI models, libraries, software or algorithms) do you employ?
Why did you choose them?

• Did you encounter any challenges in the process?

– What happened and how did you solve them?

Datasets:

• What databases do you use for acquiring training sets?

– Why did you choose this data specifically?

– Do you have some internal guidelines for how to choose your training data?

– Have you analysed the diversity of your data?

∗ Did you encounter any issues with it?

Users & Frameworks:

• Do you collect personal data about your users?

– What kind of data is collected?

– How do you use and store that data?

• Do you use some internal ethical frameworks or tools to inform your design work?

– Do you publish or share those frameworks?

– How and to what extent do you explain to the users how the algorithm works?

– What kinds of potential risks have you identified?

– What happens if a user or another stakeholder is negatively impacted by your
product (or service)?

• How do you share the information on your methodology, metadata, datasets or algo-
rithms?

Challenges:

• Have you had any particular ethical challenges when creating music with AI?

– Please describe what happened.

– How did you solve the issue?

• What does the composition of your team look like?
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– Is diversity important for you? (Yes −→ why?)

∗ What do you see as the benefits of having a diverse team?

• What kinds of implications will AI music companies have in the music industry (creative
industries) in general in the future?

• Any further thoughts on the topic you would like to add?
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