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Abstract

Submodular functions characterize mathematically the ubiquitous “diminishing-
returns” property. They are widely used to describe core subjects in numerous
applications, including economic utility, redundancy in information, spread of in-
fluence in social networks, and more. Optimization of submodular functions thus
plays a central role in a broad range of applications in data science. However,
existing works concentrate largely on optimizing a single submodular function, with
a sole focus on succinct subset selection among massive data. Other circumstances
have not been fully explored, for example, when there exists interplay between a
submodular function and other components.

In this thesis, we study optimization beyond a single (non-decreasing) submodu-
lar function in the following three areas.

e Ranking: Ranking arises naturally in the presence of multiple submodular
functions, for instance, when a list of shared resources is sequentially served to
satisfy multiple submodular demands with individual budgets. One concrete
example is ranking web pages to satisfy multiple user intents with different
“patience.” We first study this ranking problem under cardinality constraints,
and then we consider extensions of the basic setting, including knapsack
constraints, streaming settings, and robustness requirements.

o Decision trees: A tree (or a policy) can be seen as an adaptive generalization
of ranking. Popular decision trees for classification, including CART and
C4.5, are constructed by recursive greedy splits, guided by some impurity
function. These trees are accurate, but may not be easy to understand due
to a potentially large tree size. A novel characterization of a decision tree is
via adaptive intersection among multiple submodular functions, one for each
object to be classified. We discover that this characterization enables one to
analyze and control the tree complexity for a large family of impurity functions.
As a consequence, we are able to produce accurate and interpretable decision
trees with bounded complexity.

o Diversity: Multi-objective optimization is frequently encountered in reality.
One specific important form is a joint optimization of utility and diversity,
where utility is often modeled by a submodular function. From the theoretical
side, we discuss new techniques for such joint optimization over clustered
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input; from the practical side, we propose one novel application in learning
diverse rule sets, where diversity encourages non-overlapping rules that deliver
desirable unambiguous decisions.

For each of the three areas discussed above, we introduce novel formulations
for applications in data science, and devise algorithms that are efficient, easy to
implement, and have provable approximation guarantees. In addition to theory,
we also highlight their practical potential by presenting empirical performance in
selected applications. Our work significantly enhances the modeling capabilities of
submodular optimization for novel application domains.

Keywords: Submodular optimization, Approximation algorithms, Ranking,
Decision trees, Diversity



Sammanfattning

Submodulédra funktioner karakteriserar matematiskt den allestddes nérvarande
egenskapen “minskande avkastning”. De anvéinds ofta for att beskriva kdrnadm-
nen i manga tillimpningar, inklusive ekonomisk nytta, redundans i information,
spridning av inflytande i sociala nédtverk och mer. Optimering av submoduldra
funktioner spelar sdledes en central roll i ett brett spektrum av tillampningar
inom datavetenskap. Befintliga arbeten koncentrerar sig dock till stor del pa att
optimera en enda submoduldr funktion, med enbart fokus pa kortfattat urval av
delméngder bland massiva data. Andra omstdndigheter har inte undersokts fullt
ut, till exempel nar det finns ett samspel mellan en submodulédr funktion och
andra komponenter.

I denna avhandling studerar vi optimering bortom en enda (icke-minskande)
submodulér funktion inom féljande tre omraden.

o Ranking: Rangordning uppstar naturligt i ndrvaro av flera submoduléra funk-
tioner, till exempel nér en lista med delade resurser serveras sekventiellt for att
tillfredsstélla flera submoduléra krav med individuella budgetar. Ett konkret
exempel ar att rangordna webbsidor for att tillfredsstélla flera anvindares
avsikter med olika “talamod”. Vi studerar forst detta rankningsproblem under
kardinalitetsbegransningar, och sedan 6verviger vi utokningar av den grundlag-
gande instdllningen, inklusive ryggsicksbegriansningar, stromningsinstéllningar
och robusthetskrav.

o Beslutstrid: Ett trad (eller en policy) kan ses som en adaptiv generalisering av
rangordning. Populdra beslutstrad for klassificering, inklusive CART och C4.5,
ar konstruerade av rekursiva giriga splittringar, styrda av ndgon orenhetsfunk-
tion. Dessa triad ar korrekta, men kanske inte ar latta att forsta pa grund av
en potentiellt stor tradstorlek. En ny karaktérisering av ett beslutstrad sker
via adaptiv skdrningspunkt mellan flera submodulédra funktioner, en fér varje
objekt som ska klassificeras. Vi upptécker att denna karakterisering gor det
mojligt for en att analysera och kontrollera triddets komplexitet for en stor
familj av féroreningsfunktioner. Som en konsekvens kan vi producera korrekta
och tolkningsbara beslutstrad med begransad komplexitet.

o Mangfald: Multi-objektiv optimering patréiffas ofta i verkligheten. En specifik
viktig form &r en gemensam optimering av nytta och mangfald, dir nytta ofta
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Vi

modelleras av en submodulédr funktion. Fran den teoretiska sidan diskuterar
vi nya tekniker for sddan gemensam optimering 6ver klustrad input; Fran den
praktiska sidan foreslar vi en ny tillimpning for att lara sig olika regeluppséatt-
ningar, dar mangfald uppmuntrar icke-6verlappande regler som ger énskvérda
entydiga beslut.

For vart och ett av de tre omraden som diskuterats ovan, vi introducerar nya
formuleringar for tillimpningar inom datavetenskap och utvecklar algoritmer som
ar effektiva, ldatta att implementera och har bevisbara approximationsgarantier.
Utover teori lyfter vi ockséa fram deras praktiska potential genom att presentera
empiriska prestationer i utvalda tillimpningar. Vart arbete forbattrar avsevért mo-
delleringsméjligheterna for submodulér optimering for nya applikationsdoméner.
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Introduction

1.1 Ranking with submodular functions

Let us start with a simple example of subset selection in web search, where a
user inputs a query and receives a list of relevant documents from a search engine.
The goal is to maximize the user utility, i.e., the additional knowledge gained
by the user, or information gain for short, in this specific context, before the
user stops browsing. We denote the entire set of n documents by V', and model
information gain of the user by a non-negative non-decreasing submodular function
f:2Y — R,. Such a function f captures two important aspects of the utility: (1)
non-decreasing, because browsing more never hurts, and (2) diminishing returns,
because information is redundant. For example, a simple option for function f is
to count the number of query-related keywords mentioned in a set of documents.
We defer the formal definition of a submodular function to Section 2.1l A common
way to describe the stopping criterion is by a cardinality constraint b € N, namely,
the user reads at most b documents. Then, a classic subset-selection formulation
comes into sight. That is,

f(9). (1.1)

max
SCV:|S|<b

In this formalization, the order between documents in S is neglected.

We continue to develop the previous example, and further motivate a need
for ranking. The previous example implicitly assumes that the user intent is
known with respect to the given query. For instance, a query of “kitchen mixer’
can be considered unambiguous. However, what if the query is simply “mixer?”
There exist at least two possible intents, “kitchen mixer” and “audio mixer.” A
satisfactory returned list should take into consideration of all possible intents.
Note that each intent may be associated with a different stopping criterion, which
is reasonable in web search as intents are known to be classified as informational,
navigational, transactional and etc. In order to carefully present documents for
all intents, the need for a ranked list is inevitable.

Similar to Eq. , the utility of each potential intent is represented by a
distinct submodular function. We aim to find a ranked list that maximizes the
total utility of all intents. Formally, given a set of functions F' = {f;}, each of

9
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Chapter 1. Introduction

which is associated with a budget b;, we aim to find a ranked list that maximizes

max > film), (1.2)

where 7 € o (V) is a permutation of items in V', 7; is the prefix of the permutation
7 of length 7, the cost of 7, is ¢(m;) = |7;| = j, and f; is a truncated function of
fi subject to its budget b;, i.e.,

j_ll(ﬂ_) = fi(ﬂ-li)a
such that ¢; = max{j € [n] : ¢(7;) < b;}.

We term this problem Maz-Submodular Ranking (MSR).

MSR shows promising potential in various applications. Apart from the
example of multiple intents re-ranking for web search we mentioned, it finds
applications in attracting the maximum number of users by ranking commercial ads
or videos, and progressively-diverse personalized recommendation. Its capability
can be further enhanced by considering the following interesting extensions.

Extensions of MSR The first extension we consider is to allow non-uniform
costs ¢(+), that is, each item v € V is allowed to charge a different cost, which
leads to a knapsack constraint for each function f;. For example, ¢(v) can now be
the length of a document v in our running example. It turns out that this natural
extension poses non-trivial technical challenges in algorithm design, as we will see
in Chapter

The second extension is to consider further p-matroid constraints (to be defined
in Section over items in the returned list. One use case for such constraints is
to ensure fair exposure of items from different user-defined groups. For example,
if each item in V represents a human, we may want to ensure that both genders
are presented among the top-10 items in the list.

The third extension is to consider streaming settings. The first kind is function-
arriving model, which allows functions to arrive in real time. This enables the
modeling of a wide range of live-streaming applications, e.g., music streaming
where users represented by functions arrive and leave in real time. The second
kind is item-arriving model that allows items in V' to arrive in real time. This
offers a way to handle new items or the situation where there are too many items
to be loaded into memory.

The last extension considered in this thesis is robustness against adversarial
deletions. Items selected for a pre-computed ranked list may cease to be feasible
at the delivery time, due to unexpected deletions caused by privacy issues or user
preferences. For instance the user may filter out documents that are older than
one month in our running example. Instead of re-running the algorithm over the
whole V after deletions, maintaining a small deletion-robust subset of V', which
we call a coreset, offers an excellent way to rapidly deliver high-quality solutions
in the face of unexpected deletions.
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Figure 1.1: A decision tree that decides an outcome of pass/fail.

1.2 A submodular viewpoint on decision trees

Decision trees are one of the most popular classification systems, thanks to its
intuitive decision-making process. One illustrative example of a decision tree is
displayed in Fig. As a supervised learning task in machine learning, one learns
a decision tree from a set of labeled objects X and a set of binary tests D. Each
object © € X is associated with a label {(z) € L. Each test d € D : X — {0,1}
splits X into two disjoint parts. In Fig. a test is selected for each internal
tree node and L = {pass, fail}.

The foremost property of a decision tree is its discm'mz'nationﬂ To be specific,
it means that an object will be likely to receive a correct label by following the
decision-making process specified in the tree. A time-tested method to construct
a discriminative tree is to recursively split X, guided by some impurity function
h : 2%X — Ry. Intuitively, impurity h should reach the highest at a tree node
S C X with equal proportion of both labels. One classic example of h is entropy
used in C4.5 [6], that is

h(S) == pe(S)logpe(S),

leL

where p(S) = {z € S : ¢(x) = £}]/|S|. In each tree node S, a greedy test is
chosen such that impurity of S is reduced the most before and after the split.
However, despite the rapid growth of machine learning, its deployment in
safety-critical applications, such as disease diagnosis, has been hindered by the
lack of another critical property, model transparency. While model transparency
in general still remains an ill-defined notion [7], a general consensus is that tree
complexity serves as an excellent proxy to quantify interpretability of a decision

1To distinguish from the accuracy over training data, we use “discriminative” to indicate
models’ potential for predictive accuracy.
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tree [8]. In this thesis, we are mainly interested in one natural notion of tree
complexity, that is, the expected number of tests to classify an object. This notion
reflects a form of “local” interpretability: it is easier to understand an if-then rule
with less tests when explaining the decision for a given object.

Unfortunately, widely-adopted impurity functions, such as those used by CART
[9] and C4.5 [6], are not known to produce small trees. Is it possible to obtain
the best of both worlds, that is, to produce trees that are both discriminative
and interpretable? We answer in the affirmative, via a submodular viewpoint
on decision trees. More precisely, we are able to (approximately) minimize the
expected height of a tree that is constructed under regularized guidance of an
impurity function.

Submodularity in a tree We devote the rest of this section to describe the
submodularity in a tree, and making explicit the connection between our goal
and submodular minimization. The key is to view a tree from the perspective
of a single object © € X. As the tree expands, x departs from the root node,
and follows some path to its destination, a “pure” leaf node, where every object
has the same label. An important observation is that the usefulness of a fixed
test d € D is diminishing as = travels down the tree. An illustrative example is
provided in Fig. One simple way to define the usefulness of a set of tests
D’ C D to an object x is

| @' € Sp Ua') # Uz)}|
(o € X+ 6) £ (@)}
where 5%, C X is the current tree node object x is at after visiting D’. Then, the

usefulness of a test d to an object x, conditioned on tests D’ C D object x has
visited so far along the path, is

fz(D') = (1.3)

[{a" € Sp : U(a') # l(x), d(2) # d(z)}]
{a’ € X+ 4(a’) # {()}] '
(1.4)

In other words, the usefulness of d is measured by (after normalization) the number
of objects in S7,, that test d can split away from x, whose labels are different
from £(z). The function f, : 2 — R, can be proved to be indeed submodular.
Intuitively, a test is very useful if it separates x from all other objects with a
different label, as x will enter a “pure” node and can stop traveling immediately.

Based on this observation, a submodular function f, : 2 — R, in Eq.
can be created for each object x € X. Besides, object x will enter a “pure” node
after visiting D’ if and only if its function value f, can not be improved, that is,

fac(d ‘ D/) = fw(D/U{d}) - fac(D/) =

fo(D)) = fo(D) = |{Ua'):2" € Sp} =1 (1.5)

A subset D’ is called submodular cover of f, if it satisfies f,(D’) = f.(D). In the
literature, it is a classic problem to find the minimum-cardinality submodular cover
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object x

ohject x

testd

Figure 1.2: Diminishing usefulness of a test d to an object x as a tree expands. Test
d alone separates two objects with a different label (color) from z, while it separates
away only one when applied after another test d’.

of a non-decreasing submodular function; we refer the reader to Section for
more details. Crucially, the expected height of the tree is equal to the expected size
of the submodular cover of a function. This characterization of tree complexity
connects our goal to rich theory for submodular minimization, and opens an
opportunity to incorporate and analyze a large family of impurity functions,
including those mentioned above.

1.3 Joint optimization of submodularity and diversity

It is well-known that submodularity is a useful measure for data summarization.
For example, it avoids redundancy in the summary, in a formulation like Eq. .
However, there are other important measures for data summarization. One such
measure is diversity, which is beneficial in document summarization, portfolio
management and others. There are many notions of diversity, and one of the most
famous notions is the MaxSum diversity [10], which is also a main focus in this
thesis.

Given a metric space (V, d)E| MaxSum diversity of a subset S C V' is defined
to be the sum of pairwise distances in S, that is, with slight abuse in notation,

d(S) =Y d(u,v), (1.6)

u,WES

where d(u,v) measures the dissimilarity between u,v. The set function d(S) is
not submodular, and actually, it is exactly the opposite, supermodular. We refer
the reader to Section [2.1] for a detailed definition. For a concrete application,

2A metric d satisfies reflexivity, non-negativity, symmetry and triangle inequality.
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maximizing d(S) under a cardinality constraint |S| < b can be used to find a small
collection of diverse books with respect to any reasonable dissimilarity measure
d(u,v).

A joint maximization of (submodular) utility and diversity is of great interest
in multi-objective optimization. Specifically, additionally given a non-decreasing
submodular function ¢ : 2V — R, , one seeks to maximize a weighted sum of ¢
and d under a cardinality constraint b € N, that is,

smax q(S) +Ad(9), (1.7)

where A € Ry is a user-defined parameter that controls the trade-off. This
formulation is called Q-MaxSum. In our previous running example of finding a
small set S of diverse books, it is useful if one also wants the selected books to
have good quality, measured by ¢(S). Surprisingly, joint maximization in the form
of Eq. permits effective approximation, as studied in literature [10].

Q-MaxSum over clustered data A more general setting occurs when certain
(potentially overlapping) clustered structure is available in the universe V, i.e.,
C ={C1,...,Cx} such that U;er)C; = V. In this setting, an individual cardinality
constraint b; € N is imposed on each cluster C;, and the goal is to maximize total
intra-cluster diversity, that is,

SigCi:|g%}§n,We[k] q(S)+ A Z d(S;) suchthat S;NS; =0 forall i # 5, (1.8)
i€ (k]
where S = U;ex]5;- We term the problem in Eq. kQ-MaxSum. This general
setting is useful, for example, when one wants to select a small collection of diverse
books for each book category. Note that the disjointness constraint S; N S; = 0 is
vital here; otherwise one could solve each cluster independently as a Q-MaxSum
instance. This constraint also makes sense in some applications to avoid repeated
presentation of an item. Technically, it forces clusters to interact with each other
during the selection of {S;}, and standard algorithms for Q-MaxSum fall short
of such subtle interaction as we will see in Chapter [} Thus, new techniques are
needed to tackle kQ-MaxSum.

Q-MaxSum for rule learning We conclude this section with a novel applica-
tion of Q-MaxSum (Eq. ) for rule learning. As a training set, every element
v € V is associated with a label ¢(v) € L. We further equip V' with a lattice
of subsets of a finite set A, that is, V' C P(A), where P(A) is the power set of
A, and we write P = P(A) when it is clear from context. Items in A are called
attributes. Recall that P is partially ordered by subset inclusion, i.e., for two
elements u,v € P, we have u < v if u C v. A rule cousists of a pair (r,¢) for a
rule body r € P and a label £ € L. A rule (r,£) can be used to infer the label of
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Figure 1.3: A toy example of two different rule decision sets, where a rule is
represented by a green rectangle. Rule set (a) ignores overlap among rules, while
(b) illustrates a diverse rule set.

an element v € P if r < v, that is,
r=v = {(v)<+L

As a concrete example, an attribute in A represents a positive outcome on a
medical test, a label stands for one specific disease, and a rule summarizes a
process of diagnosis.

A standard objective for rule learning is to select a set of b rules that accurately
infer labels of P. The rule set will be learned and evaluated over a set of labeled
training set V' C P. However, apart from quality of a rule set (e.g., accuracy),
which can be properly modeled as a submodular function ¢ : 2 — R, it is also
desirable for rules to “overlap” less. More specifically, denote the set of inferrable
elements by a rule r by

I(ry={veV:r=<v}L

We hope to reduce the overlap I(ry) N I(r2) between any two selected rules rq, ra.
We propose an approach by maximizing the MaxSum diversity with respect to
a Jaccard distance. Such diversity promotes an unambiguous label decision for
each element, and leads to a clear advantage in terms of model interpretability,
as illustrated in Fig. [[.3]
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1.4 A brief summary of thesis contributions

In this section, we list our major contributions to the three areas that are described
in previous sections. We refer the reader to Chapter [2] for technical preliminaries.
The contributions will be elaborated on in the subsequent chapters. Unless
otherwise specified, the thesis author is responsible for all theoretical development
of the listed results. Other co-authors contributed significantly in brainstorming
ideas and the writing of the papers.

Our contributions to the problem of Max-Submodular Ranking (MSR) in

Section [I.1] are the following.

Paper [A} Introduce the MSR problem, a 2-approximation greedy algorithm,
and a 3-approximation weighted greedy algorithm that prioritizes demands
with small budgets.

Paper [Al A 4-approximation algorithm under knapsack constraints. The
algorithm relies on a combination of a greedy algorithm and a novel dynamic
program that optimally solves a related ranking problem. (Nikolaj Tatti helps
turning it into a FPTAS from a PTAS.)

Paper [F} In the function-arriving streaming model, a 2-approximation algo-
rithm when an item can be repeatedly used, and a complementary inapprox-
imability result when an item can be used at most once.

Paper[F} A general reduction that enables to approximate MSR with additional
p-matroid constraints and/or in the item-arriving streaming model.

Paper [C} A 4p-approximation streaming algorithm for maximizing a non-
decreasing submodular function under p-matroid, with (for the first time)
an asymptotically optimal deletion-robust coreset size against an oblivious
adversary. It also works for MSR with the reduction in Paper (Nikolaj
Tatti helps simplifying the proofs of the randomized algorithms.)

Our contributions to the problem of accurate decision trees with complexity

guarantees in Section [I.2] are the following.

«+ Paper[B} To the best of our knowledge, we are the first to combine identification

problems and supervised decision-tree induction. To be more specific, we
extend the framework in Navidi et al. [II] to analyze a general family of
decomposable impurity functions. We offer a unified greedy algorithm for tree
induction, which gives an asymptotically tight bound on the expected height
of the inferred tree under mild assumptions.

Our contributions to the problem of intra-cluster diversity maximization

(kQ-MaxSum) in Section are the following.
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1.5. Thesis organization

« Paper[E} Introduce the kQ-MaxSum problem and a 6-approximation algorithm.
Moreover, the analysis of the proposed algorithm is tight. (Aristides Gionis
helps making the algorithm scalable.)

Our contributions to the problem of diverse rule sets in Section [1.3] are the
following.

« Paper[D} Introduce a new formulation for diverse rule sets, and a 2-approximation
algorithm by applying existing techniques [10] [12].
1.5 Thesis organization

The rest of the thesis as organized as follows. Technical preliminaries are provided
in Chapter[2] A detailed treatment to Sections[I.I]to[I.3]is presented in Chapters|[3]
to B} respectively. We conclude in Chapter [6} All included papers can be found
in Part [IL

11






Preliminaries

In this chapter we discuss preliminaries that are necessary to understand the
technical content in this thesis. We do not aim for a comprehensive discussion.
Instead, we present a brief introduction of all core notions we need. Concrete ex-
amples and intuitions are provided whenever suitable. A more complete treatment
can be found in recent surveys [I3| [14, [I5] and a classic textbook [16].

We start with an introduction for submodular functions in Section 2] A spe-
cial independence system, matroid, which is often used to describe a feasible subset
in optimization, is presented in Section We discuss basics for approximation
algorithms, including approximation ratios, FPTAS, and inapproximability in
Section 2:3] Major forms of submodular optimization and their existing results in
the literature are summarized in Section 2.4

2.1 Submodular functions

Given a set V, a set function takes a form of f : 2" — R that assigns a value to
each subset of V. A general set function without any structure is too flexible to
optimize over in polynomial time. For example, finding a subset that maximizes
the function value f is impossible without checking every subset. Therefore, we
restrict our attention to a special class of submodular set functions.

There are several equivalent definition for submodularity. We present the two
most popular ones below.

Definition 1. A function f is submodular if for any two sets S, T C V', we have
FS)+ f(T) 2 fF(SUT) + f(SNT).

Definition 2 (Diminishing returns). A function f is submodular if for any two
sets S CT CV and an item v € V, we have

f]8) = fv|T),
where f(v|S) = f(S+v)— f(S).

Note that we sometimes write f(S + v) as a shorthand for f(S U {v}). The
quantity f(v | S) is often referred to as marginal gain of v conditioned on S.

13



Chapter 2. Preliminaries

A function f is supermodular if and only if —f is submodular. A function is
modular if it is both submodular and supermodular. The reader may want to
intuitively think of submodular, supermodular and modular set functions as the
following continuous functions (respectively).

f@)=a, fl@)=2® and f(z) =z
Another useful structure of a set function is monotonicity.

Definition 3. A function f is non-decreasing if for any two sets S CT CV, we
have

f(S) < F(T).

In order to develop an intuition, we discuss several classic examples for sub-
modular functions.

o A cardinality function f(S) = |S] is arguably the simplest one, which is also
modular.

o Any concave transformation on top of a cardinality function, e.g., f(S) =
log(]S| 4+ 1) and f(S) = min{1, |S|}.

o A coverage function f(S) = U,esv when every v represents a subset of a
universe set U.

o A facility location function f,(S) = max,ecg sim(u,v) for a fixed item u € V,
where sim(u, v) measures similarity between u, v.

o A cut function f(S) = |§(S)|, where §(S) = {e = {u,v} € E:u € Sjv €
V'\ S} in a graph G = (V, E).

Note that the cut function above is the only example there that is non-monotone.
Due to technical issues, the study is typically limited to non-negative functions,
ie., f:2Y — Ry, where R, also includes the zero value. It is quite common to
normalize a non-decreasing non-negative set function by translation and scaling
such that f(#) = 0 and f(V) = 1. A note about normalization is that it does
not affect approximation ratios (to be defined in Section for maximization,
because
f(OPT) —t¢ S f(OPT)
f8) =t = f(8)
where ¢ > 0 is a constant such that f(#) —¢ =0, and OPT C V is a feasible set
that maximizes f.
We conclude this section with a list of useful and well-known properties about
submodular functions, without giving proofs. We assume that functions f, g that
appear below are submodular and normalized.

o >, a;f; for a; > 0 is submodular.

14



2.2. Matroids

o h(S) =min{c, f(5)} for constant ¢ > 0 is submodular.

o Ypes f[(0|T) = f(SUT) - f(T).
o h(S)=1—(1-f(S))(1—g(S9)) is submodular and normalized [I7, Lemma 5].

The last property is worth elaboration. Function h can be considered as a
disjunction between f, g, i.e., h(S) =1 if and only if f(S) =1 or g(S) = 1.

2.2 Matroids

Consider a set of vectors B in the vector space R™. Suppose the subspace spanned
by B has dimension k. When adding a new vector into B, the dimension k
increases if and only if the new vector is linearly independent to those existing
ones in B. Remarkably, this simple fact about linear independence in linear
algebra has been generalized in combinatorics into a research field of its own, i.e.,
matroids.

Before we introduce matroids, it is beneficial to start with general independent
sets, for comparison.

Definition 4 (Independence systems). A set V' and a family M C P(V) of subsets
of V' form an independence system if M satisfies the following properties.

1. e M, and
2. downward-closeness: if S CT and T € M, then S € M.
A set in M is called an independent set.

Usually, an independence system M is represented compactly as an oracle,
which when given a set S C V, will answer whether S is an independent set or
not. Optimization over an independence system in general is intractable. For
example, finding the maximum independent set is not only NP-hard, but also
does not admit any non-trivial approximation [I8].

Out of many equivalent definitions for a matroid, we choose the one as a
special family of independent sets below. Readers are invited to picture how the
additional property below helps one to incrementally find the maximum set in

M [19].

Definition 5 (Matroids). A set V' and an independent system M C P(V) is a
matroid if M further satisfies the following property.

o augmentation: if S,T € M and |S| < |T|, then there exists v € T such that
S+veM.

A further generalization of a matroid is a p-matroid, i.e., the intersection of p
matroids.
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Definition 6 (p-matroid). Fiz a set V. Given p matroids M1,..., M, over V, a
p-matroid is defined to be
M= mie[p]Mi-

It is time to appreciate some concrete examples.

o Fix any finite set V' of vectors in R™. Define a matroid M to include every
subset of linearly independent vectors of V.

o Given any forest in a graph, their edges is an independent set of a matroid.

o Fix an integer b. Then all subsets of V' with a size at most b form a uniform
matroid, i.e., M ={S CV :|5| <b}.

o Fix integers by,...,b; and a partition over V.= {V,...,Vi}. Aset SCV
that is not “over-represented” in each Vj; is an independent set of a partition
matroid, i.e., M ={SCV:|SNV;| <b;, for all i}.

o Consider assigning items in V to persons in P. An item can be assigned to
at most one person, while a person can receive at most k items. All valid
assignments form an intersection of two partition matroids My, My, that is,

Mi={SCVxP:|{(u,p)eS:u=v} <1, forallveV},
and

Moy={SCVxP:|{(v,q) €S:q=p} <k, forall pe P}

We conclude with a remark that a knapsack constraint does not lead to a
matroid. A knapsack constraint is a generalization of a cardinality constraint,
where items can have non-uniform costs. For example, consider three items
V = {v1,v9,v3} with costs 1,2,3, respectively. Fix a budget of b = 3. Two
feasible sets with respect to a knapsack constraint are

S={vs} and T ={v1,v9}.
However, even though |S| < |T|, there does not exist v € T such that S + v will
be feasible.
2.3 Approximation algorithms

In the world of optimization, it is disappointing to know that most interesting
optimization problems are intractable, such as the well-known TSP problem.
However, if one is willing to make a compromise on the exactness in optimization,
it is possible to efficiently find a solution that is provably close enough to the
optimal solution. Approximation algorithms assure us of such a guarantee.

16



2.3. Approximation algorithms

budget b -

\

“starve”

Figure 2.1: A knapsack instance with two items, red and green.

Suppose one is tasked to solve a maximization problem II, whose instance

I € II is parameterized by an objective function f;. An algorithm is called an

a-approximation if it can efficiently produce a feasible solution ALG; for each I
such that

f1(OPTy)

e f1(ALG)

where OPT] is the unknown optimal feasible solution of I. The value « is called
(relative) approximation ratio. We follow the convention that o > 1. If a = 1,
one solves the problem exactly. Note the ratio holds for every instance of II,
i.e., a worst-case ratio. Similarly, for a minimization problem one goes with
max JIALGH ) ingtead

Ien FopT) < ¢ instead.

We demonstrate the notion of approximation ratios by the knapsack prob-
lem [20, Chapter 3].

<,

Problem 1 (0-1 knapsack). Given a set of items V', each v € V' of which is associate
with a value s(v) and a cost c(v), and a budget b € Ry, find a subset S of V' such
that c(S) =3, cgc(v) <band s(S) =), cgs(v) is mavimized.

This simple problem turns out to be NP-hard, which means that efficiently
finding an exact optimal solution in the worst case is unlikely.

A natural heuristic is to repeatedly pick an item greedily with respect to a
cost-effectiveness measure, max,cgs $(v)/c(v), whenever adding the item in the
knapsack is permitted by the budget constraint. However, one could easily come
up with an instance where this heuristic becomes arbitrarily bad; see Fig. 2]
where the red item has a small cost but is slightly more cost-effective than the
green item. We say that the red item “starves” the knapsack, as the knapsack will
not be able to take in the valuable green item anymore despite a large unspent
budget.

A well-known algorithmic trick to handle such a situation is a “best-of-two’
strategy, that is, to return the best between two solutions. The first solution
is obtained by the previous greedy algorithm. The second solution is to simply
return a single most-valued feasible item. For the instance in Fig. the two
solutions correspond to the red and green items, respectively. A simple analysis
can show that this strategy offers an approximation ratio of 2. Actually, the

)
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“best-of-two” strategy works well even when the value function s(-) is replaced by
a submodular one [21].

It turns out that one can do much better. The knapsack problem is one of
the few NP-hard problems that admit arbitrarily good approximation. We call
a problem admits a polynomial-time approzimation scheme (PTAS), which is an
algorithm, if its approximation ratio is a = 1 + € for any user-defined € > 0. The
parameter € is considered fixed in a PTAS, and thus a running time exponential
in 1/e is allowed, e.g., O(n'/¢) where n is the input size. If € is also considered
as part of the input, which means the running time has to be polynomial in 1/e,
we call any such algorithm a fully PTAS (FPTAS). The knapsack problem enjoys
a FPTAS, by a well-known dynamic program and a standard rounding trick [20]
Chapter 3].

We conclude this section with a short discussion about lower bounds on ratio
a, i.e., inapproximability. An upper bound on « certifies how bad some algorithm
can do, while a lower bound states what is the best any efficient algorithm can
do. For example, for the knapsack problem defined above with a submodular
value function s(-), no efficient algorithm can do better than o = ¢/(e — 1) [22].
We say an algorithm is optimal for a problem when its upper bound matches the
problem’s lower bound. Lower bounds are a core subject studied in computational
complexity [23], and for more results we refer readers to an excellent recent
survey [24].

2.4 Submodular optimization

After all the notions we have presented so far in this chapter, we are ready to
discuss optimization of submodular functions.

Optimization for a submodular function takes two major forms, maximization
and minimization. It is a surprising fact that a submodular function permits both
effective maximization and minimization, which manifests a mixed property of
convexity and concavity in it. We discuss both of them in this section.

We first discuss optimization for a general submodular function f. The
minimization problem is easy to state, as follows.

min £(5). (2.1)

The problem in Eq. has been extensively studied in the literature, and it is
a remarkable feat to show that it can be solved in polynomial time. The current
state-of-the-art for Eq. makes O(|V]?) calls to the function f [25], which
is called query complexity. The canonical example for this problem is minimum
graph cut, where f is specified to be a graph cut function. Alternatively, replacing
the min above with max leads to mazimum graph cut, for which a brilliant 1.139-
approximation algorithm has been developed [26], E| which is optimal assuming
the unique games conjecture [27].

It is 0.878-approximation if one uses the convention that the approximation ratio o < 1.
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Our main focus in this thesis will be placed on non-decreasing submodular
functions. Observe that in this case optimization like Eq. without further
constraints is trivial. The simplest problem for submodular maximization for a
non-decreasing f is the one mentioned in Eq. for a cardinality constraint,
which we re-state below.

s f(9) (L.1)
A simple greedy algorithm is proved to yield an optimal approximation ratio of
e/(e—1) [28,129]. The same optimal ratio has also been achieved for a more general
matroid constraint, thanks to more sophisticated techniques [30, BI]. One could
further generalize the constraint into various ones, such as a knapsack constraint,
a p-matroid constraint or both. We refer the reader to a recent survey [14] for
more results.

Another popular direction in the era of big data is to optimize in a streaming
model, where items in V arrive one after another, and an algorithm processes every
item immediately after its arrival. Typically only a small memory is allowed in a
streaming setting, so one cannot naively remember all items in V. An algorithm
that processes the whole stream V' only once is called one pass. A streaming
problem is usually harder, as the approximation guarantee has to hold for all
inputs and all arrival orders. A single-pass 2-approximation streaming algorithm
exists for a cardinality constraint that requires only O(b) memory [32,[33]. It turns
out that any ratio better than 2 is impossible unless a much larger memory is
allowed [34]. For a general p-matroid constraint, 4p-approximation is known [35].

We switch to submodular minimization for non-decreasing submodular func-
tions. The minimization problem defined below, which is named minimum sub-
modular cover, is dual to its maximization counterpart (Eq. (1.1))).

qunclg |S] such that f(S) = f(V). (2.2)

Even though the two problems (Eq. and Eq. ) are in some sense quite
similar, there exists a clear distinction in terms of approximation ratios. Observe
that when f is specified to be a coverage function with respect to some universe
set U, Eq. finds the minimum set cover. For this special case, it is already
unlikely for any efficient algorithm to do better than Q(log |U|)-approximation [36],
while a greedy algorithm gives a matching approximation ratio of O(log |U]) [37].
The analysis has been extended to yield a ratio of O(log(1/A)) for a weighted
version of Eq. [38], where A = min,cv,scv.f(v|s)>0 f(v | S) is the minimum
non-zero marginal gain.

There are quite a few streaming or online variants for submodular cover, which
however falls outside the scope of this thesis. We refer the reader to a classic
reference [39] for more information.
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Ranking with submodular functions

Previously in Section we introduce the Max-Submodular Ranking (MSR)
problem, a significant generalization of traditional constrained submodular max-
imization when multiple submodular functions are involved. We also motivate
a variety of its extensions. In this chapter, we formally state our main contribu-
tions to the MSR problem and its extensions. In Section [3.1] we study the MSR
problem in its basic form. Extensions to knapsack constraints, streaming models
and robustness requirements are presented in Sections to respectively.

3.1 Max-Submodular Ranking

The majority of research on constrained submodular maximization restricts them-
selves to subset-selection problems, where order between items is neglected. How-
ever, a ranked list is arguably a more accurate description for many applications,
e.g., in web search, but has not received adequate attention in the study of sub-
modularity. In particular, prior submodular formulations for ranking assume an
unnatural postfiz monotonicity property [40, 411, [42], which requires the objective
value of a sequence to be non-decreasing after inserting an arbitrary item at the
front. This essentially means that, for example, users are happier when the search
engine inserts irrelevant ads before the returned documents. Our novel MSR
formulation avoids this property.
We re-state the complete MSR problem in Eq. below.

Problem 2 (Max-Submodular Ranking (MSR), Paper . Given a set V of size n,
a set of non-decreasing submodular functions F = {f;} in the form of f; : 2V — Ry,
each of which is associated with a budget b; € N, find a (partial) permutation m of

V' that B
max 3" fi(r), %)

weo(V) 4
( fi€F

where f; is a truncated function of f; subject to its budget b;, defined as follows.
fi(m) = fi(me,),
such that 0; = max{j € [n] : ¢(m;) < b;},
where m; is the prefix of the permutation m of length j, the cost of consuming m; is

c(mj) = |mj| = 3.
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Technically speaking, ranking is significantly more challenging than subset
selection, as its search space is factorially larger. We show that a simple greedy
algorithm that iteratively appends an item with the largest marginal gain, yields
2-approximation.

Theorem 1 (Paper . A greedy algorithm yields 2-approximation for the MSR
problem.

Besides, the approximation ratio is tight for this particular greedy algorithm.
This makes a strong contrast with its optimal approximation ratio e/(e — 1) when
there is only a single submodular function.

Remark 1 (Paper |A). The 2-approzimation is tight for the greedy algorithm in
Theorem [1

We also offer a “weighted” greedy algorithm that prioritizes functions with
small budgets. To be more specific, the algorithm is greedy with respect to a
sum of marginal gains, each weighted by the reciprocal of its function budget, i.e.,
1/b;. Although this weighted greedy algorithm has a slightly worse approximation
ratio, it has certain merits. It finds an optimal solution for the bad case for its
unweighted counterpart in Remark [I] It is useful to avoid functions with small
budgets being overlooked, and it performs well in our empirical study.

Theorem 2 (Paper . A weighted greedy algorithm yields 3-approximation for
the MSR problem.

The proofs for the two greedy algorithms above are not difficult. It is straight-
forward to work through the derivations once one sums up the greedy inequalities
over all iterations. An additional technical inequality is needed to handle non-
uniform weights in the weighted greedy algorithm. We refer the reader to Paper [A]
for details.

3.2 Ranking on a budget

Budgeted submodular maximization (BSM) is similar to Eq. (L.1]), except that
the cardinality constraint is replaced by a knapsack constraint, that is to find

f(9), (3.1)

arg  max
SCV:ic(S)<b

where the cost function ¢ : V' — R can be non-uniform, and ¢(S) = > g c(v).
The BSM problem has been extensively studied in a long line of literature [43] [21]
44), [45), [46], [47), 48|, 49]. We are interested in methods that have good theoretical
properties but are also practical. Thus, algorithms that adopt some sort of partial
enumeration techniques, which require a cubic or longer running time, though
with better guarantees, will not be considered here [44].
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Budget - — S

i | =t

Functions OPT

Figure 3.1: An bad case of MSR for the “best-of-two” algorithm. Every item is
useful to exactly one modular function f;, and the value of one f; is equal to its
covered proportion. Each red item is made slightly more cost-effective than its
corresponding green one.

Among all practical algorithms for BSM, the “best-of-two” algorithm men-
tioned in Section [2.3]is arguably the most well-known. It returns the best between
two solutions.

1. Solution 1: by an iterative cost-effective greedy algorithm.
2. Solution 2: by simply returning a single most-valued feasible item.

It has been long known that “best-of-two” guarantees a ratio of 2¢/(e — 1) ~ 3.16
for BSM [21]. Very recently, “best-of-two” has regained interest of researchers
and is shown to yield a better ratio of ~ 2.47 for the first time after decades [46].
The ratio has been further identified to be within about [2.33,2.34] [47, [48]. Tt is
worth noting that a slightly modified algorithm, “best-of-many,” beats the vanilla
“best-of-two” with an approximation ratio of 2 [49].

Things change dramatically with multiple submodular functions. For the
MSR problem (Problem with a knapsack constraint for each function, the
“best-of-two” strategy ceases to provide any constant guarantee. We provide
an illustrative example in Fig. 3.1 where the “best-of-two” has arbitrarily bad
performance. The intuition of Fig. is to “starve” every (modular) function,
and we present a precise description below.

Example 1 (A bad example of MSR for “best-of-two”). Let b; = C* for an arbitrary
constant C'. For each index i, items v; and u; are only useful to function f; € F.

o Green items {v;} in OPT: c(vi) = by, fi(vi) =1 —¢; fori > 1, c(v;) =
bl' — bi—l; fi(’l)l) = C(Uz)/bl = (bl — bz_l)/bz = (Cl — szl)/cz = (C — 1)/0

e Red items {u;} in ALG: c(u1) = b1, fi(ur) = 1; fori > 1, c(u;) = c(vi—1),
filus) = c(ug) /b; + e = (C7L —C=2)/CP + e = (C —1)/C? +e.
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Thus,
OPT = (|[F|-1)(C-1)/C+1—¢€ and ALG = (|F|-1)[(C—1)/C?+¢ +1.
When |F| — oo and € — 0, OPT/ALG — C.

Therefore, new techniques are required in order to tackle the MSR problem
with knapsack constraints. With a closer look at the bad instance in Example
one may notice that finding a sequence of large items like the green ones may
help. However, there is a key question: how to define “large” items? We propose
a function-dependent notion.

Definition 7 (Paper . An item v is large with respect to a function f; if
c(v) > b;/2.

Then, we devise an algorithm that is similar to “best-of-two” in spirit, but
adopts a different second solution.

1. Solution 1: by an iterative cost-effective greedy algorithm, denoted by ALG;.

2. Solution 2: by ranking only “large” items via dynamic programming, denoted

We are able to show that this new “best-of-two” algorithm guarantees 4-approximation
as a FPTAS.

Theorem 3 (Paper . We have
3f(ALGy) + f(ALG3) > f(OPT).

Thus, the best between ALGy and ALGs yields 4-approzimation for the MSR problem
with knapsack constraints.

Though being a bit technically involved, there is no conceptual difficulty in
showing that ALG; is 3-approximation when all large items in OPT are excluded.
The novelty of the new algorithm thus mainly comes from the second solution. It
is uncommon for dynamic programming to be useful for submodular optimization
or ranking in general. Actually, ALGs can be proved to rank large items optimally,
that is, with respect to a modified objective function below, where a function only
benefits from its feasible large items and ignores others.

max Z Z fi(v;) where F(vj;m) = {fi € F:2c(vj) > by, c(mj) < by}
nea(V) v €m fi€F(v;5m)
In other words, F'(v;;7) is the set of functions that take the j-th item v; € 7 as a
large item.
The success of dynamic programming relies on three critical observations.

24



3.3. Ranking on the fly

1. The optimal sequence of large items has non-decreasing item costs.
2. By definition, every function can hold at most one large item.

3. For any function f;, the gain by appending an item v to a sequence 7 is
non-increasing in ¢(m).

Thus, it is sufficient to consider items one after another in an order of non-
decreasing item costs, and append an item v; to a sequence formed by previous
7 — 1 items that realizes the highest value with the smallest cost. This corresponds
to work out a value-by-items table.

3.3 Ranking on the fly

In this section, we consider the MSR problem (Problem in two streaming
models, function-arriving and item-arriving models. The study of the latter model
is fruitful as it also enables one to solve the MSR problem with an additional
p-matroid constraint.

3.3.1 Function-arriving model

In a function-arriving model, items V are in place while functions F' arrive in
real time. We name the this generalization MSR-F. MSR-F enables modeling
of a wide range of live-streaming applications, e.g., music streaming where users
represented by functions come and go. More formally, the MSR-F problem is
defined as follows.

Problem 3 (Function-arriving MSR (MSR-F)). Given a set V' of n items, and a
collection of non-decreasing submodular functions Fy that arrive at the beginning of
step t, with arrival time t(f) =t and integers b(f) for each f € F, the objective is
to find a sequence solving

arg max)z Z f(mt ¢+ b(f) —1]), (3.2)

weo(V
( t feF:

by irrevocably deciding the t-th item in 7 at step t, where w[s : e] is the set of items
between and including the s-th and e-th items in w, for two integers s, e.

However, it turns out that this generalization renders the problem inapprox-
imable. It can be shown that the MSR-F problem is inapproximable, even when
all functions are modular. This result, stated below, follows from the inapproxima-
bility of the online-selection problem, which aims to select the maximum number
of an adversarial sequence with no recall [50].

Theorem 4 (Paper . If items in V' can be used at most once in the output
sequence, the MSR-F problem generalizes the online selection problem. Thus, no
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randomized algorithm guarantees an o(n)-approximation for the MSR-F problem,
where n = |V|.

It is easy to see that the hardness mainly comes from the requirement that every
item can be used at most once. Indeed, we can recover the same approximation
ratio as the ordinary MSR when every item can be used multiple times, by
repeatedly appending the most useful item. This assumption is reasonable in
many applications, for example, a song can be played many times — and notice
here that unnecessary duplicates are discouraged implicitly as their marginal gain
is zero with respect to functions that have included these items already.

Theorem 5 (Paper . If items in V' can be used multiple times in the output
sequence, a greedy algorithm yields 2-approximation for the MSR-F problem.

Speaking of the technicality, the reduction in Theorem []is by relating each
number in the online-selection problem to a function in MSR-F. The proof of
Theorem [5|is essentially a generalization of the one for Theorem

3.3.2 Item-arriving model

In an item-arriving model, functions F' are in place while items in V arrive in real
time. Actually, our methods continue to work as long as one is aware of the arrival
time of each function in advance. This model offers a substantial advantage when
one needs to handle unseen new items or when there are too many items to be
loaded into memory. We call this generalization MSR-I.

Problem 4 (Item-arriving MSR (MSR-I)). Given a collection of non-decreasing
submodular functions F' = { fi}ic[m), each associated with an integer b;, and items
in V that arrive in a stream, the objective is to find a sequence in

arg ma (T, ) 3.3

gweo(}\(/) Z fi(mp,) (3-3)
fi€F

In addition, the number of items one can store at any moment depends only on {b;}

instead of n = |V|.

What we offer is more than what is needed for the MSR-I problem. We propose
a general reduction that turns the ranking problem into a subset-selection problem.
We present the reduction for a p-matroid constraint as an example. Note that
this additional p-matroid constraint is directly placed on the output and does not
belong to any particular function.

Theorem 6 (Paper([F)). For any integer p > 1, the MSR problem under an additional
p-matroid constraint over the output sequence is an instance of maximizing a non-
decreasing submodular function subject to a (p 4+ 1)-matroid.
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3.4. Ranking with a deletion-robust coreset

Table 3.1: Summary of approximation ratios for MSR and MSR-I. When functions
are modular, we call the MSR, problem MMR. The used algorithms are provided in
the citations.

unconstrained p-matroid
MMR  exact (weighted bipartite matching) p+ 1 ([51])
MSR 2+ ¢ ([52)) p+1+€([B2)
MMR-I 1/0.5086 ([53]) 2p+1++/(p+1p) —1 (]54))
MSR-I 5.828 ([55]) 4(p +1) ([35])

An immediate consequence of Theorem [f is that an abundance of existing
streaming algorithms for submodular maximization under various constraints can
be used to solve the MSR-I problem. We present selected results due to our
reduction in Table 3.1l

We conclude this section with an outline for the reduction. Recall that n = |V].
The main idea is to create an extended universe set V', i.e.,

V' ={(v,t):v eV, ten]},

which can be seen as the edges in a complete bipartite between items L = V
and ranks R = [n]. Then, a valid ranked list corresponds to a subset of edges
subject to intersection of two partition matroids, one for each of L, R. That is,
for any item or rank, the number of edges that are incident to it is at most one.
Such a reduction is similar in spirit to some assignment or scheduling problems in
literature [56]. See the example for item assignment given in Section for an
explicit construction.

3.4 Ranking with a deletion-robust coreset

In this section, we limit our discussion to maximizing a single submodular function.
The robust algorithms we propose can be easily extended for the MSR. problem
via the reduction in Theorem

We first introduce the definition for a robust coreset. In many applications,
the interaction between an algorithm and an adversary goes through the following
three stages.

1. Upon receiving all items in V, an algorithm A; selects a small subset R C V'
as the coreset.

2. An adversary deletes a subset D C V of size at most d.

3. An algorithm Ay extracts a feasible solution I C R\ D.

27



Chapter 3. Ranking with submodular functions

In this section, we say that I is feasible if it is an independent set in a given
p-matroid M C 2. The quality of the solution ALG = I is measured by the
submodular function f. We aim that the quality f(ALG) is close to the optimum
after deletion, f(OPT(D)), where

OPT(D) = S).
(D) =8 o R5end )

We omit D in OPT(D) when it is clear from the context. We say that a pair of
randomized algorithms (A1, As) yield a (o, m)-coreset if

E[f(A2(ret(A1), D))] > af(OPT) and |R(A;)| < m, (3.4)

where algorithm A; returns a tuple of sets ret(A;) = {S;}, and R(A;) = U;S; is
the coreset. As an example, consider an application in movie recommendation,
where the deletion set D represents movies that a user has already seen but is
unknown to the algorithm.

We are ready to formally state our problem.

Problem 5 (Robust coreset under p-matroid constraint (RCpM), Paper . Given
a set V, a non-decreasing submodular function f : 2¥ — R, a p-matroid M of
rank k, and an unknown set D CV of size d, find an (o, m)-coreset R.

Notice that there is a trade-off between the approximation ratio a and the
coreset size m. We typically aim for m to be independent of |V| and grow slowly
in d. Note that even in the case D = (), i.e., no deletions, extracting an optimal
solution from the items of V for the RCpM problem is intractable. In fact, no
polynomial-time algorithms can approximate f(OPT) with a factor better than
e/(e — 1) in offline computation [28], or better than 2 in a single pass [34].

The research on the RCpM problem has been explored for two different adver-
saries, both of which are allowed to have unlimited computational power. The
most powerful adaptive adversary is allowed to inspect the coreset R before dele-
tion. An adversary is called static if the adversary is unaware of the random bits
used by the algorithm. Thus, one can assume the set of deletions D are fixed
before the algorithm is run. In this thesis, we focus on the latter one, which
is reasonable in many applications. For example, in the movie-recommendation
scenario, the probability that a user has watched a movie may depend on the
popularity of the movie, and be independent on whether the movie has been added
in a coreset.

It is already known that no constant-factor approximation is possible with a
coreset whose size is sublinear in d [60]. We are the first to offer a coreset with a
non-trivial quality guarantee and an asymptotically optimal size.

1—-2e¢
streaming algorithm for the RCpM problem, with a coreset of size k + d/e. The

coreset size is asymptotically optimal.

Theorem 7 (Paper. There exists a randomized —2— -approzimation, single-pass
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3.4. Ranking with a deletion-robust coreset

Table 3.2: A summary of existing results on robust coresets. For simplicity, it is
assumed that & = O(d).

Adversarial ~Constraint ~ Approximation Coreset Streaming/
model type factor size Offline
[57] adaptive cardinality ~ 6.7 O(dlog®(k)/e) S
58] [32) adaptive  cardinality 2/(1—¢) O(dk/e) S
[58l 135] adaptive p-matroids 4p O(dk) S
59 static cardinality 2/(1 —¢) O(dlog?(k)/e*) S
[60] static matroid U0 O(glog(k/e) /e?) S
Paper static p-matroids  (4p)/(1 — 2¢) k+d/e S

Prior to our work, the best-known coreset size is O(dlog(k)/e?). A detailed
comparison with the existing work is shown in Table[3:2] For a simpler cardinality
constraint or in an offline setting, we also improve the coreset size while maintaining
quality guarantees as good as the existing work; see Paper [C] for more results.

The key technique introduced in Paper [C] that helps us achieve the state-
of-the-art coreset size is importance sampling, or more accurately, “uselessness”
sampling. If there are two items u, v and u is more valuable than v, then somewhat
counter-intuitively, one should downplay the probability of including v into the
coreset R. Otherwise, one could suffer a large cost in expectation if u gets deleted.
However, prior work [59] [60] fails to notice this, and instead chooses to cope with
the adversary by uniform sampling over multiple large candidate sets, each of
which maintains equally valuable items. This inevitably leads to a much larger
coreset size. In addition, it is worth mentioning that the algorithm in Theorem [7]
is based on a simple online algorithm introduced by Chakrabarti and Kale [35],
which maintains one feasible solution S in all time and is always ready to exchange
items in S for any significantly more valuable new item. It takes a few more
tricks to put everything together and get the analysis done; see Paper [C] for more
details.
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A submodular viewpoint on decision
trees

Previously in Section we demonstrate the standard way to construct a discrim-
inative decision tree for classification via popular impurity functions. However,
such trees are not known to be blessed with small tree complexity. We also point
out that a submodular function can be created for each object to be classified, and
the expected height of the tree is equivalent to the expected size of the submodular
cover of a function.

In this chapter, we specify in a submodular language the problem of finding
a decision tree with minimum expected height in Section describe how a
framework of Adaptive Submodular Ranking (ASR) introduced in Navidi et al. [11]
can be extended to analyze a general family of decomposable impurity functions
in Section and discuss the technicality in Section As a result, we are able
to produce trees that are both discriminative and interpretable.

4.1 Problem definition

High accuracy and small complexity are in some sense two competing aspects of a
tree. A root node with zero split has the smallest complexity but cannot hope for
high accuracy. Since we plan to formulate a complexity minimization problem,
one needs to make certain assumptions about accuracy. One standard assumption
made in the literature is the following.

Assumption 1 (Realizability). For any two objects x,a’ € X, there exists a test
d € D that can separate them, i.e., d(x) # d(x').

This assumption is considered mild, as in practice it can be fulfilled by data
preprocessing. As a consequence, a fully expanded tree is assured of perfect
accuracy over training set X.

An important observation we make in Section is that for any object x € X,
the usefulness of a fixed test d is diminishing as x travels down the tree. We
re-state below the non-decreasing submodular function in Eq. that precisely
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Chapter 4. A submodular viewpoint on decision trees

defines such usefulness.

_ H2" € 5 U&) # Ux), d(z') # d(x)}]

- {z' € X l(z') # {(x)}] ’
)

where 5%, C X is the current tree node object x is at after visiting D’. In other

words, the usefulness of d is measured by (after normalization) the number of

objects in S7,, that test d can split away from x, whose labels are different from

().

Clearly, f, starts with a value f,(#) = 0, and is finally “covered” when
reaching a value f,(D’) = f.(D) =1 at a subset D’ C D. The subset D’ is called
a submodular cover of function f,. Importantly, the corresponding tree node .S
where x lies in becomes “pure” once f, is covered, that is,

fe(d| D) = fo(D"U{d}) — fo(D')

f2(D)=f.(D)=1 <= |{l(z'):2' € SpH} =1

Since one is to minimize the complexity, there is no need to continue splitting S
after reaching purity. The length of the tree path object x follows is thus equal to
the size of a submodular cover of function f,. Since the tree expansion is safe to
terminate once every f, is covered for x € X, the expected height of a perfectly
accurate grown tree is equal to the expected size of the submodular cover of a
function. Formally, the expected height of a tree T is defined as follows.

o(T) = % > [Dr(x)| such that fo(Dr(z)) = fo(D) =1forall z € X,
zeX
(4.1)
where Dr(z) C D is the set of tests object x visits in tree T.
We are ready to state a simplified version of our target problem in Paper [B]

Problem 6 (Paper . Under Assumption given a set of objects X, each v € X
associated with a label £(x) € L, and a set of tests D, such that d € D : X — {0, 1},
find a perfectly accurate tree with minimum expected tree height defined in Eq. (4.1)).

A perfectly accurate tree may lead to overfitting in practice. In Paper [B] we
show that the function f, can be strengthened to further allow early termination
when the size of a tree node drops below a user-defined threshold. Besides, a fully
general version of Problem [f] allows an arbitrary distribution over X, non-uniform
cost of a test, and multi-way splits.

4.2 Best of both worlds: discriminative decision trees with
complexity guarantees
A general version of Problem |§| is shown to reject any sub-logarithmic o(logn)

approximation under standard conjectures [61], where n = |X|. Actually, the
inapproximability is already unavoidable in a special case where every object has
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4.2. Discriminative decision trees with complexity guarantees

Figure 4.1: An illustrative figure for Example [2l Tuple (,y) indicates the number
of objects from each of two different classes. The tree on the right is favored by
ASR where further splits are omitted.

a distinct label. Such a special case is also known as an Entity Identificaiton
problem in literature [62], while Problem [6]is called Group Identification [63]. On
the positive side, an upper bound that is optimal up to a constant factor has been
found after a long line of research [63], however, via a complicated algorithm.

Only until very recently, the first simple greedy algorithm with an approxima-
tion ratio of O(logn) is discovered for Problem [6] [I1]. It solves a more general
problem of Adaptive Submodular Ranking (ASR), which replaces f, in Prob-
lem [6] with a general non-decreasing submodular function. The greedy algorithm
recursively splits X by maximizing the following measure.

f:z D U {d}) - f=(D")
(D) — f=(D")

Z'(d) = E@Jr 5@ =p(S) —p(S) + > _p(= . (4.2)

balance efficiency z€S
where p(S) = |S|/|X|, tests D’ C D are visited before reaching the current node
S, and |S}| = max,eo,1} [{x € S : d(x) = v}| is the larger child of S.

Although the greedy algorithm proposed by Navidi et al. [I1] is outstand-
ingly elegant, it is mainly geared to a small expected depth with a strong bias
towards balanced splits, and crucially, it is not “learning,” that is, no statistical
dependence is captured between tests and the target labels. In Example [2| and
the corresponding illustrative Fig. [{.I] we provide a simple example where their
algorithm favors a non-discriminative (presumably random) test over a discrimi-
native one. Actually, random tests lead to exactly a balanced tree with bounded
expected depth.

Example 2 (A bad case for ASR, Paper . Suppose that there are two labels, and
we write (x,y) to indicate the number of objects from the two different classes in a
tree node. The root node is X (64,64), and the available splits include the following.

o X = A1(32,0) 4+ B1(32,64) by test dy.
o X = AQ(BQ,O) + B2(32764) by test dg s.t. A1 N A2 == @
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Chapter 4. A submodular viewpoint on decision trees

o X = A|(32,32) + B}(32,32) by test d, s.t. |A] N Ay| = |4} N Ag| = 16.

o Ay = AL(16,16)4 B5(16,16) by test dy s.t. |[ALNA;| = |ALN As| = 8. Besides,
X = A5(16,16) + B, U B} (48, 48).

Denote by g(d) the marginal gain (mainly un-normalized E(-) in Eq. (4.2))) of a test
d for ASR. Note that another component B(-) further encourages balanced splits.

1. First split: g(d}) =128 %32 > g(dy) = g(da) = 32 % 64 + 64 * 32.
2. Second split: g(dy) =64+ 16 > g(d1) = g(d2) = 16 % 32 + 32 % 16.

Following the above pattern, it is easy to create tests dj for i > 2 by evenly splitting
Al M Ay and A,_, N Ay. Splits for B] are by symmetry and omitted here.

On the contrary, greedy algorithms guided by impurity functions are famous
for building a discriminative tree and widely-used in practice. They favor exactly
the tree on the left in Fig. Can we justify their usage also in terms of tree
complexity? Or even further, is it possible to obtain the best of both worlds,
that is, to produce trees that are both discriminative and bounded in expected
depth? We answer in the affirmative, by devising a greedy algorithm guided by
the following regularized impurity functions.

Z(d)=2Z'(d)+ X D(d) =Z'(d) + Ap(S) (W(S) — h(S | d)), (4.3)
discmmon

where A is a user-defined trade-off parameter, D(d) measures the impurity re-
duction before and after split d, and h : 2% — R, is any impurity function that
satisfies the following decomposable property.

o pe(S)
h(S) = XZ: ;( 5 he(S), (4.4)

where hy(S) can be any function of ’;f(g)7 i.e., the proportion of objects of class

£ in S. In addition, h satisfies other standard conditions for a notion of “impu-
rity” [64]: (1) being maximized at uniform class distribution and minimized at
homogeneity, (2) concavity, and (3) symmetry. Eq. includes popular impurity
functions such as entropy [6] and Gini index [9].

Finally, we are ready to state our main result for Problem [f]

Theorem 8 (Paper [B). Greedy algorithm with Eq. (1.3 provides an O(logn + Aey)
approzimation guarantee for Problem[6, where value €, depends on the choice of
impurity function h and e, = O(logn) when h is entropy or Gini indez.

We defer technicality of Theorem [§] to the next section.
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4.3. Technicality

4.3 Technicality: extending adaptive submodular ranking

The proof of Theorem [§ relies on a neat combination of special structure in the
new greedy measure Z (Eq. ) and the original analysis of ASR. Since the
analysis of ASR in Navidi et al. [T1] is rather long, we only emphasize the part
that is most relevant to us.

A key step in their analysis is to simultaneously handle multiple exclusive
events by a single greedy measure Z’. In order to achieve this and prove a target
inequality L < U for two important quantities L and U, they use a nice trick: the
greedy value Z’ in Eq. is used as an intermediate value to connect L and U,
that is,

L<Z'<U = L<U.

Since a new component D of impurity reduction is incorporated into our new
greedy measure Z = Z' + AD, to complete the proof it suffices for us to show
L<Z<U.

The lower bound L is easy as the new component D is non-negative by
definition. The upper bound U requires more work. A closer look at the two
components of Z' = B + E from the perspective of a single object = along a path
m reveals that

o B decreases by at least half if 2 ¢ S when moving from one node to another
along 7.

+ A sum of E along path 7 can be bounded by an integral of [1/(1 — z)da.
Can we say anything about the new component D from this perspective? Yes.
e A sum of D along path 7 turns out to form a telescoping sum.

This observation indicates that a large family of decomposable impurity reductions
in Eq. (4.4) is not a bad choice in terms of bounded tree complexity, and allows
us to complete the proof.
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Joint optimization of submodularity
and diversity

Previously in Section we introduce the Q-MaxSum problem that aims to find
a set S C V such that |S| < b and a sum of submodular quality and MaxSum
diversity is maximized. Afterwards, we also motivate a more general kQ-MaxSum
problem when certain (potentially overlapping) clustered structure is available in
V', and how Q-MaxSum can be useful for learning a diverse rule set. In this chapter,
we formally state our contributions in the latter two settings, in Section [5.1] and
Section [5.2] respectively.

5.1 Joint optimization over clustered data

We re-state the kQ-MaxSum problem that appears in Eq. (1.8]) below.

Problem 7 (kQ-MaxSum, Paper . Given a metric space (V,d), clusters C =
{C1,...,Ck} such that U;c)Cs = V, an integer b; € N for each i € [k], and a
non-decreasing submodular function q : 2V — Ry, find a set S = Uiek)Si €V that

A d(S; h that S;NS; = i+ j, (T
sicen BB e 1O+ g;} (Si) such that S;NS; =10 for alli# j, (L§)

where

d(S) = d(u,v). (T6)

u,vES

When there is only a single cluster, kQ-MaxSum degenerates into an instance of
Q-MaxSum in Eq. , which can be optimally approximated with a ratio of 2 by
a greedy algorithm [10]. However, the presence of multiple potentially overlapping
clusters raises new challenges to the existing algorithm. Actually, the greedy
algorithm loses its approximation guarantees and may perform arbitrarily bad
for kQ-MaxSum. We describe such an example in Example 3| and an illustrative

figure in Fig.

Example 3 (Paper . Let g =0. Let C be k = 4 overlapping clusters in Fig.
each represented by a green oval, where the horizontal diameter of the three clusters
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Chapter 5. Joint optimization of submodularity and diversity

Figure 5.1: A bad case of kQ-MaxSum in Example 3| for existing algorithms. Each
oval represents a cluster.

on the left is made arbitrarily large. In an optimum solution, every overlapping
point must be assigned to its left cluster.

For a greedy algorithm that iteratively adds a greedy point, it will assign all
overlapping points to a wrong cluster if it starts with a point from the cluster on the
right, which leads to an unbounded approximation ratio.

Therefore, new techniques are needed to tackle kQ-MaxSum. A constant
approximation algorithm turns out to be within easy reach once one manages
to overcome the above Example [3] It is tempting to consider a different greedy
measure so that the overlapping points in Example [3[ can be assigned correctly. In
Paper [E] we propose a GreedyPairs algorithm that iteratively includes the most
far-apart pair within a cluster. Moreover, if {b;} are different among clusters, one
has to weight a pair in cluster 7 by a factor of (b; — 1) due to the supermodular
nature of MaxSum.

Theorem 9 (Paper [E|). The GreedyPairs algorithm yields a 6-approximation to
Problem [ when ¢ = 0.

When the submodular quality function ¢ is present, one can adjust the greedy
measure to be a carefully-weighted sum of marginal quality of a pair and its
distance.

Theorem 10 (Paper. A modified GreedyPuairs algorithm yields a 6-approzimation
to Problem [ when every b; is an even number.

The additional requirement of even b; is due to the nature of the GreedyPairs
algorithm, i.e., it includes a pair at a time. Paper [E] provides a worse ratio when

the requirement is not met.
The analysis of the GreedyPairs algorithm has also been shown to be tight.

Remark 2 (Paper . 6-approximation is tight for the GreedyPairs algorithm.
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We conclude this section with technical discussions. The proof of Theorem [J]
relies on triangle inequality of a metric and a charging argument that conciliates
exclusive membership of a point among clusters. To be more specific, given a
set S, a new greedy pair (u,v) will always be rewarding in terms of MaxSum
diversity, because d(w,u) + d(w,v) > d(u,v) for any w € S. Additionally, every
pair in OPT can be charged by some pair in ALG, and one needs to specify a
good mapping to avoid a pair in ALG being charged too many times. The proof
of Theorem [10]is similar on a high level, where additional standard manipulation
of submodularity is needed.

The worst-case instance in Remark [2]is similar to Fig. except that each left
cluster overlaps with the right over two points. Besides, a hidden equidistant clique
is planted in the right cluster to further enhance the OPT. Then, one misleads
the GreedyPairs algorithm to choose overlapping pairs for the right cluster.

5.2 Joint optimization for rule learning

Recall that in Section given a set of attributes A, we denote by P = P(A) the
power set of A. We represent a rule (r,£) as a labeled element r € P such that

r3v = L(v) ¢,

where v < v if u C v for any u,v € P, i.e., a partial order on P by subset inclusion.
In addition, V' C P is given as training data, each v € V' of which associated with
a label ¢(v) € L. For ease of exposition, we focus on binary classification between
positive and negative classes below, i.e., |L| = 2.

Our goal is to find a set of b rules for a given b € N that have high quality and
small overlap. Standard approaches such as the sequential covering algorithm [65]
find rules with a sole focus on statistical accuracy. Recent work starts to pay
attention to small overlap among rules to enhance model interpretability [66]. In
the following, we will show how to formulate this goal as a Q-MaxSum instance
(Eq. ) Besides, to avoid the exponentially large search space, we construct a
candidate rule set that is in accord with our goal, by a two-step sampling method.
To the best of our knowledge, this is the first attempt to connect diversification
and rule learning.

We start by defining quality and diversity of a rule set. We denote the set of
inferrable elements by a rule r as

Ir)y={veV:r=v}
The quality of a rule (r,¢) is defined as

4(r) = 1(r)[ 1 ['ﬁ(’; ); > m D (i || pv): 5.1)

where Sy = {v € S : £(v) = £}, pgs is the class distribution over S C V, and Dy, is
the KL-divergence. Function g encourages both large coverage over V and among
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them a dominating proportion of class-¢ elements. Then, quality of a rule set R
is defined to be a modular sum of their quality, that is,

a(R) = 3 q(r).

reR

On the other hand, the distance between two rules rq,r, is defined to be the
Jaccard distance between I(ry) and I(rq), i.e.,

d(ri,me) =1 — |I(r1) N I(r2)|/|L(r1) U I(ra)]. (5.2)

Note that d(ry,r2) is maximized when 7,79 have disjoint coverage and is min-
imized when they perfectly overlap. Diversity of a rule set R is the MaxSum
diversity with respect to d, namely,

d(S) =Y d(u,v). (T6)

We are ready to formally state the diverse rule sets problem.

Problem 8 (Diverse Rule Sets (DRS), Paper D). Given a set of attributes A, a
set of labels L, a labeled set V. C P(A) as training data, and an integer b € N, find
a set of labeled rules R that

REPAVIRI<b a(B) + Ad(R).

Note that for binary classification, one can assume a default negative label
for any uncovered element and that every rule carries a positive label. Clearly,
Problem [8] is an instance of Q-MaxSum which can be solved with an ap-
proximation ratio of 2 by a greedy algorithm [10]. However, the size of P(A)
grows exponentially in |A[, too large for one to enumerate even for a single greedy
step. We circumvent this issue by replacing P(A) with a manageable candidate
set C C P(A).

Ideal rules in C are expected to be accurate, frequent (i.e., large coverage),
and less-overlapping rules with previously selected rules. However, even counting
the number of frequent rules in general is #P-hard [67]. In Paper E we show
that it is also hard to counting the number of accurate rules or finding the
most accurate rule. The positive news is that one can still hope to sample rules
from a distribution that is proportional to some interestingness measure, such
as frequency [12]. We employ a two-step sampling method to sample rules with
respect to a measure that is in accord with our expectations for an ideal rule
candidate.

Theorem 11 ([12] and Paper @[) There exists an efficient sampling algorithm that
samples a labeled rule r € P(A) from a distribution proportional to

w(r) = I(r)e| (IVal = 1(r)e) (Val = 1(r)g), (5.3)
——
cover B avoid © avoid ®
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where I(r), CV, foro € {®,6,®}, and three disjoint sets Vg UVg U Vg =V stand
for uncovered positive elements, uncovered negative elements and previously covered
elements, respectively.

We conclude the section with technical details about the sampling method.
The sampling method is originally proposed in Boley et al. [I2], and we adapt it
for our novel application. The main idea is to first sample a triplet of elements
vg € Vg, vg € Vg,vg € Vg, and then return a rule » = a + b as a concatenation
of two parts a, b, each of which is drawn randomly as follows.

a € P(vg \ve \vg)\0 and b€ Pvg \ (ve \ve \ vg)).

The intuition is that, the presence of any attribute in vg \ vg \ vg prevents r from
covering vg and vg. Therefore, counting the number of possible triplets from
which a rule r can be made coincides exactly with Eq. (5.3)).
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Discussion and conclusions

In this thesis, we investigate three important areas, including ranking, decision
trees and diversity, where optimization beyond a single submodular function
naturally arises. Problems in these areas involve interaction among multiple
submodular functions or between a submodular function and another component.
Traditional algorithms for optimizing a single submodular function often fall short
for such problems. To reduce the gap in research we introduce novel formulations
for applications in data science for each area, and devise practical algorithms
with provable guarantees. Our work thus significantly enhances the modeling
capabilities and algorithmic theory of submodular optimization.

In the rest of this section, we discuss open problems and limitations of our
work.

6.1 Open problems

Many interesting open problems remain in these areas. We collect a selected
subset of them below.

Ranking in Chapter

o We conjecture that MSR is harder than its special case with a single function.
So far all known lower bounds for MSR are inherited from its special case.
For example, can we show that 2-approximation for MSR is optimal?

o Can the 4-approximation ratio for MSR with knapsack constraints in Sec-
tion be improved? Also we are looking forward to seeing simpler provable
algorithms, as numerous techniques have been developed in the literature to
handle knapsack constraints.

o The proposed robust coresets in Section [3.4] are designed only for an oblivious
adversary who is not allowed to inspect the coreset, and are robust only in
expectation. Stronger guarantees that hold with a high probability or are
against an adaptive adversary will be useful in many applications.
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Chapter 6. Discussion and conclusions

Decision trees in Chapter [4}

o We focus on one specific submodular function to reflect the progress in classifi-

cation for an object. We are looking forward to seeing more capable functions
that enable more flexible stopping criteria for a tree.

In this thesis we only focus on one type of tree complexity, that is, the
expected tree depth. Can we also justify the usage of impurity functions for
other complexities such as worst-case tree depth or the tree size (i.e., the
number of tree nodes)?

Diversity in Chapter

o The MaxSum diversity with respect to a Jaccard distance may be unsatisfac-

tory in characterizing diverse rules for some input. We are looking forward to
seeing more accurate notions of diversity.

6.2 Limitations

We discuss limitations of our work, mainly through the lens of practical employ-
ment and the philosophy of problem formulation.
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o Despite the extensive study of submodularity in the literature and in this thesis,

most existing submodular functions that are used are somewhat primitive, and
often do not fully capture what one wants to describe. For example, in order
to describe information gain of a set of articles, one widely-used submodular
function is a coverage function over keywords or topics. This approach is
certainly not wrong, but too simplified for practical purposes.

For every problem we study, we assume that all data are given directly as input.
However, in practice, such data may not be already available. For example,
in the MSR problem (Chapter [3)) we assume that all intents with respect to
a user query and their associated budgets are given. This is not realistic in
many situations, for example, if the user query is new to our system.

As we already discussed in the thesis, model interpretability remains an ill-
defined notion. Even within decision-tree models, it is debatable if “shorter”
trees are necessarily more interpretable in all cases. For example, a decision
list is arguably the worst tree in terms of tree height. However, it can still be
considered interpretable because all decisions are arranged in a linear order.
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