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Abstract

Automatic program repair as a research field aims to eliminate software bugs and

vulnerabilities in an automatic manner. Automatic program repair holds great

promise to reduce the debugging cost and increase the productivity of software de-

velopment. Test suite is one of the most widely used specifications for automatic

program repair to specify correct program behavior and guide patch generation.

However, the test suite is an incomplete specification with limited input-output

data. This results in automatic program repair generating patches that merely

satisfy test suite specifications, yet fail to repair buggy programs in general. The

generation of numerous incorrect patches leads to low precision of automatic pro-

gram repair.

In this thesis, we focus on improving the precision of automatic program repair

from three perspectives: patch generation, patch assessment in practice, and patch

assessment for scientific evaluation. This thesis makes contributions to automatic

program repair as follows.

First, in order to increase the precision of correct patch generation, we propose

two automatic program repair approaches based on machine learning. Both these

approaches are able to generate more unique correct patches that fail to be produced

by existing work. Moreover, our works reduce the number the candidate patches

and thus increase the correct patch precision.

Second, in order to increase the precision of patch assessment in practice, we

propose to build a probabilistic model based on static code features to learn to

discard incorrect patches. With the help of our solution, automatic program repair

techniques increase the ratio of correct patches before providing them to practi-

tioners.

Last, in order to increase the precision of patch assessment for scientific evalu-

ation, we propose to use automatically generated test cases encoded with ground
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truth oracles to identify incorrect patches. In this way, we help researchers conduct

automated patch assessment to alleviate the precision problem in manual patch

assessment.

Keywords: Automatic Program Repair, Patch Assessment, Machine Learn-

ing
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Sammanfattning

Automatisk programreparation som ett forskningsfält syftar till att elimi-

nera programvarubuggar och s̊arbarheter p̊a ett automatiskt sätt. Automatisk

programreparation har ett stort löfte om att minska felsökningskostnaderna

och öka produktiviteten för programvaruutveckling. Testsviten är en av de

mest använda specifikationerna för automatisk programreparation för att spe-

cificera korrekt programbeteende och vägleda patchgenerering. Testsviten är

dock en ofullständig specifikation med begränsad in- och utdata. Detta resul-

terar i att automatisk programreparation genererar patchar som bara upp-

fyller testsvitens specifikationer, men som änd̊a inte reparerar buggyprogram

i allmänhet. Genereringen av m̊anga felaktiga patchar leder till l̊ag precision

av automatisk programreparation.

I den här avhandlingen fokuserar vi p̊a att förbättra precisionen för auto-

matisk programreparation ur tre perspektiv: patchgenerering, patchbedömning

i praktiken och patchbedömning för vetenskaplig utvärdering. Denna avhand-

ling ger bidrag till automatisk programreparation enligt följande.

För det första, för att öka precisionen för korrekt patchgenerering, föresl̊ar

vi tv̊a automatiska programreparationsmetoder baserade p̊a maskininlärning.

B̊ada dessa tillvägag̊angssätt kan generera mer unika korrekta patchar som

inte kan produceras av befintligt arbete. Dessutom minskar v̊ara arbeten an-

talet kandidatpl̊aster och ökar därmed den korrekta lappprecisionen.

För det andra, för att öka precisionen av patchbedömning i praktiken,

föresl̊ar vi att man bygger en probabilistisk modell baserad p̊a statiska kod-

funktioner för att lära sig att kassera felaktiga patchar. Med hjälp av v̊ar

lösning ökar automatiska programreparationstekniker förh̊allandet mellan kor-

rekta pl̊aster innan de tillhandah̊alls till utövare.

Sist, för att öka precisionen i lappbedömningen för vetenskaplig utvärdering,

föresl̊ar vi att man använder automatiskt genererade testfall kodade med jord-

sanningsorakel för att identifiera felaktiga lappar. P̊a s̊a sätt hjälper vi fors-

kare att bedriva lappbedömningsarbete för att lindra precisionsproblemet vid

manuell lappbedömning.
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Chapter 1

Introduction

Software has played an increasingly important role in our daily lives. Developers

create diverse software applications such as online e-commerce sites, mobile appli-

cations, and social media for convenience and entertainment. As the complexity

of software systems increases, so does the number of software bugs, where soft-

ware bugs are defined as undesirable program behavior, security vulnerabilities,

software crash or failure [1].

Repairing software bugs is a regular activity during the software development

and maintenance process, which is known as costly [2]. Debugging is a necessary

bug repair process in software development that begins when developers locate

buggy code in a software program and are able to reproduce it. The cost of

debugging and bug repair is estimated to account for 45% to 65% of the total

budget of software development and maintenance [3, 4]. Due to the high cost of

bug repairing, projects usually do not have enough resources for bug repairing,

which leads to the software is usually released with known software bugs [5].

Despite being costly, bug repairing is a difficult task that requires a comprehensive

understanding of the projects. When developers repair one software bug, they

may introduce additional new bugs. This makes the software bug repairing task

more complex because the fix must correct the wrong behavior of the program,

3
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but at the same time, it must preserve the behavior of the program that works [6].

The major reason for the high cost of bug repairing is that software debug-

ging and repairing tasks are typically performed manually. To reduce such manual

costs, much progress has been made over the past few years in bringing automatic

bug localization into the debugging process. The goal of automatic bug localiza-

tion is to identify the parts of the program that are responsible for the failure

in an automatic manner. This research topic has been extensively studied in

the literature [7, 8], and their major focus is to precisely provide a ranked list of

suspicious buggy lines that cause failures. However, even if bug localization gives

the location of the faulty code, developers must write candidate patches to fix the

bugs and test them. To that extent, automatic bug localization hardly reduces

the cost of manual bug repairing [9].

Automatic program repair is a promising idea to incorporate automatic bug

localization techniques and automatic patch generation techniques for software

bugs without human intervention [10]. Automatic program repair typically first

employs bug localization techniques to locate a ranked list of suspicious buggy

lines. Then, automatic program repair approaches incorporate heuristics to diag-

nose and comprehend the buggy lines, and correct these bugs by automatically

providing a solution for them (i.e., patch). Over a decade of research has gen-

erated a rich body of work on automatic program repair that aims to help de-

velopers fix software bugs in an automatic manner [10, 11]. Encouragingly, some

of them have attracted initial industrial adoption, for example, SapFix [12] and

GetaFix [13] are used on Facebook.

To detect a software bug and validate candidate patches, automatic program

repair needs oracles to specify program behavior. An explicit oracle refers to the

detection of obvious bugs, such as a program crash or a memory-safety problem.

However, these explicitly inherent oracles tend to reveal specific subsets of bugs.

Beyond explicit oracles, a test suite is a widely considered software specification to

construct general oracles in research and in practice. Test-suite-based automatic
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repair techniques use software test suites as oracles to determine whether the

software behaves correctly.

Test-suite-based program repair is one of the well-studied automatic program

repair approaches [14], in which a test suite is considered as program specifica-

tions. A test suite is a collection of test cases that are intended to be used to

test the developed program behavior is expected [15]. Each test case leverages

a couple of assertions to compare the actual program behavior and the expected

program behavior. If the assertions are fulfilled, those test cases are called passing

tests, otherwise, failing tests. Test-suite-based repair aims to repair a bug that

is exposed by failing test cases. Driven by these criteria, test-suite-based repair

generates patches that make all test cases pass, including passing tests and pre-

vious failing tests. There are two advantages of test-suite-based program repair

approaches. First, test suites commonly exist in real-world applications, which

allows the practical usage of such an approach. Second, the test suite specifies

general classes of software bugs which enable the approaches to target diverse

bugs and are not limited to a specific one, such as null dereference bug.

A typical test-suite-based program repair approach receives as input a test

suite, with at least one failing test exposing a bug in the software. To determine

the patch correctness, then the test suite is executed against the patched program

to identify those that make all test cases pass. Test-suite-based program repair

typically requires a set of repair strategies to guide the patch generation strategies,

e.g., copying code [16], deleting statements [17], changing operators [18], modify-

ing expressions [19], or reconstructing conditions [20, 21]. In order to maximize

the chance of correct patch generation, test-suite-based program repair generates

a set of candidate patches for each software bug by enumerating predefined repair

strategies.

Based on different repair strategy construction, test-suite-based repair can be

further divided into search-based techniques, constraint-based techniques, and

learning-based techniques. Search-based repair operates by generating patches
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that transform the program’s abstract syntax tree (AST). An AST is a tree-

based representation of program source code that captures important program

constructs. Search-based techniques, such as GenProg [14], Astor [22], and Cap-

Gen [23], first generate as many patches as possible and then use the test suite

to validate whether the patches pass all tests cases. In contrast to search-based

repair techniques, constraint-based techniques proceed by collecting repair con-

straints that the patch should satisfy. This repair typically employs symbolic

execution to extract properties about the function to be synthesized, where these

properties constitute the repair constraints. The representative constraint-based

repairs are AutoFix [24], SemFix [25], Angelix [19], and Nopol [21]. They first

extract constraints based on test suite execution and then synthesize a patch

based on constraints. Learning-based techniques are repair approaches that learn

repair strategies from a large number of past commits available in open projects

(e.g., from GitHub) based on big-code approaches [26–32]. This kind of approach

uses the learned neural model to rank a set of candidate patches to suggest the

most realistic patches. Notably, search-based techniques and constraint-based

techniques usually require predefined repair strategies to guide patch generation,

which are typically designed by human experts. On the contrary, learning-based

techniques learn repair strategies in a data-driven manner, i.e., learning from

large-scale bug repair training samples.

1.1 Program Repair Patches

A candidate test-suite-based repair patch (Pcandidate) can fall into one of the

following categories as shown in Equation 1.1.
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Pcandidate =



Pnon−compilable : a patch is not compilable

Pcompilable : a patch is compilable but does not pass test suite

Pplausible : a patch passes test suite

Poverfitting

Pcorrect

(1.1)

In test-suite-based repair, a patch that fails to be compiled is referred as a

non-compilable patch (Pnon−compilable), and a patch that successfully compiled

but fails to pass the test suite specification is referred as a compilable patch

(Pcompilable). If a patch passes a given test suite, it is called a plausible patch

(Pplausible) per the prior terminology [17].

However, a plausible patch (Pplausible) is not equal to a correct patch. This

is because the test suite is an incomplete specification for program repair to

capture all expected program behavior with a limited number of input-output

test data [33]. For example, one could get 100% coverage by hitting all the

lines, however, one may still miss out on testing a particular input with relevant

assertions in which those lines are hit [34]. Therefore, having a high code coverage

by test suite does not mean a perfect program specification that covers all testing

data points.

A plausible patch could be further classified into two kinds based on their

correctness: 1) an overfitting patch (Poverfitting) or 2) a correct patch (Pcorrect).

The overfitting patches refer to those that make all given test cases pass, but fail to

repair the bugs to satisfy developers’ intentions [35]. On the contrary, the correct

patches not only pass the test suite but also indeed repair the bug at a general

level to satisfy developers’ expectations. In some cases, overfitting patches could

be more dangerous than the buggy programs themselves by introducing security

vulnerabilities and eliminating desirable functionality [17,35].
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1.2 Problem Statement

In test-suite-based repair, we identify three major problems in patch generation,

patch assessment in practice, and patch assessment for scientific evaluation.

Problem 1: Low Precision of Test-suite-based Patch Generation.

In Equation 1.2, we define the precision of patch generation (Precisionpatch)

in test-suite-based program repair. The precision of patch generation is defined

as the fraction of the number of generated correct patches (Pcorrect) among all

candidate patches (Pcandidate) generated by enumerating repair strategies, which

are composed of Pnon−compilable, Pcompilable, and Pplausible (see Equation 1.1).

Precisionpatch =
|Pcorrect|
|Pcandidate|

(1.2)

Test-suite-based program repair suffers a low precision in correct patch gen-

eration for two reasons. First, as shown by prior work [17, 35], plausible patches

contain more overfitting patches than correct patches. The empirical study of

search-based repair shows that the repair approach AE [36] generates 27 plausible

patches and only two of them are correct and the remaining 25 are overfitting [17].

The empirical study [37] illustrates the constraint-based repair approaches An-

gelix [19] and SemFix [25] respectively produce 54% and 68% of overfitting patches

among the plausible patches. Recall the plausible patches are composed of both

overfitting patches and correct patches. The bigger proportion of overfitting patch

generation results in a less proportion of correct patches, further leading to low

precision of correct patch generation over all generated patches based on Equa-

tion 1.2.

Second, test-suite-based repair generates patches that are not compilable

(Pnon−compilable) or only compilable but do not pass the given test suite (Pcompilable).

The recent work [29] shows that CoCoNuT [28] only achieves a compilable rate

up to 24%. These non-compilable patches are generated because they do not
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meet the typing or scoping constraints when they apply to repair strategies. The

common practice in test-suite-based repair is to discard these two kinds of patches

(Pnon−compilable and Pcompilable) by executing them against the compiler and test

suite. If there exist any failures in the compiling and test execution phases,

patches are not provided to practitioners (e.g., developers). We argue that even

though the former approaches tend to filter out Pnon−compilable and Pcompilable

patches without reporting them to practitioners, the effort of discarding them is

still expensive in the patch validation phase. Because each generated candidate

patch is needed to be executed against test suite, i.e., by enumerating and test-

ing patches one by one. There are still expensive prices to pay to assess their

compilability due to the high cost of test executions in large real-world programs.

The great number of test executions has been the bottleneck of test-suite-based

program repair [38].

Problem 2: Low Precision of Patch Assessment in Practice.

Patch assessment is a patch analysis step after patch generation. Since test

suites cannot guarantee the correctness of the patches, many incorrect patches

(i.e., overfitting patches) are generated. When the precision of correct patch

generation is low, the developers have to verify and discard those incorrect patches

by themselves.

The goal of patch assessment in practice is to identify and discard incorrect

patches before providing them to developers. In such a way, developers are able

to save their time and effort by not analyzing those incorrect patches. To this

extent, patch assessment increases the proportion of correct patches generated by

automatic program repair approaches.

Existing patch assessment approaches suffer a low precision in assessing the

correctness of generated patches. For example, Xiong et al. [39] conduct exper-

iments to show existing patch assessment approaches Opad [40] identifies zero

(0/110) incorrect patches and Anti-patterns [41] identifies 24.5% (27/110) in-
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correct patches. The state-of-the-art PatchSim [39] identifies 56.3% (62/110)

incorrect patches. This leads to the remaining half of incorrect patches can not

be discarded.

Low precision of patch assessment affects the practical usage of automatic pro-

gram repair. Since the low precision of patch assessment, developers are needed

to involve in verifying many incorrect patches. A prior study [42] shows that

developers’ performance may drop if they are provided with low-quality patches,

compared to the situation where no patch is provided. Therefore, improving the

precision of patch assessment in practice is critical for automatic program repair.

Problem 3: Low Precision of Patch Assessment for Scientific

Evaluation.

The goal of patch assessment for scientific evaluation is to evaluate the research

value and effectiveness of repair approaches. Different from patch assessment

in practice, patch assessment for scientific evaluation usually has ground truth

patches as a reference to help researchers or analysts to assess the correctness of

generated patches. These ground truth patches do not exist in practice. Patch

assessment for scientific evaluation is a necessary step to analyze the correctness

of generated patches, which are subsequently reported in the academic literature.

Since we cannot simply rely on the test suite to classify the patch’s correct-

ness, the widely adopted patch assessment approach in scientific evaluation is the

manual assessment conducted by researchers or analysts. They manually assess

the generated plausible patches to distinguish whether they are correct or overfit-

ting. However, prior work [43] shows that manual patch assessment is error-prone

and thus suffers low precision of manual patch assessment results. Manual patch

assessment has the following two limitations.

First, manual patch assessment is a difficult and error-prone task that requires

an understanding of the semantics of the program under repair. This is heavily

dependent on the human analysts’ experience and their knowledge of the projects.
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This is difficult because without expertise in the code base, analysts may simply

be unable to assess patches’ correctness [44], which results in the error-proneness

of manual patch assessment.

Second, the usual practice is that the analysts of patches are also authors of

the program repair approach being evaluated. Consequently, there may exist an

inherent bias toward considering the generated patches as correct. Third, manual

patch assessment is high-cost. Assessing one patch can take from a couple of

minutes to even hours of time, because the task requires understanding the overall

project knowledge. However, it frequently happens that dozens of patches are

generated for the same bug by exhaustively enumerating all repair strategies [43].

This makes the manual patch assessment process time-consuming and high-cost.

The low precision of manual patch assessment is significant for program repair

research. Low precision of manual patch assessment affects the adoption of pro-

gram repair in practice because practitioners can have wrong expectations and

underestimate the proportion of incorrect patches. Moreover, the low precision of

manual patch assessment affects the progress of the research community because

researchers discuss and compare program repair patches with different assessment

criteria and methods.

1.3 Research Questions

Our research questions target different phases in the test-suite-based repair pro-

cess. A standard workflow of test-suite-based repair is demonstrated in Figure 1.1.

This process takes as input a buggy program and a test suite that exposes a bug.

Then, the goal of repair approaches is to automatically generate patches that

correctly fix the buggy program. To assess the correctness of generated patches,

automated patch assessment in practice discards incorrect patches before pro-

viding them to practitioners. For scientific evaluation, manual patch assessment

is typically employed to report the effectiveness of repair approaches in research

papers. Please note that ground truth patches are usually available for scien-
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Buggy
Program

Test
Suite

Candidate
Patches

(in practice) (for scientific evaluation)

Patch
Assessment
without

Ground Truth

Repair:
Patch Generation

RQ1

Patch
Assessment

with
Ground Truth

RQ2 RQ3

Figure 1.1: An overview of research questions in test-suite-based repair flow.

tific evaluation to help researchers. Researchers evaluate the effectiveness of re-

pair approaches by manually comparing the generated patches with ground truth

patches. Specifically, this thesis investigates three research questions of low preci-

sion problems in automatic test-suite-based program repair from the perspectives

of patch generation and patch assessment phases.

• RQ1: To what extent can one improve the precision of test-suite-based repair

during patch generation?

• RQ2: To what extent can one improve the precision of test-suite-based repair

during patch assessment in practice?

• RQ3: To what extent can one improve the precision of test-suite-based repair

during patch assessment for scientific evaluation?

Each research question aims to solve the low precision problem in one specific

phase, including the patch generation phase (RQ1), patch assessment in practice



1.4. CONTRIBUTIONS 13

(RQ2), and patch assessment for scientific evaluation (RQ3). We now explain the

details of the three research questions as follows.

In RQ1, we aim to solve the low precision of the test-suite-based repair during

the stage of patch generation. For each localized buggy line identified by fault

localization techniques, existing approaches [14, 21, 45] tend to generate a large

number of candidate patches by enumerating all the repair strategies. This results

in many incorrect patches (Pnon−compilable, Pcompilable, and Poverfitting) being

generated. The low precision of patch generation is defined in Equation 1.2.

In RQ2, we conduct a patch correctness assessment to identify and discard

the overfitting patches in practice. Due to incomplete test suite specifications,

many plausible patches are overfitting patches that merely overfit the given test

suite. We evaluate the automated patch assessment precision as the number of

truly correct patches over all correct patches considered by the patch assessment

techniques. By filtering out those incorrect patches, we can achieve a higher

proportion of correct patches provided to practitioners.

In RQ3, we measure and improve the precision of patch assessment for sci-

entific evaluation, i.e., to evaluate the research value and effectiveness of repair

approaches. Manual patch assessment is the widely used approach to assess the

correctness of test-suite-based repair patches and has been shown to be error-

proneness [43]. In this research question, we investigate the low precision problem

of manual patch assessment with a large-scale dataset, and we aim to increase the

precision of patch assessment for scientific evaluation beyond manual assessment.

1.4 Contributions

The goal of this thesis is to address the precision problem in test-suite-based

repair. Specifically, we propose a series of approaches that consist of tightly

connected components as shown in Table 1.1. The first column gives our research

questions, while the second to sixth columns illustrate our works that target a

different perspective of low precision problems in test-suite-based program repair.
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Table 1.1: The mapping between research questions and our contributions.

SelfAPR
[46]

RewardRepair
[47]

ODS
[48]

RGT
[49]

QuixBugs
[50]

RQ1: precision of patch generation ✓ ✓

RQ2: precision of patch assessment
✓

in practise

RQ3: precision of patch assessment
✓ ✓

for scientific evaluation

The tick mark indicates the contribution matches the research question and our

work.

To answer RQ1, we propose two approaches SelfAPR [46] and RewardRepair

[47] to improve the precision of correct patch generation. Both works target the

line of learning-based repair, that is learning to generate patches from a large-

scale bug repair corpus. In these two works, we improve the precision of test-

suite-based repair 1) by generating more correct patches, i.e., automatic repair of

more bugs that have never been repaired in the literature, and 2) by decreasing

the total number of candidate patches. To achieve that, we build neural models

that learn to rank repair strategies based on probability rather than enumerating

predefined repair strategies.

To answer RQ2, we propose one patch assessment approach called Overfitting

Detection System (ODS) [48] to improve the precision of test-suite-based patch

assessment in practice. To do so, we conduct post-generation analysis to discard

overfitting patches before providing all plausible patches to practitioners (e.g.,

developers). ODS captures static code features to represent the characteristics of

overfitting patches and correct patches. Then, ODS uses supervised learning with

the captured code features and patch correctness labels to learn a probabilistic

model to classify correct patches and overfitting patches.

To answer RQ3, we propose to conduct patch assessment for scientific evalua-
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tion with Random testing based on Ground Truth oracles (RGT) and Invariants

based on Ground Truth oracles (GTInvariants) [49, 50]. These techniques aim

to improve the assist manual patch assessment to achieve fail and sound patch

assessment results for scientific evaluation. We evaluate these works in a widely

used buggy program dataset Defects4J [51] and a new buggy program dataset

QuixBugs [50] that has never been evaluated in the literature of test-suite-based

repair.

Above three research questions intend to solve the low precision problem in

test-suite-based program repair in different phases: patch generation, patch as-

sessment in practice, and patch assessment for scientific evaluation. In total, we

propose five works to answer these research questions. We now summarize those

contributions as follows.

SelfAPR: Self-supervised Program Repair with Test Execution Diagnostics

[46]. Existing repair work tends to use the supervised learning paradigm to train

repair neural models, where supervised learning requires training samples and

labels from the real world. The major problem is that training samples have

a greatly different distribution compared to the target testing buggy programs

under repair in terms of project domain, developers’ experiences, code style, etc.

The great distribution difference between training and testing data limits the

correct patch being generated. In this paper, we solve the limitation of supervised

learning repair approaches by proposing SelfAPR which is a repair approach

based on the self-supervised learning paradigm. Rather than collect training data

from different open source projects as done in previous work [27–30], SelfAPR

generates high-quality training data based on the same testing projects under

repair. In such a way, SelfAPR is able to obtain training and testing data following

similar distributions and learn project-specific knowledge from the same project.

As a result, SelfAPR improves the precision of correct patch generation 1) by

generating 10 unique correct patches that have never been repaired by existing

work, 2) by reducing the number of candidate patches to 20X smaller size than
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existing work [29] (50 versus 1000).

Neural Program Repair with Execution-based Backpropagation [47]. We pro-

pose RewardRepair to improve patch generation precision via embedding com-

piler and test execution feedback into loss function. Existing learning-based

repair approaches suffer the limitation of generating low-quality patches (e.g.,

non-compilable patches). For example, the state-of-the-art CoCoNuT [28] and

CURE [29] achieve only respectively 24% and 39% of compilable rates. This is

because the existing works simply optimize a purely syntactic loss function based

on characters and tokens without incorporating program-specific information dur-

ing neural network weight optimization. In this work, we address the low-quality

patch generation problem with a loss function based on program compilation

and test execution information, rewarding the network to produce high-quality

patches that compile and that do not overfit. As a result, RewardRepair im-

proves the precision of correct patch generation 1) by generating 4 unique correct

patches that have never been repaired by existing work, 2) by reducing the num-

ber of candidate patches to 5X smaller size than existing work [29] (200 versus

1000). Moreover, RewardRepair boosts the compilable rates of generated patches

to 45.3%, which is a clear improvement over the 39% of compilable rates in related

work [35].

Automated Classification of Overfitting Patches With Statically Extracted Code

Features [48]. This work addresses the low precision of patch assessment in prac-

tice. We propose ODS as a post-generation analysis technique to identify and

discard overfitting patches. ODS first statically compares a patched program

and a buggy program in order to extract code features at the AST level, where

the code features indicate code properties, e.g., operators, variables, and expres-

sions. ODS uses supervised learning with the captured code features and patch

correctness labels to learn a probabilistic model to classify correct and overfit-

ting patches. Over 902 patches generated by 19 repair approaches, ODS achieves

84.26% precision of correct patch assessment, which improves the state-of-the-art
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by 12.54% (71.72% versus 84.26%).

Automated Patch Assessment for Program Repair at Scale [49]. This approach

improves patch assessment for scientific evaluation via automatically generated

test cases. In test-suite-based repair, manual patch assessment is a widely adopted

approach to evaluate the scientific validity of repair approaches. In this work,

we demonstrate and provide evidence of the error-proneness of manual patch

assessment by finding out six repair approaches have misclassified ten overfitting

patches to correct. To improve the precision of patch assessment in scientific

evaluation, we propose RGT to identify overfitting patches with automatically

generated test cases based on ground truth oracles, where human-written patches

are considered as ground truth. To conduct such an experiment, we generate 4

million independent RGT tests. As a result, RGT succeeds in discarding 72%

of overfitting patches. RGT achieves 190% improvement in detecting overfitting

patches compared with related work DiffTGen [52] which only identifies 37.5% of

overfitting patches.

A Comprehensive Study of Automatic Program Repair on the QuixBugs Bench-

mark [50]. This study conducts patch generation and patch assessment exper-

iments in a new benchmark called QuixBugs which has never been used in the

program repair community. We run five test-suit-based repair approaches on the

QuixBugs benchmark and generate 338 candidate patches in total. Then, we

consider three patch assessment approaches for scientific evaluation to assess the

correctness of 338 candidate patches: 1) automatic test generation with a search-

based algorithm (RGTEvosuite), 2) automatic test generation with random input

sampling (RGTInputSampling), and 3) invariants comparison between the buggy

and patched programs (GTInvariants). As a result, seven QuixBugs bugs are

correctly repaired by five repair approaches. The precision of three patch assess-

ment approaches RGTEvosuite, RGTInputSampling and GTInvariants are 98.2%,

80.8% and 58.3%, respectively. Our experiments show that 1) test-suit-based re-

pair is able to generate correct patches for new and unseen buggy programs and
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this improves the external validity of test-suit-based repair, and 2) RGTEvosuite

achieves a high precision in assessing the correctness of generated patches for

scientific evaluation, which is a great complement to manual patch assessment.

Organization. The remainder of this thesis is organized as follows. In Chapter

2, we first discuss the prerequisite background and state-of-the-art in test-suite-

based program repair. In Chapter 3, we present our approaches that alleviate

the precision problems by improving the learning-based test-suite-based repair in

patch generation, patch assessment in practice, and patch assessment for scientific

evaluation. In Chapter 4, we conclude our work and discuss future work of test-

suite-based repair.



Chapter 2

State of the Art

In this chapter, we recapitulate the essential background knowledge including

test-suite-based repair patch generation and patch assessment.

Our thesis focuses on the line of work that repairs bugs exposed by failing

test cases. This automatic program repair is called test-suite-based repair [10,11].

Figure 2.1 gives an overview of test-suite-based repair techniques at a high level.

Input and Output. Test-suite-based repair takes as input a buggy program

BP, and a test suite T . The program repair problem can be seen as follows:

given a buggy program BP, and a test suite T such that BP fails any test in

T , we automatically generate a patch of BP such that the patched program BP ′

passes T [33]. Here a patch in test-suite-based repair refers to a modification of

BP in the source code level [53].

Fault Localization. Test-suite-based repair commonly involves an initial step

of identifying the code locations that are likely to be buggy. This is called a fault

localization procedure. Fault localization assigns suspicious values to statements

in the program, based on their dynamic association with the failing tests [54].

This procedure provides a ranking of code locations that indicates their potential

bugginess [9].

At a high level, test-suite-based repair for constructing patches can be di-

19
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Figure 2.1: An overview of the test-suite-based repair approaches.
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vided into three broad categories: search-based patch generation, constraint-

based patch generation, and learning-based patch generation. The classification

is based on the types of patches that are constructed, and how the generation is

conducted.

2.1 Search-based Patch Generation

Search-based patch generation is also known as generate-and-validate (G&V) [10]

repair. These approaches usually predefine specific repair strategies, i.e., trans-

formation schemas, to guide patch generation. Repair strategies are a set of

rules that can be applied to the buggy program to generate a modified version

of the given buggy program. Listing 2.1 gives three examples of repair strategies

for deleting code, tightening conditions, and statement replacement. By travers-

ing these repair strategies, a set of candidate patches are first generated. Then

those generated patches are verified with the given test suite to determine their

correctness.

- if(a) {

- return b;

- }

(a) Code Deletion

- if(a) {

+ if(a&&b) {

return b;

}

(b) Condition Tightening

if(a) {

- return b;

+ return a;

}

(c) Statement Replacement

Listing 2.1: Examples of repair strategies.

Previous works on search-based patch generation have proposed different kinds

of repair strategies, including a specific one or a combination of changes in state-

ments and expressions. We now discuss some of them.

Code Deletion. The code deletion repair strategy is designed solely to elimi-

nate functionality in the program. Qi et al. [17] propose a code deletion repair

strategy to remove statements, remove branches, and skip computations at sus-

picious locations.
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Condition Modification. The condition modification specifically targets re-

pairing bugs that are caused by the conditional branch. The conditional repair

strategies include conditional control flow introduction, condition loosening, and

condition tightening. Xiong et al. [20] propose to precisely synthesize condition

patches by ranking candidate variables based on the control dependency and the

data dependency of the variables in the patch context. Trad et al. [55] propose to

construct the condition patches by leveraging decision tree algorithms as heuris-

tics. Debroy and Wong [56] use mutation to automatically suggest fixes for buggy

programs.

Similar Code Transplantation. This repair strategy typically finds and reuses

similar existing code to construct patches. Wen et al. [23] consider the ingredient-

based and context-based similarity comparison at the project level, and then copy

the similar fixing ingredient to a suspicious statement. Jiang et al. [45] select the

most similar repair ingredients that are also instances of bug fix patterns mined

over past commits. Xin and Reiss [57] leverage term frequency-inverse document

frequency similarly to select existing code fragments from a large code repository

that are syntax-related to the bug context to produce patches for bug repair.

They improve the code search and code reuse of this approach in [58]. Liu et

al. [59] explore code repositories to search repair ingredients at the method-level

granularity with three mixed strategies of similar code search. White et al. [60]

build a learning model to select similar code transplantation to repair the buggy

programs.

Null Checks Construction. These repair strategies specifically handle the null

dereference bugs and exceptions. Durieux et al. [61] employ a metaprogramming

approach to repair null pointer exceptions with automated code transformation.

Xu et al. [62] propose a value-flow-guided null pointer repair strategy. This ap-

proach reasons the data and control dependencies in the program and ranks

patches that maximize the likelihood of fixing null pointer exceptions. Lee et

al. [63] devise a bespoke symbolic execution technique to encourage the correct
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patches when repairing null pointer exceptions.

Loop Escape. This repair strategy typically escapes from the buggy loop to

repair infinite loop bugs. Kling et al. [64] target to repair specific infinite loop

bugs by jumping beyond the loop and returning from enclosing procedures. Nistor

et al. [65] suggest generating patches with the addition break statements guarded

by a synthesized condition.

Combination of Repair Strategies. Beyond the single repair strategy that tar-

gets repairing specific bugs, search-based repairs also consider compound repair

strategies to maximize the likelihood of the generation of correct patches. These

approaches vary in the way they collect and define their repair strategies and

traversal techniques, i.e., search algorithms. Westley et al. [66] and Le Goues et

al. [14] propose to construct patches that may append, replace or delete state-

ments within the program, reusing existing statements within the program as

fix ingredients or mutation operators [18]. Then they employ genetic program-

ming to search for patches that lead a program to pass a given set of test cases.

These works are well known as GenProp. RSRepair [67] changes GenProg’s re-

search algorithm to use random modification instead. AE [36] uses a deterministic

patch search algorithm and uses program equivalence relations to prune equiva-

lent patches during testing. Yuan and Banzhaf [68,69] improve GenProp’s repair

loop with multi-objective search, which integrate repair templates and repair

anti-patterns to avoid the generation of incorrect patches. Ding et al. [70] inves-

tigate to use of the learned invariants to improve the fitness function of GenProg.

Wong et al. [71] combine GenProg’s single edits into a metaprogram to repair

multi-location bugs to identify those combinations that pass all tests.

Data-driven Repair Strategy. Beyond the predetermined repair strategies in

GenProg, other research works choose to collect these repair strategies from data.

This data comes from diverse sources: past successful human patches, open

repositories, and online coding question and answer websites. Kim et al. [72]

develop ten transform templates to fix bugs in Java programs, with the tem-
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plates manually derived by human examining real-world patches, including null

pointer and out-of-bounds exceptions. Le et al. [73] use the commit history to

generate patches with mutations that appear the most frequently in history. Liu

and Zhong [74] cluster AST diffs from code pairs in Stackoverflow to extract 12

repair patterns. Bader et al. [13] summarize repair templates with a hierarchical

clustering algorithm from past fixes for specific kinds of warnings.

Searching Algorithm. Due to the combinatorial explosion of possible repair

strategies, the number of program variants that can be generated is typically very

large. To find a correct patch, the search-based repair explores random search

and heuristic search, such as a genetic search algorithm [14]. The random search

algorithm ranks the generated patches in a random order, such as RSRepair

[67]. Genetic algorithm is widely used in GenProg-like repairs [14]. This search

strategy resembles the process of biological evolution. At each iteration, all repair

strategies from the current status are evaluated with a fitness function to guide

the search. In search-based repair, the fitness function of a patch in GenProg is

defined as the number of passing test cases. In the case of only a few failing tests

scenario, the genetic search can easily devolve into a random search [17].

Search-based Repairs Related to Precision

Search-based program repair creates patches by enumerating different kinds of

predefined repair strategies. Therefore, the search space for one buggy program

could be non-trivial. In other words, search-based program repair generates a

large number of candidate patches and most of them are non-plausible or overfit-

ting. This leads to a low precision in search-based repair. Moreover, test suites

are only used to validate the correctness of generated patches rather than patch

generation. To this extent, the non-plausible patches are only filtered out but not

eliminated.
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2.2 Constraint-based Patch Generation

In contrast to search-based repair, constraint-based repair first extracts repair

constraints from the test suite’s input-output specification, and then synthesizes

a patch that satisfies the obtained constraints. Repair constraints are program

properties that should be satisfied in order to make all test pass [25].

Constraint-based repair works as follows. First, constraint-based repair re-

places buggy expressions with symbolic variables, where the buggy expressions

are localized in the previous fault localization step. Second, constraint-based re-

pair executes a program with symbolic inputs, this results in constraints of path

conditions captured. The path condition state a Boolean statement of true or

false. Finally, constraint-based repair synthesizes a patch with component-based

program synthesis with satisfiability modulo theories (SMT) solvers [75]. This

process aims to generate concrete program inputs by solving path condition con-

straints.

Constraint Construction with Symbolic Execution. Symbolic execution allows

constraint-based repair symbolically executes the tests in the given test suite to

infer properties about the abstract function. Nguyen et al. [25] propose SemFix,

which replaces a potentially faulty expression in a program with a symbolic value,

performs symbolic executions on the supplied test cases to generate symbolic

constraints, and uses SMT solvers to find concrete expressions that enable the

program to pass the test cases. Because SemFix converts the whole program

into SMT formulas, it is difficult to scale SemFix to large programs. Mechtaev

et al. [76] propose DirectFix, which aims to improve the simplicity of patches in

SemFix with SMT constraint solving and component-based program synthesis.

To avoid the path exposure problem in SemFix and DirectFix, Mechtaev et al. [19]

propose a new approach, namely Angelix, to search particular constraints called

angelic values that are inferred for patch locations. An angelic value for a fixed

location is one that makes a failing test case pass. Afzal et al. [77] propose

SOSRepair with an improved encoding to generate a patch with SMT-based code
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snippet search. Shariffdeen et al. [78] improve patch generation by leveraging

concolic path exploration to systematically traverse the input space and rule out

parts of the patch space. In addition, they further enrich the patch synthesis

strategy by transplanting the existing code at patch insertion points [79].

Constraint Construction with Execution Modification. Instead of obtaining

angelic values by symbolic execution and constraint solving, constraints can be

obtained by searching for conditional statements [21, 80]. The search algorithm

is adopted to enumerate possible angelic values. This is due to a conditional

statement being a Boolean expression that has only two possible return values,

i.e., true and false. Xuan et al. [21] as well as Durieux and Monperrus [81] extend

angelic debugging [82] to locate constraints in the condition statements. It then

uses an SMT solver to synthesize patches for such conditions based on angelic

values. They limit their work to fix conditional bugs, which avoid the search

space explosion. Long and Rinard [80] propose SPR, which combines condition

repair of Nopol [21] with repair strategies from [72] to modify both the branch

conditions and other kinds of statements.

Constraint-based Repairs Related to Precision

Constraint-based repair synthesizes a patch to satisfy the extracted constraints

that make all the test case pass. This is the opposite of the search-based re-

pairs, which first generate as many patches as possible and then validate their

correctness with test suites. However, existing constraint-based repairs infer the

constraint specification from the given test execution [83]. Since test cases may be

incomplete, this may result in incomplete constraints captured. This still allows

specification only to capture the property that makes the test suite pass. Thus,

constraint-based repair approaches are not immune from generating overfitting

patches [84].
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2.3 Learning-based Patch Generation

With advances in deep learning, research has been proposed to use neural net-

works for repair, a subarea of using machine learning on code [85]. Learning-

based repair does not require manual crafty repair strategies as search-based and

constraint-based repairs. In this approach, the repair strategies are learned on a

large-scale bug repair training dataset, where the training dataset is more than

millions of commits in open-source code repositories [86]. One typical training

data is a pair of commits that contains the buggy commit and a later correspond-

ing fix commit. The learned repair model is then used to generate patches for

new and unseen bugs in the inference time.

Learning-based repair typically uses an encoder and decoder architecture. The

encoder comprehends and generates the vectors of the given input code represen-

tation. The decoder sequentially generates a single token with the previously

generated tokens and the input representation processed by the encoder. Both

the encoder and decoder are configured as different layers to process the code rep-

resentation, each of which layer commonly uses a self-attention mechanism [87,88].

Learning-based repair approaches learn a conditional probability distribution

during the training process to translate from the buggy code (B) to the expected

correct code (C). Given the model parameters θ, the training loop aims at up-

dating θ to maximize the probability (Φ) of generating the correct code given the

buggy code.

max
θ

Φ(C|B)

Figure 2.2 shows a standard workflow of learning-based patch generation.

Learning-based patch generation takes input from a snippet of buggy source code

that is localized by the previous fault localization step. The source code is rep-

resented in different formats to represent the code semantic information. Tok-

enization is a necessary step to prepare the input representation into a neural

understandable format (e.g., integers). Then a neural model is employed based
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Figure 2.2: A standard workflow of learning-based patch generation.

on different types of encoder and decoder architectures. Finally, the decoder

output the patch presentation that leads to a learning-based patch to the buggy

program.

Input Representation

The input representation of code is an approach to representing a snippet of code

in an understandable manner for the neural model. There are three commonly

input representations for code: tokens, ASTs and graphs.

Learning-based approaches represent the source code as a sequence of tokens.

For example, Hindle et al. [89], Allamanis et al. [90,91], White et al. [92], Gupta

et al. [93], Chen et al. [27] represent the source code as a sequence of tokens to

perform different code related tasks in program repair, code completion and code

summarization. Other works choose to represent a code snippet by parsing the

AST elements. They show that source code tasks can greatly benefit from repre-
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sentations that leverage the structured nature of their syntax. For example, Alon

et al. [94] learn to aggregate multiple syntactic paths into a single vector. Bielik

et al. [95] leverage syntax-based contexts based on the AST tree to build a prob-

abilistic model for code. Long and Rinard [32] propose Genesis that first learns

to transform the partial buggy AST to the partial correct AST. Chakraborty et

al. [96] represent source code based on the context-free grammar of the program-

ming language in an AST. Graph Representation enriches the AST representation

by connecting the nodes and edges to capture relational information. For exam-

ple, Allamanis et al. [97, 98] present a Gated Graph Neural Network, in which

program elements are graph nodes and semantic relations between the nodes and

edges. Tang et al. [99] design a graph-based representation for generating Java

patches with a graph-to-sequence neural architecture. Yasunaga and Liang [100]

construct a graph representation to learn neural attention from the same iden-

tifiers. Tarlow et al. [101] construct the buggy and patch code diff as a graph

representation for predicting edits to the source code.

Tokenization

Tokenization is a necessary step to encode the previous input representation

strings into model understanding inputs, i.e., converting token strings to iden-

tifiers. The neural network does not understand the string, therefore, existing

work chooses to use integer numbers to replace string tokens. Tokenization is

performed on the source code corpus to achieve two goals: 1) Separate a piece

of source code into smaller units called tokens. Tokens can be either words or

subwords. 2) Use obtained tokens to construct a vocabulary. Vocabulary refers

to the set of unique tokens in the corpus according to their frequently occurring

probability. Due to the finite number of vocabulary, not all tokens seen in the cor-

pus can be included in the token dictionary. This results in an out-of-vocabulary

(OOV) problem, where the OOV token refers to the new words that are included

in the vocabulary. Word Level Tokenization. Many approaches represent source
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code as a token string. It splits a piece of code into individual words based on a

certain delimiter. Previous work by Chen et al. [27] split source code sequences

by space. and Lutellier et al. [28] split code sequences with camel letters, under-

scores, and numbers rather than simply spaces.

Subword Level Tokenization. The goal of subword tokenization is to mitigate

the OOV. Subword tokenization splits the piece of text into subwords (or n-gram

characters) [86]. For example, the token ”bitcount” can be segmented as ”bit” and

”count”. Jiang et al. [29] use byte-pair encoding (BPE) [102] and Chakraborty et

al. [96] use SentencePiece [103] tokenizer to divide every token into a sequence of

subtokens. These two subword tokenization techniques tokenize compound words

and rare words to further address the OOV problem in patch generation.

Repair Models

The learning-based repairs can be further classified into three categories based on

the different input code representations. Specifically, these three input represen-

tations of buggy code are 1) the sequence-based model, 2) the tree-based model,

and 3) the graph-based model.

Sequence-based Model. Token-based repair model consists of a sequence en-

coder and decoder. Typically, the model takes input from the token represen-

tation of the source code. Specifically, the sequence corresponding to the buggy

code B is split into word or sub-word tokens B = (b0, b1, ..., bn), to provide them

to the encoder, where n is the token length of the input buggy source code. At a

very high level, the goal is to translate B into C = (c0, c1, ..., cm). Token-based re-

pair approaches vary from different tokenizers and learning models. The decoder

starts after the encoder and sequentially generates the target sentence by reason-

ing about the encoder input representation and its previously generated tokens.

While sequentially generating the target sentence, the decoder usually performs

different heuristic searches (for instance, beam search) to balance exploration and

exploitation.
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Chen et al. [27] propose SequenceR to model the test-suite-based repair task

with sequence-to-sequence learning. The encoder and decoder are recurrent neu-

ral networks using Long Short-Term Memory (LSTM) [104] gates to process the

input as tokens and generate patch tokens. In this work, the code sequence is to-

kenized by space at the word level, which results in a large vocabulary of tokens.

Considering the learning efficiency, the encoder-decoder model typically considers

a fixed number of token vocabulary and therefore leads to OOV in patch genera-

tion. The authors employ the copy mechanism [105] to overcome OOV problem.

Lutellier et al. [28] propose CoCoNuT to improve SequenceR with a diverse train-

ing dataset and tokenizations. Their enhanced word-level tokenization proposed

to split code sequences with camel letters, underscores, and numbers rather than

simply spaces. Jiang et al. [29] explore the major limitation of SequenceR and

CoCoNuT: low compilation rate of the generated patches. To address this prob-

lem, they propose CURE. CURE pre-trains a programming language (PL) model

on a large software codebase to learn developer-like source code before the pro-

gram repair task. CURE designs a new code-aware search strategy that finds

more correct fixes by focusing on compilable patches and patches that are close

in length to the buggy code.

Tree-based Model. The goal of tree-based repair is to model the probability

distribution of a correct program tree with a given buggy version of the tree.

The tree-based model represents code as a sequence of grammar rules extracted

from the parse AST. A tree encoder is employed to encode a buggy code AST

computing a distributed vector representation for the whole tree. Then, the tree

decoder uses the encoded representations of the buggy code AST to sequentially

select rules from the language grammar for repair code. The tree generation

starts with the root node. Then, at each subsequent step, the bottom-most and

left-most non-terminal node of the current tree is expanded. Finally, a standard

sequence-to-sequence token generator is employed to predict concrete tokens for

the terminal node types generated in the previous step.
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Zhu et al. [30] propose a syntax-guided edit decoder with placeholder gen-

eration. Li et al. [106] use a tree-based recurrent neural network (RNN) [107]

model to learn the context of bug repair code transformations. Chakraborty et

al. [96] propose CODIT, which is a tree-based neural model for bug repair based

on the context-free grammar of the programming language. CODIT first gen-

erates the tree structure by sampling the production rule from the control-flow

graph (CFG). Such a mechanism prohibits infeasible production rule selection. In

the later stage, CODIT generates the edited code conditioned on the tree. They

extend CODIT to target on multi-modal code editing called MODIT [108] with

pre-trained models [109].

Graph-based Model. The graph-based model represents source code based on

an AST with explicit connected information between the nodes and edges. In

other words, a graph-based repair model can be considered a tree-based model

with a data dependency edge. In such a way, the graph-based repair model ex-

plicitly encodes the syntactic and semantic structures of the source code through

a graph. Graph attention is typically employed to propagate information on a

graph, where the information could be tokens and feedback diagnostics. Allama-

nis et al. [97] model source code as gated graph neural networks (GGNN) training

to such large graphs. Xu et al. [110] devise a graph-based neural approach to

predict one repair operator for NullPointerException and OutOfBoundsExcep-

tion with the captured structure information in data and control dependences.

Dinella et al. [111] predict the changes to be made to the AST of Javascript

bug-fix commits with a graph-based neural network.

Inference

The inference phase generates candidate patches based on the trained model

to repair buggy programs. In the following text, we introduce different output

representations and the beam size related to the number of candidate patches.

Output Representation. There are different output representations of the
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trained repaired model. There are approaches [28, 29] to generate output as

executable source code that can be directly compiled. These end-to-end input

source code to output source code representations do not require post-processing

of the model output. On the contrary, there are some outputs that need to be

post-processed to convert to compilable source code. For example, Chakraborty

and Ray [108] remove the special tokens and merge generated subtokens that are

fragments of a code token into one code token. Ahmed et al. [112] output one of

154 possible editing commands, to insert/delete/substitute delimiters, keywords,

operators, or identifiers.

Beam Size and Candidate Patches. Beam search is a common search strat-

egy to generate and rank a large number of candidate patches. For each step,

the beam search algorithm keeps the top k most likely tokens, where k is con-

figured by the beam size. Beam size enables learning-based models to generate

a large number of candidate patches to maximize the likelihood to generate cor-

rect patches. For example, CoCoNuT [28] and CURE [29] configure the beam

size to 1000. However, Jiang et al. [29] show that with a larger beam size, the

beam search chooses many bad patches, either non-compilable or non-plausible.

As shown in their experiment, the bigger the beam size, the lower of precision in

generated patches.

Supervised Learning

The above mention learning-based program repairs are dominantly founded on the

same machine learning paradigm: supervised learning [113]. Supervised learning

is defined by its use of labeled datasets that exist in the real world. This training

dataset includes inputs and desired outputs, which allow the model to learn over

time. In that context, the supervised learning samples come from mining real-

world commits made by human developers. For example, Recoder’s [30] training

samples were downloaded from GitHub between March 2011 and March 2018.
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Self-supervised Learning

Self-supervised learning is the idea of transforming unlabeled data into labeled

data, without any human labeling. Self-supervised learning addresses the key

limitations of supervised learning when it comes to collecting, handling, cleaning,

and labeling training data [114]. In the natural language process, self-supervised

learning has been used with great success for learning word representations [115].

In machine learning on code, it is powerful to capture contextual representa-

tions [109, 116–118]. The typical strategies to create dataset are masking out or

replacing tokens. To our knowledge, the idea of self-supervised learning in pro-

gram repair is largely unexplored. Only Yasunaga and Liang [100] and Allamanis

et al. [98] have done preliminary investigations.

Learning-based Repairs Related to Precision

Learning-based repairs improve the expressiveness of repair strategies in search-

based and constraint-based repairs, as the repair strategies are learned from a

large-scale training dataset. However, learning-based repairs still suffer from a

low precision of correct patch generation. There are two reasons for that: 1)

There is a discrepancy between the training samples and the testing buggy pro-

grams. The training samples are collected from different open source projects and

they may have little related to the specific testing buggy programs. This leads

to the learned model not performing well in generating correct patches in the

testing projects. 2) There are a large number of candidate patches are generated

and configured by beam size. The more generated patches indeed increase the

probability to generate correct patches, yet it leads to a low precision of correct

patches. This results in an expensive cost to validate those candidate patches

and affects the practical usage of learning-based repair by providing the patches

to the practitioners.
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2.4 Patch Assessment

There are two patch correctness assessments for test-suite-based repairs: for sci-

entific evaluation and in practice. In test-suite-based repairs, patch correctness

assessment can be processed in two different ways: 1) for scientific evaluation and

2) in practice. Yet, the goals of these two patch assessments are different.

Patch correctness assessment for scientific evaluation is a necessary step to

help researchers and the community understand the strengths and limitations

of repair approaches. The evaluation results are subsequently reported in the

academic literature. In this patch assessment, ground truth patches are available

to help researchers to compare them with automatic repair patches. The goal

of scientific evaluation is to comprehensively evaluate the effectiveness of repair

approaches compared with the related work in terms of specific evaluation metrics,

e.g., the proportion of overfitting patches [43,119].

Patch correctness assessment in practice is a post-generation analysis step of

test-suite-based repair patches. The goal of this assessment is to identify and dis-

card overfitting patches from all plausible patches. Patch assessment in practice

aims to increase the correct patch ratio before providing them to practition-

ers, e.g., developers. Different from patch assessment for scientific evaluation,

ground truth patches do not exist in practice. Existing works propose several

approaches to do automated patch assessments with heuristics [39] and machine

learning [120].

2.5 Patch Assessment for Scientific Evaluation

Patch assessment is an indispensable task for the evaluation of a repair ap-

proach because it measures the effectiveness of such an approach, which is subse-

quently reported in the academic literature. Inaccurate assessment affects both

1) the progress of the research community because researchers discuss and com-

pare program repair patches with different assessment criteria and methods, and
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2) the adoption of program repair in practice because practitioners can have

wrong expectations and can potentially underestimate the proportion of over-

fitting patches. Overall, an effective automated patch assessment technique is

significant for the program repair research. First, it allows researchers to assess

the correctness of program repair patches at scale, and this would enable them to

compute the correctness labels of large datasets of patches. Second, having this

large amount of annotated patches is a prerequisite to conducting wide analyses of

the characteristics of overfitting patches, and to applying machine learning tech-

niques that require a large amount of data. Consequently, there is an important

need to conduct a sound automated patch assessment for scientific evaluation.

Recall the overfitting problem caused by incompleted test specifications [35],

researchers cannot only rely on test suites to assess the capability of the new repair

approaches they invent. Thus, researchers need additional techniques to evaluate

the plausible patches to distinguish between correct and overfitting patches. A

common practice in the program repair research community is to employ manual

assessment for generated patches to assess their correctness [20,23,27–29,45,57,71,

74,119,121–123]. Analysts, typically authors of the papers, annotate the plausible

patches as correct or overfitting [119] according to their analysis results. This

assessment is typically done according to corresponding human-written patches

considered as ground truth. A patch is deemed as correct if and only if: 1) it is

identical to the human-written patch, or 2) the analysts perceive it as semantically

equivalent. Otherwise, a patch is deemed as overfitting.

Manual patch assessment is shown to be an inaccurate and costly process.

Le et al. [43] investigate the reliability of manual patch correctness assessments

by employing 35 external professional developers [43] to evaluate the previously

labeled patches by researchers. Their experiment shows inconsistent patch clas-

sification results, which reveals that manual assessment is a biased approach to

evaluate the effectiveness of program repair approaches. Beyond biased, Yu et

al. [124] show that manual patch assessment is costly: assessing only one patch
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may take ranging from a couple of minutes to a couple of hours of time. There-

fore, manual patch assessment cannot be applied to a large-scale assessment with

numerous candidate patches.

Prior works explore generating an independent test suite to assist with man-

ual patch assessment. The independent test suite is generated based on human-

written ground truth patched program. Those test cases aim to detect behavioral

differences between the program repair patch and the human-written ground truth

patch. Xin and Reiss [52] and Yu et al. [124] propose DiffTGen and UnsatGuided

to help manual patch assessment with automatically generated test suite by Evo-

suite [125], in which oracles are based on human-written patched programs. In

these approaches, they generate tests that encode the correct program behavior

considered as the oracles. If an automatic repair patch causes any generated test

to fail, it means that the patched program behavior is different from the ground

truth program, and the automatic repair patch is considered to be overfitting.

Automatically generating an independent set of tests is a direct and useful

strategy to alleviate manual patch assessment. However, existing work insuffi-

ciently explores the effectiveness of automatic test cases. Either the techniques

were evaluated on a small scale of programs with 79 patches [52] or showed low ef-

fectiveness of only 20% of overfitting patches can be found in the experiment [43].

2.6 Patch Assessment in Practice

Patch assessment in practice aims to discard overfitting patches from the gener-

ated plausible patches. Different from patch assessment for scientific evaluation,

human-written ground truth patches do not exist in practice. Therefore, the

automatic test generation encodes with ground truth oracles cannot be used in

patch assessment in practice [126].
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Heuristic-based Patch Assessment

Some prior works target discarding specific overfitting patches. For example,

Yang et al. [40] propose Opad and Gao et al. [84] propose Fix2Fit, two approaches

based on implicit oracles for detecting overfitting patches that introduce crashes

or memory-safety problems.

There exist other approaches that target general overfitting patch assessment.

Tan et al. [41] propose Anti-patterns to identify whether code transformations

in the patch fall into the category of predefined overfitting patterns, which is a

static patch assessment technique that encodes human knowledge for overfitting

patch detection. If any patch’s transformation falls into predefined anti-patterns,

it is deemed as overfitting. However, the predefined anti-patterns are a coarse

granularity. This approach identifies and discards overfitting patches with explicit

patterns.

Xiong et al. [39] propose PatchSim by measuring the dynamic behavior changes

before and after patching the bug, based on the execution traces of test cases. If

the failing test cases have different program behavior and the passing test cases

have similar program behavior between the buggy and patched programs, then

the patch tends to be considered as correct, otherwise, incorrect. However, Patch-

Sim is time-consuming because it requires compilation, code instrumentation, and

execution of several tests.

D’Antoni et al. [127] propose Qlose to quantify the changes between the buggy

program and the potential patch in terms of syntactic distances and semantic dis-

tances. They use program execution traces as a measure to classify the correctness

of generated patches.

Heuristic-based patch assessment employs the human expert knowledge or

program execution trace to identify overfitting patches. These kinds of work

identify the specific overfitting patches but fail to discover the general character-

istics of overfitting patches.
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Learning-based Patch Assessment

Learning-based patch assessment builds a probability model to classify whether

a patch is correct or overfitting with machine learning techniques. This line

of work is either to learn the patch characteristic in an automatic way or to

model patch code as code features, e.g., the code ingredients of variables and

operators. For example, Tian et al. [120] leverage bidirectional encoder represen-

tations from transformers (BERT) [128] to automatically extract code features

from generated patches. The code features are used to build a binary classifier

for overfitting patch detection. Different from automatic code feature extraction,

Wang et al. [129] leverage eight static code features from three existing tech-

niques (S3 [130], SSFix [57] and CapGen [23]) for classifying overfitting patches.

Lin et al. [131] build a patch correctness classification model by utilizing the AST

path to represent patch and context code. These previous works suggest that

using code features with machine learning is a promising technique for patch as-

sessment. Despite early success, learning-based patch assessment has not been

largely explored and has only been evaluated with K-fold cross-validation.

Summary

In this chapter, we have introduced the background of test-suite-based patch gen-

eration, including search-based patch generation, constraint-based patch genera-

tion, and learning-based patch generation. Our work focused on learning-based

patch generation due to its advanced expressiveness of repair strategies that are

learned from training data, rather than predefined templates. We have also in-

troduced different patch assessment techniques for identifying incorrect patches

for scientific evaluation and in practice. In the next chapter, we introduce our

contributions to answer the research questions proposed in Section 1.3.





Chapter 3

Thesis Contributions

In this section, we answer three research questions proposed in Section 1.3 and

present how we improve the precision of patch generation in learning-based repair

and patch assessment in both practice and research. We group our contributions

by answering three research questions.

3.1 Answer to RQ1: Improving Precision of Patch

Generation

In RQ1, we aim to solve the low precision of the test-suite-based patch gener-

ation with a focus on learning-based repair approaches. Recall that learning-

based repair holds the promise of expressiveness of code transformation com-

pared with search-based and constraints-based repairs [27–29], which automati-

cally learns repair strategies from a large-scale training corpus rather than manual

predefined patterns. Even the emerging learning-based approaches, such as Se-

quenceR [27], CURE [29] and CoCoNuT [28], still generate a large number of can-

didate patches and result in many incorrect patches (Pnon−compilable, Pcompilable,

and Poverfitting) being generated. For example, SequenceR [27] produces 79.7%

of patches that are not compilable. These low-quality patches significantly affect

41
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Training Samples Tokens  
requiresLevel  

and isOn 
may not appear 

in training
samples.   if ( provided != null ) {

  if ( provided != null   | | requiresLevel.isOn() ) {   

<bug(1), fix(1)> 
<bug(2), fix(2)> 

........ 
<bug(n), fix(n)> 

 

The bug of Closure-113 from Defects4J

Figure 3.1: Supervised learning-based repair is fundamentally limited by the ab-
sence of project-specific tokens at training time.

the precision of correct patch generation.

Learning-based repair suffers low precision in patch generation due to two lim-

itations. First, the fundamental limitation of the supervised learning paradigm

results in the learned model with little knowledge of unseen testing buggy pro-

grams, therefore, the learned repair model fails to generate correct patches to

repair them in the inference time. Second, source codes are treated as natural

languages, which leads to the learned repair models are lack of programming

knowledge and producing many non-compilable patches. To address the above

two limitations, we propose the following two contributions.

Contribution 1: self-supervised learning enables project-specific

knowledge to be learned

In the existing supervised learning-based repair approaches [27–29], the training

data is typically collected from past commits made by developers from different

open-source projects. However, those projects may have little or nothing to do

with the application domain of the buggy projects under repair. This is known

as the exposure bias problem [132]. In other words, the training samples do not

contain project-specific knowledge. By project-specific knowledge, we refer to

tokens of variables, expressions and statements, and their semantic relationships

that the neural network can use to synthesize a patch.

Figure 3.1 illustrates this point. Bug Closure-113 from Defects4J benchmark
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Figure 3.2: An overview of SelfAPR.

[51] is fixed by expanding a boolean expression with requiresLevel.isOn().

There are few projects in the wild that use such tokens. Indeed, none of the

existing work on learning-based program repair can fix this bug, because the

project-specific tokens requiresLevel and isOn have not been seen in training

samples. Note that this is the core conceptual limitation, not a quantitative

one: crawling more training samples from GitHub would not solve this problem.

Due to the discrepancy between the training samples and testing projects under

repair, supervised learning-based repairs fail to generate more correct patches.

To address the limitation of the supervised paradigm in learning-based repair,

we propose SelfAPR with the goal of increasing the number of correct patches.

Different from supervised learning where the labeled training samples exist in

the real-world historical commits made by developers, self-supervised learning

generates the training samples in a self-supervised manner [98,100]. In SelfAPR,

we propose to generate training samples from the past version of the testing

project under repair. In such a way, we fill the gap in the discrepancy between

training and testing datasets by enforcing both datasets to come from the same

project. The core intuition is that the past version contains a wealth of useful

project-specific knowledge.
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Figure 3.2 gives an overview of SelfAPR, where the upper part shows the

training phase and the bottom part illustrates the inference phase. The core

idea of SelfAPR is to generate training samples in a fully project-specific and

self-supervised manner. For self-supervised learning, the training buggy samples

are generated by perturbing a past correct version of the testing project. This

is contrary to the related work of supervised learning repair approaches where

training samples are mined from past commits, as mentioned in Section 2.3.

As shown in Figure 3.2, SelfAPR’s training phase consists of two main com-

ponents: a training sample generator based on the perturbation of source code

(left part) and a neural transformer architecture fed with an input representation

embedding test execution information (right part). Given a correct program P

that can be compiled and executed (i.e., pass test-suite specification), SelfAPR

generates variants of it, called here “perturbation-based programs” (denoted as

P ′), according to a perturbation model. A P ′ can be further divided as a training

sample with compilation errors (CE) or with functional errors (FE). A CE train-

ing sample indicates that P ′ causes compilation errors in the compiling phase.

A FE training sample indicates that P ′ causes test failures in the test execution

phase. Together, they form valid training samples to build SelfAPR.

Training Phase

Perturbation Model. The goal of the perturbation model is to generate training

samples with bugs, i.e., P ′ from the correct program P. Perturbation-based pro-

grams are valuable for training a neural repair network if they can be considered

as buggy in some sense. To determine this, SelfAPR employs a compiler and

available test suite to identify their correctness. If P ′ produces either a compiler

or a test execution error, it is deemed as buggy, and consequently, used as a train-

ing sample later. Notably, the perturbation-based programs can be compiled and

executed with project-specific test suites while previous work [26–30, 133] based

on past commits do not.
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Diagnostic Extraction. Not only SelfAPR uses the compiler and test execution

to select buggy training samples, but it also uses them to extract diagnostics D

about the bug. The D is then used to construct the input for the neural network.

Our intuition is that error diagnostics could be useful to guide patch generation,

for example, the fact that a NullPointerException or an IndexOutofBoundsEx-

ception is thrown provides explicit information regarding the repair action to be

used. We note that this radically departs from the related work that only uses

source code as input [26,29,30,133].

Input Representation. A training sample is represented as a sequence of to-

kens. We follow the existing learning-based program repair [28,29,108] to include

the context code of P ′ in the input representation. The context code is enriched

with a summary of the following information: 1) class and method name, 2)

variables in the buggy method scope and 3) the surrounding source code. For di-

agnostic D, we concatenate the input representation of diagnostics as a sequence

of tokens, which is coming from the compiler or test suite execution failures.

Subtokenization. Once a training sample is represented as a sequence of to-

kens, we use subtokenization before entering it into the neural network. This is

essential in order to reduce vocabulary size [29]. SelfAPR follows MODIT [108]

to use a SentencePiece tokenizer [103]. SentencePiece tokenization divides every

token into a sequence of subtokens.

Neural Network. SelfAPR uses a transformer neural network, which is con-

sidered state-of-the-art [28, 29, 108, 109, 118]. The transformer model learns a

conditional probability distribution during the training process to translate from

the perturbation-based program P ′ to the expected correct program P. Given the

model parameters, the training loop aims at updating parameters to maximize

the probability of generating the correct code given P ′ and D.
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Inference Phase

In the inference phase, we use the trained model to repair future bugs from

the same project. Specifically, SelfAPR takes an input of a buggy program (P)

and the failing test diagnostic (D). We employ fault localization approaches

Ochiai [7] and Gzoltar [8], to generate a ranked list of suspicious buggy lines. For

a given suspicious statement found by fault localization, SelfAPR constructs an

inference input per our representation with 1) the suspicious statement and its

context, and 2) the test execution diagnostic of test failure. This input is given to

the patch generator (transformer-based neural model), which outputs the most

likely patches by enumerating the k best patches for that suspicious statement

with beam search, where k is fully configurable, a.k.a., the beam search size (see

Section 2.3). By default, we configure SelfAPR’s beam size to 50.

Contribution 2: loss optimization with execution information

Learning-based repair approaches even if achieve convergence with a significantly

low loss value, still the generated patches can not be compiled. The reason is

that a lower cross-entropy value does not necessarily lead to a compilable patch.

Moreover, the loss function under optimization forces the neural network to learn

to produce absolutely identical patches, thus missing the opportunity to explore

semantically equivalent ones. Both problems (non-compilability and being stuck

with syntactic identity) share the same root: there is a discrepancy between the

core training objective, learning to generate compilable and correct patches, and

the loss function that is being optimized. The cross-entropy loss used in related

work, e.g., CURE [29] and CoCoNut [28], require a strict pairwise matching

between the generated patch and the human-written ground truth patch, and

not more [134]. Nothing in cross-entropy loss encourages the neural network to

produce compilable or syntactically different but semantically equivalent patches.

This leads to low-quality patch generation with fewer semantically correct patches

being generated.
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Figure 3.3: An overview of RewardRepair.

To address the limitation of the cross-entropy loss function that leads to low-

quality patch generation, we propose a novel learning-based repair model called

RewardRepair. RewardRepair is based on a mixed loss function to modulate

cross-entropy loss with execution information. The core idea of RewardRepair

is to improve learning-based program repair and in particular to address the

limitations of using the cross-entropy loss function on generation for automatic

program repair.

Figure 3.3 gives an overview of RewardRepair. The top, middle, and bot-

tom parts represent three stages of RewardRepair: syntactic training, semantic

training, and inference. RewardRepair is trained with two datasets respectively,

a syntactic training dataset with pairs of buggy and patch code, and a semantic

training dataset with executable programs. They are fundamentally different.

The syntactic training dataset only consists of textual patches as in the related

work [27–29]. However, the requirements for the semantic training dataset are

full execution: each sample in the dataset comes from the complete program un-
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der repair with a compiler configuration and test cases. Achieving full execution

enables us to derive execution-based information to be used for optimizing the

neural network weights with programming knowledge during backpropagation.

Training Phase

Syntactic training is trained with a large corpus of buggy code and fixed code

pairs, as shown in the previous study [28,29]. Syntactic training could be trained

for multiple epochs to achieve convergence and obtain the best combination of

weights. For each training point, the optimization target is to minimize the loss

between the ground truth patch and the predicted patch. Once the RewardRepair

has been sufficiently trained with syntactic training, we start the semantic training

process alternately with syntactic training.

The goal of semantic training is to let the patch generator be aware of pro-

gramming knowledge (compilation and execution) beyond the syntactic loss com-

putation at the token level. For that, we propose a mixed learning objective [135],

where “mixed” means that the core learning objective is combined with two or

more sub-learning objectives. Our mixed learning objective combines the core

cross-entropy objective with compilation and execution information.

For semantic training, RewardRepair employs a discriminative model to assess

the quality of generated patches based on the compilation and test oracles. In

RewardRepair, the discriminative model is composed of four discriminators, each

of them specialized in one aspect of patch quality. These four discriminators

are serially executed. Each discriminator does a binary classification: whether

a patch fulfills the discriminator’s criterion or not. When a discriminator is

affirmative, it means the patch passes the quality criterion, and it is passed to

the next discriminator. A higher reward means better quality for the generated

patch, e.g., the patch is compilable and passes all test cases. On the contrary, a

lower reward means that the quality of the generated patch may be unsatisfying,

e.g., the patch is non-compilable.
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Discriminators. We now present the four discriminators: difference discrimi-

nator, compilability discriminator, plausibility discriminator, and regression dis-

criminator. The difference discriminator validates whether the generated patches

are different from the given buggy code. If the buggy code and generated patched

code is the same, the difference discriminator assigns the generated patch a

penalty, called in this paper the no-change penalty (Rno−change), i.e., a negative

reward. This penalty signal modulates the RewardRepair loss to avoid the gen-

eration of no-change patches. The compilability discriminator validates whether

the generated patches are compilable. If the patched program is compilable,

RewardRepair assigns a compilable reward (Rcompilable) and passes the patch

to the next discriminator for further assessment. Otherwise, a non-compilable

penalty (Rnon−compilable), i.e., a negative reward, is returned to the RewardRepair

model. The plausibility discriminator aims at encouraging the generator to pro-

duce patches that pass the human-written test cases provided by developers. Each

candidate patch is executed against the human-written tests. If a patch makes

all human-written tests pass, a plausible reward (Rplausible) is assigned. The goal

of the regression discriminator is to minimize the behavioral changes introduced

by the patch. The regression discriminator complements the plausible patch dis-

criminator by specifying behavior outside the human-written tests, in order to

avoid patch overfitting. The RewardRepair regression discriminator employs au-

tomatically generated tests. If a candidate patch makes all RGT tests pass, i.e.,

it does not contradict the ground truth program behavior, it is considered as

likely-correct (Rl−correct).

Input Representation. As code representation, we follow Lutellier et al. [28]

to represent the buggy code and context code as two separate token sequences.

In RewardRepair, the context code is considered as 10 lines of code surrounding

the buggy code. In addition, the context code is enriched with a summary of the

buggy class as proposed by Chen et al. [27]. We follow the existing work CURE

[29] to use subword tokenization with SentencePiece [103], as demonstrated useful
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by Karampatsis et al. [86].

Patch Generator. In RewardRepair, the patch generator is trained based on an

encoder-decoder architecture [88, 136]. RewardRepair takes as input buggy code

tokens B = (b0, b1, . . . , bn), context code tokens C = (c0, c1, . . . , cm), and tokens

from the ground truth fix patch P = (p0, p1, . . . , pt). RewardRepair transforms

the B and C into a predicted patch P ′ = (p′0, p
′
1, . . . , p

′
k). Note that the size of

the buggy code, context code, ground truth patch and predicted patch, i.e., n,

m, t, and k, can be different. In RewardRepair, the two training phases aim to

optimize the same patch generation model.

Inference Phase

At the inference phase, for a given suspicious statement found by fault localization

tools (e.g., Ochiai [7]), RewardRepair represents it with two sequences of tokens:

one for the suspicious statement, the other one for its context. Those tokens are

given to the patch generator of RewardRepair, as explained in Section 2.3. As

RewardRepair is configured by the inference beam size to 200, which means the

model outputs the 200 best patches for that suspicious statement.

Evaluation

To evaluate the effectiveness of SelfAPR and RewardRepair, we compare these

two approaches against the state-of-the-art learning-based repair approaches:

CURE [29] and CoCoNuT [28]. For a fair comparison, we evaluate our approaches

and compare them with the related work in the same benchmark Defects4J [51].

Evaluation Metrics. We define three evaluation metrics to evaluate the preci-

sion of SelfAPR and RewardRepair. Equation 3.1 evaluates the precision of the

correctly repaired bugs (Bcorrect) over all test bugs (Btest) considered in our ex-

periments. Equation 3.2 evaluates the precision of correct patches (Pcorrect) over

all candidate patches (Pcandidate) generated in our experiments. Equation 3.3
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Table 3.1: Training dataset generated by SelfAPR.

Projects
Self-supervised Training

CommitID Date LOC Test Func CE FE Training Samples

Closure 6d374c3 2010-01-08 60875 5280 142420 91824 234244

Chart 68e4916 2007-07-06 78566 2444 127391 98562 225953

JacksonDatabind 88f44d8 2013-05-17 42965 2693 96775 36946 133721

Time e0559c5 2010-12-05 26795 5012 68910 39875 108785

Lang bb16716 2006-07-21 16623 2522 44912 24098 69010

JacksonCore b40ac81 2013-08-28 15882 354 37198 23836 61034

JxPath fab38ab 2007-01-10 19373 441 24741 22325 47066

Collections a270ff6 2015-06-04 26415 2764 23781 9266 33047

Math 41ba9e0 2006-06-05 9479 1074 17940 14824 32764

Compress 004124a 2009-03-26 6741 105 14004 14796 28800

Gson c6a4f55 2010-11-02 5418 992 8458 8887 17345

JacksonXml 2d7683e 2016-01-06 4683 436 8012 5442 13454

Codec 52d82d1 2008-04-27 2584 258 4283 8202 12485

Jsoup 27a52f9 2011-07-02 2546 146 3829 3151 6980

Mockito c1f2c4e 2009-07-09 5506 1060 4190 2283 6473

Cli b0e1b80 2007-05-15 1937 152 2961 3148 6109

Csv de1838e 2012-03-27 806 79 1210 1393 2603

Total - - 327194 25812 631015 408858 1039873

evaluates the precision of compilable patches (Pcompilable) over all candidate

patches (Pcandidate) generated in our experiments.

Precisionbug =
|Bcorrect|
|Btest|

(3.1)

Precisionpatch =
|Pcorrect|
|Pcandidate|

(3.2)

Precisioncompilable =
|Pcompilable|
|Pcandidate|

(3.3)

Training Dataset

To obtain the training dataset, SelfAPR needs to construct a training dataset

from the past version of testing projects and seed the self-supervision loop. While

RewardRepair is trained with past commits in open-source projects for syntactic

training and requires an executable dataset for semantic training.

SelfAPR Training Dataset. The detail of the perturbation-based training

dataset generated by SelfAPR is given in Table 3.1. The first column gives
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the name of the open-source projects in Defects4J [51], and the second to the

eighth columns illustrate the details of the training data including the number

of perturbation-based training samples. As summarized in the last row, we ob-

tain 1 039 873 training samples, including 631 015 compiler error (CE) training

samples, and 408 858 functional error (FE) training samples.

RewardRepair Training Dataset. The syntactic training dataset of RewardRepair

is collected in previous work: 3 241 966 training samples from CoCoNuT [28],

24 969 samples from CodRep [137] and 240 306 samples from MegaDiff [138]. The

semantic training dataset is built on the Bears dataset [139] for its compilable and

executable. In total, RewardRepair is trained with 3.5 million training samples.

Experimental Results

We evaluate SelfAPR and RewardRepair on the 395 bugs from Defects4J [51]

benchmark. Table 3.2 shows the experimental results by comparing them with the

state-of-the-art learning-based repair approaches CoCoNuT [28] and CURE [29].

The first column gives the name of the repair approaches and the second column

shows the number of testing bugs considered in our experiment. We show the

number of beam sizes in the third column, which means the number of candidate

patches generated for each given buggy program. CoCoNuT and CURE by default

configure the beam size to 1000. RewardRepair and SelfAPR reduce this number

to 200 and 50, respectively. For example, CoCoNuT configures the beam size to

1000 indicating that it generates 395 000 (395× 1000) candidate patches in total

for 395 buggy programs. The fourth to seventh columns respectively show the

number of correctly repaired bugs, the precision of repaired bugs, the precision

of correct patches, and the precision of compilable patches. A ‘-’ indicates that

the program repair approach has not been evaluated on the considered metric.

Our experimental results show over the 395 evaluated buggy programs from

Defects4J, SelfAPR and RewardRepair repair 65 and 45 of them. The state-

of-the-art CURE and CoCoNuT repair respectively 55 and 43 buggy programs.
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Table 3.2: The effectiveness comparison of SelfAPR and RewardRepair with the
state-of-the-art.

Approaches
Testing
Bugs

Beam
Size

Correctly
Repaired
Bugs

Precisionbug Precisionpatch Precisioncompilable

CoCoNuT [28] 395 1000 43 10.9% 0.011% 24%

CURE [29] 395 1000 55 13.9% 0.014% 39%

RewardRepair 395 200 45 11.4% 0.057% 45.3%

SelfAPR 395 50 65 16.5% 0.33% -

SelfAPR boosts this performance to 65/395 from 55/395. This is a clear im-

provement over the state-of-the-art learning-based program repair approaches.

Moreover, SelfAPR and RewardRepair respectively repair 10 and 4 unique bugs

that have never been repaired in the literature.

In the fifth column, we evaluate the precision of correctly repaired bugs (see

Equation 3.1). CURE and CoCoNuT achieve a respective precision of 13.9%

and 10.9%, while SelfAPR achieves the highest precision of 16.5% in correctly

repaired bugs. This indicates SelfAPR improves the state-of-the-art (16.5% versus

13.9%). Notably, even with fewer candidate patches (i.e., a smaller beam size

configuration), SelfAPR is able to repair 10 more bugs. To this extent, SelfAPR

improves the precision of correctly repaired bugs.

In the sixth column, we evaluate the precision of correct patches (see Equa-

tion 3.2), CURE and CoCoNuT achieve the precision of 0.014% and 0.011% over

the whole generated candidate patches. RewardRepair achieves 0.057% with the

same evaluation metric, and SelfAPR boosts it to 0.33%. Our experiment shows

that RewardRepair and SelfAPR respectively improve the state-of-the-art preci-

sion by 4X and 23X. This is because RewardRepair and SelfAPR configure the

beam size to 200 and 50 which largely reduce the number of candidate patches,

compared with state-of-the-art CURE and CoCoNuT configure their beam search

width to 1000.

In the seventh column, we evaluate the precision of the compilable patches
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(see Equation 3.3). RewardRepair improves the compilable precision of the state-

of-the-art learning-based program repair approaches, by producing a 6.3% higher

ratio of compilable patches (45.3% versus 39%).

To sum up, both SelfAPR and RewardRepair improve the precision of patch

generation by increasing the number of correct patches and reducing the number

of candidate patches. SelfAPR is able to repair 10 unique bugs than the related

work thanks to the project-specific knowledge captured in the self-supervised

learning paradigm.

Answer to RQ1: we propose two learning-based repair approaches SelfAPR

and RewardRepair to improve the precision of patch generation. SelfAPR

shifts from the previous supervised learning paradigm to the self-supervised

learning paradigm to enable project-specific knowledge to be captured. Re-

wardRepair improves the loss function with executable information from the

compiler and test cases. Both works contribute to improving the precision

of learning-based patch generation in three considered evaluation metrics: 1)

Per Precisionbug, SelfAPR increases a 2.6% higher precision of correctly repair

bugs (16.5% versus 13.9%). 2) Per Precisionpatch, SelfAPR and RewardRepair

respectively improve state-of-the-art to 23X and 4X. 3) Per Precisioncompilable,

RewardRepair increases a 6.3% higher precision of compilable patches (45.3%

versus 39%).

3.2 Answer to RQ2: Improving Precision of Patch

Assessment in Practice

In RQ2, we conduct a patch correctness assessment to identify and discard the

overfitting patches in practice. Due to incomplete test suite specifications, many

plausible patches are incorrect fixes to the bugs, and they just merely overfit the

test suite. The overfitting patch problem significantly affects the program repair

applicability in practice. In the literature, different heuristics-based patch assess-
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Figure 3.4: Overall process of ODS to detect overfitting patches.

ments and learning-based patch assessments are proposed to identify overfitting

patches (see Section 2.6). However, these techniques still suffer low precision in

identifying overfitting patches. In this research question, we aim to improve the

precision of patch assessment in practice and provide fewer overfitting patches to

developers.

Contribution 3: building patch assessment model based on static

code features

To improve the precision of patch assessment in practice, we propose Overfitting

Detection System (ODS), a novel system to classify overfitting patches. ODS is

founded on the hypothesis that overfitting patch detection can be made across

program repair approaches and software projects, because there exist code fea-

tures that capture universal correctness properties for classifying overfitting patches.

ODS works as follows: it extracts 202 code features per patch, that are stati-

cally extracted at the AST level. Then, ODS employs an ensemble learning model

based on decision trees to produce the probability of a patch being overfitting.

The model was trained from carefully labeled patches.

Figure 3.4 gives the overall process of ODS approach, it consists of two phases:

the training phase (shown in the top half) and the inference phase (shown in the

bottom half). In the training phase, ODS learns a probability model from labeled



56 CHAPTER 3. THESIS CONTRIBUTIONS

training patches whose correctness is known. In the inference phase, the learned

ODS model is used to predict the correctness of new and unseen patches whose

correctness is unknown.

Training Phase. ODS takes as inputs a set of buggy programs and their

corresponding patched programs, each of which has a correctness label: overfitting

or correct. ODS performs static analysis to extract the AST’s differences between

the buggy and patched programs, those differences are encoded as feature vectors

[140]. Feature vectors refer to real numbers in an n-dimensional space, where each

column describes a particular aspect of the input. For each pair of program source

code, ODS extracts three categories of code features to form feature vectors. In

total, ODS extracts 202 features. Then, ODS performs supervised learning on a

training set of feature vectors with labels. ODS learns a probability model that

can be used to predict testing patches with a confidence score.

Inference Phase. For a new and unseen patch, the code features are first

extracted in the same manner conducted in the training patches. Then, the

learned ODS model is fed with the extracted code features. For each given patch,

ODS unifies patch representation as code features that are the same as training

samples. Then, ODS outputs a probability score that represents the likelihood of

its correctness.

Feature Extraction. ODS features include the following three set of features:

1) code description features representing characteristics of patch ingredients (e.g.,

variables, operators, or statements) at different granularity in the modified source

code and code surrounding them. For example, we capture whether a patch uses

a local variable or a global variable (localVar or globalVar). 2) repair pattern

features encoded with human knowledge of repair strategies. For example, we

capture whether a patch moves existing code to a different location (codeMove).

3) contextual syntactic features that encode the scope and similarity information

in the source code. For example, we capture a feature that encodes whether there

exists a variable of the same type in the surrounding context (similarObjectType).
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Table 3.3: ODS code description features.

Feature Category Type Code Description Features # Total

Operators
binary opAdd, opDiv, opEqual, opGreaterEqual, op-

LessThan,opMod,uopDec, uopInc, etc
14

Variables binary localVar, globalVar, abstVar, primVar, enum 5

Statements binary
assignConst, assignLhs, assignZero, callee,
callArgument, StmtCond, StmtCall, stmt-
Loop, memberAccess, funcArgument, etc

21

AST operations binary
insertStmt, replaceCond, replaceStmt, re-
movePartialIf, removeWholeBlock

10

Total 50

Code Description Features. These features describe the characteristics of code

elements at different granularities. In Table 3.3, we present our code description

features of four categories: operators, variables, statements, and AST operations.

The first column gives the category, and the second column indicates the type

of each feature category. Here, all code description features are binary features.

We describe them in the third column and show examples of feature names in

the fourth column. The last column summarizes the total number of extracted

features in each category. ODS extracts operator features in four different types if

they are used in a patch: binary arithmetic, unary arithmetic, relational and bit-

wise operators. ODS extracts the characteristics of variables involved in the patch

such as scope (e.g., local or global) and type (e.g., primitive). ODS captures the

types of statements affected by a patch (e.g., control flow, assignment, invocation,

and return). ODS creates AST operation features by combining: 1) the type of

operation from the AST diff (four AST-level operations: UPD, ADD, DEL and

MOV), and 2) code elements affected by the AST-level operation. For example,

feature insertStmt indicates the patched program inserts a new statement to fix

the bug.

Repair Pattern Features. To help ODS learn the semantic information of a

patch, we include repair patterns extracted by human experts. We use the tax-

onomy of repair patterns by Sobreira et al. [141], which defines a list of repair

patterns and actions. Madeiral et al. [142] have shown that those patterns can

be automatically extracted, and we reuse the corresponding tool. ODS integrates
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Table 3.4: ODS repair pattern features.

Category Type Repair Patterns #Total

Wraps-with binary

wrapsIf

9

wrapsElse
wrapsLoop
wrapsTryCatch
unwrapTryCatch
wrapsIfElse
unwrapIfElse
wrapsMethod
unwrapMethod

Expression binary

expLogicExpand,

4
expArithMod,
expLogicReduce,
expLogicMod

Conditional binary

condBlockOthersAdd

4
condBlockRem,
condBlockExcAdd,
condBlockRetAdd

Null checks binary
missNullCheckP

2missNullCheckN

Other patterns binary

codeMove

7

copyPaste
wrongVarRef
wrongMethodRef
singleLine
constChange
notClassified

Total 26

26 repair patterns from [142]. Table 3.4 presents the 26 repair patterns consid-

ered by ODS. The first column contains the categories of repair patterns. The

type of repair patterns is given in the second column. All repair patterns are

binary features. We present the detailed repair patterns in the third column and

summarize the total number by category in the last column.

Contextual Syntactic Features. The context of a patch can be critical for

correctly predicting patch correctness. Inspired by Yu et al. [143], we include

contextual features to describe the scope, parent and children’s similarities of

modified statements. In Table 3.5, we present 26 contextual syntactic features

considered in ODS. The first column lists the feature categories, and the second

column gives the type of each feature, namely binary and string. The detailed

contextual features are presented in the third column and the numbers are given

in the last column.
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Table 3.5: ODS contextual syntactic features.

Category Type Contextual Features #Total

Type string

typeOfFaultyStatementAfter1

9

typeOfFaultyStatementAfter2
typeOfFaultyStatementAfter3
typeOfFaultyStatementBefore1
typeOfFaultyStatementBefore2
typeOfFaultyStatementBefore3
typeOfFaultyStatement
typeOfFaultyStatementParent
faultyClassExceptionType

Method binary

methodCallWithNullGuard

7

methodCallWithTryCatch
inSynchronizedMethod
hasObjectiveMethodCall
methodThrowsException
methodCallWithNormalGuard
hasInvocationsProneException

Similarity binary

similarObjectTypeWithNormalGuard

4
similarObjectTypeWithNullGuard
similarPrimitiveTypeWithNormalGuard
similarPrimitiveTypeWithNullGuard

Usage binary

fieldNotAssigned

6
fieldNotUsed
localVarNotAssigned
localVarNotUsed
objectUsedInAssignment
primitiveUsedInAssignment

Total 26

Feature Vectors

In total, a patch is described by 202 ODS features: 150 code description features,

26 repair pattern features, and 26 contextual syntactic features. We convert

the binary features to an integer to represent feature occurrence, where False

is converted to 0, and True is converted to 1. We leverage one-hot encoding

to transform string type features into binary indicator features [144]: each string

feature with m possible values is encoded by a sparse matrix of m binary features,

with only one active (the active feature is 1, otherwise 0). For multiple AST diffs

from one patch, we aggregate the corresponding values per feature from each AST

diff.

Learning Classifier

For the classifier, we consider the gradient boosting algorithm [145]. Gradient

boosting is a machine learning technique for regression and classification prob-
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lems, which produces a prediction model in the form of an ensemble of weak

prediction models, typically decision trees [146]. We choose gradient boosting

for the following three reasons. First, gradient boosting has been shown to give

state-of-the-art results on many standard classification benchmarks [147]. Sec-

ond, gradient boosting as an ensemble method helps to reduce variance and bias,

and to build a more generalized model. Third, the high degree of flexibility that is

offered by gradient boosting allowing the optimization of different loss functions

that can be adjusted to classification models.

Evaluation

To evaluate the effectiveness of ODS, we perform an experiment to compare ODS

with the state-of-the-art patch assessment techniques from Xiong et al. [39], Wang

et al. [129], and Long and Rinard [31]. Xiong et al. [39] propose a dynamic patch

assessment technique based on the similarity of test executions before and after

applying a patch, we refer to their technique as PatchSim. Wang et al. [129]

propose overfitting patch detection based on eight static code features, we re-

fer to their technique as SimFeatures since their features focus on the similarity

between the buggy context and the patch code. Long and Rinard [31] propose

an overfitting patch ranking technique called Prophet, which learns from correct

human-written patches. We note that transforming a ranking technique into a

classification technique requires an arbitrary threshold, and studying the impact

of the threshold is out of the scope of our thesis. Thus, for a fair and meaningful

comparison, we consider the Prophet features that are referred to as Prophet-

Features in our thesis, and we put them in the same prediction algorithm as the

others.

Evaluation Metrics

Now, we determine the core evaluation terminology and evaluation metric.
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Table 3.6: Dataset of 10302 labeled patches from RepairThemAll per our automated
labeling technique.

Benchmark Original Duplicated Non-plausible Plausible Overfitting Correct Total

Defects4J 37224 19019 8491 9714 5493 798 6291

Bugs.jar 12419 8570 362 3487 2275 986 3 261

Bears 13181 10188 337 2656 531 219 750

Total 62 824 37 777 9 190 15 857 8 299 2 003 10 302

• True Positive (TP): The prediction for a patch is true positive if an overfitting

patch is rightly classified as overfitting.

• True Negative (TN): The prediction for a patch is true negative if a correct

patch is rightly classified as correct.

• False Positive (FP): The prediction for a patch is false positive if a correct

patch is wrongly classified as overfitting.

• False Negative (FN): The prediction for a patch is false negative if an over-

fitting patch is wrongly classified as correct.

We introduce a precision metric for practical patch assessment (Precisionpractical assess)

given in Equation 3.4. Precisionpractical assess aims to analyze the proportion of

truly correct patches (TN) in all considered correct patches by patch assessment

approaches, i.e., the sum of TN and FN. Increasing the Precisionpractical assess is

beneficial, because it shows to what extent the automated patch assessment tech-

nique mitigates the low precision problem in program repair, and it would mean

saving developers’ time by avoiding presenting them with overfitting patches.

Precisionpractical assess =
TN

TN + FN
(3.4)

Training Dataset. Our training dataset contains patches for the bugs from

Defects4J [51], Bugs.jar [148] and Bears [149], generated by the work of Durieux

et al. [150]. Unfortunately, the correctness of these 62 824 patches generated by
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Durieux et al. [150] was unknown. We address the challenge of the unlabeled

dataset by setting up a systematic methodology to build a sound-labeled training

set of patches. The result is given in Table 3.6. Overall, we obtain a total of 10 302

labeled patches, including 8 299 overfitting patches and 2 003 correct patches,

which enables us to perform a comprehensive evaluation of patch assessment.

Testing Dataset. The testing dataset is founded on 902 patches generated by

19 repair approaches from previous work [129], including 654 overfitting patches

and 248 correct patches. The correctness labels are based on manual analysis

done by research paper authors.

Experimental Results

We train ODS on 10 302 labeled patches and evaluate them on 902 patches gen-

erated by 19 repair approaches from previous work [129]. We conduct an ex-

periment to compare the effectiveness of ODS with three state-of-the-art patch

assessment techniques. They are PatchSim from Xiong et al. [39], SimFeatures

fromWang et al. [129], and ProphetFeatures from Long and Rinard [31]. Table 3.7

yields the experimental results. ODS is able to identify 620 out of 654 overfit-

ting patches, and also correctly classifies 182 out of 248 correct patches. Per our

evaluation metric Precisionpractical assess, PatchSim, SimFeatures, and Prophet-

Features produce a respective performance of 32.18%, 69.40%, and 71.72%, and

ODS bumps it to 84.26%. This shows ODS improves the precision of correct

patch assessment by 12.54% (84.26% versus 71.72%) compared with the state-of-

the-art patch assessment approaches. This means that more correct patches are

presented to developers, and that ODS is considered the best technique with the

highest patch assessment precision. Moreover, ODS is demonstrated to mitigate

the low precision patch generation problem as a post-processing approach.

Answer to RQ2: we propose a novel patch assessment technique named ODS to

build a patch correctness classifier with machine learning. ODS first extracts
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Table 3.7: Effectiveness comparison between ODS and state-of-the-art.

Tools TP FP TN FN Precisionpractical assess

PatchSim [39] 249 51 186 392 32.18%

SimFeatures [129] 583 87 161 71 69.40%

ProphetFeatures [31] 585 73 175 69 71.72%

ODS 620 66 182 34 84.26%

static code features at the AST level and then uses supervised learning with

the captured code features and patch correctness labels to automatically learn

a probabilistic model. ODS improves the precision of correct patch assessment

by 12.54% (84.26% versus 71.72%) compared with the three state-of-the-art.

This enables more correct patches to be presented to developers. ODS is

demonstrated to improve the precision of patch assessment and mitigate low

precision problems in automatic program repair. ODS is applicable in practice

and can be employed as a post-processing procedure to classify the patches

generated by different repair approaches.

3.3 Answer to RQ3: Improving Precision of Patch

Assessment for Scientific Evaluation

In RQ3, we measure and improve the precision of patch assessment for scientific

evaluation. Patch assessment for scientific evaluation is significant for automatic

program repair research. It affects the progress of the research community because

researchers discuss and compare program repair patches with different assessment

criteria and methods. An effective patch assessment contributes to the fair com-

parison across different repair approaches and the sound progress of automatic

program repair research.

Patch assessment for scientific evaluation is done by researchers based on the

comparison between the ground truth patches and patches generated by their

repair approaches. Recall the state-of-the-art in Section 2.5, manual patch as-

sessment is the widely used approach to assess repair patches, yet it has been
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shown error-prone and biased [43].

Contribution 4: patch assessment based on automatically

generated ground truth oracles

We propose three automated patch assessment approaches based on ground truth

patches. First, we generate test cases based on the human-written patched pro-

grams, which encode the correct program behavior considered as the oracles. If

any automatically generated test fails on an automatic repair patch, it means its

behavior is different from the human-written patch’s behavior and it is considered

to be overfitting. We call this procedure Random testing based on Ground Truth

(RGT). Different test generation tools can be employed for generating RGT and

two widely used test generators are Evosuite [125] and Randoop [151].

The goal of the RGT patch assessment is to automatically assess the correct-

ness of automatic program repair patches. RGT is based on 1) a ground truth

patch and 2) a test generator. A ground truth patch provides ground truth oracles

for test generation while a test generator is responsible to sample as many inputs

as possible to specify the program behaviors. The intuition is that random tests

specified with a large number of input and output pairs would differentiate the

behaviors between a ground truth patch and an automatic program repair patch.

In our work, we consider human-written patches as ground truth and generate

test cases based on them because they encode human knowledge and domain-

specific expertise for fixing the bug. Having a ground truth reference patch is in

line with the manual assessment based on the human-written patch, and enables

us to compare them.

Second, in addition to off-the-shelf test generators, we propose to strengthen

the RGT technique with a program-specific generator called InputSampling. In-

putSampling, as an implementation of random testing, samples the input space

according to a uniform distribution, and uses the ground truth version as an

oracle. Different from RGTEvosuite and RGTRandoop, for implementing Input-
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Sampling, we manually identify the domain of each input variable for programs.

The test generator is configured to sample the input space so as to get a fixed

number of valid test cases with no exceptions (e.g., 50 or 100 times). If the

patched program throws an exception on a generated input, the input is con-

sidered as invalid because it does not satisfy not satisfying the preconditions,

and is not kept. Specifically, RGT assessment based on InputSampling is called

RGTInputSampling.

Third, we consider automated patch assessment based on invariants captured

from ground truth program execution [152], such assessment technique is called

Ground truth invariants, a.k.a., GTInvariants. An invariant is a property that

holds at a certain point or points in a program. A program point is a specific place

in the source code, such as immediately before a particular line of code. Invariant

detection runs a program, observes the values that the program computes, and

then reports properties that were true over the observed program executions. The

invariants-based patch assessment technique first infers program invariants from

the ground truth version and uses them to assess overfitting patches, per the

technique proposed by Yang and Yang [152]. It executes the patched programs

based on the provided manual tests and checks whether all inferred invariants

still hold. In the assessment of GTInvariants, a patch is assessed as overfitting if

it violates any invariant hold for ground truth program executions. To capture

invariants in the ground truth programs and check whether they hold for the

captured patched programs, we use the tool Daikon [153].

Evaluation

We evaluate the effectiveness of automated patch assessment approaches based

on ground truth patches: RGTEvosuite, RGTRandoop, RGTInputSampling, and

GTInvariants on patches generated for two buggy benchmarks Defects4J [51]

and QuixBugs [154]. To compare with the state-of-the-art approach, we also

execute DiffTGen [52] over the same dataset. We execute DiffTGen by its de-
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fault mode, which calls EvoSuite in 30 trials with the searching timeout being 60

seconds for each trial.

Evaluation Metrics. We define core evaluation terminologies True Positive

(TP), True Negative (TN), False Positive (FP), and False Negative (FN) as the

same in Section 3.2. To measure the precision of patch assessment for scientific

evaluation, we use the evaluation metric in Equation 3.5.

Precisionscientific assess =
TP + TN

(TP + TN + FP + FN)
(3.5)

Collection of Patches

Defects4J Patches. Automatic program repair patches for Defects4J form the es-

sential data for our experiment. We first collect a set of test-suite-based patches

for Defects4J, that were manually assessed as correct and overfitting by the cor-

responding researchers. These two sets of patches are denoted as Dcorrect and

Doverfitting.

We carefully collect test-suite-based repair patches for Defects4J benchmark

that are publicly available from the following 14 automatic program repair ap-

proaches: ACS [20]; Arja [68]; CapGen [23]; DeepRepair [60]; Elixir [122]; HDRepair

[73]; Jaid [121]; JGenProg [119]; Nopol [119]; SimFix [45]; SketchFix [155];

SOFix [74]; ssFix [57]; SequenceR [27]. The detail is given in Table 3.8. This

process results in 638 patches being collected, including 257 correct patches and

381 overfitting patches. Our experiment is notable by its scale: the most related

experiments are Le et al. [43] and Xin and Reiss [52] based on 135 and 79 over-

fitting patches respectively, as opposed to 381 in this study (thus our experiment

is performed on a 2.8X and 4.8X larger dataset).

QuixBugs Patches. To obtain test-suite-based repair patches, we run the five

repair approaches separately on the whole QuixBugs benchmark: Astor [22] 1

with five repair modes (JGenProg, JKali, JMutRepair, Cardumen and Tibra),

1https://github.com/SpoonLabs/astor
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Table 3.8: Dataset of collected Defects4J patches.

Dataset APR Tool Chart Closure Lang Math Time Total

Dcorrect

ACS 2 0 3 12 1 18
Arja 3 0 4 10 1 18
CapGen 5 0 9 14 0 28
DeepRepair 0 0 4 1 0 5
Elixir 4 0 8 12 2 26
HDRepair 0 0 1 4 1 6
Jaid 8 9 14 11 0 42
JGenProg2015 0 0 0 5 0 5
Nopol2015 1 0 3 1 0 5
SequenceR 3 4 2 8 0 17
SimFix 4 6 9 14 1 34
SketchFix 6 2 2 6 0 16
SOFix 5 0 3 13 1 22
ssfix 2 1 5 7 0 15

Sum for Dcorrect 43 22 67 118 7 257

Doverfitting

ACS 0 0 1 4 0 5
Arja 30 0 54 73 15 172
CapGen 0 0 14 24 0 38
DeepRepair 4 0 1 4 0 9
Elixir 3 0 4 7 1 15
HDRepair 0 0 0 3 0 3
Jaid 8 4 10 17 0 39
JGenProg2015 3 0 0 2 1 6
Nopol2015 0 0 2 3 1 6
SequenceR 3 32 1 20 0 56
SimFix 0 0 3 9 0 12
SketchFix 2 0 2 5 0 9
SOFix 0 0 0 2 0 2
ssfix 1 1 1 6 0 9

Sum for Doverfitting 54 37 93 179 18 381
Sum for all 97 59 160 297 25 638

Arja [68], Nopol [21] with two repair modes (Nopol and Dynamoth), NPEfix [61]

and Java implementation of RSRepair [67] by Arja [68] for their open-source and

continued maintenance. In the experiment, we take at most five patches per bug

per repair approach for the sake of reasonable patch generation time, thus, we

do not stop the repair process after finding the first patch, until we obtain five

test-suite adequate patches. In total, we have obtained 338 patches generated by

the five considered repair approaches.
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Generation of Tests

Defects4J Test Generation. We execute 30 runs of Evosuite [125] and Randoop

[151], using a different random seed value on each, with the goal of generating new

test cases. We also collect and ruse existing generated test cases for Defects4J

from previous research [124, 156] to augment the newly generated test cases. As

a result, we have obtained a total of 4 477 707 stable RGT tests.

QuixBugs Test Generation. For RGTEvosuite, we generate 30 different test

suites with Evosuite [125] for all 40 QuixBugs programs, averaging 2.5 minutes

for generating one test suite for each program. In total, around 1200 tests are

generated by Evosuite. For RGTInputSampling, we generate the same number of

1200 tests by InputSampling test generator.

Experimental Results

RGT Reveals Error-proneness of Manual Assessment in Defects4J Evaluation.

Over 257 patches manually classified as correct by researchers, RGT approaches

find that 10 of them are actually misclassified. The detail is given in Table 3.9.

The first column gives the patch name, with the number of the failing test by

each RGT category in the second and third columns. The last column gives

the result of the conversation we had with the original authors about the actual

correctness of the patch. For instance, the misclassified patch of patch1-Lang-35-

ACS is identified as overfitting by 12 failing tests from RGTEvosuite 140 failing

tests from RGTRandoop. This result has been confirmed by the original authors.

All 10 patches have been confirmed as actually overfitting by their original

authors. This clearly shows that manual patch assessment for scientific evaluation

is hard and error-prone. The most closely related experiment is the one performed

by Le et al. [43], which is based on 45 claimed correct patches (as opposed to 257 in

our work) and where one single patch is identified as misclassification (as opposed

to 10 in our work).

RGT Improves Precision in Detecting Overfitting Patches. We have evaluated
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Table 3.9: Misclassified patches found by RGT. The original authors agreed with
the analysis error.

RGT Failing Tests

Patch Name Evosuite Randoop Consensus

patch1-Lang-35-ACS 12 140 confirmed

patch1-Lang-43-CapGen 10 0 confirmed

patch2-Lang-43-CapGen 10 0 confirmed

patch2-Lang-51-Jaid 43 0 confirmed

patch1-Lang-27-SimFix 32 0 confirmed

patch1-Lang-41-SimFix 124 0 confirmed

patch1-Chart-5-Nopol2015 1 266 confirmed

patch1-Math-50-Nopol2015 2 0 confirmed

patch1-Lang-58-Nopol2015 21 0 confirmed

patch1-Math-73-JGenProg2015 49 0 confirmed

Sum 10 2 10 confirmed

RGT and DiffTGen [52] over the whole 381 overfitting patches from Defects4J.

Figure 3.5 shows the assessment results. Specifically, RGTEvosuite identifies 248

overfitting patches and RGTRandoop identifies 118 overfitting patches, and to-

gether they identify 274/381 overfitting patches. DiffTGen identifies 143/381

overfitting patches.

RGT assessment automatically identifies 72% (274/381) of overfitting patches.

Xin and Reiss [52] detect 37.5% of overfitting patches. RGT improves the state-

of-the-art technique DiffTGen by 190% (72% versus 37.5%), which strongly sig-

nals that RGT can increase the precision of patch assessment with ground truth

patches. RGT also reliably alleviates researchers to manually label overfitting

patches and can be reused for assessing patches generated from future repair ap-

proaches on the same benchmarks. This is a significant improvement over Le et

al. [43], which report that fewer than 20% of overfitting patches could be identi-

fied.

Precision of Three Automated Patch Assessments Evaluated on the QuixBugs

Benchmark. Table 3.10 gives the results of this analysis. The first column gives
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Figure 3.5: The effectiveness of RGT and DiffTGen.

the name of the automated assessment technique, and the second to fifth columns

indicate the number of true positives, true negatives, false positives, and false

negatives. The Precisionscientificassess is given in the last column according

to Equation 3.5. For instance, RGTEvosuite yields 174 true positives, 0 false

positives, 158 true negatives, and 6 false negatives. This means there are 174 and

158 patches that are correctly classified as overfitting and correct, respectively. On

the contrary, RGTEvosuite wrongly identifies 6 overfitting patches as correct. The

RGTEvosuite, RGTInputSampling, andGTInvariants respectively achieve a precision

rate of 98.2%, 80.8%, and 58.3% on patch assessment on QuixBugs benchmark.
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Table 3.10: Precision of three automated patch assessments evaluated on QuixBugs.

Assessment Approaches #TP #FP #TN #FN Precisionscientific assess

RGTEvosuite 174 0 158 6 98.2%

RGTInputSampling 115 0 158 65 80.8%

GTInvariants 164 125 33 16 58.3%

RGTEvosuite achieves the best precision among the three assessment tech-

niques. This is in line with our previous result that has shown that Evosuite

performs better than pure random test generation on the Defects4J benchmark.

In addition, RGTEvosuite has better precision than GTInvariants, this is because

RGTEvosuite produces fewer false positives than GTInvariants (0 versus 125). We

note that GTInvariants suffers from many false positives, and this calls for more

research on this topic. To our knowledge, this is the first study ever that uses

automatic patch generation and patch assessment on QuixBugs, showing both

their feasibility and effectiveness.

Answer to RQ3: Among the 257 Defects4J patches claimed as correct in pre-

vious work, RGT finds that 10 of them are actually overfitting. This clearly

shows that manual patch assessment for scientific evaluation is error-prone.

Among the 382 Defects4J overfitting patches, RGT assessment automatically

identifies 72% of overfitting patches. This is a 190% precision improvement over

the state-of-the-art DiffTGen [52] that detects 37.5% of overfitting patches. On

another benchmark QuixBugs, the precision ofRGTEvosuite, RGTInputSampling

and GTInvariants are 98.2%, 80.8% and 58.3%, respectively. Our experiments

show that RGT for patch assessment is feasible and effective in new and unseen

buggy datasets.





Chapter 4

Conclusion and Future Work

In this thesis, we have focused on automatic program repair that employs test

suite as specifications: test-suite-based program repair. In this chapter, we sum-

marize the dissertation’s contributions to test-suite-based program repair and

discuss potential research topics in the future.

4.1 Summary

In this thesis, we propose several techniques to address the following problems:

1) low precision of test-suite-based program repair in patch generation; 2) low

precision of patch assessment in practice; and 3) low precision of patch assessment

for scientific evaluation.

The contribution is organized into three parts to target the three above prob-

lems. First, to improve the precision of test-suite-based program repair in patch

generation, we proposed two learning-based approaches SelfAPR [46] and Re-

wardRepair [47]. These two approaches both generated ten and four unique cor-

rect patches compared with related work. They consider fewer candidate patches

to achieve comparable repair results with the state-of-the-art. Overall, SelfAPR

and RewardRepair both contribute to improving the precision of patch genera-

tion.

73
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Second, to improve the precision of patch assessment in practice, we propose

ODS which is a probabilistic model built on the static code features encoded with

characteristics of incorrect patches. ODS improves the precision of correct patch

assessment from 12.54% to 51.8% by comparing it with the three state-of-the-art

approaches [31,39,129].

Third, to improve the precision of patch assessment for scientific evaluation,

we propose RGT based on automatically generated test cases to identify incorrect

patches. RGT assessment automatically identifies 72% of overfitting patches.

This is a significant improvement over the related work of Le et al. [43], which

reported that fewer than 20% of overfitting patches could be identified. Our

work shows that automated patch assessment for scientific evaluation is helpful for

researchers to build sound evaluation results, which alleviates the error-proneness

problem of manual patch assessment.

4.2 Future Work

Our overall long-term future work is to facilitate automatic program repair re-

search being integrated with the industry to address real-world software bugs. We

propose two future works to continue test-suite-based program repair to solve two

existing challenges of repairing complex software bugs and integration between

fault localization techniques and program repair approaches.

Iterative Program Repair

The majority of existing test-suite-based repair approaches limit themselves to

solving single-isolated software failure. In practice, however, software failures are

commonly caused by multiple bugs from nested source code and dependencies.

Repairing these complex software bugs is one open and well-known challenge in

test-suite-based repair.

We note that all existing APR approaches consider repairing bugs with a
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Figure 4.1: An overview of the iterative repair process.

single repair attempt, we call it as ”one-step repair” paradigm. This one-step re-

pair paradigm typically generates multiple patches independently and in parallel.

However, complex bugs are not likely to be correctly repaired with a simple one-

step code transformation. In the contrast to existing one-step repair, our future

work focuses on developing an iterative repair process to handle multiple nested

bugs. The key idea of the iterative process is inspired by human programmers’

behavior in repairing software bugs, who continuously learned from their previous

mistakes and optimize their existing solutions.

Figure 4.1 gives an overview process of iterative repair. The yellow bar high-

lights the existing one-step repair paradigm, in which all candidate patches are

generated independently. We aim to continue the iterative repair process by

considering those candidate patches as the new buggy programs under repair.

For example, iterative repair takes input as a compilable patched program and

could improve it to a plausible patched program. In such a way, iterative repair

improves the quality of existing repair approaches.

There are two goals of iterative repairing. First, iterative repair aims to solve

complex bugs that spread across multi-locations. Second, iterative repair aims

to improve non-plausible patches in order to increase the quality of generated

patches. To our knowledge, only GenProg [14] and no other existing repair ap-

proaches adopt such an iterative process while repairing software bugs. However,
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different from GenProg, our work involves feedback diagnostics in the iterative

loop to guide the next repair actions until all conjunct patches pass the test

suite. Thanks to our previous work SelfAPR based on self-supervised learning,

our future work is able to include diagnostics into the iterative repair process.

Joint Learning of Fault Localization and Repair

Fault localization provides necessary buggy locations for automatic program re-

pair. Program repair approaches widely consider spectrum-based fault localiza-

tion techniques as a separate pre-processing step before synthesizing patches.

Employing spectrum-based fault localization as a pre-processing step causes a

serious limitation to automatic program repair that makes the program repair

precision heavily depend on the fault localization’s precision. Prior work [157]

shows that fault localization suffers a low precision in identifying the correct buggy

locations, which has been known as the bottleneck for program repair research.

Although existing work continuously improves the repair approaches, the fault

localization techniques are not improved along with those repair approaches.

Our future work focuses on building a joint learning of fault localization and

repair model. This is contrary to existing work to first obtain a ranked list of

localized buggy lines and then repair each buggy line in an enumeration. We aim

to fully integrate fault localization with the repair process. Specifically, we build

our joint learning model of fault localization and repair based on our previous

work SelfAPR. Recall that SelfAPR is able to generate training samples from a

project’s correct past version. However, SelfAPR only leverages the code trans-

formation from correct to buggy and omits the fact that the buggy locations are

known when we generate perturbation-based training samples. This is where the

improvement we will make in the future by including the known buggy locations

in training samples.

Joint learning of fault localization and repair is feasible based on self-supervised

learning by including the known buggy location information in training samples.
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As a result, the output of the learned model extends the pure patch code in Self-

APR to a pair of data that compost of predicted buggy location and predicted

patch code.
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[71] C.-P. Wong, P. Santiesteban, C. Kästner, and C. Le Goues, VarFix: Balancing

Edit Expressiveness and Search Effectiveness in Automated Program Repair,

p. 354–366. New York, NY, USA: Association for Computing Machinery,

2021.

[72] D. Kim, J. Nam, J. Song, and S. Kim, “Automatic patch generation learned

from human-written patches,” in Proceedings of the 2013 International Con-

ference on Software Engineering, ICSE ’13, p. 802–811, IEEE Press, 2013.

[73] X. B. D. Le, D. Lo, and C. Le Goues, “History driven program repair,” in

2016 IEEE 23rd International Conference on Software Analysis, Evolution,

and Reengineering (SANER), vol. 1, pp. 213–224, 2016.

[74] X. Liu and H. Zhong, “Mining stackoverflow for program repair,” in 2018

IEEE 25th International Conference on Software Analysis, Evolution and

Reengineering (SANER), pp. 118–129, 2018.

[75] C. Barrett and C. Tinelli, Satisfiability Modulo Theories, pp. 305–343. Cham:

Springer International Publishing, 2018.

[76] S. Mechtaev, J. Yi, and A. Roychoudhury, “Directfix: Looking for simple

program repairs,” in 2015 IEEE/ACM 37th IEEE International Conference

on Software Engineering, vol. 1, pp. 448–458, 2015.

[77] A. Afzal, M. Motwani, K. T. Stolee, Y. Brun, and C. Le Goues, “Sosrepair:

Expressive semantic search for real-world program repair,” IEEE Transac-

tions on Software Engineering, vol. 47, no. 10, pp. 2162–2181, 2021.



REFERENCES 89

[78] R. Shariffdeen, Y. Noller, L. Grunske, and A. Roychoudhury, “Concolic pro-

gram repair,” in 42nd ACM SIGPLAN Conference on Programming Language

Design and Implementation (PLDI), 2021.

[79] R. Shariffdeen, S. H. Tan, M. Gao, and A. Roychoudhury, “Automated patch

transplantation,” in ACM Transactions on Software Engineering and Method-

ology (TOSEM), p. 1–36, 2021.

[80] F. Long and M. Rinard, “Staged program repair with condition synthesis,” in

Proceedings of the 2015 10th Joint Meeting on Foundations of Software En-

gineering, ESEC/FSE 2015, (New York, NY, USA), p. 166–178, Association

for Computing Machinery, 2015.

[81] T. Durieux and M. Monperrus, “Dynamoth: Dynamic code synthesis for

automatic program repair,” in Proceedings of the 11th International Workshop

on Automation of Software Test, AST ’16, (New York, NY, USA), p. 85–91,

Association for Computing Machinery, 2016.

[82] S. Chandra, E. Torlak, S. Barman, and R. Bodik, “Angelic debugging,” in

Proceedings of the 33rd International Conference on Software Engineering,

ICSE ’11, (New York, NY, USA), p. 121–130, Association for Computing

Machinery, 2011.

[83] X.-B. D. Le, F. Thung, D. Lo, and C. L. Goues, “Overfitting in semantics-

based automated program repair,” in Proceedings of the 40th International

Conference on Software Engineering, ICSE ’18, (New York, NY, USA),

pp. 163–163, ACM, 2018.

[84] X. Gao, S. Mechtaev, and A. Roychoudhury, “Crash-avoiding program re-

pair,” in Proceedings of the 28th ACM SIGSOFT International Symposium

on Software Testing and Analysis, ISSTA 2019, 2019.

[85] Z. Chen and M. Monperrus, “A literature study of embeddings on source

code,” 2019.



90 REFERENCES

[86] R.-M. Karampatsis, H. Babii, R. Robbes, C. Sutton, and A. Janes, “Big

code!= big vocabulary: Open-vocabulary models for source code,” in 2020

IEEE/ACM 42nd International Conference on Software Engineering (ICSE),

pp. 1073–1085, IEEE, 2020.

[87] A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. N. Gomez,

u. Kaiser, and I. Polosukhin, “Attention is all you need,” in Proceedings of

the 31st International Conference on Neural Information Processing Systems,

NIPS’17, (Red Hook, NY, USA), p. 6000–6010, Curran Associates Inc., 2017.

[88] A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. N. Gomez,

L. u. Kaiser, and I. Polosukhin, “Attention is all you need,” in Advances in

Neural Information Processing Systems, vol. 30, 2017.

[89] A. Hindle, E. T. Barr, Z. Su, M. Gabel, and P. Devanbu, “On the naturalness

of software,” in Proceedings of the 34th International Conference on Software

Engineering, ICSE ’12, p. 837–847, IEEE Press, 2012.

[90] M. Allamanis, E. T. Barr, C. Bird, and C. Sutton, “Learning natural coding

conventions,” in Proceedings of the 22nd ACM SIGSOFT International Sym-

posium on Foundations of Software Engineering, FSE 2014, (New York, NY,

USA), p. 281–293, Association for Computing Machinery, 2014.

[91] M. Allamanis, H. Peng, and C. Sutton, “A convolutional attention network for

extreme summarization of source code,” in Proceedings of The 33rd Interna-

tional Conference on Machine Learning (M. F. Balcan and K. Q. Weinberger,

eds.), vol. 48 of Proceedings of Machine Learning Research, (New York, New

York, USA), pp. 2091–2100, PMLR, 20–22 Jun 2016.

[92] M. White, C. Vendome, M. Linares-Vásquez, and D. Poshyvanyk, “Toward

deep learning software repositories,” in Proceedings of the 12th Working Con-

ference on Mining Software Repositories, MSR ’15, p. 334–345, IEEE Press,

2015.



REFERENCES 91

[93] R. Gupta, S. Pal, A. Kanade, and S. Shevade, “Deepfix: Fixing common c

language errors by deep learning,” in Proceedings of the Thirty-First AAAI

Conference on Artificial Intelligence, AAAI’17, p. 1345–1351, AAAI Press,

2017.

[94] U. Alon, M. Zilberstein, O. Levy, and E. Yahav, “Code2vec: Learning dis-

tributed representations of code,” Proc. ACM Program. Lang., vol. 3, jan

2019.

[95] P. Bielik, V. Raychev, and M. Vechev, “Phog: Probabilistic model for code,”

in Proceedings of The 33rd International Conference on Machine Learning

(M. F. Balcan and K. Q. Weinberger, eds.), vol. 48 of Proceedings of Machine

Learning Research, (New York, New York, USA), pp. 2933–2942, PMLR,

20–22 Jun 2016.

[96] S. Chakraborty, Y. Ding, M. Allamanis, and B. Ray, “Codit: Code editing

with tree-based neural models,” IEEE Transactions on Software Engineering,

2020.

[97] M. Allamanis, M. Brockschmidt, and M. Khademi, “Learning to represent

programs with graphs,” CoRR, vol. abs/1711.00740, 2017.

[98] M. Allamanis, H. Jackson-Flux, and M. Brockschmidt, “Self-supervised bug

detection and repair,” in NeurIPS, 2021.

[99] B. Tang, B. Li, L. Bo, X. Wu, S. Cao, and X. Sun, “Grasp: Graph-to-sequence

learning for automated program repair,” in 2021 IEEE 21st International

Conference on Software Quality, Reliability and Security (QRS), pp. 819–

828, 2021.

[100] M. Yasunaga and P. Liang, “Graph-based, self-supervised program repair

from diagnostic feedback,” in International Conference on Machine Learning

(ICML), 2020.



92 REFERENCES

[101] D. Tarlow, S. Moitra, A. Rice, Z. Chen, P.-A. Manzagol, C. Sutton, and E. Af-

tandilian, “Learning to fix build errors with graph2diff neural networks,” in

Proceedings of the IEEE/ACM 42nd International Conference on Software

Engineering Workshops, ICSEW’20, (New York, NY, USA), p. 19–20, Asso-

ciation for Computing Machinery, 2020.

[102] R. Sennrich, B. Haddow, and A. Birch, “Neural machine translation of rare

words with subword units,” in Proceedings of the 54th Annual Meeting of

the Association for Computational Linguistics (Volume 1: Long Papers),

pp. 1715–1725, Association for Computational Linguistics, Aug. 2016.

[103] T. Kudo and J. Richardson, “Sentencepiece: A simple and language inde-

pendent subword tokenizer and detokenizer for neural text processing,” in

Empirical Methods in Natural Language Processing(EMNLP), 2018.

[104] S. Hochreiter and J. Schmidhuber, “Long short-term memory,” Neural com-

putation, vol. 9, pp. 1735–80, 12 1997.

[105] A. See, P. Liu, and C. Manning, “Get to the point: Summarization with

pointer-generator networks,” in Association for Computational Linguistics,

2017.

[106] Y. Li, S. Wang, and T. N. Nguyen, “Dlfix: Context-based code transformation

learning for automated program repair,” in Proceedings of the ACM/IEEE

42nd International Conference on Software Engineering, ICSE ’20, (New

York, NY, USA), p. 602–614, Association for Computing Machinery, 2020.

[107] J. L. Elman, “Finding structure in time,” Cognitive Science, vol. 14, no. 2,

pp. 179–211, 1990.

[108] S. Chakraborty and B. Ray, “On multi-modal learning of editing source code,”

in 2021 36th IEEE/ACM International Conference on Automated Software

Engineering (ASE), 2021.



REFERENCES 93

[109] W. Ahmad, S. Chakraborty, B. Ray, and K.-W. Chang, “Unified pre-training

for program understanding and generation,” in Proceedings of the 2021 Con-

ference of the North American Chapter of the Association for Computational

Linguistics: Human Language Technologies, (Online), pp. 2655–2668, Asso-

ciation for Computational Linguistics, June 2021.

[110] X. Xu, X. Wang, and J. Xue, “M3v: Multi-modal multi-view context em-

bedding for repair operator prediction,” in 2022 IEEE/ACM International

Symposium on Code Generation and Optimization (CGO), pp. 266–277, 2022.

[111] E. Dinella, H. Dai, Z. Li, M. Naik, L. Song, and K. Wang, “Hoppity: Learning

graph transformations to detect and fix bugs in programs,” in International

Conference on Learning Representations, 2020.

[112] T. Ahmed, N. R. Ledesma, and P. Devanbu, “Synshine: improved fixing of

syntax errors,” IEEE Transactions on Software Engineering, 2022.

[113] G. E. Hinton, “Learning multiple layers of representation,” Trends in Cogni-

tive Sciences, vol. 11, pp. 428–434, 2007.

[114] R. Collobert, J. Weston, L. Bottou, M. Karlen, K. Kavukcuoglu, and

P. Kuksa, “Natural language processing (almost) from scratch,” vol. 12,

p. 2493–2537, 2011.

[115] J. Pennington, R. Socher, and C. Manning, “GloVe: Global vectors for word

representation,” in Proceedings of the 2014 Conference on Empirical Methods

in Natural Language Processing (EMNLP), pp. 1532–1543, Association for

Computational Linguistics, Oct. 2014.

[116] A. M. Dai and Q. V. Le, “Semi-supervised sequence learning,” in Advances

in Neural Information Processing Systems (C. Cortes, N. Lawrence, D. Lee,

M. Sugiyama, and R. Garnett, eds.), vol. 28, Curran Associates, Inc., 2015.

[117] J. Howard and S. Ruder, “Universal language model fine-tuning for text clas-

sification,” Association for Computational Linguistics, pp. 328–339, 01 2018.



94 REFERENCES

[118] Z. Feng, D. Guo, D. Tang, N. Duan, X. Feng, M. Gong, L. Shou, B. Qin,

T. Liu, D. Jiang, and M. Zhou, “Codebert: A pre-trained model for pro-

gramming and natural languages,” in Empirical Methods in Natural Language

Processing(EMNLP), 2020.

[119] M. Martinez, T. Durieux, R. Sommerard, J. Xuan, and M. Monperrus, “Au-

tomatic Repair of Real Bugs in Java: A Large-Scale Experiment on the De-

fects4J Dataset,” Springer Empirical Software Engineering, 2016.

[120] H. Tian, K. Liu, A. K. Kaboreé, A. Koyuncu, L. Li, J. Klein, and T. F.
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