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Abstract

Probability of Default (PD) is a standard metric to model and monitor credit risk, a major risk

facing financial institutions. Traditional PD models are used to forecast risk levels in the long-

term, while short-term PD predictions are rarer, but they can support management decisions on

an operational level. This thesis investigates the potential usage of short-term PD for credit card

invoices within the invoice-to-cash process involving cash-collection activities, such as reminders and

calls to customers. A model of this sort enables customized cash-collection efforts that are adapted

to different credit card holders. Specifically, the main objectives of this thesis are to examine the

usability of machine learning techniques in predicting the short-term default probability of credit

card invoices and to investigate what features of credit card holders are important for default

prediction.

The data set was collected from SEB Kort Bank AB, a payment card company operating in the

Nordics, and it consists of overdue credit card invoices with belonging customer behavioural data.

Customer behavioural data includes historical purchase patterns, customer information and event

variables etc. The data is severely imbalanced with much fewer default invoices than non-default

invoices. The features were selected using filter methods and correlation analysis. Several machine

learning algorithms, including logistic regression, decision trees, random forest, CatBoost and XG-

Boost, were tested along with various resampling techniques, such as undersampling and SMOTE

to treat class imbalances.

The results were primarily evaluated using Precision-Recall AUC and F-score. The two best-

performing models had a Precision-Recall AUC and an F-score of 0.304 and 0.332, respectively.

The ROC-AUC was roughly 0.89 for both models. Both models were trained using CatBoost.

The results obtained suggest a fair performance for the default class (but superior to a baseline

model) and a high performance for the non-default class. Moreover, it was shown that the cut-off

probability threshold is a key aspect of classifying an invoice as default or non-default and should

be adjusted after preference based on a precision-recall trade-off. Furthermore, feature importance

was evaluated using two metrics, i.e, how much on average a prediction changes when the feature

changes, and how much the loss value changes when the feature is included or excluded. The

main finding in terms of feature importance is that event variables are not critical. The observed

important predictive features include credit card balances, card activities, credit utilization and

the number of historical invoice payments. Further research is recommended to draw definite

conclusions in this regard.

Keywords: Probability of Default, Credit Risk, Short-term Default Prediction, Machine Learning,

Gradient Boosting, Thresholding.
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Sammanfattning

Svensk titel: Prediktion av kortsiktig fallissemang hos kreditkortsfakturor med beteendedata

Probability of Default (PD) eller sannolikheten för fallissemang är ett standardmått för att mod-

ellera och övervaka kreditrisk, en väsentlig risk som finansiella institutioner st̊ar inför. Traditionella

PD-modeller används för att prognostisera riskniv̊aer p̊a l̊ang sikt. Prognostisering av PD p̊a ko-

rtsikt är mer sällsynt men kan användas till att stödja ledningsbeslut p̊a operativ niv̊a. Denna

avhandling undersöker den potentiella användningen av kortsiktig PD för kreditskortsfakturor inom

processen gällande indrivningen av likvida medel för kreditkortsfakturor, s̊asom p̊aminnelser och

samtal till kunder. En modell av detta slag möjliggör skräddarsydda processer som är anpassade till

olika kreditkortsinnehavare. Syftet med denna avhandling att undersöka användbarheten av olika

maskininlärningsalgoritmer för att förutsp̊a kortsiktig PD för kreditkortsfakturor och att undersöka

vilka variabler hos kreditkortsinnehavare som är viktiga.

Datan har samlats in fr̊an SEB Kort Bank AB, ett betalkorts företag med verksamhet i Norden,

och best̊ar av förfallna kreditkortsfakturor med tillhörande kundbeteendedata. Kundbeteendedatan

inkluderar historiska köpmönster, kundinformation och händelsevariabler etc. Datat är kraftigt

obalanserat där antalet fakturor som g̊ar till fallissemang är mycket färre än fakturor som betalas

efter förfallodatumet. Variablerna valdes ut genom filtermetoder och korrelationsanalyser. Flera

maskininlärningsalgoritmer, inklusive logistisk regression, beslutsträd, random forest, CatBoost och

XGBoost, testades tillsammans med olika resamplingtekniker, s̊asom undersampling och SMOTE

för att hantera de obalanserade klasserna.

Resultaten utvärderades i första hand med Precision-Recall AUC och F-score. De tv̊a modeller

som presterade bäst tränades med CatBoost och hade en Precision-Recall AUC samt en F-score

p̊a 0, 304 respektive 0, 332. ROC-AUC var ungefär 0, 89 för b̊ada modellerna. De erh̊allna resul-

taten tyder p̊a en acceptabel prestanda för fallissemangklassen (men överlägsen en basmodell) och

en hög prestanda för icke-fallissemangklassen. Fortsättningsvis visades det att tröskelvärdet som

avgör om en faktura klassificeras som fallissemang eller ej är viktig och bör justeras efter preferens

baserat p̊a en avvägning mellan precision och recall. Variablernas relevans utvärderades med tv̊a

mätvärden: hur mycket i genomsnitt en prognostisering ändras när variabeln ändras, samt hur my-

cket förlustfunktionen ändras när variabeln inkluderas eller exkluderas. Huvudslutsatsen gällande

variablernas relevans är att händelsevariabler inte är kritiska. De variabler som var betydelsefulla

inkluderar kreditkortssaldon, kortaktiviteter och antalet historiska fakturabetalningar. Variationen

p̊a variablernas relevans var dock hög och därmed rekommenderas ytterligare forskning för att dra

säkra slutsatser i detta avseende.

Nyckelord: Sannolikheten för Fallissemang, Kreditrisk, Kortsiktig Fallissemang Prediktion, Mask-

ininlärning, Gradientförstärkning, Tröskling.
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Chapter 1

Introduction

The introductory chapter begins with a background to this thesis. Thereafter, the thesis objective

is presented followed by the scope and delimitation. Finally, an outline for the rest of the report is

given.

1.1 Background

The credit card industry has existed for decades and has throughout the years affected consumer

purchase habits. Over time, the number of cardholders and transaction volumes have increased

substantially. According to a recent market research report conducted by Infinity research, the

global credit card payments market is expected to grow at a compound annual growth rate (CAGR)

of 7.66% until 2026 [1]. In 2020, 83% of all American adults held at least one credit card [2] with

the average being 3.84 credit cards [3]. Moreover, credit cards represented a total of 27% of all

payments in the US 2020 [4]. With the increase in credit card issuing and consumer spending,

overdue payments, debt and delinquency rates cannot be neglected and risk management in credit

risk is a necessity.

Credit risk is a major risk facing financial institutions [5]. Numerous risk parameters and risk

models are used to keep default rates and credit losses at a tolerable level. In short, default is a

state where debtors fail to repay outstanding debt or meet the contractual obligations of a loan

which in turn increases the risk of credit losses remarkably. One common metric to model and

monitor credit risk is the Probability of default (PD). The notion was introduced with Basel II,

1



Chapter 1. Introduction 2

an international regulatory accord for the banking sector published in June 2004. However, it was

not fully implemented in the major economies until the financial crisis of 2007-2008 already had

intervened.

PD is a measurement of a customer’s repayment capacity and is for instance used to perform

credit scoring in the application process (among other parameters). The application is approved or

denied depending on a preset cut-off probability. PD models are usually used to forecast risk levels

as a long-term variable within the next 12 months. Short-term PD predictions are rarer and less

employed, though they can provide valuable insight for risk management on an operational level

[6].

One application of short-term probability of default is within the Invoice-to-Cash (I2C) process

which involves cash-collection activities such as reminders/calls to the customer. The process begins

with an invoice being sent and ends when the debt is resolved. An efficient and well-functioning

Invoice-to-Cash process is of crucial importance and invoice/account receivables are the backbone

of modern corporate finance [7]. Unlike secured loans such as mortgage loans and car loans, credit

is often unsecured and there is no protection by collateral.

Despite the advancement of data science and machine learning, the cash-collection process is still

mostly manual and generic. Thus, there is no pronounced customization between customers. For

example, reminders are sent at fixed time intervals with no regard to whether debtors had prior

payment difficulties or always paid on time.

Short-term PD predictions can provide significant utility (over traditional PD models) to the

Invoice-to-Cash process by supporting management decisions on the operational level and aiding in

risk mitigation strategies on an invoice level. For instance, it allows for a customized cash-collection

procedure where customers can be handled differently. One might believe that previous flawless

customers have a higher chance of repaying the debt with or without a reminder in comparison

to customers with historical payment difficulties. The latter may also benefit from earlier and/or

an increased number of reminders. A data-driven cash-collection tool also allows for prioritization

strategies and could answer questions such as Who should we contact first? and Which customer

will most likely pay late?. Moreover, the debt collection procedure works differently depending on

the country. In some Nordic countries such as Denmark and Norway, it is set up as a ”first come,

first served” process. In these cases, debt collection can be requested earlier and the probability of

receiving payments could increase.
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1.2 Thesis Objective

The main objective of this thesis is to predict the short-term default probability of credit card

invoices. In addition, feature importance will also be examined. The ”short-term” part is associated

with the ”per invoice basis” rather than predicting the otherwise common long-term (12 months)

PD. This project will focus on invoices between the due date and debt collection, a phase sometimes

referred to as pre-collection. In this stage, the invoice is overdue, reminders are being sent and

there is a risk that the customer defaults unless the invoice is paid within a certain amount of

time, commonly 90 days. A model that can predict payment outcomes, enables a customized

cash-collection process and may aid management in decision-making.

The data consist of invoice and behavioural data for credit card usage in Nordic countries. Naturally,

the project follows a statistical- and supervised learning approach. The research question for the

project is formulated as:

Which statistical learning technique from a predefined set exhibit the best performance

and what features of credit card holders are of the most importance in terms of identifying

invoice default in the pre-collection phase?

Extensive research has been done in the field of credit risk and predicting the probability of default

as a long-term variable. However, research on the short-term probability of default for invoices in

the pre-collection phase is quite limited.

1.3 Scope and Delimitation

Over the last decades, a large number of algorithms and methods have emerged to solve classifi-

cation problems. The scope of this thesis will be to predict the default probability of credit card

invoices by considering various statistical learning methods and associated techniques. Feature im-

portance will also be investigated. The features are extracted from a database belonging to SEB

Kort Bank AB (a Nordic payment card company) and consist of credit card data of both invoice and

behavioural character from Sweden, Norway, Denmark and Finland. Consequently, geographical

and behavioural biases might appear due to the different nature of the data. The lack of com-

putational resources sets restrictions for the usage of some computationally intensive algorithms

and methods. In addition, the sheer size of the database implies certain constraints for the feature

extraction process, since all available features can not be included in the data set.



Chapter 1. Introduction 4

1.4 Thesis outline

Chapter 2 gives an overview of credit risk and the regulatory landscape focusing on the Basel

Capital Accords. Chapter 3 provides a literature review of recent research and developments in the

prediction/modelling of the probability of default and Invoice-to-Cash process. Chapter 4 gives a

theoretical background of relevant statistical learning concepts/methods. Chapter 5 is devoted to

the data, where the features and the prepocessing are presented. Chapter 6 presents the results

and findings. Chapter 7 discusses the results and finally, in chapter 8, the thesis is concluded and

further research suggestions are provided.



Chapter 2

Credit Risk

Chapter 2 is intended to give an overview of credit risk where the Basel accord regulations and the

two approaches to calculating capital requirements for credit risk are presented. Thereafter, the

necessary metrics used for credit risk modelling are briefly described.

2.1 Regulations

The Basel Accords are a series of regulation agreements published by the Basel Committee on Bank

Supervision (BCBS). It targets financial institutions and aims to provide financial stability despite

the business cycle. Basel I was published in 1988, including requirements to hold capital equivalent

to a minimum of 8% of risk-weighted assets (a bank’s assets weighted based on risk). Basel II

was adopted in June 2004, extending the rules of Basel I to three main pillars: Minimum Capital

Requirement, Supervisory Review and Market Discipline.

Minimum capital requirement expands the rules for the previous capital requirements and al-

lows banks to use internal models to evaluate credit risk when quantifying capital requirements.

The standarized approach and Foundation/Advanced Internal Ratings-Based (F-IRB/A-IRB) ap-

proaches are introduced, which will be discussed in more detail below. Moreover, new definitions

of three main financial risks are proposed: credit risk, market risk and operational risk.

Capital Adequacy Ratio (CAR) =
Eligible Capital

Risk weighted Assets
(2.1)

5



Chapter 2. Credit Risk 6

Under Basel I, a minimum Capital Adequacy Ratio (CAR) of 8% was required. This was increased

to 10.5% under Basel III [8].

Supervisory Review is the second pillar requirement, where supervisors evaluate the risks that

banks encounter involving business models, internal governance, capital risks and liquidity risks.

By consistently reviewing the risk managing operations, one may foresee and notice potential issues

to take immediate interventions. [9]

Market Discipline supplements supervision by increasing market transparency and discipline. It

requires banks to disclose more information and thus allows market participants to access key figures

on capital, risk profiles, risk processes etc. This may give incentives to banks to have reasonable

risk management and behave rationally. [10]

While Basel II was published in June 2004, it was not fully absorbed by major economies until

after the financial crisis of 2007-2008. After the financial crisis, regulators demanded transparency

in the banking operations as well as additional insight into customers’ credit risk. In response, an

initial version of Basel III was presented shortly after. The same pillar structure as Basel II is

kept, but capital requirements became stricter and additional measures were included such as a

counter-cyclical capital buffer, leverage ratio and liquidity requirements to prevent future crises.

The finalized version of Basel III was published in December 2017 and will result in Basel IV

due to significant changes compared to the initial version. It includes new rules and standards for

credit risk, credit valuation adjustment and operational risk frameworks. For example, banks will

no longer be allowed to use the advanced IRB approach for exposures with an annual revenue of

more than €500 million. Also, IRB approaches will not be allowed for equity exposures [11].

2.1.1 Approaches to Calculate Capital Requirements

The standarized approach is the simplest approach to credit risk. It uses prescribed risk weights

which are dependent on asset class and external ratings. Under certain conditions and given su-

pervisory approval, financial institutions are allowed to use internally developed credit risk models

to estimate risk parameters to calculate the capital requirements. This is known as the internal

ratings-based (IRB) approach to credit risk.

There are two different IRB approaches: Foundation IRB (F-IRB) and Advanced IRB (A-IRB).

Generally, the IRB approach is about modelling three risk measures (which will be discussed in

Section 2.2): the probability of default (PD), loss given default (LGD) and exposure at default

(EAD). The F-IRB approach only uses internally developed PD models and uses predetermined
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inputs for LGD and EAD. The A-IRB approach requires internal ratings for all three measures.

With Basel IV, constraints will be initiated for the IRB approach.

2.2 Credit Risk Overview

Credit risk, market risk and operational risk are three major risk classes described in the first pillar

of Basel II concerning the minimum capital requirement. Credit risk concerns the risk of a debtor

defaulting which means that the debtor fails to repay outstanding debt or meet the contractual

obligations of a loan. Credit risk accounts for the largest share and requires banks to hold most

regulatory capital [5].

Credit risk modelling refers to the development of quantitative models to estimate different measures

related to default risk and capital requirements; namely probability of default (PD), loss given

default (LGD), exposure at default (EAD) and expected loss (EL).

2.2.1 Probability of Default (PD)

Probability of Default is a risk measure describing a borrower’s likeliness of repaying its debt or

meeting contractual obligations in time, usually for a time period of 1 year. It is defined as a

probability where 1 corresponds to default and 0 equals no risk of default. The most common

definition of default is when an obligor is past due by more than 90 days. PD models are used

for credit scoring; for example, firms usually have a PD threshold to for example accept/decline

a potential customer. It is also used to quantify risk i.e calculate the expected loss (presented

below) and the risk-weights (in the IRB approach) used to determine the risk-weighted assets for

the capital requirements.

The formal definition of probability of default is given in paragraph 452 of the Basel II framework

[12]:

Paragraph 452 of the Basel II framework: a default is considered to have occurred with

regard to a particular obligor when either or both of the two following events have taken

place.

• The bank considers that the obligor is unlikely to pay its credit obligations to the

banking group in full, without recourse by the bank to actions such as realising

security (if held).
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• The obligor is past due more than 90 days on any material credit obligation to the

banking group (footnote 89). Overdrafts will be considered as being past due once

the customer has breached an advised limit or been advised of a limit smaller than

current outstandings.

• (footnote 89) In the case of retail and public sector entities obligations, for the

90-day figure, a supervisor may substitute a figure of up to 180 days for different

products, as it considers appropriate to local conditions. In one member country,

local conditions make it appropriate to use a figure of up to 180 days also for lending

by its banks to corporates; this applies for a transitional period of five years.

2.2.2 Loss Given Default (LGD)

Loss given default is an estimate of the amount of funds that will be lost in an event of default of a

debtor, commonly expressed as a percentage. LGD is a variable needed to calculate the expected

loss. LGD is calculated as 1 subtracted with the recovery rate which is the realistic proportion of

an asset (or assets) value that the lender can expect to get returned in case of a default. A higher

expected recovery rate equals a lower LGD.

2.2.3 Exposure At Default (EAD)

Exposure at default is the estimated amount of loss that a lender is exposed to in an event of

default. For example, there is a fixed credit limit for for a credit card issuer. However, there is

uncertainty concerning the amount of credit spent. This risk exposure is captured in the EAD.

2.2.4 Expected Loss (EL)

The expected loss is calculated as the product of the previously three described metrics.

EL = PD · LGD · EAD (2.2)

It is the amount a bank is expected to lose due to default events.



Chapter 3

Literature Review

The primary aim of this thesis is to investigate the possibility to predict the short-term default

probability of credit card invoices. Hence, this project concerns credit risk along with the Invoice-

to-Cash process. Recent developments within these areas are of great relevance and this chapter is

devoted to summarizing and giving an overview of previous research in the field. Probability of de-

fault is a widely adopted framework for financial institutions using an internal rates-based approach

for credit risk. Under the Basel accords, these financial institutions are required to implement a PD

model. Therefore, predicting default probability is a well-researched field. However, traditional PD

models usually predict default as a long-term variable of one year and are not of great importance

for predicting short-term default probability on an invoice basis. Accordingly, the relevant literature

involves either the prediction of invoice payments or short-term default probability rather than PD

models in general.

Zeng et al. [13] use predictive analysis to improve Invoice-to-Cash collection by enabling customized

collection actions for each customer/invoice. The data set consists of invoices created from March

2004 to February 2005 from four firms of which two are fortune 500 companies. Three firms are

within the telecommunication sector and the fourth one is within digital advertising placement.

The authors focused on returning customers due to the accessibility of historical information and

different payment behaviours. They found that the models can predict with high accuracy whether

an invoice will be paid on time or delayed. They find that customer behavioural data together with

invoice data yields significant improvements in terms of prediction accuracy. Out of several methods

such as Boosting, Naive Bayes, logistic regression and C4.5 (decision trees), C4.5 achieved the best

9
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result. Furthermore, they concluded that a unified model performs better than firm-specific models.

One explanation was that a unified model generalizes better, learns common patterns for all firms

and has more training data. Finally, a simulation was performed which shows that the collection

time can be reduced by a factor of up to four by using a predictive model.

Appel et al. [14] from IBM Research presented a similar study as Zeng et al. [13] focusing on

predicting invoice payments to optimize cash-collection. The study focused on invoices provided

by a multinational bank consisting of around 175,000 invoices from 8 countries in Latin America.

The data set contains information on the invoice level such as invoice value, and additional features

were extracted to create historical features such as total paid invoices. They set up the problem

as a binary classification, with labels being ”Late” and ”on time”. The ”on time” label includes a

5-day slack from the due date to account for processing time etc. Five classification methods were

tested: Naive Bayes, Logistic regression, k-nearest neighbours, random forest and gradient-boosted

decision trees (XGBoost). Different window sizes i.e the number of months prior considered, for

the aggregated historical features were tested. The classes were balanced and accuracy was used

as a performance metric. XGBoost and Random Forest were found to perform best using a 2-

months window size achieving a 79.75% and 79.55% test accuracy, respectively. Interestingly, the

study shows that using all available historical data does not yield the best performance. This is

known as concept drift when the statistical distribution of the features shifts over time. Finally, a

prioritization formula to rank customers was suggested which is defined by the sum of the expected

value of each invoice value for each customer.

Similarly to this report, Yuhan [15] investigated the possibility to predict the default probability

of credit card bills. For a sample size of 30000 with 6636 defaults and 23 original features and

25 additional features mined from the original variables, XGBoost delivered an AUCROC of 0.779.

Yuhan also converted the default probability into a credit-score system to aid with the credit

rating. Perko [6] studied short-term invoice predictions to aid in liquidity planning accuracy and

help financial management in firms. Perko divided the research into two phases; firstly, only invoice

data is used and secondly, behavioural data is added. The results were then compared. Specifically,

Perko tried to find the probability of an invoice being paid within the next 30 days. Various

classification methods were tested and neural networks achieved the highest AUCROC of 96.13% on

invoice data and 98.49% with the addition of behavioural data which indicates high predictability.



Chapter 4

Statistical Theory

This chapter presents the essential statistical theory and algorithms needed for this project. The

statistical methods used will be explained followed by model optimization techniques and model

evaluation metrics.

4.1 Statistical Learning Overview

Statistical learning involves developing tools for understanding and utilizing data. The tools can

be split into two categories: supervised and unsupervised learning. Generally, supervised learning

concerns modelling statistical algorithms to predict and classify labelled data sets. Unsupervised

learning uses algorithms to analyze unlabeled data sets without the need for human intervention

[16]. The simplest form of classification is when the output is a binary response meaning that

the target variable y has two possible output classes (0 and 1). The two classes in this thesis

are ”Default” and ”Non-default”. A thorough definition of the target variable is given in Sec-

tion 5.1.1. The features/predictors X are independent variables and the target variable is the

dependent variable. A supervised learning model can be formulated as 4.1 with the data set

D = (x1, y1), (x2, y2), ..., (xN , yN ). The model is

Y = f(X) + ϵ (4.1)

where Y ∈ {0, 1}, X = [x1, x2, ..., xN ], ϵ is the random error and N is the number of samples in the

data set.

11
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4.2 Logistic Regression

Logistic regression is a classification method which has similar attributes to linear regression. The

largest difference is that linear regression fits a line rather than a non-linear function. Furthermore,

logistic regression is typically used for classification and linear regression is used to predict contin-

uous quantities. Logistic regression outputs probabilities and the classification is dependent on a

chosen probability threshold. Without defining a probability threshold, it can be used for regression

as well. Within credit risk, logistic regression is commonly used to model the probability of default

(PD) and often used as a benchmark [17].

Logistic regression returns values between zero and one, which can be interpreted as probabilities

by utilizing the logistic function defined as

fLR(xi) = P (Yi = 1|Xi = xi) =
1

1 + exp(−(β0 + βTxi))
(4.2)

where β0 and βT are model parameters, and xi are the independent variables for observation i.

βT is a vector of coefficients, also known as feature weights, β = [β1, β2, ..., βp]
T , where p is the

number of independent variables in the data set.

Equation (4.2) is derived from the log odds of fLR(xi) which is how the non-linear regression is

modelled. The log odds of fLR(xi) is formulated as

log

(

fLR(xi)

1− fLR(xi)

)

= log

(

P (Yi = 1|Xi = xi)

1− P (Yi = 1|Xi = xi)

)

= β0 + βTxi. (4.3)

Since logistic regression outputs a probability, it can either be used for regression or classification.

For classification, a threshold needs to be defined and the predicted class is decided by

ŷi =







1, for P (Yi = 1|Xi = xi) ≥ c

0, for P (Yi = 1|Xi = xi) < c
(4.4)

where c is the chosen decision threshold.

The model parameters B = [β0,β
T ] are estimated using maximum likelihood. For a binary classi-

fication case, the log-likelihood function is given by the joint probability of the observations:
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L(B) = L(β0,β) =

N
∑

i=1

{

yi log
(

(fLR(xi)
)

+ (1− yi) log
(

1− fLR(xi)
)

}

=

N
∑

i=1

{

yi
(

β0 + βTxi

)

− log
(

1 + eβ0+βT xi

)

}

.

(4.5)

The likelihood function (4.5) is then maximized by setting the derivative of L(β0,β) to zero ac-

cording to

∂L(B)

∂B
=

N
∑

i=1

xi(yi − fLR(xi)) = 0. (4.6)

With (4.6), there are in total p + 1 nonlinear equations in B, which are usually solved by the

Newton-Rahpson method. Consequently, second derivatives are necessary

∂2L(B)

∂B∂BT
= −

N
∑

i=1

xix
T
i fLR(xi)(1− fLR(xi)). (4.7)

At a current B(n), a Newton-Rahpson step is calculated according to

B(n+1) = B(n) −

(

∂2L(Bn)

∂Bn∂(Bn)T

)−1
∂L(Bn)

∂Bn
. (4.8)

The iterations continue until a certain stopping criterion is met such as |B(n+1)−B(n)| < tolerance.

If the algorithm does not converge, the iterations stop after a predefined number of iterations.

4.3 Decision tree

A Decision tree is a supervised learning algorithm used for either regression or classification, some-

times referred to as CART (Classification And Regression Trees). Both are similar to each other

with the difference being that classification trees predict a qualitative output whereas regression

trees predict a quantitative output.

A decision tree can be visualized as a binary tree shown in Figure 4.1b. It consists of two elements:

nodes and branches. At each node, one feature is evaluated and splits the data. Decision trees

consist of three types of nodes:
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• Root node: The beginning of the tree and where the best variable to split the data is

assessed.

• Decision node: The nodes where variables are split. Final predictions are not made at the

decision nodes.

• Leaf node: Final nodes of the tree which do not have an outflow branch. The predic-

tions/classifications are made here.

Decision trees can also be depicted through a partitioned feature space as shown in Figure 4.1a.

In this particular example, a feature space in R
2 is divided into M = 6 non-overlapping regions

which also can be interpreted as node leaves. For classification trees, the majority proportion

of class observations decides what the prediction will be in the respective region. The following

mathematical expression is introduced

p̂mk =
1

Nm

∑

xi∈Rm

I(yi = k) (4.9)

which describes the proportion of class k observations in region Rm. Nm is the number of observa-

tions in region m. The output class for each region Rm is determined by the majority class given

by

class(Rm) = argmax
k

(p̂mk) (4.10)



Chapter 4. Statistical Theory 15

(a) Feature space in R
2 partitioned into M = 6

regions

(b) Decision tree with M = 6 node leaves

Figure 4.1: Decision tree structure. Image source: [18]

The splitting at each node is based on information gain i.e the reduction in node impurity. The

latter describes the homogeneity of the labels at a certain node. One impurity measure is entropy,

calculated as

Entropy = −

K
∑

k=1

p̂mk · logp̂mk. (4.11)

Accordingly, information gain is calculated as

IG = H(Y )−H(Y |X) (4.12)

where H(Y ) is the entropy of Y , H(Y |X) is the conditional entropy of Y given X, and X is the

value of an attribute. The minimal value of the entropy is 0 which occurs when the node is ”pure”

and all observations are in one class. By definition, this characterizes a leaf node which will not be

split again.

A common issue with decision trees is overfitting because real-world data sets tend to have many

features which require many splits in order to reach the leaf nodes. There are various ways to

counter this. One method is to set a threshold for the minimum number of samples in a leaf node.

Theoretically, this implies that they are not ”completely” pure. Furthermore, One may use pruning

i.e cutting and removing nodes and branches that are not of significant importance. Moreover, one
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can determine the maximum depth of the tree and the minimum number of samples required to

split to decrease the complexity of the model. Furthermore, ensemble methods such as bagging

and boosting algorithms also hinder overfitting and reduce variance. Two widely used ensemble

methods, bagging and boosting, are presented in the following sections.

4.4 Random Forest

Random forest is an ensemble method based on combining multiple simple/weak learners to create

an aggregated model. Weak learners are models performing marginally better than random guessing

[16]. Random forests consist of multiple decision trees and belong to a class of algorithms called

bagging. By having an ensemble of independent decision trees, variance can be reduced while better

performance may be achieved in comparison to a single decision tree.

Bagging is an abbreviation for bootstrap aggregation and as the name suggests, it consists of

two steps: bootstrap and aggregation. Bootstrapping is a resampling technique in which random

samples from the training data set are drawn (with replacement) K number of times. For each

bootstrap sample, a decision tree is fitted independently. The final prediction of observation xi

is determined by majority voting after collecting the results from each independent decision tree

which is also known as aggregation:

f̂bagging(xi) =
1

K

K
∑

k=1

f̂weak,k(xi) (4.13)

where K is the number of bootstrapped data sets and f̂weak,k(xi) is the prediction based on weak

learner k.

Random forests also incorporate feature bagging to further reduce overfitting. Only a random subset

of features is available to split the data for each bootstrapped data set Z = (xi, yi), i = 1, 2, ..., N .

This decorrelates the decision trees further and increases the diversity among them, making the

algorithm more stable [16].
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The random forest algorithm is presented in Algorithm 1.

Algorithm 1: Random Forest (Bagging)

Data: Z = (xi, yi), i = 1, 2, ..., N training samples with sample xp to be predicted

1 The training samples are bootstrapped into K number of data sets, yielding bootstrapped sets

Zb1, Zb2, ..., ZbK

2 A decision tree is fitted to each set using a random subset of features, producing K weak

learners fweak,Zb1
, fweak,Zb2

, ..., fweak,Zbk

3 Output the ensemble of fitted submodels {fweak,Zbk
}Kk=1

4 xp is predicted as ŷp = f̂RandomForest(xp) =
1
K

∑K
k=1 f̂weak,k(xp)

4.5 Boosting Algorithms

Boosting is an ensemble learning method which has gained popularity in recent years [16]. Similarly

to random forests and other bagging models, boosting methods combine weak learners to achieve

effective models. However, as shall be explained, boosting has fundamentally different properties

from bagging.

Boosting is similar to bagging in the sense that multiple weak learners are combined. The funda-

mental difference between them is that for boosting, weak learners are grown sequentially using

information from previously fitted weak learners rather than independently fitted as for bagging.

As shown in Figure 4.2, the weak learners are correlated to each other. The weak learners by

themselves usually possess high bias and high variance, resulting in weak performances alone, thus

the notion of ”weak learner”.

Before gradient boosting was introduced, regular boosting methods such as AdaBoost built trees

sequentially by giving larger weights to misclassified samples and less weight to correctly classified

samples in the previous trees. The predictions from all weak learners are combined and weighted

according to classification accuracy. The final prediction is decided through majority voting similar

to bagging.

The similarities and differences between gradient boosting and regular boosting both lies in the

process of compounding multiple weak learners. Both methods build trees through an additive

process. As opposed to giving different weights to observations and trees, gradient boosting models

seek to minimize a loss function. Therefore, each sequentially added weak learner needs to improve

the ensemble by reducing the errors of the previous ensemble. The weak learners in gradient
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Figure 4.2: Illustration of difference between bagging and boosting. Image source: [19]

boosting are equally weighted in predictions/classification.

In order to understand gradient boosting (discussed later in this section), the mathematical formu-

lation of gradient descent leading up to gradient-boosted trees is presented below.

4.5.1 Gradient Descent

Gradient descent is a numerical first-order optimization method to find a local minimum of a

differentiable objective/loss function. Oftentimes, optimization problems are about minimizing a

parametric function (x;θ) with respect to the parameters θ. A simple loss function with parameters

θ is the mean squared error (MSE) defined as

MSE =
1

n

n
∑

i=1

(yi − ŷi)
2 (4.14)

where yi is the true target value and ŷi is the predicted target value for training sample i. The

objective function, f(p, θ), needs to be differentiable (around an evaluated point p) because the al-

gorithm takes iterative steps in the steepest direction of the evaluated point. The steepest direction

of a point p is given by the gradient of the objective function with respect to the parameter vector

θ, ∇f(p, θ), and the size of the step is determined by the learning rate η.
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The parameter vector θ is updated according to

θ(n+1) = θ(n) − η∇f(p,θn) (4.15)

where n is the current iteration and ∇f(p,θn) is the gradient at iteration n. n = 0 refers to the

initial point.

4.5.2 Gradient Boosting

Gradient boosting combines the ideas of boosting and gradient descent and reformulates the regular

boosting algorithm as a numerical optimization problem. Moreover, the optimization occurs in

function space rather than parameter space indicating a ”non-parametric” approach. The objective

of gradient boosting is to minimize the loss over all training samples (i = 1, 2, ..., N), given as

min
F

N
∑

i=1

L(yi, F (xi)) (4.16)

where L(yi, F (xi) is the loss function and F (xi) is the additive model. The additive model is the

ensemble of weak learners and takes the form of a basis expansion defined as

F (x) =
M
∑

m=1

g(x) (4.17)

where g(x) is the notion for a weak learner. M is the number of iterations which equals the number

of weak learners in the final ensemble. For each iteration when the loss is decreased, the additive

model is updated with the addition of one weak learner. It is ensured that the ensemble improves

its performance for each iteration because the (negative) gradient points in the direction where the

loss function is reduced. The gradient is calculated for all training samples (i) for each iteration

(m = 1, ...,M) as

gm+1,i =
∂L(yi, F (xi))

∂F (xi)

∣

∣

∣

∣

F (xi)=Fm(xi)

, i = 1, ..., n (4.18)

evaluated at the current Fm(xi).

The learning rate also referred to as step size, is found through a line search for each iteration,

calculated as
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ηm+1 = argmin
η

N
∑

i=1

L(yi, Fm(xi) + ηgm+1(xi)) (4.19)

High learning rates increase the risk of overshooting and thus, missing the minimum and the model

may not converge. Small learning rates require more computational effort to achieve at the minimum

and can also lead to convergence at sub-optimal local minimums.

For each iteration m, the additive model is thereby updated according to

Fm+1(x) = Fm(x)− ηm+1gm+1(x) (4.20)

These steps are iterated until the preset number of weak learners has been added to the ensemble or

a stopping criteria is met. FM (x) is the final ensemble trained on x = (x1, x2, ..., xN ). Algorithm

2 summarizes the generic gradient boosting procedure for classification [20].

Algorithm 2: Gradient Boosting

Data: x = (xi, yi), i = 1, 2, ..., N training samples with unknown input xp, decision threshold c

Output: FM (x)

Initialize: F1 = g1(x)

For m = 1, 2, ..., M

1 Calculate the gradient gm+1,i =
∂L(yi,F (xi))

∂F (xi)

∣

∣

∣

∣

F (xi)=Fm(xi)

, i = 1, ..., n

2 Fit weak learner gm(x)

3 Find learning rate ηm+1 = argminη
∑N

i=1 L(yi, Fm(xi) + ηgm+1(xi))

4 Update additive model (ensemble) as Fm+1(x) = Fm(x)− ηm+1gm+1(x)

Classification:

If FM (xp) > c → ŷp = 1

If FM (xp) <= c → ŷp = 0

XGBoost and CatBoost

XGBoost (eXtreme Gradient Boosting) [21] and CatBoost (Categorical Boosting) [22] are two

well-known open source gradient boosting models. In general terms, they operate similarly to

the generic gradient boosting algorithm but with slight modifications. There are also differences

between XGBoost and CatBoost. For example XGBoost builds asymmetric trees, whilst CatBoost

builds symmetric trees. Symmetric trees refer to using the same splitting condition for each node

that is in the same depth of the tree. Furthermore, CatBoost uses ordered boosting, meaning that
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each weak learner is trained on a subset of data which is evaluated on a different subset of data.

Finally, CatBoost supports both numerical and categorical data while XGBoost supports the former

only.

4.6 Feature Selection

Feature selection is the process of eliminating variables of insignificant and redundant character. As

a result, model complexity is reduced and the model becomes easier to interpret while keeping the

same level of information. This aligns with the principle of Occam’s razor, which states that a sim-

pler model is preferred over a model with higher complexity if everything else is equal. In accordance

with the curse of dimensionality, feature selection can also be viewed as a dimensionality reduc-

tion technique where the data is transformed from a high-dimensional space into a low-dimensional

space. Finally, less computational costs and shorter training times may be achieved.

There exist three families of feature selection methods: filter, wrapper and embedded. Filter

methods are generally univariate methods that are independent of machine learning algorithms.

Features are selected based on scores such as correlation. Filter methods are time efficient but do

not consider feature dependencies and their joint interaction with the target variable. Wrapper

methods are a class of multivariate iterative techniques. They eliminate features through greedy

and computationally expensive search algorithms by testing the importance of a subset of features.

Embedded methods consist of machine learning algorithms which have built-in feature importance

measures. Examples include lasso (L1) and ridge regression (L2) which are regularization methods.

[23]

4.6.1 Analysis of Variance (ANOVA)

ANOVA is a collection of statistical tests to analyze the variation between the group means. In

this thesis, ANOVA is used as a feature selection technique, where the F-test is used for feature

scoring. All independent variables (features) are scored individually against the dependent variable

(target).

The F-statistic is defined as

F =
Inter group variance

Intra group variance
=

∑K
i=1 ni(Ȳi − Ȳ )2/(K − 1)

∑K
i=1

∑n
ij=1(Yij − Ȳi)2/(N −K)

(4.21)

where Ȳi is the mean of group i, ni is the number of observations in group i, Ȳ is the mean, K is
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number of groups, Yij is the value of observation j in group i and N is the number of all observations

[24]. For binary classification, there are two classes (groups) and thus, K equals 2 and Equation

4.21 simplifies to

F =
n1(Ȳ1 − Ȳ ) + n2(Ȳ2 − Ȳ )

∑2
i=1

∑n
ij=1(Yij − Ȳi)2/(N − 2)

. (4.22)

4.6.2 Kendall Rank Correlation Coefficient

The Kendall rank correlation coefficient also known as Kendall’s tau measures the ordinal associ-

ation between two variables. It is a non-parametric rank-based method and does not depend on

the data distribution. Ordinal variables are categorized in an order which can be interpreted as

smallest to largest or fewer to more. For this reason, it suits cases with numerical inputs and cate-

gorical outputs which may be interpreted as ordinal. In this report, one example is the relationship

between the number of card purchases and non-defaults/defaults.

The ordinal association between two variables is measured through the number of concordant and

discordant pairs. Consider the sample pair (xi, yi) and (xj , yj), for a feature x and target variable y,

where i and j are sample indexes. A concordant and discordant pair satisfies either of the following

properties:

Concordant pair:







xi > xj & yi > yj

xi < xj & yi < yj

Discordant pair:







xi > xj & yi < yj

xi < xj & yi > yj

In the case of ties i.e xi = xj or yi = yj , these are identified as ties. There are several versions of

Kendall’s tau and one commonly used is τb, which adjusts for ties, and is defined as:

τb =
nc − nd

√

(n0 − n1)(n0 − n2)
(4.23)
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n0 =
n(n− 1)

2

n1 =
∑

a

ua(ua − 1)

2

n2 =
∑

b

vb(vb − 1)

2

where n is the number of samples, n0 is the number of pairs, nc is the number of concordant pairs

and nd is the number of discordant pairs. Finally, ua and vb are the number of ties in x and y. In

this thesis, Kendall’s tau will be used as an analysis method between each independent variable and

the dependent (target variable). Thus, a and b are equal to 1. A high Kendall correlation suggests

a similar rank between x and y.

Though Kendall’s tau is non-parametric, it can be approximated as a standard normal distribution

when the number of samples is larger than 10 [25]. This allows for a Z-test where the null hypothesis

is equal to τ = 0 implying an absence of association between x and y.

4.7 Handling of Imbalanced Data

A data set is said to be imbalanced when the class distribution is heavily disproportionate. Usually,

the minority class is the positive class and of the greatest importance. Credit card default prediction

is often an imbalanced problem since the vast majority of customers do not default [26].

Imbalanced data sets increase the difficulty of the classification problem. Most classification algo-

rithms are biased toward the majority class and therefore achieve high performance on the majority

class rather than the minority class. Algorithms that try to account for imbalanced data have been

researched. This is known as the algorithms-level approach. The most common approach is to

use resampling methods and this is known as the data-level approach [27]. Resampling techniques

are applied to the training set and rebalance the class distribution whereas the test set is left in-

tact. Two simple resampling methods are random over-/undersampling, illustrated in Figure 4.3a.

Generally, oversampling duplicates samples from the minority class while undersampling eliminates

samples from the majority class. Despite the benefits, evident flaws appear for both methods.

Oversampling essentially creates exact copies of existing minority samples which increases the risk

of overfitting the model. Undersampling increases the risk of discarding useful information [28].
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SMOTE (Synthetic Minority Oversampling Technique) is a well-known technique that generates

synthetic minority class samples by interpolating a randomly selected minority sample and its K

nearest neighbours (KNN). It is an iterative process and each synthetic sample is created as a

convex combination between the chosen sample and one of its K neighbours. A simple illustration

of SMOTE is displayed in Figure 4.3b. The authors of the original SMOTE article found that

SMOTE in combination with undersampling achieved better classification performance than only

utilizing undersampling in terms of ROC [29].

(a) Illustration of undersampling and oversampling. Image source: [30]

(b) A simplified illustration of synthetic minority over-sampling technique (SMOTE). Image source: [31]

Figure 4.3: Illustration of resampling techniques
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4.8 Evaluation Metrics

Model evaluation involves utilizing appropriate metrics to interpret the results and understand the

performance of the model. There are multiple metrics available and some are more suitable than

others, especially for imbalanced data sets which will be discussed in this section.

4.8.1 Confusion Matrix

A confusion matrix can be used to summarize the performance of the model as shown in Figure 4.4.

For binary classification, a predicted sample can be categorized as one of four categories:

• True Positive (TP): correctly classified positive instances

• False Positive (FP): wrongly classified positive instances

• True Negative (TN): correctly classified negative instances

• False Negative (FN): wrongly classified negative instances

Figure 4.4: Confusion Matrix. Image source: [32]

As will be described in Chapter 5, the positive class is the minority class describing whether a

customer defaults while the negative class is the majority class describing if a customer does not

default. Using the four categories from the confusion matrix, several metrics can be defined.

Accuracy

A common metric is accuracy and it works well for balanced data sets. It is the number of correct

predictions divided by the total number of predictions given as



Chapter 4. Statistical Theory 26

Accuracy =
TP + TN

TP + TN + FP + FN
. (4.24)

However, accuracy is a poor metric and heavily skews the actual performance of the model for

imbalanced data sets [28]. Consider a data set with a 1:100 ratio of the minority class to the

majority class as an example. A näıve classifier that always predicts the majority class will achieve

an accuracy of 99%. Though, it completely misses to correctly classify the minority class which

usually is of greatest interest.

Precision & Recall

For imbalanced data, precision and recall are effective metrics to assess model performance [33].

They are calculated as

Precision =
TP

TP + FP
(4.25)

Recall =
TP

TP + FN
. (4.26)

Precision is the proportion of correctly positive predictions and implies how many predicted defaults

were actual defaults. Recall measures how many positive instances were captured by the classifier in

total. This amounts to how many invoices/customers were predicted as defaults out of all defaults.

For imbalanced data, the logic objective is to increase recall while keeping precision. However,

there is often a negatively correlated trade-off between having a higher precision and a higher

recall. When the true positives increases, the false positive often also increases which increases

recall but decreases precision and vice versa. To gain a deeper understanding of the trade-offs

between precision and recall, the precision-recall curve can be used. The precision-recall curve will

be defined later in this chapter.
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F1-score

The F1-score is the harmonic mean of precision and recall. It outputs one value and tries to explain

the trade-off between the two metrics. The F1-score is useful for imbalanced data sets and provides

a performance metric for a model. However, for comparing different models, the receiver operating

characteristic (ROC) and area under the curve (AUC) are more commonly used [33]. The F1-score

is calculated as

F1 =
2 · TP

2 · TP + FP + FN
=

2 · (precision ·Recall)

precision+ recall
(4.27)

4.8.2 Receiver Operating Characteristic (ROC) Curve

The receiver operating characteristic (ROC) curve is a well-known metric to evaluate classification

models. The ROC curve plots the true positive rate (TPR) in the Y-axis and the false positive rate

(FPR) in the X-axis for various probability/decision thresholds. Some machine learning models such

as logistic regression and gradient boosting algorithms return estimates in terms of probabilities

when predicting a class. To map a probability value to a binary class, a decision threshold needs to

be set. The default setting is usually 0.5 and this is not always preferred, especially for imbalanced

data sets. The ROC curve displays the trade-offs between the two rates and can aid in choosing

the decision threshold.

TPR =
TP

TP + FN
(4.28)

FPR =
FP

FP + TN
(4.29)

Figure 4.5a shows an illustration of a ROC curve. The ideal classifier is situated in the top left

corner (0, 1). The dotted line is the expected performance of a model that randomly guesses. Thus,

all points below this line represent poor performance and are worse than guessing. The ROC curve

is useful when comparing classifiers and choosing decision thresholds. If a model possesses a higher

TPR than another model at an acceptable FPR, it performs better when everything else is equal.
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(a) ROC curve and AUCROC (b) Precision-Recall (PR) curve and AUCPR

Figure 4.5: Illustration of ROC curve and precision-recall curve for a balanced data set [34]

Area under (ROC) curve (AUCROC)

The ROC curve is a practical method for visualizing the performance of classifiers. It is frequently

compiled into one single metric, the area under the curve (AUCROC) which has become one of the

standard evaluation metrics due to its simplicity [35]. It is a measure of how effective a model is

in separating two classes. The AUCROC can be interpreted as the probability that the model will

output a higher probability estimate for a positive instance than a negative instance.

A model with an AUC score of 0.5 or below does not possess predictive power which equals random

guessing. When the AUC score is below 0.5, the number of predicted negative instances as positive

instances is higher and vice versa. Accordingly, the baseline for AUCROC is set to y = x (AUC =

0.5) which is the dashed line in Figure 4.5a.

Despite the frequent usage of AUCROC , it has drawbacks when evaluating imbalanced data sets

where the importance of the binary classes is not equal. In these cases, when the number of negative

samples is far superior to the positive samples, the number of true negatives (TN) in relation to the

false positives is larger, yielding a low FPR as defined in Equation (4.29). Consequently, AUCROC

is positively skewed because correctly identifying the negative class is of less importance.

As described in Section 4.7, the minority class is often of greater relevance when dealing with

imbalanced data. Thus, good model performance for the minority class is more meaningful and the

area under the precision-recall curve, AUCPR, is a more appropriate metric for this purpose.
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Area under Precision-Recall curve (AUCPR)

Conceptually, the precision-recall (PR) curve and the ROC curve are similar as they both give a

graphical representation of the model’s performance. The PR curve has recall/true positive rate on

the X-axis and precision on the Y-axis as illustrated in Figure 4.5b.

The influence of the negative majority class through the true negatives is eliminated and the metric

is solely focusing on correctly identifying positive instances. The ideal model lies in the right

top corner (1, 1) where both precision and recall are 1. In contrast to the fixed baseline of the

ROC curve, the baseline of the precision-recall curve varies with the ratio of positive and negative

samples. The expected value of random guessing is equal to the proportion of positive instances and

is calculated as y = nP /(nP + nN ). For a perfectly balanced data set, the baseline is y = 0.5 and

for a 1 : 100 imbalanced data set, the baseline is y = 1/101 = 0.0099. The baselines are interpreted

this way because in reality, AUCPR is equal to the baseline value itself [36].

4.8.3 Model Evaluation

Most classification algorithms including the ones described in Section 4, output a probability for the

predicted class. Consequently, the probability threshold solely determines which class the sample

will belong to. For binary classification, models usually have a cut-off probability threshold set as

0.5 for classifying a sample as positive. For balanced data sets, where both classes have equal im-

portance, a threshold of 0.5 could be functional. However, when the data set is heavily imbalanced,

the class predictions will be biased toward the majority (negative) class and the standard threshold

may not be ideal [37]. For this reason, the performance of the models will not be determined by

precision and recall values for the standard model output with a 0.5 probability threshold. On the

other hand, precision and recall (for the 50% probability threshold) still give a good overview of a

model’s performance and are particularly interesting when comparing resampling methods because

the predicted class probabilities are directly impacted which in turn affects precision/recall.

As motivated in Section 4.8, there are limitations with AUCROC when dealing with imbalanced

data where the classes are not of ”equal” importance. In this thesis, identifying the positive class

(default) is of greater importance. Satisfactory classification performance is still expected for the

negative class (non-default) due to two reasons: the high number of negative samples and in reality,

the vast majority of credit card invoices are paid by the due date which makes non-default invoice

patterns easier to detect. Consequently, AUCROC will not be used to determine the performance

of classifying the positive (default class). On the contrary, a high AUCROC infers that the model

has great classification properties for the negative (non-default) class.
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The F-score is the harmonic mean of precision and recall and provides a measure of the overall

performance of a model for one particular probability threshold. Since adjusting the probability

threshold is a trade-off between precision and recall, it can be motivated that the F-score is a

relatively stable evaluation metric (even for just a 50% probability threshold). The last metric is

AUCPR which arguably is an effective metric to evaluate performance. It focuses solely on the

positive class and takes different probability thresholds into account. One negative aspect of the F-

score and AUCPR is that the negative class is not evaluated in any sense. Even though the positive

class (default) is in focus in this thesis, other metrics will be needed to complement and verify the

performance of the negative class. Finally, the complexity of the model is of high importance. A

simpler model is preferred over a more complex model from both Occam’s razor perspective, but

also a computational cost perspective.

To conclude, the performance of the models will be evaluated primarily using AUCPR and F-score

where a lower model complexity is preferred.

4.9 Probability Thresholding (Cost-sensitive Learning)

To draw reliable conclusions about model performance, different probability thresholds should be

analyzed, especially for imbalanced data sets, due to the trade-off between precision and recall.

Resampling techniques also have an impact on probability predictions.

Another approach is thresholding, which is a cost-sensitive learning approach to identify the optimal

probability threshold that minimizes the misclassification error. This can be done by maximizing

a chosen evaluation metric. Thresholding is a postprocessing method that can be applied to any

classification algorithm that outputs a probability of a sample belonging to a class [38]. One method

is to pick the model that lies closest to (1, 1) in the precision-recall curve. Another approach is

called GHOST (Generalized tHreshOld ShiTing). It uses Cohen’s kappa as an optimization metric

and is calculated as

κ =
po − pe
1− pe

(4.30)

where po is the observed accuracy and pe is the random accuracy. For binary classification, the

observed accuracy, po, is the same as Equation 4.24 while random accuracy, pe, is computed as

pe =
(TP + FN) · (TP + FP ) + (TN + FP ) · (TN + FN)

(TP + TN + FP + FN)2
. (4.31)
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Thus, Cohen’s kappa can be calculated using the values from a confusion matrix:

κ =
2 · (TP · TN − FN · FP )

(TP + FP ) · (FP + TN) + (TP + FN) · (FN + TN)
. (4.32)

Cohen’s kappa measures the performance between a trained classifier to a random model. It ranges

between −1 and +1, where −1 implies worse performance than a random guessing model and +1

as a perfect model. The GHOST algorithm is summarized in Algorithm 3.

Algorithm 3: GHOST (Generalized tHreshOld ShiTing)

Data: x = (xi, yi), i = 1, 2, ..., N training samples

Output: Optimized threshold

Step 1 is carried out even if GHOST isn’t utilized

1 Train the classification algorithm on the x training samples and obtain predicted class

probabilities on the training set

2 Select probability thresholds to be screened (e.g, ranging from 0.01 to 0.99 with a 0.01 spacing)

3 Draw N random stratified subsets of the training samples

4 For each subset, calculate Cohen’s kappa for every threshold from step 2

5 For every threshold, aggregate Cohen’s kappa by computing the median over the N subsets

6 Select the threshold that maximizes Cohen’s kappa and use this threshold for the prediction of

the test set

4.10 Feature Importance

Machine learning models mainly have two objectives which are to perform well and to be inter-

pretable. The latter implies understanding the relationship between the input features and the

target variable and interpreting why certain predictions are made. Often, there is a trade-off be-

tween the two objectives. Simpler linear models are easier to interpret and understand but perform

worse than non-linear and more complex algorithms which tend to be less interpretable. The most

common method to understand machine learning models is feature importance [39].

Feature importance is a measure of how much an individual feature contributes to the model pre-

diction. Generally, feature importance is measured by a numerical score assigned to each feature.

The higher the score, the higher the degree of usefulness of the feature in the model. Feature

importance depends on the chosen machine learning algorithm and other applied statistical tech-

niques, which means that an important feature for one model may be meaningless to another model.
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Consequently, feature importance scores can also be used as a feature selection technique where

low-scored features are removed from the data set.

There are numerous techniques to calculate feature importance scores. Two of them are ”Predic-

tionValuesChange” and ”LossFunctionChange” which are available in the CatBoost library. The

PredictionValueChange score is calculated as how much on average the model prediction changes

when the feature value changes. The larger the importance score, the larger the prediction value

change on average when the feature is changed. The scores are normalized such that the sum of

all feature importances in the data set is 100. The LossFunctionChange score is computed as the

difference in the loss function value of the model when the feature is included and excluded. The

model with the feature excluded is equivalent to training the model without the feature.
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Data

In this chapter, the data used in this project is described along with the definition of the target

variable. Moreover, the preprocessing is presented, followed by an explanation of the experimental

procedures to perform resampling and feature selection.

5.1 Data Description

The data is provided by SEB Kort Bank AB, a payment card company operating in the Nordics

and a fully owned subsidiary of the SEB group. The data consists of credit card invoice data and

behavioural data belonging to private customers in Sweden, Denmark, Norway and Finland. Due

to data privacy policies, detailed data and feature explanations will be omitted in this

report. The data is a subset of the firm’s total invoices spanning over multiple years

and does not represent the full actual invoice data.

The data set has been constructed by gathering invoices and collecting features from the data

warehouse. The features have been selected through an assessment of available features in the

warehouse that may be of significant importance when predicting invoice default. The features are

a combination of invoice data, historical behavioural data and data from the credit card application

process. Active customers that use the credit card each month will receive invoices on a monthly

basis. Therefore, multiple invoices belong to the same customer.

The raw data consists of 319969 invoices with 213 features. The data set is heavily imbalanced

and before preprocessing, there are 6387 positive class instances which equals a default rate of

33
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2%. Invoice data mainly consist of the target variable and invoice amounts. Behavioural data

consist of card purchase patterns, account balances, customer age, card age, etc. from different

time periods prior to the invoice month. Application data include other features such as product

type, country and application probability of default. Furthermore, additional features have been

created by calculating sums, averages and ratios of historical data. The distinction between invoice

data, behavioural data and application data will not be made for the rest of the thesis and will be

referred to as behavioural data. A selection of features is listed in Table 5.1.

Table 5.1: A subset of behavioural features in the data set. There are four features in all feature

groups corresponding to a historical 1, 3, 6, 12-month time period. Some features are aggregated

(over historical time periods) through a summation or an average.

Feature Description

Cust Age Customer age

Country Country where the credit card was issued

APPL PD Application probability of default

Card Age Age of credit card account

Card Balance Req Outstanding balance required to pay on invoice

Card Balance Tot Total outstanding balance on credit card

Min AMT Minimum amount to pay on invoice

Credit Util Credit utilization

CA DMT QTY Number of domestic card purchases

CA DMT AMT Value of domestic card purchases

CA INT QTY Number of international card purchases

CA INT AMT Value of international card purchases

CA 1 QTY Number of card purchases within category 1

CA 1 QTY Value of card purchases within category 1

CA 2 QTY Number of card purchases within category 2

CA 2 AMT Value of card purchases within category 2

No SUSP Number of suspensions

No PYMT Number of invoice payments

Multiple features in the data set are event-based, meaning that they are incremented whenever a

customer behind the invoice triggers the event description. These notifications are not reset and

are attached to the customer throughout future invoices. Table 5.2 shows a selection of event-based
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features.

Table 5.2: A selection of event variables in the data set. There are four features in all feature groups

corresponding to a historical 1, 3, 6, 12-month summation.

Feature Group Description

Event 20 Small account overdraft

Event 21 Large account overdraft

Event 31 How far an invoice is in

Event 33 the pre-collection phase. A

Event 34 larger second number implies

Event 35 closer to debt collection

Event 40 Variables for payment plans.

Event 43 The last number implies a

Event 44 different payment plan.

Event 45

There are very few categorical variables in the data set. One is ”Country” which describes which

Nordic country the credit card is issued from. The local currencies in each respective country were

converted into Swedish krona using continuously updated exchange rates.

5.1.1 Definition of Target Variable

Regular probability of default models is commonly used in credit-scoring during the application

process for credit cards. In contrast to regular PD models which usually predict default within a

year, this thesis deviates from this definition and focuses on the short-term probability of default

on a per-invoice basis.

The target variable is a binary response describing whether the customer behind the credit card

invoice defaults. The positive class label ”1” equals default and the negative class label of ”0”

equals non-default. Essentially, defaulting implies that an invoice remains unpaid and enters debt

collection. Each invoice is linked to a specific customer.

To develop prioritization strategies and customized cash-collection procedures, it is of greater in-

terest to investigate overdue invoices. Also, the vast majority (> 99%) of invoices are not paid late.

Therefore, the distinction between the positive and negative classes will not include all unpaid/paid

invoices in the database. Instead, only late invoices that have not been paid by the due date are
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considered. In addition, factors such as processing time, weekends and holidays may delay and dis-

guise already paid invoices as unpaid. To compensate for this, a grace period of 5 days is included

and thus, the criteria of an invoice being late are set to more than 5 days after the due date. Figure

5.1 illustrates the timeline for the Invoice-to-Cash process and how the data is collected.

Invoice sent Due date

Debt collection

Customer default

Grace period (≈ 5 days)

Pre-collection phase (≈ 90 days): data collection

Figure 5.1: Timeline of Invoice-to-Cash process

The target variable is defined as

yi =







1, Default

0, Non-default
(5.1)

where default means that the invoice is more than 5 days past the due date and enters debt

collection. Non-default means that the invoice is more than 5 days past the due date and is paid.

5.2 Data Preprocessing

Preprocessing commenced with cleaning the data. Firstly, inappropriate variables for prediction

such as dates, invoice numbers, etc. were removed. Moreover, invoice duplicates were dropped and

the first occurrence was kept. The number of columns having missing values was in single digits

which allows an explorative analysis for handling the missing values.

The majority of the columns with missing values were features consisting of historical values from

dates when the credit card was not issued yet. Moreover, it was found that the default rate for all

rows with missing values generally was lower than the overall class ratio before preprocessing. In

combination with a small number of missing values (< 1%), it was decided to remove all rows with

missing values if the default rate was lower than the default rate before preprocessing (2%). One

column with missing values had a higher default rate and was imputed with the previous available

historical month data, for example from 12-months prior to 6-months prior.
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The columns for the event features were sparse as most customers do not trigger the events. Thus,

the values of these features were often 0. It is believed that these features may have large importance

for predicting the target variable and for this reason, they are not removed. Instead, some event

features with overlapping descriptions have been merged to handle the skewed count distribution.

After cleaning, there were 284940 invoices with 4917 defaults and 187 features indicating a default

rate of 1.72%. The number of invoices per class is shown in Figure 5.2.

Figure 5.2: Distribution of class counts before and after data cleaning.

The invoice distribution for the cleaned data is shown in Figure 5.3. The number of unique customers

was 140691. As Figure 5.3 depicts, the amount of late invoices per customer decreases rapidly. 58.5%

of the customers had one late invoice in total while 19% had two late invoices, 9% had three late

invoices etc.
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Figure 5.3: The distribution of invoices per customer.

5.2.1 Data Transformation

Data transformation consists of both mandatory and quality transformations. Mandatory transfor-

mations include converting non-numeric variables to numeric features. Nowadays, there are machine

learning algorithms such as Catboost that both handle categorical variables and automatically im-

pute missing values. However, many models such as logistic regression, random forest and XGBoost

require numerical inputs. In this data set, two features are categorical and will be one-hot encoded

to numerical features.

Normalization of features

Normalizing the features is an example of a quality transformation where features are brought to

a common scale, within a range etc. Models will usually run without data normalization but the

results might be sub-optimal and skewed depending on the nature of the data. Moreover, normaliza-

tion can improve model performance and convergence time. For logistic regression, standardization

is relevant to ensure that all features are equally treated. Otherwise, features with large variance

might dominate over those with less variance.

As the features in the data involve a broad range of values such as credit balance (a number ranging

from zero to tens of thousands) and credit utilization (a percentage), it will be normalized. The
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data will be normalized using the z -score, which scales the data to mean = 0 and standard deviation

= 1. The z -score parameters are calculated for the training data and thereafter applied to the test

data. The formula for calculating the z -score of an observation xi for feature k is

zki =
xki − µk

σk

(5.2)

where µk is the mean of the feature k and σk is the standard deviation of the feature k. The mean

of feature k is defined as

µk =
1

n

(

n
∑

i=1

xki

)

(5.3)

and the standard deviation is calculated according to

σk =

√

√

√

√

1

n− 1

n
∑

i=1

(xki − µk)2 (5.4)

The data is split into a training set and test set according to a 80/20 proportion with stratification

meaning that the proportion of majority and minority instances are equal in both sets.

5.2.2 Class-imbalance Resampling

The purpose of applying resampling techniques is to manipulate the data in such a way that models

prioritize and learn the minority (default) class more effectively. Various resampling setups were

considered in this thesis as shown in Table 5.3. The class ratios in the table are calculated as the

number of samples in the minority class over the number of samples in the majority class after

applying resampling. When oversampling and undersampling are combined, oversampling is first

applied followed by undersampling.
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Table 5.3: The resampling setups are summarized in this table. The class ratio is calculated as the

number of defaults over the number of non-defaults.

Resampling setup Class ratio

Undersampling 30%

Oversampling 30%

SMOTE 30%

Oversampling → Undersampling Oversampling: 20% + Undersampling: 40%

SMOTE → Undersampling SMOTE: 20% + Undersampling: 40%

The intention is to investigate the effect of solely using over-/undersampling techniques along with

the combination of over- and undersampling. In the original SMOTE article, better classification

performance was obtained when combining SMOTE with undersampling.

5.3 Feature Selection

The process of selecting features will be explained in this section. The purpose is to remove

variables that are redundant and do not provide a significant amount of information to the target

variable. Also, multicollinearity between the independent variables is treated. Due to having very

few categorical variables, it was decided that they would be excluded from the feature selection

process, which will then focus on the numerical variables. The feature selection was performed on

the training data and applied to the test data.

5.3.1 Correlation Analysis with ANOVA and Kendall’s tau

A correlation analysis was performed to remove any multicollinear variables in the data set. Two

similar independent analyzes were done using ANOVA and Kendall’s tau. The feature selection

process is summarized in Algorithm 4. The first step was to remove features exploiting zero variance

meaning that the feature values are constant.

A large proportion of the remaining columns describe the behaviour of a customer (linked to the

invoice) over different historical time periods. An example is the number of card purchases the

past 3, 6 and 12 months. Therefore, multiple features in each feature group describe the same

information but over several historical time frames. For this reason, it is assumed that there exists

high multicollinearity between the features in the same group. To investigate this, a correlation
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analysis was performed using Pearson correlation in combination with ANOVA and Kendall’s tau

(as described in Section 4.6), respectively. This analysis was done on all behavioural features

excluding the event features.

The Pearson correlation was calculated between all variables in each feature group. It was decided

that if the individual feature group exploits a high internal Pearson correlation (> 0.75), one of

the features in the group would be kept. Logically, the feature with the highest ANOVA/Kendall’s

tau correlation to the target variable was chosen to be included in the data set. The ANOVA and

Kendall’s tau correlations can be found in Appendix (ej i rapport ännu).

After selecting the strongest predictor from each feature group (with high internal correlation),

a significance test was performed for all selected features from the correlation analysis and the

remaining numerical features using ANOVA and Kendall’s tau. The significance level was chosen

to be α = 0.05. For both ANOVA and Kendall’s tau, multiple variables had a p-value greater than

0.05 and the null hypothesis is not rejected. These variables are insignificant and could be removed

from the data set. An alternative method would be to directly apply the ANOVA/Kendall’s tau

significance test without analyzing the correlation within each group first. This procedure would be

less time-consuming, but more than one feature in each feature group could have been significant

and kept in the feature set. The objective was to reduce the number of features (in the feature

groups) despite significance because the hypothesis that there exists an internal correlation within

the feature groups was made.

Algorithm 4: Feature Selection

Data: The process is the same for ANOVA and Kendall’s Tau

1 Remove features exploiting zero variance i.e constant features

2 Calculate the Pearson correlation coefficient for each feature in the same group

3 Verify if feature group is highly correlated (> 0.75):

If No: Leave feature group

If Yes: Calculate the ANOVA/Kendall’s tau statistic for each feature against target variable

4 Keep feature (in each group) with highest ANOVA/Kendall’s tau correlation to target variable

5 Perform significance test (α = 0.05) for all selected and remaining features

6 Remove insignificant features
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Results

This chapter presents the results from the different tested algorithms and techniques introduced in

Chapter 4. Three subsets of features of the data set have been used as input which was obtained

from the feature selection process described in Chapter 5. This chapter is split into three parts.

The first section presents the feature sets used to train the models. The second section covers

the performance of the models by isolating the different algorithms, data sets and resampling

techniques. The third section focuses on the two best models which are further investigated in

terms of probability threshold analysis and feature importance.

6.1 Feature Sets

A brief description of the data subsets retrieved from the feature selection process along with the

complete data set is shown in Table 6.1. The objective is to compare whether the reduced data

sets using ANOVA and Kendall’s tau perform differently from the complete data set where feature

selection has not been done. Table 6.1 shows that feature selection with ANOVA and Kendall’s tau

reduced 59 and 68 features respectively using the correlation analysis presented in Algorithms 4.

There are 106 common features in the ANOVA and Kendall’s tau data indicating that the chosen

features are relatively similar.

42
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Table 6.1: Description of the different data sets used as model input. The number of features

indicates how many features there are in the respective data sets after the feature selection process

Feature Set # of Features Description

Full 181 Removed constant variables

ANOVA 122 Feature selection through ANOVA

Kendall’s tau 113 Feature selection through Kendall’s tau

6.2 Model Performance

The model performance is evaluated from an algorithm, feature selection and resampling perspective

and is summarized in Table 6.2, Table 6.3 and Table 6.4, one table for each feature set. The

algorithms used have been described in Section 4: logistic regression, decision tree, random forest,

XGBoost and CatBoost. The algorithms have been tuned on a general level using grid searches.

Table 6.2, Table 6.3 and Table 6.4 shows the performance for the models using precision, recall,

F-score, AUCPR and AUCROC for a 50% probability threshold.

Table 6.2, Table 6.3 and Table 6.4 show that most models achieve AUCROC ’s ranging between

0.85− 0.89 which theoretically indicates a great model performance. However, the high number is

due to the excellent model performance on the negative (non-default) class rather than the positive

(default) class.

For all data sets and resampling setups, the ensemble methods (Random forest, XGBoost, Cat-

Boost) perform better than logistic regression and decision trees in terms of F-score and AUCPR.

Thereafter, it can be seen that the ensemble methods have similar performance and that CatBoost

slightly outperforms XGBoost across all setups. As illustrated in Figure 6.1b, Figure 6.2b and Fig-

ure 6.3b, all precision-recall curves show a significant improvement over the baseline model which

equals the horizontal curve at Precision = 1.72%, which equals the default rate in the data.

From a feature subset perspective, the results show that the difference between using the full data

set versus the ANOVA/Kendall’s tau feature selected data set is not substantial. This argues for

a model trained on the ANOVA/Kendall’s tau feature set rather than the full feature set. As an

example, consider the AUCPR and F-score for the CatBoost algorithm with no resampling. For the

full feature set, the scores are 0.274 and 0.298, respectively as shown in Table 6.2. At the same time,

these scores are 0.277 and 0.300 for the ANOVA feature set and 0.262 and 0.304 for the Kendall’s

tau feature set as shown in Table 6.3 and 6.4. The rest of the results are consistent with the given
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example. Therefore, the reduction of features does not worsen the performance significantly, but

sometimes rather improves it. At the same time, the model complexity is reduced substantially

with approximately 60− 70 features.
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Table 6.2: Performance of models (0.5 cut-off probability) and resampling techniques for the full

data set

Feature set (Full) Algorithm Precision Recall F-score AUCPR AUCROC

No Resampling Logistic Regression 0.538 0.057 0.103 0.183 0.848

Decision Tree 0.397 0.159 0.227 0.179 0.749

Random Forest 0.768 0.128 0.220 0.297 0.883

XGBoost 0.648 0.161 0.258 0.288 0.884

CatBoost 0.705 0.170 0.274 0.298 0.895

With Undersampling Logistic Regression 0.131 0.442 0.202 0.149 0.857

Decision Tree 0.074 0.510 0.129 0.231 0.750

Random Forest 0.150 0.491 0.230 0.240 0.891

XGBoost 0.123 0.543 0.200 0.268 0.887

CatBoost 0.142 0.531 0.224 0.283 0.898

With Oversampling Logistic Regression 0.132 0.432 0.203 0.158 0.856

Decision Tree 0.137 0.325 0.192 0.110 0.536

Random Forest 0.605 0.196 0.296 0.278 0.881

XGBoost 0.222 0.391 0.283 0.279 0.881

CatBoost 0.292 0.334 0.311 0.285 0.874

With SMOTE Logistic Regression 0.128 0.445 0.199 0.168 0.853

Decision Tree 0.207 0.244 0.224 0.138 0.753

Random Forest 0.512 0.224 0.311 0.264 0.885

XGBoost 0.658 0.178 0.280 0.291 0.886

CatBoost 0.684 0.165 0.266 0.303 0.889

With Oversampling + Logistic Regression 0.108 0.496 0.178 0.154 0.855

Undersampling Decision Tree 0.108 0.394 0.169 0.140 0.618

Random Forest 0.517 0.237 0.325 0.265 0.886

XGBoost 0.171 0.415 0.242 0.266 0.879

CatBoost 0.212 0.410 0.279 0.291 0.885

With SMOTE + Logistic Regression 0.103 0.293 0.183 0.163 0.854

Undersampling Decision Tree 0.133 0.293 0.183 0.117 0.766

Random Forest 0.400 0.282 0.331 0.261 0.888

XGBoost 0.511 0.236 0.323 0.287 0.887

CatBoost 0.566 0.224 0.321 0.304 0.892
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Table 6.3: Performance of models (0.5 cut-off probability) and resampling techniques for the

ANOVA data set

Feature set (ANOVA) Algorithm Precision Recall F-score AUCPR AUCROC

No resampling Logistic Regression 0.549 0.057 0.103 0.185 0.850

Decision Tree 0.408 0.150 0.219 0.177 0.749

Random Forest 0.750 0.137 0.232 0.297 0.882

XGBoost 0.643 0.163 0.260 0.289 0.887

CatBoost 0.713 0.172 0.277 0.300 0.893

Undersampling Logistic Regression 0.131 0.438 0.202 0.150 0.858

Decision Tree 0.068 0.476 0.118 0.225 0.720

Random Forest 0.156 0.477 0.235 0.265 0.889

XGBoost 0.127 0.544 0.206 0.275 0.883

CatBoost 0.145 0.540 0.228 0.289 0.896

Oversampling Logistic Regression 0.133 0.435 0.204 0.159 0.859

Decision Tree 0.134 0.349 0.194 0.121 0.576

Random Forest 0.607 0.208 0.309 0.282 0.884

XGBoost 0.202 0.397 0.268 0.278 0.880

CatBoost 0.272 0.334 0.300 0.285 0.875

SMOTE Logistic Regression 0.128 0.443 0.199 0.168 0.857

Decision Tree 0.189 0.223 0.205 0.123 0.759

Random Forest 0.539 0.226 0.318 0.267 0.885

XGBoost 0.613 0.179 0.277 0.272 0.879

CatBoost 0.661 0.169 0.269 0.296 0.885

Oversampling + Logistic Regression 0.108 0.502 0.178 0.155 0.860

Undersampling Decision Tree 0.113 0.412 0.177 0.136 0.612

Random Forest 0.513 0.241 0.328 0.275 0.887

XGBoost 0.169 0.447 0.245 0.279 0.880

CatBoost 0.205 0.424 0.276 0.290 0.882

With SMOTE + Logistic Regression 0.105 0.519 0.175 0.162 0.857

Undersampling Decision Tree 0.131 0.295 0.181 0.125 0.749

Random Forest 0.395 0.264 0.317 0.259 0.890

XGBoost 0.465 0.229 0.307 0.278 0.882

CatBoost 0.552 0.237 0.332 0.302 0.889
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Table 6.4: Performance of models (0.5 cut-off probability) and resampling techniques for Kendall’s

tau data set

Feature set (Kendall’s tau) Algorithm Precision Recall F-score AUCPR AUCROC

No resampling Logistic Regression 0.560 0.057 0.103 0.186 0.850

Decision Tree 0.440 0.146 0.220 0.179 0.758

Random Forest 0.767 0.134 0.229 0.299 0.879

XGBoost 0.665 0.160 0.258 0.290 0.884

CatBoost 0.705 0.161 0.262 0.304 0.893

With Undersampling Logistic Regression 0.131 0.427 0.201 0.156 0.858

Decision Tree 0.072 0.510 0.127 0.238 0.745

Random Forest 0.158 0.477 0.238 0.271 0.887

XGBoost 0.125 0.544 0.203 0.265 0.886

CatBoost 0.144 0.536 0.227 0.294 0.896

With Oversampling Logistic Regression 0.133 0.432 0.203 0.160 0.859

Decision Tree 0.135 0.355 0.195 0.116 0.577

Random Forest 0.584 0.202 0.301 0.280 0.881

XGBoost 0.210 0.395 0.274 0.273 0.881

CatBoost 0.274 0.349 0.307 0.280 0.872

With SMOTE Logistic Regression 0.129 0.447 0.200 0.169 0.857

Decision Tree 0.165 0.241 0.196 0.127 0.761

Random Forest 0.529 0.230 0.321 0.266 0.883

XGBoost 0.617 0.174 0.271 0.277 0.878

CatBoost 0.663 0.174 0.276 0.297 0.885

With Oversampling + Logistic Regression 0.108 0.506 0.179 0.155 0.860

Undersampling Decision Tree 0.100 0.390 0.159 0.105 0.599

Random Forest 0.501 0.240 0.325 0.277 0.883

XGBoost 0.167 0.457 0.244 0.282 0.882

CatBoost 0.206 0.418 0.276 0.292 0.883

With SMOTE + Logistic Regression 0.105 0.519 0.174 0.167 0.858

Undersampling Decision Tree 0.127 0.306 0.179 0.134 0.767

Random Forest 0.422 0.272 0.330 0.257 0.885

XGBoost 0.476 0.235 0.315 0.276 0.879

CatBoost 0.513 0.215 0.303 0.296 0.886
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The resampling setups applied have been presented earlier in Table 5.3. Generally, it can be seen

that the immediate effect is that precision, recall and F-score vary. For example, when applying

undersampling and oversampling (separately), the proportion of positive class invoices increases

which leads to higher predicted class probabilities for the positive (default) class. Consequently,

the metrics that are dependent on threshold will be affected. For that reason, it is fair to use

AUCPR and the precision-recall curve to assess the impact of resampling.

Logistic regression and decision trees are prone to overfitting. This is evident when viewing the

cases involving oversampling, SMOTE and when they are combined with undersampling. For the

vast majority of models, the AUCPR is higher when resampling is not present.

One observation is that none of the resampling setups increased the AUCPR when trained using

an ensemble method on the Kendall’s tau feature set. Furthermore, solely using undersampling

decreased the AUCPR for all ensemble methods.

6.1, Figure 6.2 and Figure 6.3 display the ROC- and precision-recall curves are shown for three

setups. The curves for the rest of the setups are found in Appendix A.

(a) ROC curve (b) Precision-Recall curve

Figure 6.1: ROC- and precision-recall curve for the full feature set without resampling.
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(a) ROC curve (b) Precision-Recall curve

Figure 6.2: ROC- and precision-recall curve for the ANOVA-selected feature set with with SMOTE

and undersampling.

(a) ROC curve (b) Precision-Recall curve

Figure 6.3: ROC- and precision-recall curve for the Kendall’s tau-selected feature set with over-

sampling.
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6.3 Best-Performing Models

Two of the models presented in the previous section were selected to be further analyzed based on

the highest F-score and AUCPR. The models are summarized in Table 6.5 below.

Table 6.5: Description of two best-performing models based on highest F-score and AUCPR (in

bold)

Algorithm Feature set Resampling F-score AUCPR AUCROC

#1 CatBoost ANOVA SMOTE + Undersampling 0.332 0.302 0.889

#2 CatBoost Kendall’s tau No resampling 0.262 0.304 0.893

(a) ROC curve (b) Precision-Recall curve

Figure 6.4: ROC- and precision-recall curve for the best-performing models

Both of the models that achieved the best F-score/AUCPR were trained using CatBoost. Model 1

had the highest F-score of 0.332 using the ANOVA-selected feature set with SMOTE and under-

sampling. AUCPR for this model was also among the highest and slightly less than the highest

AUCPR achieved by Model 2. AUCROC was 0.889 suggesting a good performance on the negative

(non-default) class.

Model 2 had the highest AUCPR of 0.304 and used the Kendall’s tau-selected feature set without

resampling. As mentioned, the AUCPR is slightly better than for Model 1. On the other hand, the

F-score of 0.262 is significantly lower than for Model 1 (0.332). Similarly to Model 1, AUCROC was

also high for Model 2, suggesting a good performance on the negative (non-default) class as well.
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An AUCPR of 0.304 was also achieved by the model trained using CatBoost on the entire feature

set using SMOTE and undersampling (shown in Table 6.2). However, as commented on before, a

simpler model is preferred over a more complex one.

6.3.1 Probability Thresholds

To further analyze the performance of Model 1 and Model 2, the confusion matrix for different

probability thresholds is presented. For binary classification, models tend to have a standard 0.5

cut-off probability threshold. As described, this is not always the optimal threshold. Figure 6.5

and 6.6 show the confusion matrix for four different thresholds: 0.05, 0.2, 0.4 and 0.8.
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(a) Probability threshold: 0.05 (b) Probability threshold: 0.2

(c) Probability threshold: 0.4 (d) Probability threshold: 0.8

Figure 6.5: Confusion matrices for Model 1 at different probability thresholds.
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(a) Probability threshold: 0.05 (b) Probability threshold: 0.2

(c) Probability threshold: 0.4 (d) Probability threshold: 0.8

Figure 6.6: Confusion matrices for Model 2 at different probability thresholds.

By using the values from the confusion matrices, precision, recall and F-score can be derived for

the respective thresholds. Table 6.6 lists these metrics for both models at different thresholds.
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Table 6.6: Evaluation metrics for both models using different cut-off probability thresholds

Model Threshold Precision Recall F-score

#1 0.05 0.0797 0.757 0.144

#1 0.2 0.231 0.403 0.294

#1 0.4 0.473 0.278 0.350

#1 0.8 0.769 0.122 0.211

#2 0.05 0.151 0.513 0.233

#2 0.2 0.488 0.254 0.334

#2 0.4 0.645 0.188 0.291

#2 0.8 0.800 0.0977 0.174

6.3.2 Thresholding (GHOST)

To obtain the optimal threshold for the two best-performing models, the GHOST algorithm pre-

sented in Section 4.9 was applied. The results are found in Table 6.7. The optimal thresholds

that maximize Cohen’s kappa according to GHOST were 0.36 and 0.23 for Model 1 and Model 2,

respectively.

Table 6.7: Evaluation metrics for both models using different cut-off probability thresholds

Model Optimal Threshold Cohen’s kappa Precision Recall F-score

#1 0.36 0.335 0.425 0.289 0.344

#2 0.23 0.326 0.520 0.243 0.331

6.3.3 Feature Importance

The feature importance for the top 20 features using PredictionValuesChange and LossFunction-

Change for the best-performing models are shown in Figure 6.7 to Figure 6.10. It can be seen that

the important features vary depending on the model and importance score. One observation is that

the top 20 features are mostly behavioural variables rather than event variables. ”Event 20 12 mth”

is the only visible event variable in the top 20 feature list. ”NO PYMT 3 Mth” seems to be a fea-

ture of great importance. It has the highest importance score for Model 1 and the top 4 highest for

Model 2 for both feature importance scores. Furthermore, other important features involve card

activities, credit utilization and card balances such as ”Card Balance req” (especially for Model 2),
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which is the minimum amount required to pay on the invoice. Through further inspection, it was

shown that the majority of event variables had the lowest feature importance.

Figure 6.7: Feature importance for the top 20 features for Model 1 using PredictionValuesChange.

Figure 6.8: Feature importance for the top 20 features for Model 1 using LossFunctionChange.
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Figure 6.9: Feature importance for the top 20 features for Model 1 using PredictionValuesChange.

Figure 6.10: Feature importance for the top 20 features for Model 2 using LossFunctionChange.
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Discussion

In this chapter, the results will be further analyzed from a performance and probability threshold

perspective together with an example of how the model can be used in reality. Thereafter, feature

importance is discussed. Finally, the work is critically reflected upon in terms of limitations.

7.1 Evaluating Model Performance

The model performance is evaluated through the highest F-score and AUCPR where two models

were selected (shown in Table 6.5). Both were trained using CatBoost. Model 1 used the ANOVA-

selected feature set with SMOTE and undersampling while Model 2 used the Kendall’s tau-selected

feature set without resampling. It is obvious that ensemble methods performed better than logistic

regression and decision trees. The impact of resampling was limited for the ensemble methods while

the other algorithms performed worse by applying it. One explanation for the latter is that logistic

regression and decision trees are prone to overfit.

Feature selection using filter methods was useful where the number of features was reduced from

181 to 122 for the ANOVA-selected feature set and 113 for Kendall’s tau-selected features set.

The performance for the ensemble methods was similar despite reducing the number of features by

30− 40%.

The highest AUCPR is 0.304 achieved with Model 2 compared to an AUCPR of 0.0172 for the

baseline (random guessing) model. Certainly, the model achieves a favourable performance in

classifying whether an invoice defaults compared to the baseline.

57
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At the same time, the AUCROC is consistently around 0.85−0.90. As commented on in Section 6.2,

AUCROC gives a biased image of the real performance due to the highly imbalanced data set.

Because of the high number of negative samples, the number of true negatives will be very large

in comparison to the false positives regardless of threshold. Consequently, the false positive rate is

kept at a low level since the true negatives are in the denominator. Nonetheless, a high AUCROC

provides information about the excellent performance on the negative (non-default) class.

7.2 Probability Threshold Analysis

The standard probability threshold is often 0.5 and seldom provides the full image of a model’s

performance. When applying resampling methods, the output probabilities are shifted and the

precision, recall and F-score change too. For this reason, it is useful to analyze the model using

various thresholds. The precision-recall curve does exactly this, though it is helpful to examine the

confusion matrix individually at specific thresholds.

Table 6.6 clearly shows that the probability threshold has a direct effect on the precision, recall

and F-score. This is an expected result, since lowering the threshold leads to classifying more

invoices as default. In other words, the true positives and false positives are increased, meaning

that precision decreases while recall increases. Increasing the threshold has the opposite effect;

precision is increased while recall is decreased because fewer invoices are classified as default. It

can be seen in Table 6.6 that the F-score varies from 0.144 to 0.350 for Model 1 and 0.174 to 0.334

for Model 2 suggesting a large variance. This strengthens the idea to avoid evaluating models on

metrics that are dependent on one probability threshold.

To obtain an optimized threshold, a thresholding approach was applied. Specifically, the GHOST-

algorithm was applied to the best-performing models. Table 6.7 show that the optimal threshold

is 0.36 for Model 1 and 0.23 for Model 2. The F-score is 0.344 and 0.331 for Model and Model 2,

respectively, which is higher than the F-score for the 0.5 threshold in Table 6.6. One conclusion from

this result is that applying a thresholding technique such as GHOST is beneficial and achieves a

high F-score even though the F-score is not used as an optimization metric. This latter is confirmed

since, because a higher F-score is achieved for other thresholds than the ones proposed by GHOST;

threshold 0.4 for Model 1 and 0.2 for Model 2 as shown in Table 6.6 obtained higher F-scores.
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7.3 Application of Model

As described in the background, the cash-collection process is mostly manual and generic. The

late invoices are treated similarly despite customers. In reality, the proposed model could be used

standalone to classify whether an invoice will default or not. In this case, the model’s aid in

decision-making to the Invoice-to-cash process would most likely have two possible responses: Take

one action when the invoice is predicted to default and take another action when the invoice is going

to be paid. Examples of actions are sending more and earlier reminders, making customer calls etc.

One alternative would be to use Model 1 with the optimized threshold (0.36) since Cohen’s kappa

(from GHOST) was slightly larger than for Model 2. In this scenario, the model has general and

moderate qualities with a precision of 0.425 and a recall of 0.289.

Expanding on this topic, a better option could be to opt for a more ”extreme” threshold to achieve

either high precision or recall. One important aspect that needs to be addressed is whether the

model is intended to make definite decisions or to be used as a guidance tool in the Invoice-to-

cash process. The former equates to the general imbalanced classification problem, where the

false positives are more costly than the false negatives which translate to prioritizing recall and

catching as many positive samples as possible. This is achieved by choosing a low probability

threshold. For this option, a larger proportion of positive (default) invoices would be caught but

the operational expenses would increase due to the larger quantity of reminders/calls. However, the

potential amount of recovered credits from otherwise defaulted invoices would most likely bypass the

increased operational costs for reminders/calls. On the other hand, there is a risk of a deteriorated

relationship with healthy customers because their invoices just happened to be late rather than

defaulting and the increased reminders/calls are unnecessary.

The other option would be to pick a higher probability threshold and prioritize precision. In this

case, only invoices with a high predicted probability of default would be classified as default. The

immediate upside is that the operational costs for reminders/calls decrease and the downside is that

the model misclassifies more default invoices. It can be argued that a higher probability threshold

is linked to the model being used as a guidance tool in the Invoice-to-cash process. The traits of

a guidance tool would be to keep the high prediction performance on the non-default invoices and

focus on catching the obvious (high positive class probability) default invoices that perhaps would

not be caught manually without a classification model. At the same time, the relationship with

healthy customers is not largely impacted.

It may be even more helpful to adapt certain rules to certain probability thresholds which allow

broader and more response options. One possibility would be to send many reminders, make earlier



Chapter 7. Discussion 60

calls and prioritize customers for invoices that are predicted to default with a probability of more

than 80%. In this scenario, Model 1 and Model 2 show a precision of 76.9% and 80%, respectively.

Even though the recall is roughly 10%, it is more profitable to invest in customers that are very

likely to default. Besides this, one could use the 5% probability threshold as a screener to put

the invoice on a watch list or perhaps send more reminders but fewer than for the 80% threshold.

For example, for a 0.05 probability threshold, Model 2 manages to catch 51.3% of all defaults with

a 15.1% precision while at the same time keeping a precision of 99% and a recall of 95% for the

negative (non-default) class. Additional decision rules could also be applied to other probability

thresholds between or outside 0.05 and 0.80

7.4 Feature Importance

The main finding is that the event variables are not of significant importance. The only event

variable found in the top 20 features is ”Event 20 12 Mth”. One explanation may be because of

the sparsity in the event variables. Most customers do not trigger the event and have zero in these

features. Accordingly, the CatBoost algorithm (which was used to train the two best-performing

models) may not prioritize and split on the event variables resulting in low feature importance.

Since, there are numerous event variables in the data set, excluding them would yield a less complex

model. Accordingly, it would be interesting to train the model excluding them.

When comparing the two feature importance scores for the respective models, it can be seen that

there is a variation in feature importance. For Model 1, ”NO PYMT 3 Mth” is the only common

feature in the top 5 features. For model 2, there are four common features in the top 5 features

but with different rankings. There are also notable differences in feature importance across Model

1 and Model 2 for the same feature importance score.

The important features also vary between the two models when the feature importance score is

the same. Model 1 and Model 2 are trained using data sets with features selected using two

different feature selection methods. However, the data sets are quite similar with roughly 90%

common features. One explanation is due to different resampling techniques usage. Model 1 used a

combination of undersampling and SMOTE while resampling was not used in Model 2. Due to the

variation in feature importance scores for specific features, further research is suggested to draw

solid conclusions on this matter.
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7.5 Critical Reflection

Various factors may have influenced the results obtained in this thesis. During data collection,

invoices for the credit cards that were less than 1 month old had to be removed. This is because

the behavioural features are dependent on the past month’s data. Consequently, new credit cards

(less than 1 month old) are not taken into account in this thesis. One valid hypothesis is that

newly issued credit cards have a higher default rate than older-issued credit cards. However, this

hypothesis cannot be tested in this case. Newly issued credit cards also affect certain historical

features such as averages and sums using the past 3, 6 and 12-month data. Rather than setting the

feature to zero or removing the row, the average or sum was imputed using the available historical

available. For example, if a credit card account is 4 months old, the historical 3 month features

are unaffected but the 6 and 12 months features will be imputed with the 3 month value. This

affects all invoices with credit cards that are newer than 12 months. The effect of this is difficult to

measure but since the model most likely will be used to classify all invoices, it needs to somehow

handle newer accounts as well (except for credit cards newer than 1 month).

ANOVA was applied as a feature selection method to reduce features. However, the data does not

satisfy the general assumptions of the ANOVA test. This concerns the assumptions on independent

observations and normally distributed response variables. Since there are multiple cases where

more than one invoice belongs to the same customer/credit card, the invoices are not independent.

On the other hand, the ANOVA-selected feature set did perform well compared to the full and

Kendall’s tau-selected feature sets. For this reason, the ANOVA-selected feature set was kept.
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Conclusions

Credit risk is a major risk facing financial institutions. The probability of default is one metric

commonly used to model and monitor credit risk. Regular PD models are regulated and used to

forecast risk levels as long-term variables (within 12 months). Short-term Probability of default is

rare and is not regulated in the same way but can provide valuable insight for risk management

on an operational level. This thesis considered one possible application of short-term PD in the

Invoice-to-Cash process, specifically overdue credit card invoices that were more than five days

late. The Invoice-to-Cash process involving cash-collection and reminders/calls to customers is

mostly generic. A data-driven Machine learning model that predicts whether an invoice will go

to debt collection (default) can aid in operational strategies and decision-making. For example,

more reminders can be sent to the customers whose invoice is predicted to default and in addition,

invoice/customer prioritization is also possible.

The research question for this thesis was formulated as

Which statistical learning techniques from a predefined set exhibit the best performance

and what features of credit card holders are of the most importance in terms of identifying

invoice default in the pre-collection phase?

The data was heavily imbalanced and the vast majority of invoices did not enter debt collection. The

results that were obtained in this thesis show that all tested machine learning algorithms performed

significantly better than a random guessing baseline model when using AUCPR as an evaluation

metric. The applied ensemble methods consisting of Random forest, XGBoost and CatBoost per-

formed considerably better than logistic regression and decision trees. The original feature set was

62
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reduced using two filter methods using correlation analysis and significance tests with ANOVA and

Kendall’s tau. Both reduced feature sets performed well and were not particularly worse than the

full feature set and simultaneously being a less complex model. The applied resampling techniques

did not enhance the performance considerably for the ensemble methods.

Two of the best-performing models, both trained with CatBoost, were selected to be further an-

alyzed where one had the highest F-score and the other one had the highest AUCPR. Through a

probability threshold analysis, it was shown that the standard probability threshold of 0.5 was not

always optimal and should be adjusted. The adjustment of the threshold is a trade-off between

precision and recall. GHOST, a cost-sensitive learning algorithm called thresholding, was applied

post-training to optimize the threshold based on Cohen’s kappa. Moreover, a proposition for po-

tential model usage in reality was presented, where one could opt for a set of different decision rules

for different probability thresholds. One option would be to send more reminders and prioritize

invoices which received a predicted probability (to default) of more than 0.8 and the 0.05 threshold

could be used as a screener where the invoice is placed in a watch list for further observation. Other

decision rules could be applied to other thresholds for further response actions.

Finally, feature importance was evaluated using two scores: PredictionValuesChange and LossFunc-

tionChange, which are available in the CatBoost library. The main conclusion is that the event

variables were not vital for predicting short-term invoice default for the data set in this thesis.

The observed important features include credit card balances, card activities, credit utilization and

the number of historical invoice payments. However, it was observed that the variation in fea-

ture importance was quite remarkable when comparing both Model 1 and Model 2 for the same

feature importance score and when comparing the same model using different feature importance

scores. Accordingly, it is difficult to draw conclusions on specific features and further research is

recommended to draw definite conclusions in terms of feature importance.

8.1 Future Work

In a future project, there are several possibilities to expand and investigate the machine learning

problem in this thesis. Firstly, the work on the data could be continued. As described, only

a subset of the total available features is included in the data set in this thesis. It could also

be interesting to consider multivariate feature selection techniques such as wrapper methods that

account for non-linearities and interactions between features that are not otherwise captured. In this

thesis, wrapper methods were discarded due to limited computational resources. Recursive feature

elimination (RFE) is one wrapper method which is an iterative method that removes the least
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contributing feature in every iteration. RFE provides the best subset of features and optimizes the

classifier performance. Another possibility would be to combine a filter method with RFE, creating

a hybrid feature selection method.

Thereafter, it would be interesting to specify the model additionally. The current model is trained

on data consisting of invoices from both different countries and brands/products. The idea would

be to isolate the effect of different credit card usage habits depending on the country and credit

card brand/products. Certain credit card brands/products may target various customer groups

which in turn leads to vastly different feature values.

Furthermore, the models in this thesis have not been finely tuned and there certainly exists model

improvement potential from a hyperparameter tuning perspective. In addition, there exist resam-

pling techniques that are more advanced such SMOTEENN and SMOTTomek which uses SMOTE

for oversampling but edited nearest neighbour’s respective Tomek-links for undersampling.

If one would use the predicted (short-term) PD standalone, similarly to the regular (long-term)

PD, probability calibration may be needed. Oftentimes, the probabilities are over-confident and/or

under-confident and do not match the actual true likelihood of non-defaults/defaults. Calibration

is usually done by fitting an additional (sigmoid or isotonic) regressor to the classifier.

Finally, as discussed, further research is needed to draw confident conclusions on feature importance.

One could investigate other approaches such as SHAP (SHapley Additive exPlanations) which stems

from game theory. A further step is to consider feature importance from a feature interaction context

which refers to how features collaborate and how the collaboration affects the model prediction

specifically.
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Appendix A

ROC- and precision-recall curves

(a) ROC curve (b) Precision-Recall curve

Figure A.1: ROC- and precision-recall curve for the full feature set with oversampling.
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(a) ROC curve (b) Precision-Recall curve

Figure A.2: ROC- and precision-recall curve for the full feature set with SMOTE.

(a) ROC curve (b) Precision-Recall curve

Figure A.3: ROC- and precision-recall curve for the full feature set with oversampling and under-

sampling.
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(a) ROC curve (b) Precision-Recall curve

Figure A.4: ROC- and precision-recall curve for the full feature set with SMOTE and undersam-

pling.

(a) ROC curve (b) Precision-Recall curve

Figure A.5: ROC- and precision-recall curve for the ANOVA feature set without resampling.
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(a) ROC curve (b) Precision-Recall curve

Figure A.6: ROC- and precision-recall curve for the ANOVA feature set with undersampling.

(a) ROC curve (b) Precision-Recall curve

Figure A.7: ROC- and precision-recall curve for the ANOVA feature set with oversampling.
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(a) ROC curve (b) Precision-Recall curve

Figure A.8: ROC- and precision-recall curve for the ANOVA feature set with SMOTE.

(a) ROC curve (b) Precision-Recall curve

Figure A.9: ROC- and precision-recall curve for the ANOVA feature set with oversampling and

undersampling.
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(a) ROC curve (b) Precision-Recall curve

Figure A.10: ROC- and precision-recall curve for the Kendall’s tau feature set without resampling.

(a) ROC curve (b) Precision-Recall curve

Figure A.11: ROC- and precision-recall curve for the Kendall’s tau feature set with undersampling.
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(a) ROC curve (b) Precision-Recall curve

Figure A.12: ROC- and precision-recall curve for the Kendall’s tau feature set with SMOTE.

(a) ROC curve (b) Precision-Recall curve

Figure A.13: ROC- and precision-recall curve for the Kendall’s tau feature set with oversampling

and undersampling.
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(a) ROC curve (b) Precision-Recall curve

Figure A.14: ROC- and precision-recall curve for the Kendall’s tau feature set with SMOTE and

undersampling.
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