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The increased availability of large scale computing hardware brings the analysis of fully three-
dimensional non-autonomous flow cases within reach. In these flow scenarios, the simplifying
assumption of temporal homogeneity is not applicable and with it many data-driven analysis
techniques that rely on it. Within the well-established modal decomposition framework of
Proper Orthogonal Decomposition (POD), we can treat time in the same way as the spatial
dimensions and apply the method to statistical ensembles of non-autonomous flows in order
to extract coherent structures in space and time from the resulting experimental or numerical
data, leading to the space-time POD formulation. This extension of the existing method is
demonstrated on the model problem of the complex Ginzburg—Landau equation, modified to
include non-autonomous parameter variations. Subsequently, the space-time POD analysis
is carried out on a numerical dataset of 25 realisations of the onset of leading edge dynamic
stall on a NACAOO009 airfoil section subject to low levels of background disturbances.
The space-time POD, combined with extended POD, is used to extract the spatio-temporal
structure of energetic wavetrains during the bursting of the laminar separation bubble close
to the leading edge, which are found to be statistically relevant phenomena in the context
of incipient dynamic stall. The potential of the space-time POD methodology to objectively
extract coherent structures from ensembles of non-autonomous data is demonstrated.

1. Introduction

Many fluid mechanical system of practical interest are turbulent and thus exhibit chaotic
spatio-temporal dynamics. One approach to analysing turbulent flow data is based on the
mathematical model of the dynamical process which is given by the Navier—Stokes equations,
while, to its complexity, it is not always the method of choice. A different approach is to
leverage the fact that despite the local chaos of turbulence, there are structures of considerable
coherence in space and time that are abundant in both experimental and numerical data, an
idea that has first been used extensively in Townsend (1956). Most studies of turbulent
flows have focused on statistically stationary flows, i.e. situations where the statistical
properties of the system are invariant with respect to shifts in time. A wide range of tools
for feature extraction have been devised for these situations, most notably Proper Orthogonal
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Decomposition (POD) and Dynamic Mode Decomposition (DMD) as well as the many
variants that have emerged. The popularity of this type of data analysis is reflected in the
increased amount of review articles in recent years dealing with the underlying theory and
applications (Taira et al. 2017; Rowley & Dawson 2017; Schmid 2021).

In spite of the success of these methods, many practical applications of engineering
importance deal with non-autonomous systems such as airfoil dynamic stall, gust response
or externally forced systems (e.g. pressure driven pulsating flows like in the cardio-vascular
system). Although some techniques exist for modal decomposition of non-autonomous data
(Huang et al. 1998), there are still a number of issues in their practical application, in
particular the need for user defined parameters and case specific tuning. A complementary
approach to devising new analysis techniques is to adapt existing and well-tested methods to
the new problems, an approach that has led to the recent extension of resolvent analysis to
non-stationary flow configurations via wavelet transforms by Ballouz et al. (2022).

In the same vein we revisit POD, the classic tool for modal decomposition that has been
used extensively for feature extraction and reduced order modelling of complex flows. The
description of the bi-orthogonality of space-only and temporal POD modes (Aubry et al.
1988) and their efficient computation via the so-called snapshot method (Sirovich 1987)
have led to a widespread adoption of the space-only POD technique for the extraction of
spatially correlated flow features from data. Recently, the increasing availability of time-
resolved measurements and numerical simulation data have also revived interest in the
spectral counterpart of space-only POD, called spectral POD, that relies on Fourier transforms
of the correlation function prior to applying the POD method and thus yields coherent
structures in both space and time (Towne et al. 2018). In order to be able to apply the POD
formalism to non-autonomous flow data, time needs to be included in the analysis explicitly
which naturally leads to the space-time POD concept. We stress that the explicit inclusion
of time into the POD formalism does not alter the characteristics of the method but rather
generalises the concept of realisation to a full spatio-temporal time series instead of restricting
the analysis to spatial distributions (with or without preceding spectral estimation). Due to the
overwhelming popularity of space-only and spectral POD concepts, the underlying generality
of the POD framework is sometimes overlooked.

We apply this generalisation of space-only POD, combined with ideas from extended POD
(Borée 2003), to the complex Ginzburg-Landau equation with time-dependent coefficients
to validate the capability of the approach to identify spatio-temporally correlated structures
in a simple non-autonomous system before applying it to a dataset of 25 realisations of the
bursting of a laminar separation bubble (LSB) on a NACAO0009 airfoil undergoing dynamic
stall. The space-time POD method allows us to extract coherent but transient wavetrains
occurring during the bursting of the laminar separation bubble that have a particularly strong
signature in the wall stress data. The space-time POD modes are then used to reconstruct
the the full flow field correlated with the wall data. Note that this approach is similar to the
conditional space-time POD approach described in Schmidt & Schmid (2019) who apply a
comparable extension of the standard POD to characterise intermittent rare events that are
linked to large pressure fluctuations in a round jet. Note however that in the present work we
do not rely on an external criterion for the identification of events to constitute realisations
of interest but instead apply the POD machinery to the full spatio-temporal data directly.



2. Proper Orthogonal Decomposition

In this section, we first present the statistical method, in terms of a general random variable
G, before restricting the analysis to flow data defined as a function of space X and time (. This
presentation will use the continuous formulation of the inner product in order to highlight the
conceptual differences between different forms of the method. We emphasise that we always
consider a finite set of realisations forming the statistical ensemble.

Proper Orthogonal Decomposition (POD), often called principal component analysis
(PCA) or even Karman—-Loeve expansion in other scientific fields, is a classical tool, with
solid roots in statistical theory, employed to study coherent structures within complex flows.
Introduced initially by Lumley (1967) in the context atmospheric turbulent flows, the method
considers a square integrable (12, finite variance) stochastic signal D(G) defined on a domain

which is equipped with an expected value operator K{-} and an inner product

(01) = 0°(6)L(G) 36 @2.1)

where {-}* denotes complex conjugacy. The signal D(G) is decomposed into : deterministic
functions, q- (G), called POD modes, and random coefficients, O-, such that

DG = 0:q:(6) 0: = (D) g:(0)) 2.2)

i=1

where the POD modes are the functions that maximise the Rayleigh quotient

_ K {D(6) q(6))

"0 ag)= (2.3)
V7T a® a©)
These modes are shown to be eigenfunctions of the integral (Fredholm) equation
1(G 6)q(6")36" =_q(6) 2.4)

containing a kernel defined as the two-point correlation function
1(G G") = K{D(G)D"(G")} (2.5)

By definition, the POD modes diagonalise the correlation function

16G6)= _.0:(6)q:(C") (2.6)
=1

and are orthonormal with respect to the chosen inner product

(qs 9:) =Xy (2.7)

where Xg:- is the Kronecker delta. Furthermore, POD modes show coherence in the full
domain in which the correlation function is defined and are optimal in capturing the variance
in a dataset. Among all linear decompositions, a given subset of the POD modes, -,
associated with the highest eigenvalues, _-, contains the most variance possible in the
average sense (Berkooz et al. 1993).

Considering a vector field, u(x (), function of space and time, one needs to define the
integration domains and statistical ensembles in order to perform a POD analysis. Most
importantly, this choice directly affects the correlation function we aim to diagonalise via the
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inner product and expected value operator.

2.1. Space-only POD

Historically, a common choice is to de ne the ensemble average as a set of snapshots of
ulx— €at di erent time instances, representing a signal with homogeneous statistics in time,
and set as the spatial domain. The associated inner product is constructed as

1

hu—vi. = v IXx—@ix—C3x— (2.8)
while the expected value operator is de ned as an ensemble average over snapshots (mean
in time), such that
1 @

| 1xx® = Kfutx—eu 1x-ey= —
#B

ulx—Cu x> - (2.9)
==1

where# g is the total number of snapshots. This yields the Fredholm equation
1

| 1xx%51x% 3x0= 51xo_ (2.10)
with diagonalisation
| ixx®= .5 1x05  1x0b_ (2.11)
o1
and implied expansion
G
ulx—€=  0.1C5.1x°- 0!1C=hutx—E5.1x%. « (2.12)

=1
In this formulation of the POD framework, the POD modes only represent spatial correlations
within the data, lacking temporal coherence. All the temporal information, including the
magnitude, is encapsulated in the expansion coe cie@t$C, which can be further
decomposed in order to extract temporal correlations explicitly (Aubry 1991). This constitutes
the predominant form of POD in the uid mechanics literature, labelled space-only POD
(Towneet al.2018), which was popularised in the late 1980s by the works of Sirovich (1987)
and Aubryet al. (1988).

2.2. Spectral POD
An alternative form of POD employs a statistical ensemble set constructed using a collection
of realisations of the same statistically stationary (homogeneous in time) ow, each de ned
over an in nite time span. Now, the integration domain contains both space and time,
- ), such that the inner product may be written as
1 1

hu—vi. y = v IXx—@ix—€3x3C (2.13)
1 -

and the expected value is an ensemble average over realisations, resulting in
1 O
| 1xx%-C®E Kfuix—eu x%-fg= . u=1x— 0 _1x%- fo— (2.14)
A ==]1
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where# a is the total number of realisations. The corresponding Fredholm equation reads

1 1
1

| 1xx%C2B1x & 3x%3E= 51x-6 (2.15)
1 -

At rstglance, this seems an odd choice of integration domain. In fact, due to the integration
of atime-homogeneous signal over ain nite time span, the energy in Eq. (2.15) is unbounded.
However, it is a classic result that POD modes degenerate into Fourier modes in unbounded
homogeneous directions (Lumley 1967, 1970), meaning that those directions can be Fourier
transformed prior to the application of the POD formalism. Therefore, we can write

| ixx>—-Cc®C | ixx-¢§- g=C & (2.16)

and the correlation function can be Fourier transformed, such that, as rstderived by (Lumley
1967, 1970), we have
1

1

IMx—x% 8 = | 1xx% @4 2¢8593g— 71x— 8= 5ix—@y 2¢85C (2.17)
1
1

I"x—x%- 871x% 83x0= 15071x_ 8 (2.18)

leading to a distinct diagonalisation for each frequency in the Fourier spectrum. The Fourier
series can then be transformed back to the time domain using the formula

x !
1 G
| ixx>—§ = _.15°7 . 1x— 87 . 1x0- g 42685035 (2.19)
1 =1

1

with the associated expansion

G
#x—8= 0.15°7.1x— 8- Q15 = hiix— 8-7.1x— 8i. - (2.20)
=1

1
1

uix—€= tix— 842853 C. (2.21)
1

This approach was labelled spectral POD by Picard & Delville (2000) and Tetaé
(2018) and has been applied di erent settings (Glaesat. 1987; Arndtet al. 1997; Tinney
& Jordan 2008; Schmidtt al. 2017) throughout the years. In this case, the modes depend
on both space and time and are therefore able to capture correlations in space while still
evolving in a single frequency. Here, the expansion coe ciefts, 5°, contain information
about magnitude and phase of the corresponding mode.

It is important to notice that both space-only and spectral POD formulations assume a
statistically stationary (time-homogeneous) signal. In the former through the time-averaging
expected value operator, de ned in (2.9), and the latter through the time dependence of the
correlation function and subsequent Fourier transform, described in Egs. (2.16) and (2.17).
While these formulations are predominant in literature, we stress that homogeneity in time
is not a requirement of the POD method itself but rather stems from the speci cs of each
application (Aubry 1991).



2.3. Space-time POD

As described in the introduction, leading edge dynamic stall over an airfoil is a non-linear,
non-autonomous ow con guration with changing statistics in time. Hence, the application
of POD in this work calls for the relaxation of the time homogeneity assumption. We choose
a statistical ensemble composed of a collection of realisations of the same ow, each de ned
over a restricted ( nite) time interval;2 »G@— €/:and borrow the de nition of the expected
value operator from (2.14). Like in spectral POD, the integration domain contains both space
and time, - ). However, since the integration in time covers a bounded domain,
this formulation obeys thé ? integrability requirements without further adjustment. The
associated inner product is

1 1
G
hu—vi. y = V Ix—@ix—€3x3C— (2.22)
@ -
leading to the Fredholm equation
1 1
G
| 1xx—CPB1x B 3x3E= 51x-6&- (2.23)
(a -
with subsequent diagonalisation
| ixx%-c®e .5 1x-05 x> B- (2.24)
=1
and POD expansion
G
uix—-€= 0.5.1x-€ 0 =ux-65.1x-a_ )+ (2.25)

=1
It is clear that the eigenmodes in this formulation have full dependence on both space and

time, without any homogeneity assumptions, and will show coherence in the full space-time
domain, since this is the span of the correlation function.

Concerning the choice of integration domain, the space-time POD formulation can be
thought of as a generalisation of both mainstream forms of POD presented before. For the
case of space-only POD, the time integration bounds in Eq. (2.22) tend to the same value
(@ G ! 0), such that correlations can be thought to be de ned over a in nitesimal
time span,3C Assuming homogeneous statistical evolutionudk—€in time, the time
dependence of Eq. (2.24) can be dropped and snapshots can be considered independent
realisations. In spectral POD, on the other hand, the time integration bounds tend to in nity
(@ @'!1 )and,assumingtime homogeneity, the energy can be computed in Fourier space.
Since correlations are still de ned over a time span, spectral modes show spatio-temporal
coherence. Nevertheless, while there is no di erence between space and time in the POD
formalism, the two dimensions need to be interpreted di erently, especially with respect to
causality which is associated to temporal dynamics but lacks a counterpart in space.

2.4. Extended POD

Considering that the phenomenon of dynamic stall is often described in terms of the
aerodynamics loads on a wing (Ekaterinaris & Platzer 1998), it is useful to consider
correlations in two di erent domains; on the one hand, the wall stresses de ned over the
two-dimensional surface of the airfoil, and on the other hand the full three-dimensional
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velocity eld. The concept of extended POD, introduced by &o0(2003), gives us the tools
for this analysis.

An important property from POD theory is that the random coe ciertis,in Eq. (2.2),
are uncorrelated with respect to the chosen expected value operator

Kf0g0. g= _oXo:® (2.26)

By multiplying the full expansion with the random coe cient (or more generally the
conjugate, if the values are complex) and then applying the expected value operator, we
arrive at

K u!x°0. =K 0959 1X°®J
«F1

Kf0. g5 g1x° = _.5.1x°—  (2.27)

10 26
B

"W

1

leading to
K u1x°0.
5. ix0=z ——— (2.28)
a relation equivalent to Eq. (2.37), which states that the POD modes can be computed from
coe cients in the same way that coe cients are computed from the modes in Eq. (2.2).

The core idea behind extended POD is to use Eq. (2.28) in order to correlate a given signal
with any other physical quantity of interest, in any domain, solely from the coe cients of
the POD expansion. Given two stochastic signgtig® andu®x® with x 2 andx®2 ©
(where the two domains can intersect or not), we associate each realisatibxfafith a
realisation ofu®x® via its POD expansion on. If the POD expansion fan!x® is written
in the form of Eq. (2.2), the™ extended POD mode fai®2x® is de ned by

6 K u%x®Q.
foaxe=_ " 7 . (2.29)

Boree (2003) demonstrates useful properties of these extended modes, in particular that
the expansion
udix® = 0./.1x% (2.30)
=1
contains only the component of the signdtx® correlated withutx® and that only the ™
element of the expansiof, / . 1x®, is correlated to the projection of the original signal onto
the original: " POD mode. 5. 1x°.

2.5. Discretisation in space and time

We now introduce the computational algorithm employed in the application of the space-time
POD method. The procedure is analogous to space-only POD. First, we compute zero-mean
velocity uctuations

u%x—€= ulx—€ Kfulx—ey- (2.31)
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so that the data matrix is constructed as
j ] j
U=Rudix-C ugix-¢ ug,x-C 4 (2.32)
J J J

with each column corresponding to a full space-time realisation of the system. The matrix
has dimensions#. ) -by-#, where# .  is the total number of points in, in space and
time. Next, compute the correlation matrix

C=-2uu w- (2.33)
#a

with f g denoting the conjugate transpose aliddenoting the diagonal positive-de nite
matrix containing spatio-temporal quadrature weights. The eigenvect@srd the space-
time POD modes, , and the eigenvaluesare the associated energies:

c = - (2.34)

Alternatively, as it often happens th#t # p, it is more computationally e cient
to obtain the same modes by devising the eigenproblem in the span of realisations. This is
known as the snapshot method, introduced by Sirovich (1987):

M=-1U WU- (2.35)
#a

M = - (2.36)

=p1:U -2, (2.37)
#a

3. Numerical simulations of leading edge dynamic stall

The full three-dimensional Navier{Stokes equations are solved around a NACA0009 airfoll
at a chord-based Reynolds number of R&00 000 undergoing a constant rate pitch-up
motion fromU=8 uptoU 14+ . During the pitch-up motion, a small laminar separation
bubble with turbulent reattachment, present close to the leading edge, grows and eventually
bursts leading to the formation of a large vortex on the airfoil suction side in a process
called leading edge dynamic stall. The governing equations are solved using the high-order
spectral element code Nek5000 (Fischearl. 2008) in thePy { Px - formulation. Within

each spectral element, the velocity eld is expande#t fhorder polynomial interpolants on

the Gauss{Lobatto{Legendre points wheré&s 2°" order polynomial interpolants on the
Gauss{Legendre points are chosen for the staggered pressure eld.

The pitching motion of the airfoil is accomplished via the Arbitrary Lagrangian-Eulerian
(ALE) framework (Ho & Patera 1991) where the computational mesh is deformed during
the simulation. Since the mesh movement is prescribed and kagaiori, the deformation
eld can be computed o ine and used to compute both mesh position and velocities at
runtime with little computational overhead. A conformal structured C-grid meshing strategy
is chosen placing the far eld boundaries with Dirichlet conditions (unit axial velocity) at
3.5 chords distance from the airfoil in radial direction and the natural out ow condition 4
chords downstream of the leading edge. The spanwise extent of the simulation is 0.1 chords



(a) Angle of attack (b) Simulation (grey) and interpolating mesh
over time. (red).

Figure 1: Simulation setup. Fig. 1a: Angle of attack over time (blue) compared to the

asymptotic ramp speed (dashed). Fig. 1b : 2D slice of the simulation mesh close to the
airfoil in grey (only spectral elements are shown) overlaid with a slice of the interpolating
mesh in red (only every 2(3'9) point is shown in streamwise (wall-normal) direction.

and periodicity is enforced at the boundaries.

Instead of relying on intrinsic disturbances generated by the mesh or the numerical scheme
which are unavoidable but lack reproducibility, low amplitude freestream disturbances are
introduced directly into the simulation. To this end, a banded white noise body force is added
0.1 chords upstream of the leading edge and the forcing amplitude is tuned in order to obtain
a turbulence intensity at the leading edge of=T@+05%, which corresponds to conditions
in a low turbulence level industrial wind tunnel. A detailed description of the mesh and
computational setup, with the exception of the airfoil rotation, can be found in (&eah
(2022), case Il) presenting the analysis of precursor simulations at a constant angle of attack.

The function for the ramp motion follows the work of Benton & Visbal (2019) with an
asymptotic ramp speed ofy = 0«05 which is reached from an initial zero via an exponential
transient with a time constant € = 05 to avoid large initial accelerations. The rotation
speedd (in radians per convection tint@* 2) is chosen as

GiC= o 1 4 46CG (3.1)

which can be integrated analytically to obtain an expression for the angle of attack

G, 466G
ue = C — 4 1 o 3.2
W, oC 2% (3.2)

The variation of the angle of attack over time is shown in Fig. 1a.

For the statistical analysis of the ow with a particular focus on incipient dynamic stall,
a population of 25 separate pitch up simulations are run at polynomial #reeb. As the
mesh was designed for direct numerical simulation (DNS) resolution in the laminar separation
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bubble at polynomial ordet = 7 without Itering, the current simulations are well-resolved
large-eddy simulations (LES) where only the highest frequencies are implicitly Itered to
stabilise the simulation. The Itering is implemented via the same implicit relaxation-term
Itering that is also used in the freestream of the DNS (Ketral. 2022). Reducing the
polynomial order decreases computational cost to such a degree that a single DNS of the
ow case at polynomial orde# = 7 has about 70% of the computational cost of the 25
simulations of the present study in terms of core hours.

The initial condition for each realisation is a snapshot of the full ow eld sampled from a
precursor simulation at polynomial ordér= 7 run at statistically steady state with a constant
angle of attack oty = 8 and otherwise identical setup (Keghal.(2022), Case Il). In order
to obtain a dataset of statistically independent realisations, the initial conditions are sampled
from the precursor simulation at constant intervals & = 004 chord-based convective
times covering most of the simulation. While this separation does not avoid large scale
correlations of the far eld, the dynamics of the separation bubble that have much shorter
timescales are uncorrelated. In each realisation of the dataset, the ow is simulated for 2.52
convective times (corresponding to a nal angle of attackiof 14+6 ) and the full ow elds
are saved everyC= 00011 yielding 2400 snapshots. The data is interpolated onto a smaller
mesh covering the volume of interest close to the leading edge using spectral interpolation.
The interpolating mesh has a resolution of 64800 64 points in the streamwise, wall-
normal and spanwise directions, respectively. Taking advantage of the spatial homogeneity in
the spanwise direction, the data is sampled at equidistant pdiragrnd Fourier transformed
prior to further analysis which is then carried out on individual 2-dimensional Fourier modes.
The computational mesh close to the airfoil as well as the interpolating mesh used for the
post-processing are shown in Fig. 1b in grey and red, respectively.

The comprehensive analysis and visualisation of even the Fourier transformed dataset is
inherently di cult due to the fact that it consists of 2D elds that evolve in time. In an e ort
to present the dataset in a more concise fashion, we consider the coeZjemt the airfolil
surface, given by the skin friction normalised by the far eld dynamic presédrez. The
wall stresses (including contributions from both friction and pressure) encapsulates much of
the ow dynamics relevant to aerodynamics and is thus a reference metric that is widely used
(Benton & Visbal 2019). Since the friction and pressure maps are very similar, we show only
the data for the skin friction coe cient.

The space-time average of thAg over all realisations is shown in Fig. 2a. The space-time
ensemble average of the population retains many of the features of the realisations indicating
that the overall ow features are captured by the ensemble average. The three main features
of leading edge dynamic stall can be identi ed, namely (i) the initial phase with the small
laminar separation bubble with turbulent reattachm€ri¢2 Y 1) similar to the statistically
stationary case (ii) the bursting of the laminar separation bubbYeQ+2 Y 2) and (iii) the
formation, growth and subsequent downstream movement of the dynamic stall vortex (DSV,
C*2 i 2).

A close inspection of the ensemble average shows a strong vortex that is shed from the
leading edge at startup, evidenced by a strong localised disturbance of the friction coe cient
in the LSB neartG-°G= 101-0°, and travels through the entire domain. This structure is
numerical in nature and is due to a combination of a single- le restart (i.e. low temporal
accuracy for the rsttimesteps) and the fact that the initial conditions are interpolated from the
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Figure 2: Space-time diagrams of the wall skin friction coe cient on the suction side of
the airfoil near the leading edge for = 0. The ow is from left to right. Fig. 2a:
Space-time average over all realisations. The black line is the zero contour. Fig. 2b:
Space-time diagram of the friction coe cient data for realisation #16. The black line is
the same as in Fig. 2a for reference. Fig. 2c: Space-time diagrams of the uctuat@®gs in
around the mean for all realisations in the dataset. The domain size and colourscales are
the same as in Fig. 2a.

precursor simulation run at higher polynomial order (on the same spectral element mesh). The
appearance of this artefact of the employed restart method shows the dynamical sensitivity
of the separation bubble to the simulation details. In fact, the mere change of polynomial

order leads to earlier transition and an overall shortening of the separation bubble (by about
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