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Abstract

Intelligent systems, i.e., digital systems containing smart devices that can
gather, analyze, and act in response to the data they collect from their sur-
rounding environment, have progressed from theory to application especially
in the last decade, thanks to the recent technological advances in sensors
and machine learning. These systems can take decisions on users’ behalf dy-
namically by learning their behavior over time. The number of such smart
devices in our surroundings is increasing rapidly. Since these devices in most
cases handle privacy-sensitive data, privacy concerns are also increasing at
a similar rate. However, privacy research has not been in sync with these
developments. Moreover, the systems are heterogeneous in nature (e.g., in
terms of form factor, energy, processing power, use case scenarios, etc.) and
continuously evolving which makes the privacy problem even more challeng-
ing.

In this thesis, we identify open privacy problems of intelligent systems and
later propose solutions to some of the most prominent ones. We first investi-
gate privacy concerns in the context of data stored on a single smart device.
We identify that ownership change of a smart device can leak privacy-sensitive
information stored on the device. To solve this, we propose a framework to en-
hance the privacy of owners during ownership change of smart devices based
on context detection and data encryption. Moving from the single-device
setting to more complex systems involving multiple devices, we conduct a
systematic literature review and a review of commercial systems to identify
the unique privacy concerns of home-based health monitoring systems. From
the review, we distill a common architecture covering most commercial and
academic systems, including an inventory of what concerns they address, their
privacy considerations, and how they handle the data. Based on this, we then
identify potential privacy intervention points of such systems.

For the publication of collected data or a machine-learning model trained
on such data, we explore the potential of synthetic data as a tool for achieving
a better trade-off between privacy and utility compared to traditional privacy-
enhancing approaches. We perform a thorough assessment of the utility of
synthetic tabular data. Our investigation reveals that none of the commonly
used utility metrics for assessing how well synthetic data corresponds to the
original data can predict whether for any given univariate or multivariate
statistical analysis (when the analysis is not known beforehand) synthetic
data achieves utility similar to the original data. For machine learning-based
classification tasks, however, the metric Confidence Interval Overlap shows
a strong correlation with how similarly the machine learning models (i.e.,
trained on synthetic vs. original) perform. Concerning privacy, we explore
membership inference attacks against machine learning models which aim at
finding out whether some (or someone’s) particular data was used to train the
model. We find from our exploration that training on synthetic data instead
of original data can significantly reduce the effectiveness of membership in-
ference attacks. For image data, we propose a novel methodology to quantify,
improve, and tune the privacy utility trade-off of the synthetic image data
generation process compared to the traditional approaches.
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Overall, our exploration in this thesis reveals that there are several open
research questions regarding privacy at different phases of the data lifespan of
intelligent systems such as privacy-preserving data storage, possible inferences
due to data aggregation, and the quantification and improvement of privacy
utility trade-off for achieving better utility at an acceptable level of privacy
in a data release. The identified privacy concerns and their corresponding
solutions presented in this thesis will help the research community to recognize
and address remaining privacy concerns in the domain. Solving the concerns
will encourage the end-users to adopt the systems and enjoy the benefits
without having to worry about privacy.

Keywords: privacy, intelligent systems, synthetic data, machine learning
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Sammanfattning

Intelligenta system, d.v.s. digitala system som inneh̊aller smarta enheter
som kan samla in, analysera och agera beroende p̊a den data de samlar in fr̊an
sin omgivning, har g̊att fr̊an teori till tillämpning, särskilt under det senas-
te decenniet, tack vare tekniska framsteg inom sensorer och maskininlärning.
Dessa system kan fatta beslut åt användarna p̊a ett dynamiskt sätt genom
att lära sig deras beteende över tid. Antalet s̊adana smarta enheter i v̊ar
omgivning ökar snabbt. Eftersom dessa enheter i de flesta fall hanterar in-
tegritetskänsliga data, ökar integritetsproblemen ocks̊a i samma takt. Dock
har forskningen kring skydd av personlig information och integritet inte va-
rit i synk med denna utveckling. Dessutom är systemen heterogena (t.ex.
när det gäller formfaktor, energi, beräkningskapacitet, användningsomr̊aden,
etc.) och de utvecklas ständigt vilket gör att integritetsproblem blir ännu mer
utmanande.

I denna avhandling identifierar vi integritetsproblem för intelligenta sy-
stem och föresl̊ar lösningar p̊a n̊agra av de mest framst̊aende problemen. Vi
undersöker först integritetsproblem i samband med data som lagras p̊a en
enda smart enhet. Vi noterar att när en smart enhete byter ägare kan integri-
tetskänslig information lagrad p̊a enheten komma i orätta händer. För att
lösa detta föresl̊ar vi ett ramverk för att förbättra integriteten för ägarna un-
der s̊adana ägarbyten. Ramverket använder sig av tekniker för att detektera
miljöombyte och kryptering av data. Sedan g̊ar vi fr̊an scenariot med en enda
enhet till mer komplexa system som involverar flera enheter. Vi genomför en
systematisk litteraturstudie och en genomg̊ang av kommersiella system för
att identifiera de unika integritetsproblemen som uppst̊ar hos hembaserade
hälsoövervakningssystem. Fr̊an studien destillerar vi en gemensam arkitektur
som täcker de flesta kommersiella och akademiskt producerade system, samt
en inventering av vilka problem de tar upp, deras integritetshänsyn och hur de
hanterar ägarens data. Utifr̊an detta har vi d̊a identifierat potentiella ställen
för integritetsskydd för s̊adana system.

För att dela insamlad data eller en maskininlärningsmodell tränad p̊a
s̊adana data med andra utforksar vi huruvida syntetiskt data kan användas
som ett verktyg för att uppn̊a en bättre avvägning mellan integritet och nyt-
ta jämfört med traditionella integritetshöjande tillvägag̊angssätt. Vi gör en
grundlig bedömning av användbarheten av syntetiska tabelldata vad gäller
korrekthet. V̊ar undersökning visar att ingen av de vanliga m̊atten för hur väl
syntetisk data motsvarar originaldata kan förutsäga om, för en given univariat
eller multivariat statistisk analys (när analysen inte är känd i förväg), synte-
tiska data uppn̊ar nytta liknande originaldata. För maskininlärningsbaserade
klassificeringsuppgifter visar dock metriken överlapp av konfidensinterval-
ler en stark korrelation mellan hur lika maskininlärningsmodellerna (d.v.s.
tränade p̊a syntetiska vs. originaldata) presterar. När det gäller integritet ut-
forskar vi attacker mot maskininlärningsmodeller som syftar till ta reda p̊a
om vissa (eller n̊agons) särskilda data användes för att träna modellen. V̊ar
forskning visar att träning p̊a syntetisk data istället av originaldata kan av-
sevärt minska effektiviteten av s̊adana attacker. För bilddata föresl̊ar vi en ny
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metod för att kvantifiera, förbättra och justera avvägningen mellan integritet
och nytta jämfört med de traditionella metoderna.

Sammantaget visar v̊ar utforskning i denna avhandling att det finns flera
öppna forskningsfr̊agor ang̊aende integritet vid olika faser av databehandling
inom intelligenta system, s̊a som integritetsbevarande datalagring, möjliga
oönskade slutsatser p̊a grund av dataaggregering, och kvantifiering och förbätt-
ring av avvägningen mellan integritet och nytta av data, för att uppn̊a bättre
nytta p̊a en acceptabel niv̊a av integritet när man delar data med andra. De
identifierade integritetsproblemen och deras motsvarande lösningar som pre-
senteras i denna avhandling kommer att hjälpa forskarsamhället att känna
igen och åtgärda återst̊aende integritetsproblem i domänen. Om problemen
lösas kommer det att uppmuntra slutanvändarna att använda nya system och
dra nytta av fördelarna utan att behöva oroa sig för integritet.

Nyckelord: integritet, intelligenta system, syntetisk data, maskininlärning
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Chapter 1

Introduction

1.1 Motivation

The rapid advancement of technologies such as the Internet of Things (IoT), Artifi-
cial Intelligence (AI), and Machine Learning (ML) have significant contributions to
the enormous increase in the number of intelligent devices operating in our every-
day surroundings. They are becoming more and more integrated into our everyday
lives. Such devices span everything starting from single devices such as smart mi-
crowaves and smart speakers to more complex cyber-physical systems with multiple
devices such as independent living systems (i.e., allowing people with reduced ac-
tivity ranges due to age, illness, or disabilities to live in their own homes longer),
autonomous vehicles, and industrial automation. The devices are collecting increas-
ingly personal data which in turn increases their privacy and security concerns.

Intelligent devices and systems rely heavily on the collection and processing of
data for their operation. The data collected by these systems, in the majority of
scenarios, contain privacy-sensitive data of individuals. Quantitatively, the increase
in the number of such devices means more (sensor) data along with more intercon-
nected devices leading to more complex systems. Qualitatively, the collected and
inferred data is increasingly personal, and combining multiple sources of data can
lead to inferences with an extent of the privacy-breaching impact that is greater
than the sum of its parts, thus non-sensitive data can become sensitive. Due to
the heterogeneity of such systems in terms of form factor, use case scenarios, re-
quirements, target users, etc., it is difficult to provide generic privacy and security
solutions.

Data goes through different phases such as collection, storage, aggregation (i.e,
here the term aggregation is referred to as used in the context of wireless sensor
network or IoT [1,2] which means gathering data from different sources), processing,
and sharing during its lifespan on a system. Since the scope of the data differs
between each of these phases, privacy concerns also differ. For example. in the
case of data collection and storage on individual devices, the data scope is limited

3
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to particular individuals and concerns only the data collected by the particular
device. On the other hand, for more complex systems (e.g., independent living
systems) also collecting data about particular individuals but with several devices
which are then gathered on a centralized gateway, the data scope spans multiple
devices and besides ensuring the privacy of individual devices, consideration for
possible inferences when combining data from multiple sources is also required.
Data processing in the form of training and producing machine learning models
to obtain insights from the data has become a common approach nowadays. The
auxiliary inferences introduced by machine learning models and the possible attacks
on them pose privacy risks for individuals present in the data. In the data sharing
phase when the data contains information about several individuals (e.g., survey or
census data) and one needs to release the data or the trained model while protecting
the privacy of individuals present in the data, the requirements and solutions for
privacy protection also need additional considerations.

Besides ensuring privacy, keeping the data utility intact in a data release is also
very important to get the benefits from the data. However, traditional Privacy
Preserving Data Publishing (PPDP) approaches typically add noise to the data to
enhance privacy which introduces a trade-off between privacy and utility. Therefore,
to increase the level of privacy, utility needs to be compromised and vice versa.
Additionally, introducing an extra layer of privacy solution on top of the already
existing complex system further increases the complexity and reduces the usability
of the system. For example, independent living systems are intended for the elderly
who usually are less tech-savvy, and thus adding another layer of privacy solution
without impacting the usability of the system is not always straightforward. Such
systems also deal with critical health data which restricts the possibility of adding
noise to the data for enhancing privacy since the data needs to be accurate. Thus,
for privacy solutions, it is not enough to just consider the privacy aspect rather
finding the right balance between privacy, utility, usability, and performance is
necessary.

1.2 Objectives

The overall objective of this work is to analyze privacy concerns of intelligent devices
and systems, derive requirements, and based on privacy-enhancing approaches, de-
velop solutions toward balancing functionality/utility, privacy, and performance
such that the systems can be useful and reliable. Since privacy concerns differ at
different phases of the data lifespan on a system, it is not enough just to ensure
privacy in a particular phase. Hence, we investigate privacy concerns at different
phases of the data lifespan. Figure 1.1 shows the phases that we explore in this
dissertation. We begin with looking at privacy issues of data stored on a single
device about particular individuals. Next, we focus on privacy issues due to the ag-
gregation of data about particular individuals in a more complex system containing
multiple devices. Lastly, we also investigate the privacy concerns due to data pro-
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cessing and sharing where the data or the model contains information about several
individuals (e.g., survey, medical data, etc.). For each of the three data lifespan
phases explored in this work, we formulate concrete research questions that we aim
to tackle in this dissertation. Table 1.1 shows the relation between the research
questions and the phases of data lifespan. Next, we briefly discuss the phases and
their corresponding research question.

Data Collection 
& Storage

Data Aggregation
Data Processing 

& Sharing

Figure 1.1: Phases of Data Lifespan Explored

Data Collection & Storage. In recent years, smart homes and smart cities
have rapidly progressed from just mere concepts to widely adopted technologies.
Due to such adoptions, the number of devices in our surroundings has increased
enormously. The devices collect and store data which in most cases are privacy-
sensitive data. The life cycle of a device spans different phases such as initial
deployment, in use, getting sold or stolen, redeployment, and decommission. There
are privacy challenges related to data collection and storage in each phase of the life
cycle of a device and among them, some are already solved but some are still open.
For instance, in the initial deployment phase the challenge related to the privacy
protection of user credentials has been addressed by multiple research works [3, 4].
However, we identify that privacy challenges related to ownership change have not
gotten similar attention and are still open issues. Thus, we want to investigate
the privacy issues of ownership change and provide solutions to solve them. In
this dissertation, within data storage and collection, looking at single devices, we
particularly explore the following research question:

RQ1 How to protect privacy during ownership change of smart devices?

Table 1.1: Relation between Data Lifespan Phases & Research Questions

Phase RQ1 RQ2 RQ3
Data Storage and Collection ✓
Data Aggregation ✓
Data Processing and Sharing ✓

Data Aggregation. Modern smart homes contain multiple smart devices which
collect data about the user and their environment continuously. Several new con-
cepts, for example, ambient intelligence, ambient assisted living, etc. have also
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emerged which deploy multiple sensing devices to provide intuitive services and
make our life easier. Besides privacy concerns of data on individual devices, when
the data from multiple devices are aggregated, it introduces additional privacy
concerns. Due to the aggregation and possible inferences, nonsensitive data can
also become sensitive. This work aims to explore open privacy challenges that
emerge due to data aggregation. Ambient Assisted Living (AAL) is one such ex-
ample smart home system that collects, aggregates, and processes users’ health
and environment-related data using multiple devices to ensure their health and
well-being within their homes. The data collected by AAL systems are highly pri-
vacy sensitive. Thus, we want to understand the privacy landscape of such systems
by investigating the privacy concerns and considerations of state-of-the-art systems
present in the literature and also available commercially. In particular, concerning
data aggregation from multiple devices, we aim to explore the following research
question:

RQ2 What is the current state-of-the-art regarding the privacy concerns
and considerations of Ambient Assisted Living (AAL) systems?

Data Processing & Sharing. Data works as the fuel for most modern technolo-
gies (e.g., machine learning). To get the benefits from the data and the technologies,
data collected by intelligent systems or by other means needs to be processed and
shared. Since the data in the majority of scenarios contain privacy-sensitive infor-
mation about individuals, processing and sharing such data threatens the privacy
of the individuals present in the data. Besides raw data, the publication of machine
learning models trained on such data also introduces privacy risks due to possible
attacks such as membership inference and model inversion. Thus, applying privacy
preservation methods before releasing the data or the model becomes necessary.
Most privacy-preserving data publishing approaches (e.g., k-anonymity, differen-
tial privacy, etc.) introduce a trade-off between privacy and utility, and increasing
the privacy level reduces the data or the model quality. Therefore, such scenarios
require finding a balance between privacy and utility. However, it is not straight-
forward to find the right balance and also to improve the trade-off. Synthetic data
is another approach that is gaining popularity as a method for protecting the pri-
vacy of individuals in a data release. Due to the characteristics of synthetic data,
there is a possibility of achieving better utility at an acceptable level of privacy.
Thus, through this work, we explore the potential of synthetic data as a privacy
protection measure in the context of data processing and sharing. In particular, we
explore the following question:

RQ3 What is the potential of synthetic data for achieving a better trade-
off between privacy and utility such that the privacy-enhanced
data/model provides utility close to the real one?
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1.3 Thesis Contributions

This dissertation studies privacy concerns at different phases of data lifespan on
intelligent systems and comprises five papers which are numbered Publication I-V
(i.e, roman numerals). All papers have been published or submitted for publishing
in peer-reviewed conferences or journals on privacy. The summary of contributions
for each specific problem investigated in this thesis is discussed below:

Privacy issues of ownership change. In Publication I, we first present the pri-
vacy problems of ownership change of smart devices with a formal adversary model
along with the solution requirements. We then propose a novel system capable of
automatically identifying the ownership change and protecting owner privacy. The
proposed solution uses the context of a device for the automatic identification of
ownership change. The system utilizes authentication, profile management, and
encryption to protect owners’ privacy in case of detection of ownership change. We
implement a prototype of our proposed solution and conduct a performance evalua-
tion which shows that the solution satisfies the identified requirements. Besides this,
we also discuss extensions of our proposed solution in two directions; using a more
sophisticated context for ownership change detection and vendor independence.

Systematization of knowledge of Ambient Assisted Living (AAL) sys-
tems. In Publication II, we conduct a systematic literature review on AAL sys-
tems to obtain a holistic view concerning the privacy situation of such systems.
We also review already available commercial systems for comparison with systems
found in the academic literature. From the review, we distill a common archi-
tecture that covers most academic and commercial systems. We also extract an
inventory of what concerns the systems address, the technologies they apply, their
data handling, and privacy considerations. Based on the architecture and extracted
information, we identify potential intervention points for privacy. Lastly, to under-
stand the research progression over the years in the AAL domain, we investigate
the trend of the literature included in our review which reveals that works related
to machine learning have increased by almost three folds in the last five years.

Potential of synthetic data for achieving a better privacy utility trade-
off. In Publication III, we perform a comprehensive evaluation of synthetic data
utility where we identify the individual impacts of different synthesis parameters
on the utility of synthetic data. We also study the correlation between different
utility metrics and how well synthetic data performs for any given analysis. Our
investigation reveals that none of the utility metrics can guarantee that for any
given analysis synthetic data achieves similar results as the original data. However,
in the case of machine learning classification tasks, we find that synthetic data
perform similarly to the original data both in terms of classification accuracy and
which records are classified correctly or incorrectly. Based on these findings, in
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Publication IV, we explore the impact of synthetic data on membership inference
attacks against machine learning models. Our exploration reveals that training
on synthetic data can significantly reduce the effectiveness of membership inference
attacks even for the highly over-fitted models. Finally, in Publication V, we propose
a novel framework for generating synthetic image data that improves the privacy
utility trade-off compare to the traditional approaches.

1.4 Research Methodology

This research aims to broaden the understanding regarding privacy issues of in-
telligent systems and to propose feasible technological solutions to address them.
There are different research methodologies available for conducting research in a
structured manner. The appropriate methodologies can vary depending on the
specific research goal. In this thesis, we follow a combination of different research
methodologies depending on our research goals and the methods needed to achieve
those goals.

Design Science Research (DSR) principles for Information Systems (IS) is a
research methodology that mainly focuses on the creation and evaluation of IT ar-
tifacts for solving an identified organizational problem [5]. The artifacts can include
constructs, models, methods, and instantiations. Hevner et al. [6] presented seven
guidelines that describe the practical rules for conducting DSR in IS discipline.
First, DSR requires the production of a viable artifact (Guideline 1) that solves
an important and relevant business problem (Guideline 2). The next guideline
states that the utility, quality, and, efficacy of the artifact must be rigorously eval-
uated (Guideline 3). In a DSR, it is essential that the research must provide clear
and verifiable contributions (Guideline 4). DSR also requires maintaining rigor in
the construction and evaluation of the designed artifacts (Guideline 5). The next
guideline states that the design of an artifact should be a search process to reach an
effective solution to an identified problem (Guideline 6). The last guideline states
that the results of the DSR should be communicated effectively (Guideline 7).

In Publications I & V, we follow Design Science Research (DSR) principles
for Information Systems (IS) for conducting the research. For both works, we
develop artifacts in the form of system models that solve relevant privacy problems.
We perform experiment-based evaluations to assess the quality of the developed
artifacts. The evaluation criteria are primarily drawn from the state-of-the-art of
relevant fields. We also perform comparative evaluations with prior works. In both
scenarios, our proposed artifacts bridge existing research gaps in the domain where
we clearly state our contributions and how it is useful for the relevant stakeholders
in the context of data privacy. The construction and evaluation of the artifacts are
based on well-established theories and methods of relevant fields. We have published
research papers and also presented our results at different venues to communicate
our findings to the research community.

In Publications III & IV, we deviate from the original principles of DSR and
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take a slightly different approach. Our research goals in both of the works involve
empirical evaluation of different approaches which can be considered as already
established artifacts. Therefore, in both scenarios, we empirically evaluate already
established artifacts instead of building traditional DSR artifacts. The research
findings or the knowledge gathered from the empirical evaluations in those works
can be considered artifacts. The rest of the DSR guidelines regarding relevance,
verifiable contributions, rigor, and communicating the research are duly followed.

In Publication II, we follow systematic literature review methodology [7] for
conducting the research which is completely different from DSR. The systematic
literature review is a way of synthesizing research findings in a systematic, trans-
parent, and reproducible manner [8]. It aims to identify all empirical evidence that
matches predefined inclusion criteria for answering a particular research question or
hypothesis. The explicit and systematic method of reviewing all available evidence
allows the minimization of bias and provides reliable findings based on which in-
tended conclusions can be drawn. In the work, the literature review aims to provide
an overview of privacy concerns and considerations of the respective domain. We
follow all the guidelines and criteria for conducting such a systematic review.

1.5 Outline

This dissertation is organized as follows, Chapter 2 provides a common background
based on which the subsequent chapters build. The next three chapters (Chapter
3, 4, & 5) provide a summary of the work in the five publications that comprise this
dissertation. Table 1.2 summarizes the relationship between the research questions
and the publications.

Table 1.2: Relation between Publications and Research Questions

Publication RQ1 RQ2 RQ3
Publication I (Chapter 3) ✓
Publication II (Chapter 4) ✓
Publication III (Chapter 5) ✓
Publication IV (Chapter 5) ✓
Publication V (Chapter 5) ✓

Chapter 3 discusses Publication I where we explore research question RQ1. In
this chapter, we mainly address the privacy concerns of ownership change of smart
devices. Chapter 4 presents Publication II where we explore the privacy issues
of ambient assisted living systems that are used for ensuring the health and well-
being of the aging population in their homes. By performing a systematic literature
review and a review of commercially available systems, we try to tackle the research
question RQ2 in this chapter.

Chapter 5 discusses Publication III-V where we explore the potential of syn-
thetic data for achieving a better trade-off between privacy and utility (RQ3)



10 CHAPTER 1. INTRODUCTION

in the context of privacy-preserving data publishing. We start the discussion with
Publication III where we explore the utility aspect of different synthetic data gener-
ation methods for tabular data. Then we discuss Publication IV which investigates
the impact of synthetic data on membership inference attacks on machine learning
models also in the context of tabular data. Next, we provide a brief overview of
Publication V where we focus on image data and explore how to quantify, improve,
and tune the privacy utility trade-off in the case of synthetic image generation. Fi-
nally, in Chapter 6, we provide the answer to the research questions that we outline
in Section 1.2 and our concluding remarks. The complete publications are provided
at the end of the thesis 1.

1.6 Author’s Contributions

This thesis is comprised of the following five papers with comments on my contri-
butions.

Publication I: chownIoT: Enhancing IoT Privacy by Automated Han-
dling of Ownership Change

Authors: Md Sakib Nizam Khan, Samuel Marchal, Sonja Buchegger, N. Asokan

The main idea of Publication I evolved from joint discussions with Samuel Mar-
chal. The system architecture was mainly developed by me with helpful inputs from
Samuel Marchal. I was also solely responsible for implementing and evaluating the
entire system prototype. I did the bulk part of the writing with substantial input
from the co-authors.

Publication II: Systematization of Knowledge of Ambient Assisted Liv-
ing Systems: A Privacy Perspective

Authors: Md Sakib Nizam Khan, Sonja Buchegger

The main work of Publication II was done by me. I was solely responsible for
performing the systematic literature review including searching, screening, summa-
rizing, and systematizing the available literature. The representation of the findings
was also my brainchild with helpful inputs from Sonja Buchegger. I did most part
of the writing with input from Sonja Buchegger.

1In the printed version of the thesis, the roman number on the thumb-grip page before each
publication corresponds to the number that the publication is referred to in the thesis.
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Publication III: Utility Assessment of Synthetic Data Generation Meth-
ods

Authors: Md Sakib Nizam Khan, Niklas Reje, Sonja Buchegger

In Publication III, the experiments with different synthetic data generation meth-
ods with general utility metrics were conducted by Niklas Reje. I reanalyzed the
results of the experiments and extracted the key takeaways. Based on the ex-
tracted takeaways, related research, and joint discussion with Sonja Buchegger, we
came up with the idea of comparing the results of general utility metrics with how
well synthetic data performs for any given analysis. I designed, implemented, and
conducted the experiments for classification accuracy, ad-hoc analysis, and the cor-
relation test between utility metrics and analysis accuracy. I did most part of the
writing with substantial input from Sonja Buchegger.

Publication IV: The Impact of Synthetic Data on Membership Inference
Attacks

Authors: Md Sakib Nizam Khan, Sonja Buchegger

The idea of Publication IV evolved from Publication III and a joint discussion with
Sonja Buchegger. I designed, implemented (i.e., some base codes from [9] were
reused), and conducted the experiments. I did most part of the writing with input
from Sonja Buchegger.

Publication V: AnonFACES: Anonymizing Faces Adjusted to Constraints
on Efficacy and Security

Authors: Minh-Ha Le, Md Sakib Nizam Khan, Georgia Tsaloli, Niklas Carlsson,
Sonja Buchegger

The main idea of Publication V evolved from joint discussions with Minh-Ha Le and
Sonja Buchegger. I contributed to the design, implementation, and experimentation
of the framework for which Minh-Ha Le was the main responsible. I also had a major
contribution to writing the paper.





Chapter 2

Background

In this chapter, we provide a brief overview of some of the most important concepts
and terminologies used in this thesis.

We begin the discussion with privacy concepts where we first provide a formal
definition of data privacy followed by a brief overview of two privacy terminologies;
Privacy Enchaining Technologies (PETs) and Privacy Preserving Data Publishing
(PPDP). We then formally define data utility which is a very important concept
in the context of PETs and PPDP. Next, we provide a brief overview of a privacy
attack on machine learning models called the membership inference attack.

Following the overview of privacy concepts and terminologies, we focus on pri-
vacy protection mechanisms where we discuss encryption, synthetic data, and k-
anonymity which are extensively used in our work. Finally, we also provide a brief
overview of three technological concepts used in this thesis which are the Internet
of Things (IoT), Ambient Assisted Living (AAL), and intelligent systems.

2.1 Data Privacy

The notion of privacy extends across many disciplines including sociology, philos-
ophy, law, and politics which makes it complicated. On the legal front, it mostly
concerns the protection of individual rights governed by law and entails that per-
sonal information about individuals, their living spaces, and their activities should
not be published, interfered with, or invaded without their permission [10]. The
legal definition emphasizes the privacy rights and the independence of individuals
regarding sharing their personal information, affairs, or area.

In the field of Information Technology (IT), privacy mostly focuses on the rights
of individuals and organizations regarding their personal data. Data privacy is
becoming more and more complex since the technologies are getting increasingly
invasive and personal every day. The concerns related to data privacy mainly
revolve around questions such as what data is collected about individuals and shared
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with whom, how it is stored and processed, and whether the privacy regulations
imposed by the laws (e.g. GDPR) are being adhered to or not.

There is no ubiquitous solution for attaining data privacy. Many different fac-
tors such as data format, data complexity, generation method, and analysis method
make each privacy solution different from the other [11]. Data minimization is a
common strategy employed to achieve data privacy. The concept of data minimiza-
tion advocates that firstly, the possibility of data collection about others should be
minimized, and secondly, once collected, the time for storing such data should also
be minimized [12].

Data minimization has enabled multiple privacy concepts such as anonymity
and unlinkability. Anonymity aims to ensure that a particular subject cannot be
identified within a set of multiple subjects which is termed the anonymity set. In the
context of an attacker, a subject is anonymous in the anonymity set if, with all the
information at the attacker’s discretion, it is indistinguishable from other subjects.
Unlinkability, on the other hand, aims to ensure that an attacker should not be
able to determine whether two or more operations within a system are performed
by the same subject [12].

2.2 Privacy-Enhancing Technologies (PETs)

The inception of new technologies introduces new privacy concerns, however, new
technologies can be developed to mitigate the concerns as well. The idea of building
technologies satisfying privacy requirements such as data minimization, anonymity,
and obfuscation has been around for several years [13]. This has helped to coin a
new term called Privacy-Enhancing Technologies (PETs) that embodies technolo-
gies intended for facilitating privacy and data protection. Borking [14] and Blarkom
et al. [15] define PETs as a system of ICT measures for protecting privacy through
the elimination or minimization of personal data to prevent unnecessary processing
of such data, without losing the functionality of the information system.

PETs aim to increase the control over personal data sent to and used by online
service providers as well as minimize the amount of data collected and processed
by them. It ensures, enhances, and preserves privacy throughout the lifespan of
data on a system or otherwise which in turn enables the possibility of using the
data to its full potential and obtaining all its benefits. There are many examples of
PETs such as differential privacy [16], secure multi-party computation [17], zero-
knowledge proofs [18], homomorphic encryption [19], onion routing [20], just to
name a few.

2.3 Privacy Preserving Data Publishing (PPDP)

Data publication can endanger the privacy of the individuals whom the data is
about. Nonetheless, data is vital for knowledge-based decision-making in many
domains e.g., healthcare, supply-chain management, etc. Typically the privacy
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measures (e.g., obfuscation, suppression, generalization, etc.) applied to the data,
besides improving privacy, also result in a loss of analytical benefits provided by
the data. Thus, there is a need to find a balance between analytical usefulness and
privacy when publishing data.

The body of research within PETs that aims to develop methods and tools for
publishing data such that published data remains analytically useful while indi-
vidual privacy is preserved is termed Privacy Preserving Data Publishing (PPDP)
[21,22]. Data anonymization (also known as data masking) is a popular technique
for achieving PPDP. It has been widely studied and a plethora of anonymization
techniques have been proposed for balancing privacy, utility, and efficiency goals.

The data anonymization techniques can be divided into three categories [23];
perturbative, non-perturbative, and synthetic data generation. These techniques
mainly dictate how the original data can be transformed into a protected version
such that the privacy risk is minimized [11]. For perturbative methods, the original
data is distorted (e.g., noise addition) to attain privacy protection. In the case of
non-perturbative methods, techniques such as sampling, generalization, or suppres-
sion are used to achieve privacy. For synthetic data generation, privacy is achieved
by generating mock data based on the original data such that the statistical prop-
erty of the original data is preserved in the mock data.

Based on these anonymization techniques several privacy models have been de-
veloped which guarantee a certain level of privacy given that some specific con-
ditions are satisfied. The privacy models mainly determine how the original data
should be transformed using anonymization techniques to achieve certain privacy
guarantees. For example, privacy models such as k-anonymity [24] and l-diversity
[25] help to obtain anonymity with desired privacy levels and provable guarantees.
Similarly, differential privacy [26] is another model which helps to ensure with prov-
able guarantees that a query result is indistinguishable with or without the inclusion
of any particular record in the dataset.

2.4 Data Utility

Data utility is an important concept in the context of PPDP and Statistical Dis-
closure Control (SDC). It is defined as the extent to which the privacy-enhanced
or disclosure-controlled version of the data maintains the statistical characteristics
of the original data [27]. The utilization of privacy protection methods typically
results in a certain loss of usefulness of the data. The measure of the usefulness
of a dataset is termed data utility. There is a direct trade-off between privacy and
utility for most PPDP and SDC methods which means to increase privacy, utility
needs to be compromised and vice versa. To ensure privacy, if the utility of the
data is compromised too much, it will not be possible to get the intended benefit
(i.e., similar to the original data) from such a data release. Therefore, data utility
is equally important as privacy for any data release, and finding the right balance
between privacy and utility becomes necessary.
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2.5 Membership Inference Attack (MIA)

A Membership Inference Attack (MIA) is an attack on machine learning models
that aim to infer whether a specific record was used to train a target model or not.
A successful MIA can lead to severe privacy violations of individuals whose data
was used to train the target model. The problem with machine learning models is
that when they have sufficient capacity they tend to memorize information about
their training data. As a result, the models behave differently on the records that
they are trained on (i.e., members) versus the test records that they have never seen
(i.e., nonmembers). MIAs mainly exploit this behavior of machine learning models
to distinguish between members and nonmembers of the target model’s training
dataset. Shokri et al. [28] first showed a successful MIA against machine learning
models. Since then a plethora of different attacks for membership inference against
machine learning models have been developed [29].

2.6 Synthetic Data

Synthetic data generation is the process of generating datasets synthetically where
the values of the records are sampled from probability distributions to preserve
relations so that the inferences made from the generated data are also true for the
original. Synthetic data generation attempts to preserve privacy by not releasing
any records that are connected to real persons or organizations while providing a
utility that is close to the original data. In the year 1993 Rubin [30] first coined the
idea of synthetic data as a measure for confidentiality protection. The basic idea
proposed by him is to treat the population not selected in a sample as missing data
and then use multiple imputation on all variables to create a fully synthetic dataset
such that none of the original data is released. The synthetic dataset then can be
used to conclude relationships between features that would be true for the origi-
nal data. Since then multiple approaches (e.g., classification and regression trees
(CART) [31], random forest [32], saturated model, etc.) have emerged for gener-
ating synthetic data. Besides statistical approaches, deep learning-based methods
such as Generative Adversarial Networks (GANs) [33] are also getting widely used
for generating fully synthetic data.

2.7 k-anonymity

A common approach for ensuring data privacy is to remove unique identifiers (e.g.,
names, social security numbers for categorical data and faces, car number plates for
image and video data) from the data. Nonetheless, just removing unique identifiers
is not always adequate for privacy protection. By performing an attack on the US
Census Bureau’s published data of the year 1990 which was sanitized (i.e., unique
identifiers such as social security numbers were removed), Sweeney [34] showed that
with the combination of only three attributes, ZIP code, gender, and date of birth
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87% of US population can be uniquely identified. The combination of data at-
tributes that can be used to uniquely identify individuals is called quasi-identifiers.
To solve the issue of quasi-identifiers, Sweeney introduced a data anonymization
technique called k-anonymity [24] for de-identifying entries in a relational database
with provable privacy guarantees. According to the k-anonymity model, after the
anonymization process, if each combination of attributes in a dataset has at least
k occurrences then the dataset adheres to k-anonymity. The privacy notion here
is that since there are at least k occurrences of the same data sequence in the
anonymized dataset, the probability of associating any individual data back to the
original data is bounded by 1/k.

2.8 Encryption

Encryption is a common cryptographic technique employed by privacy-enhancing
technologies to ensure the confidentiality of the data. It transforms the data (i.e.,
encryption) to an unrecognizable form (i.e., ciphertext) using cryptographic keys
such that only legitimate parties who have the key can convert it back (i.e., decryp-
tion) to the original form. The cryptographic key is one of the important elements of
the encryption process and depending on the key, encryption can be either symmet-
ric or asymmetric. For symmetric key-based encryption, a single secret key is used
for both encryption and decryption whereas, for asymmetric key-based encryption,
two different keys are used which are termed public key and private key. There are
benefits and drawbacks to both techniques. While symmetric key-based encryption
is much faster than asymmetric encryption, the symmetric encryption key must be
exchanged between the sender and the receiver which introduces additional security
implications. For instance, securing the secret key during the secret-sharing process
is a critical issue since the key can be compromised during the exchange process. It
creates a major overhead of symmetric key-based encryption when compared to the
counterpart. For asymmetric key-based encryption, the public key is shared with
everyone and only the private key needs to be protected. The key management
process is an essential element of any cryptosystem which involves the generation,
exchange, storage, use, and revocation of cryptographic keys. The process can differ
depending on the intended use and specific needs of the system under consideration.

2.9 Internet of Things (IoT)

IoT refers to the intercommunication of everyday objects. The term “Internet of
Things” was first coined by Kevin Ashton in the year 1999 [35] as a title of his
presentation. Later on, in 2001, the vision of IoT was presented by MIT Auto-ID
in a formal manner [36]. IoT mainly aims to make every single networking-capable
object available on our surrounding Internet-connected. This provides instant ac-
cess to information about the physical world and its objects and enables a new
paradigm for innovative services for increasing efficiency, productivity, and comfort
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in our day-to-day life. Some prime examples of the application scenarios of IoT
include smart home and office, smart manufacturing (Industrial IoT), smart grid,
smart city, smart metering, e-health, e-learning, etc.

2.10 Ambient Assisted Living (AAL)

IoT has facilitated several novel concepts and Ambient Intelligence is one such
concept. A context-aware intelligent environment that can adapt automatically
depending on the dynamic needs of the users is referred to as Ambient Intelligence.
Based on this concept several context-aware technologies have been developed in re-
cent years and home-based health care also termed Ambient Assisted Living (AAL)
is one of them. AAL can be defined as the utilization of technologies for facilitat-
ing the independent living of elderly or disabled people within their homes. AAL
systems deploy sensors in the user’s living space for collecting their health and
environment-related data. This data is then made available to the stakeholders
such as caregivers, doctors, and family members which enables monitoring and en-
suring the user’s health and well-being from a distance. AAL systems allow the
elderly and disabled to live life independently by facilitating all the needed medical
care within their homes.

2.11 Intelligent Systems

Devices or machines which can operate autonomously, adapt their behavior based
on contextual changes, and take appropriate decisions on the user’s behalf without
any human intervention are referred to as intelligent systems. The systems use
Artificial Intelligence (AI) and contextual information collected using sensors to
make human-like decisions. For example, indoor weather control systems can be
set up to adjust the indoor temperature based on different criteria such as presence,
time of day, and outside weather conditions. The systems can also learn and adapt
over time based on user behavior, the time of the year, or any available contextual
information. Smart homes, logistic robots, robotic farmers and cleaners, and self-
driving cars and drones are some prime examples of intelligent systems that are
already taking decisions on users’ behalf and making life more comfortable and
effortless.
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Data Collection and Storage

The advancement and popularity of Internet of Things (IoT) technology have made
it integrated into every part of our daily life and the smart home is one such exam-
ple. Due to this integration, devices are getting deployed into our personal space.
These devices need to collect and store data for their operation. Since they oper-
ate in our personal space, the data collected and stored by them contain sensitive
personal information. Thus, ensuring the privacy of such data becomes necessary.
Nonetheless, providing privacy solutions to ensure the privacy of data collected and
stored by the devices is not straightforward. For instance, a device goes through
different phases during its life cycle, each with unique privacy challenges concern-
ing data collection and storage. Moreover, IoT devices have multiple factors such
as constrained resources, lack of standardization (e.g., each device uses different
and in many scenarios custom protocols), and heterogeneity that contribute to the
difficulty of providing generic privacy solutions.

The lifespan of a device begins with the first deployment where a setup is per-
formed to initialize the device and deploy it in the intended environment. In this
phase, the user typically needs to set up credentials (e.g., username, password, etc.),
initialize the Internet connection, and make choices between default or custom val-
ues for different functionalities of the device. Once deployed the device moves to
in use phase where it performs the intended actions which include data collection
using sensors, data storage, and data forwarding, and for many devices, it may also
include making changes to the environment depending on the collected data (e.g.,
smart thermostat). While in use a device may get sold or stolen then the device
enters a new phase which we call ownership change. The final phase of the lifespan
for a device is decommission where the device is either destroyed or recycled.

Each of the phases introduces some unique challenges in terms of privacy. Some
of these challenges are already solved but some still are open research issues. For
example, in the case of the initial deployment phase, privacy protection of user
credentials during establishment and also at rest is very essential since a leak of
the credentials can lead to a privacy breach of sensitive data. Multiple research
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works have already addressed the issues and proposed solutions regarding privacy-
preserving secure credential management (e.g., [3]) and secure storage of credentials
(e.g., [4]) in the context of IoT and also other cyber-physical systems. However,
privacy issues in the ownership change phase have not gotten similar attention
from the research community. When a device is sold/stolen the ownership of the
device changes. Since the device contains privacy-sensitive data of the owner, such
an ownership change can lead to a privacy breach. Thus, to answer the research
question RQ1 discussed in Section 1.2, we aim to address the privacy concerns
during ownership change and improve the privacy of data stored on smart devices.

3.1 Ownership Change

Ownership of a device can be defined as the capability of controlling, managing,
and accessing a particular device. The large growth in the deployment of smart
devices has increased the possibility of change in ownership of the devices. For
instance, selling a used device is a very common phenomenon nowadays and the
popularity and availability of social media marketplaces have huge contributions to
this trend. Similarly, a device getting stolen or lost, lending a device, and change
in occupants (e.g., renting or selling) of a home integrated with devices are also
very common. All of these scenarios introduce a change in ownership of a device.
Due to the ownership change, the device operation capability is transferred from
the previous owner to a new owner.

3.2 Privacy Challenges of Ownership Change

The devices store personal data and access credentials of the current owner while
in use. The change in ownership can compromise the data and access rights of
both the previous and the new owner. An average user is not always aware of what
needs to be done to protect his/her privacy and it is also not always intuitive to
do so. For example, a user may forget to log out or reset a device before selling it
or may not have the opportunity/required skill to do so. The stored data on the
device can include usage history, credentials, credit card information, etc. which
can be easily misused by the new owner in case of an ownership change. Similarly,
a new owner may start using the device with the old credentials of the previous
owner which can compromise the access rights and data of the new owner. Thus,
there is a need for a solution that can protect the privacy of both the new and the
previous owners of smart devices during ownership change. The solution needs to
satisfy some key requirements. The first requirement is that since we are assuming
an average user is not always tech-savvy, the solution needs to be automatic and
intuitive with minimal overhead and user interaction. The second requirement is
that it needs to be lightweight, generic, and adaptable to devices with varying
resources and capabilities.
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3.3 Privacy Enhancement of Ownership Change

In Publication I, we address the privacy issues of ownership change of smart devices.
We first present the adversary model for the ownership change along with the
solution requirements. Then, we propose a system called chownIoT, capable of
protecting the privacy of both new and previous owners during ownership change
of smart devices. Figure 3.1 shows the main components of chownIoT.

Detect 
Ownership 

Change

Verify 
Ownership 

Change
Data Protection

Owner Profile 
Management

Owner 
Authentication

Figure 3.1: System Components of chownIoT

The process starts with the detection of ownership change which is done au-
tomatically based on the context of the device. The intuition here is that under
the same owner the context of a device usually does not change and hence if it
changes then there may be a possible ownership change. In the Publication, we
discuss multiple ways of detecting a change in the context of a device. Once the
device detects a possible ownership change, it verifies to ensure that the change is
an ownership change and not just a context change. The verification is performed
automatically based on the trusted device of the user which is selected during the
initial deployment process.

Once the device verifies that there is an ownership change, the data protection
component protects the data stored on the device using encryption. To facilitate
data protection and retrieval of the protected data, chownIoT has an owner profile
management component. Each device can have multiple owner profiles which are
isolated and protected from each other. There is also an owner authentication
mechanism that allows retrieval of a protected profile and the corresponding data.
Authentication can be done either using the trusted device or by using credentials
that are also chosen by the user during initial deployment. The profile management
and authentication mechanism facilitates scenarios such as moving a device from
one place to another (e.g., townhouse to summer house), multiple family members
using a single device without compromising the privacy of each other, and lending
a device to someone for a few days. Overall, the proposed system is capable of
protecting the privacy of both new and previous owners automatically with minimal
user interaction and overhead.

3.4 Discussion

Device ownership has become a common phenomenon recently due to technological
and social evolution. The devices are getting increasingly personal and operating in
our private spaces. The data collected by such devices are also getting increasingly
privacy sensitive. The ownership change of a device can leak privacy-sensitive
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information. In this work, we explored different phases during the lifespan of a
device to identify open privacy issues. From the exploration, we identified potential
privacy risks of ownership change of smart devices which did not get much attention
from the research community.

To address the issue, we first formalize the privacy concerns of ownership change
of smart devices using an adversary model and identify concrete requirements of
a potential solution. We then provide a comprehensive solution that protects the
privacy of both new and previous owners during ownership change. Our evalua-
tion shows that the proposed solution meets the identified requirements. However,
there are some limitations, the original form of the proposed solution depends on
the adoption of IoT device manufacturers or service providers, which may be an
unrealistic assumption. To overcome this, we present a vendor-independent version
of the solution which can at least alert the user about the ownership change, and
based on that the user can take necessary actions. Nonetheless, we still think that
for complete mitigation of privacy issues due to the ownership change, vendors and
service providers must adopt our proposed solution in its pure form.

3.5 Contributions

The summary of our main contributions is the following:

• Identification and formalization of the privacy problems during ownership
change of smart devices with an adversary model and solution requirements.

• A system proposal for automatically detecting the ownership change of a
smart device and protecting the privacy of both the new and previous owner.

• Implementation of a prototype of the proposed system and performance eval-
uation.



Chapter 4

Data Aggregation

IoT has evolved significantly in recent years which facilitated several new techno-
logical concepts to emerge. It is the basis of multiple recent concepts such as smart
home, smart city, smart grid, and so on. The concept of a smart home has become
very popular and is getting widely adopted [37]. The term smart home refers to
the living environment where devices can operate and make decisions on the user’s
behalf automatically with the help of technology. Smart home concepts such as in-
dependent living, baby monitoring, home surveillance, and indoor weather control
have made life more convenient and effortless.

Sensor 1

Sensor 2

Sensor n

Gateway
Cloud Server

Data Access

Figure 4.1: Generic Architecture of Smart Home Systems

Typical smart home systems consist of multiple sensing devices that sense in-
formation about the user and the surrounding environment, and by mapping this
information with some pre-defined criteria can take actions on the user’s behalf.
The sensed data is usually sent to a centralized gateway which aggregates the data
from different sensors and then forwards it to a cloud server for storage and further
processing over the Internet. The devices and the data can be accessed, managed,
and controlled via the Internet. Figure 4.1 depicts a typical architecture of smart
home systems. The increased deployment of such systems results in multiple sensors
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continuously sensing information from users’ personal space which makes privacy
issues more complicated.

Smart home systems deploy varying types of sensors, among which some collect
sensitive personal information but some collect data that are not directly privacy
sensitive. However, when you combine data from multiple sensors or additional
sources, it can lead to inferences that can make even the nonsensitive data privacy
sensitive. For instance, the kitchen light on/off data may not directly reveal that a
person is in the kitchen but combining it with the stove on/off data can increase the
certainty. Similarly, combining stove-on/off data with additional information that
it is currently the month of Ramadan can reveal the religious beliefs of a person
that is privacy-sensitive. Thus, for such systems, it becomes necessary to consider
the privacy implications due to the aggregation of data from multiple sources.

Ambient Assisted Living (AAL) is one such smart home system that deploys
multiple sensing devices to ensure users’ health and well-being within their homes.
The data collected by AAL systems include users’ health and environment-related
data which is either privacy sensitive or can lead to inferences such that it can
become privacy sensitive. The devices involved in the AAL system are also diverse
in nature which makes the privacy of such systems even more complicated. Though
there have been numerous research efforts focusing on AAL systems, they are scat-
tered. There is a lack of systematization of knowledge both in terms of literature as
well as commercial systems concerning privacy issues of AAL systems. To address
RQ2 discussed in Section 1.2, we thus investigate the privacy considerations of
AAL systems by conducting a literature review and a review of commercial sys-
tems. We also aim to outline the unique privacy challenges due to data aggregation
from multiple sources in the context of AAL systems.

4.1 Systematization of Knowledge of AAL

To systematize the knowledge of AAL concerning privacy, in Publication II, we
perform a systematic literature review and a review of commercial AAL systems.
The literature review is performed on IEEE Xplore and ACM databases. A search
is conducted on each of the databases based on a query that is generated using
combined keywords related to AAL. For selecting relevant articles that are aligned
with our research goal, we filter the search results based on a set of exclusion criteria.
After the filtering process, the remaining articles are chosen for a thorough review.
We group the articles based on their prevalent themes to structure the discussion
of articles. Within the groups, we further identify that several articles work on
similar concerns which we then group into sub-categories. For the commercial
systems, we survey 11 commercially available AAL systems from different countries
around the world. The survey of commercial systems is mainly conducted based
on the information provided on the product websites and/or brochures.
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4.2 Privacy Challenges of AAL

The goal of the systematization of knowledge is to understand the privacy consid-
erations and concerns of state-of-the-art AAL systems. Our investigation of the
literature and commercial AAL systems revealed that on both fronts there is very
little disclosure of information regarding privacy measures. Nonetheless, we find
that both the literature and commercial AAL systems follow a similar architecture
which matches the structure shown in Figure 4.1. We use the architecture as the
basis for finding the potential privacy issues of AAL systems. We identify several
intervention points concerning privacy and discuss the privacy challenges across
them.

From the review, we find that AAL systems deploy multiple health and environ-
ment related sensors for data collection. The challenge concerning privacy is that
when the data from different sensors are combined, it can lead to inferences such
as presence at home including of other people and activity at any given time which
may not be possible to infer based on data from a single sensor. Thus, additional
consideration is needed for privacy in such scenarios. More stringent requirement
for data minimization is required not only in terms of what data is collected and
how much but also what data can be combined and what should be isolated.

Most AAL systems have a centralized architecture with a gateway responsible
for aggregating data from sensors and forwarding it to the cloud server. The gate-
ways can be used for local data storage and processing. In terms of privacy, it
can play a vital role by sending only the necessary information to the cloud server.
Therefore, a privacy challenge here is how to apply data minimization techniques
already on the gateways to identify, transform, and send only relevant information
such that privacy risk due to inferences from data aggregation can be minimized.
Similarly, we also identify other privacy challenges for AAL such as, how to take
consent in an AAL environment and how to apply privacy-enhancing technologies
on data collected by such systems without hampering the utility provided by the
data. Overall, based on the survey we identify privacy challenges that are unique
for AAL and other similar systems that deploy multiple sensors and combine data
from multiple sources.

4.3 Discussion

Modern cyber-physical systems consist of multiple devices or components that work
together to achieve the intended goal of the system. Besides privacy issues of
individual devices, the system as a whole also poses some unique privacy challenges.
Therefore, ensuring the privacy of individual devices or components of the systems
is not enough to completely mitigate the privacy risk rather a holistic approach is
required. However, cyber-physical systems lack such holistic privacy considerations
which increases their privacy risk.

To identify the privacy considerations and concerns of such complex systems, we
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investigate state-of-the-art AAL systems by surveying both literature and commer-
cial systems. Our investigation reveals that there is a serious lack of consideration
for privacy in literature as well as in commercial AAL systems. Concerning the
research trend, we see that there is a significant increase (i.e., almost three folds in
the last 5 years) in works related to machine learning. We also observe a substantial
increase in works related to data processing and we believe that the increased usage
of machine learning has a significant contribution to this trend.

From the review, we also find that cloud servers are typically used for storing
the data which also enables access to the data for the different stakeholders of
the system. The device vendors generally provide cloud infrastructures that con-
tain data from multiple customers. The vendors can analyze the aggregated data
from multiple customers to improve their services or can even share it with other
interested parties (e.g., advertisements or pharmaceutical companies). However,
as the data may contain sensitive personal information, ensuring privacy becomes
necessary.

For critical systems such as AAL, the accuracy or utility of the data is also
very important for any knowledge-based decision-making. Thus, there is a need
for Privacy Preserving Data Publishing (PPDP) approaches that can provide a
better trade-off between privacy and utility such that it can ensure the privacy
of individuals present in the data while providing utility close to the original data.
Similarly, given the trend of increased usage of machine learning, there is also a need
for methods that can mitigate privacy attacks against machine learning models.

4.4 Contributions

The summary of our main contributions is the following:

• A systematic literature review on AAL systems to identify their research focus
and, in turn, their privacy concerns and considerations.

• A review on privacy considerations of commercially available AAL systems.

• Systematization of literature using distinct categories identified based on their
research focus.

• Identification of privacy intervention points of AAL systems based on the
common architecture distilled from the review covering most academic and
commercial systems.

• Investigation of research trend of AAL domain to understand the progression
and open issues.



Chapter 5

Data Processing and Sharing

In this era of big data and artificial intelligence, technologies are becoming increas-
ingly data-driven. Data can be considered as the fuel for most modern technologies.
As observed in the previous chapter, data is also very essential for knowledge-based
decision-making in many services e.g., medical diagnosis, weather forecasting, sup-
ply chain management, behavioral analysis, etc. To obtain the benefits of these
technologies, data needs to be published and analyzed. Besides the original form,
data is also getting processed and shared in the form of machine learning models.
The increased usage of machine learning has enabled innovative services including
machine learning as a service where the data owner instead of the original data
shares a model trained on the data which can be queried to obtain prediction re-
sults. Nonetheless, a fair share of the data used by these technologies and services
is the privacy-sensitive data of individuals. The publication and analysis of such
data and models threaten the privacy of individuals. There is a growing need for
methods that facilitate privacy-preserving data processing and sharing. The topic
has gained significant research interest recently.

The Privacy Preserving Data Publishing (PPDP) approaches mostly apply pop-
ular privacy models for data anonymization such as k-anonymity [24], l-diversity
[25], or t-closeness [38] before publishing the data to protect privacy with provable
guarantees. Similarly, Differential Privacy [16] is another privacy model that is also
getting widely used as a privacy protection measure. It is also a popular technique
for training machine learning models in a privacy-preserving manner. All of these
approaches add noise to the data to protect privacy which results in a privacy utility
trade-off. Since many technologies take safety-critical decisions depending on the
data, the utility of the data becomes important. For instance, autonomous vehicles
use machine learning models to identify pedestrians while driving. The models are
continuously trained on real-world data collected from vehicle cameras to improve
model performance. Since the data is privacy sensitive, it needs to be anonymized.
However, the anonymization can result in a reduced model performance due to
the resulting privacy utility trade-off of the anonymization process. In such a sce-
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nario the reduced model performance can be life-threatening. Therefore, we need
methods that can provide a better trade-off between privacy and utility.

Statistical Disclosure Control (SDC) is another body of research that has also
addressed the issue of confidentiality protection of individuals while maximizing the
utility provided by the released data. Synthetic data is considered as an alterna-
tive to the traditional SDC approach but a part of SDC literature [39]. Recently,
synthetic data is widely studied as a measure of privacy protection for data release.
The main benefit of synthetic data is that firstly, with such data, there is no given
direct linkability from records to individuals as the records are not real. Secondly,
for synthetic data, there is no direct trade-off between privacy and utility, and given
the variety of available generation methods, there is potential for better utility to
arrive.

To address RQ3 discussed in Section 1.2, we investigate the potential of syn-
thetic data as a tool for maximizing utility while ensuring the privacy of individuals
in a data release. The investigation is performed on two different data types which
are tabular data and image data. For tabular data, we first perform a thorough
assessment of the utility provided by different synthetic data generation methods.
Then in terms of privacy, we investigate the impact of synthetic data on member-
ship inference attacks against machine learning models. In the case of image data,
we investigate the potential of synthetic image data to facilitate the publication
and processing of such data in a privacy-preserving manner.

5.1 Synthetic Tabular Data

Data organized in a table with rows and columns where rows represent observations
and columns represent attributes of those observations are referred to as tabular
data [40]. Tabular data is one of the most common and widely used representations
of data in fields such as statistics and machine learning [41]. Two examples of a
tabular representation of data are census surveys and medical records both of which
contain privacy-sensitive information about individuals.

Utility Assessment

Since the inception of the concept, multiple methods have emerged for generating
synthetic data based on original data. Among the methods, some perform better
for numerical data and some for categorical data. As a result, depending on the
dataset the choice of the synthesizer can have a large impact on the utility of
the generated synthetic data. Besides original data, the methods require a set
of input parameters for the synthesis. The choice of these parameters can also
have an impact on the utility of the generated synthetic data. In Publication III,
we investigate the impact of different parameters and synthesizers on the utility
provided by synthetic data based on three publicly available datasets. We use
utility metrics and the accuracy of analysis to measure and compare the utility of
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the original and the corresponding synthetic dataset. Besides this, we also study
the correlation between different utility metrics and how well the synthetic data
perform for any given analysis.

Our investigation of parameters reveals that sometimes the synthesis order of
variables and the number of datasets to release can impact the utility of synthetic
data. We also find that depending on the choice of synthesizers the utility of
the generated data can vary. Thus, the choice of synthesizers affects the utility
provided by the synthetic data. For the correlation between utility metrics and
analysis accuracy, we find that Kulback-Leibler (KL) divergence, a broad utility
metric, does not correlate with analysis accuracy. On the other hand, Confidence
Interval Overlap (CIO), a narrow utility metric, shows varying correlations for
specific univariate and multivariate analyses. The results indicate that these metrics
can only compare the similarity between the original and the synthetic data but
cannot guarantee that for any given analysis the results are similar enough.

The utility comparison of synthetic and original data based on the classification
accuracy of the machine learning model shows that synthetic data can achieve
an accuracy score similar to the original data. The correlation test between CIO
and classification accuracy shows that there exists a strong correlation between CIO
and how well the synthetic data performs on a machine learning-based classification
task. We further look at which records the original model and the synthetic model
correctly and incorrectly classified. The investigation reveals that for all three
datasets both the models classify the same records correctly and incorrectly and
only differ depending on variation in the accuracy score. Overall, the findings
indicate that for machine learning-based classification tasks models trained on the
synthetic dataset can achieve similar accuracy and behavior as the models trained
on the original dataset.

Privacy Assessment

Machine learning models are susceptible to many privacy vulnerabilities and among
those Membership Inference Attack (MIA) is one of the most prominent [9]. The
goal of the membership inference attack is to identify whether a specific record is
used to train the target model or not. This identification can leak privacy-sensitive
information about individuals. Synthetic data has been widely studied as a solution
for many privacy problems but it has not gotten similar attention in the context
of MIA. Our findings in Publication III reveal that for machine learning-based
classification tasks synthetic data can achieve utility close to original data. This
promising utility result intrigued us to investigate the privacy benefits of training
on synthetic data. To address this, in Publication IV, we study the impact of
synthetic data on MIA against machine learning models.

For the study, we first compare MIA accuracy between models trained on orig-
inal versus synthetic data for four publicly available datasets. We then compare
different synthetic data generation methods and also investigate the effect of over-
fitting on the synthetic and original models in terms of MIA accuracy. The compar-
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ison of MIA accuracy shows that training on synthetic instead of original data can
effectively reduce the attack accuracy. The experiments on different synthetic data
generation methods reveal that the attack accuracy does not vary significantly be-
tween the methods but the utility does. The synthetic models from some methods
imitate the train and test accuracy of the original model significantly better than
others. Thus, the choice of synthetic data generation method should be based on
the utility. Lastly, the over-fitting experiment shows that training on synthetic data
can also significantly reduce MIA accuracy even for scenarios where original data
produces highly over-fitted models. Overall, our findings indicate that training on
synthetic data instead of original can effectively reduce the possibility of MIA.

5.2 Synthetic Image Data

The production and use of image and video data have increased enormously in
recent years due to many factors such as the widespread use of handheld and
surveillance devices, and the reliance of self-driving vehicles on image and video
data for autonomous operation. Since image and video data contain biometric
or uniquely identifiable information (e.g., faces, car number plates) of individuals,
they are highly privacy sensitive. To be able to publish and analyze such data
in a privacy-compliant manner, the unique identifiers need to be removed. Image
de-identification (also termed synthetic image generation) is one technique that
facilitates privacy-preserving image analysis and publication.

Privacy and Utility Challenges

Image de-identification techniques typically replace uniquely identifiable features
with synthetic features while still preserving non-identifying features to keep the
utility provided by the data intact. Depending on the use-case scenario utility of
image and video data can be any attribute such as age, gender, skin tone, or even
emotional expressions. The problem with existing image de-identification tech-
niques is that they mostly focus on the naturalness improvement of the generated
synthetic images. The methods do not quantify the impact on privacy.

The most popular image de-identification techniques are based on the idea of
k-anonymity [34]. Such de-identification techniques first cluster k similar images,
then combine the k images from the cluster to generate a synthesized image, and
lastly replace each original image in the cluster with the same synthesized image.
The re-identification probability here is bounded by 1/k since k similar images are
replaced with one synthetic image.

The privacy and utility of k-anonymity-based de-identification techniques rely
heavily on the value of k. Nonetheless, these techniques do not specify how the
value of k should be chosen. Moreover, privacy and utility are also dependent on
the clustering of similar images. In terms of utility, it is very essential to cluster
similar images into one cluster since combining images with different features will
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result in increased information loss (decreased utility). For k-anonymity-based
techniques, it is also essential for the privacy bound that each cluster must have at
least k similar images. However, there is a lack of techniques capable of clustering
similar images into fixed-size clusters while taking the utility (information loss) into
account.

Image De-identification Framework: AnonFACES

To address the aforementioned issues, in Publication V, we propose a framework
called AnonFACES capable of quantifying, improving, and tuning the privacy util-
ity trade-off and at the same time reducing the information loss for a given dataset.
Our system design is broken into three components which are cluster analysis, syn-
thesizing faces, and tuning. Each of the three components addresses separate but
complementing challenges. The cluster analysis component utilizes low dimensional
feature vectors (embedding) to extract features from the images and based on that
clusters images with similar features into fixed-size clusters. Our evaluation re-
veals that careful feature extraction (embedding) before clustering can significantly
improve the clustering of similar images which in turn improves the utility of the
synthesized image; an aspect mostly ignored in prior works.

The synthesizing faces component incorporates a state-of-the-art Generative
Adversarial Network StyleGAN [42] for generating synthetic images. Based on the
evaluation, we show that the incorporation of StyleGAN with improved clustering
allows our framework to produce more natural-looking realistic images with better
preservation of attributes such as age, gender, skin tone, and emotions than prior
works. Finally, the tuning component is responsible for tuning the trade-off between
privacy and utility. We repeat the de-identification process for different values of
privacy (the value k i.e., cluster size) and measure the corresponding utility (using
information loss, a metric that we first introduce). This quantification of the trade-
off allows us to exploit any nonlinear relation between privacy and utility and get
recommendations for good privacy values that add little utility loss which eventually
results in a better trade-off between them.

5.3 Discussion

Privacy concerns about data processing and sharing hinder obtaining the potential
benefits of data. Data is used as the basis for many critical decisions nowadays
(e.g., medical diagnosis, autonomous driving), making the utility of data equally
important as privacy. There is a growing need for methods that can provide desired
utility while ensuring an acceptable level of privacy in a data release. Synthetic data
exhibits potential benefits both in terms of privacy and utility which make it a good
candidate for achieving a good balance between them.

In this research, we explore the potential of synthetic data as a privacy measure
for achieving better privacy utility trade-offs for tabular and image data types. Our
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exploration of tabular data reveals that for specific use case scenarios, synthetic
data can provide similar utility close to original data. For instance, we find that for
machine learning-based classification tasks model trained on synthetic data imitates
the behavior of models trained on original data well.

In terms of privacy, our exploration of membership inference attacks reveals
that models trained on synthetic data can significantly reduce attack accuracy
compared to models trained on original data which is promising. For image data, we
introduce a synthetic image-generation framework capable of quantifying, tuning,
and eventually improving the privacy utility trade-off compared to the prior works.
In general, synthetic data exhibits the potential of providing utility close to the
original data while reducing privacy risks for machine learning-based classification
models. Nonetheless, further exploration is needed to understand whether this
phenomenon generalizes to other types of machine learning models and to other
types of privacy attacks against them.

5.4 Contributions

The summary of our main contributions is the following:

• A comprehensive evaluation of synthetic data utility based on utility metrics
and analysis accuracy.

• Identification of individual impacts of synthesis parameters on the utility of
synthetic data.

• A study on the correlation between different utility metrics and how well the
synthetic data performs on any given analysis.

• Investigation of the impact of synthetic data on membership inference attacks
against machine learning models.

• A comprehensive methodology for synthetic image generation to quantify,
tune, and improve the privacy utility trade-off.
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Conclusions

In Chapter 1, we outlined a set of questions that we try to answer in this disserta-
tion. In this chapter, we first try to summarize the answers to the questions based
on our research findings and proposed solutions. Then we end with our concluding
remarks.

6.1 Research Findings

The first question we set out related to data collection and storage in Chapter 1 is
as follows

[RQ1] How to protect privacy during ownership change of smart devices?

We address this question in Publication I where we investigate the privacy issues
of ownership change. Our exploration in this work reveals that we can protect
the privacy of both new and previous owners from each other by using contextual
information such as the WiFi SSID to detect ownership change and encryption to
protect data. We also find that utilization of a profile management system on the
device not only enables isolation and protection of owner data but also facilitates
scenarios such as lending a device to someone for a few days or multiple family
members using the same device in a privacy-preserving manner. Overall, through
this work, we provide a comprehensive solution that can protect privacy during
ownership change.

The second question we set out related to data aggregation in Chapter 1 is as
follows:

[RQ2] What is the current state-of-the-art regarding the privacy concerns and
considerations of Ambient Assisted Living (AAL) systems?
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We address this question in Publication II by reviewing the privacy aspects of the
smart home-based Ambient Assisted Living (AAL) system. From the review, we
find that overall there is a serious lack of privacy considerations in both academic
literature and also commercially available systems. We find similarities concerning
AAL architecture and used technologies between academic research and commer-
cial systems. The review also reveals that AAL systems deploy sensors that collect
both sensitive and nonsensitive data. However, due to the aggregation of data from
multiple sources, a lot more information than individual sources can be inferred to
an extent that even nonsensitive data can become sensitive. Thus, to reduce the
privacy risk due to inference, there is a need for more strict requirements regarding
data from which sources can be combined and which needs to be kept isolated.
Besides aggregation, we also identify other privacy challenges related to consent,
data minimization, privacy and utility preserving data sharing, etc. from the re-
view. Furthermore, the research trend analysis shows a significant increase in works
related to machine learning and data processing in the context of AAL. Overall,
we believe that the systematization of knowledge regarding the privacy issues of
such systems will bring the open problems into the sharper focus of the research
community.

The third question we set out related to data processing and sharing in Chap-
ter 1 is as follows:

[RQ3] What is the potential of synthetic data for achieving a better trade-off
between privacy and utility such that the privacy-enhanced data/model provides
utility close to the real one?

We address this question in Publications III, IV, and V where we investigate
the potential of synthetic data (for tabular and image data types) as a privacy
measure for achieving better privacy utility trade-off than traditional approaches.
The most promising finding that we distill from our investigation on tabular data is,
for machine learning-based classification tasks, the model trained on synthetic data
behaves similarly to the models trained on original data both in terms of accuracy
and also in which records they classify correctly and incorrectly.

Inspired by this finding, we further investigate the impact of synthetic data (also
for tabular data) on the membership inference attack against machine learning
models. Our empirical evaluation reveals that models trained on synthetic data
can significantly reduce the membership inference attack accuracy compared to
the models trained on original data even in scenarios where original data produces
highly over-fitted models. Lastly, for image data, we find that extracting image
features carefully before clustering facilitates grouping images with similar features
into the same cluster which in turn improves the utility of generated synthetic
images. We quantify the privacy utility trade-off by varying the size of clusters
generated (i.e., k) and measuring the total information loss for each cluster size.
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We then demonstrate that having access to this quantifiable trade-off allows us to
exploit the non-linear relationship between privacy and utility and improve one at
the limited loss of the other which eventually helps determine the best k value,
given a set of privacy and utility requirements. Based on our exploration, we think
that for certain scenarios synthetic data has the potential for achieving a better
trade-off by providing utility close to the original data while reducing the risk of a
privacy breach.

6.2 Concluding Remarks

Contributing to the data privacy research, this dissertation identified privacy con-
cerns of widely used smart and intelligent systems, as well as proposed and evaluated
different solutions to address some of the prominent problems in the domain.

From the privacy perspective of data stored on smart devices, the adoption of
our solution for the automatic handling of ownership change will allow an average
user to enjoy the benefits of the devices without bothering about their privacy in
the case of an ownership change happening with or without their consent. For
more complex systems involving multiple devices, our systematization of knowl-
edge of their privacy concerns will help the research community to identify the
open problems which eventually will provoke the initiation of potential solutions.
Furthermore, in the context of data publication, for machine learning-based analy-
sis, our findings on the potential benefits of synthetic data in terms of both privacy
and utility will encourage data controllers to publish more data and models with
the help of synthesis. This will eventually facilitate gaining the possible advantages
of data in a privacy-preserving manner. Concerning academic research, we believe
that our findings will provoke the exploration of synthetic data as a solution for
other existing privacy problems.

The work in this dissertation touches on very few aspects of the vast and complex
privacy issues of intelligent systems. Nonetheless, we hope that our exploration of
privacy issues will help the research community to identify the open challenges in
the domain and that our solutions will pave the way toward solving them.
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