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Abstract

Stocks belonging to publicly traded companies is a topic which in society is mys-
tified and by some considered to be an unpredictable phenomenon where you
either make an economic loss or gain seemingly by chance. Despite this, there
are numerous fields of work where the sole purpose is to predict the movement
of stocks in order to maximize economic gain. The purpose of this report was
to research whether or not these movements actually can be predicted by the
usage of regression analysis.

A regression model was constructed where the response variable used was the
rate of change of a certain stock over 30 days and numerous different qualitative
and quantitative parameters were used as regressors. This full model was then
evaluated and improved in order to refine its construction and results yielded
in order to present the best possible model.

When researching and optimizing the model, it was found that several parame-
ters turned out to be statistically significant for the model. The model itself did
however come with some uncertainties in the form of a low R2 value, meaning
that despite the significance of said parameters, it contained a high amount of
unrepresented variance.
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Sammanfattning

Aktier tillhörande publikt handlade bolag är i samhället ett mystifierat ämne
varvid vissa ser det som ett oförutsägbart fenomen, som kan genera antin-
gen vinst eller förlust, till synes av slumpen. Trots detta finns det flertalet
omr̊aden vars främsta syfte är att förutsp̊a aktiers prisrörelser med ändam̊alet
att maximera ekonomisk vinning. Syftet med denna rapporten var att stud-
era huruvida dessa prisrörelser faktiskt kan förutsp̊as med hjälp av regressions-
analys.

En regressionsmodell skapades där rate of change för flertalet aktier under en
period p̊a 30 dagar användes som responsvariabel. Flertalet olika kvantita-
tiva och kvalitativa parametrar för respektive aktie användes som regressorer.
Den fullständiga modellen som byggde p̊a all data utvärderades för att sedan
förbättras, i syfte att förfina dess uppbyggnad och de resultat den genererade,
för att skapa en s̊a bra modell som möjligt.

När modellen studerades och optimerades kunde det konstateras att flertalet
parametrar var statistiskt signifikanta för modellen. Modellen hade dock osäker-
heter i form av bland annat l̊agt R2-värde, vilket innebar att trots statistiskt
signifikans i flertalet parametrar, kunde modellen inte förklara en stor del av
förekommen varians.
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1 Introduction

1.1 Background

Finance and financial markets play a key role in today’s society, and both are
of great importance since they enable corporations to accumulate capital. It is
common for companies to have a great idea and business model, but lack the
funding necessary in order to carry out their visions and execute them. There-
fore, they turn to financial markets, in order to get funding while generating
returns for their shareholders once the company or project that needed fund-
ing turns profitable (Forbes 2021). However, people are only willing to invest
in a company if they believe in its aims and that it can generate profit in the
long term. This enables both unprofitable companies, such as startups (which
usually are unprofitable in their early phases) as well as major established com-
panies which already are profitable, to receive funding.

A well-functioning financial system with financial markets is not only necessary
for corporations looking for funding, but quite necessary in order to stimulate
growth in a society’s economy over time. For an investor, financial markets can
be seen as a consideration between risk and return: The higher the risk, the
higher the potential return. If an investor decided to not invest at all, their risk
would equate to zero (not considering inflation), the possibility that the money
would be lost is in turn more or less zero. In this scenario, the investor cannot
expect any returns (unless the rate given by the institution at which capital is
kept is high, but we assume that isn’t the case). If an investor instead decides
to invest in a major company listed on a stock exchange, assuming the com-
pany has a reasonable valuation and solid financial ratings, his risk would go
up from the initial zero but remain quite low. This is due to the fact that it is
quite unlikely that a major company goes bankrupt or experiences a significant
drop in performance. However, the investor cannot expect great returns either
as the probability that a company, which already covers a major share of the
market, greatly boosts its performance can be deemed low. Hence, the investor
can expect steady but no major returns while undertaking a smaller amount of
risk. For a third scenario, an investor could decide to invest their money in a
company with much higher risk, more specifically a company that at the time is
not generating profit. In this case, the investor will expect much higher returns,
as the risk of losing the invested money is greater. However, the probability
that the company experiences a significant increase in its financial performance
is greater than the probability that a major company experiences a similar in-
crease in its performance in proportion to size (Yahoo! Finance, 2021). If the
investor knew for sure that a high-risk company would succeed, he or she would
invest in it since it would yield the greatest return. However, the issue is that
it is impossible to predict the future and thus know whether a company will be
successful or not.

To try to predict the future, investors rely on different financial analyses and
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models as decision-making tools. These models are often built on historical fi-
nancial data, such as earnings and debt-to-equity ratio (CFA Institute, 2022),
they can also be built on trading volumes and stock price, where different vol-
umes and prices historically indicate different outcomes, and thus get an indi-
cation of how to act when a change in trading volume or price occurs (CFA
Institute, 2022). Financial analyses and models can greatly differ in complexity
and accuracy depending on available resources, experience, and who performs
them. However, a common denominator among most of the models is that an
overwhelming majority of them are based on pure quantitative data, and other
typically more qualitative types of data are left out. Qualitative data can be
difficult to quantify if one wishes to use it in calculations with quantitative
data. This also leads to difficulties in identifying how qualitative data should
be weighed relative to quantitative data. Regression analysis is a method that
can be carried out to include qualitative as well as quantitative data in the same
model (University of Southampton, 2014). By using regression analysis and in-
cluding both types of data, a model can be built and then used to determine if
it performs well enough to be used as a decision-making tool. It might also indi-
cate if including “soft data”, i.e. qualitative data, can boost the performance of
a model or if traditional financial models with pure quantitative financial data
perform just as well.

1.2 Purpose, Aim, and Motivation

The purpose of the project is to figure out if it is possible to build a reliable model
with regression analysis based on different types of parameters. The response
variable in the model will be the market performance for a number of stocks
and the regressors will be both pure financial data, such as P/E-value, as well as
“softer” data such as how long the different companies have had environmental
policies implemented. The aim of including both raw financial data and more
soft parameters is to determine if the inclusion of soft parameters that normally
are not considered in technical analysis can improve the model. If the impact
of the soft parameters are significant, then it can be stated that these types of
parameters should be included in different types of models to a greater extent,
when trying to predict the market performance of different stocks.

1.3 Research Question

In conformity with the purpose and aim of the project, the research question is:

• How well can the performance of stocks be predicted by underlying param-
eters such as, P/E-value, environmental policies, and gender distribution
of the board, and which of these parameters are statistically significant?

1.4 Scope and Limitations

The analysis constitutes of data of 23 companies traded on Nasdaq Stockholm
during the period 2014-2019 combined with mathematical and economic the-
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ory regarding regression analysis and financial concepts, respectively. Thus, the
project is limited to data throughout those years, even though long time periods
usually are favorable to work with when doing analysis within finance.

Furthermore, the financial data represents some of the most commonly used
financial parameters when working with finance, since it would not be feasible
to include all financial data presented by each company. The qualitative data
is chosen in a way that they would give a general indication of the companies’
work and approach within environmental, social and corporate governance, as
it would not be feasible to include all possible parameters within these areas.

The economic analysis is founded on the mathematical analyses and results
of the models, hence this analysis will be an interpretation of the mathematical
aspects in combination with economic and financial theory.

7



2 Theory

2.1 Mathematical Theory

2.1.1 Multiple Linear Regression

Multiple linear regression is a method of regression which can be utilized to
predict the impact different regressor variables has on a given response variable
(Montgomery et al., p.67). If said response variable is set as y and the regressors
used to model a relationship are set as x1, x2, x3...xn where n is an arbitrary
number, then the corresponding multiple linear regression model can be repre-
sented as follows.

yi = β0 + β1xi1 + β2xi2 + β3xi3 + ...+ βnxin + ϵi, i = 1, 2, 3...k

The β’s in the equation above are called regression coefficients and ϵ is the error
term of the estimation. The above representation of the model can then be
converted into the following matrix notation. (Montgomery et al., p.72)

y = Xβ + ϵ
y1
y2
...
yk

 =


1 x11 x12 · · · x1n

1 x21 x22 · · · x2n

...
...

...
. . .

...
1 xk1 xk2 . . . xkn



β1

β2

...
βn

 +


ϵ1
ϵ2
...
ϵk


Given the equation above, it is possible to calculate the least-squares estimator
β̂ from the equation β̂ = (X ′X)−1X ′y. The least-squares estimator can then
in turn be used in order to calculate the vector of fitted values as well as the
hat matrix H according to ŷ = Xβ̂ = X(X ′X)−1X ′y = Hy. Both of these
play a central role in regression analysis and will be mentioned more thoroughly
in a later section (Montgomery et al., p.73).

2.1.2 Model Assumptions

In order to streamline and make construction of a regression model and utilize
certain evaluations possible given data five assumptions are made. These are
the following as stated by Montgomery et al. p 129:

1. The relationship between the response y and the regressors is linear, at
least approximately

2. The error term ϵ has zero mean

3. The error term ϵ has constant variance σ2

8



4. The errors are uncorrelated

5. The errors are normally distributed

The stated assumptions are necessary for multivariable regression to produce a
model for which certain metrics such as p-value, t-statistics etc. can be calcu-
lated, and thus it is important to verify these assumptions. This can be done
by utilizing a few different methods. In order to survey whether or not there
is a linear relationship between the regressors and the response variables, one
can plot the standardized residuals vs the fitted values. If the values of this
plot can be contained within a horizontal band one can conclude that there
exists a linear relationship (Montgomery et al. p.139). This also proves that
the variance is constant as a set of data where the variance of the error terms
is non-constant will create a funnel shape in the residual plot (James et al. p.96).

In order to verify assumption 2 and 5 mentioned above normal probability plot
can be made where studentized residuals are plotted and if these line up to form
a relatively straight line in the plot, then it can be concluded that the mean
of the errors are zero as well as that that they are normally distributed. The
same plot can also be used to give an indication if the errors are correlated
(assumption 4). If the errors are plotted in distinctive patterns, one might
suspect that correlation exist. (Montgomery et al. p.136).

2.1.3 The least-square estimator β̂

The least-square estimator method is a proven method used to estimate the
regressors coefficients of a multivariable regression model (Montgomery et al.,
p.70). The least square estimator is calculated by minimizing S(β) =

∑n
i=1

2 =
′ = (y −Xβ)′(y −Xβ). This is done by differentiating with respect to β.

∂S
∂β

∣∣∣
β̂

= −2X ′y + 2X ′Xβ̂ = 0

Through simplification it can be concluded that β̂ = (X ′X)−1Xy (Mont-
gomery et al.,p.72-72). This calculation is dependent on the fact that (X ′X)
is invertible, this also means that if there exists multicollinearity among the
regressors (for further explanation of the term see sub-section “2.1.8 Multi-
collinearity“), the estimates for βi, i = 1, . . . , k might take misleading values
(Montgomery et al., p.288).

2.1.4 The R2 and Adjusted R2 measures

The R2 and adjusted R2 measures are central in regression analysis and are
both used to describe how well of a fit a certain model is to the data based on
how much of the variance of the response variable is described by the model.
The measures can range in value from zero to one and are calculated as follows
(James et al., p.212):
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R2
Adj = 1− SSRes/(n− d− 1)

SST /(n− 1)

R2 = 1− SSRes

SST

What is obvious from the two equations is that they differ slightly. What this
difference means is that, as the name implies, R2

Adj adjusts the R2 for addition

of impactless variables. This is not the case for the ordinary R2 measure as
that always increases through addition of variables regardless if they actually
improve the model or not (James et al., p.212-213).

2.1.5 F-statistics, t-statistics and p-values

The F-statistic is a measure of significance among the regressors and can be
used to determine if any of the β coefficients should be non-zero. The measure
is calculated as follows (Montgomery et al., p.85):

F0 =
SSR/k

SSRes/(n− k − 1)
=

MSR

MSRes

F0 mentioned above is the F-statistic and follows the Fk,n−k−1 distribution.
MSR in this case, represents the mean square and MSRes represents the mean
square of the residuals. If the F value is large, it is assumed that at least one of
the regressors variables is important and thus subsequently that at least one of
the βi’s ̸= 0. In addition to a large F-statistic it should be noted that a small
p-value has the same implication on the model, the reasoning behind this is that
the p-value tests the null hypothesis that all the regressor coefficients are zero,
thus a low p-value is favorable since this indicates that the null hypothesis is
unlikely (Montgomery et al., p.84-86).

What has been concluded is that the F-statistic and p-value can be used in order
to evaluate whether or not one or more regressors can be considered useful in
the model. These statistics are, however, not useful for identifying these specific
factors (for each respective regressor) and for this the t-statistic is useful which
is calculated as follows (Montgomery et al., p.88):

t0 =
β̂j√
σ2Cjj

In this equation Cjj represents the diagonal elements of (X ′X)−1, the t-statistic
gives a value similar to the F-statistic, where we wish it to be large in order for
a variable to pose as impactful.
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2.1.6 R-Student Residuals

R-student residuals are a tool used to identify outliers by internally scaling the
residuals. This method makes it easier to identify outliers than just regarding
the residuals without scaling them. In order to achieve R-student residuals, the
following formula is applied (Montgomery et al., p.135):

S2
(i) =

(n− p)MSRes − e2i /(1− hii)

n− p− 1

First S2
(i) is calculated as that is the estimate of σ2 which is needed to studentize

the residuals, which is then calculated as:

ti =
ei√

S2
(i)(1− hii)

Under the multivariable regression assumptions we made and described earlier
ti is tn−p−1 distributed which means that it can be used for two tailed tests to
check for significance when ruling out outliers. Once outliers have been identified
these should be studied closely as they can be ”bad values” which are generally
discarded. They may however, prove to be valuable despite their more extreme
nature (Montgomery et al., p.152).

2.1.7 Cook’s Distance

Cook’s Distance is a measure of influence that manages to combine the loca-
tion of a point in the x-space as well as the response variable (Montgomery
et al., p.152). This is done through using a measure of the squared distance
between the least-square estimate for all points and the least-square estimate
when deleting the last point (Ibid.). This distance is calculated as:

Di =
( ˆβ(i) − β̂)′M( ˆβ(i) − β̂)

c

Where M = X ′X and c = pMSres. For points where their Cook’s Distance is
large we can conclude that they will have a large impact on the least square
estimate, a rule of thumb is that Di ≥ 1 can be considered influential.

2.1.8 Multicollinearity

Multicollinearity is a method of study where regressors are evaluated to examine
if they correlate with each other. If multicollinearity is present and there is cor-
relation between two or more regressors, which potentially leads to excessively
large regressor coefficients.
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2.1.9 Simple Correlation

Simple correlation is a method used to study multicollinearity between regres-
sors, where the X ′X matrix is studied. If the regressors and response variable
are all centered and scaled to unit length, the off-diagonal elements of X ′X will
represent the correlations of the regressors (Montgomery et al., p.286). This
examination is done pairwise and a high correlation will be present if |rij | is
near unity (Montgomery et al., p.292-294). This method is however, as the
name entails, quite simple and will mostly be effective if near linear depen-
dence is present among only two pairs of regressors. If this is the case for more
regressors, there can be multicollinearity within the dataset without obvious
correlation in the X ′X matrix (Ibid.).

Variance inflation factors are factors that can be used to identify multicollinear-
ity and are defined as the diagonal elements of C = (X ′X)−1 and the individual
factors j are defined as V IFj = Cjj = (1 − R2

j )
−1 (Montgomery et al., p.296).

In this case R2
j represents the R2 measure for the j:th response variable and is

calculated as described in the section regarding the R2 measure. Due to how
the variance inflation factor is calculated it will increase if a variable is near
linear dependent. This means that a high VIF; generally > 5 implies slight
multicollinearity and > 10 implies severe multicollinearity (Ibid.).

2.1.10 Variable Selection

Variable selection is a method used when constructing a regression model where
regressors that do not increase the precision of a model are eliminated (Mont-
gomery et al., p.304). A few of these methods will be described in the following
sections.

2.1.11 All Possible Regressions

All possible regressions is a form of variable selection where all possible regres-
sions model with 1,2, ... n regressor variables are fitted. After these have been
fit the best possible model can be evaluated and found. This means that if n =
k there are 2k possible equations (Montgomery et al., p.338).

2.1.12 Mallow’s Cp Statistic

Mallow’s Cp statistic is another method used for variable selection. This mea-
sure is based upon the mean-square error of a fitted value:

E[ŷi − E(yi)]
2 = E[(yi)− E(ŷi)]

2 + V ar(ŷi)

12



This value is calculated for every model specified in the section regarding all
possible regressions, and the model with the smallest Cp value is considered
optimal (Montgomery et al., p. 335). Thus, it can be concluded that the best
model in all possible regressions is the one with the smallest Mallows Cp value.

2.1.13 Lasso Regression

Lasso Regression is a statistical method which can be used for variable selection
in regression analysis. This variable selection is done through shrinkage of the
regressor coefficients βi to a point where some of these will be forced to equal 0
and will thus not be included in the model. The equation which enables this is
the following (James et al., p.219-228):

Min :

n∑
i=1

(yi − β0 −
p∑

j=1

βjxij)
2 + λ

p∑
j=1

|βj |

In order for Lasso regression to work efficiently, the tuning parameter λ has to
be chosen to a point where over-shrinkage won’t occur. A general rule of thumb
in this case is to calculate the cross-validation error of λ and pick a value within
one standard deviation of λmin (Ibid.).

2.1.14 K-fold Cross Validation

In K-fold cross validation, the set of data which is handled is divided into K
(which is an arbitrary number) subsets of equal size. One of these subsets is
then chosen as a validation set, while the others are considered training sets for
which the model is fitted. The R2 value as referenced earlier is then calculated
for each training set fitted to the validation set and the average of these R2 val-
ues is then the considered CV (Cross Validation) estimate (James et al., p.181).

When performing K-fold cross validation on a dataset, it is important to pick a
”good” value for k in order to get as good of a CV estimate as possible. This
is important, as the picked value for k represents how much of a bias-variance
tradeoff is undertaken. What is generally considered optimal is for the value of
k to equal 10 (James et al., p.184).

2.1.15 Residual Bootstrap Confidence Intervals

Residual bootstrapping is a method that can be used to quantify the uncer-
tainty present in a given estimator or model. In order to compute bootstrap
intervals for these estimators or models, the bootstrap estimates of β̂i, β̂∗

i has
to be calculated. These are calculated by completing the following algorithm
(Montgomery et. al., p.517-519): First construct the linear regression model
y = xβ + ϵ and gather the n residuals e′ = [e1, e2, ..., en]. A random sample
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picked with replacement of n residuals is then picked from the e’ vector and
placed in a bootstrap residual vector e*. This bootstrap residual vector is then
fitted to our regression model and afterwards the whole procedure should be
repeated 200 - 1000 times (Ibid.).
In order to then obtain a 100(1− α) percent confidence interval, the percentile
method can be used. This method uses the 100(1− α

2 ) percentile of the distri-

bution constructed from β∗
i . By defining these as the distance from β̂ as follows

(Montgomery et al., p.519):

D1 = β̂ − β̂∗(α2 )

D2 = β̂∗(1− α
2 )− β̂

The approximate confidence interval of degree 100(1 − α) for the regressor co-
efficient β is found to be:

β̂ −D2 ≤ β ≤ β̂ +D1

Thus, if a model or estimator is found within these bounds it can be considered
as good (Ibid.).
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2.2 Economic Theory

2.2.1 Efficient Market Hypothesis

The efficient market hypothesis is a hypothesis which relies on two main as-
sumptions. Firstly, it is assumed that all information regarding the underlying
stocks or securities is readily available to all investors. Secondly, all transac-
tions are made seamlessly with no opportunity for arbitrage; where arbitrage
is the opportunity of buying an asset and then immediately selling it for a net
gain. What this in turn means is that no investor possess the ability to take
action within the market on opportunities not available to all other investors
(Corporate Finance Institute).

2.2.2 The Random Walk Theory

The random walk theory is a theory applied to the performance of stocks which
foundation is based in both economics and statistics. The economic part of the
theory is that the market on which stocks are traded is an efficient market. The
statistic part of the theory is that the price changes of all stocks or securities
on a financial markets can be considered as independent random variables. In
addition to this the stochastic changes of these random variables are considered
memoryless, which means that the change between a time point i and i + 1 is
independent of the changes prior to the time point i (Cheng, P. L., Deets, M.
K., 1971).
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3 Methodology

3.1 Software

The computations, the regression analysis to create the models, and the analyses
in order to validate and evaluate the models were done in the software R, the
plots and tables were also produced in R.

3.2 Data Processing

The data consisted of financial and non-financial data over a time period of
six years, from the beginning of 2014 to November 2019. The data is for 23
different companies, all of which were a part of the OMXS30 index during this
time period. OMXS30 is an index of the 30 most-traded stocks on the Nasdaq
Stockholm stock exchange, the biggest stock exchange in Sweden. The data
were gathered from several sources and merged into a complete dataset to be
used in R. The average price for each stock was gathered from Nasdaq Stock-
holm, the stock exchange. The financial data was collected from Börsdata as
well as Morningstar, two companies that gather financial information. The non-
financial data was gathered from the Nordic Compass 2014-2019, a compilation
of data for different companies with focus on ESG (environmental, social and
corporate governance) and CSR (Corporate Social Responsibility). In order to
standardize the market performance, steps had to be taken.

First, total return (including dividends) had to be calculated, otherwise com-
panies that pay high dividends would most likely perform worse (if dividends
were excluded). When this was computed, we also had to take eventual stock
splits in consideration. In order to standardize the return completely, we had
to compute performance/change in percentage, instead of the actual average
price of each company, as stock prices aren’t standardized. This can be done in
different ways, the general idea, however, is to compare the average price from
two dates and divide this by one of the date’s average price in order to get the
rate of change. The initial variables chosen to study in relation to the response
variable, rate of change between the recorded closing price of a stock for a given
date and a month/30 days later were:
Numeric Variables

• Price-to-Earnings Ratio (P/E)

• Price-to-Sales Ratio (P/S)

• Debt/equity Ratio (D/E)

• Return on Equity (ROE)

• Return on Assets (ROA)

• Market Capitalization (in billions, SEK)
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• Financial Leverage

• Margin

Non-Numeric Variables

• EP-targets (If the company discloses targets or ambitions associated with
environmental performance)

• Env-impact-red (If the company reports that it has taken steps to reduce
its negative environmental impact)

• Female Board Percentage (Percentage of the board that is made up of
women)

• Pay-eq-report (If the company reports numbers on pay equality between
male and female employees)

• Equal-policy (If the company has an equal opportunity policy or a specific
statement in their reports, code of conduct, or other material regarding
equal opportunity)

• Edu-policy (If the company has a training and/or education policy)

• Industry

In total the dataset contained 34110 observations for each variable, as well as
34110 observations for the response variable, rate of change (ROC).

3.3 Initial Model

3.3.1 Variables

Nine of the variables listed above are numeric and can easily be implemented and
compared with one another, as well as observations within the same variable to
be compared with one another. For the non-numeric variables, this differs: when
computing our models, the software R automatically transforms non-numeric
variables to binary variables. Five of the non-numeric variables can only take Y
(Yes) or N (No), and thus are easily transformed to binary 1 and 0. The variable
Industry however, is also non-numeric but can take more than two possible
options, it can take Consumer goods, Industrials, Health care and Technology
to name a few. In order to handle this, R still implements binary values, but
introduces more variables at the same time. This means that instead of dealing
with “Industry” as one variable, R instead handles Consumer goods as one
binary variable, Industrials as one binary variable, etc.

3.3.2 Full model

The full model for the data was computed, meaning that all the variables were
included as regressors. The full model was used as an initial model and the
basis for further analysis in order to improve the model, and eventually generate
reduced models.
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3.4 Model Assumptions and Data Transformations

The assumptions made in order to carry out linear regression were investigated.
The assumptions were investigated by looking at different plots, these plots were:
Residual vs. Fitted, Scale-Location and Normal Q-Q. Data transformations can
usually be carried out in order to stabilize the variance (variance-stabilizing
transformation) and thus get rid of violations of the assumptions. The idea is to
transform the response variable and its relation to the regressors. This is usually
done by using the natural logarithm, square root, inverse or a combination of
these on the response variable.

3.5 Model Summary Statistics

A short summary of the full model was computed. An equivalent summary
was computed for a reduced model once this one was created. The summary
included coefficient estimates, residual standard error, R-squared, adjusted R-
squared, F-statistic and t-statistic.

3.6 Outlier Diagnostics

Two different types of analyses were conducted in order to detect outliers, these
analyses were applied to the full model. The initial analysis was the compu-
tation of studentized residuals (where the fitted response was plotted against
the studentized residuals). For this analysis, two different threshold values were
tested, the absolute value of 2 and 3, respectively. Studentized residuals greater
than these benchmark values suggested that the observations could be outliers.

The second analysis conducted was Cook’s distance, where observations with
a value greater than the threshold suggested that they could be outliers. The
threshold used was 4/N where N is the number of observations. For our full
model, N = 34110 (Statistics How To, 2016). However, it’s important to put em-
phasis on the fact that the conducted analyses suggest observations that could
be outliers, and that the observations do not necessarily need to be outliers.

3.7 Multicollinearity Analysis

We assessed multicollinearity in the full model by conducting several analyses.
VIF was computed for the regressors and the benchmark value was set to 10,
since values above this indicate multicollinearity. Simple correlation between
the regressors was also carried out. The correlation is in the range of [-1,1] and
the benchmark value was set to the absolute value of 0.6. Lastly, Lasso regres-
sion was carried out. The Lasso regression yielded a model where regressors
contributing to high variance are shrunk at the expense of bias in the model.
The Lasso regression automatically utilized cross validation in order to generate
a model with some regressors removed in order to get rid of multicollinearity.
A value of the tuning parameter λ was picked via cross validation. The value
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should be within the range from min(λ) up to one standard deviation above the
min value. The model was then analyzed and compared to the results from the
other multicollinearity analyses.

3.8 Variable Selection

For variable selection, different methods were utilized. For the full model, all
variables were included. For the reduced model, regressors with values above
the benchmark values mentioned under multicollinearity analysis were removed.
Lastly, for the Lasso regression model, the chosen parameters were the one
yielded from the cross validation analysis with the set value of lambda.

3.9 Model Validation and Performance Evaluation

In order to evaluate the models (full model, reduced model, Lasso model), cross
validation was utilized. R-squared was computed for each model and compared
between the models as well. Finally, bootstrap confidence intervals were con-
ducted for the coefficient estimates in order to determine model performance.
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4 Results

The results are based on three different models, the full model, the reduced
model and the Lasso regression model. The structure of the results is similar to
the structure of methodology.

4.1 Data Preprocessing

Since the final dataset was created in order to conduct the analyses made
throughout this project, all included variables in the dataset were used when
creating the initial model (full model). All observations for the respective vari-
ables (both independent variables and the response variable) were utilized when
creating the different models, which equals 34110 observations for each param-
eter. Thus, the dataset consisted of 16 times 34110 entries. In table 1, the
companies and their respective number of observations can be seen, as well as
the number of observations in comparison to the total number of observations
(in percentage).

The response variable changed for each observation, since it was built on the
underlying average price for each trading day on the stock market. The other
variables only changed on a year-to-year basis, hence the same value was utilized
throughout each year until it changed when the year changed. This resulted
in many values being the same, however, the principle is that since data was
collected from several years, the relationship between the response variable and
the regressors would remain linear to a certain degree, thus not violating one of
the assumptions of multiple linear regression.
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Table 1: Number of observations for each company.
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Figure 1: Plot of Residuals vs Fitted values for the full model.

4.2 Initial Model

The initial model is the full model, thus it’s a linear regression model based on
all variables in the dataset. There are fifteen variables, but since the variable
”Industry” can take more than two different non-numeric values, this generates
a surplus of regressors, and hence the full model is based on 22 regressors.

4.2.1 Model Assumptions

In figure 1 we can see the residuals in the model, plotted against the fitted
values. In the figure, there is a distinct band of values horizontally from ap-
proximately -0.01 to 0.03, with some values clustered above 0.04. In order for
assumption 1 for multivariate linear regression to hold, the plotted values in the
figure need to be contained within a horizontal band. In some occasions, the
values also seem to spread out vertically.

The Normal Q-Q plot is presented in figure 2, it is used in order to verify as-
sumption two and five. The studentized residuals in the plot have very heavy
tails and thus assumption 5 cannot be verified, thus certain statistics mentioned
in section 2.1.2 cannot be utilized.

In figure 3 we can see the scale location plot. The plot can be used in order to
control if assumption 3 is violated or can be validated, in this case we concluded
that it was validated.
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Figure 2: Normal Q-Q plot for the full model.

Figure 3: Scale-Location for the full model.
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Table 2: Summary statistics for the full model.

4.2.2 Model Summary Statistics

The summary statistics for the full model can be seen in Table 2. However, the
model cannot be evaluated based upon p-value, F-statistic and t-statistic since
assumption five wasn’t satisfied. The R2 and adjusted R2 are low, as well as
the coefficient estimates. However, the p-value is also very low.

4.2.3 Outlier Diagnostics

When analyzing outliers within the dataset, the first metric surveyed was the
absolute value of the studentized residuals. In this case, a benchmark of an
absolute value of 2 was set as an indicator of potential outliers. When analyz-
ing the results of said benchmark 1689 outliers were identified and examined.
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Figure 4: Studentized Residuals and three vertical lines, -2, 0, 2 respectively.

Upon further examination of the data, it was identified that these values were
adequate to include in the model despite their slightly more extreme nature.
Figure 4 shows the studentized residuals plotted against the rate of change with
vertical lines drawn at -2, 0 and 2 in order to illustrate the benchmark.

In order to further study the outliers, Cook’s distance was calculated for each
point of data (this is presented in figure 5). Via Cook’s Distance, additional
outliers were identified, and some of which were quite extreme in comparison to
the mean. These outliers were evaluated and the evaluation resulted in them
being kept due to these values being correct.

4.2.4 Multicollinearity Analysis

Multicollinearity analysis was applied to the full model through the means of
simple correlation between regressors, Variance inflation factors and Lasso Re-
gression, this in order to determine if any of the regressors could be deemed
redundant. The results of the simple correlation between regressors are pre-
sented in Tables 9 and 10 in the appendix. For VIF the benchmark value for
multicollinearity is 10, for simple correlation it is 0,6 and for the eigenvalues
condition number it is 100. Lasso Regression does not generate a value in the
same manner as the other metrics, but was studied with a tuning parameter
of λ = e−7. As presented in Figure 6 we can see that the regressor Industry
surpasses the VIF benchmark and was as such removed from the model for
calculations in the reduced model. In addition to this the simple correlation ex-
ceeded the benchmark value for P/S ratio and Margin, in this case Margin was
removed for the reduced model as the P/S ratio is more significant according to
the metrics mentioned in the summary statistics section.
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Figure 5: Cook’s Distance full model.

Figure 6: VIF values full model
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Figure 7: Plot of Residuals vs Fitted values for the reduced model.

4.3 Reduced Model

The reduced model is similar to the full model, but with two variables removed.
These were: Industry and Margin. thus, there are thirteen variables, but since
the variable Industry could take more than two different non-numeric values,
the number of regressors drops from 22 to 13.

4.3.1 Model Assumptions

In figure 7 we can see the residuals in the model, plotted against the fitted values.
In the figure, there is a distinct band of values horizontally from approximately
-0.01 to 0.025, with some values clustered slightly above 0.03. In order for as-
sumption 1 of multivariate linear regression to hold, the plotted values in the
figure need to be contained within a horizontal band. On some occasions, the
values also seem to spread out vertically.

The Normal Q-Q plot is presented in figure 8, it is used in order to verify as-
sumption 2 and 5. The studentized residuals in the plot have very heavy tails,
in equal manner as the full model, and thus assumption 5 cannot be verified,
thus certain statistics mentioned in section 2.1.2 cannot be utilized.

In figure 9 we can see the scale location plot. The plot can be used in order to
control if assumption 3 is violated or can be validated in this case we concluded
that assumption three was validated.
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Figure 8: Normal Q-Q plot for the reduced model.

Figure 9: Scale-Location for the reduced model.
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Table 3: Summary statistics for the reduced model

4.3.2 Model Summary Statistics

The summary statistics for the reduced model can be seen in Table 3. However,
the model cannot be evaluated based upon p-value, F-statistic and t-statistic
since assumption 5 wasn’t satisfied. The R2 and adjusted R2 are low, as well
as the coefficient estimates.

4.3.3 Outlier Diagnostics

When analyzing outliers within the dataset for the reduced model, once again,
the absolute value of studentized residuals were surveyed. The same benchmark
of an absolute value of 2 was set as an indicator of potential outliers. When
analyzing the results of said benchmark, also 1689 outliers were identified and
examined for the reduced model. Upon further examination of the data, it was
identified that these values were adequate to include in the model despite their
slightly more extreme nature. Figure 11 shows the studentized residuals plotted
against the rate of change with vertical lines drawn at -2, 0 and 2 in order to
illustrate the benchmark.

Cook’s distance was also utilized again, and was calculated for each point of
data (this is presented in figure 10). Via Cook’s Distance, additional outliers
were identified, and some of which were quite extreme in comparison to the
mean. However, like with previous tests these outliers were kept in the data set
as they were analyzed and concluded to be correct.
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Figure 10: Cook’s Distance reduced model.

Figure 11: Studentized Residuals and three vertical lines, -2, 0, 2 respectively.
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Figure 12: VIF values reduced model

4.3.4 Multicollinearity Analysis

Multicollinearity analysis was also applied to the reduced model through the
means of simple correlation between regressors and variance inflation factors
(VIF). This in order to determine if any of the regressors could be deemed
redundant. The results of simple correlation analysis are the same as the simple
correlation done for the full model, but without the regressors for Industry
and Margin, and thus the results can be also found in Table 9 and 10 in the
appendix. For VIF the benchmark value for multicollinearity is 10, and for
simple correlation it is 0.6. In Figure 12 we see that none of the regressors have
a VIF-value above the benchmark. Since the simple correlation is the same
as before, disregarding ”Industry” and ”Margin”, no regressors exceeded the
benchmark value.

4.4 Lasso Model

When the Lasso Model was computed, all variables, and thus all possible regres-
sors, were included. When utilizing Lasso regression, several models are actually
generated, they depend on the tuning parameter λ. Presented in figure 13, is
the value of λ plotted against the mean square error. The value of λ changes
the coefficients for the regressor, and can also set these to zero (thus removing
the regressor, if λ is big enough). Since the models differ, R2 also depend on
λ, which can be seen in figure 14. The vertical line intercepts the x-axis in x
= e−7.If λ = e−7, some coefficients of regressors were set to zero, which can be
seen in Table 4. The most optimal λ is the minimal value of it, in this case λ
= exp(−11.27061), however in order to remove a greater number of regressors,
a greater value of λ is needed, thus λ = exp(−7) was decided upon in order to
use for further analysis.

4.5 Model Validation and Performance Evaluation

Results from 2-fold cross validation for the full model can be seen in table 5.

Results from 2-fold cross validation for the reduced model can be seen in table
6. The results are similar to the ones presented in table 5 for the full model.

No additional cross validation was carried out for the Lasso model, since cross
validation was automatically performed when creating the models for the re-
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Figure 13: Log(λ) plotted against the Mean-Square Error for the Lasso regres-
sion.

Table 4: Coefficients for the regressors for the Lasso Model where λ = exp(−7)

32



Table 5: Resampling results, residual statistics, coefficients and other statistics
for the full model.
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Table 6: Resampling results, residual statistics, coefficients and other statistics
for the reduced model.
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Figure 14: λ plotted against the R-squared for the Lasso regression.

spective lambdas. Thus, the statistics for the Lasso model are equal to the ones
presented in previous figures and tables referring to that model.

Bootstrap confidence intervals for the full model, with α = 0.05 can be seen in
table 7.

Bootstrap confidence intervals for the reduced model, with α = 0.05 can be seen
in table 8.

R2 has been presented for the three respective models and can be found in table
5 for the full model, 6 for the reduced model and in figure 14 for the Lasso
model.
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Table 7: Bootstrap confidence intervals, full model.

Table 8: Bootstrap confidence intervals, reduced model.
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5 Discussion

5.1 Model Performance Analysis

From all the results presented in the previous section, we can conclude that the
best model is the Lasso regression model. The Lasso regression model proved
to have just as high of a R2 value as the full model had, if the optimal lambda
had been chosen. The Lasso model also had a higher R2 value than the reduced
model, regardless if the optimal λ was chosen or λ = e−7. When considering
the R2

Adj it is concluded that the lasso model is outright better than the other

models as it maintains a R2 within the level of the other two models, with fewer
regressors.

What should be noted is that the reduced model produces a lower R2 value
than the full model, which might seem counterproductive, as the reduced model
generally is intended to keep the standard of the full model in terms of accuracy.
However, this is not the case and the reasoning behind this is that Industry was
cut from the reduced model as it had a high variance inflation factor. What this
caused, however, was that the regressor for industry was removed as a whole,
as this is a categorical variable which could take 8 different values it resulted in
8 out of 22 regressors being removed which in term resulted in a lot fewer data
points which can map the variance of the response.

Having concluded that solely using VIF to rule out multicollinearity among the
categorical variables had now proven to not be optimal, we therefore applied
Lasso regression. What Lasso regression could do that was limited when using
VIF is that Lasso regression by nature can perform variable selection on the eight
dummy variables generated by the linear model. As such, four of these eight
dummies could be eliminated. In addition to this, six of the other regressors
were removed. As a result of this, the net of reduced variables in the lasso
regression model worked out to be greater than those of the reduced model, all
the while performing better.

5.2 Result Analysis

As presented in the results section and discussed in multiple of the sections prior
to this one, the R2 for the generated model is very low and thus there exists a
lot of unexplained variance.

A plausible reason behind the unrepresented variance is that the stock market is
very volatile, and there are a great number of factors that are hard to quantify
to a point where they can be used as regressor variables. It should also be noted
that the performance of a given stock can be impacted by how other corpora-
tions are performing despite no actual change being made within the company
or to its metrics, on which the regressors used in this model are based. Because
of this, it becomes rather obvious that there is a lot of variance which the model
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is not and can not be expected to predict.

Since assumption 5 wasn’t deemed satisfied, bootstrap confidence intervals yielded
more reliable statistics regarding the full model’s and the reduced model’s re-
gressors. For the full model, 9 of the 22 regressors had the value zero within
their respective 95%-confidence intervals, indicating that there is a high possi-
bility that these regressors don’t contribute to the model and can be set to zero.
This also aligns with the Lasso model, which removed ten regressors for λ =
e−7. For the reduced model, 4 of 13 regressors had the value zero within their
respective confidence intervals. In comparison with the bootstrap confidence in-
tervals for the full model, only one regressor had zero within its interval for the
reduced model, but not for the full model. Thus, the regressors that possibly
don’t contribute to the reduced model, almost aligns with the ones for the full
model.

When evaluating the regressors with the most impact (i.e. the greatest absolute
values of their respective coefficients), we will look at the Lasso model, since
this is the one we would utilize in practice if we had to chose one of the models.
First and foremost, we can state that all (absolute) values of the coefficients, and
thus the impact of the regressors, are very low. The regressor with the greatest
impact in the Lasso model is ”Industry Consumer Goods”, a categorical vari-
able derived from the variable ”Industry”. Furthermore, ”Consumer Products”,
also derived from ”Industry”, is among the regressors with the highest impact.
Lastly, pay eq report (Pay equality report) and edu policy (educational policy)
also have high impact. Thus, we can conclude that qualitative variables are the
basis of the regressors with the most impact.

A second plausible reason behind the unrepresented variance is that stocks obey
to the random walk theory. What this means is that the price changes that are
analyzed can be seen as completely random and thus not actually dependent
on any underlying parameters. This would justify some of the unrepresented
variance as the variance at hand would not actually be generated by the pa-
rameters used as regressors. Another reason which supports this theory is that
the changes in performance used as response variables are calculated in a way
where these are affected by the actions and trends in the past. This would
also contradict the theory which states stocks and securities to move in price as
memoryless stochastic variables.

5.3 Model Prediction Performance

From the 2-fold cross validation carried out for the full model and reduced
model, we can see that the generated R2

Adj values for the models are similar to
the ones presented in the summary statistics for each respective model. What
is considered a good value of R2

Adj differs depending on field of study, however

the yielded R2
Adj for our models can be deemed very low regardless of field of

study. This could likely be explained to a great extent by stock markets volatil-
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ity discussed under result analysis.

Since the Lasso model had fewer regressors and yielded equal R2
Adj values as the

two other models when they were subject to cross validation, this model is more
fit for use. However, it’s fair to say that none of the models would be especially
good to utilize in the practical world, since the uncertainties and prediction
accuracies are too low. This can in some sense be seen as expected, since if
any of the models were able to carry out predictions with high accuracies, it
would be easy to generate extensive returns from the stock market, which is
not the norm. One might assume that there do exist models able to predict
future stock market movements to a great extent, however these models would
have to be highly sophisticated and too advanced to get a hold of. Since, if too
many people were able to utilize these kinds of models, the stock market would
adjust itself with respect to investors actions based on the models, and thus
lower the efficiency and accuracy of those. This can be derived from the perfect
capital market theory, that no traders/investors can have significant impact on
market prices. One must also remember that stock markets also depend heavily
on human psychology, and react to events, usually macroeconomic ones. These
events can in some cases be almost impossible to predict, which makes it very
hard for a model to maintain high accuracy continuously.
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6 Conclusions and Further Research

What can be stated is that the Lasso model is the most refined and yields the
best performance out of the three evaluated models. This being said, it should
be recognized that the R2 value is very low for all the models, the Lasso regres-
sion model included. This means that there is a lot of variance to the response
variable which can’t be described by the regressors in the model. As stated in
the discussion there are a lot of factors which could cause this, but if further
research were to be carried out it would most likely be of interest to see what
causes this. Thus it can be concluded that there are multiple regressors within
the model which are statistically significant but the model itself is not consid-
ered very dependable due to the large amount of unexplained variance.

Furthermore, it can also be concluded that models on this level of sophistica-
tion are expected to have poor performance, since financial markets are of a very
complex nature, with a great extent of variance that is hard to explain within
a model. We can also conclude that the regressors with the highest impact are
derived from qualitative data, thus one should not limit themselves to solely
quantitative (usually pure financial) data when creating a model for predicting
financial markets.

An interesting case for further research would be to try to create models built
solely on qualitative data, however this might yield models with poor perfor-
mance. In order to get around this, one should start with a great number of
different qualitative variables, with the expectation that this would describe the
variance in the data better and fit the data well. Furthermore, one could try to
make the comparisons between different companies as fair as possible, what we
mean by this is that one could start by doing a model for each industry sector,
since it might be difficult to compare the environmental, social and governance
work in e.g. ”Industrials” and ”Financials”, since their impact and ability to
adapt might differ greatly. However, the argument to separate companies by
sector when creating models also holds for models built on financial data, since
different sectors might have different financial structures as well as being subject
to different ways to calculate and present audits and reports.
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Table 9: Correlation matrix for all regressors derived from the dataset.
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Table 10: Correlation matrix for all regressors derived from the dataset.

44



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
TRITA-SCI-GRU 2022:288 
MAT-K 2022:011 
 

 
 
 
 
 
Royal Institute of Technology 
School of Engineering Sciences 
KTH SCI 
SE-100 44 Stockholm, Sweden 
URL: www.kth.se/sci 

 



 

 

TRITA – SCI-GRU-2022-288 

www.kth.se 

https://www.kth.se/

	Omslag med TRITA
	Impact of Quantitative and Qualitative Parameters on Stock Performance

	KEX Inlägg framsida
	KEX_Nivre_Fredrik_Sjobohm_Martin
	KEX Inlägg baksida
	Omslag med TRITA

