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which is the same as (8.28). Similarly, for the lower bound, we have that

72 T 0)?
> (Zkf%)T;*l(zk,fZﬁ > (zk—zl_f)irZ*l)(zk—zl_i') , 8 L
gken 1 eker F * 1
which is the same as inequality (8.6). O

Note that the set T * contains the elements from the sefl * that were given by
Lemma 8.2, which containedr; that minimized (8.16), T,/ T *. This fact follows
from

(T + 0)?
2

(z 0)?

T2

>1, and

>1, 8 1,
-

which is a consequence of the extra importance the unbiased estimator puts on the
early and late measurements. Recall thatr < 0, which is why the second inequality
holds. These inequalities give us a clear starting point for nding the maximizerr
for (8.9),

Proposition 8.5.  The set of candidates of = 2 T, can be restricted to jrj jr ij,
where 7; minimizes (8.16).

Proof. If x2 _ .- X2, forjrj j 7ij, then

5 .
XK,T,k* XH,T],k’*

O

In other words, the 7 which parametrizes the alternative trajectory that is used
to calculate the information content (8.16) also acts as the smallesirj that should
be considered when evaluating the HCR bound. After that, one can iterate the
calculations of (8.28) for increasingr to get a tighter lower bound until a maximum
has been reached. The information content is, therefore, a good starting point to
rst analyze how the uncertainty evolves over time to gain intuition for when the
estimation quality will improve. After that, one can use the information content
as a stepping stone for calculating tighter lower bounds until the HCR bound is
obtained.

Remark 8.5. For completeness, we present two algorithms in Appendix B to fur-
ther restrict = for dynamical systems. These results could be used to simplify the
calculations on how future samples a ect the HCR bound.

Proposition 8.4 gives us a property that enables us to project how the HCR
bound will evolve asymptotically when future samples are collected.
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Corollary 8.2. Consider the noiseless, scalar, output of the dynamical system (8.7)),
2k, and the alternative noiseless outputs, zj,. If the same conditions as in Theo-
rem [8.1] hold and additionally

min |z, — 25| < min |z, — 24|, Yk >/,

and Vi € {—(N = 1),...,—2,2,...,N — 1}. Then, as N — oo, it is sufficient
to consider T = £1, which represents the trajectory closest to the original in the
weighted {o-norm, when evaluating .

Corollary is the final piece of information needed to simplify the SIR model
analysis. With it, we obtain the following result.

Corollary 8.3. The HCR bound for the estimator (Y using measurement Zk s
equal or less than the HCR bound using Ry, until time step k > k*, where Ir,— IT =0
if the noise variance is the same for both types of measurements.

Proof. Let us prove this claim by contradiction. First, note that the ¢3-norm for
Zy, — Z[ is larger than R, — R}, V7 before I, — I} changes sign for the first time.
Now let 75 maximize the HCR bound for when Zj is used, and similarly, let 73
maximize the HCR bound for Rj. Assume that the HCR bound using Ry, is smaller
than the HCR bound using Zj,

*\2 *\2
(TR) < (72) (8.29)
eS}}(T;‘?,k*) -1 eSHZ(T},k‘*) _ 1’ .

where SZ and SF correspond to the (a-differences using outputs Zy and Ry, re-
spectively, and max(x) = k — 1. Then, since SZ(75,k*) > SE(75,k*), we have
that
12 12
(%) < (%)
eSE(TL k") _ 1 = oSE(r.k*) _ 1’

which implies that 77, is not the optimizer of (8.9). Therefore, we conclude that (8.29| -
must be false.

Corollary answers which measurement helps estimate a change time during
the first time steps most reliably. Similarly, as in Remark the time-continuous
SIR model again gives that AZ(¢) is larger than AR(t) for any interval of time in
the Lo-norm. Therefore, it is possible that, at least for fast sampling, the discrete
version of the SIR model would exhibit similar properties.

In Section we defined the notion of MIS, a single sample in the sample
set that increases the most. However, the sample obtained by that specific
definition might not be helpful in the large-noise case. Fortunately, an equivalent
notion may be defined for the sample that decreases the HCR bound the most:
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Definition 8.3. The most useful informative sample in a set of k, with regards to
the change time k*, is defined as

MUIS(x) = arglmin B(k,k*) — B(r \ {l}, k),

where B(-,-) is defined in (8.9).

For dynamical systems, the most useful informative sample has the same ex-
pression as , with the difference that 7* maximizes instead of minimiz-
ing (8.16)). By useful, we mean that it is the information the estimator actually
extracts from the signal, which could be less than the total amount of information
in the signal.

For the SIR model, equivalent results to Propositions and can be derived
using the 7 that maximizes the HCR bound . The results will only differ by
changing 7; — 7*. Similarly to MIS, MUIS will not necessarily reduce the variance
significantly. Suppose the MUIS occurs late during the sampling. In that case,
it will not play a significant role in reducing the variance since the estimator has
already gained a lot of information from the previous samples to conclude when
the change happened. In Figure one can see the impact of the MUIS for Ry.
Notice that the improvements in the HCR bound quickly become slower after the
MUIS unless it has already converged. Since the MUIS can represent the boundary
between large and small changes in the HCR bound, one may use the MUIS as
a measure of the sample horizon length sufficient to ensure that the HCR bound
starts to converge.

For comparison, the most useful informative sample for Z; is also shown in
Figure [8:4] It verifies Proposition [B.4] which states that the sample set of Zj, is
more informative than Ry if they are sampled with the same amount of noise. The
most useful informative sample for Z, occurs much earlier than the most useful
informative sample for Ry, which means that the lower bound may converge sooner
for Z;, than for Ry.

8.7 Application to COVID-19 Data

We will now apply our theoretical results to real-world data on the COVID-19
infection process. The data in this section is taken from the European Center of
Virus Prevention and Control |197]. The two signals, Z; and Ry, were based on
the cumulative number of cases, (dZ)N_;, and the cumulative number of deaths,
(dRF)N_|, where the sampling period is one day and the first time step & = 1,
corresponds to March 1st, 2020. However, before we can apply our results, we must
address two major systematic artifacts. First, the dynamic model requires
knowledge of the size of the population in which the virus is spreading. Typically,
within one country, only certain geographical areas are affected by the virus. In
Italy, for instance, the regions affected the most in the first wave managed to have
a relatively small number of cases in the second wave [198]. We let the population
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Figure 8.4: The HCR bound for Ry is shown together with the MUIS for both
Ry and Zj as a function of the size of the parameter change. First, note that the
HCR bound stops decreasing approximately where the MUIS occurs if it has not
converged. Secondly, note that the MUIS for Z;, always occurs earlier than for Ry.

number in , P, be a tunable variable to address this discrepancy. Additionally,
the data is missing many unreported cumulative and removed cases. To account
for this deficiency, a scaling of the signals Zj, and R}, is needed, which is equivalent
to tuning P similarly as for the previous artifact. However, the choice of P for the
two signals Z;, and Ry, must be made separately to account for the different number
of undetected cases for the two measurements. The population P was chosen so
that the output trajectory of the estimated SIR model using data for the entire
horizon can follow the physical data. Finally, the equivalent susceptible population
was chosen to be Pz, = 168000 and Pr = 36000. These choices of P resulted in
the estimated removal rate v being the same magnitude as the recovery rate of the
virus, namely 1 to 6 weeks, which could be used as a verification that the choices
of P; and Pg are reasonable.

The second artifact that must be addressed is that many infection cases and
deaths discovered during weekends are typically not reported until the following
one or two weekdays. This phenomenon of under and over-reporting of cases affects
the variance of the time series notably, as seen in Figure[8.5] where we have plotted
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the histogram of
ék = dlg - Jga

where (dZ)N_, is the 7-day rolling average of (dZ)Y_,. A similar noise distribution
appears for dkR. One can see two small peaks in addition to the central bell-like
histogram: one to the left of the origin (under-reporting) and one to the right (over-
reporting). Figure illustrates that the error could approximated by Gaussian,
zero-mean measurement noise with some data contamination, which gives rise to
the additional small peaks. To accurately estimate the variance of the measurement
noise, we use €, as the estimated instance of the noise, thus making the variance
estimation not depend on the model of the underlying process. Additionally, to
deal with the contaminated part of the data, we use a robust estimator called the
Median Absolute Deviation (MAD)-estimator [199], which has historically proven
to be able to be more resistant against a small number of outliers. The variance is
then calculated as

median (|d; — median(dg)|)

®(3) ’

Var(ey) = (8.30)
where ®(-) is the cumulative distribution function for a normal distribution.

Now that these artifacts have been handled, we are ready to proceed with the
parameter identification of the spread model. The following minimization problem
is solved to obtain the parameters using Ry

_ minimize Z |dkR — Ry,
ﬁaéa77107R0 k (831)

subject to  (8.4),

and for Zj,

__minimize Z |df — Zx|,
ﬂ7é777103 ZO k (832)

subject to  (8.4).

We minimize the ¢;-norm to reduce the impact of outliers caused by the over
and under estimation. The programs and are solved by using line
search in combination with simulated annealing [200], which adds stochasticity to
the line search. Since the programs are not convex, first-order methods may not
converge to the global minimum. However, simulated annealing can exit suboptimal
minima with a higher probability than the global minimum. Therefore, if the
variance of the stochastic part of the optimization search is initialized to be large
and decreased slowly enough, then simulated annealing can converge to the global
minima irrespective of the initial parameters [201].

Certainty of Non-Pharmaceutical Interventions

We use the data for infection spread in France to perform the analysis. The reason
for this choice is that the French government quickly implemented their NPIs over
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Figure 8.5: Histogram of the difference between the raw data signal of df and

its corresponding rolling 7-day average, dZ, used to estimate the Gaussian noise
variance.

5 days. The quick succession means we can model these multiple NPIs with a single
NPI corresponding to the cumulative change. Additionally, we only consider the
first 80 days of the breakout in the first wave since the SIR model does not
consider geographical spread. If we consider more extended periods, the infection
spread will behave in a way that is not perfectly captured by the single-population
SIR model . For instance, by spreading to geographically remote populations
of a country that have not come into contact with the virus before an entirely new
infection cycle could start. An additional factor is that an increase in the testing
rate also leads to an increase in the number of infected in the data. This increase is
another effect not captured by the SIR model and, therefore, introduces additional
modeling errors for longer time horizons. Finally, we mention that the estimated
variance, 2-107°, of the measurement noise was low enough so that only 7 = +1 was
needed to be considered when conducting the analysis, which verifies Corollary

Consider Figure which shows the temporal evolution of the removed state
Ry, and the cumulative state Zj, together with the NPIs of case-based self-isolation,
encouraged social distancing, banning of public events, school closures, and lock-
down. Again, one can see that all the NPIs were implemented within 5 days. In
Figure[8.7] one may see the running estimated change time based on the two signals.
For the first 35 days, one can see that the plot has an increasing trend, indicat-
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Figure 8.6: Data showing the total number of removed, d}f7 and infected df , counted
from March 1st. Additionally, the implementation dates for the four different NPIs
are shown.

ing that the estimator has not detected a significant change in the viral spread in
the population and, therefore, does not produce a consistent result as the number
of samples grows. However, once time step 36 is reached (April 5th), the change
time estimates start becoming consistent at around time step 32 for Zy. However,
for Ry, the estimated change time and the volatility decrease a few days after the
change time settles for Z, (k > 60).

In Figure 87} the HCR bound for the removed Rj and cumulative state Zj
is shown in addition to the estimated change time. Notice that the measurement
of the total number of infections, Zj, has a much lower HCR bound than for the
removed state, Ry. The fact that Z; provides better estimates than Ry, is consistent
with Proposition 8.1} which states that it should initially provide more informative
samples. Additionally, one can see that the fluctuations of the estimations correlate
closely with how large the HCR bound is. For instance, at day 60, the large
fluctuations in Ry stop, which coincides with when the HCR bound becomes small.
Thus, the HCR bound successfully predicts that Ry will fluctuate heavily based on
the realization of the noise up until day 60. On the other hand, the HCR bound
for Zj does not predict that it will have large fluctuations, and the estimates of
the change time reflect this. Therefore, during most of the time steps for Z; and
after time step 60 for Ry, the limitation on the estimation certainty disappears,
implying that there could be an efficient estimator that can estimate the change

time perfectly and thus is better than the one defined by and .
Finally, note that the estimated change time is shifted to 2-3 weeks after imple-

menting the NPIs. This delay can be explained by most testing being done once

an individual shows symptoms, which can happen up to 2 weeks after exposure.



8.7. APPLICATION TO COVID-19 DATA 231

Days after March 1st
N
o
T

HCR lower bound using dE

Estimated change time using df q

HCR lower bound using df B

oL Estimated change time using df

5 1 1 1 1
0 10 20 30 40 50 60 70

Days after March 1st

Figure 8.7: The plot shows the running estimates of change times for the total
number of removed, Ry, and the total number of infected, Z,. The HCR bound
for the two corresponding signals are shown, where the lower bound on estimation
variance tends to zero as the number of time steps grows.

Similarly, since recovery and death from the virus are also delayed from the time
step when symptoms start, the change in Ry due to the NPIs is further delayed
compared to Zi. Parts of the delay may be captured using an SEIR model, where
the additional Fj state constitutes members of the population that have been in
contact with the virus but have not yet started showing symptoms. In practice,
however, individuals who are detected while in the asymptomatic phase are typ-
ically put into the infected state I (with regards to reporting confirmed cases).
Therefore, an NPI could immediately show up as a change in I}, due to the (small)
portion of the population that are asymptomatic and have been detected. This
effect could explain why Zj also seems to estimate a change time early on with
a relatively low HCR bound, at roughly time step 15, which fits well with when
the NPIs were implemented in France. Thus, an estimator that detects this early
change with high certainty could potentially exist. Additionally, this estimation
persists until 2-3 weeks after the change, which corresponds to when the asymp-
tomatic phase ends for individuals who were infected after the implementation of
the NPIs. However, in the latter time steps, R becomes more prevalent than Zj,
skewing the result closer to the detected change time for Ry.

As was previously mentioned, the detected change is made up of 4 smaller
changes that occurred over 5 days. A key question we posed was if it was possible
to separate the effects of these NPIs to attribute reductions in the spread parameter
to particular NPIs. Consider Figure [8:8 where we have plotted the HCR bound for
Z, as a function of the time step after the change and percentage of the total change,
based on the estimation at time step 70. One may see that if the total change is
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Figure 8.8: The plot shows the HCR lower bound for signal Zj, of the estimated
change time as a function of the relative size of the change, 8/3, for up to 15 days
after the change. For instance, for a change that is half of the total detected one,
8/ = 0.5, this plot shows that the earliest day we can detect it is on the second
day after the change, where the HCR bound is &~ 1 prompting an uncertainty of
+1 day.

Percentage of estimated change
HCR bound

attributed to one NPI, then it may be possible to estimate the change time the next
day since the HCR bound says that the estimation uncertainty is lower bounded
to the order of £10~! days. However, since there were 4 NPIs in quick succession,
at least one of them will contribute to at most 25% of the total change. Figure [3.8
implies that a change of that magnitude will at the earliest be reliably detected
(variance less than +1 day?) after three days. Furthermore, suppose one of the
NPIs did not affect the spread. In that case, some remaining NPIs will affect 33%
of the total change, corresponding to the earliest detection at least 2 days after the
implementation according to Figure [8.8] The results are also confirmed by using
Ry, as seen in Figure where the full change (100%) is detectable only after
4 days. For the worst-case scenario, where each NPI contributes equally to the
change, the change time could potentially be reliably estimated only 7 days after
the change. Hence, we have obtained another confirmation of Corollary B3] which
stated that the HCR bound for Z; would be lower than the HCR bound for Rj.

Most Informative Sample

As previously discussed, it is important to know if the HCR bound has converged,
implying that additional samples will no longer improve the lower bound. In Sec-
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Figure 8.9: The plot shows the HCR lower bound for signal Ry of the estimated
change time as a function of the relative size of the change, 8/3, for up to 15 days
after the change. For instance, for a change that is half of the total detected one,
8/ = 0.5, this plot shows that the earliest day we can detect it is on the fifth day
after the change, where the HCR bound is =~ 1 prompting an uncertainty of +1
day.

tion[84] we show through an example that no significant improvements to the HCR
bound can be expected once the most informative sample has been collected. Fig-
ure[8.10|shows when the most informative sample is expected to occur, based on the
current samples, namely at day k, {d? : Vk < k} and {df : Vk < k}. Throughout
the time window, one can see that the most informative sample is expected to occur
after 29 days for both types of measurements. The plot for Z; shows that the most
informative sample is eventually estimated to be between days 40-45. Note that the
estimated change time curve using df has converged well before day 40, implying
that the information collected before the MIS is sufficient for some estimators to
estimate the change perfectly. Therefore, the MIS does not add any additional in-
formation about the change compared to what has already been collected. For Ry,
the most informative sample happens a few time steps later than for Zj, verifying
Proposition The MIS for Ry is eventually estimated to be between time steps
50-60. Here, however, the impact of the MIS is very noticeable. In Figure one
can see that the HCR bound converges shortly after time step 60, which is a few
time steps after the MIS has been collected. We can, therefore, conclude that the
MIS is a sufficient indicator of when the HCR bound starts to converge if it has
not converged yet.
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Figure 8.10: The figure shows the running estimated change times (in black) to-
gether with an estimation of when the MIS (in red) occurs. For instance, the MIS
for Zj, converges at day 42, indicating that the HCR bound for Zj should start to
converge by then. However, one may see that the HCR bound for 7 already has
converged at day 37.

8.8 Summary

We have analyzed the detectability of multiple change times for sudden parame-
ter changes in nonlinear systems using the Hammersley-Chapman-Robbins lower
bound. Through the bound, we defined the information content of change time
in a measurement signal, which determines the estimation quality in a low-noise
scenario. The information content is identical to the Neyman y2-divergence be-
tween the true signal and the most similar alternative signal. The lower bound
and the information content are typically calculated by solving a combinatorial
problem. We presented results that reduced the number of candidates that needed
to be evaluated. We then gave conditions for dynamical systems that only need
one candidate to be considered when calculating the HCR bound. This enabled
us to compare how detection quality evolves over time. Additionally, we defined
the notion of Most Informative Samples, which, according to simulations, seems to
indicate when the information content and Hammersley-Chapman-Robbins bound
starts to converge.

This theoretical framework was then applied to detecting changes to the in-
fection parameter in the Susceptible-Infected-Removed model, where it was shown
that the measurements of the total number of infected, Z = I + R, generates more
information and provides a higher quality estimate of the change time than mea-
surements of the number of removed R. These changes could be interpreted as
detecting the effects of non-pharmaceutical interventions (decrease in ) or new
variants (increase in 3) on the spread of an epidemic. The theory was then applied
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to actual data from the COVID-19 pandemic in France during the first wave in
spring 2020. It was verified that measuring Z gave the estimate a higher quality
than R in multiple instances. For instance, there exists no estimator that can sepa-
rate the four non-pharmaceutical interventions that were implemented over 5 days.
However, the calculations show that for Z, an estimator would, at the earliest, be
able to separate the events if they had been implemented with at least a 3-day delay
between them. For R, estimating the corresponding change would need at least a
7-day delay between the implementations.
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Chapter 9

Conclusions and Future Work

Were it so easy.

In this chapter, we will conclude the thesis and consider possible future research
directions.

9.1 Summary

In this thesis, we have investigated the security of Cyber-Physical Systems against
attackers that learn. Three main approaches were used in our analysis. First, an
attacker who uses the Behavioral Framework was used to generalize the notion of
learning, in the sense that the attacker does not learn a parametric description of the
system it was attacking but rather, the attacker learned the system’s behavioral set.
Assuming the plant was a linear time-invariant system, the attacker would learn how
to use the sampled input-output data to create attacks covert attacks and analyze
their probability of success. For instance, in Chapter |4} we derived conditions for
when the attacker would know that it had thoroughly learned the system dynamics
for the complexity of the attack it considered. Additionally, conditions on other
undetectable attacks, like zero-dynamics attacks, were derived. We showed that
the attacker does not need to fully know the system’s behavior to compute them.
Conditions for perfectly undetectable attacks were also derived.

We introduced homomorphic encryption in Chapter [5| to protect against the
attacker’s ability to learn. The encryption scheme was based on the Learning
with Errors problem. First, we showed how an attacker could combine sampled
data to bypass the encryption at the expense of amplifying noise by solving a
lattice problem. How well the attacker can solve the lattice problem determines
the amplified noise. In particular, we showed how this noise limits the attacker’s
undetectability capabilities and sometimes reveals the attack. We went through
the different security parameters of the encryption scheme and showed how each

239
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parameter affects the attack. Then, we showed that the correlation between the
messages, due to the dynamics of the plant, affects the security promise that the
LWE-based cryptosystem relies on. In particular, we showed that the emerging
lattice is no longer uniformly random but has some rotational symmetry. A clever
attacker could exploit this rotational symmetry to extract information about the
plant.

In Chapter [6] we showed how to construct anomaly detectors that can operate
over encrypted data to detect attacks. In particular, we designed an integrated
controller and anomaly detector to manage the amplified noise better. By doing
this integrated approach, the anomaly detector only needs to perform a hypothesis
test on the summation of zero-mean random variables. Furthermore, we mention
that an attacker could utilize the same detection scheme to evade detection, which
essentially amounts to the attacker having to solve a particular type of change
problem.

To stop the attacker from learning the system and evading detection, we in-
vestigate the detectability of changes in Chapter []] In particular, we use the
Hammersley-Chapman-Robbins bound, and its generalizations to the Barankin
bound, to analyze how the detectability of changes depends on system dynam-
ics and the amount of injected noise. We considered an extensive range of changes,
starting from step changes to more gradual ones. Once again, we keep the formula-
tion of the attacker’s capabilities abstract so that no explicit algorithm is assumed
for the attacker, only its bias. We also showed how to use the inherent noise in the
system to design the changes so that they utilize the noise maximally. We obtain
explicit privacy-utility trade-offs, which can be used to determine how much privacy
a defender is willing to pay for.

Finally, in Chapter [§] we considered how information about events is generated
as a function of time for nonlinear systems. Specifically, we show that in the low
noise case, the analysis simplifies to the fo-difference between the actual and most
similar alternative trajectory, measured in the 5-norm. An analysis generally needs
to consider all possible alternative trajectories for the large noise case. However, we
provided sufficient conditions to consider a subset of these alternative trajectories
instead. Finally, we provided the necessary conditions for when the certainty of an
event begins to converge.

9.2 Future Work

This thesis has addressed several research questions, which could be extended in
several directions. Here, we will list some possible future research directions that
could be considered.

Extensions to Stochastic Data Driven Attacks

The undetectable data-driven attacks that were introduced in Chapter [4 could
be extended in several directions. For instance, one could extend the method to
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generate undetectable attacks to stochastic and nonlinear systems. This extension
most likely implies that the adversary has to work with model errors, a future
research direction would be how an adversary’s model error affects the set of stealthy
attacks it can conduct. Additionally, the results of such an investigation could show
how an operator could use the model error to defend the system from these attacks.

Extensions to Data-driven attacks on Encrypted systems

The noise analysis could also be useful for dealing with the encrypted systems’
amplified noise. Extensions to how to use multiple lattice points to extract more
information from the samples are of interest as well. Another interesting research
direction would be to further analyze the rotational symmetry that appears in the
resulting lattice. One conjecture would be that, since the lattice is rotational, a
frequency analysis of the resulting Finite Impulse Response systems could give clues
to how to find short vectors in the lattice.

Tighter Bounds

In Chapter [7] we derived a lower bound of the estimation covariance for the case
when the adversary does not know the input sequence using a Barankin-type bound.
These bounds consider a finite number of test points to derive a lower bound on
the estimation uncertainty. The HCR bound we have considered here is a special
instance of a Barankin-type bound, namely the best lower bound with one test
point. Instead, a future research direction would be to consider several test points
to investigate whether stronger claims could be made. The limit case, when the
amount of test points tends to infinity, is the original Barankin bound and it is the
tightest lower bound of the estimation variance that is possible to achieve. Another
research direction would be to try to find this lower bound and design a defensive
mechanism around that result.

Quantifying Uncertainty in Different Estimation Approaches

Here, we have only considered adversaries that employ offline point estimation
algorithms. Instead, one could consider other types as well. For instance, an ad-
versary might be more likely to use online detection algorithms to estimate changes
to react to them. This could be because the attack they are considering might be
time-sensitive. An attacker might also use Bayesian estimation methods, enabling
them to deal with changes that might happen periodically, plus some stochastic
variation in time. An adversary of this sort could eavesdrop on the system for
longer time horizons while updating their beliefs of when the change typically oc-
curs. Exploring and developing defensive methods against these adversaries would
yield a more versatile protection design scheme that operators could employ to
discourage adversaries from launching attacks.






Appendix A

Proof of Theorem [7.1]

Here, we provide the proof for Theorem

Proof of Theorem[71] The estimator, 1, (Y, M), uses the measurements Y and the
model M in order to estimate the change time k*. Here, k* is a parameter which de-
termines the probability distribution of Y. The minimum variance of the estimator
is given by the Chapman-Robbins bound [167],

k* + 7] —E [p(Y, M)|k*])?
where 7 € Z and p(Y|k*) is the probability of obtaining measurements Y, condi-

tioned on the change time is k*. Evaluating the expectation in the denominator
gives

Var(y (Y, M)|k*) > sup (E [v(Y, M)

2
#0 p(YIk*47)
E {( POV TR 1)

. w1\ 2
Var((V, M) > sup L ME 7] “E D@D )
T£0 /p(Y|k*—|—T) 4y —1
p(Y]k*)
Since % = e2logp(Yk"+7)—logp(YIk") e write for 7 > 1,
logp(Y|k* + 7) — log p(Y]k™) =
| X k—1 T k—1
-5 (yk. —CAFzo— > CAk‘l‘lBu> ut (yk —CA*zo— CAk‘l‘lBu>
k=1 I=k*+7 I=k*+T
| X k-1 T k—1
+5 (yk —CAFmy = > CAk‘l‘lBu> D (yk — CAFzg = ) CAk—l—13u> =
k=1 1=k 1=k
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min(k*4+7—-1,k—1)

N
% Z Z C«Akflleu)Tzefl
k=k* l=k*
k—1 k—1
2y — (2CA*2g + Y CA*"'Bu+ > CAF!Bu)).
l=k* l=k*+1

Continuing, we see that,

2log p(YIk™ 4 1) —logp(Y]k™) = 2(log p(YIk™ + 1) — log p(Y]k™)) + log p(Y]k™) =
N min(k*4+7—-1,k—1)

_% Z ( Z CAk—l—lBu)ngl

k=k*+1 I=k*
k—1
2y — (2CA* 2o + ZCAk “'Bu+ Y CAMBu))-
l=k* l=k*+T1
| X k-1 T k—1
-3 > <yk — CAFgy — Y cAFI- 1Bu> »! (yk —CAFzy = > CA’“llBu> —
k=1 l=k* l=k*
1 N N min(k*+7—1,k—1) T
~5 Z (yx — k- G)+ Z Z CAFBy | %1
k=k*+1 k=k*+1 l=k*

min(k™4+7-1,k—1)
> CAF By
l=k*

k-1 T k—1
- % <yk — CAFzg = Y CcAFI- 1Bu> »ot (yk — CAFzo — ) C’Ak‘l‘lBu>,
k=1

I=Fk* I=k*
where,
k—1 min(k*+7—1,k—1)
G=CAFzo+ ) CA"'"'Bu—2 > CAF 1By
I=k* 1=k*

Inserting this expression into the bound in ([A.1)), evaluating the integral, and setting

E [¢(Y, M)|k*] = k* + g(k*), we obtain
. (7 +g(k” +7) — g(k7))*
Var(¢(Y, M)]k ) > rzi( TS , (A.2)
where,
N min(k™4+7-1,k—1) T min(k*4+7—-1,k—1)
S(rM)= > > cAFlBy | ut > CA* =By

k=k*+1 l=k* l=k*
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For 7 < —1, an equivalent calculation can be made giving the same expression

as (A.2)), but replacing & with

N min(k—1,k—1) T min(k—1,k—1)
S.(r,M)= > > cA¥ T Bu| nt > A By
k=k+7+1 I=k+7 I=k+r

However, note that for SISO systems, we have
S(|T|7M) < 8—(_|T‘7M)a

for each positive integer |7|, due to the time-invariant property. This essentially
means that the fy-difference for negative 7 will always be larger than the corre-
sponding positive 7, since the former have summed the same series but with some

additional summands. Therefore, we can ignore the 7 < —1 in those cases.
O






Appendix B

An Additional Algorithm for
Restricting 7

Lemma may still be useful however, since it quantifies when the weighted ¢2-
norm of the difference between the true and alternative trajectories starts to in-
crease. One may use this 7 in order to try to estimate when the HCR bound starts
to increase again, which is done in the next proposition.

Proposition B.1. The set of candidates of T can be restricted to T+, where 7* €
T+ is the T which mazimizes (8.9), such that 7 = max(T ") = 77 + |e]. Here,
7r = max(7Ty) from Lemma and € > 0 fulfills the following equation

77 _ (71 + ¢)?
> (zk—z:I)TE*I(zk—z:I) eA+ > (zk—z:I)Tﬂfl(zk—z:I)
ekEn — e kEr

b

-1

where

A= rg?% (Z(zk — 2Ty — 2 — (2 — ) TR (2 — z,gl)> .
ker
(B.1)
If there is no € that fulfills this equation, then we can set T = N Similarly, the set
can be restricted from below using the same expressions, but by replacing 71, £, and
e with 7y, —¢, and —e, respectively.

Proof. We will only prove this proposition for the upper bound, 7. The proof for
the lower bound 7; is analogous. First, note that we want to find for which [ > 1,
the following inequality holds,

77_12 < (?[ +6)2

2 (=2 ) TR (e =2, ") T T =TT TR (=2
eken —1 ke -1

)
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which implies that the lower bound in Theorem is obtained for 7; + € instead
of 77. Using A from (B.1]), we can bound the expression on the right hand side,

(71 + o) . (71 4+

kze: (Zk—z:I+€)TE—1(zk—zZI+‘) . - 5A+k§ (ZkszI)TZ*l(zkfz:I)
e g — e cER

=: B(e).
-1

(B.2)
If we let € — oo, then the upper bound tends to zero, B(e) — 0. This limit implies
that a restriction of the candidates 7 exists, if the number of samples N is large
enough. O

The set that is given by Proposition[B.I]can be very large, which is a consequence
of trying to find a restriction in one step. Instead, one may use an iterative process
with a smaller step size which may give a better restriction. An approach like this
is presented in the next algorithm.

Algorithm 2 Restricting 7

0. Initialization; Start by setting 75 = 1.

1. Find the smallest 7. > 75 which fulfills the following

> @ — (o + 7)) ST o — 2T <0, Ve 1

K

2. Find all e that solve the following expression:

- X (ze—2) T T (2 —20)

(2 — 7. — €)™ =2 Ker 7 (B.3)

where A is given by (B.1]).

3. If no € > 0 is found, then 74 = 7. Otherwise, set 7, = 7. + | €] and return to
step 1.

Proposition B.2. The set of candidates of T € T can be restricted to a set T,
where 7* € T is the 7 which mazimizes using Algorithm 1. Then the largest
7 which needs to be considered is Ts = max(T +). Similarly, the set can be restricted
from below using the same algorithm, but by replacing 71, £ and € with T;, —¢ and
—e, respectively.

Proof. Note that in the first iteration, we obtain 7, = 7 from Lemma in Step
1. Through Step 1 we enforce that A > 0. In the proof of Proposition it was
shown that if 7. < 7%, then the following holds

7.2

C <
> (2k—2.¢) TS (2 —2.°) < B(e),
eker 1
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where B(e) is defined in (B.2)). Since it was also shown that B(e) — 0 as € — 0,
then there must be at least one maximum for 7. < 7.4+ ¢ < 7, where 7 is the upper
bound which is shown in Proposition[B.1] The maximum is found by the first-order
necessary condition for optimality, dBle) — 0, which gives the expression in .

de
Setting 7s = 7. + |€], repeating this process and obtaining no maximum for € > 0,
implies that the upper bound decreases, B(0) > B(e). O

Note that we have not provided any guarantee that the method which is pre-
sented in Proposition is better than the one presented in Proposition
However, due to its smaller step size, we conjecture that it may find a smaller set.
Also, its computational time is larger due to the iteration and therefore may be less
favorable to use.
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