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Abstract

Deep learning, leveraging artificial neural networks, has demonstrated signif-
icant capabilities in understanding intricate patterns within data. In recent
years, its prowess has been extended to the vast domain of source code, where
it aids in diverse software engineering tasks such as program repair, code
summarization, and vulnerability detection. However, using deep learning for
analyzing source code poses unique challenges. This thesis primarily focuses
on the challenges of representing source code to deep learning models for the
purpose of automated program repair, a task that aims to automatically fix
program bugs.

Source code, inherently different from natural languages, is both large in
size and unique in vocabulary due to freely named identifiers, thus presenting
the out-of-vocabulary challenge. Furthermore, its inherent precision requires
exact representation; even a minor error can cause complete system failures.
These characteristics underscore the importance of designing appropriate in-
put and output representations for deep learning models, ensuring that they
can efficiently and accurately process code for the purposes of program repair.
The core contributions of this thesis address these challenges.

First, we propose a compact input representation that encapsulates the
essential context for bug fixing. The compact input representation retains the
relevant information that is essential to understanding the bug while removing
unnecessary context that might add noise to the model.

Second, we tackle the out-of-vocabulary problem by harnessing techniques
from natural language processing, capitalizing on existing code elements for
bug fixes, and drawing parallels to the redundancy assumption in traditional
program repair approaches.

Third, to address the precision of source code, we integrate bug informa-
tion into the input representation and pivot the model’s output from complete
code generation to concise edit instructions, offering a more focused and ac-
curate approach.

Last, we show that by unifying the source code representation across mul-
tiple code-related tasks, we facilitate transfer and multi-task learning. Both
learning strategies can help in mitigating issues faced when training on limited
datasets.

Keywords: Code Representation, Deep Learning, Program Repair
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Sammanfattning

Djupinlärning, som utnyttjar artificiella neurala nätverk, har visat betydande
förmågor att förstå de komplexa mönster som finns i data. Under de senaste
åren har dess förmåga utökats till den enorma domänen av källkod, där den
hjälper till med olika uppgifter inom mjukvaruutveckling såsom programre-
paration, kodsummering och detektering av sårbarheter. Att använda dju-
pinlärning för att analysera källkod medför dock unika utmaningar. Denna
avhandling fokuserar främst på utmaningarna med att representera källkod
för djupinlärningsmodeller i syfte att reparera program.

Källkod, som i grunden skiljer sig från naturliga språk, är både stor i
storlek och unik i ordförråd på grund av fritt namngivna identifierare, vilket
medför problemet med ord utanför ordförrådet. Dessutom kräver dess natur-
liga precision en exakt representation; även ett mindre fel kan orsaka totala
systemfel. Dessa egenskaper understryker vikten av att designa lämpliga in-
och utdatarepresentationer för djupinlärningsmodeller, för att säkerställa att
de kan bearbeta koden effektivt och korrekt för ändamålet att reparera pro-
gram. De centrala bidragen i denna avhandling löser dessa utmaningar.

För det första föreslår vi en kompakt indatarepresentation som fångar den
väsentliga kontexten för buggfixning. Den kompakta indatarepresentationen
behåller den relevanta informationen som är nödvändig för att förstå buggen,
samtidigt som den tar bort onödig kontext som kan vara brus för modellen.

För det andra löser vi problemet med ord utanför ordförrådet genom att
utnyttja tekniker från naturlig språkbehandling, och dra nytta av befintliga
kodelement för buggfixar, vilket drar paralleller till redundansantagandet i
traditionella programreparationsmetoder.

För det tredje, för att hantera källkodens precision, integrerar vi bugg
information i indatarepresentationen och ändrar modellens utdata från full-
ständig kodgenerering till korta redigeringsinstruktioner, vilket erbjuder ett
mer fokuserat och korrekt tillvägagångssätt.

Slutligen visar vi att genom att ena källkodsrepresentationen över flera
kodrelaterade uppgifter underlättar vi överföring och fleruppgiftsinlärning.
Båda inlärningsstrategierna kan mildra problem som uppstår vid träning på
begränsade data.
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Introduction

Somewhere, something incredible is waiting to be known.
– Sharon Begley

Deep learning is a branch of machine learning that focuses on using artificial
neural networks [1], a network that mimics how neurons in the brain work, to
model and understand complex patterns in data. It involves training these neural
networks on large amounts of data to learn representations and features that can
then be used for tasks such as image recognition [2] and speech recognition [3],
natural language processing [4], and even playing video games [5]. In recent years,
the field of deep learning has extended its reach to source code. The exponential
growth in open-source projects [6] and the prevalence of version control systems
like Git have resulted in a vast amount of code being available for analysis. These
data contain valuable insights and patterns that can be harnessed through the
power of deep learning techniques. Deep learning on code models can be trained to
help developers with various software engineering tasks such as program repair [7],
summarize code [8], vulnerability detection [9], etc.

Source code can be represented in multiple forms, including as a sequence,
tree, or graph. Each of these forms serves as a different method of encoding
the structural and semantic information contained in the source code, and they
are collectively referred to as the input representations for deep learning models
focused on code. These representations enable deep learning models to process
and analyze the source code by providing a structured, analyzable format that
these models can understand and learn from. Deep learning models need these
structured input representations to infer, learn, and eventually predict or gener-
ate an output, which is also a form of source code representation, known as the
output representation. The nature of the output representation is inherently tied
to the type of input representation used and the specific problem that the model
is designed to solve. For instance, in a code summarization task, where the goal
is to generate a concise summary or comment for a given piece of code, the input
representation might be the sequence of tokens of the function, representing the

3



4 1. INTRODUCTION

sequential order of different elements in the code. The corresponding output rep-
resentation in this case would be a sequence of tokens forming the code comment
or summary. Here, the output representation is dependent on interpreting and
understanding the input representation correctly to generate coherent, relevant
summaries. Furthermore, it is not confined to using a sequence as input; a graph
representation of the function can also be used as the input representation, repre-
senting the relationships and connections between different elements in the code
more explicitly, while still aiming to generate a sequence of code comment tokens
as the output representation. In essence, both input and output representations
are specialized forms of source code representations, tailored to enable deep learn-
ing models to comprehend, learn, and generate meaningful results in the realm of
source code analysis and understanding. These representations act as the bridge
between the raw, complex nature of source code and the structured, analyzable
format required by deep learning models to perform various tasks effectively.

The linkage between the aforementioned source code representations and their
utilization in deep learning models becomes particularly evident in the realm of
program repair. Program repair refers to the automatic correction of detected
faults in the source code, an important task as it aids in reducing the manual
effort and time consumed in debugging, which account for 50% of the software de-
velopment cost [10]. In this context, models employ these varied representations
to pinpoint and fix faults or bugs effectively within the codebase. Deep learning,
with its capacity to discern patterns and learn representations, plays an essential
role in automating this intricate process. By processing vast datasets of source
code, models can be trained to understand the complex relationships and depen-
dencies within the code, thereby allowing them to predict potential fixes with
high accuracy. The different representations of source code, such as sequence,
tree, and graph, offer versatile perspectives, enabling models to approach pro-
gram repair problems from various angles. The aim of this thesis is to delve deep
into how different source code representations influence the effectiveness of deep
learning models in program repair and how we propose innovative approaches
and techniques in this realm.

1.1 Automated Program Repair

As software systems have become increasingly larger and complex, the presence
of bugs can lead to catastrophic consequences. Manual debugging, the tradi-
tional method of identifying and fixing these bugs, is not only difficult but also
highly time consuming, often making up a significant portion of the software de-
velopment costs [10]. Automated program repair (APR) emerges as a promising
solution to this problem, providing an automated approach to repair bugs without
human intervention. It generally is divided into three steps:

1. Fault localization: Localize the buggy lines in the program.
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Figure 1.1: Overview of automated program repair. It takes the bug and the oracle
as input. Then, it localizes the fault, generates a patch, and validates it against
the oracle. The validated patch is the output.

2. Patch generation: Generate bug fix patches.

3. Patch validation: Validate the bug fix patches with respect to an oracle.

Figure 1.1 provides an overview of automated program repair. The oracle, in
this context, serves as a defining mechanism to ensure that the program adheres
to its intended behavior or specifications.

Test Suite as Oracle One of the most prevalent approaches to serve as an
oracle in automated program repair is the use of a test suite. In this context,
the test suite acts as a benchmark to affirm the correctness of a proposed patch.
When a patch is generated, it is run against the test suite to ensure that it does
not introduce any regressions and that it indeed fixes the identified bug. This
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method is referred to as test suite based program repair with GenProg [11] as an
example.

Compiler as Oracle Another notable approach employs compilers as the or-
acle. Rather than merely identifying code errors, compilers are essentially the
syntax checker for a programming language. They validate the structural and
syntactic integrity of code changes, making sure that any patches conform to the
language’s specified syntax and do not introduce new compiler errors. Deepfix is
one example of a compiler based program repair approach [12].

Static Analyzer as Oracle Beyond test suites and compilers, static analyzers
offer another compelling mechanism as an oracle. Static analyzers examine the
code without actually executing it, identifying potential issues ranging from code
smells to more severe security vulnerabilities. These analyzers can automate the
whole process of detecting bugs and verifying bug fixes, serving an additional
layer of validating that a program adheres to established coding standards and
best practices. Phoenix is one example of a static analyzer based program repair
approach [13].

Formal Specification as Oracle Formal specifications play a crucial role as an
oracle in automated program repair, primarily because they provide a rigorously
defined and structured representation of the intended program behavior. Rather
than leaving behavior to interpretation, formal specifications lay out clear and
unambiguous criteria that a program must adhere to. When used as an oracle,
they offer a robust mechanism to validate that automated repairs not only fix
the immediate issues but also align with the high-level intent and requirements
of the software system. AutoFix-E is one example of a formal specification based
program repair approach [14].

Human as Oracle Lastly, humans can serve as an oracle. While automated
tools provide scalability and speed, human judgment brings a nuanced under-
standing of context, semantics, and the broader implications of a repair. Human
feedback or inspection can assess that the automated fix is not just technically
correct but also semantically coherent and aligned with the broader intentions of
the software’s functionality. Learn2Fix is one example of a human based program
repair approach [15].

In this thesis, we will mainly focus on the patch generation part of APR. Fault
localization and patch validation are beyond the primary scope of this thesis.
Nevertheless, both are important research areas with many active researches [16,
17]. They play crucial roles in understanding the effectiveness and limitations of
the APR process.

Patch generation techniques can generally be divided into the following cate-
gories:
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Search-based : Search-based patch generation can be considered part of the
search-based software engineering [18]. It uses search techniques to software en-
gineering problems. Genetic algorithm [11] and random search [19] are two ex-
amples of search-based program repair approaches.

Symbolic execution-based : Symbolic execution is a way to analyze a pro-
gram execution by using symbolic values [20]. It returns expressions for those
symbols and constraints expressed in those symbols. Semfix [21] and Angelix [22]
are two such examples.

Template-based : Template-based program repair uses pre-defined templates,
which can be seen as a series of pre-defined program transformations, to fix spe-
cific classes of bugs. It has been applied to fix null pointer exceptions [23], in-
teger overflows [24], buffer overflows [25], memory leaks [26] or multiple-types of
bugs [27].

Learning-based : Learning-based program repair learns from past bug fixes to
predict patches. Many approaches are based on neural networks [28] and this is
our focus in this thesis that we discuss at length in chapter 3. We are interested in
how source code is represented in deep learning-based program repair approaches.

1.2 Source Code Representation

base = 10
num = pow(base, 2)

Listing 1.1: The Python example we use to illustrate how we can represent code as
a sequence, tree or graph.

To lay a foundation for the coming discussions and to facilitate a clearer un-
derstanding of code representations, the subsequent sections will present concise
discussions on varied examples that illustrate how to represent source code as a
sequence, tree, or graph. We use the code from Listing 1.1 to illustrate how to
construct each representation.

1.2.1 Sequence Representation

Character Representation One of the easiest ways to represent source code
is as a sequence of characters. In the following, we have the character sequence
of Listing 1.1 where all characters are separated by a whitespace, and the whites-
pace character in the original code snippet is represented as ␣. These special
characters might be important for a language such as Python that uses whites-
pace indentation to define code blocks and, therefore should be encoded in the
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input representation. The model used by Cummins et al. is one example that
uses character representation as the input to generate OpenCL programs [29].

Figure 1.2: The character representation of source code. Each node in the chain is
a character.

Token Representation Programs can be broken down into individual tokens
through a process called tokenization. In this process, a lexer is employed to
parse the program and identify the smallest units of meaning, known as lexical
tokens. Taking the example of Listing 1.1, we can observe the generated tokens,
each of which holds significance within the programming language context. For
example, pow is the power function in Python, whereas each character p, o, and
w have no meaning. However, not all tokens in this representation have to be
generated by a lexer. Special tokens can be inserted to add additional information
besides the source code. SequenceR uses the special token <START_BUG> and
<END_BUG> to surround the tokens that are reported by fault localization as
buggy [7].

Figure 1.3: The token representation of source code. Each node in the chain is a
source code token.

1.2.2 Tree Representation

Abstract Syntax Tree (AST) Representation The abstract syntax tree
(AST) is a commonly used tree representation for source code. Unlike a parse
tree, which records every detail of the source code including parentheses and other
syntactic elements, the AST abstracts away these details to focus solely on the
syntactic structure of a program. In the AST, each node in the abstract syntax
tree corresponds to a specific construct in the source code, such as statements,
expressions, declarations, and more. These nodes are organized in a way that
reflects the nesting and relationships present in the code’s syntax. The abstract
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syntax tree serves as an essential tool in various stages of programming language
processing, including compilation, interpretation, and code analysis.

Below is the simplified AST of Listing 1.1. The abstract syntax tree allows
reasoning about different tokens. For example, that 10 is a constant that is
assigned to a target, and the pow function is called with two arguments. Chen
et al. use the AST representation to translate programs in one programming
language to another programming language [30].

Figure 1.4: The AST representation of source code. Each node in the tree is an
AST node, and the edges describe the parent/children relationship between the
nodes.

1.2.3 Graph Representation

Extended AST Representation Graph representation of source code can be
built upon AST by adding additional graphs from source code analyzing tools.
The most frequent additional graphs are:

• Call flow graphs: It is an inter-procedural graph where the nodes are func-
tions and the edges represent the caller-callee relationship between two func-
tions. Embroidery is a tool that uses call flow graphs to locate vulnerabilities
in binary code and fix them [31].

• Control flow graphs: It is an intra-procedural graph and thus provides finer
details than call flow graphs. It connects functional calls but also conditionals.
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It represents all paths that a program might execute. Yan et al. use control
flow graphs to classify malware [32].

• Data flow graph: Represents the flow of data through the program repre-
senting where variables are assigned or used. ProGraML is a graph represen-
tation of source code for data flow analysis and compiler optimizations, which
includes a data flow graph [33].

• Program dependence graph: It is a combination of control flow and data
flow graphs. Yamaguchi et al. use code property graph, a graph that includes
program dependence graph, to discover vulnerabilities in programs [34].

Underneath we have the AST with additional data flow graphs and token
graphs for Listing 1.1. No call or control flow graphs can be added since there
are no function definitions and branches.

Figure 1.5: The graph representation of source code. Each node in the tree is
an AST node, and the edges describe the parent/child relationship and data flow
between the nodes.

1.3 Problem Statement

Many deep learning models on source code are inspired by their success in natural
languages. This is because software is as "natural" as natural languages [35],
meaning that they are also created by humans and thus also likely to be repetitive
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and predictable. However, source code has properties that need to be considered
when designing the input and output representation for program repair.

Source Code is Large Source code is extensive and often consists of thousands
to millions of lines of code, reflecting the complexity and scale of modern software
systems. According to Herraiz et al., the average number of lines of code in a
file is 231, and it can be as high as 765 108 lines of code [36]. Moreover, the
software is experiencing super-linear growth over time: the lines of code in the
Linux kernel increased from 200 000 lines of code in 1994 to 2.2M lines of code
by 2000 [6] and further expanded to 28M lines of code in 2020. Capturing the
entirety of such extensive source code and representing them to a deep learning
model presents a considerable challenge. Even if we manage to represent such
voluminous software, a deep-learning model will take considerably more execution
and memory to process the input data [37], until it is not even feasible to run them.
Larger input and output will also deteriorate the performance of a deep-learning
model [38, 39]. However, for automated program repair, only the relevant context
around the buggy lines is important for the model to understand and generate
the bug fix. The challenge here is how we design a compact representation, a
representation that removes irrelevant context while retaining all relevant context
information in the input representation.

Source Code is Unique Even if the source code is as "natural" as the nat-
ural languages, the fact that programming languages allow developers to freely
name identifiers, function names, macros etc. to whatever they like, causes source
code to have a large vocabulary with a long ending tail. Allamanis and Sutton
found that on average, 56,49 original identifier names are introduced per 1000
lines of code [40]. This is a problem because many deep-learning models learn a
vocabulary of a fixed size from their training data set, and they cannot predict
names that are not part of the vocabulary. This is known as the out-of-vocabulary
(OOV) problem. This issue is particularly critical in program repair where gen-
erated patches must integrate coherently with existing code, i.e. names of the
identifiers, variables, or functions used in the generated patch should be consis-
tent with the existing codebase. In contrast, comment generation can tolerate
occasional OOVs without losing primary intent, and generic code generation has
flexibility in replacing OOV tokens without compromising the logic.

Source Code is Precise Unlike natural languages, where words and phrases
can possess nuances and multiple meanings based on context, source code requires
exactness in its representation. When developers write code, each instruction,
variable, and function call has a clear and unambiguous intention. For instance,
a minor typo in the source code can lead to an entirely different execution or cause
a program to crash altogether. In natural language, if a word in a sentence is mis-
spelled or slightly off, humans can generally deduce the intended meaning using
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context. However, computers will just report the error and the whole program
cannot be executed. Such errors are frequent and can happen to experienced de-
velopers, but they are fast to resolve. Google found that the median build failure
rate for C++ and Java are 38.4% respective 28.5%, while it only takes 5 and 12
minutes to fix C++ and Java build errors [41]. However, most automated pro-
gram repair models output the entire fixed program that is redundant compared
to the input buggy program, and it is challenging to generate a syntactic and
semantically correct program. This exactness in source code poses challenges for
deep learning models, particularly in accurately interpreting and processing the
syntactic and semantic rules without the flexibility inherent in natural languages.

Source code is Scarce Deep learning models rely heavily on the quality [42]
and quantity [43] of training data to understand and perform a task. The program
repair task in the real world can be diverse, varying from simple syntax errors
to intricate logic flaws. However, curating a comprehensive dataset that contains
a vast range of potential bugs is difficult. Bug fix datasets like Defects4J [44]
contains 835 Java bugs, ManyBugs [45] contains 183 C bugs, and BugsInPy [46]
contains 493 Python bugs. While these datasets are confirmed, reproducible
bugs with test cases, they might not be sufficiently representative of the broad
spectrum of bugs in actual software projects, and certainly not enough to train
a deep-learning model. Models trained on such small datasets are unreliable and
imprecise [47]. This problem is even worse for the less popular programming
languages as there are even fewer data points to collect. The scarcity of samples
for some program repair tasks poses a challenge to train a reliable and performant
program repair model.

Choosing the right input and output representation (sequence, tree, or graph)
and how to construct the input and output representation to use deep learning
models on source code is challenging. To summarize, in this thesis we aim to
address the following problems:

• P1: Source code is large and we need to design a compact input
representation that retains relevant context for bug fixing.

• P2: Source code’s unique nature and vast vocabulary, especially
due to freely named identifiers, pose a challenge for deep learning
models due to the out-of-vocabulary problem.

• P3: Source code requires precision in that a single typo can lead to
compilation errors or a hidden bug. Training a model that generates
the entire fixed program accurately and correctly is a challenging
task.
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Contributions Publications
[I] [II] [III] [IV]

C1 Repair-centric input compression ✓ ✓
C2 Dealing with OOV ✓ ✓ ✓
C3 Repair instructions in representations ✓ ✓ ✓ ✓
C4 Training with small bug fix dataset ✓ ✓

Table 1.1: Mapping between the contributions and the included papers.

• P4: Source code datasets can be small in size. Training deep learn-
ing program repair models on small datasets is unreliable and im-
precise.

1.4 Thesis Contributions

The main contribution of the thesis is to address the aforementioned challenges
of designing an input and output code representation for the automated program
repair task using deep learning models. Additionally, we show how using a unified
input and output representation we can also alleviate the problem of training
with a small dataset. In particular, we design compact input representations
for sequence and graph representation, along with pruning strategies for large
programs that keep relevant context for bug fixing to address P1. The OOV
problem P2 is alleviated by capitalizing on the redundancy assumption, that a
program already contains the bug fix ingredients, which is the foundation of the
traditional program repair approaches [48]. We use a technique from NLP that
learns to copy tokens from the input representation, a deep learning technique
that is analogous to the redundancy assumption. The precision required by source
code mentioned in P3 is mitigated by incorporating instructions both in the
input and output representation. We incorporate fault information such as fault
location, error type, and error message, that act as instructions to instruct the
model to perform certain types of bug fixes, in the input representation. In
the output representation, we train the model to generate instructions on how
to modify the program, instead of generating the entire fixed program. This is
because the edit instructions are usually shorter and more precise than generating
the full program. The final contribution is that once we have designed an input
and output representation that is versatile and general enough, datasets from
different domains can be used for transfer learning, transferring learned knowledge
from one task to another similar task, and multi-task learning, learning to solve
multiple tasks simultaneously. Both transfer learning and multi-task learning
can be used to alleviate the small dataset issue P4, an issue where the model’s
performance is limited by the available training data.

In the field of using deep learning on source code, our thesis makes the follow-
ing contributions to designing input and output representation for source code:
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• C1 Repair-centric input compression: P1 can be approached by com-
pressing the input to only keep relevant source code snippets that are needed
by the program repair task. The corresponding papers are [I] published in
IEEE Transactions on Software Engineering [7], where we design abstract
buggy context which only retain relevant context for fixing the bug. In [II]
published in Advances in Neural Information Processing Systems [49], we pro-
pose a graph pruning strategy that takes into account the node’s importance.
We present the details of C1 in section 4.1.

• C2 Dealing with OOV: We address P2 by using a technique called copy
mechanism from natural language processing [50] while using our novel in-
put and output representation to adapt chosen techniques on source code.
The copy mechanism is a neural network that learns when and where to
copy tokens from the input representation. The corresponding papers that
use copy mechanism are [I] published in IEEE Transactions on Software En-
gineering [7], [II] published in Advances in Neural Information Processing
Systems [49], and [III] published in IEEE Transactions on Software Engi-
neering [51]. We present the details of C2 in section 4.2.

• C3 Repair instructions in representations: To address P3, we can in-
corporate information from different sources beyond the source code as input
to facilitate the model to make more precise inferences. We include infor-
mation such as fault location, build error message, and vulnerability type.
Additionally, we can incorporate an instruction-based output representation
that minimizes the output length. The corresponding papers are [I] pub-
lished in IEEE Transactions on Software Engineering [7] where to include
fault location as instruction in the input representation. In [II] published
in Advances in Neural Information Processing Systems [49], we include fault
localization, error type, and error message in the input representation, while
using edit operations in the output representation. For [III] published in
IEEE Transactions on Software Engineering [51] and [IV] under review in
IEEE Transactions on Software Engineering [52], we deploy a diff-based out-
put representation that are instructions on how to edit the input program to
fix the bug. We present the details of C3 in section 4.3.

• C4 Training with small bug fix dataset: P4 is about the size of the pub-
licly available dataset for some program repair tasks is typically small, e.g.
vulnerability fix models are trained on thousands of vulnerabilities. Models
trained on a small dataset are unreliable and imprecise [47], and the per-
formance of the model often increases with the dataset size [53]. However,
transfer learning and multi-task learning can be used to deal with this prob-
lem. The corresponding papers are [II] published in Advances in Neural
Information Processing Systems [49] where we use multi-task learning, and
[III] published in IEEE Transactions on Software Engineering [51] where we
use transfer learning. We present the details of C4 in section 4.4.
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Table 1.1 summarizes the contribution of each included paper. This table
illustrates the relationships between specific contributions and the publications
that address them. Each row corresponds to a distinct contribution, while each
column represents a publication.

1.5 Research Methodology

The research methodology utilized in this thesis aligns with the principles of ex-
perimental computer science. Experimental computer science is a paradigm that
emphasizes the design, construction, and empirical evaluation of complex com-
putational systems and algorithms [54, 55]. Unlike theoretical computer science,
which focuses solely on mathematical proofs and analyses, experimental computer
science seeks to validate claims through practical experiments and real-world ap-
plications. This approach often involves the development of prototypes, followed
by rigorous testing and benchmarking to ascertain their performance, reliability,
and scalability.

Experimental computer science serves as a cornerstone to address the re-
search questions posed in each paper and to resolve the problem highlighted in
section 1.3. Our research methodology primarily involves the design, develop-
ment, and evaluation of novel systems for automated program repair. Once these
systems are developed, they are benchmarked against state-of-the-art tools to
evaluate their efficacy and performance. Comparing against state-of-the-art ap-
proaches is important for several reasons. It positions our work within the broader
research landscape, highlighting areas where our systems bring novel advantages.
Benchmarking against top-tier tools ensures our models meet high standards.
Such comparisons offer a comparable metric to assess our systems’ practicality
and significance.

For benchmarking purposes, a mix of our own curated datasets and reputable
external datasets are used. This dual dataset strategy is chosen to increase the
validity of our evaluations. By leveraging our own datasets, we have the advantage
of tailoring them specifically to the problems at hand. This ensures that the
datasets are particularly relevant and directly address the research questions.
Additionally, using external datasets adds an additional layer of credibility to
our research, as it demonstrates that our solutions are not only effective in tailor-
made scenarios but also maintain their performance in broader, more generalized,
and unbiased contexts. It validates our results across diverse settings, reinforcing
the validity of our conclusions and preemptively addressing potential threats to
validity regarding dataset-specific biases or overfitting.

To justify our design decisions in our models, we conduct thorough ablation
studies. We systematically excluded different parts of our model so we could
directly observe performance variations and determine the importance of indi-
vidual modules or features. This approach not only highlights the relevance of
each component but also provides an understanding of the potential trade-offs
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involved. A rigorous ablation analysis ensures our design choices are not arbi-
trary. Rather, they are backed by empirical evidence. It demonstrates that our
system’s performance is founded on deliberate and well-validated decisions in the
broader context of automated program repair.

In line with modern research transparency and reproducibility standards, we
make a conscious effort to open-source all our source code, models, and datasets.
This commitment to open science not only fosters collaboration and accelerates
the advancement of the field but also ensures the credibility of our work. Re-
searchers and practitioners can readily access, verify, and build upon our findings,
thereby promoting a culture of transparency and trust within the community.

To sum up, our research method is based on experimental computer science
and is about designing, implementing and empirically evaluating complex systems
that cannot be formally proven. From concept to realization, our objective is not
just to come up with new ideas but to test them thoroughly with ablation studies
and evaluate them with internal and external datasets. Our dedication to open-
source ensures reproducibility and credibility. By comparing our innovations with
state-of-the-art tools, we not only demonstrate our models’ robustness but also
make substantial contributions to the domain of automated program repair.

1.6 Summary of Included Papers

This is a compilation thesis that includes the following four research papers.

Paper [I]: SequenceR: Sequence-to-Sequence Learning for
End-to-End Program Repair

Zimin Chen, Steve Kommrusch, Michele Tufano, Louis-noël Pouchet, Denys
Poshyvanyk and Martin Monperrus
in IEEE Transactions on Software Engineering (2021)

Summary: This paper presents a novel approach called SequenceR to repair
Java bugs. SequenceR is based on a sequence-to-sequence LSTM model and
trained with past bug-fix pairs. To deal with the large source code input, we
construct what we call an abstract buggy context. Abstract buggy context is
intended to only keep the important context source code lines around the buggy
lines (addresses P1 mentioned in section 1.3). We do so by surrounding the buggy
line by <START_BUG> and <END_BUG> to incorporate the fault localization
information (addresses P3 mentioned in section 1.3), while also remove the body
of the non-buggy methods and only keeping the attributes of the buggy class. The
unlimited vocabulary problem is alleviated by the copy mechanism [56], which
is a neural network that learns to copy tokens from the input (addresses P2
mentioned in section 1.3). The design of abstract buggy context by preserving
relevant context allows the copy mechanism to copy any tokens that it needs in
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order to fix the bug. We evaluated SequenceR on 4711 bug fixes and it could
perfectly fix 950 of them, and it is able to predict correct patches for 14 bugs
in the Defects4J benchmark [44]. The evaluation also shows that SequenceR
captures various repair operators, without any manual domain-specific design.
This paper contributes to C1, C2, and C3.

Personal Contributions: I am the lead author and conceived the presented
idea. My primary contribution was the development of the SequenceR model,
for which I was responsible for a significant portion of the coding. While I person-
ally collected only a part of the training data, I took an active role in processing
the entirety of it. The model evaluation was conducted by me on two datasets:
our own dataset and Defects4J. Additionally, I authored the majority of the initial
draft of the paper.

Impact: SequenceR is one of the early works on deep learning for program
repair. It has a high influence, being cited 375 times as of Nov 2023. Many works
uses SequenceR as a baseline or model to evaluate due to its open-source code
and model. StandUp4NPR found that SequenceR is still the best perform-
ing model when standardizing the dataset and evaluation across several program
tools [57]. Huang et al. shows that SequenceR fixed most single-line vulnera-
bilities even when compared to other large and sophisticated models [58].

Paper [II]: PLUR: A Unifying, Graph-Based View of Program
Learning, Understanding, and Repair

Zimin Chen, Vincent J. Hellendoorn, Petros Maniatis, Pascal Lamblin, Pierre-
Antoine Manzagol, Daniel Tarlow and Subhodeep Moitra
in Advances in Neural Information Processing Systems (2021)

Summary: PLUR aims to have a unifying abstraction for machine learning
for source code tasks. This is done by taking a general approach of mapping a
graph to a sequence of tokens and pointers. The output sequence of tokens and
pointers represent edit operations to the input graph (addresses P3 mentioned in
section 1.3). The pointer can be interpreted as a location, pointing to a location
in the input, but can also be interpreted as a copy, pointing to a location to copy
the input token (addresses P2 mentioned in section 1.3). We unified 16 different
tasks with different input and output representations and used a single model
architecture to achieve near or above state-of-the-art results. Input graphs that
are too large are pruned to only keep nodes that are close to the nodes important
for the task, such as the buggy AST node (addresses P1 mentioned in section 1.3).
This unified view also allows us to do multi-task learning by combining data from
different tasks and enhances the model’s overall performance, particularly in low-
resources scenarios (addresses P4 mentioned in section 1.3). Furthermore, it
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allows researchers to focus on the development of model architecture. This paper
contributes to C1, C2, C3 and C4.

Personal Contributions: I am the lead author and partly conceived the pre-
sented idea. I am responsible for collecting the dataset, setting up the unifying
framework, and writing code that unifies most of the dataset. For each dataset,
I made sure that the dataset split, code representation, and evaluation metrics
were exactly as in the original paper. I conducted most of the preliminary exper-
iments across each dataset and those related to multi-task learning. Additionally,
I contributed to part of the paper’s content. Furthermore, I led the initial efforts
to open-sourcing this project.

Impact: PLUR appeared as a spotlight paper in NeurIPS 2021, which is less
than 3% of accepted submissions. This work has set state-of-the-art performances
on many code-related tasks by using a unified source code representation and a
single model architecture.

Paper [III]: Neural Transfer Learning for Repairing Security
Vulnerabilities in C Code

Zimin Chen, Steve Kommrusch and Martin Monperrus
in IEEE Transactions on Software Engineering (2023)

Summary: Training a deep learning model usually requires hundreds of thou-
sands of examples. However, vulnerability fix datasets are often in the range of
hundred to thousand vulnerabilities. In this paper, we introduce VRepair, a deep
learning model initially trained on a substantial bug fix corpus and subsequently
fine-tuned on a vulnerability fix dataset, an approach known as transfer learning.
We created a token-based change description for repairs, which is shorter than a
full function to be generated and reduces the probability of accumulated mistakes
(addresses P3 mentioned in section 1.3). The copy mechanism is used to miti-
gate the out-of-vocabulary problem (addresses P2 mentioned in section 1.3). In
the experiment, we show that VRepair which uses transfer learning repairs more
vulnerabilities than the same model that is only trained on the vulnerability fix
dataset (addresses P4 mentioned in section 1.3). Transfer learning also yields
reliable effectiveness when the dataset is divided in different ways. This paper
contributes to C2, C3, and C4.

Personal Contributions: I am the lead author and conceived the presented
idea. I collected the training data and was responsible for the data processing. I
undertook the majority of the coding tasks and was the key developer behind the
VRepair model. Furthermore, I evaluated VRepair in relation to the majority of
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the posed research questions. Lastly, I authored most of the initial draft of the
paper.

Impact: VRepair shows one solution to deal with the small dataset size in
training a model for vulnerability fixing, where previous models are only trained
on hundreds or thousands of vulnerability fixes. VRepair has also been considered
as the state-of-the-art model for vulnerability fixing and used for comparison [59].

Paper [IV]: Supersonic: Learning to Generate Source Code
Optimisations in C/C++

Zimin Chen, Sen Fang and Martin Monperrus
under review in IEEE Transactions on Software Engineering

Summary: Supersonic is a tool for program optimization at the source code
level. In this work, the model is trained and evaluated on program pairs (xt,
xt+1) from code competition websites, where xt+1 is an optimized version of xt.
The input is the whole program and the output representation is a diff-based
representation that is similar to the diff in unified format which is shorter than
the full program output representation (addresses P3 mentioned in section 1.3).
Supersonic is compared against OpenAI’s GPT-3.5-Turbo and GPT-4, two of
the most powerful large language models, on the task of generating optimizations
and submitting to code competition websites. We show that Supersonic out-
performs both models while retaining a similarity to the original program. The
diff-based output representation also doubles the performance of the full program
output representation. This is all done with a model 600x and 3700x smaller than
GPT-3.5-Turbo respective GPT-4. This paper contributes to C3.

Personal Contributions: I am the lead author and conceived the presented
idea. I am responsible for the data collection and coding. I designed and trained
Supersonic, and handled a significant portion of the evaluation. Additionally, I
authored most of the initial draft of the paper.

Impact: In the era where large language models with billions or trillions of
parameters achieve state-of-the-art results on several software engineering tasks.
Supersonic shows that we can still train a much smaller model targeting a
specific task to outperform both models.
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Background

The larger the island of knowledge, the longer the shoreline of wonder.
– Ralph W. Sockman

Natural language and programming language share many similarities. Hindle
et al. formulate it as the "naturalness" hypothesis, that software is as "natural"
as the natural languages:

Programming languages, in theory, are complex, flexible, and powerful, but the
programs that real people actually write are mostly simple and rather repetitive,
and thus they have usefully predictable statistical properties that can be captured
in statistical language models and leveraged for software engineering tasks. [35]

This hypothesis lays the foundation for why we can and are using many tech-
niques from the natural language processing (NLP) domain in deep learning for
software engineering tasks, including automated program repair. In NLP, many
problems are solved by following the below process:

1. Tokenization: Texts are divided into a unit of text called a token.

2. Word embedding: Tokens are converted into real number vector represen-
tations.

3. Encoder: All vector representations of the input tokens are encoded into a
fixed-length context vector.

4. Decoder: The context vector is decoded to generate an output depending
on the task.

The tokenization step extracts tokens from the input text. Tokens often rep-
resent the minimum unit of meaning that can be processed by NLP models. De-
pending on the granularity of the tokenization process, a token could represent

21
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a word, subword, character, or even a sentence. Examples of how tokenization
is done are shown in section 2.1. The choice of token granularity depends on
the specific requirements or constraints of the task. The word embedding step is
converting tokens into vector representation because most deep learning models
are designed to work with numerical data. This step is often done by building a
lookup table. The encoder step uses a model to encode the information from the
input sequence to a fixed-length context vector. The fixed-length context vector
can be seen as a numerical vector representing the whole input. Then, in the de-
coder step, another model is used to decode the fixed-length context vector to an
output depending on the task. This whole approach is called the encoder-decoder
approach [60]. Many NLP problems can be solved using the encoder-decoder ap-
proach, such as machine translation [60], text summarizing [61], and dialogue
system [62]. These are more commonly known as sequence-to-sequence (seq2seq)
learning [63] when both input and output are sequences of tokens.

Let x = (x1, x2, ..., xn) be an input sequence of length n, and y = (y1, y2, ..., ym)
be the output sequence of length m, where all xi and yj are the vector representa-
tions for the input and respective output tokens. The encoder encodes the input
by:

he
t = fenc(xt, h

e
t−1) (2.1)

he
t is the hidden state of the encoder, a vector representation representing the

input that the encoder has seen so far, for each time step t in the input sequence.
fenc represents the encoder’s encode function. The context vector c is typically
the final encoder hidden state:

c = he
n (2.2)

Then, the decoder decodes the context vector c:

hd
t = fdec(yt−1, h

d
t−1, c) (2.3)

hd
t is the hidden state of the decoder for each time step t in the output se-

quence. fdec represents the decoder’s decode function.
However, the encoder-decoder approach is not limited to dealing with se-

quential data, the encoder can encode information from a tree representation
(tree2seq) [64] or a graph representation (graph2seq) [65]. The sequential out-
put of a decoder can also be structured in more complex ways, for example
they can be interpreted as tree operations (tree2tree) [66] or graph operations
(seq2graph) [67]. Similarly, many deep learning on source code models uses
the encoder-decoder approach, examples are automatic program repair [12], code
summarization [68], and code synthesis [69].
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There are many extensions that are built upon the encoder-decoder approach
aiming to fix various issues and enhance its performance. One example is the at-
tention mechanism which allows the decoder to pay different attention to different
input tokens when generating the current output [70]. Another example is the
pointer network, which allows the decoder to generate a pointer that points to an
input token [71]. The same pointer from the pointer network can be interpreted
as a location to copy the input token, which is called the copy mechanism [56].

Next, we discuss the tokenization, word embedding, encoder, and decoder
more thoroughly. We will also discuss various extensions to the encoder-decoder
approach and how they all relate to source code in the following sections.

2.1 Tokenization

The aim of the tokenization step is to split the input text into a sequence of
tokens. This reduces the number of possible vocabulary as the number of possible
different text sequences is much larger than the number of possible tokens. The
reduced vocabulary allows us to generalize because even if a model has not seen
the whole text before, it might have seen each individual token before.

The most common tokenization approaches of source code can be generally
divided into character, source code token, or subtoken tokenization. They are
explained in the following sections.

2.1.1 Character Tokenization

Character tokenization aims to divide the input text into a sequence of characters.
For example, the word "learn" would be tokenized into ["l", "e", "a", "r", "n"].
This has the advantage that all text with English alphabets can be tokenized with
its vocabulary, which consists of 26 characters plus all punctuation characters.
It will significantly reduce the out-of-vocabulary problem where the model is not
able to output a token that is not in the vocabulary because all words are made up
of characters. Character tokenization is also inherently more robust to typos and
spelling variations. Cummins et al. is one example in deep learning for software
engineering that uses character tokenization to generate OpenCL programs [29].

However, character tokenization can be too fine-grained. The tokenization
process generates sequences that are significantly longer compared to other tok-
enization approaches, leading to increased computational complexity and memory
requirements. This may potentially impact the training and inference efficiency,
especially for models dealing with extensive text sequences.

2.1.2 Source Code Token Tokenization

When exploring tokenization strategies for software engineering, particularly in
scenarios involving source code analysis or synthesis, source code token tokeniza-
tion emerges as a natural and logical choice. This form of tokenization leverages
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the tokens inherently recognized and processed by compilers. Compilers dissect
source code into tokens, the smallest units of meaning, which are the building
blocks of programming languages, enabling a more structural and semantic rep-
resentation of the code. Many related works in deep learning for program repair
uses source code token tokenization [12, 72, 73, 74].

Source code tokens are a combination of keywords, operators, identifiers, liter-
als, and punctuation, each serving a distinct syntactic or semantic purpose within
a program. For instance, in the Python language, "def", "return", and "if" are
tokens representing specific constructs and functionalities. However, due to the
limited vocabulary size of a deep learning model, dealing with literal and identifier
tokens is a huge problem. It is because they can be virtually infinite, encompass-
ing any alphanumeric strings representing variable names, function names, class
names, and other identifiers, along with different types of literals such as strings,
numbers, and booleans.

It is crucial to acknowledge that this method’s effectiveness also depends upon
the availability of accurate tokenization tools and parsers for the programming
languages, and a simple syntax error can cause the tokenization process to fail.

2.1.3 Subtoken Tokenization

The character tokenization can be too fine-grained, generating lengthy sequences,
while the source code token tokenization aligns naturally with the structural and
semantic aspects of programming languages but faces the issue of the infinite
variability of literal and identifier tokens. In this context, subtoken tokenization
serves as a compromise between both tokenization strategies.

Subtoken tokenization is about dissecting source code into smaller units or
subtokens that are more granular than source code tokens but less so than indi-
vidual characters. This method strives to break down the input text into mean-
ingful fragments or substrings, allowing the model to capture the syntactic and
semantic nuances of the source code more effectively. For example, a compound
identifier like "computeAverage" could be subtokenized into ["compute", "Av-
erage"] instead of considering "computeAverage" as a single token or seeing all
characters in it as tokens. It allows the model to recognize and learn the semantic
significance of each component separately. We present the most common ways to
do subtoken tokenization.

Camel/Snake Case Identifiers in source code are commonly written in camel
or snake case, e.g. "computeAverage" or "compute_average". Individual subto-
kens, "compute" and "average", can be extracted by simply splitting the token
with capital letters or with underscores.

Byte Pair Encoding Byte pair encoding (BPE) is originally a compression
algorithm [75], that has been modified to be a tokenizer for language models [76].
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The algorithm starts with an initial vocabulary, typically all characters, and a
target vocabulary size. It then iteratively finds the common contiguous pair of
subtokens in the text that exists in the vocabulary. The contiguous pair of subto-
kens is then merged and added to the vocabulary until it has reached the target
vocabulary size. Cure is an example of an automatic program repair approach
that uses BPE to tokenize the program [77].

We illustrate BPE with an example 1. The input text consists of five words
with the following frequencies:

("hug", 10) ("pug", 5) ("pun", 12) ("bun", 4) ("hugs", 5)

The words are then split into characters:

("h" "u" "g", 10) ("p" "u" "g", 5) ("p" "u" "n", 12) ("b" "u" "n", 4)
("h" "u" "g" "s", 5)

Now we try to find the most common contiguous pair of subtokens. It is
("u" "g") which appeared 10 times in "hug", 5 times in "pug" and 5 times in
"hugs". ("u" "g") is merged as "ug" and added to the vocabulary and the pair is
also merged in the input text. We denote [a-z] to represent all lowercase English
characters as our initial vocabulary:

Vocabulary: [[a-z], "ug"]
Frequencies: ("h" "ug", 10) ("p" "ug", 5) ("p" "u" "n", 12)
("b" "u" "n", 4) ("h" "ug" "s", 5)

The next most common contiguous pair of subtokens is ("u" "n") which has
appeared 16 times. They are also merged and added to the vocabulary:

Vocabulary: [[a-z], "ug", "un"]
Frequencies: ("h" "ug", 10) ("p" "ug", 5) ("p" "un", 12)("b" "un", 4)
("h" "ug" "s", 5)

We repeat the process and now the most common contiguous pair of subtokens
is ("h" "ug"). Note that "ug" was not part of the initial vocabulary, but was
added to the vocabulary during BPE:

1We reuse the example from https://huggingface.co/learn/nlp-course/chapter6/5?fw=
pt#byte-pair-encoding-tokenization

https://huggingface.co/learn/nlp-course/chapter6/5?fw=pt#byte-pair-encoding-tokenization
https://huggingface.co/learn/nlp-course/chapter6/5?fw=pt#byte-pair-encoding-tokenization
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Vocabulary: [[a-z], "ug", "un", "hug"]
Frequencies: ("hug", 10) ("p" "ug", 5) ("p" "un", 12)("b" "un", 4)
("hug" "s", 5)

The process continues until we have reached the target vocabulary size. There
are other proposed works on subtokenization that are built using similar ideas of
BPE, such as unigram [78], WordPiece [79], and SentencePiece [80] is a popular
library that aggregated them all.

2.2 Word Embedding

Deep learning models work with real numbers and are unable to deal with raw
strings. Therefore tokens generated from the tokenization step have to be con-
verted to a vector of real numbers. The naive approach of using one-hot encoding
suffers from sparse vectors and diminished semantic information. As a result,
more advanced techniques like word embeddings have been developed to capture
finer linguistic nuances while reducing the dimensionality of the vectors. The fun-
damental idea behind word embeddings is to capture the relationships between
words based on their context in a given corpus of text. In this approach, words
that appear in similar contexts are mapped to similar vector representations,
resulting in semantic similarity being preserved in the vector space. Note that
word embedding techniques are unsupervised, meaning that they do not require
a labeled dataset, allowing them to work on large available text. The result of
word embedding is the input sequence x = (x1, x2, ..., xn) to the encoder in Equa-
tion 2.1, where each xi is the vector representation of the i:th input token. Next,
we present the most common word embedding techniques, and how they have
been used on source code.

Word2Vec Word2Vec [81] works on the principle that words with similar mean-
ings tend to appear in similar contexts. The key insight is that the vector repre-
sentation can be learned by predicting the word by given its context, or predicts
its context given the word. These two approaches are called Continuous Bag of
Words (CBOW) and Skip-gram. Word2Vec is a neural network trained to adjust
the word embedding so that the model predicts the target word (CBOW), or the
target context (Skip-gram) correctly. Harer et al. use Word2Vec to generate word
embeddings for C/C++ tokens for software vulnerability prediction [82].

GloVe GloVe aims to capture the word embedding by considering both the
global co-occurrence and the local context for a word [83]. The key novelty
behind GloVe is the co-occurrence matrix, which represents how often words
appear together in a large corpus of text. The co-occurrence matrix is used
to learn the word embedding by minimizing the difference dot product of word



2.3. ENCODER 27

embedding and the logarithm of their co-occurrence probabilities. Liu et al. use
embedding trained with GloVe to find relevant files based on the bug reports [84].

ElMo The word embedding learned by Word2Vec and GloVe is static, mean-
ing that the word is always mapped to the same word embedding. However,
for keywords such as static in Java, they can have different meanings depending
on whether it is a static variable or method. ElMo improves upon them and
uses a bi-directional language model to generate word embedding that captures
the meaning of a word within a context [85]. The bi-directional language model
generates two vectors, one that processes text forward and one in backward di-
rections, and concatenates these vectors to create the dynamic word embedding.
SCELMo is one example that uses ElMo trained on source code and found that
they improved the performance of the state-of-the-art machine learning system
for bug detection [86].

BERT BERT is another example of word embedding learned from a bi-directional
language model [87]. Compared to ElMo, the difference is that BERT uses the
transformer model [88] instead of LSTM [89], and the learning objective is differ-
ent. CodeBERT uses BERT architecture to achieve state-of-the-art performance
on code search and code documentation generation [90].

Implicit embedding The above mentioned word embedding techniques, Word2Vec,
GloVe, ElMo, and BERT, are all designed to learn word embeddings. The learned
word embeddings can be used to initialize the word embedding used in a down-
stream task to speed up the training and get slightly better results [91]. However,
we can also randomly initialize the word embedding for the downstream task, and
train the word embedding together with the model. In this way, the resulting word
embedding in the trained model is tailored to the specific task, but it might not
be useful for other downstream tasks.

2.3 Encoder

Word embedding allows each word to have its vector representation with real
numbers. The encoder learns how to combine these vector representations to have
a context vector that represents the whole input. This context vector captures the
semantic and contextual information of the input sequence, enabling the decoder
to process and understand the data more effectively. There are different encoders
depending on the representation of input data, i.e. how to define the fenc in
Equation 2.1, which we discuss below.
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2.3.1 Sequence Representation

Long Short-Term Memory (LSTM) LSTM is a type of recurrent neural
network (RNN) architecture designed to capture and learn patterns in sequential
data [89]. LSTM is proposed to fix the vanishing gradient problem [92], a problem
where RNN struggles to learn long-range dependencies in the input data. LSTM
achieves this by having a complex memory cell structure that allows it to store
and update information when processing the input sequence. TRACER is one
example of using LSTM to repair compilation errors [73].

Gated Recurrent Units (GRU) GRU is another type of RNN also designed
to address the challenges of learning long-range dependencies [60]. Compared to
LSTM, GRU has a simpler architecture with fewer parameters, which can make
them more computationally efficient and easier to train [93]. DeepFix is one
example that uses GRU to fix compilation errors [12].

Convolutional Neural Network (CNN) CNN is a type of deep neural net-
work specifically designed for processing and analyzing grid-like data [94]. The
key idea of CNN is to use convolutional layers, which involve applying filters to
the input data. These convolutional layers slide across the input data, perform-
ing element-wise multiplications and summations, which effectively capture local
patterns and features. While CNN is most common for processing grid-like data,
it can be adapted for sequential data. The adaptation is to only slide the con-
volutional layers across the one dimensional axis. Allamanis et al. used CNN to
predict the name of a function [95].

Transformer Transformer is a neural network architecture designed for seq2seq
tasks [88]. The key innovation of the Transformer model is its usage of attention
mechanism [70], which allows the model to weigh the importance of different
elements in the sequence when making predictions. The usage of attention allows
the model to be better than LSTM and GRU at learning long-range dependencies
while making it highly parallelizable and more efficient to train. Ahmad et al.
uses Transformer model to summarize Java and Python functions [68].

2.3.2 Tree Representation

Tree-LSTM Tai et al. adapted LSTM for tree representation of data, called
Tree-LSTM [96]. This extension can handle hierarchical and tree-like structures,
such as parse trees in natural language processing or syntax trees in programming
languages. It works by associating each node in the tree with LSTM cells, and
each node’s LSTM cell takes input from its child nodes’ LSTM cells and produces
an output. Dam et al. is one example of using Tree-LSTM to predict defects in
software [97].
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Tree-Transformer TreeGen, a tree-based neural architecture for code genera-
tion, propose a tree-based Transformer [98]. It has two encoders, one to encode
the natural language as tokens and characters, and the second encoder that uses
tree convolution to encode the AST. The decoder generates a series of grammar
rules to construct the target program.

Recursive Neural Networks (RvNNs) RvNNs is another type of neural
network architecture that can process tree-structured data [99]. It works similarly
to a Tree-LSTM but allows any neural network units to be associated with each
node, instead of LSTM. Each node recursively combines information from child
nodes to compute its own representation. One example of using RvNNS is by
White et al. which uses it to detect source code clones [100].

Linearized Tree Tree representation can also be linearized so that a deep
learning algorithm on sequential representation can be used. For example, we
can do an in-order traversal of the tree to generate a sequence and use any deep
learning algorithms that work on the sequence representation. Code2Seq is an
example that extracts paths from AST and uses LSTM to predict the function
name [101].

2.3.3 Graph Representation

Graph Neural Networks (GNNs) are a class of deep learning models designed to
process data that is structured as a graph. A graph G is defined as G = (V,E)
where V is a set of nodes and E is a set of edges connecting these nodes. GNN has
found increasing popularity due to its ability to capture complex relationships in
various domains, ranging from social networks [102] and citation networks [103]
to molecular structures [104] and transportation systems [105]. The primary goal
of GNN is to compute a representation or embedding for nodes, edges, or the
entire graph, which can be further used for tasks such as node classification, link
prediction, or graph classification.

At a high level, the operation of GNN can be described as a message-passing
mechanism. Each node in the graph is associated with an initial feature vector.
As the GNN processes the graph, these feature vectors are continually updated
using the aggregated information from neighboring nodes. This iterative process
allows nodes to aggregate and update their feature vector. Depending on the
specific architecture and application, various aggregation and update functions
like weighted sums, averaging, or more complex operations can be utilized.

Source code can be naturally represented as graphs, which we have presented
in subsection 1.2.3. There is an inherent structure in how different parts of the
code interact, and these interactions can be effectively represented as graphs.
These graph representations for source code existed long before the graph neural
network was proposed, for example, the compiler already uses the program de-
pendence graph to do optimization [106]. Therefore, a graph neural network is
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a popular choice when deciding on which model architecture to use to do deep
learning on source code. We discuss the most common types of graph neural
networks, how they aggregated and update feature vectors, and their usage in
deep learning on source code:

Gated Graph Neural Networks (GGNN) GGNN [107] uses an aggregation
mechanism where it averages the features of neighbors. The update function takes
the average features and computes the new node feature vector using a GRU.
Graph2Diff is one example that uses GGNN to repair build error [108].

Graph Convolutional Networks (GCN) GCN [109] uses an aggregation
mechanism that is also a weighted average of the features of a node and its
neighbors. The average feature vector is then normalized based on node degrees.
The new nodes feature is simply the normalized average feature vector. Choi
et al. use GCN on a modified AST to summarize source code [110].

Graph Attention Networks (GAT) GAT [111] introduces attention coeffi-
cients that weigh the importance of neighboring nodes when aggregating features
vector from neighbors. The update function is the weighted sum of the neighbors’
features using the attention coefficients. GSCS is one example that uses GAT to
generate source code summaries for Java methods [112].

Graph Isomorphism Network (GIN) GIN [113] uses a weighted sum of the
node’s own features and its neighbors, with the weights learnable, determining
the importance of the target node. The update function is the weighted sum
through a multi-layer perception. Gao et al. uses GIN to detect malware [114].

Graph Sample and Aggregation (GraphSAGE) GraphSAGE [115] sam-
ples feature vectors from neighbors to handle large graphs, and different aggre-
gation functions such as mean, LSTM, and pooling to aggregate feature vectors
from neighbors. After aggregation, the node’s feature vector and aggregated
neighborhood feature vector are concatenated and passed through a dense layer
to update its feature vector. CodeScribe is one example that uses GraphSAGE
to summarize Java and Python functions [116].

2.4 Decoder

The primary function of a decoder is to generate an output sequence from the
context vector produced by the encoder. Depending on the task, the output
sequence can be the fixed version of a buggy program, a summarized description of
the input program, or a synthesized program according to the input specification.

The decoder’s output can be generally divided into two classes:
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Token The token output is the common type of output of a decoder. To predict
a token w, the decoder takes the hidden state hd

t from Equation 2.3, and computes:

w = softmax(Whd
t + b) (2.4)

where W and b are trainable parameters of the decoder.
Tokens can be interpreted as text, e.g. the tokens output of a code summa-

rization model can simply be concatenated (whitespace is also a token) to be
used as the description of a function. But tokens can also be structured and be
interpreted as instructions. For example, the decoder of Hoppity [117], a graph
neural network to fix JavaScript bugs, can output ADD and DEL keywords as
tokens. These tokens represent the start of an instruction to add or delete a node
in the input graph.

Pointer The output of a decoder does not necessarily have to be all tokens, it
can also be a pointer. A pointer is a reference to a specific location within the
input data. The pointer output is generated from a pointer network [71] and it
is generally calculated as:

at,i =
score(hd

t−1, h
e
i )∑n

j=1 exp(score(h
d
t−1, h

e
j))

(2.5)

pt = argmax(at,0, at,1, ..., at,n) (2.6)

The score function is an alignment function that calculates how much the
current hidden state of the decoder aligns with each hidden state of the encoder.
Bahdanau et al., Luong et al. and Vaswani et al. have all proposed different way to
define the score function [70, 88, 118]. The final score, at,i, is the attention score
calculated with the softmax function, which represents how much the current
hidden state of the decoder pays attention to each hidden state of the encoder.
The pointer location, pt, is the position with the highest value of at,i.

The pointer can be interpreted as a location, one use case is to use it to point
to the faulty location in the input program. The pointer can also be interpreted as
a copy, to copy a input token at a location. This is called the copy mechanism and
it is a way to deal with the OOV problem. Using Hoppity [117] as an example,
the decoder can output a ADD operation, which uses tokens and pointers to
generate a prediction that creates a node in the input. For example, Hoppity can
generate an output sequence "ADD location(5) location(6) int copy(7)", where
ADD and int are tokens, location(5), location(6) and copy(7) are pointers. This
output sequence means that we are adding a node with node 5 as the parent and
node 6 as the left sibling, the newly added node should have type int and a value
copied from node 7.
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2.5 Attention Mechanism

The encoder-decoder approach was originally designed to compress an input into
a fixed-size context vector through the encoder, shown in Equation 2.1 and Equa-
tion 2.2. This compressed vector representation is used by the decoder, shown in
Equation 2.3, to generate the output sequence. However, this poses a limitation
in that the single fixed-size context vector does not capture all the information
and dependencies that exist in longer input sequences.

Bahdanau et al. propose a new way to calculate the context vector that can
be used by the decoder to "attend" to different input positions when generating
each output element, called attention mechanism [70]. The intuition behind the
mechanism can be explained by an example: Consider translating the English
sentence "Sun is shining" to Swedish "Solen skiner". When the decoder is trans-
lating "Sun" to "Solen", it should pay the most attention to the input token
"Sun", other tokens are less relevant. Similarly, when the decoder translates "is
shining" to "skiner", it should pay attention to "shining", which translates to
"skiner", but it should also pay attention to "is" because it indicates it is in the
present tense.

The attention mechanism can be defined using the same equation from Equa-
tion 2.5. It already calculates the decoder’s attention at each step to each input
token. Using the calculated attention score, at,i, we can update the context vector
to:

ct =
n∑

i=1

at,ih
e
i (2.7)

Therefore, the decoder function at Equation 2.3 becomes:

hd
t = fdec(yt−1, h

d
t−1, ct) (2.8)

At each time step, the decoder is not using a single fixed-size context vector
c anymore, but it is using ct calculated from the attention scores. The attention
mechanism is very important for the encoder-decoder approach, where nearly all
models have some kind of attention mechanism implemented in them. It becomes
so important that the paper that proposed Transformer is called "Attention is all
you need" [88], which is also the foundation model for large language models.

2.6 Out-of-vocabulary Problem

The out-of-vocabulary (OOV) problem is when a model encounters a token that it
has not seen during its training phase. It means that when we tokenize the whole
training dataset, we typically select the most common n (50000 is a common
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vocabulary size) tokens as the vocabulary. The limit exists because the word
embedding is essentially a lookup table and we can not scale to an arbitrary
large vocabulary. Words outside of this vocabulary imply that the model lacks
the word embedding for the OOV word, resulting in an inability to process or
understand it effectively. The default way of dealing with this problem is to have
a reserve token <UNK> representing all tokens that are not the most common
n tokens, including unforeseen tokens. However, the encoder can only guess the
meaning behind the <UNK> token when encoding the input, and any predictions
generated by the decoder that contain the <UNK> token are essentially useless.

Various strategies exist to address the OOV problem. Utilizing camel/snake
case offers a partial resolution, while BPE provides a comprehensive solution
to this issue. Both methods are already elaborated upon in section 2.1. For
source code in particular, there also exists a solution based on variable renaming.
The idea is that the OOV problem in source code mainly comes from identifier
names and literals. However, identifier names and literals can be renamed without
changing the semantics of the program. Therefore the variable renaming approach
can rename the first encountered identifier to ID_0, the second to ID_1, and so
forth. Similarly, the string literals can be renamed to (STR_0, STR_1, ...),
and integer literals can be renamed to (INT_0, INT_1, ...). In subsection 4.2.1,
we present our contribution of using the copy mechanism to deal with the OOV
problem for source code.
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State of the Art of Code
Representations in Neural Program
Repair

If I have seen further it is by standing on the shoulders of Giants.

– Isaac Newton

Numerous source code representations have been used and proposed for deep
learning models. Many of them are tailored to solve each specific task with
domain-specific datasets. There are only a few works on studying different code
representations. Samoaa et al. have discussed source code representation for deep
learning for software engineering tasks [119]. While Namavar et al. have evalu-
ated some of the representations in the context of program repair [120]. In this
chapter, we study the source code representation in more depth and limit our-
selves to presenting the related works in deep learning for program repair and
discussing the code representation they use in more detail. Related works that
propose general source code representations will also be included. We divide the
chapter into sections that will discuss sequence, tree, and graph representations,
which we introduced in section 1.2. We also include a section Other Representa-
tions (section 3.4) that discusses other representations. Each section has a table
that lists all presented papers in that section in chronological order and offers
a comprehensive overview of the research. For each paper, we also discuss and
highlight the learning approach with red and the technique used to solve OOV
issues with blue. At the end of this chapter, we position our work in comparison
against the presented related work in section 3.5.

35
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3.1 Sequence Representation

Sequence representation is the most popular source code representation, and with
the rise of large language models, more and more studies are focusing on the
sequence representation of source code. Due to the number of related works
that use sequence representation, we further divide this section into the learning
algorithms they use: LSTM & GRU, Transformer, pre-trained Transformer, and
others. The difference between Transformer and pre-trained Transformer is that
Transformer is training the transformer model from scratch, and related works in
pre-trained Transformer are reusing existing pre-trained transformer model such
as CodeBERT [90] or GPT models [121]. At the end of this section, we present
a summary of all related work with sequence representation in subsection 3.1.5.

3.1.1 LSTM & GRU

sk_p is an automatic program repair model for programs from Massive Open
Online Courses (MOOCs) [72]. They divide the correct program into a multiple
of 3 consecutive statements. For each 3 consecutive statements, the LSTM model
is trained to predict the middle statement, by giving the first and last statement
as input. The input representation is the source code tokens of the first and
last statement, where rare tokens are renamed. The output representation is the
predicted source code tokens for the middle statement. Figure 3.1 is an illustration
of the sk_p code representation.

DeepFix uses the encoder-decoder architecture with GRU to fix compiler er-
rors in student programs [12]. The input representation is source code tokens in
all lines, where a special token is inserted before the start of each line to indicate
the line number. All literals are renamed to their type. The output representa-
tion consists of a line number token, and the corresponding source code tokens
to replace the code at that line.

Tufano et al. investigate the possibility of using encoder-decoder architecture
to learn how to fix bug in the wild [74]. The input representation is the source
code tokens in the buggy methods, where literals and variable names are renamed.
The output representation is the source code tokens of the fixed method. As part
of their ablation study, they have both trained the model with LSTM and GRU.

TRACER is another tool to repair compiler errors in programs written by in-
troductory programmers [73]. They use the line number reported in the compiler
error message, and the line before and after as the fault location. The source code
tokens at each fault location line represent the input. The identifiers in the input
tokens are renamed to their corresponding type. The output representation is the
fixed source code token for that line. The model they train is based on LSTM.

Vasic et al. use a LSTM model to learn to localize and fix variable misuse
issues [122]. They use two pointers, one pointing to the misused variable, and
the second one pointing to the correct variable that should replace the misused
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x1 = 0
x2 = 1
x3 = max(x1, x1)

Listing (3.1) The original buggy program.

__start__

x2 = 1

Listing (3.2) Fragment 1

x1 = 0

x3 = max(x1, x1)

Listing (3.3) Fragment 2

x2 = 1

__end__

Listing (3.4) Fragment 3

Figure 3.1: Code representation of sk_p [72]. It uses three consecutive statements
and removes the middle statement. All consecutive statements are extracted from
the original buggy program to create code fragments. The model is trained to
predict the missing middle statement of each code fragment.

variable. The input representation is the tokens of the target function. The
output representation is the two pointers.

Bhatia et al. develop an approach to fix syntactic and functional errors in
introductory programming assignment [123]. The syntactic errors are fixed with
a LSTM model called Synfix. The input representation is the tokens before the
error location of the input program, where rare tokens are renamed to a general
token. The output representation is the most likely token that continues after
the error location.

Santos et al. use a LSTM language models to localize and repair Java syntax
errors [124]. They trained two LSTM models, one predicts the next token given
the prefix context, and the second one predicts the previous token given the
suffix context. They sum the cross-entropy value, which acts as a proxy for the
naturalness of source code, for both models for each token location. The higher
the cross-entropy value, the more likely it is the buggy location. The identifier
and literals are renamned to their type. The input representation is the buggy
program with a syntax error, and the output representation is the fixed program.

Ratchet is a LSTM-based model for repairing Java bugs [125]. The input
representation is a token sequence of the buggy statement and the output rep-
resentation is a token sequence of the fixed statement. Ratchet found that its
models struggle to generate the method arguments, therefore they rename them
into special tokens.

Encore is an ensemble learning approach using CNN to repair bugs in mul-
tiple languages [126]. Ensemble learning means that they combine models with
different hyper-parameters by selecting the prediction with the highest likelihood
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generated by each model. The input representation is the tokens for the buggy
line. The output representation is the tokens for the fixed line. They split tokens
based on camel/snake case, as well as underscores to minimize the vocabulary.

RLAssist is a tool based on reinforcement learning for repairing C syntax
errors [127]. RLAssist consists of an agent performing actions on the state (source
code). The state is the cursor position in the program. The action can be to
move the cursor or modify the string at the current cursor position. The agent
is implemented as a LSTM model. The input representation can be seen as the
characters of the program. The output representation can be seen as a sequence
of cursor movement and string updates.

CoCoNuT uses ensemble learning on encoder-decoder models for program
repair in multiple programming languages [128]. The model is a CNN model
called FConv instead of the more common LSTM or transformer models. To
deal with the OOV problem, they generate subtoken using camel/snake case and
rename literals to their type. The input representation is the buggy method and
the buggy lines as two sequences that are used as input to two encoders. The
output representation is the fixed source code lines as a token sequence.

SED is a neural program synthesis for the Karel language [129]. The pro-
gram synthesis is done in three steps, the first step is the program synthesis, the
second step runs the synthesized program input-output pairs, and the third step
uses a neural network to fix bugs in the synthesized program. The third step,
called debugger, is implemented as a LSTM encoder-decoder model. The input
representation is the program tokens as a sequence. The output representation is
tokens representing edit operations.

MultiFix is an approach that tries to fix multiple compiler errors at once [130].
The novelty is that they learn the optimal alignment between the correct and
erroneous programs. The model is an encoder-decoder model with LSTM. The
input representation is the source tokens for the erroneous programs and the
output representation is the source code token for the correct program.

Samplefix aims to fix compiler errors in C with LSTM-based variational au-
toencoders to generate diverse fixes [131]. Samplefix includes a regularizer that
encourages the generation of diverse fixes. The input representation is similar
to DeepFix, i.e. tokens for the whole program with a line number token before
each line. Variables are renamed to their types. The output representation is the
tokens for the fixes.

Rahman et al. propose a bi-directional LSTM language model for repairing
C programs [132]. The input representation is the token sequence for the buggy
program and the output representation is the fixed program token sequence.

RepairNet is a program repair approach based on LSTM seq2seq model for C
compiler errors [133]. The input representation is a sequence of a line number,
source code tokens, and error message pairs. The output representation is a line
number and the fixed source code tokens to replace the buggy line.

Hephaestus is a program repair tool for Java that studies if using edit opera-
tions as output is a better choice than outputting the whole fixed program [134].
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The edit operations are based on the Levenshtein Distance algorithm that works
on the token level. Variables in the buggy method are first renamed according
to their type, as used as the input representation. The output representation is
either tokens for the fixed method or the edits operations. The model is based
on a LSTM encoder-decoder model.

ARJANMT is a framework that incorporates seq2seq learning into traditional
generate and validate program repair approach [135]. Instead of using repair
ingredients that exist in the same program, ARJANMT uses SequenceR, a LSTM
seq2seq model with copy mechanism, to generate potential fixes, and it validates
the suggested fixes. The input representation of the deep learning model is the
same as SequenceR, i.e. tokens of the buggy method, class attributes of the buggy
class, and function signature of non-buggy methods. The output representation
is tokens for the fixed line.

Szalontai et al. propose an approach to refactor non-idiomatic code snippet
in Python [136]. They use three different neural networks to achieve this task:
1. localize the non-idiomatic code snippet, 2. determines the type of refactor,
3. extract used variables. Step a) and c) are both implemented with LSTM
models. The input representation is the token sequence of the program, with
variable renamned to a special token. The output representation is the refactored
program.

GLAD is a repair approach that aims to generate bug fixes that require gener-
ating additional code instead of changing existing code [137]. It is done by using
a language model based on GRU to synthesize an if statement from the faulty
statement’s context. The input representation is tokens for the buggy method un-
til the buggy location, and two additional if ( tokens is added as the repair seed.
The output representation is the tokens that continue from the buggy location.
They use a grammar-directed decode strategy which allows GLAD to almost al-
ways generate syntactically correct predictions. The tokens are processed with
BPE to subtokens to handle the OOV problem.

3.1.2 Transformer

CuBERT is a pre-trained contextual embedding for source code, trained with the
BERT architecture [138]. CuBERT is a Transformer encoder that is pre-trained
on a large Python corpus to predict values of masked tokens. CuBERT is eval-
uated on classification tasks: variable misuse, wrong binary operator, swapped
operand, predicting the right exception, and finding the right documentation for
a function. The input representation is the program sequence where the identifier
is split by camel/snake case and all vocabulary is then generated with subtoken.
The output representation can be a pointer pointing to the buggy location, tokens
representing the fixed code, or combining both.

Ding et al. investigate the phenomenon whenever "software patching is like
language translation" [139]. They found that treating bug fixes as language trans-
lation suffers from design decisions that are built into the translation model. How-
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Figure 3.2: The Modit [141] code representation. The input representation is three
modalities which are the buggy line shown in the blue box, the guidance (they use
the commit message) shown in the gray box, and the context shown in the red box.
They are all concatenated and tokenized in the yellow box. The Modit model takes
it and generates a fixed line, shown in the green box, to replace the buggy line.

ever, generating code edits might be a better approach and they implemented a
proof-of-concept tool based on the Transformer model that is shown to be more
effective than translation models. The input representation is the subtokens gen-
erated from BPE. The output representation is two pointers, pointing to the
start and end location of the code edit, followed by tokens that should replace
the tokens between the two pointers.

BIFI is an unsupervised model for program repair on Python and C pro-
grams [140]. Unsupervised means that it can be trained on unlabeled data. It is
done by having a model learn to insert a bug into the program, and this procedure
creates data that can be used to train a program repair model. The architecture
for BIFI is the Transformer model. The input representation is the buggy func-
tion source code tokens as a sequence, and the output representation is the fixed
function source code tokens as a sequence.

CURE is an APR tool trained to repair Java bugs [77]. CURE first trains a
transformer-style programming language model on a general programming lan-
guage corpus, and uses it to initialize the encoder-decoder model, which is later
fine-tuned on the program repair task. Multiple encoder-decoder models are
trained to do ensemble learning. In their approach, the OOV problem is ad-
dressed by using BPE to generate subtokens. The input representation is the
buggy method tokens and tokens at the buggy lines as two sequences to two
encoders, and the output representation is the fixed code lines as a sequence of
tokens.

Modit is a repair tool that uses three modalities of source code, the buggy code,
the buggy method, and the commit message, to fix Java bugs [141]. The input
representation is the three modalities combined into a single sequence separated
by a special token, where the sequence is tokenized into subtokens. The output
representation is the tokens representing the fixed buggy line. Modit is based on
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the Transformer model and the decoder is capable of copy tokens from the input
sequence. Figure 3.2 is an illustration of the Modit code representation.

DeepDebug is a program repair approach for fixing Java bugs [142]. It is a
Transformer model that is first pre-trained on a large GitHub dataset with the
denoising task, then fine-tuned on the repair task. The input representation is
the buggy method tokenized into subtokens with BPE. The output representation
is the fixed method. They also use the copy mechanism to copy tokens from the
input if necessary.

Huang et al. introduce pyramid encoder in seq2seq models for program re-
pair [143]. The pyramid encoder combines two consecutive hidden states in the
previous layers, essentially reducing the input length by half. Using the pyramid
in GRU and Transformer models, they find that it increases the computation and
memory efficiency of seq2seq models. The input representation is the tokens for
the buggy program, and the output representation is the tokens for the fixed pro-
gram. To deal with the OOV problem, they rename function names while keep
other variables the same.

CodeT5 is a pre-trained encoder-decoder Transformer model for code under-
standing and generation [144]. CodeT5 employs an identifier-aware pre-training
task that enables the model to better understand source code. They evaluate
CodeT5 on multiple code-related tasks, including program repair. The input rep-
resentation is a serie of tokens notifying the model what the task is, followed by
the token sequence. The output representation is the updated source code or
natural language token sequence depending on what the task is. CodeT5 uses
BPE to tokenize the input sequence to subtokens.

PLBART is a pre-trained Transformer model learned on data of natural and
programming languages [145]. The input to the model is appended with a spe-
cial token indicating the language of the input. The pre-training strategies are
token masking, token deletion, and token infilling. PLBART is evaluated on code
summarization, code generation, code translation and code classification.

ContraCode is a pre-training task designed for language models to learn code
functionalities instead of its form [146]. The insight is that the model should
learn to recognize program variants generated from semantic persevering program
transformations. It learns a representation that is invariant to these transforma-
tions. They evaluate ContraCode on code clone detection, type inference, and
code summarization tasks by pre-training a randomly initialized Transformer.

CoTexT is a Transformer model trained with multi-task for natural and pro-
gramming language [147]. CoTexT is first pre-trained on natural and program-
ming languages, then fine-tuned for multi-task learning by adding a prefix token
representing the task. The tokenization is done with SentencePiece that gener-
ated subtokens as the vocabulary. CoTexT is evaluated on code summarization,
code generation, code refinement, and defect detection.

RewardRepair is a Transformer-based model for Java bugs that consider the
execution result in its training pipeline [148]. It uses a two-phase training, the first
phase is the syntactic training with bug-fix pairs. The second phase is semantic
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training, where the prediction of the model is also executed to calculate a reward
used to update the parameters of the model. The input representation is a buggy
source code line with its context as a sequence. The output representation is
the fixed source code line. RewardRepair uses subword tokenization to generate
subtokens as vocabulary.

SelfAPR is a self-supervised program repair model that fixes Java bugs [149].
SelfAPR uses a perturbation model to generate the synthetic buggy program, used
to train a Transformer model to generate patches. They use compilers and test-
suite to validate if a bug is introduced in the program. The error message from the
compiler or test suite is concatenated with the buggy as the input representation.
The input sequence is tokenized into subtokens. The output representation is the
fixed program.

TransRepair is another approach for repairing compilation errors in c [150].
They build a list of variable uses and declarations, the buggy function, and the
compiler diagnostic, using them as input representation as a sequence to a Trans-
former encoder. The output representation is a buggy line number and the cor-
responding repaired statement. The decoder is able to copy token from the input
sequence.

SynShine is a program repair tool for fixing Java syntax errors that is in-
tegrated into Visual Studio Code [151]. It is divided into three stages, each
stage uses different models to fix different issues. The first stage uses a Trans-
former-based model to fix the imbalance curly bracket. The second stage uses a
RoBERTa-based model to fix the syntax error. The third stage uses a masked
language model to predict the unknown token, which can exist from the output
of the previous stage, to finalize the repair code. The input representation is
the program with syntax errors. The output representation is the position of the
change and the tokens for the actual change. SynShine uses BPE to limit the
subtoken vocabulary size.

Seqtrans is a repair tool for fixing Java vulnerabilities with a Transformer
model [152]. It is first trained on a bug fix corpus and then fine-tuned on vul-
nerability fixes. The input representation is the buggy method and the class at-
tributes that are used in the buggy method, where variable names are renamned
according to their type. The output representation is the tokens for fixed source
code lines.

NSEdit is a Transformer-based program repair method for Java programs [153].
The input representation can either be the correct source code token sequence
or a token sequence where variable names are renamed, which is later tokenized
into subtokens with BPE. The output representation is the edit operations on the
input tokens. The edit operations are based on string manipulations.

CPR, an abbreviation for casual program repair, is a program repair method
built upon seq2seq models to use causal inference [154]. They propose a data
augmentation strategy to find the causal relationship between the input program
and the fixed program. They applied CPR on top of SequenceR, FConv, and
CodeBERT, and found it could improve their performance. The input represen-
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tation is the input representation of SequenceR, FConv, and CodeBERT, and
similarly for the output representation.

Bug-Transformer is a Transformer-based program repair approach to fix Java
bugs [155]. It applies a token pair encoding, TPE, that is similar to BPE, but
generates new vocabulary by combining tokens instead of characters. Then, the
learned token pairs are renamed according to their type. The input representation
is the token sequence of the buggy method, and the output representation is the
token sequence of the fixed method.

CoditT5 is a pre-trained LLM trained on source code [156]. The pre-training
objective of CoditT5, instead of predicting the masked token, is to predict the
edit operations to recover the masked token. This pre-training objective allows
it to learn edit operations during the pre-training phase. The input represen-
tation of CoditT5 is the token sequence of buggy source code, and the output
representation is the edit operations.

Sun et al. propose a new code representation using BERT models to repre-
sent android bytecode [157]. The code representation is used to generate vector
representation for an Android bytecode class. It is done by embedding each indi-
vidual statement in the class using BERT models and then aggregating all vectors
either by add, average, random, or bilinear interpolation. They evaluate the rep-
resentation of malicious code localization, defect prediction, and comment type
prediction.

FuzzPretrain is a code representation that incorporates test cases and their
execution during pre-training [158]. The code representation is the token sequence
of the program and multiple test cases synthesized with a fuzzer. To pre-train
this representation, they use the common masked language modeling task, but
also a classification task to determine whenever a test output is paired with the
test in the code representation. They evaluate the code representation with the
default representation of CodeBERT and UniXcoder on the code search, clone
detection, and text search tasks.

3.1.3 Pre-train Transformer

TFix is a fine-tuned model of the T5 model, used to generate code fix for JavaScript
programs [159]. Instead of constructing complex code representations such as
customized trees and graphs, they treat the code-fix problem as a text-to-text
problem, where the input and output are both trees. The input representation
to the model is a sequence that is a concatenation of the error line, the error
type, the error message, and the buggy program. The output representation is
the fixed lines that should replace the buggy lines. The input is tokenized with
BPE into subtokens.

CodeXGLUE is a benchmark for code understanding and generation [160].
They have collected many Code-Code, Text-Code, Code-Text, and Text-Text
datasets, and established baselines with Transformer-style CodeBERT, CodeGPT,
and encoder-decoder models. All models use BPE to subtokenize the input se-
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Figure 3.3: The CIRCLE [163] code representation. It constructs a prompt con-
sisting of the buggy line, the context, and the fixed to be filled in by the model.
The model can be any model that is pre-trained with the fill-in-the-blank task.

quence. For the code repair task, their input representation is the token sequence
of the buggy method. The output representation is the token sequence of the
fixed method.

Mashhadi and Hemmati evaluate Transformer-based CodeBERT on the task
of repairing simple Java bugs [161]. CodeBERT uses BPE to tokenize the input
into subtoken. The input representation is the token sequence of the buggy source
code and the output representation is the fixed source code.

AlphaRepair is a tool that uses directly a large language model train on code to
fix bugs without any fine-tuning [162]. The insight is that instead of repairing bugs
through editing, we can directly predict the correct code based on the context.
It first replaces buggy lines with <MASK> tokens, and then asks CodeBERT, a
Transformer style language model, to fill in these tokens. The input representation
is the tokens for the buggy line as a comment, the context around the buggy line,
and the masked line. The output representation is the tokens to replace the
masked line. The OOV problem is mitigated by using subtokens.

CIRCLE is a repair approach that is based on the Transformer-based T5 model
to repair bugs in multiple languages [163]. They consider repair as a fill-in-the-
blank task, by having in the input representation, the buggy line and the buggy
method followed by a prompt asking for the fixed with a mask token. The output
representation is the model’s prediction for the mask, which is a sequence of
tokens of the fixed line. CIRCLE continually learns bug fixes from new datasets,
or from previous examples where it generated wrong answers. Figure 3.3 is an
illustration for the code representation of CIRCLE.

VulRepair is an automated vulnerability repair tool for C programs based on
the T5 model [59]. The buggy method is tokenized with BPE into subtokens
and used as the input representation. The output representation is a sequence
representing the edit operations for fixing the buggy methods.

Lajkó et al. fine-tuned Transformer-based GPT2 on the task of generat-
ing JavaScript bug fixes [164]. They trained the GPT2 model with collected
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JavaScript bugs. The input representation is the tokens before the buggy loca-
tion. and the output representation is the tokens for the fixed line. The GPT2
model uses BPE to generate subtokens.

Mastropaolo et al. study the performance of fine-tuned T5 model on various
code-related tasks, and if knowledge can be transferred between the tasks [165].
The variables in the input sequence are first renamned according to their type,
then tokenized into subtokens with BPE. The input representation is the token
sequence of the buggy method, and the output sequence is the token sequence of
the fixed method.

Prenner et al. evaluate the program repair performance of Transformer-based
Codex on the Quixbug benchmark [166]. The input representation can either be
the token sequence of the buggy code, buggy code with fault location, buggy code
with docstring, docstring, or the fixed code (to check if Codex would break the
correct code). The output representation is the token sequence of the fixed code.
Codex uses BPE to subtokenized the input sequence.

Xia et al. evaluate 9 LLMs trained on source code on the task of program
repair [167]. The selected LLMs are generative or infilling types, therefore they
have designed different input representations: 1. Complete function generation:
This setting is for generative LLMs. The input representation is the token se-
quence of an example bug fix followed by the actual buggy method that we want
the model to fix. This representation enables few-shot learning. The output rep-
resentation is the fixed method token sequence. 2. Correct code infilling : This
setting is for infilling LLMs. The input representation is the token sequence of
the buggy code, where the buggy location is masked with a masked token. where
The output representation is the token sequence to replace the masked token.
3. Single line generation: This setting is for both generative and infilling LLMs.
The input representation for the infilling LLMs is still the token sequence of the
buggy code where the buggy location is masked with a masked token. But the
input representation for generative LLMs is the token sequence before the buggy
location. The output representation for both is the fixed source code line tokens.
All LLMs use different strategies to create subtoken vocabularies.

MMAPR is program approach to fix syntactic and semantic Python bugs with
the Transformer-based Codex model [168]. MMAPR consists of two phases, the
syntax phase and the semantic phase, both using the Codex model. The input
representation of the syntax phase is the token sequence of the compiler error
message and the relevant code snippet. The output representation of the syntax
phase is the token sequence of the fixed code snippet to replace the buggy code
snippet. The input representation of the semantic phase is the token sequence
of the buggy program, the program description, and the test cases. The output
representation is the fixed program. Codex under the hood, uses BPE to generate
subtokens to solve the OOV problem.

Fan et al. evaluate whenever the edit mode of Codex can repair bugs in pro-
grams generated by Codex [169]. The input representation is a natural language
instruction, such as "fix the bug in the program" or "fix line n", and the buggy
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program. The output representation is the edits made by the Codex model.
RING is a multi-language program repair tool built upon Codex, a descendant

of Tranformer-based GPT3 trained on source code [170]. They take advantage of
the few-shot learning capability of large language models and include examples
of bug fixes in the prompt. The prompt that they designed as the input represen-
tation includes the error message, examples of similar bug fixes, and the buggy
program. The output representation is the fixed program. Codex, the core large
language model behind RING, is using subtokens to deal with the OOV problem.

Jiang et al. evaluate 10 code large language models on 4 program repair bench-
marks [171]. For the generative LLMs, the input representation is the prefix con-
text of the buggy location, with the buggy line as an optional input. For the
infilling LLMs, the input representation is the buggy method where the buggy
method, where the buggy line is replaced with a mask token. Similarly, the orig-
inal buggy line can be added as a comment for the infilling LLMs. The output
representation is the fixed code tokens. All LLMs are Transformer-based and use
some kind of subtokenization to avoid the OOV problem.

Xia and Zhang propose a conversational program repair based upon Trans-
former-based OpenAI chatbot, ChatGPT [172]. It is an iterative approach by
first providing the buggy program and asking ChatGPT to fix the program. The
program in the ChatGPT’s answer is run against the test suite. If it fails, then
the authors provide the test output to the conversation and ask it again to fix
the program until it generates a program that passes the test suite. The input
representation can be considered to be the token sequence of the whole previous
chat history, and the output representation is the fixed program. ChatGPT uses
subtokens to avoid the OOV problem.

Tian et al. evaluate ChatGPT’s performance on common software engineering
tasks [173]. The tasks are code generation, program repair, and code summariza-
tion. The input representation is a sequence of the method description and the
buggy method. The output representation is the fixed method.

RustAssistant is a Rust compiler error repair tool built upon the Transformer-
based OpenAI models, ChatGPT and GPT4 [174]. The input representation is
prompt consisting of a preamble explaining the context, the error message with
the faulty code snippet, instructions for fixing the error, and instructions with
examples on how to format the output into a changelog. The output representa-
tion is a changelog. This is an iterative process until the compiler error is fixed.
Both ChatGPT and GPT4 use subtokens to avoid the OOV problem.

Cao et al. study how to design the prompt for ChatGPT for program repair,
and the performance of basic and more advanced prompts [175]. The input rep-
resentation is a simple instruction followed by the buggy code (basic prompt), or
an instruction with more details like intention and expectation, also followed by
the buggy code. The output representation is the fixed source code.

Ahmed and Devanbu study a new way of using ChatGPT for program repair
by prompt design and output sampling [176]. It is built upon the idea of chain-
of-thought, in which instead of asking the model for problem-solution pairs, you
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ask the model in the form of problem-explanation-solution. They sample multiple
explanation-solution pairs and use the most frequent solution as the output. The
input representation is the 8 examples of bug fixes (few-shot learning) and their
commit message (act as explanation), followed by the buggy function. The output
representation is the fixed function.

Wu et al. evaluate 5 LLMs, 4 fine-tuned LLMs, and 4 deep learning-based
automatic program repair tools on Java benchmarks [177]. To avoid the data
leakage problem, i.e. when testing data already exists in the training data, they
create VJBench and VJBench-trans. The input representation to LLMs is the
buggy function and various ways to provide hints to the model about the buggy
location and mask the buggy line. The output representation is the fixed source
code lines.

InferFix is an end-to-end program repair approach by Microsoft to fix bugs
reported by the static analyzer tool Infer [178]. The bug is first detected and
localized by the Infer tools. Then, they search for semantically equivalent vul-
nerable code and their fixes in a database. The bug type, buggy location, related
fixes, the context around the bug, and the buggy method itself are all used to
construct a prompt representing the input representation that is used as input to
the OpenAI Codex model. The output representation is the generated fixes.

3.1.4 Others

Harer et al. propose to generative adversarial networks (GAN) [180] to train
encoder-decoder style repair model to fix software vulnerabilities [179]. GAN
does not need labeled data and therefore can be trained on a larger corpus com-
pared to the labeled pairs needed to train an encoder-decoder model. The input
representation is the source code tokens in the vulnerable function, and the output
representation is the source code tokens in the fixed function.

DeepRepair is a deep-learning model that reasons about code similarities [181].
The code similarity allows them to prioritize and transform statements in a code
base that can be used to repair bugs. The input representation is the source
code tokens where literal are renamed to their corresponding type. A recursive
autoencoder is used to generate an embedding for the input source code tokens,
and the embedding is used to find the repair ingredient to fix the bug.

Yang et al. propose two neural networks for bug localization and bug repair
for C and Java programs [155]. The bug repair neural network is a Seq-GAN
model. The input representation is the token sequence of the buggy program and
the output representation is the token sequence of the fixed program.

3.1.5 Summary

Table 3.1 is the table of all related work presented in this section that uses the
sequence representation. "Year" column is the publishing year in which the work
"Title" is published in "Venue". "Language" is the target language that the model
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is trained or evaluated on, "Model" is the deep learning mode, and "OOV" is the
OOV technique they use to deal with the OOV problem. "-" in a column means
that the information is missing in the paper.

We can clearly see the trend of moving from LSTM & GRU to the Transformer
model. This reason is that the Transformer is better at dealing with longer range
dependencies and the training can be parallelized. This leads to larger models
that can be pre-trained to work better with more data. Examples of large pre-
trained Transformer models on source code are CodeBERT [90], PLBART [145]
and CodeT5 [144]. With Transformer also comes the shift from using identifier re-
naming and splitting using camel/snake case, which are domain specific solutions
for OOV in source code, to the more general solution of using subtokenization.
We hypothesize that it is because 1. subtokenization completely alleviates the
OOV problem. 2. subtokenization is faster and more reliable than identifier re-
naming because it is only based on string manipulation. 3. subtokenization has
proven to work on NLP tasks.

However, representing source code as mere sequences, as is done in many
NLP models, might be oversimplifying its inherent complexity. Unlike natural
language, which often has a linear flow, source code is essentially structured. It
is composed of loops, conditional branches, and function calls, all intricately put
together within a framework of strict syntax and semantics. Additionally, the
primary objective of source code is to be executable, making it crucial that its
representation retains this intention and structure. While the sequence repre-
sentation of source code captures the order of tokens, it might miss the deeper
hierarchical and control relationships prevalent in programming languages. More-
over, it is not even clear if the model "understands" simpler tasks. Berglund et al.
find that large language models failed to learn "B is A" when they are trained
on "A is B" [182]. The challenge of sequence representation of source code is to
understand whether the model really learned the hierarchical structure of source
code only based on a linear chain of source code tokens.

Table 3.1: Related work of deep learning of code that uses sequence representation

2016 SPLASH sk_p: A Neural Program Corrector for
MOOCs [72]

Python LSTM rename

2017 AAAI DeepFix: Fixing Common C Language Errors
by Deep Learning [12]

C GRU rename

2018 ASE An Empirical Investigation into Learning
Bug-Fixing Patches in the Wild via Neural
Machine Translation [74]

Java LSTM and
GRU

rename

2018 ICSE-
SEET

Compilation Error Repair: For the Student
Programs, From the Student Programs [73]

C LSTM rename

2018 NeurIPS Learning to Repair Software Vulnerabilities
with Generative Adversarial Networks [180]

C/C++ GAN -

2018 NeurIPS Neural Program Repair by Jointly Learning
to Localize and Repair [122]

Python LSTM -

Year Venue Title Language Model OOV

Continued on next page
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Table 3.1: Related work of deep learning of code that uses sequence representation (Continued)

2018 ICSE Neuro-symbolic Program Corrector for Intro-
ductory Programming Assignments [123]

Python LSTM rename

2018 SANER Syntax and Sensibility: Using Language Mod-
els to Detect and Correct Syntax Errors [124]

Java LSTM rename

2018 arXiv Learning to Generate Corrective Patches Us-
ing Neural Machine Translation [125]

Java LSTM rename

2019 SANER Sorting and Transforming Program Repair In-
gredients via Deep Learning Code Similari-
ties [181]

Java Recursive
Autoen-
coder

rename

2019 arXiv Encore: Ensemble Learning Using Convolu-
tion Neural Machine Translation for Auto-
matic Program Repair [126]

Multi-
language

CNN camel/snake
case

2019 AAAI Deep Reinforcement Learning for Syntactic
Error Repair in Student Programs [127]

C LSTM rename

2020 ISSTA CoCoNuT: Combining Context-Aware Neural
Translation Models using Ensemble for Pro-
gram Repair [128]

Multi-
language

CNN rename
and
camel/s-
nake case

2020 ICML Learning and Evaluating Contextual Embed-
ding of Source Code [138]

Python Transformer camel/snake
case and
subtoken

2020 ASE Patching as Translation: the Data and the
Metaphor [139]

Java Transformer subtoken

2020 NeurIPS Synthesize, Execute and Debug: Learning to
Repair for Neural Program Synthesis [129]

Karel LSTM -

2020 SAC Applying Deep Learning Algorithm to Auto-
matic Bug Localization and Repair [155]

Java and
C

Seq-GAN camel case

2021 ICML Break-It-Fix-It: Unsupervised Learning for
Program Repair [140]

Python
and C

Transformer -

2021 EMNLP MultiFix: Learning to Repair Multiple Errors
by Optimal Alignment Learning [130]

C LSTM -

2021 ICSE CURE: Code-Aware Neural Machine Transla-
tion for Automatic Program Repair [77]

Java Transformer subtoken

2021 ICML TFix: Learning to Fix Coding Errors with a
Text-to-Text Transformer [159]

JavaScript Transformer subtoken

2021 ASE On Multi-Modal Learning of Editing Source
Code [141]

Java Transformer subtoken
and copy

2021 MAPS Generating Bug-Fixes using Pretrained
Transformers [142]

Java Transformer subtoken
and copy

2021 ECML
PKDD

SampleFix: Learning to Generate Function-
ally Diverse Fixes [131]

C LSTM rename

2021 frai Application of Seq2Seq Models on Code Cor-
rection [143]

C/C++
and Java

GRU and
Trans-
former

rename

2021 NeurIPS
DBT

CodeXGLUE: A Machine Learning Bench-
mark Dataset for Code Understanding and
Generation [160]

Multi-
language

Transformer subtoken

2021 MSR Applying CodeBERT for Automated Program
Repair of Java Simple Bugs [161]

Java Transformer subtoken

2021 Symmetry A Bidirectional LSTM Language Model for
Code Evaluation and Repair [132]

C LSTM -

2021 EMNLP Codet5: Identifier-aware Unified Pre-trained
Encoderdecoder Models for Code Understand-
ing and Generation [144]

Multi-
language

Transformer subtoken

Year Venue Title Language Model OOV

Continued on next page
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Table 3.1: Related work of deep learning of code that uses sequence representation (Continued)

2021 AIED RepairNet: Contextual Sequence-to-Sequence
Network for Automated Program Repair [133]

C LSTM -

2021 arXiv Unified Pre-training for Program Understand-
ing and Generation [145]

Multi-
language

Transformer subtoken

2021 arXiv Contrastive Code Representation Learn-
ing [146]

JavaScript Transformer subtoken

2021 NLP4Prog CoTexT: Multi-task Learning with Code-Text
Transformer [147]

Java and
Python

Transformer subtoken

2022 ICSE Neural Program Repair with Execution-based
Backpropagation [148]

Java Transformer subtoken

2022 ASE SelfAPR: Self-supervised Program Repair
with Test Execution Diagnostics [149]

Java Transformer subtoken

2022 ESEC/FSE Less Training, More Repairing Please: Re-
visiting Automated Program Repair via Zero-
Shot Learning [162]

Java and
Python

Transformer subtoken

2022 ASE TransRepair: Context-aware Program Repair
for Compilation Errors [150]

C Transformer copy

2022 ISSTA Circle: Continual Repair across Programming
Languages [163]

Multi-
language

Transformer subtoken

2022 IEEE
TSE

SYNSHINE: improved fixing of Syntax Er-
rors [151]

Java Transformer subtoken

2022 IEEE
TSE

Seqtrans: Automatic Vulnerability Fix Via
Sequence to Sequence Learning [152]

Java Transformer rename

2022 ESEC/FSE VulRepair: A T5-Based Automated Software
Vulnerability Repair [59]

C Transformer subtoken

2022 SANER Can We Automatically Fix Bugs by Learning
Edit Operations? [134]

Java LSTM rename

2022 NeurIPS-
DL4C

Fix Bugs with Transformer through a Neural-
symbolic Edit Gramma [153]

Java Transformer rename
and subto-
ken

2022 APR Towards Javascript Program Repair with
Generative Pre-trained Transformer [164]

JavaScript Transformer subtoken

2022 IEEE Ac-
cess

Improving Search-Based Automatic Pro-
gram Repair With Neural Machine Transla-
tion [135]

Java LSTM copy

2022 IEEE
TSE

Using Transfer Learning for Code-Related
Tasks [165]

Java Transformer rename
and subto-
ken

2022 APR Can OpenAI’s Codex Fix Bugs? [166] Java and
Python

Transformer subtoken

2022 IntelliSys Detecting and Fixing Nonidiomatic Snippets
in Python Source Code with Deep Learn-
ing [136]

Python LSTM rename

2022 IJCNN Leveraging Causal Inference for Explainable
Automatic Program Repair [154]

Multi-
language

LSTM or
Trans-
former

copy or
subtoken

2022 arXiv Practical Program Repair in the Era of Large
Pre-trained Language Models [167]

Multi-
language

Transformer suboken

2022 JCSC Bug-Transformer: Automated Program Re-
pair Using Attention-Based Deep Neural Net-
work [155]

Java Transformer TPE and
rename

2022 arXiv Repairing Bugs in Python Assignments Using
Large Language Models [168]

Python Transformer subtoken

Year Venue Title Language Model OOV

Continued on next page
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Table 3.1: Related work of deep learning of code that uses sequence representation (Continued)

2022 ASE CoditT5: Pretraining for Source Code and
Natural Language Editing [156]

Multi-
language

Transformer subtoken

2022 arXiv Automated Repair of Programs from Large
Language Models [169]

Multi-
language

Transformer subtoken

2023 AAAI Repair Is Nearly Generation: Multilingual
Program Repair with LLMs [170]

Multi-
language

Transformer subtoken

2023 ICSE GLAD: Neural Predicate Synthesis to Repair
Omission Faults [137]

Java GRU subtoken

2023 ICSE Impact of Code Language Models on Auto-
mated Program Repair [171]

Multi-
language

Transformer subtoken

2023 arXiv Conversational Automated Program Re-
pair [172]

Multi-
language

Transformer subtoken

2023 arXiv Is ChatGPT the Ultimate Programming As-
sistant - How far is it? [173]

Multi-
language

Transformer subtoken

2023 arXiv Fixing Rust Compilation Errors using
LLMs [174]

Rust Transformer subtoken

2023 arXiv A study on Prompt Design, Advantages and
Limitations of ChatGPT for Deep Learning
Program Repair [175]

Multi-
language

Transformer subtoken

2023 ASE Better patching using LLM prompting, via
Self-Consistency [176]

Multi-
language

Transformer subtoken

2023 IEEE
TSE

DexBERT: Effective, Task-Agnostic and Fine-
grained Representation Learning of Android
Bytecode [157]

Dalvik Transformer subtoken

2023 arXiv How Effective Are Neural Networks for Fixing
Security Vulnerabilities [177]

- - -

2023 arXiv Code Representation Pre-training with Com-
plements from Program Executions [158]

Multi-
language

Transformer subtoken

2023 arXiv InferFix: End-to-End Program Repair with
LLMs [178]

Java and
C#

Transformer subtoken

Year Venue Title Language Model OOV

3.2 Tree Representation

Tree representation is often built upon the AST. Due to the tree structure, we
cannot simply apply a deep learning algorithm that works on the sequential input.
Often they use tree equivalent sequential deep learning algorithms such as Tree-
LSTM [96] or Tree-Transformer [98], or simply linearize the AST tree and use
the sequential deep learning algorithm. At the end of this section, we present a
summary of all related work with tree representation in subsection 3.2.1.

TBCNN is a way to learn a representation of programming languages over
AST [183]. The AST is first converted where each node is represented with a
vector. A tree-based convolution, similar to CNN, is applied on the AST with
vectors as nodes, followed by max and dynamic pooling to get a single vector
representation of the whole program. They evaluate TBCNN on program clas-
sification and find it performs better than RNN and a multi-layer deep neural
network.

Share, Specialize, and Compete is a framework propose by Devlin et al. for
automated program repair [184]. The Share component computes an embedding
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on the AST by converting to a sequence by depth-first traversal. The sequence
is embedded using a bi-directional LSTM. Then, the embedding is used as input
to models in the Specialize component, which consists of different models special-
ized to fix certain types of bugs. All predictions are compared in the Compete
component to select the most probable one. Therefore the input representation
is the linearized AST tree, and the output representation is dependent on the
models used in the Specialize component.

CODIT is a tree-based neural model that can fix Java bugs [66]. It consists
of two encoder-decoder models, where the first one predicts structural changes in
the AST, and then the second one concertizes the structural change by predicting
the tokens. Both encoder-decoder models are based on LSTM. The input repre-
sentation is the sequence of rules (tokens) following a context-free grammar. The
output representation is the updated rules representing the fixed tree. CODIT
copies the source token that has the highest attention it predicts the <UNK>
token.

DeepDelta is a deep neural network model for fixing compilation errors in
Java programs [185]. The model is an encoder-decoder model with LSTM gates.
The input representation is the compiler diagnostic and the AST path from the
root to the buggy node. The output representation is AST changes that should
be applied to the original AST to fix the compiler error.

Code2Seq is code representation based on AST paths [186]. They sample
k AST paths between leaf nodes in the AST. The sampled AST paths are fed
into LSTM models and aggregated using a fully connected layer. They evaluate
Code2Seq on method name prediction and comment generation. Figure 3.4 is an
illustration of the code2seq code representation. In the example, we extracted
two AST paths from the AST.

Code2Vec is another code representation based on AST paths [187]. The
difference between Code2Vec and Code2Seq is that instead of aggregating k sam-
pled paths with a fully connected layer, Code2Vec uses an attention mechanism
to sum the sampled paths. They show that it outperforms Code2Seq, and other
state-of-the-art approaches on method name prediction.

ASTNN is an AST-based representation for source code [188]. It parses the
program to an AST and then extracts each statement sub-tree. All sub-trees are
embedded with RvNN and combined together with bi-directional GRUs. They
evaluate the representation with source code summarization and source clone
detection tasks.

DLFix is a tree-based model that learns code transformation from previous
bug fixes to repair Java bugs [189]. DLFix rename variables in a method to handle
the OOV problem. After renaming it parses to the buggy method to generate
AST for the whole method and the buggy sub-tree for the buggy location. The
input representation is these two trees, fed into a tree-LSTM model. The output
representation is the fixed sub-tree for the buggy sub-tree.

MTN is an AST-based neural model that uses different neural network units
for different AST substructures [190]. They employ a tree-LSTM model to encode
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(a) AST of an example program. The AST path between leaf nodes "10" and "y" is
marked in red, and the AST path between leaf nodes "pow" and "x" is marked in green.

(b) The sampled AST paths.

Figure 3.4: The code representation of code2seq [186]. They sample k random AST
paths between two leaf nodes. In this example, the sampled AST paths are between
"10" and "y", and "pow" and "2". The sampled AST paths are used to predict the
method name or comment.
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the AST. But instead of the child-sum operation in tree-LSTM, they designed dif-
ferent neural units for different AST semantic units (function declaration, while,
for, if, etc.). The representation learned from the modified tree-lSTM model is
evaluated on program classification and code clone detection.

Recoder is a syntax-guided decoder designed to generate edit operations for
program repair on Java programs [191]. The decoder is able to generate edit op-
erations that follow a grammar, and it can learn to choose non-terminal to apply
the edit operation. The output of the decoder can contain a placeholder, which
is enumerated between all possible variable names. Therefore they also rename
infrequent identifier names with placeholders in the input data. To evaluate Re-
coder, they implemented it together with a tree-Transformer model. The input
representation to the model is the AST for the faulty method and the partial tree
for the buggy lines. The output representation is the edit operations.

Tang et al. propose a grammar-based patch generation Transformer model for
automated program repair in Java programs [192]. The Transformer model has
two encoders, one to encode the token sequence, and one to encode the AST gram-
mar sequence, representing the input representation. The output representation
is the grammar-based edits, representing edits on the AST.

SynCoBERT is a multi-modal code representation based on natural language,
programming language, and linearized AST with depth-first traversal [193]. These
three modalities are concatenated and used as input to a Transformer model,
where the tokens are tokenized into subtokens with BPE. They design two pre-
training tasks for the source code representation, one is to predict if a token is
an identifier or not, second is the predict if there is an edge between two nodes
or not. They evaluate SynCoBERT on natural language code search, code clone
detection, code defect detection, and program translation.

TreeBERT is a pre-trained model for programming language based on AST [194].
They extract paths from the program AST, where each AST’s embedding is a
concatenation of the embedding of all nodes in the path. The paths are the input
to the Transformer model with tokens split into subtokens with BPE. They design
two pre-training objectives, one is to predict a masked node in a path, and the
second one is to predict whenever two nodes are switched with each other in a
path. TreeBERT is evaluated on code summarization and code documentation.

TPTrans is a method to incorporate AST paths into a Transformer model [195].
TPTrans modifies the self-attention to incorporate path information by using po-
sitional encoding methods to integrate path encoding into Transformer. TPTrans
is evaluated on the code summarization task.

InferCode is a self-supervised code representation based on AST [196]. Self-
supervised means that it can learn from unlabeled data. For InferCode, they train
the code representation by predicting if a subtree part of an AST is represented
by a vector representation encoded by a TBCNN model. They evaluate InferCode
on code clustering, code clone detection, code search, and code classification.

DEAR is an enhancement over DLFix to fix Java bugs [197]. However, it
is designed to fix bugs in multi-statements that can appear in multiple hunks.
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It does so by using several neural networks to find and group buggy statements
based on the result of spectrum-based fault localization. The learning algorithm
is still the tree-LSTM model. The input representation is the buggy method
AST as context and all buggy sub-trees for all buggy locations. The output
representation is all the fixed sub-trees.

SPVF is a repair tool to fix C/C++ vulnerabilities [198]. SPVF uses the
Transformer model with copy mechanism to deal with the OOV problem. The
input representation is the concatenation of the token sequence of the buggy
method, the linearized AST, and the keywords extracted from the vulnerability
report. The output representation is the token sequence of the patch.

UniXcoder is a multi-modal code representation [199]. The code representa-
tion includes the program tokens, the comment tokens, and the linearized AST
tokens. UniXcoder is trained with the common pre-training tasks of masked lan-
guage modeling, the next token prediction, and the denoising task. But for the
multi-modal data, they also designed multi-modal contrastive learning (differen-
tiate similar and dissimilar pairs of data) and cross-modal generation (generate
one modal from another) as two additional pre-training tasks. The code repre-
sentation is evaluated on the clone detection and code search tasks.

Bertolotti and Cazzola propose a code representation based on the AST, in-
cluding a new Transformer architecture, called CombTransformers dealing with
the quadratic spacial complexity [200]. The code representation is a sequence of
linearized statement ASTs, where the linearization is a pre-order visit of the state-
ment sub-tree. They evaluated the code representation, with the novel Comb-
Transformers architecture, on the task of code search and code summarization.

Horváth et al. evaluate different program representation and model architec-
ture for automated program repair [201]. The code representation they evaluated
are text-to-text, text-to-edit operations, and AST+text-to-text. The evaluated
models are T5, CodeT5, RoBERTa, CodeBERT, and GPTNeo. They conclude
that text-to-edit operations should be preferred, as they reduce the redundancy
between the input and output, but it can underperform in some cases.

MetaTPTrans is an extension of TPTrans that uses meta-learning to learn
the language-specific parameters of a model [202]. It has two learners, the meta
learner and the base learner. The meta learner learns the language-specific pa-
rameters for the base learner by taking the language type as input. The base
learner takes the source code as input, and weights are calculated from the meta
learner to generate the code representation as a vector. The base learner is the
TPTrans Transformer model. The representation is evaluated on the code sum-
marization and code completion task.

xASTNN proposes an improved AST-based code representation for industrial
use [203]. xASTNN extracts the statement subtrees from the AST and uses
gated recursive unit (GRvU) to encode the subtree. The subtree representation
sequence is then fed into bidirectional GRUs to learn the representation for the
program. xASTNN is evaluated against a range of code representations over the
tasks of code classification and code clone detection.
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3.2.1 Summary

Table 3.2 is the table of all related work presented in this section that uses the tree
representation. "Year" column is the publishing year in which the work "Title"
is published in "Venue". "Language" is the target language that the model is
trained or evaluated on, "Model" is the deep learning model and "OOV" is the
OOV technique they use to deal with the OOV problem. "-" in a column means
that the information is missing in the paper. The following sections present
summaries for all papers that use the tree representation.

We find the tree representation of source code to be almost synonymous with
the AST representation, as all related work in this section uses AST in some
way. This may be due to how AST is widely used in compilers to represent the
structure of the source code. Linearization of AST is also a popular choice where
the tree is represented by either some order of traversal in tree [200], or by a set
of AST paths between two leaf nodes [186].

The dominance of AST in the tree representations is by itself also a challenge.
There is almost no work on representing source code with a tree that is not an
AST, and it brings the question of whether the AST is the best tree representation
of source code. The limitation of AST is also there is no way to incorporate other
types of information into the tree representation, unlike the sequence or the graph
representation. Instead, related work that uses tree representation relies on using
multiple encoders to encode the AST and the buggy location to include other
sources of information [189], or linearize the AST and concatenate it with the
token sequence of the fault information [198].

Table 3.2: Related work of deep learning of code that uses tree representation

2016 AAAI Convolutional Neural Networks over Tree
Structures for Programming Language Pro-
cessing [183]

Python CNN -

2017 arXiv Semantic Code Repair using Neuro-Symbolic
Transformation Networks [184]

Python LSTM -

2019 IEEE
TSE

CODIT: Code Editing with Tree-Based Neu-
ral Models [66]

Java LSTM copy

2019 ASE DeepDelta: Learning to Repair Compilation
Errors [185]

Java LSTM -

2019 ICLR code2seq: Generating Sequences from Struc-
tured Representations of Code [186]

Java LSTM copy

2019 POPL code2vec: Learning Distributed Representa-
tions of Code [187]

Java MLP -

2019 ICSE A Novel Neural Source Code Representation
ased on Abstract Syntax Tree [188]

C and
Java

GRU -

2020 ICSE DLFix: Context-based Code Transformation
Learning for Automated Program Repair [189]

Java Tree-
LSTM

rename

2020 TOSEM Modular Tree Network for Source Code Rep-
resentation Learning [190]

Java Tree-
LSTM

-

Year Venue Title Language Model OOV

Continued on next page
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Table 3.2: Related work of deep learning of code that uses tree representation (Continued)

2021 ESEC/FSE A Syntax-Guided Edit Decoder for Neural
Program Repair [191]

Java Tree-
Transformer

rename

2021 ACL /
IJCNLP

Grammar-Based Patches Generation for Au-
tomated Program Repair [192]

Java Transformer -

2021 arXiv SynCoBERT: Syntax-Guided Multi-Modal
Contrastive Pre-Training for Code Represen-
tation [193]

Multi-
language

Transformer subtoken

2021 UAI TreeBERT: A Tree-Based Pre-Trained Model
for Programming Language [194]

Python
and Java

Transformer subtoken

2021 NeurIPS Integrating Tree Path in Transformer for
Code Representation [195]

Multi-
language

Transformer camel/snake
case

2021 ICSE InferCode: Self-Supervised Learning of Code
Representations by Predicting Subtrees [196]

Java TBCNN -

2022 ICSE DEAR: A Novel Deep Learning-based Ap-
proach for Automated Program Repair [197]

Java Tree-
LSTM

-

2022 EMSE Spvf: Security Property Assisted Vulnerabil-
ity Fixing Via Attention-based Models [198]

C/C++ Transformer copy

2022 ACL UniXcoder: Unified Cross-Modal Pre-training
for Code Representation [199]

Multi-
language

Transformer

2023 IEEE
TSE

CombTransformers: Statement-Wise Trans-
formers for Statement-Wise Representa-
tions [200]

Java Transformer camel/snake
case

2023 IEEE
TSE

An Extensive Study on Model Architecture
and Program Representation in the Domain
of Learning-based Automated Program Re-
pair [201]

Java and
JavaScript

Transformer subtoken

2023 AAAI MetaTPTrans: A Meta Learning Approach
for Multilingual Code Representation Learn-
ing [202]

Multi-
language

Transformer -

2023 arXiv xASTNN: Improved Code Representations for
Industrial Practice [203]

Java and
C

GRvU and
GRU

-

Year Venue Title Language Model OOV

3.3 Graph Representations

Graph representation is the most versatile representation. It is usually a combi-
nation of AST, CFG, and DFG. The advantage of graph representation is that we
can include any custom graph that is useful for the task, such as the diagnostic
error graph.

inst2vec is a learnable code representation based on the LLVM intermedi-
ate representation (IR) [204]. They create a graph called contextual flow graph
(XFG) on the LLVM IR statements, which is a combination of data and con-
trol flow graph. All identifiers and literals are renamed according to their type.
Then, they reuse the intuition behind word2vec, that statements close to each
other should use similar resources, to train the word embedding for LLVM IR
statements. The trained embedding can be used as input to an RNN model with
LSTM gates for code optimization or malicious code detection.

Allamanis et al. use GGNN to learn how to fix variable naming and misuse
issues [205]. The input representation is a graph based on AST, control flow
graph, data flow graph, and edges connecting all leaf nodes that represent a token.
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The output representation is the source code tokens for the variable name. All
variable names are divided by camel/snake case to a list of subtokens.

apk2vec is a representation learning approach of Android applications [206].
It first extracts the interprocedural control flow graph from the Android Pack-
age Kit (APK), and then divides it into the API dependency graph, permission
dependency graph, and source-sink dependency graph. These graphs are used to
train a skpigram neural network to represent the APK. They evaluate apk2vec
on malware detection, clone detection, and app recommendation.

Func2vec is an approach to learning representations for a C function [207].
The function is first converted to an interprocedural control-flow graph, and then
they extract paths of a certain length by doing random walks over the graph. The
collected paths are used to train a Word2Vec like model. Func2vec is evaluated
on the task of finding similar functions in the Linux kernel.

Brockschmidt et al. use a graph to represent a program and generate the
masked expression [208]. They propose a decoder that follows a grammar-driven
AST generation strategy to synthesize an expression. The input representation
is the source code graph which is a combination of AST, control flow graph, and
data flow graph, where an expression is replaced by a dummy node. The output
representation is an expression sub-graph created by the AST grammar. Literals
in the output can be generated from a vocabulary of the most frequent literals in
the training data, or copied from the input tokens. They evaluate sequential and
graph encoders and find that using GGNN with their grammar-driven decoder
performs the best.

DrRepair is a self-supervised approach using a graph neural network to fix
compiler errors in C/C++ code [209]. The input representation is what they
call a program-feedback graph, consisting of nodes corresponding to the compiler
error, source code lines, and identifiers in the code. The output representation
consists of an error line number, and the source code tokens to replace that line.
The model architecture they chose to train the graph is GAT.

Hoppity aims to fix bugs in JavaScript programs using a graph neural network
based on GIN [117]. The input representation is a graph, which is built upon AST
and added data flow edges along with edges connecting all leaf nodes. The output
representation is a sequence of graph edit operations. The graph edit operation
can be 1. ADD: Add a node with a certain type and value into the AST. 2. DEL:
Delete a node and the connected edges. 3. REP_VAL: Replace the value of a
leaf node in the AST. 4. REP_TYPE: Replace the type of a non-leaf node in the
AST. 5. NO_OP: No operation, denotes the end of graph edit operations. The
graph edit operations are represented as tokens and pointers. The output tokens
can be the edit operation keywords, but also the value and type of a node. The
pointers can represent a position to add/delete/replace, or a position to copy the
node value appearing in the current input.

GREAT is a Transformer-based model where the attention is computed based
on the source code graph [210]. They compare the GREAT model against graph
neural networks and seq2seq models on the task of variable misuse task. The input
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representation is a leaf-only graph, where they only keep leaf nodes from a graph
constructed from AST, data flow graph, control flow graph, and other syntactic
edges. Edges connecting the parent nodes are moved down to the corresponding
leaf nodes. The output representation is two pointers, one pointing to the misused
variable, and one pointing to the correct variable that should replace the misused
variable.

GGF is a C program syntax error corrector built upon GGNN [211]. GGF
parses the buggy program to an AST. However, since the program contains syntax
errors, they only get a partial AST. The input representation is the token sequence
concatenated with the token sequence of the partial AST in pre-order. The output
representation is two pointers, pointing to the start and end edit location, along
with the token sequence of the fixed source code. GGF is able to copy tokens
from the input sequence.

BugLab is a self-supervised repair tool that trains two models, one for inserting
bugs and one for repairing bugs [212]. The two models are trained together as
a min-max optimization problem. The model training on inserting bugs is used
to generate training data for the repairing model. The type of bugs they insert
and repair are variable misuse related bugs. The input representation to the
repair model is the source code as a graph which includes syntactic relations,
intraprocedural data, and control flow. The string of each node in the graph is
separated with camel/snake case. The learning algorithm is a MLP-based GNN.
The output representation is two locations, one pointing to the buggy location,
and one pointing to the correct variable to replace it with.

GrasP uses Graph2Seq, a graph neural network with GCN as encoder and
an attention-based decoder, to automatically repair Java bugs [213]. The input
representation is a modified AST of the buggy method, and the output represen-
tation is the token sequence of the fixed method.

GraphCodeBERT is a language model that incorporates data flow graphs
during pre-training [214]. The model’s architecture is a Transformer model but
contains graph-guided masked attention. They fine-tune and evaluate it on several
tasks, including program repair. The input representation is a sequence of tokens
with edges connecting the data flow of variables representing the buggy program.
The output representation is the repaired program. Figure 3.5 is an illustration
of the code representation in GraphCodeBERT.

M3V is a Java program repair approach that uses a multi-modal machine
learning model to predict the repair operator [215]. They use three modali-
ties/representations of the buggy program: 1) a context signature of the tree
structure for the buggy location 2) data dependence graph 3) control dependence
graph. Tree-LSTM is used on the tree input and a GraphSAGE like GNN with
sum aggregator is used on the graph input. These vector representations are
fused together to predict a repair operator as the output representation. M3V
split tokens with camel case when creating the context signature.

Code-MVP is a multi-view representation of source code [216]. The multi-view
includes natural language, programming language, AST, CFG, and semantically
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(a) AST of the program in the bottom left figure.

def min(a, b):
x = 0
if b < a:

x = b
else:

x = a
return x

(b) The program.

def min( a 1, b
2
):

x 3 = 0
4

if b
5

< a 6:

x 7 = b
8

else:
x 9 = a 10

return x 11

(c) Variable sequence. (d) Variable relation.

Figure 3.5: The GraphCodeBERT [214] code representation. The example is
adapted from Figure 1 in the paper. Figure (a) is the AST of the program in
figure (b). Figure (c) is the variables and their corresponding id. Figure (d) shows
the data flow graph. GraphCodeBERT’s input representation is the source code
tokens, comment tokens, and the nodes in the data flow graph as a sequence. To
incorporate the graph structure into the model, they define a graph-guided masked
attention that adds a negative infinite value to the attention weight between two
tokens if there is no edge between the nodes represented by the two tokens.
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equivalent programs. They define two pre-training tasks for the Transformer
model, one is type inference and the second one is masked token prediction. The
input to the model can be a single view of the program or dual-view. They evalu-
ate Code-MVP on natural language code retrieval, code clone detection/retrieval,
and code defect prediction.

Huang et al. evaluate the performance of CodeBERT and GraphCodeBERT’s
performance on the vulnerability fix task [58]. The fine-tuned both CodeBERT
and GraphCodeBERT on a vulnerability fix dataset. The input representation is
the token sequence of the buggy program (CodeBERT), or the token sequence of
the buggy program with data flow graph (GraphCodeBERT). Both input repre-
sentation assumes perfect fault localization and mark the vulnerable lines with a
special token. The output representation tokens for the fixed source code line.

Jiang et al. propose a code representation that syntactic information as well
as semantic information between statements [217]. They first parse the program
into an AST and program dependency graph (PDG). Then, nodes in the PDG
are substituted with the nodes in the AST, resulting in a graph called a semantic
graph. The cycles in the semantic graph are broken using topological sort via
depth first search. The resulting graph is then encoded with the Graph-LSTM
model. The representation is evaluated on the task of program classification and
code clone detection.

Katana is a repair tool for fixing JavaSript bugs [218]. They use backward
slicing analysis to extract code that is related to the buggy statement. The input
representation is AST with additional edges connecting tokens in order. The
output representation is a series of edit operations on the input graph. The
graph neural network is the same as the network used in Hoppity, i.e. GIN with
copy mechanism.

KNOD is a program repair approach that uses an advanced decoder to gener-
ate syntactically correct Java patches [219]. The decoder is a three-stage decoder,
a parent decoder selects which node to expand, an edge decoder generates a label
for an edge, and the node decoder generates a new node connected to the parent
with the newly created edge. They also include rules for the decoder to always
generate syntactically and semantically valid patches. The input representation
is a graph based on the AST, that is passed to a Graph-Transformer model. The
output representation is AST for the patched code. The identifiers are renamned
to their type in the input representation.

FAIR is a graph representation based on control flow and data flow graph [220].
Unlike other work that also includes control flow and dataflow, FAIR distin-
guishes the flow type between CFG and DFG in the GNN and uses a Graph-
Transformer that handles large graphs better than other GNNs. The input graph
representation is therefore the modified CFG and DFG with flow types. The
pre-training tasks are masked language modeling, flow type predictions, and con-
servative learning. The evaluated downstream tasks are code retrieval, algorithm
classification, heterogeneous device mapping, and predicting thread coarsening
factors.
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3.3.1 Summary

Table 3.3 is the table of all related work presented in this section that uses the
graph representation. "Year" column is the publishing year in which the work
"Title" is published in "Venue". "Language" is the target language that the model
is trained or evaluated on, "Model" is the deep learning mode, and "OOV" is the
OOV technique they use to deal with the OOV problem. "-" in a column means
that the information is missing in the paper. The following sections present
summaries for all papers that use the graph representation.

The graph representation is the most versatile representation since a graph
has the least constraints on how it should be constructed, unlike a sequence
or a tree. We can see data flow graphs [205], control flow graphs [208], natural
language [216], compiler diagnostic [209], and buggy location [215] being included
in the graph representation in some way with custom nodes and edges.

The graph representation of source code, despite its flexibility and compre-
hensiveness, has several challenges. One of the most immediate challenges is the
complexity and scalability issue. Training on comprehensive graphs can become
computationally intensive [221], particularly for expansive codebases, potentially
limiting the scalability of repair methods for large programs. Another challenge
that arises from the graph’s versatility is feature engineering. Since the graph
representation heavily depends on the appropriate selection of nodes and edges,
determining the right elements to incorporate is crucial. Including irrelevant in-
formation can introduce noise and hinder model performance while excluding
vital information can lead to ineffective representations.

Table 3.3: Related work of deep learning of code that uses graph representation

2018 NeurIPS Neural Code Comprehension: A Learnable
Representation of Code Semantics [204]

Multi-
language

LSTM rename

2018 ICLR Learning to Represent Programs with
Graphs [205]

C# GGNN camel/snake
case

2018 IEEE
ICDM

apk2vec: Semi-supervised multi-view repre-
sentation learning for profiling Android [206]
applications

Android
App

Skipgram -

2018 ESEC/FSE Path-Based Function Embedding and Its
Application to Error-Handling Specification
Mining [207]

C Random
walk

-

2019 ICLR Generative Code Modeling with Graphs [208] C# GGNN copy

2020 ICML Graph-based, Self-Supervised Program Re-
pair from Diagnostic Feedback [209]

C GAT -

2020 ICLR Hoppity: Learning graph transformations to
detect and fix bugs in programs [117]

JavaScript GIN copy

2020 ICLR Global Relational Models of Source
Code [210]

Python Transformer -

2020 ICPC GGF: A Graph-based Method for Program-
ming Language Syntax Error Correction [211]

C GGNN copy

Year Venue Title Language Model OOV

Continued on next page
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Table 3.3: Related work of deep learning of code that uses graph representation (Continued)

2021 NeurIPS Self-Supervised Bug Detection and Re-
pair [212]

Python MLP-
based
GNN

camel/snake
case

2021 IEEE
QRS

GrasP: Graph-to-Sequence Learning for Au-
tomated Program Repair [213]

Java GCN -

2021 ICLR GraphCodeBERT: Pre-Training Code Repre-
sentations with Data Flow [214]

Multi-
language

Transformer -

2022 IEEE
CGO

M3V: Multi-modal Multi-view Context Em-
bedding for Repair Operator Prediction [215]

Java GraphSAGE
similar
and tree-
LSTM

camel/snake
case

2022 arXiv CODE-MVP: Learning to Represent Source
Code from Multiple Views with Contrastive
Pre-Training [216]

Python Transformer subtoken

2022 DSN-W Repairing Security Vulnerabilities Using Pre-
trained Programming Language Models [58]

C/C++ Transformer subtoken

2022 JSS Hierarchical Semantic-Aware Neural Code
Representation [218]

C/C++
and Java

Graph-
LSTM

-

2023 TOSEM Katana: Dual Slicing Based Context for
Learning Bug Fixes [218]

JavaScript GIN copy

2023 ICSE KNOD: Domain Knowledge Distilled Tree De-
coder for Automated Program Repair [219]

Java Graph-
Transformer

rename

2024 ICSE FAIR: Flow Type-Aware Pre-Training of
Compiler Intermediate Representationsh [220]

C/C++ Graph-
Transformer

subtoken

Year Venue Title Language Model OOV

3.4 Other Representations

There are other representations that have been proposed based on for example
execution traces and images of source code.

Wang et al. propose an approach of embedding programs with execution
traces [222]. Execution traces can be 1. Variable trace: individual variable values
at all program points. 2. State trace: all variable values at all program points.
3. Dependency enforcement for variable trace: variable traces are embedded sepa-
rately, and states in RNN are interleaved to simulate the data and control depen-
dencies. They evaluate the different choices of traces with an RNN model with
GRU gates, where each gate embedded each individual trace. The program em-
bedding is evaluated on the task of classifying error types and improving program
repair models.

LiGer is an approach to learn program embeddings using the execution traces [223].
They combine symbolic traces, representation of a program’s execution using sym-
bolic values, and concrete traces, representation of a program’s execution using
concrete values, into a blended execution trace. Multiple such execution traces
are embedded and processed by RNNs and combined using a pooling layer. They
evaluate the representation on a benchmark for neural program embedding and
method name prediction.

DyPro is a source code representation for program semantics based on the
execution traces [224]. The execution trace is a sequence of program states,
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where each program state is a tuple of values based on the variable valuations.
RRNs are used to embed the program states and the entire execution traces. A
pooling layer is used to combine embeddings for all execution traces. DyPro is
evaluated on program classification and detection of loop invariants.

WySiWiM is a visual representation of source code [225]. The visual represen-
tation is simply an image of the source code. But the source code can be in plain
text, syntax highlighted with color, geometric syntax highlighted where language
keywords are replaced with icons or AST. The visual representation is used to
fine-tune a pre-trained image neural network. They evaluate the representation
with code classification, clone detection, and vulnerable code prediction. The
resulting performance is comparable with the state-of-the-art.

Code2Snapshot is another attempt at representing source code with images.
The program is first reformatted to have consistent formatting and make the
source code fit in the image object. Then, they take a snapshot of the source
code, where the source code is in black color and the background is in gray.
Code2Snapshot uses two CNN models such as AlexNet and ResNet as its core
model. It is evaluated on the task of code summarization and code classification.

CodeGrid is a source code grid representation for deep learning models [226].
The grid representation is a n × m grid, where n is the number of lines in the
program and m is the maximum number of characters in all lines. Each point in
the grid contains a vector representing the corresponding token at that location.
The vector representation can be learned from Word2Vec or Code2vec. They
have even experimented with using RBG color as the vector. The important
tokens, defined by Term Frequency-Inverse Document Frequency (TF-IDF), re-
ceive a brighter color. This grid with vectors in each position is the source code
representation, and the representation is used as input to a CNN model.

3.4.1 Summary

Table 3.4 is the table of all related work presented in this section that uses other
representations. "Year" column is the publishing year in which the work "Title"
is published in "Venue". "Language" is the target language that the model is
trained or evaluated on, "Model" is the deep learning model and "OOV" is the
OOV technique they use to deal with the OOV problem. "-" in a column means
that the information is missing in the paper. The following sections present
summaries for all papers that use the other representations.

Other representations of source code use more unconventional modalities such
as images and execution traces. The image-based representation involves con-
verting the actual text of the source code into image formats, perhaps to leverage
advances in image processing and convolutional neural networks. By capturing
the layout, indentation, and visual structure of the code, these images aim to
offer a unique perspective similar to having a human look at the source code.
Execution traces, on the other hand, capture the dynamic flow of the program,
tracking the sequence of operations and data transitions as the code executes.
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However, these alternate representations come with their own set of chal-
lenges. Diverging from the more structured representations can lead to potential
losses in semantic details. Conventional representations like sequences and trees
are directly derived from the code’s structure and meaning. Alternative repre-
sentations might not capture these properties as effectively. Additionally, these
representations are often used for classification and synthesis tasks. However,
automated program repair involves making meaningful edits to a buggy program.
It is unclear how well models trained on unconventional representations can learn
and edit source code based on these representations.

Table 3.4: Related work of deep learning of code that uses other representations

2018 ICLR Dynamic Neural Program Embeddings for
Program Repair [222]

C# GRU -

2019 arXiv Learning Blended, Precise Semantic Program
Embeddings [223]

Multi-
language

RNN -

2019 arXiv Learning Scalable and Precise Representation
of Program Semantics [224]

Java,
C# and
Python

RNN -

2021 TOSEM What You See is What it Means! Semantic
Representation Learning of Code based on Vi-
sualization and Transfer Learning [225]

Multi-
language

CNN -

2022 ICMLA Code2Snapshot: Using Code Snapshots
for Learning Representations of Source
Code [227]

Java CNN -

2023 ISSTA CodeGrid: A Grid Representation of
Code [226]

- CNN -

Year Venue Title Language Model OOV

3.5 Comparative Analysis and Distinctive Contributions

In this section, we position our work compared to all the corresponding related
work that we have presented above. SequenceR which treats the program as
a sequence will be compared against related work in section 3.1, similarly for
VRepair and Supersonic. For PLUR that uses the graph representation, it will
be compared against related work in section 3.3. We discuss the similarities and
differences between each respective paper and the related work.

3.5.1 SequenceR [I]

At the time of SequenceR, we identified several needs but inadequately ad-
dressed by the related works. Firstly, the models lack evaluations using external
benchmarks, which would provide evidence for their adaptability across various
data distributions. Most prior studies, like sk_p [72] and DeepFix [12], have
restricted their evaluations to a single dataset, which they subsequently divided
into training and testing subsets. Secondly, the out-of-vocabulary (OOV) chal-
lenge in deep learning for program repair models still remains a concern. Earlier
approaches have either ignored the issue or opted for identifier/literal renaming,
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potentially limiting the versatility and efficacy of solutions. Lastly, how to incor-
porate fault location and context in the input representations is still not explored.
Prior works either disregarded the fault location, using the entire buggy program
as input [12, 72, 74], or narrowly concentrated on the erroneous lines without
factoring in the broader context [73, 125].

Addressing these needs, SequenceR is the first deep learning for program
repair model evaluated on the Defects4J benchmark, using two separate sources
to form its training and testing datasets. This gives SequenceR a strong ex-
ternal validity and highlights its performance on a reputable bug benchmark. In
terms of tackling the OOV problem, SequenceR pioneered the use of the copy
mechanism, an innovative step that has since gained prominence until the intro-
duction of larger language models which resort to subtokenization. Furthermore,
SequenceR is also the first work that both incorporated the fault location and
the context around the bug in the input representation. This approach has not
only enhanced its performance but has also served as a blueprint for subsequent
works, such as CoCoNut [128], CURE [77], and Modit [141], which all incorporate
the buggy source code and context in different ways.

3.5.2 PLUR [II]

In the landscape of graph representations for program repair, a majority of related
works, such as DrRepair [209], Hoppity [117], and GGF [211], predominantly tar-
get a single task that is program repair. For those general graph representations
for source code, either they do focus on the edit task [204, 216, 220] or they limit
their evaluations to a handful of tasks, with the program repair task being one
of them [205, 210, 214]. Moreover, when these studies make comparisons against
state-of-the-art tools, they frequently re-train models using their own distinct
datasets, thus introducing bias in the evaluation.

Addressing these limitations, PLUR emerges with a distinctive novelty in its
evaluation approach. PLUR harnesses a unified model architecture to evaluate
and benchmark against leading tools across multiple code-related tasks. To ensure
a fair and direct comparison, we utilize the same dataset as that of the compared
tool. With PLUR being assessed on an unparalleled 16 code-related tasks, the
most extensive among all counterparts, it proves the robust validity and wide-
ranging applicability of our results.

3.5.3 VRepair [III]

In the realm of the program repair task, several works such as CodeT5 [144],
CoTexT [147], and DeepDebug [142] have leveraged the idea of fine-tuning a pre-
trained model. The advantage of fine-tuning an already pre-trained model is that
it requires much less data and still yields impressive performances. These pre-
trained models rely on unsupervised pre-training objectives, such as predicting
the next token or masking tokens given the context. These objectives primarily
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capitalize on the vast amount of unlabeled open-source source code, but they are
not related or similar to the program repair task.

For VRepair, we identify the need to evaluate different pre-training objec-
tives that are more related to the program repair task. Instead of relying on
unsupervised tasks, VRepair is initially trained on a bug-fix corpus and subse-
quently fine-tuned on a smaller vulnerability-fix dataset. This strategy diverges
from the norm as the pre-training phase does not focus on unsupervised tasks.
Our results demonstrate that pre-training on a closely related task like the bug
fix task, can outperform the same model that is pre-trained on the unsupervised
objectives. Furthermore, VRepair stands out as the pioneering effort to quantify
the effectiveness of transfer learning compared to training on a small dataset and
fine-tuning a pre-trained model.

3.5.4 Supersonic [IV]

Zero-shot or few-shot learning aims to learn to solve a task that the model is
not trained on with zero or a few examples. Large language models trained
on a massive amount of data on the pre-training tasks have shown the capa-
bility of few-shot learning [121] and zero-shot learning [228]. Such models have
also been evaluated for the program repair tasks, where researchers found that
CodeBERT [161], Codex [166], ChatGPT [173], GPT4 [174] and InCoder [167]
can achieve state-of-the-art performance without training on the program repair
task.

Supersonic is positioned to ask the question of whether zero-shot learning
on a general large language model is better than a customized model specifically
trained on the repair task. We show that we are able to achieve a better per-
formance than ChatGPT and GPT4, despite being 600x and 3700x smaller than
these models. The output representation is also a diff-based output representation
instead of a full program output representation. This design choice alone doubles
its performance and shows the importance of designing the output representation
that is often overlooked by related works.





4

Thesis Contributions

We ourselves feel that what we are doing is just a drop in the ocean. But
the ocean would be less because of that missing drop.

– Mother Teresa

In this chapter, we present the main contributions of this thesis to address
problems raised by the properties of source code by using code representations.
As introduced in section 1.4, our research advances in four distinct aspects of
code representation design. First, we introduce code representation and pruning
strategies for both sequence and graph representations. These strategies aim to
eliminate non-essential context, preserving only what is crucial for understand-
ing and generating bug fixes. Second, to deal with the OOV problem in source
code, we use the copy mechanism to learn to copy tokens from the input. This
is analogous to the redundancy assumption of the traditional program repair ap-
proach. Third, we embed instructions within the code representation, enhancing
the model’s capability to produce accurate and precise bug fixes. Within the
input representation, we incorporate details that aid the model in bug localiza-
tion and comprehension. For the output, we devise edit operations that offer
more focused changes, reducing redundancy compared to generating an entirely
revised program. Finally, we show that by constructing a unified input and out-
put code representation, datasets from different domains can be merged. This
makes transfer learning and multi-task learning possible and alleviates the small
dataset problem.

4.1 Contribution 1: Repair-centric Input Compression

Source code can be very large, extending to hundreds of thousands of lines of
code. The challenge for a deep learning model to process such data is that it
is bound to the available computing resources. Beltagy et al. shows that the
Transformer model, the foundation of large language models, scales quadratically

69
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1 class Foo {
2 int i ;
3 int bar;
4 Foo (int bar){
5 this .bar = bar;
6 }
7 int decrement(){
8 return bar−1;
9 }

10 int increment(){
11 return bar−1;
12 }
13 }

Listing 4.1: Original code

1 class Foo {
2 int i ;
3 int bar;
4 Foo (int bar){
5 }
6 int decrement(){
7 }
8 int increment(){
9 <START_BUG>

10 return bar−1;
11 <END_BUG>
12 }
13 }

Listing 4.2: abstract buggy context

Figure 4.1: Illustration of the abstract buggy context. The buggy class is high-
lighted in yellow, the buggy method is highlighted in orange and the buggy line is
highlighted in red.

in terms of execution time and memory with respect to the sequence length [37].
Therefore, the input size must be reduced in order to efficiently run, or even just
have the possibility to run any deep learning model. The naive approach is to
only keep the first n tokens or nodes. This approach might remove important
context information that is relevant to the bug fix, or even the buggy location
can be removed. Therefore we need design strategies to reduce the input size,
but still keep relevant information for the deep learning model to be capable
of fixing the bug. We propose two approaches to reduce the input, the first
is reducing input size for sequence representation (subsection 4.1.1), and the
second is reducing input size for graph representation (subsection 4.1.2). This
contribution is related to P1: Source code is large and we need to design
a compact input representation that retains relevant context for bug
fixing discussed in section 1.3.

4.1.1 Abstract buggy context

The context in which a bug occurs is crucial for understanding its cause and
determining potential solutions. When addressing bugs, developers typically pin-
point the problematic lines of code. They then examine how these lines relate to
the overall method execution and assess the surrounding context, such as variables
and associated methods. Therefore in SequenceR [7], we mimic this process by
constructing the abstract buggy context. The abstract buggy context is a heuristic
to keep source code lines that are relevant to the bug fix, and a way to incorporate
fault localization data into the input. Concretely, we perform the following steps:
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Figure 4.2: Number of tokens in the abstract buggy context.

Buggy Line The buggy line that is reported by a fault localization tool is sur-
rounded using two special tokens (i.e. <START_BUG> and <END_BUG>). This
gives hints to the model where the bug is.

Buggy Method The buggy method is kept as it is in abstract buggy context. The
rationale is that the method provides crucial context for the buggy line and
how it interacts with the rest of the method.

Buggy Class All the class attributes and only the signature (the body is removed)
of the constructor and non-buggy methods are kept. The intuition behind
this is that the model and the method body of the non-buggy method are not
important. The model can learn to call another function in the same class by
having its function signature, similar to the class attributes.

Figure 4.1 is an example showing the whole buggy class in Listing 4.1, and
how abstract buggy context is constructed in Listing 4.2 from it. The buggy line
is return bar-1;, therefore we surround the line with <START_BUG> and <END_BUG>
tokens. The body of non-buggy decrement method and constructor Foo are re-
moved. However, the class attributes i and bar are kept.

Figure 4.2 shows the token length distribution of abstract buggy context in
SequenceR. We see that by using abstract buggy context, we shorten the input
size of the dataset from around 200 lines of code [229] to around 200 tokens. This
enables the deep learning model to process bugs in large files which previously
was not possible. However, from the figure, we can still see that there is a long tail
of input that has long token lengths. Therefore we decide to truncate all inputs if
they are longer than 1000 tokens, which corresponds to only 14% of samples. Our
truncation strategy is not simply keeping the first 1000 tokens. We truncate the
samples by always keeping the buggy line in abstract buggy context, but truncate
the tokens before and after the buggy line. Our ablation study in SequenceR
shows that without using the abstract buggy context, the model will simply crash
because of memory issues with saving all the encoder states. Compared with only



72 4. THESIS CONTRIBUTIONS

using the buggy line as input, abstract buggy context improved the performance
by 15%, showing the importance of incorporating the relevant context in a concise
manner into the input representation.

To the best of our knowledge, abstract buggy context is the first design of
input representation for program repair with deep learning. All previous work
either uses the entire function/class/file as it is or only uses the buggy line as
input. This either results in an input that is too long for the model to handle,
or an input without context information about the bug. abstract buggy context
provides a balance between short and relevant context, making SequenceR the
state-of-the-art program repair tool for Java.

To handle sequential input that is too long for a deep learning model, the most
common and naive approach of truncating the input might remove relevant
context about the bug. We propose abstract buggy context, a heuristic to
remove irrelevant source code lines while keeping the context important to
generate the bug fix. Our evaluation shows that abstract buggy context is both
better than using the entire program as input which causes memory issues, and
better than just using the buggy lines as input which lacks context. It allows
SequenceR to process large programs that previously were not possible with
high accuracy.

This contribution is presented in SequenceR in IEEE Transactions on
Software Engineering (2021)[I].

4.1.2 Graph pruning

The graph representation of the program is often even larger than the sequence
representation. This is because the graph representation is often based on AST.
Many approaches also include additional nodes and edges into the graph from
control flow graphs or data flow graphs. This causes the propagation step of
GNN to be very slow or run out of memory. In PLUR [49], we present a general
graph pruning strategy to deal with this problem.

Consider a graph with an AST and a sub-graph representing a compiler di-
agnostic. The compiler diagnostic sub-graph is connected to the nodes in the
location provided by the compiler. We deem that the nodes that are closest to
the compiler diagnostic sub-graph are more important. Therefore the strategy is
to start at a node that is important for the task, for example the compiler di-
agnostic sub-graph or the node at the buggy location. Then, we use breath-first
search to only keep nodes within n steps. The value of n is a hyper-parameter
that can be selected with grid search. In PLUR, we empirically find the value of
n to be 8.

Figure 4.3 shows the validation accuracy of PLUR on one of the tasks de-
pending on the prune distance. It shows that as the prune distance increases,
more nodes are included in the graph, and it is possible to get more training sam-
ples correct because the needed location and tokens appear in the input graph.
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Figure 4.3: The validation accuracy of PLUR depending on the graph pruning
distance.

By looking at the validation accuracy for different pruning distances, we can see
that a larger graph with more context does not mean that the performance in-
creases. The best performance is actually when we prune all nodes that are 8
distance away from the compiler diagnostic node. Our graph pruning strategy
not only reduces the size of the input graph, it also helps the model to focus on
the important part of the graph.

This general graph pruning strategy allows PLUR to process all samples from
all other state-of-the-art approaches without filtering any of the samples due to
memory issues during training. It avoids any bias and makes the comparison
fair because the same training/validation/test datasets are used. In turn, PLUR
achieved state-of-the-art performance for 13 out of 16 code-related tasks by using
a unified code representation and a single model architecture for all tasks.

The graph representation for a program is often larger than the sequence
representation. We propose a simple but general graph pruning strategy by
only keeping nodes within n steps from a node that is the most important,
i.e. the node at the buggy location. The graph pruning strategy allows the
model to efficiently process large programs and helps the model to focus on
the buggy part of the program.

This contribution is presented in PLUR in Advances in Neural Information
Processing Systems (2021)[II].

4.2 Contribution 2: Dealing with OOV

The out-of-vocabulary (OOV) problem is where a deep learning model is only
capable of predicting a token from a pre-defined vocabulary. The model will
generate an unknown token <UNK> to represent any tokens outside this set
of vocabulary. But the prediction will be useless since we do not know what
<UNK> represents. Programming language is more impacted by the problem
than natural language due to the freedom of naming variables and functions.
Next, we present our solution for this problem by using a solution from natural
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language processing called copy mechanism [50]. This contribution is related to
P2: Source code’s unique nature and vast vocabulary, especially due
to freely named identifiers, pose a challenge for deep learning models
due to the out-of-vocabulary problem discussed in section 1.3.

4.2.1 Copy mechanism

The copy mechanism is a neural network that can copy a token from the in-
put, which can be outside the pre-defined vocabulary. The intuition is that
some out-of-vocabulary tokens already exist in the input. For example, when
fixing a buggy method that is called NotVeryInterestingFunctionButItCouldBe,
the method name is almost certainly not in the vocabulary because it is so rare.
With copy mechanism, the model can just point to the function name in the input
sequence to copy it and generate the fixed method.

Mathematically, we extend Equation 2.4 that defines the probability of gen-
erating a token w from the vocabulary and denote it with Pvocab. Now, we define
a probability Pgen of using the vocabulary to generate any tokens:

Pgen = fgen(h
d
t , yt−1, ct) (4.1)

where hd
t is the decoder hidden state, yt−1 is the output token from the previ-

ous decoder step, ct is the weighted context vector computed from the attention
mechanism in Equation 2.7, and fgen is a learnable function.

By using Pvocab and Pgen, we can define the final probability distribution over
the combined vocabulary and the input tokens:

P (w) = PgenPvocab(w) + (1− Pgen)
∑

i:wi=w

at,i (4.2)

where at,i is the attention score for each input token from Equation 2.5. P (w)
denotes the probability of generating w from the vocabulary, PgenPvocab(w), and
the probability of copying a token from the input sequence, (1−Pgen)

∑
i:wi=w at,i.

If w is an out-of-vocabulary token, then Pvocab(w) will be zero. Similarly, if w
does not exist in the input sequence, then

∑
i:wi=w at,i will be zero.

In the realm of program repair, the idea of utilizing tokens from the input
sequence to find the necessary elements for bug fixing isn’t a novel concept. An
underlying assumption prevalent in many early program repair strategies is the
"redundancy assumption" [48]. This assumption assumes that the bug fix ingre-
dient already exists in the buggy program, and we can fix the buggy program
by rearranging the statements in the buggy program. Earlier program repair
approaches are based upon the redundancy assumption and search through the
repair space of existing repair ingredients with genetic algorithm [11] or random
search [19]. The copy mechanism brings a new way for deep learning models to
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Figure 4.4: Histogram showing the number of correctly generated patches for Se-
quenceR by only using the tokens from the vocabulary, or need to copy tokens
from the buggy line/method/class.

utilize the redundancy assumption. Instead of relying on predefined algorithms,
this approach involves training a learnable function. This function, equipped with
machine learning capabilities, is designed to efficiently search through the repair
space, identifying and applying the necessary fix ingredients. However, it is cru-
cial to note that the copy mechanism inherently has a constrained search space.
Unlike other algorithms that may explore vast realms of possibilities, the copy
mechanism’s search is strictly limited to the input it receives. This means that
the potential fix ingredients it can identify and apply are limited to the tokens
present in the given input sequence.

We have used copy mechanism in SequenceR [7], PLUR [49], and VRe-
pair [51] to deal with the OOV problem. In SequenceR, we have also done an
extensive evaluation of the performance of the copy mechanism. Figure 4.4 clas-
sifies the correctly generated patches by SequenceR into four groups: patches
that can be generated by only using the tokens from the vocabulary, and patches
that can be generated with the vocabulary along with copying tokens from the
buggy line/method/class. The figure shows that 77% of the patches can only be
generated with the copy mechanism, since the OOV token is not in the vocabu-
lary and only exists in the buggy line/method/class. It only represents the lower
bound of patches that can be generated with a model with copy mechanism, since
we only count examples as not possible with the vocabulary if the bug fix token
is not in the vocabulary. It is possible that the model will generate the wrong
bug fix even if the bug fix tokens are in the vocabulary. We have also done an
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ablation study on the copy mechanism in SequenceR. In the ablation study, we
train two models, one model without copy mechanism and the other model with
copy mechanism. The result shows that the model with copy mechanism achieved
4 times better performance.

SequenceR represents the pioneering effort to integrate the copy mechanism
into a deep learning model dedicated to program repair. Our experiment shows
the pivotal role of the copy mechanism in augmenting the efficacy of SequenceR.
This identical copy mechanism was also implemented in PLUR and VRepair,
setting new state-of-the-art performance in the respective task.

The copy mechanism deals with the OOV problem by training a neural network
to copy tokens from the input sequence. This is related to the redundancy
assumption in program repair that the buggy program itself already contains
the repair ingredient. Our experiment shows that many bug fix patches cannot
be generated without the copy mechanism that learns to copy OOV tokens
from the input sequence.

This contribution is presented in SequenceR in IEEE Transactions on
Software Engineering (2021)[I], PLUR in Advances in Neural Information Pro-
cessing Systems (2021)[II] and VRepair in IEEE Transactions on Software
Engineering (2023)[III].

4.3 Contribution 3: Repair Instructions in Representations

The input and output representation of deep learning for program repair can have
many shapes and forms, as we discuss in chapter 3. The representation is built
upon programming languages, but it does not have to necessarily just include
source code, we can also incorporate other sources of information or instructions
in the representation to guide the model. One concrete example is the two special
token <START_BUG> and <END_BUG> in Listing 4.2. These two tokens can
be seen as an instruction to the model: I have run fault localization and I want
you to only fix the bug between these two tokens.

In this section, we present how to design our input representation to incorpo-
rate fault localization information in a realistic way in subsection 4.3.1. However,
the output representation from the model can also include instructions. We show
how to design the output representation in subsection 4.3.2 to minimize the re-
dundancy in the model’s output. This contribution is related to P3: Source
code requires precision in that a single typo can lead to compilation
errors or a hidden bug. Training a model that generates the entire
fixed program accurately and correctly is a challenging task discussed
in section 1.3.
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4.3.1 Incorporating Fault Information in Input

A naive approach to training a model to repair bugs will be using the token
sequence of the buggy program as input and the token sequence of the fixed
program as output. This representation only provides the buggy source code as
input and ignores all other information that might help the model to generate a
bug fix. One common source of information that is relevant for program repair
models is the result of fault localization. Fault localization aims to find the
buggy location given a test suite with at least one failing test [230]. The number
of passing and failing tests for each executed line of code is used to calculate a
suspicious value between 0 and 1, representing how likely the source code line
contains a bug. Normally, the statement with the highest suspicious value is first
considered and changed in order to fix the bug. Only using the whole buggy
program as input is essentially using the deep learning model to learn to localize
the bug and fix it, without test execution.

In SequenceR [7] and VRepair [51], instead of delegating the responsibility
of fault location to the model like the work by Tufano et al. [74], DeepFix [127]
and Vasic et al. [122], we incorporate the result of fault localization into the
input representation. Listing 4.2 shows how it is done. We use two special
tokens, <START_BUG> and <END_BUG> for SequenceR and <StartLoc>
and <EndLoc> for VRepair, to encapsulate the buggy line. This is an instruction
to the model that it only needs to change the line between these two tokens. This
is a realistic setting because SequenceR is targeting one-line bugs and fault
localization reports the result on the line level. While for VRepair that aims to
fix multi line bugs, this is also a realistic setting, because we only encapsulate
the first buggy lines with <StartLoc> and <EndLoc> tokens. The model has
to still find other buggy locations because only the first buggy line is identified.
Additionally, for VRepair we also include the CWE id of the vulnerability at
the beginning of the input sequence. The CWE id is a number representing the
vulnerability type. It gives a hint to the model about the vulnerability type and
potentially facilitates the model to generate the vulnerability patch.

PLUR [49] uses another strategy to incorporate fault localization information
because it uses a graph representation. To fix a compilation error with PLUR, we
construct a graph that represents the compiler diagnostic. The graph consists of
a chain linking all tokens in the compiler error message and a compiler error root
node that connects to all error message token nodes. This graph that represents
the compiler diagnostic is connected to the node at the buggy location reported
by the compiler. In this way, we have incorporated the error type, error message,
and buggy location into the input graph representation. The instruction to the
model is akin to "Please fix this program with respect to this compiler diagnostic".
The model learns different bug fix pattern according to the compiler diagnostic
and apply it on the buggy location.

Empirically we have done an ablation study, shown in Figure 4.5, on incorpo-
rating fault information in the input representation for VRepair. In the default
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Figure 4.5: Ablation study of VRepair on adding fault localization information at
different granularity. "No vulnerable line identifier" means no fault localization
information is added. "All vulnerable lines ID’d" means that all buggy lines are
identified. "Single block ID’d" means that a single buggy code block is identified.
"First vulnerable line ID’d" means that only the first buggy line is identified, which
is the default setting of VRepair.

setting of VRepair, we only add <StartLoc> and <EndLoc> tokens to the first
buggy line, shown as "First vulnerable line ID’d" in the figure. In the ablation
study of VRepair, we compare the performance of the same model without includ-
ing fault localization ("No vulnerable line identifier" in the figure) in the input
representation. It is analogous to delegating the fault localization responsibility
to the model. The model without <StartLoc> and <EndLoc> tokens could only
fix less than half of the bugs that the original VRepair is capable of. Additionally,
we have also experimented with adding <StartLoc> and <EndLoc> to identify
a vulnerable code snippet ("Single block ID’d" in the figure), or all buggy lines
("All vulnerable lines ID’d" in the figure). The performance actually increased in
both settings. However, these settings are not realistic. No fault localization tool
is capable of correctly identifying all buggy lines or the buggy code snippet. In
VRepair, we use the realistic behavior of fault localization and static analyzing
tools, which often will only report a single line as the buggy line.

Our works are among the first in the field of deep learning for program re-
pair to incorporate fault information in the input representation. Adding fault
information to the input representation has the advantage of making the model
more accurate and precise given that the buggy locations are given. Moreover, it
introduces a significant improvement over traditional methods, emphasizing the
need to intertwine deep learning models with existing software engineering tools.
Such a hybrid approach, where fault localization tools highlight potentially buggy
lines and deep learning models like VRepair showcases a promising direction for
the future of automated software repair.
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By incorporating fault localization information in the input representation, the
model can focus on the core program repair task targeting a specific region.
This can also be seen by incorporating dynamic run time information into
the static source code. We show with experiments that it helps the model
generate more bug fixes since the error type and error location are provided
to the model.

This contribution is presented in SequenceR in IEEE Transactions on
Software Engineering (2021)[I], PLUR in Advances in Neural Information Pro-
cessing Systems (2021)[II] and VRepair in IEEE Transactions on Software
Engineering (2023)[III].

4.3.2 Edit Operations in Output

Bug fixes are usually precise and only change source code at a few locations.
Alali et al. found that the majority of commits only change 6-46 lines [231]. If
our output representation for deep learning for bug fix model is the full program.
Then it will contain a lot of duplicate information that is already present in the
input program. The longer output representation increases the probability that
the model will make a mistake. For example, if the probability that the model
correctly predicts a single token is 0.99, because most of the time it is only copying
tokens from the input sequence. For the model to correctly predict 100 tokens,
the probability becomes 0.99100 ≈ 0.37, and it continues to go down the longer
the output sequence is. Cho et al. show that the performance of seq2seq model
deteriorates with longer output sequence [38].§

Instead of using the full program as the output, PLUR [49] uses edit op-
erations as output. Edit operations are instructions on how to change the in-
put representation. Edit operations focus on the change and thus is a more
concise representation than the full program representation. Specifically, PLUR
uses the graph-to-token-copy-pointer (Graph2ToCoPo) domain-specific language
(DSL) [108]. In Graph2ToCoPo, the input representation is a graph, and the out-
put representation is a sequence of tokens, copy operations, and pointers. The
DSL specifies how to transform the input graph to a target graph using edit
operations. The DSL is meant to be interpreted by a system to automatically
transform the input graph to get the output graph. But a human can also un-
derstand what the DSL represents. We denote TOKEN(t) as t and POINTER
to specify a pointer pointing to a location:

• INSERT POINTER(<parentId>) POINTER(<siblingId>) <type>
<value>. Inserting a node with node type type and node value value. The
inserted node position is under the parent node parentId with node siblingId
as the previous sibling. Both the node type type and value value can be a
token or a copy from a node in the input graph.

• DELETE POINTER(<nodeId>). Delete the node with id nodeId.
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Figure 4.6: An example graph before
applying the Graph2ToCoPo edit oper-
ation.

Figure 4.7: The graph after applying the
Graph2ToCoPo edit operation.

Figure 4.8: Examples of applying Graph2ToCoPo DSL. The edit operation is
"INSERT POINTER(3) POINTER(6) COPY(5) h DONE". It inserts a node
with node 3 as the parent and node 6 as the previous sibling. The inserted node
has the type same as node 5 and the value is h.

• UPDATE POINTER(<nodeId>) <value>. Update the value of node nodeId
to value. The value can be a token or a copy from a node in the input graph.

• MOVE POINTER(<sourceId>) POINTER(<newParentId>)
POINTER(<newSiblingId>). Move the sub-graph with node sourceId as
root, under the new parent node newParentId with node newSiblingId as the
previous sibling.

• DONE. The end of edit operations.

We use Figure 4.6 and Figure 4.7 as an example. In both figures, each node
has a node type (uppercase characters), a node value (lowercase characters), and
a node id that is above the node. Figure 4.7 is the graph after we apply the
Graph2ToCoPo sequence "INSERT POINTER(3) POINTER(6) COPY(5) h
DONE" to Figure 4.6. It represents inserting a node under parent node id 3 with
node id 6 as the previous sibling. The inserted node’s type is a copy from node
id 5 and the node value is h. We can see that each Graph2ToCoPo edit operation
is unique, precise, and clearly defines the change.

In VRepair [51], we use what we call token context diff output representation
to deal with the sequential input representation. Similar to the Graph2ToCoPo
DSL, token context diff is based on edit operations but works with a token se-
quence. It has three types of edit operations:

• Add: <ModStart> context new. It adds a new code sequence new after the
tokens specified by context.
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Hypothetical buggy source code:         (a)

int getVal(int *array, int len, int index) {
if (index < len)
{

return array[index];
} else {

return index;
}

}

Hypothetical repaired function:           (b)

int getVal(int *array, int len, int index) {
if (index < len && index >= 0)
{

return array[index];
} else {

return -1;
}

}

Neural network input (CWE-xxx, StartLoc and EndLoc tokens added, newlines removed):                                                     (c)

CWE-119 int getVal ( int * array , int len , int index ) { <StartLoc> if ( index < len ) <EndLoc> { return array [ index ] ; } else { return index ; } }

Neural network token context diff output with context size 3:                   (d)

<ModStart> index < len &&  index >= 0 <ModStart> else { return -1 <ModEnd> ; } }

3 context tokens     Tokens inserted after ‘index < len’   Token replaces ‘index’

Color key:
     Incorrect line

     Correct line

     Context before

     Context after 

     VRepair special token

Neural network token context diff output with context size 2:                   (e)

<ModStart> < len &&  index >= 0 <ModStart> { return -1 <ModEnd> ; }

Context size 3 has only the correct repair as a possible interpretation, but context size 2 has these 3 interpretations:            (g)

int getVal ( int * array , int len , int index ) { if ( index < len && index >= 0 ) { return -1 ; } else { return index ; } }
int getVal ( int * array , int len , int index ) { if ( index < len && index >= 0 ) { return -1 ; } }
int getVal ( int * array , int len , int index ) { if ( index < len && index >= 0 ) { return array [ index ] ; } else { return -1 ; } }

Syntax for 3 types of change modification       (f)

Type       Syntax

Add
Delete
Replace  <ModStart> context new <ModEnd> context

<ModStart> context new
<ModStart> context <ModEnd> context

Figure 4.9: The VRepair code representation, based on token context diff.

• Delete: <ModStart> before_context <ModEnd> after_context. It deletes
all tokens between the tokens specified by before_context and after_context.

• Replace: <ModStart> before_context new <ModEnd> after_context. It
replaces all tokens between the tokens specified by before_context and af-
ter_context with the token sequence new.

The number of tokens in the context, before_context, and after_context is a
hyperparameter that we can tune. In VRepair, we choose 3, because it uniquely
specifies a location most of the time and is not too long. Figure 4.9 shows the
whole code representation for VRepair. In (a) we have the buggy source code
and in (b) we have the repaired source code. (c) is the tokenized buggy source
code that is the input to the VRepair model. (d) shows the token context diff
output representation with 3 tokens as the context size. We can see that we first
have a Add operation by inserting && index >= 0 after index < len. Second,
we replace all tokens between else { return and ; } } with -1. In (g) we see that
the token context diff can only be applied in one way, which is the correct repair,
with context size 3.

In Supersonic, which also adopts an edit operation based output represen-
tation for sequential input. We use much simpler edit operations than VRepair,
which is based on the unified diff format. Listing 4.3 shows an example program,
and Listing 4.4 shows the diff-based output representation by Supersonic. The
diff-based output representation is the unified diff with 1 line as context, without
the diff header and the line numbers. Multiple changed hunks are concatenated

1https://onlinejudge.u-aizu.ac.jp/problems/1537

https://onlinejudge.u-aizu.ac.jp/problems/1537
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#include <algorithm>
#include <iostream>
#include <map>
using namespace std;
using ll = long long;
int main() {

ll N, ans{};
cin >> N;
map<string, int> m;
string S;
while (cin >> S) {

sort(begin(S), end(S));
ans += m[S]++;

}
cout << ans << endl;

}

Listing 4.3: A user submission to the
Green Bin problem at AtCoder1

#include <iostream>
−#include <map>
+#include <unordered_map>
using namespace std;

cin >> N;
− map<string, int> m;
+ unordered_map<string, int> m;

string S;

Listing 4.4: The diff-based output
representation by Supersonic, the ‘-’
and ‘+’ are part of the output of the
network.

with a newline. Listing 4.4 include two change hunks, the first changes the in-
clude library from map to unordered_map, and the second changes the type of m
from map to unordered_map. Even though here we do not use explicit keywords
such as Add or Delete to specify the type of edit operations, the ’-’ and ’+’ can
be seen as representing these symbols.

!cpumask_test_cpu(cpu_id, buffer->cpumask))
return size;

-size = DIV_ROUND_UP(size, BUF_PAGE_SIZE);
-size *= BUF_PAGE_SIZE;
+nr_pages = DIV_ROUND_UP(size, BUF_PAGE_SIZE);

/* we need a minimum of two pages */
-if (size < BUF_PAGE_SIZE * 2)
- size = BUF_PAGE_SIZE * 2;
+if (nr_pages < 2)
+ nr_pages = 2;

-nr_pages = DIV_ROUND_UP(size, BUF_PAGE_SIZE);
+size = nr_pages * BUF_PAGE_SIZE;

/*
* Don’t succeed if resizing is disabled, as a reader might be

Listing 4.5: CVE-2016-9754 is correctly predicted by VRepair. It is an example of
a multi hunk vulnerability fix.

For Supersonic we have devised an experiment comparing the full program
output representation, i.e. outputting the whole token sequence for the gener-
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ated program, versus the diff-based output representation. For the comparison,
both the model architecture and the data set are kept the same. We found that
Supersonic with diff-based output representation doubles the performance of
Supersonic with full program output representation. It validates our hypothe-
sis that using edit operations is superior to the full program output representation
for PLUR, VRepair, and Supersonic.

Another advantage of using edit operations in the output representation is that
multi-hunk bug fixes can be easier represented and learned. Various previous
works have acknowledged the difficulty of doing multi-hunk bug fixes [22, 232,
233]. Simply scaling the search space of single-line bug fixes to multi-hunk bug
fixes will certainly cause the search space to explode in size. However, the model
can use the edit operations to generate multiple concise edits for different locations
to fix the bug. Listing 4.5 is one example of a multi-hunk bug fix that VRepair
is able to generate.

Edit operations in the output representation are a novel approach that changed
how deep learning models deal with source code transformations, particularly in
the realm of bug fixing. The traditional methodology often centered around gen-
erating the entire programs or large chunks of them, making them unwieldy and
error-prone. Edit operations, on the other hand, offer a higher-level abstrac-
tion. By focusing solely on the changes, these operations encapsulate the essence
of the transformation, offering a much clearer and concise representation. This
novel representation tackles a long-standing issue in the field: the verbosity of
traditional models. It is a common understanding that deep learning models,
especially seq2seq models, struggle with long sequences. With the reduction in
verbosity achieved by the edit operations, models can perform more accurately
and efficiently, as supported by our empirical findings with Supersonic and
VRepair.

Using edit operations in the output representation is a more compact rep-
resentation than the full program output representation. By reducing the
number of tokens the model should generate, we also reduce the probability
that the model will make a mistake. The edit operations also facilitate the
model to represent and learn multi-hunk bug fixes, a task that previously was
very challenging for traditional automated program repair tools.

This contribution is presented in PLUR in Advances in Neural Information
Processing Systems (2021)[II], VRepair in IEEE Transactions on Software
Engineering (2023)[III] and Supersonic under review in IEEE Transactions
on Software Engineering (2023)[IV].

4.4 Contribution 4: Training with Small Bug Fix Dataset

Training a deep learning model for program repair requires a massive amount of
training data. For example, training a neural translation model from English to
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French used over 41 million sentence pairs [234], and another popular text sum-
marization dataset CNN-DM used to train deep learning models, contains 300
thousand text pairs [235]. This is because deep learning models perform better
and better with more data [43]. For program repair tasks, using keywords to
filter commits to collect bug-fixing commits can easily give us millions of exam-
ples [90, 128]. However, such an approach to collect bug fix commits can have
false positives, does not have corresponding tests, and nearly impossible to repro-
duce the bug. On the other hand, a bug-fix dataset with reproducible bugs with
corresponding test cases is hard to collect. One of the most used reproducible bug
fix datasets is Defects4J [44], and in its newest version 2.0.0, it only contains 835
bugs. It can also be very hard to collect data for niche programming languages,
such as Cobol and Erlang. Training a deep learning model for program repair on
a small dataset would certainly yield dissatisfactory performance.

To deal with this, we describe how we use transfer learning to fix vulnerabilities
in subsection 4.4.1, where the vulnerability fix dataset size is often in the range
of hundreds to thousands. We have also explored multi-task learning, where we
combine datasets in different domains to train a single model, which is discussed
in subsection 4.4.2. This contribution is related to P4: Source code datasets
can be small in size. Training deep learning program repair models on
small datasets is unreliable and imprecise discussed in section 1.3.

4.4.1 Transfer Learning

Transfer learning is a technique in the machine learning community that aims to
transfer knowledge learned from a source domain to a related target domain [236].
It is generally used when data in the target domain is hard to collect. This
approach works well when the source domain and target domain share some
similarities. For example, knowledge learned from a dog image dataset can be
transferred to a model to recognize cats, where the cat image dataset is small.

In VRepair [51], we use the similarity between the bug fix task and vulner-
ability fix task and use transfer learning to deal with the small dataset issue of
vulnerability fixes. The vulnerability fix dataset usually collects data from the
National Vulnerability Database (NVD) and is often small in size. For example,
Vul4J [237] contains 79 vulnerabilities, Big-Vul [238] contains 3754 vulnerabili-
ties and CVEfixes [239] contains 5365 vulnerabilities. However, bug fix corpus
are usually large in size. For this work, we first train VRepair on millions of
C bug fix commits, where the commits are collected through keyword filtering.
Then, the same model is used to continue training on the smaller vulnerability fix
dataset with one-tenth of the original learning rate. The approach of reusing the
same network architecture and parameters on the source domain and transferring
knowledge to the target domain is called network-based transfer learning [240].

We compared VRepair, a model first trained on a bug fix corpus and then
trained on a vulnerability fix dataset, with two other models trained with differ-
ent strategies. The first model is only trained on the vulnerability fix dataset,
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and the second model is first pre-trained on a denoising task, and then fine-tuned
on the vulnerability fix dataset. The comparison is done over two different vul-
nerability fix datasets, Big-Vul and CVEfixes, to increase our confidence about
the generalizability of our conclusion. VRepair is able to consistently outperform
both models, achieving 21.86% and 22.73% accuracy over Big-Vul and CVEfixes,
compared to 7.86% and 11.29% for the model only trained on the vulnerability fix
datasets, and 13.36% and 13.34%for the model that is pre-trained and fine-tuned.
It shows transfer learning not only overcomes the small dataset problem but also
shows that pre-training over a similar task such as bug fixing is better than a
generic pre-training task such as denoising.

VRepair is the first work that shows transfer learning mitigates the small
dataset problem for vulnerability fix models, and provides strong empirical results
to support the claim. Its success in leveraging transfer learning not only brings
forth a novel solution to the small dataset challenge but also demonstrates the
versatility and applicability of transfer learning.

Transfer learning is transferring knowledge learned from one domain to another
related domain. We use transfer learning to deal with the small vulnerability
fix dataset problem by transferring the learned knowledge learned from a large
bug fix corpus. The result shows that it consistently outperforms the same
model just trained on the small vulnerability fix dataset.

This contribution is presented in VRepair in IEEE Transactions on Soft-
ware Engineering (2023)[III].

4.4.2 Multi-task Learning

Multi-task learning is about training one model to perform multiple related tasks
simultaneously, rather than focusing on a single task. The core premise of multi-
task learning is that the process of learning multiple related tasks can enable the
model to generalize better on each task, as it can leverage shared information
and patterns across tasks [241]. For instance, in natural language processing,
a model may be trained to simultaneously handle tasks like text classification,
named entity recognition, and sentiment analysis. By training a model on diverse
but related tasks, multi-task learning aims to improve the model’s performance,
robustness, and efficiency, exploiting the underlying inter-task relationships to
enhance the learning of task-specific representations.

PLUR [49] facilities multi-task learning by having one common unified graph-
based view of the program as the input representation, and edit operations as
the output representation, which is called Graph2ToCoPo (discussed in sub-
section 4.3.2). The challenge is to adapt existing tasks and datasets into the
Graph2ToCoPo framework, and then we can use the same graph neural network
architecture for all the tasks. If the task already uses a GNN encoder, then we
can directly use their dataset. In other cases, we have to create a light adapta-
tion that preserves the custom approach in the task without changing the model
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architecture. Here we summarize in short how we represent different tasks with
Graph2ToCoPo:

• ManySStuBs4J [242]: The dataset is a collection of buggy Java functions with
their bug type. We create a classification task from it by representing the diff
as a sequence of token nodes and the output is a token representing the bug
type.

• code2seq [101]: code2seq contains a dataset for function name prediction. We
mimic the code2seq representation of AST paths by representing them as a
sequence of AST nodes with a root node. The roots of each graph that rep-
resent an AST path are connected to the graph root node. Figure 4.10 shows
an example of such a graph. The output is a token sequence representing the
function name.

• funcom [8]: The dataset is about predicting the doctoring given the method
body. We use a token sequence as a graph to represent the method body and
the output is a predicted token sequence for the docstring.

• VarMisuseH [210]: The task is to localize and repair a variable misuse bug.
The dataset is already in graph format therefore we use it as it is. The output
can be the token NO_BUG if there is no variable misuse or two pointers, the
first pointing to the misused variable and the second pointing to the correct
variable to use.

• Hoppity [117]: The task is to fix JavaScript bugs. The dataset is already
using graph format and they also use edit operations that allow us to just
translate them into ToCoPo outputs.

• convattn [95]: The task is to predict the method name given the method
body. The method body is already tokenized and we use them to create a
token chain with a root node as a graph. The output is a token sequence
representing the method name.

• ogb-code [243]: The task is to predict the method name given the method
body. The examples in the dataset are already represented as graphs, and we
simply use a token sequence representing the method name as output.

• CuBERT [138]: It introduces five classification tasks and one localization and
repair task. The classification tasks are exception classification, wrong oper-
ator classification, swapped operand classification, function-docstring classi-
fication, and variable misuse classification. For these classification tasks, we
create a chain from the token sequence and use a token to represent each class
as output. The localization and repair task is variable misuse localization and
repair. For it, we also create a chain from the token sequence, and we use two
pointers as output, one pointing to the misused variable and the second one
pointing to the variable that should replace the misused variable. If there is
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Figure 4.10: Representing sets of AST path from code2seq as a graph.

no variable misuse, then the first pointer will point to the first token, which
is never the misused variable.

• Retrieve & Edit [244]: The task is to autocomplete a Python function given
the function name, arguments, and function comment. We create three token
chains for each function name, arguments, and function comment tokens. All
token chains are connected to a root node. The output is the function body
as a token sequence.

For the multi-task evaluation for PLUR, we train a single model on all Cu-
BERT tasks and compare it against training the same model on each task sepa-
rately. We found that the performance of the multi-task PLUR model improves
significantly for all but one task, and the performance increases the most for the
task with the smallest dataset. It shows that multi-task learning is an effective
approach to deal with the small dataset issue. Another advantage of multi-task
learning is the unified code representation. In PLUR we use the same code repre-
sentation, Graph2ToCoPo, to represent all 16 code-related tasks, where each one
of them originally was represented in different ways. We also show the versatility
of our unified code representation by including code2seq. We are able to incor-
porate the custom model designs of code2seq with encoders handling sets of AST
paths into our code representation without changing our model architecture.

To the best of our knowledge, PLUR is the first work that unifies different
code representations for various code-related tasks. This code representation uni-
fication allows practitioners to focus on the design of machine learning models
for all code-related tasks, instead of repeating the work of designing code rep-
resentation and model architecture for each specific task. PLUR facilitates and
enables many experiments that previously were not possible. We are able to
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fairly compare different model architectures and evaluate multi-task learning for
code-related tasks, thanks to the unified code representation.

Multi-task learning is using one model to train on multiple tasks simultane-
ously. We use this technique and find that it increases the performance com-
pared to training a model on each task separately. The performance increase
is the largest for the task with the smallest dataset. It shows that multi-task
learning is a viable solution to deal with the small dataset issue.

This contribution is presented in PLUR in Advances in Neural Information
Processing Systems (2021)[II].
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Conclusions and Future Work

The important thing is not to stop questioning. Curiosity has its own
reason for existing.

– Albert Einstein

The input and output representation for the source code of deep learning
models is a critical design choice that is overlooked by many neural program
repair works. Many neural program repair tools have overlooked the importance
of designing a suitable representation of source code, and only very few works
have studied the impact of code representation. In this chapter, we summarize
our contribution to designing input and output representations of source code to
boost the performance of deep learning on code models.

5.1 Summary

In this thesis, we propose various ways to design the source code representation
for deep learning models to deal with the following properties of source code:
1. Source code can be very large, making it hard for a deep-learning model to
process them. 2. Source code can contain rare identifier names, making it hard for
a deep-learning model to generate them. 3. Source code requires precision because
it is a machine language while having semantic meaning, making it hard for a
deep-learning model to generate both accurate and meaningful changes. 4. Source
code dataset can be scarce while a deep-learning model requires a large dataset.
Training a deep-learning model on a small dataset is imprecise and unreliable.

To tackle the first problem of the size of the source code, we present two solu-
tions, one for sequence representation and another one for graph representation.
In SequenceR, we use abstract buggy context to only keep the relevant context
around the bug to minimize the size of the input sequence. While in PLUR, we
prune nodes in the input graph if they are further than a pre-defined value from
the most important node, which is often the buggy node or nodes representing
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the error message. These techniques even allow us the possibility of using them as
input to a deep learning model, without removing important context information.

The second challenge of rare identifier names is alleviated by using a technique
from the natural language processing community called the copy mechanism [50].
The copy mechanism trains a neural network to learn when and where to copy
an input token. This is analogous to the redundancy assumption in the program
repair community, that a buggy program itself contains the repair ingredient. We
have extensively used the copy mechanism in SequenceR, PLUR, and VRepair,
and showed how it combined with the input representation allows a deep-learning
model to generate more patches.

The third challenge of precision is mitigated by incorporating instructions in
both the input and output representation. Fault information such as location,
error message, and error type can be added to the input representation as we
have done in SequenceR and PLUR. The output representation can also contain
instructions that we have done for PLUR, VRepair, and Supersonic, i.e. edit
operations that are instructions on how to change the input programs. Compared
to full program outputs, they reduce the redundancy, minimize the probability of
accumulated errors, and allow the model to generate shorter but precise changes.

Finally, having one unified input and output representation for different code-
related tasks also addresses the small dataset issue. We can employ transfer
learning, i.e. transfer knowledge from a source domain to a similar target domain,
or multi-task learning, i.e. learning multiple tasks simultaneously, to deal with
it. The unified view of source code makes both approaches transparent to the
selected model architecture.

5.2 Future Work

Our vision for the future work of designing a proper input and output represen-
tation is about continuing to explore the potential and limit of the source code
representation. In this section, we propose the following future research directions
for it.

5.2.1 Few-shot Learning for Code Representation

In all our experiments, we have trained or fine-tuned our models with each code
representation that we have designed. This is because we want the encoder to
learn how to encode the new input representation, which can be different from
what it is pre-trained on. At the same time, we want the decoder to learn to gen-
erate the new output representation. However, in recent years, few-shot learning
has become a hot topic in the deep learning community. It is about only pro-
viding a few examples of a task that the model has not been trained on at the
inference time. Brown et al. have shown that LLMs are few-short learners, and
they can achieve state-of-the-art results by doing so [121].
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I will give you a Python code snippet and the corresponding syntax error message. I
want you to generate a fix that resolves the error.

Error message:
File "/tmp/test.py", line 2
if n = 1:

SyntaxError: invalid syntax. Maybe you meant ’==’ or ’:=’ instead of ’=’?

Code snippet:
def factorial(n):
if n = 1:
return 1

else:
return n * factorial(n-1)

The fix that you generate should follow a specific domain-specific language that I
define here. In this language, the first word is the edit operation keyword,
followed by instructions on how to edit the source code depending on the keyword.
They are:
* ADD <LINE NUMBER> <SOURCE CODE LINE>: Adding <SOURCE CODE LINE> as a new line at
line <LINE NUMBER>.
* DELETE <LINE NUMBER>: Deleting the line at <LINE NUMBER>.
* REPLACE <LINE NUMBER> <SOURCE CODE LINE>: Replacing the line at <LINE NUMBER> with
<SOURCE CODE LINE>.

Now I will give you examples of similar bug fixes with the same error message
following the domain-specific language that I just defined.

Code snippet:
def is_even(x):
return x % 2 = 0

Patch:
REPLACE 1 return x % 2 == 0

Code snippet:
def is_odd(x):
return x % 2 = 1

Patch:
REPLACE 1 return x % 2 == 1

Now generate the patch for the first code snippet that I provided following the
domain-specific language that I just defined.

Listing 5.1: Few-shot learning of code representation. We first give the model the
error message and the code snippet. Then, we present our code representation,
followed by a few examples (few-shot) of similar bug fixes.
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Given the error message and the provided code snippet, the error is with the line ‘
if n = 1:‘ where it should have been ‘if n == 1:‘. Using the domain-specific
language you’ve provided:

Patch:
REPLACE 2 if n == 1:

Listing 5.2: The answer generated by GPT4 from the prompt of few-short learning
of code representation in Listing 5.1. GPT4 is able to learn the code representation
and generate the correct fix.

This idea can be extended to code representations. Instead of training a model
with a new code representation, we can give examples and instructions on how
to interpret the code representation to the model at inference time. Listing 5.1
is an example that we created as an illustration. In the example, we first give
the model the bug and the corresponding error message. Then, we describe our
code representation, which is a DSL for the output representation. The few-
shot examples are bug fixes that follow our DSL. When giving the example from
Listing 5.1 to GPT4, a large language model from OpenAI, it generated the
answer in Listing 5.2. GPT4 is able to learn the code representation in few-shots
and generate the correct patch following the code representation specified by the
DSL The advantage of few-shot learning is that no training is required and we
can often use very large and general models that are trained on billions or trillions
of natural language and programming language examples.

The source code representation can also be interpreted as a way to influence
the models on how to perceive and process programming languages. This is much
like adapting to a new chain-of-thoughts [245], a phenom in large language models
where the performance increases after the thought process are added to the few-
shot examples. Integrating few-shot learning with code representations brings a
novel perspective to the interaction between programming languages and neural
models. This interplay manifests as a flexible adaptation mechanism, enabling
models to adapt to distinct source code notations.

5.2.2 Meta-Learning for Code Representation

The quest for finding an optimal code representation is a formidable challenge
that is not only limited to the automated program repair domain. Previous works
on code representation have often been driven by intuitions and manual designs.
While these intuitions are based on domain expertise and programming experi-
ence, they inherently possess biases and are susceptible to oversights. The differ-
ent choices of code representations, the granularity of tokenization, other modal-
ities, and many others are predominantly arbitrary, with justification grounded
more in convention than empirical or theoretical evidence.

Instead of relying on the manual process of designing a code representation,
meta-learning offers a promising direction to navigate these challenges. Meta-
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learning [246], which is about "learning to learn", seeks to optimize the code
representation for the program repair task. It treats designing the code repre-
sentation as a learnable task. With the right data and feedback, a meta-learning
model can select the most effective representation strategy for program repair.
MetaTPTrans is one example of using meta-learning in the context of code repre-
sentation [202]. They train a meta learner to assign weights to a base learner that
is actually learning the representation of code snippets. However, in this work,
only the weights are learned through meta-learning, not the code representation
itself.

The potential advantages of this approach are many. Firstly, it can find novel
representation strategies that human intuition might overlook. Secondly, it en-
sures that the chosen representation is more aligned with the program repair
task, potentially enhancing the accuracy and efficiency of repair models. Lastly,
eliminating arbitrary decisions leads the way for more systematic research in the
field.

5.2.3 Benchmark for Code Representation

In existing work of code representation, the authors often highlight the potential
weakness in the previous state-of-the-art code representation and incorporate new
mechanisms to deal with these weaknesses. The result code representation is then
benchmarked on a dataset with code-related tasks. Most of the studies in this
area have restricted their focus to a limited set of code representations and have
benchmarked their results on a small range of tasks. This selective and narrow
focus has inadvertently led to a scenario where there is no comprehensive under-
standing of how various code representations perform across a wider spectrum of
tasks.

One crucial aspect that is noticeably missing in current literature is the es-
tablishment of a benchmark for code representations. A robust benchmark would
help researchers in fairly comparing different code representations, understand-
ing their strengths and weaknesses, and evaluating their generality across tasks.
Without such benchmarks, researchers run the risk of designing code represen-
tations that are overly tailored to specific tasks, thereby sacrificing their gener-
ality and wider applicability. Furthermore, some code representations have been
deeply intertwined with specific machine learning models. It means that the
model architecture is specifically designed to work with the code representation.
Such a coupling results in a situation where it becomes challenging to distinguish
the contribution of the representation from that of the model. An ideal scenario
would be where code representations are decoupled from specific models, allowing
them to be more versatile and plug-and-play across a variety of neural architec-
tures. This decoupling would pave the way for leveraging larger, more powerful
pre-trained models, enhancing their ability to interpret and generate code. In
subsection 4.4.2, we have shown that PLUR could replicate the custom model
architecture by code2seq simply by constructing a novel code representation and
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using a general graph neural network instead. The performance proves that we
can decouple the two design choices while achieving a better performance.

The development of such a benchmark would not only bring a leveled play-
ground but would also bring further innovation to code representations. It would
aid in identifying gaps in current approaches, provide a common platform for fair
competition, and steer the research community towards developing representa-
tions that are both versatile and efficient.
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