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Abstract
Federated learning (FL) stands as a crucial method in preserving the data privacy of indi-
viduals who actively contribute to the machine learning task of Human Activity Recognition
(HAR) through wearable devices. Although FL provides a degree of privacy protection, it’s
crucial to acknowledge that it may not always guarantee robust models and data privacy in
specific scenarios. Moreover, FL typically ensures privacy by keeping data localized within
user infrastructure, offering a uniform perspective on data privacy. To tackle these challenges,
researchers are increasingly focusing on integrating privacy-preserving techniques like Dif-
ferential Privacy (DP), Homomorphic Encryption (HE), and Trusted Execution Environments
(TEE) into the FL framework. However, integrating these techniques directly can introduce
their own set of challenges. For instance, DP, while effective in preserving privacy, can disrupt
the learning process if excessive noise is added, which is particularly challenging in FL due
to data heterogeneity. HE offers strong privacy guarantees but is constrained by computational
complexity, and TEEs face scalability issues in practical implementations. To strike a balance
between privacy and utility, we introduce the Kavach framework designed to seamlessly integrate
specific privacy-preserving methods while accommodating diverse privacy preferences. In this
framework, privacy is recognized as a non-uniform concept, where privacy does not arise
only by withholding data but also by incorporating different privacy preferences and privacy-
preserving methods. With respect to the non-uniformity, the quantification of privacy by users
plays a crucial role. Kavach leverages DP’s unique ability to quantify privacy and tailor privacy
budgets to individual user needs. Additionally, the framework allows integration of other privacy
methods like encryption or TEEs on a limited scale, reserving them for specific requirements.
The primary goal of Kavach is to provide a personalized privacy experience for both clients and
system designers. It offers flexibility, enabling users to choose their preferred privacy settings
and methods, ensuring a customized and effective approach to privacy preservation within
collaborative learning. In this work, we present different variants of the Kavach framework and
showcase experiments on benchmark Human Activity Recognition (HAR) datasets, as well as in
the computer vision domain. These experiments highlight the privacy-utility tradeoff and clas-
sification performance, demonstrating the framework’s effectiveness in achieving personalized
privacy while maintaining utility.

1. Introduction
In recent years, the proliferation of wearable devices and the advent of the Internet of Things (IoT) have generated

an unprecedented volume of data related to human activities. This surge in data has paved the way for significant
advancements in Human Activity Recognition (HAR) systems, with applications ranging from healthcare monitoring
to augmented reality and personalized user experiences. While these systems have shown great potential, they also
raise profound concerns regarding data privacy and security.

Federated learning has emerged as a promising solution to address these concerns, allowing multiple edge devices
or data sources to collaboratively train machine learning models while keeping data localized and private. This
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Figure 1: A high-level view of the Kavach framework, where multiple privacy measures are incorporated for different users
and trained in a secure federated manner.

approach minimizes the need for centralizing sensitive data, thus reducing the risk of data breaches and privacy
violations. However, federated learning itself poses certain challenges in the HAR problem and the potential for
privacy breach through model inspection [23]. For instance, an adversary could potentially breach the security of
an insecure federated aggregation server, gain access to the model’s internal components (such as gradients, weights,
embedding outputs, etc.), and thereby extract sensitive information pertaining to the data used for training the model
[23, 18, 33, 37]. Moreover, it is important to note that FL inherently provides a uniform perspective on data privacy,
which means it offers the same level of privacy for all users. FL achieves privacy by ensuring that data remains within
the client infrastructure without leaving the user’s control. This approach is the same across all the clients of the
FL system. However, this uniform approach may not be sufficient or acceptable in certain scenarios. For instance,
regulatory requirements may necessitate the use of encryption-based methods to bolster data protection, going beyond
the standard FL approach. In such cases, it becomes imperative to explore alternative privacy-preserving techniques,
such as encryption, to align with these specific requirements and ensure comprehensive data security. Additionally, we
also tend to offer the clients a scope to dictate their privacy preferences and incorporate that. Thus, we advocate two
important principles regarding privacy,

• Privacy Is Non-Uniform: Privacy requirements can vary significantly among different users. For example, in a
Human Activity Recognition (HAR) scenario, a user with a heart condition may have more stringent privacy
requirements when contributing heartrate data compared to a regular user. Furthermore, we also observe two
important types of non-uniformity.

– Non-uniformity in preferences from users, where users specify different levels of privacy.
– Non-uniformity in privacy-preserving methods, where requirements from system designers or regulations

mandate the incorporation of multiple (more than one on top of FL) privacy preserving techniques, such
as homomorphic encryption (HE), differential privacy (DP), etc.

• Quantifying Privacy: We seek to shift from an abstract notion of privacy to a more quantitative representation.
For instance, in the HAR example mentioned, we aim to quantify a user’s privacy requirements. This approach
not only provides users with more information but also establishes transparency in the privacy-preserving
process. Specifically, it allows us to satisfy the non-uniformity in preferences property introduced earlier.

One way to promote the non-uniformity in privacy is integrating privacy and security techniques, such as DP [16],
HE [11], trusted execution environments (TEE) [24], into the federated learning setup. DP introduces an additional layer
of protection by injecting controlled noise into the computation process, ensuring that individual contributions remain
indistinguishable and thus safeguarding participants’ privacy. Moreover, DP also quantifies privacy, a property that can
Debaditya Roy et al.: Preprint submitted to Elsevier Page 2 of 15



Kavach for Human Activity Recognition

be used for privacy preference. In a federated setup, clients locally perturb their model weights before sending them
for federated averaging, a technique known as local differential privacy (LDP). Meanwhile, HE enables computations
on encrypted data without the need to decrypt it, preserving data privacy during model aggregation in a federated
learning setting. TEE provides a secure enclave in which operations can be performed securely. It can be placed inside
the aggregation server to enable secure aggregation. When combined with or without FL, these techniques can add
extra layers of privacy preservation to enhance the overall security and privacy guarantees of federated learning.

The aforementioned methods have been recently adopted in federated learning settings to create secure and private
learning frameworks. For instance, Mondal et al. introduced the “Flatee” framework [24], Natarajan et al. presented
the “Chex-mix” framework [25], and Le et al. proposed “Ada-PPFL” [16]. The “Flatee” framework conceptualizes
federated training by incorporating both global and local aggregation within a TEE enclave. To enhance privacy, client
updates are perturbed with noise to achieve DP. However, the practical applicability of this framework is challenged
by the scalability of TEEs across a broad set of clients, which limits its usability. Furthermore, excessive noise added
through DP can deteriorate the learning process, a challenge compounded in Federated Learning (FL) due to the
inherent data heterogeneity. “Ada-PPFL” integrates DP into the FL framework but does not provide insights into the
privacy-utility tradeoff, making it challenging to gauge its practical implications on downstream task performance. In
the “Chex-mix” framework, a successful integration of TEE and HE was demonstrated for cloud-based inference.
This work addressed the vulnerability of a trained model in the cloud, ensuring its protection through TEE and
HE, thus enhancing query security. HE offers robust privacy guarantees while preserving downstream performance.
However, its applicability is limited by the availability of homomorphic operations and computational complexity,
making it challenging to integrate into all types of problems seamlessly. Additionally, the training of a collaborative
system was not addressed in “Chex-mix”. Notably, the discussed works do not directly address the Human Activity
Recognition (HAR) problem, although their principles could theoretically be adapted to this context. Other approaches
like “Cluster-FL” [26], “LDP-Fed” [38], and our previous work “PFSCL” [31] propose federated learning solutions for
HAR, incorporating DP as an additional security measure. "Cluster-FL" lacks non-uniformity in privacy and relies
solely on FL, while "LDP-Fed" restricts itself to DP for privacy preservation and doesn’t provide insights into the
privacy-utility tradeoff. “Cluster-FL” does not comply with the principle of non-uniformity in privacy and relies solely
on FL, while “LDP-Fed” restricts itself to DP for privacy preservation and doesn’t provide insights into the privacy-
utility tradeoff. All the above works (except “PFSCL”) are hindered by five challenges that we aim to address in this
work.

– The majority of existing work in the field that integrates privacy-preserving methods with FL typically employs
a single privacy-preserving method, primarily focused on bolstering privacy. In this regard, they exhibit limited
flexibility.

– They do not accommodate the notion of user privacy preference.
– Frameworks using DP within FL lack insights into the privacy-utility tradeoff, making it difficult to understand

practical applicability in cases where DP noise must be tuned based on downstream application performance.
– Frameworks combining privacy-preserving mechanisms like TEE and HE (with or without DP) within FL do

not offer insights into the scalability of such applications.
– Most of the earlier works are not adapted for the HAR use case.
To address the above-mentioned challenges and guided by the two fundamental principles, we introduce a novel

framework named Kavach (means defense armor in the Sanskrit language), depicted in Figure 1, designed to seamlessly
integrate various privacy-preserving methodologies and accommodate diverse privacy preferences. While some prior
research efforts have applied Differential Privacy (DP) in conjunction with Federated Learning (FL) for the sake of
privacy preservation, we extend its utility beyond mere privacy enhancement; we leverage DP’s unique property to
quantify privacy. DP’s inherent privacy accounting feature, as established in previous studies [1, 27, 6], empowers us
to establish distinct privacy budgets for individual users, tailored to their specific privacy preferences and practical
requirements. In practice, these privacy budgets can be fine-tuned to cater to varying needs. For instance, in the
context of Human Activity Recognition (HAR) mentioned earlier, a data custodian with highly sensitive information
may opt for an exceptionally low privacy budget, while an average user might select a moderately higher privacy
budget that balances privacy and utility. We observe that privacy-preserving techniques such as DP-SGD [1] may
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Frameworks HAR Personalized TEE HE DP PPK
Flatee [24] ✓ ✓

Chex-mix [25] ✓ ✓ ✓

Ada-PPFL [16] ✓

PPFL-NonIID [32] ✓ ✓

PFSCL [31] ✓ ✓ ✓

ClusterFL [26] ✓ ✓

LDP-Fed [38] ✓ ✓

Kavach ✓ ✓ ✓ ✓ ✓ ✓

Table 1
A overview of privacy-preserving federated learning frameworks compared against important features. HAR - Human
Activity Recognition, Personalized - Personalized Privacy Preferences, TEE - Trusted Execution Environment, HE -
Homomorphic encryption, DP - Differential Privacy, PPK - Public Private Key Encryption, Our proposed framework
is Kavach.

experience performance degradation as the privacy budget decreases, while alternatives like DP-PATE [27] offer
enhanced performance and privacy guarantees at the cost of increased computational complexity. Consequently, we
recognize that the choice between these methods should be driven by specific use-case requirements, enabling us to
effectively quantify privacy while accommodating diverse and non-uniform privacy preferences. As shown in Figure 1
Kavach also integrates other privacy-preserving mechanisms, such as encryption-based methodologies or TEEs, on a
limited scale. The TEE environment in Kavach is only used for the decryption of secure keys for a very limited number
of clients. Compared to the other methods, the primary goal of this framework is to provide a personalized privacy
experience for both clients and designers of these systems. It is important to note that it is not mandated to apply all
the privacy-preserving methods supported by Kavach together. The choice of privacy-preserving methods is left to
the discretion of the privacy, performance, and scalability requirements. Nevertheless, it is strongly suggested to use
DP for some clients, especially where the clients dictate their privacy preferences. A comparative overview of other
privacy-preserving frameworks with Kavach is provided in Table 1.

The main contributions of our paper are:
• We introduce Kavach, an innovative privacy preserving framework tailored for collaborative learning in Human

Activity Recognition (HAR). Kavach offers the capability to seamlessly incorporate diverse privacy preferences
and a range of privacy-preserving methodologies, resulting in an optimal balance between privacy and utility.
This framework empowers users with the unique ability to choose from a spectrum of privacy settings and
methodologies that best align with their specific needs and requirements. By doing so, Kavach enables a
personalized and efficient approach to preserving privacy in the realm of collaborative HAR learning.

• We propose several distinct variants of the Kavach framework. Our study comprises experiments conducted
on well-established Human Activity Recognition (HAR) datasets, namely, PAMAP2 [30] and WISDM [15].
Through these experiments, we aim to illustrate the intricate balance between privacy preservation and classifi-
cation performance within the context of HAR. Furthermore, in order to underscore the broad applicability and
generalization capacity of the Kavach framework to other domains, we extend our investigations to the Fashion-
MNIST dataset [34] in the realm of computer vision. This diverse range of experiments not only enhances
our understanding of the privacy-utility tradeoff but also underscores the versatility of Kavach as a privacy-
preserving solution across various use cases.

• We offer comprehensive guidelines intended to provide a deeper understanding of the intricacies involved in
the design of systems like Kavach. These guidelines are especially valuable in aiding practitioners in making
informed decisions when it comes to selecting the most appropriate privacy-preserving methods and determining
the optimal values for the Differential Privacy (DP) budget. In particular, we provide valuable insights and tips
to assist in the process of discerning which privacy-preserving techniques are best suited for a given scenario and
what specific values of the DP budget align most effectively with the downstream performance requirements.

The paper is organized as follows. In the Background section of this paper, we will introduce DP, HE, and TEE,
explaining how these techniques can be seamlessly integrated into the federated learning framework. Following this,
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we present a thorough Related Work section. Then, we present possible architectural variants of the Kavach framework
and discuss them. We resent experimental results demonstrating the effectiveness of our approach in the Evaluation
section. Finally, we conclude the paper with the Future Works and Conclusion section.

2. Background
2.1. Differential Privacy

Differential privacy is a rigorous privacy framework used to protect sensitive data while allowing for useful data
analysis [6]. It ensures that individual contributions to a dataset remain confidential by adding carefully calibrated
noise to the data. Let 𝐷 represent a dataset and 𝑓 be a data analysis query or function. Differential privacy is achieved
through the following definition:

𝑃 [𝑓 (𝐷1) ∈ 𝑆] ≤ 𝑒𝜀 ⋅ 𝑃 [𝑓 (𝐷2) ∈ 𝑆] (1)
where, i) 𝐷1 and 𝐷2 are neighboring datasets, meaning they differ by the inclusion or exclusion of a single individual’s
data, ii) 𝑓 (𝐷1) ∈ 𝑆 represents the probability that the output of the query 𝑓 falls within a set 𝑆 when applied to
dataset 𝐷1 and, iii) 𝜀 (epsilon) is the privacy parameter, controlling the level of privacy protection. Smaller 𝜀 values
correspond to stronger privacy guarantees. Differential privacy ensures that the presence or absence of any individual’s
data in the dataset has a limited impact on the output of the data analysis query. This provides a strong privacy guarantee
even when adversaries possess significant background knowledge. Differential privacy has become a cornerstone of
privacy-preserving data analysis in various domains, including healthcare, finance, and social sciences. It enables the
sharing of data for research and analysis while protecting individuals’ privacy.

In practice, differential privacy is realized by adding controlled noise to data or models. There are different methods
for applying differential privacy in deep learning, namely differentially private stochastic gradient descent (DPSGD)
[1], and private aggregation of teacher ensembles (PATE) [27]. While the first approach, as outlined in [1], involves
introducing noise into the gradient updates, the second method [27] leverages a differential privacy technique known
as subsampling and aggregation, as described in [6]. In this latter approach, the training data is partitioned into disjoint
subsets, and an ensemble of models is trained individually on these subsets. Subsequently, noise is added to the output
of each model within the ensemble, and the ensemble is further distilled into a student model, which is deployed for
the end users. In both approaches, accounting of privacy is done so that the privacy loss per query and the overall
privacy budget can be calculated easily. One of the advantages of PATE (Private Aggregation of Teacher Ensembles)
is its ability to bound privacy loss effectively. This is achieved by deploying a student model in place of the teachers,
ensuring that there is no privacy leakage from the teachers.

In Kavach, we use DP to regulate the privacy preferences of individual users. From an implementation point of
view, both PATE and DPSGD can be used to achieve DP. PATE would involve deploying the distilled student model
for the collaborative training part.
2.2. Homomorphic Encryption

Homomorphic encryption is a cryptographic technique that allows for computations to be performed on encrypted
data without decrypting it first [10]. This property is particularly useful in scenarios where data privacy is critical, and
it enables secure operations on sensitive information. Let 𝐸 be an encryption function, 𝐷 be a decryption function,
and ⊕ represent an operation. A homomorphic encryption scheme satisfies the following properties:

𝐷(𝐸(𝑚1)⊕𝐸(𝑚2)) = 𝑚1 ⊕𝑚2 (2)
In other words, when two plaintext messages 𝑚1 and 𝑚2 are encrypted separately, and their ciphertexts are combined
using the operation ⊕, the result of decrypting the combined ciphertext is equal to the combination of the original
plaintexts. We have tested our framework on homomorphic encryption, where all the clients have to share the key
for the decryption process. Alternatively, in Kavach, we also suggest the use of public-private key-based encryption
methods for highly sensitive clients, which is supposedly less computationally intensive.
2.3. Trusted Execution Environment

A Trusted Execution Environment (TEE) is a secure and isolated environment within a computing device that
provides a high level of security for executing sensitive and critical applications. [12] TEEs are designed to create a
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secure and isolated environment called enclaves within a device’s CPU, memory, and storage. This isolation ensures
that sensitive data and processes running within the TEE are protected from unauthorized access, malware, and
other security threats. They often employ hardware-based security mechanisms, like ARM TrustZone Intel SGX, to
establish and maintain this trust. While the adoption of TEEs is becoming common, computational traceability still
poses a serious question on the scalability aspects of this method. In Kavach, we advocate for a simplified use of
Trusted Execution Environments (TEE), confining its application to key storage, decryption tasks, and straightforward
averaging operations.

3. Related Work
In recent years, there has been a growing recognition of the privacy vulnerabilities inherent in native federated

learning. This awareness has prompted significant efforts to enhance the privacy safeguards of federated learning
systems. One specific research focus has been on developing robust defenses against potential malicious attacks
originating from clients. In this specialized research branch, the primary goal has been to create methods capable
of identifying and mitigating threats posed by dishonest or sybil clients, along with their potentially harmful model
updates. These methods are meticulously designed to ensure the integrity and security of the federated learning process
[17, 36, 4, 9]. However, it’s crucial to recognize that while these defenses are effective in scenarios involving dishonest
or adversarial clients, there are still substantial privacy risks in situations where clients are genuinely honest. In such
cases, the server itself can become a target for adversaries or even honest but inquisitive parties who seek to inspect
the internal workings of client models. This potential for intrusion raises serious privacy concerns that demand a
comprehensive examination. Therefore, this work seeks to investigate and assess the methods falling within this latter
category, which address the privacy challenges arising when clients are honest but the server faces security and privacy
threats.

In the context described earlier, privacy vulnerabilities can emerge when malicious entities exploit the inspection of
specific neural network layers. For instance, Melis et al. [23] have demonstrated that examining the embedding layers
of client models enables adversaries to discern the words upon which the clients were trained within a collaborative
learning framework. This form of inspection poses a significant privacy risk and highlights the importance of
safeguarding sensitive information within federated learning setups. Another avenue for potential privacy leakage is the
fully connected layer of neural networks. The process of representation compression, facilitated by the fully connected
layer, can be reverse-engineered, allowing adversaries to trace compressed representations back to the original inputs of
the neural network. This vulnerability, as identified by Liu et al. [18], underscores the need for robust defenses against
such privacy threats. Furthermore, it is worth noting that gradient-based privacy inference attacks can be exploited
to extract sensitive information. These attacks have the potential to reveal details about ground-truth labels [37] or
even provide insights into the input data itself [33]. The above privacy-invasive techniques emphasize the necessity of
comprehensive privacy preservation strategies in federated learning scenarios.

Defending against privacy vulnerabilities in federated learning can be categorized into three main classes, each
offering distinct approaches to safeguarding sensitive information:
Gradient-Based or Model-Based Defenses: One approach involves leveraging gradient-based or model-based
defenses. Zhao et al. [37] observed that gradient compression techniques, designed to reduce communication overhead
[21], can aid in preserving privacy. This compression helps obscure information within the gradients, making it
harder to infer sensitive details. While compression is effective in certain scenarios, it’s essential to note that it may
not be a native privacy-preserving technique and can have varying objectives in different use cases. Another facet
of gradient-based defense involves perturbing gradients, which, in turn, perturbs learning signals. This perturbation
disrupts the ability to extract meaningful information from the model, enhancing privacy. Differential privacy (DP),
which introduces noise into gradients or model outputs [1, 27], is a compelling privacy-preserving technique. DP
provides a quantitative representation of privacy, allowing for precise control. However, it requires careful application,
as excessive noise can hinder global model learning in federated learning.
Cryptographic Defenses: A second class of defenses revolves around cryptographic techniques. These methods
advocate encrypting model weights or gradients before transmitting them to the server for federated aggregation.
Encryption methods like homomorphic encryption (HE), secure multiparty computation (SMC), or public-private key
(PPK) encryption can be employed for this purpose. Homomorphic encryption is particularly versatile, enabling the
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same operations on encrypted data as on decrypted data. This �exibility has motivated researchers to integrate HE into
federated learning to bolster model protection [25, 32, 7, 29]. However, HE faces limitations in terms of computational
complexity, limited supported operations, and the necessity for key sharing among all participants. Multi-key
homomorphic encryption [22] can mitigate the key-sharing requirement but is still constrained by computational
considerations. Secure multiparty computation, where multiple clients hold partial information and collaboratively
learn the complete representation, is another cryptographic avenue. Despite its promise, SMC is limited due to
computational and communication overheads [5].

Airtight Box-Based Defenses:The third class of defenses involves creating secure environments, often referred
to as enclaves(`airtight boxes`), within the server where computations occur. These environments are impervious to
external adversaries. Trusted Execution Environments (TEE), which establish secure enclaves inside CPUs, are used
to implement this approach. Several works have incorporated TEEs within federated aggregation servers to secure
operations [25, 24]. For example, in [25], the server's inference model is placed inside a TEE to ensure secure inference.
In contrast, Mondal et al. [24] perform both server and client training within a TEE. However, TEEs present challenges,
as they are complex to implement and computationally intensive. O�oading an entire training process within a TEE
can be particularly resource-intensive. The inference operations performed in a TEE, as depicted by Natarajan et al.
[25], are possible but require powerful hardware for practical implementation.

These three categories encompass various approaches for defending against privacy leaks in federated learning.
Researchers often combine these methods to provide comprehensive protection, with an emphasis on preserving client
privacy. The �exibility in design choices, as exempli�ed by theKavachframework, allows for tailoring privacy preser-
vation strategies to di�erent privacy preferences, both for system designers and end-users. While many frameworks
have utilized di�erential privacy in federated learning, they have primarily focused on gradient perturbation. In contrast,
Kavachexplores a di�erent facet of di�erential privacy, speci�cally its numerical quanti�cation, to address user privacy
preferences e�ectively.

The research discussed above showcases a range of possibilities for safeguarding client models and preserving
data privacy in federated learning. To enhance privacy protection, researchers often combine multiple methods within
the federated learning infrastructure. For instance, the Chexmix framework [25] employs a combination of Trusted
Execution Environments (TEE), homomorphic encryption (HE), and public-private key (PPK) encryption to bolster
privacy. Shen et al. [32] explore various encryption methods to ensure robust privacy guarantees, and Ada-PPFL [16]
combines anomaly detection and di�erential privacy (DP) to secure model updates.

In these integrated frameworks, researchers are dedicated to ensuring privacy through the measures discussed.
However, the concept of combining multiple privacy-preserving techniques in collaborative learning serves a dual
purpose: addressing client privacy preferences as well as the requirements of system designers. This concept is a central
focus of theKavachframework.Kavachemphasizes �exibility in design options, accommodating various types of
privacy preferences. These preferences can manifest as a privacy budget for DP or the utilization of privacy-preserving
methods, such as encryption, based on user requirements.

These privacy preferences can apply to both system designers, who must select appropriate privacy-preserving
methods, and end-users, who may have speci�c privacy expectations. In the latter case, it falls upon the system
designers to cater to user needs, striving to strike a balance that meets their privacy expectations while ensuring system
functionality.

While many collaborative privacy-preserving frameworks have employed DP, they have predominantly focused
on gradient perturbation as the primary privacy measure. In contrast, this work takes a di�erent perspective on DP,
concentrating on its numerical quanti�cation. This approach allows for the establishment of user-speci�c privacy
preferences, providing a more tailored and user-centric approach to privacy protection.

Privacy Preservation in Human Activity RecognitionWhile a general version ofKavachhas applicability to a
wide range of problem domains, our primary focus in this research centers on Human Activity Recognition (HAR).
Given this particular context, it becomes paramount to present privacy-preserving solutions tailored to this domain.
Among the array of privacy-preserving techniques discussed earlier, di�erential privacy stands out as a �tting choice
for integration into the HAR domain. Recent studies have placed signi�cant emphasis on enhancing the privacy of
deep learning models for HAR through di�erential privacy measures [8, 19, 35, 2].

The application of di�erential privacy in the centralized setting directly extends from well-established methods such
as DP-SGD [1] and PATE [27]. These widely adopted techniques �nd direct relevance in centralized HAR models,
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as evidenced by their application in works by Fujimoto et al. [8], Zhang et al. [35], and Aleroud et al. [2]. Lyu et al.
[19], on the other hand, explore HAR in the context of collaborative learning with the incorporation of di�erential
privacy. Zhao et al. [38] proposed a benchmark work that considered FL with privacy protection from DP; however,
an important aspect of personalization was not considered in this paper.

Despite its reputation for computational complexity, homomorphic encryption (HE) has gained attention among
researchers, resulting in the fusion of HAR and HE in several recent studies [39, 13, 14, 28]. To mitigate the
computational challenges associated with HE, Zhou et al. [39] introduce partial homomorphic encryption as a viable
solution, while Kim et al. [13] employ HE speci�cally in the inference stage. While the majority of these works o�er
centralized HE solutions within their systems, Presotto et al. [28] extend the use of HE to the federated context.

In Kavach, we introduce a level of �exibility that allows for the incorporation of multiple privacy preferences,
surpassing the capabilities of existing methods. This �exibility caters to both system designers and end-users,
promoting transparency in the modeling process, particularly when dealing with sensitive activity data.

4. Threat Model
In this section, we de�ne the entities considered in this work, possible attacks, and their mitigations.
Federated learning was proposed as a paradigm to protect users' privacy when sharing their data with a central

server. However, it is proven to be vulnerable to privacy attacks (e.g., inference attacks [20]), where malicious users
infer individual users' data from the shared gradients sent by the central server. In addition, FL is vulnerable to security
attacks (e.g., poisoning attacks [20]) where malicious users can individually or collaboratively try to manipulate the
models (i.e., gradients) to predict speci�c classes wrongly or lower their performance regarding all the classes. In this
work, we focus on inference attacks. We leave the integration of SOTA defenses in Kavach and the analysis of the
tradeo�s between utility, privacy, and security as future work.

Actors' Assumptions.In this work, we consider two types of actors: a central server and clients. Precisely, we assume
that the central server is honest but curious and has a Trusted Enclave. In addition, we assume that the majority of clients
are honest and follow the protocol.

Attacker's Goal and Capabilities.The attacker aims to infer individual clients' data from the aggregated global
model. As shown by [3], information about local data can be revealed even if a malicious actor has a small portion of
the original gradients. In addition, [40] shows that a malicious actor can steal the training data from gradients in a few
iterations. To this end, the inference attacks can be performed by i) the (potentially malicious) server, who can observe
individual updates over time; and ii) any client who can observe the global model.

Mitigations. In order to mitigate inference attack, inKavach, we employ several techniques such as di�erential
privacy, homomorphic encryption, and trusted execution environments.Kavachacts upon the privacy preferences of
the clients. Thus, it ensures a protection to the data of the clients who choose one of the techniques thatKavachsupports.
Hence, it protects against the honest but curious server by sending di�erentially-private local, homorphically-encrypted
gradients, or plain-text gradients to the trusted execution environments (see Section 5.1 for more details).

5. The Kavach Framework
The central objective of our proposed framework is to empower both individual users and organizations, including

the designers of Federated Learning (FL) systems, to create collaborative learning systems that can seamlessly
integrate diverse privacy preferences tailored to users and privacy-preserving methodologies selected by organizations.
This �exibility is pivotal in tailoring collaborative learning systems to meet the unique privacy requirements and
expectations of users while adhering to the privacy-preserving objectives of organizations. To realize the above goal,
we advocate using some state-of-the-art privacy-preserving methods within a federated learning setup.

In a standard federated learning setting, the framework comprises multiple clients and a central server. Clients
represent users who desire to keep their personal data within their private infrastructure. Consequently, they train their
own local models and subsequently share model weights (or gradient updates) with a centralized server. The server, in
turn, is tasked with aggregating these weights and overseeing the training process.

The secure federated aggregationstep within the server is the culmination of di�erent privacy-preserving
techniques. The fusion of one or more privacy-preserving methodologies is a hallmark of theKavachframework,
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giving rise to distinct variants that can be utilized based on speci�c requirements. An overarching representation of
the entire framework is depicted in Figure 1. This depiction encompasses all possible variants, providing the utmost
�exibility within Kavach. The framework has some interesting features: the grouping of clients based on the chosen
privacy preferences and methods and thesecure aggregation.

DP-based clients:The �rst category of clients (located on the left within the gray box in Figure 1) consists of clients
that opt for a privacy budget. In this scenario, the system designer can opt to train these clients with DP-SGD [1], where
the privacy budget serves as a quanti�ed measure of the privacy preference chosen by the clients. Subsequently, the
next client also operates with a privacy preference, and the system designer can choose to train them with DP-PATE,
with the privacy preference being represented as a privacy budget. Note that opting for training with DP-PATE entails
the deployment of the student model, as elaborated further in [27].

Encryption-based clients:In cases where certain clients require data encryption due to regulatory or other consid-
erations, the system designer can select public-private key-based encryption methodologies. These methodologies are
used to encrypt the weight updates before transmitting them to the federated server. In such scenarios, it's imperative to
ensure that the decryption of keys occurs within a secure environment within the server, preventing any compromise of
the secure weights. Alternatively, another encryption method that can be employed is homomorphic encryption (HE).
However, in this situation, if one client demands HE, then all clients must possess decryption keys since the aggregation
in the server, as well as the subsequent transmission of aggregated weights, is also homomorphically encrypted. This
aspect underscores the limitation of HE, particularly in situations where only certain clients require encryption.

Secure aggregation:As previously emphasized, the secure aggregation step within theKavach framework is
conducted on the server's end based on the privacy-preserving methods chosen by the clients. For instance, the selection
of Homomorphic Encryption (HE) by at least one client necessitates homomorphic aggregation within the federated
server. This process guarantees that adversaries cannot launch attacks to decrypt the weights within the server due to
the absence of decryption keys. On the other hand, when a client opts for public-key and private-key-based encryption,
the server is obligated to decode the weights before performing aggregation. However, the security of these keys is
upheld through the implementation of Trusted Execution Environments (TEE), which will be discussed in more detail
in the subsequent section. Likewise, the use of Di�erential Privacy (DP) on the client side inherently results in the
obfuscation of information. This enables a standard federated aggregation process within the server to be relatively
secure. However, it's important to recognize that the level of noise injected in DP corresponds directly to improvements
in privacy but inversely to the utility of downstream applications. Consequently, prudent control must be exercised
when selecting the privacy budget in such scenarios. The delicate balance between privacy and utility is a critical
consideration in the design of theKavachframework.

The choice of privacy preferences and methods in clients and techniques used in secure aggregation gives rise to
di�erent variants of theKavach framework, which is discussed in the next subsection.

5.1. Variants of the Kavach framework
Kavach-DP: It represents a distinct variant within the Kavach framework, featuring clients exclusively opting for
di�erential privacy. The primary advantage of such a framework lies in the �exibility it a�ords clients in selecting their
preferred privacy settings. However, there is no free lunch because this �exibility comes with trade-o�s. In cases where
all clients opt for maximum privacy, they introduce substantial noise into their model updates. While this enhances
privacy, it simultaneously impedes the learning process. Consequently, downstream tasks, such as Human Activity
Recognition (HAR) in our context, are executed with reduced accuracy. The composition of DP-clients only within
Figure 1 provides a visual representation of this framework.

Within the DP-Kavachframework, system designers have some �exibility in choosing the speci�c DP method
(e.g., PATE or DPSGD). However, an essential aspect that needs to be determined in advance is the limit on the
privacy budget per client. This needs to be carefully established and agreed upon with the clients based on their
individual requirements and be grounded in a realistic context that ensures e�ective learning within the system. To
optimize the learning process, designers may opt for a blend of non-private, moderately private, and highly private
clients, ensuring a balanced trade-o� between privacy and utility. It is worth mentioning thatPrivacy-preserving Fair
and Secure Collaborative Learning (PFSCL)is a prior variant of the Kavach framework [31]. PFSCL exclusively
employs DP clients and incorporates a defense mechanism to safeguard the overall learning process from the potential
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