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Abstract

In this paper, a statistical method is developed to improve predictive maintenance

on railway track. The problem tackled is being able to predict when the next

maintenance event should take place to guarantee a certain track quality class. To

solve the problem, The prediction is made using track measurement data exclusively,

with no maintenance history to support the data analysis. The dataset consists

of track measurements taken over eleven years and 170 kilometres on the Bothnia

line in Northern Sweden. Different track degradation models and machine learning

approaches are discussed and implemented. In the end, the tool developed was able

to predict track degradation with an error within reasonable bounds of the typical

maintenance limit. This will allow an operator to predict the recommended date for

the next maintenance event at all locations using only historical track measurements

as an input and little to no user intervention on the programme.
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Abstract

I denna uppsats utvecklas en statistisk metod för att förbättra förebyggande underhåll

av järnvägsspår. Det problem som utreds är att kunna förutsäga när nästa

underhållsarbete bör äga rum för att garantera en viss kvalitetsklass på spåret. För

att lösa problemet användes endast spårmätningar utan någon underhållshistorik som

stöd för dataanalysen. Data består av spårmätningar som utförts under elva år och

170 kilometer på Botniabanan i norra Sverige. Olika modeller för spårförsämring och

metoder för maskininlärning diskuteras och implementeras. I slutändan så kunde det

utvecklade verktyget förutsäga spårets nedbrytning med ett fel som låg inom rimliga

gränser av den typiska underhållsgränsen. Sammanfattningsvis så kommer detta att

göra det möjligt för en operatör att förutsäga det rekommenderade datumet för nästa

underhållsarbete på alla platser med endast historiska spårmätningar som indata och

med liten eller ingen användarintervention i programmet.

Nyckelord

Järnväg, spårgeometri, maskininlärning, statistik, förebyggande underhåll,

Botniabanan
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Chapter 1

Introduction

1.1 Background

Since the industrial revolution, railways have been unrivalled in their contribution to

keeping theworldmoving in a reliable, efficient, and environmentally friendlymanner.

Following several recent events such as the covid19 pandemic and the acceleration

of climate change, more focus than ever is being put on the railway network and its

operations, particularly in Europe [1]. With the public eye beaming at this modern

marvel, ensuring that maintenance of the track takes place in a timely, precise, and

appropriate manner is pivotal to avoid any loss of capital, time, or even life, on the

tracks.

While the railways arguably defined the industrial revolution, they were redefined

by the more recent information technology revolution. Using computerized tools,

the best practices for maintenance could be consolidated to conveniently record and

save precise measurements of the condition of the rails, track bed and other relevant

properties at regular time intervals. Maintenance could now be performed based on

exact statistics and data - instead of trying to strike the old-fashioned balance between

premature interventions and doing too little too late. At the bleeding edge of this

modern practice is Latronix AB, a Stockholm-based company which specializes in

building laser systems, including railway track measurement systems, and track data

collection and processing. While the fully-integrated Latronix Track Measurement

system (LTM) only entered production and service in recent years, their lasers have

been used in high precision applications, including rail measurements, since the
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CHAPTER 1. INTRODUCTION

1990s.

With such powerful data collection tools available, however, the amount of data itself

can become overwhelming. What to make of millions of observations of dozens of

variables across hundreds of dates? The best interpretation of the results, if it exists

at all, is non-trivial at this scale, not to speak of the complexity of the analysis itself.

Engineers around theworld have been trying to tackle this challenge in recent years [2],

and this research work will attempt to develop a convincing, no-compromise solution

to overcome current challenges pertaining to track measurement data analysis. The

main identified unresolved issues are related to the lack of an integrated solution

that takes measurement data as input and produces usable visualizations and a

comprehensive analysis to suggest maintenance actions.

Recent articles have shown attempts at expanding the more archetypical point-based

maintenance - whereby locationswith values for e.g. longitudinal level exceed a certain

threshold - towards a more section-based approach. Some attempts at detecting

tamping and predicting maintenance tasks using regression have also been made [3].

But due to data, software, time or other unspecified limitations, these articles did

not showcase a conclusive and overarching approach to solving the issue, limiting

themselves to sections of less than ten kilometres when attempting section-based

analysis, or only exploring standard linear regression techniques as opposed to more

advanced models or even machine learning based approaches [4]. The visualizations

provided, while interesting, can be at best unintuitive to read or at worst lacking in

important information.

To rise above these potential shortcomings, and update railway track maintenance

for the Artificial Intelligence (AI) revolution that is now taking place, a method will

be developed and tested using twelve years of measurements on the Bothnia line in

northern Sweden (Botniabanan). The measurements were performed by Infranord,

handlingmuch of railwaymaintenance in Sweden, using the aforementioned Latronix-

made lasers for high precision data. The Bothnia line itself is a recently opened

higher speed railway line between Umeå and Höga Kusten Airport via Örnsköldsvik,

fully completed in 2010 with a length of 190km. Though the data provided holds

measurement for two sections of the line, this paper focuses on the southern section

(Höga Kusten Airport – Örnsköldsvik) for training the models. The southern section

files that will be used are around 70km long, with slightly varying start and end

2



CHAPTER 1. INTRODUCTION

points, though some other very short files are also available if needed. The selected

approach is to focus on analyzing the full length sections to gain a broader view of

the problem, with the possibility of incorporating smaller files later. The single-track

railway line provides good data density as measurements taken in both directions

effectively document the same track. In a later stage, the measurements taken on the

northern section will be used to test the validity of the method on a longer line (around

110km) with fewer measurements.

So-called maintenance or maintenance events can encompass a wide range of

operations, such as tamping, adjusting rail length, changing the ballast, changing the

rails or sleepers and multiple other activities aiming to repair or otherwise improve

the railway infrastructure. Of all these operations, tamping is the most common [5].

It consists in using a large locomotive or multiple unit fitted with a specific tool: a

set of tines. The tamping machine lifts the sleepers and by vibrating the tines tamps

the ballast underneath to make it as level as possible. The accuracy of that levelling

is guaranteed by a measuring tool such as a wire or laser spanning the length of

the tamping machine. Compared to other maintenance procedures which necessitate

bringing in some components or doing permanent modifications, it is apparent that

tamping presents an attractive, less involved (and by extension less costly) proposition

for trackmaintenance. And indeed, the few reportedmaintenance activities performed

on the Bothnia line all correspond to tamping. Also, completed in 2010, the Bothnia

line is still recently built at the timescale of railways [6], and not subject to factors

which may involve heavier maintenance operations (like an earthquake or thermal

buckling of the track) which may explain why tamping has been the only reported type

of maintenance so far.

Though using a tampingmachine is a somewhat routine operation on a railway, getting

hold of one and operating it is no small task. It is common for a machine to cost over

three million dollars US (approximately 34 million SEK at the time of writing [7]),

which can make renting one more a sensible option for a railway like the Bothnia Line

which sees moderate use by lighter passenger trains and is publicly owned [6]. But of

course, the high ownership cost directly affects rental costs which means that, if not

owned, renting the machine as little as possible is ideal. On the other hand if a railway

were to own a machine, minimizing its use could be the chance to offload it and rent it

only when needed or otherwise loan it to other operators. Past the costs purely caused

by themachine, there is an opportunity cost to blocking off the line for some amount of
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CHAPTER 1. INTRODUCTION

time that cannot to be neglected, all themore on a single track line like the Bothnia. It is

of course possible to do the maintenance at night, as is often the case, but this requires

specific crew usually paid a much higher rate [8] and the time window is reduced to

only a few hours. Once again, having a very precise idea of what to do and where is

pivotal to make the most of this window.

1.2 Problem

Railway maintenance is a time- and resource-intensive activity that does not have an

effective way of being planned. There must be a way to optimize this maintenance

schedule and pattern using the precise and intensive trackmeasurement data collected

over the years. Solving this analysis problem in a better way that has been done in the

past could be of real interest for the industry.

1.3 Goal

To answer those problems the goal of the thesis will be to optimise maintenance by

using statistical models to understand line-wide degradation and maintenance trends

specific to railway engineering. This will materialise through a program that takes

railway track measurement data as input and is able to predict when maintenance

should be performed at different locations along the line. The results will allow the

creation of an optimised maintenance schedule as well as an evaluation of the effect of

historical maintenance along the line.

1.4 Benefits, Ethics and Sustainability

Considering that this work focuses on a railway line, specifically its maintenance,

the benefits will be felt by both the operator and the users. The operator could

save time and money thanks to better planned maintenance especially if the way to

achieve it does not involve in depth changes to the way of working. Users should

also enjoy a safer railway with less frequent and more anticipated closures to facilitate

their own schedule. The Bothnia line is an electric high-speed line that links local

communities, fulfilling the social and environmental pillars of sustainability. By giving

the operators the ability to perform predictive maintenance, the final economic aspect
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CHAPTER 1. INTRODUCTION

of sustainability is also answered to.

1.5 Outline

This report is organised as follows: Chapter 2 will begin with a review of literature and

current standards for track geometry analysis. Chapter 3 describes the exploratory

analysis of this large dataset to investigate the format and general content of the

data that was provided. Some insight will also be gained on how to exploit typical

track measurement data files. In Chapter 4 a preliminary approach for the modelling

will be presented, showcasing the planned steps that will transform this raw data

into exploitable results. Then in Chapter 5, the results of different models will be

showcased and compared based on their ability to extract and synthesize the data, as

well as any predictive capabilities. This will allow Chapter 6 to constitute for an in-

depth discussion on what the models reveal about track geometry but also about the

potential of using advanced data analysis techniques in railway track maintenance. In

the Conclusions recommendations will be made for the specific case of the Bothnia

line, but also beyond that, in the form of a reflexion regarding the potential of the

present method to be generalised to other lines based on domain knowledge and

previous research. Finally, perspectives and recommendations for further research

will be made.
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Chapter 2

Track geometry, degradation, and
measurements

In this chapter, an overview of the different mechanisms at play regarding railway

track degradation, as well as the challenges and objectives of measurements and their

associated norms is given. This will be related to the case studied in this work, namely

the track geometry measurements on the Bothnia Line.

2.1 Overview of railway track and its degradation

Before delving into the heart of the matter, it is appropriate to reflect on the exact

goals of analysing track geometry data for predictivemaintenance and its implications.

The analysis to be undertaken can be broken down into discrete steps which are

intertwined with the specifics of railway technology. When approaching railway

track maintenance, the aim is to resolve the issue of track degradation. The track

is composed of multiple layers, going from top to bottom: rail, sleepers or crossties,

ballast, subballast, and subgrade. This is visualised in 2.1.1 [9].

Occasionally the track can lay on concrete slabs (as on German and Japanese high-

speed lines for example [10]) and free itself from the ballast, but this constitutes an

exception more than a rule, which does not apply to the Botniabanan at the core of

this study. The rails, sleepers, ballast and lower layers have all been analysed by

scholars and engineers in some capacity over the years [11, 12], and all influence the

quality of track geometry. Moreover, the nature of the measurements taken tend to be

6



CHAPTER 2. TRACK GEOMETRY, DEGRADATION, ANDMEASUREMENTS

Figure 2.1.1: Schematic view of the structure of railway track [9].

influenced by the upper layers more heavily. Specifically, the rail, sleepers, and ballast

are particularly affected by degradation and consequently will be a consistent focus of

the study in its initial and intermediate stages. The rail, providing a smooth running

surface for the train wheels constitutes the direct interface between the rail vehicle

and the track as a whole. It follows that if the rail were to become damaged or unfit

for purpose, it would have the most direct and dramatic consequences. While purely

rail-surface defects do manifest themselves, such as a squat in the rail surface, the rail

being coupled to the components below mean that these can cause indirect issues just

as they usually help distribute train loads and stabilize the rails.

Both existing research and standards (in particular EN13848 relating to all aspects of

track geometry [13, 14]) focus on the longitudinal level of the rail and its alignment,

with gauge being a secondary factor (as it is not used as a reference for Track Quality

Classes (TQC)). From a physical standpoint, the vertical loads exerted by the rail

vehicles going over the track will tend to push the running surface down inside the

ballast, as the sleepers are often made of largely incompressible concrete in particular

inEurope. The ballast below, being formed of overlayed angled rocks, tends to compact

itself over time with the influence of the repeated loading cycles generated by the

passage of trains on the rails which distribute those loads in the ballast and below

through the sleepers. Over time these layers will become more compacted, which will

tend to affect the longitudinal level of the rail above.

Though they are not negligible, lateral forces in the track are lower than vertical

forces [15], and as such loading cycles that would deform the track out of alignment

are less intense. This leads to generally less pronounced issues in rail alignment

7



CHAPTER 2. TRACK GEOMETRY, DEGRADATION, ANDMEASUREMENTS

both in magnitude and quantity. As a result, studies and scholarly articles have

historically focused on explaining variations in longitudinal level – and the present

research will not constitute an exception. Nevertheless, other manifestations of track

degradation including alignment will be a feature of the tool that will be constructed

and carefully considered in subsequent analysis. Other parameters that can provide

possible explanations for the observed phenomena will also be considered/studied,

to round off a comprehensive analysis of railway track degradation trends and their

manifestation.

2.2 Track measurement practice

Longitudinal level and alignment are measured and recorded at different wavelength

ranges λ commonly referred to as D1, D2 and D3. They refer to 3 m < λ ≤ 25 m for D1,

25m < λ ≤ 70m for D2, and for D3 70m < λ ≤ 150m in the case of longitudinal level or

70 m < λ ≤ 200m in the case of alignment [16]. The use of these different wavelengths

allows maintenance planners and workers to distinguish between short wavelength

defects which represent more localised safety risks and long wavelength defects which

are more likely to cause passenger discomfort, without necessarily revealing issues

relating to the safe operation of the railway.

When the track is measured, the established practice is to record it at regular intervals

of approximately 0.25m. Consequently, variation in properties can be picked up at a

very localized scale, especially relative to the typical length of a track and dimensions of

a train. A fairly standard short train, as the ones that can be found in Sweden, will span

over hundreds of these intervals assuming a length of 20 to 25metres per carriage. The

potential localized defects are compared against alert limits which vary in magnitude

depending on factors such as line speed (as consequences of a defect aremore dramatic

with increases in velocity), type of defect (e.g. variations in gauge are typically smaller

in magnitude but can have more severe consequences), and how strict the operator

or standards are. It is usual practice to set three alert limits. The first level, the least

severe, marks a location with a defect that should be dealt with while limiting service

disruption as much as possible. The second necessitates a more urgent intervention,

and the third imperatively calls for immediate action on the track to not threaten the

safety of train traffic [16].

Nevertheless, some conceptual issues can appear when basing maintenance on these
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CHAPTER 2. TRACK GEOMETRY, DEGRADATION, ANDMEASUREMENTS

point defects. They are very sensitive to possible outliers that can generate one

spurious peak and are not very representative of the condition of the track as whole.

For example, a long section with a very large number of defects which all sit just below

a given limit would impact the vehicle and possible passengers negatively, but would

not be revealed by verifying locations that exceed the set limit. Moreover, given the

size, cost (in time, opportunity, and pecuniary terms), and techniques of maintenance

equipment, it may not be practical to intervene single isolated defects unless they are

in an area that also necessitates maintenance. Finally, when studying the evolution of

those point defects, it is far from trivial to appropriately align measurements in a way

that allows reliable comparison over time. Indeed, the offset between measurement

runs is not necessarily constant thus involving a extensive amount of tedious and error-

prone datamicromanagement (in the form of specific and localised checks) to compare

the points. To overcome the issues associated with point defect measurement, it is

Figure 2.2.1: Example of the smoothing effect of applying standard deviation on the
track measurement data.

common practice to use a moving standard deviation of the longitudinal level of the

track yielding a result that ismore practical for evaluating the evolution of track quality

over time and to verify how well it conforms to the quality classes [17]. While it is

not the most practical approach to find point defects stricto sensu, by measuring the

standard deviation of the longitudinal level over a given window the areas with more

defects, and more severe defects, are picked up, while also behaving as a filter of sorts

9



CHAPTER 2. TRACK GEOMETRY, DEGRADATION, ANDMEASUREMENTS

by smoothing themeasurement data. A benefit of this smoothing is that it grants some

leeway in aligning the data, as comparing smoother series of measurement will be less

sensitive to imperfectly matched peaks. This is represented in fig. 2.2.1.

There is no consensus however on the exact length that this window should take. The

range is given to be between 10 and 200m [4, 17], with every comprised latitude likely

to generate a different analysis. No source specifies a single value, favoring ranges

instead. This matter will be addressed in this study to try to draw conclusions on the

most appropriate value for this window, if any.

2.3 Case study: Bothnia line

Since the Botniabanan will be the line to which the analysis of this study will be

applied, it is appropriate to clarify some of its specificities. The Botniabanan was

opened in sections between 2008 and 2010 and is rated for high speeds of up to

250km/h [6]. Situated in northern Sweden, connects Höga Kusten Airport and Umeå

Central via Örnsköldsvik C, ending close to the arctic circle. This raises three factors

which may affect the measurements in a specific way. First, the line is very recent

which means it has recorded measurements dating back to its opening. Consequently,

any specificities of track degradation from its state at opening can be studied. The

high speed capabilities may also influence the tolerance for defects and intervention

thresholds, which can be verified through the analysis. Finally, the geographical

location implies quite extreme weather conditions with intense and long freezing

winters, heavy snowfall, groundwater freezing and other specific effects. Thesewinters

coming in each year could also influence the track, which could potentially be observed

in the data.

2.4 From track measurements to track degradation

and maintenance

A degradation study must start with observing the variation over time of a series of

points. But, track is typically not measured directly in this way. Rather a section of the

track or the whole track is measured periodically and – at least in themodern era – the

measurements are compiled in some sort of tabulated file. In parallel, maintenance is

10
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occasionally performedon the railway. Though it is in principle recorded for future use,

according to multiple industry sources this is not always followed in practice. Outside

a possible lack of rigour, the reason for this comes down to the practice starting only

recently (or only the most recent records being readily available), or in some cases

emergency maintenance not being recorded when it is not planned. But to evaluate

true degradation trends it is necessary to isolate the behaviour of the track between

two maintenance events. This leads to the first major issue that requires solving: how

to “detect” those maintenance events retroactively? There is no general formula that

automatically solves this non-trivial problem, but some recent research has attempted

this very task.

Fundamentally, an effectivemaintenance operation (in particular tamping)will appear

on a scatter plot of themoving standard deviation of longitudinal level (and potentially

other metrics) as a visible vertical drop between two trendlines, as shown on figure

2.4.1.

Figure 2.4.1: Visible maintenance event on a Longitudinal Level (LL) Standard
Deviation (SD) plot over time.

On a basic level, looking at the values over time, a measurement taken after a

maintenance event will be shown as a sudden lower value instead of a higher value

if it is assumed the standard deviation increases over time (i.e. the track’s condition

does not improve without intervention). So, in principle, using a moving difference on

11
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themeasurements over time betweenmeasurementn+ 1 andmeasurementnwill show

a positve value, where n is the index of the measurement in increasing chronological

order. This was largely the approach attempted by Sauni et al. (2022) [4] with some

evidence of success. The idea was to set a threshold and verify if the difference between

twomeasurements exceeded that threshold. If so, it was judged to indicate an effective

maintenance event. An outstanding issue with such a method is of course dealing

with outliers. If one point shows abnormal variation this could “fool” the logic used

promptly making the whole program fall apart.

Notably, Neuhold et al.(2020) [3] decide in their paper to remove points that are

considered outliers to circumvent this. Indeed, a glance at their data clearly shows

points that would affect trend analysis in a negative way. However this raises a new

issue: how to distinguish outliers and relatively extreme values? On the one hand,

it is undeniable that some measurement inaccuracies (for example a laser reflecting

on snow) could lead to misleading values and in turn affect engineering conclusions.

On the other hand, the data analyst and engineer cannot say with absolute certainty

that a given point was an error or an outlier that should be dismissed. This is in part

due to region specific effects, as acknowledged by Sauni et al. [4]. The freezing and

more extreme climate of the study compared to Neuhold in Austria meant that in

their opinion “outliers cannot be ignored”. Neuhold’s lack of justification and detail

regarding their process for outlier detection (whether absolute value based, using a

function such as isoutlier() in MATLAB or even manual?) can pose questions on the

reproducibility and robustness of their subsequent findings.

Still on the topic of robustness, while in [4] the researchers used the complete data

set for their work, using an absolute value threshold to determine maintenance leads

to glaring issues aside from the aforementioned possibility of outliers and data errors

disturbing the findings. Fundamentally, there is no single set value in the world of

railway engineering on the change of standard deviation of longitudinal level that

is equivalent to a maintenance operation, as used in the paper. As mentioned in

the article, regional effects cannot be neglected (typically thermal expansion and

contraction of materials across seasons) [18]. Depending on the tolerances of each

line, affected by e.g. line speed, standards and traffic volume the operators may decide

to perform tamping or maintenance at different dates and thresholds. At best, this

threshold must be tweaked line by line which introduces another level of complexity

and more room for human error. It also in part defeats the point of an automated tool.

12
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The Neuhold paper once again did not clarify the detailed method used to split the

data into trends, further hampering its reproducibility. Finally, both studies relied on

a fairly large amount of measurements over a long timespan. For example [4] used

fifteen years worth’s, while [3] had consistent measurements every three months over

a decade. Data of this quality may not always be realistic to obtain and so this possible

limitation will need to be envisioned in the analysis. In this way it will applicable to as

many cases as possible.

Overall, this reveals that by the end of 2022 and the time of publication of the article,

there was no consistent, clearly agreed upon method for maintenance event detection

and prediction solely based on railway track measurement data. The attempted

resolution of this problem will be one of the key points of this thesis.

Foreshadowed by the intrinsic process of track degradation, the exact trend that the

degradation takes is also up for debate among the railway engineering researchers.

As shown in the exploratory analysis, a glance at a scatter plot taken at a random

location could indicate a simple linear trend, but the findings of dedicated experiments

point to more complex empirical formulae with some regional variation. Namely,

research by Sato [19] and ORE standards have an exponential component and a more

linear component, while experiments in America and Germany found that the best fit

was logarithm-based. Finally, British methods used a fifth root in the formula [20].

Fundamentally, in a mathematical sense, all these approaches are the result of trying

to fit a rapidly rising series of points followed by a slower and more linear growth. All

of these fits will be applied to the Botniabanan measurements and conclusions will be

drawn regarding the best representation of track degradation.

Although it is fortunate that part of the measurements provided for the Botniabanan

are frequent and span a long stretch of time, these conditions being present

simultaneously constitute an exception. The reality of the matter is that for the

railway track data analysis attempted in this study to have any generality, it will be

essential to consider cases with much fewer measurements (both in time spanned and

in frequency). This will allow for a reflection on how the quantity and frequency of

measurements can affect the choice of a best fitting trend. By addressing all those

aspects of the data, a real understanding of the underlying railway notions will be

gained. Reaching this synergy of data science serving the understanding of railway

track degradation mechanisms and maintenance techniques, and the understanding

13



CHAPTER 2. TRACK GEOMETRY, DEGRADATION, ANDMEASUREMENTS

of railway concepts guiding the analysis process to be as relevant as possible to the

problem at hand will allow for a deep understanding of the past processes and well-

informed prediction and recommendations for the future. Grounded, sensible, and

evidence-based approaches for predictive maintenance specific to railway track will be

suggested and reflected upon with a critical gaze.
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Chapter 3

Methodlogy

In this chapter, the methodologies used to solve the problem will be explored. As the

this is a data analysis heavy problem, the first section will constitute an exploratory

data analysis explaining the specificities of the measurement files provided. With this

clearer vision, the data processingwill be approached in amore targetedmanner.

3.1 Exploratory analysis

By exploratory data analysis, we designate the practice of summarizing and visualising

sets of data, which can suggest approaches for, or possibly set constraints on more

in-depth analysis. The data is made up of over 660 files, all comma-separated value

(.csv). This is a frequent format for moderately large data files, well supported by

typical software and languages used in data science such as MatLab. For the Northern

portion the larger files measure the whole distance between Umeå and Örnsköldsvik

of approximately 100km. After an analysis of the contents of all files, it appears that

around 30 files contain measurements for this entire stretch, the rest being confined

to small scale measurement which are not easily exploitable.

Files containing the measurements for the southern portion are shorter owing to the

smaller route length, with typically around 70km. Files pertaining to this portion

are more numerous, as 59 files contained the full length of the portion with minor

variations of a few hundred metres at each end. For both sections, the track

measurements are taken four times per metre.

It was thus decided to begin the study with those 59 files, and potentially expand the
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code later to handle a larger variety of files. As these files span ten years and represent

a reasonable number of data points, it was hoped that they would be enough to reveal

any possible seasonality or patterns over time. Part of the reasoning for this decision

also holds in the fact that this number of files and density of measurement over time

is in the vicinity of what was used in previous research, and the expectation was that

similar or better results could be accomplished.

Sadly, the convenience of the data set stops there. While Infranord, the suppliers

of the data, graciously provided a summary of the contents of each column present

in the files along with the files, the number of columns is not constant across files.

The data measured by the machines directly from the track, though, does not change.

Longitudinal level, alignment at the 3 wavelengths for each rail are present, as well as

gauge, cant, twist. The rest of the values are calculated for future use by Infranord or

their partners. The data also comports several relative oddities which could throw a

wrench in the plans of an overly eager data analyst. For example, each measurement

is marked by its position in km and m (as two separate columns). Unfortunately,

the second column does not specify what fraction of a metre the measurement was

taken at (so for eachmetre, there are four seemingly ”identical” positionswith different

measurement values).

A matter for concern was the fact that all files seem to be out of sync or offset by some

amount relative to each other. This is a recurring problem in this type of analysis [3].

This is noticeable if plotting an identical metric against distance of two measurement

runs such as in 3.1.1, where visibly similarmeasurements will be offset by a fewmetres,

and such a possibility was envisioned in the previous section.

Based on the discoveries of the exploratory analysis, the workflow to obtain data

suitable for a trend analysis became clearer:

• Import the data files and keep the relevant variables.

• Delete any positions or edge cases with insufficient data

• Convert the distance markers to represent distance accurately

• Use the name of each file to extract the corresponding date of measurement

• Align the different measurement runs as closely as possible

• Unstack the table so as to have each row represent a location and each column a
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Figure 3.1.1: Plot of measurements of two identically labelled portions of track. They
are visibly correlated but slightly offset.

date of measurement, thus converting the data in a matrix of time series

• Use standard deviation

These steps would be programmed in such a way that any parameters which could

sensibly need to be changed would be easily accessible.

3.2 Data processing and modelling

3.2.1 Data preprocessing

When the goal is to analyse degradation trends, in particular post-maintenance,

it is apparent that the data analysis approach should be able to find trends, find

maintenance events, and judge if they are indeed showingdegradation. As summarized

in the previous sections however, the data was not available in a format ready to be

submitted immediately to such a process. Consequently, the implementation of the

pre-processing steps will be described to build a foundation for the understanding of

any further analysis. Files were first selected by scanning the folder, and observing the

number of measurements, variables, and the starting and end positions of all the runs

using a simple Matlab script. This allowed the creation of a table where the files which

were the largest and most consistent (i.e., showing similar spans and position) could

be picked out.
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After the most relevant files were selected, a Tabular Text Datastore (TTDS) is used to

import the data. This data tool, a feature unique to Matlab, is particularly appropriate

for dealing with large amounts of data - even beyond what can fit in memory. Thus,

preparing a script using this feature leaves the possibility to work with datasets orders

of magnitude larger making the program future-proof. Part of the options of the

TTDS is selecting specific variables for import as opposed to importing the full data

file every time. This is very useful when files have dozens of superfluous columns

(corresponding to data calculated from other columns) which are not relevant for the

analysis. Moreover, it can be used to restrict the import to variables present in all files

and avoid the associated errors (swiftly tackling the inconsistent number of columns

described in the exploratory analysis). For example, if the code were to import a full

45 column data file followed by a 35 column file, the table dimensions would become

inconsistent and pose a problem.

The problem of position markers omitting sub-metre indices was dealt with using a

moving average. Since each point is 0.25m apart, taking a 4-value moving average

and adding it onto the metre column rectified the values to be usable afterwards.

Concretely, the data would appear like in table 3.2.1.

Table 3.2.1: Example conversion from source file to actual distance by moving average

Source File Reality Moving average (m)
5 1 5.001 1× 4

4

5 1 5.00125 (1× 3 + 2)/4
5 1 5.00150 (1× 2 + 2× 2)/4
5 1 5.00175 (1 + 2× 3)/4
5 2 5.002 2× 4

4

Using a basic multiplication and addition, the separate kilometre and rectified metre

columns were then turned into a decimal position column including km and m by

dividing the rectified m column by 1 000 and adding the kilometre values, replacing

the original columns. To perform any time analysis, each file’s measurements have

to be timestamped in some way. This was kept track of during measurement runs in

the title of the files. Unfortunately the format was not immediately usable. Using a

combination of pattern and string detection, the date was extracted as a number from

the file name. Then with the datetime() function, the number is converted to a bona

fide date and time value. These values are kept in a separate datetime table for future

use.
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The variable names were also adjusted based on the official file provided by Infranord

(as the columns are not named in the .csv files, they appeared as Var1, Var2, etc. in

Matlab which only caused confusion).

The analysis code being formatted as a live script allows for significant user input and

alterations to the parameters. Thus, the first step following this basic data formatting

lets the user adjust which measured parameter will be analysed. This selection step

is made necessary as the next function used is unstack(). The unstack() function

can - as its name suggests - unstack a table based on certain variables (for readers

more familiar with other programming languages, this is analogous to a tool like

pivotwider() in R’s dplyr package).

Explaining the process of this operation using text only is somewhat confusing, but

the function takes as input a table with n unique dates in a column, k unique positions

in another, and a given metric (i.e. one measurement value for each position/date

combination), and is able to output a matrix with k rows and n columns, which

makes each row a time series of the evolution of the measured parameter across all

measurement dates. 3.2.1 gives a graphical overview of this.

Due to some minor data errors in the original files, or missing values, NaN (not a

number) cells may appear in the output table. Fortunately this typically affects a very

small number of positions so long as the input files were consistent, and can be dealt

with using the rmmissing() function of Matlab. This deletes any rows with NaN values

to avoid possible errors in functions used subsequently. Since these rows are few and

far between, this did not affect enough locations to fargilise the the analysis as a whole.

They are also typically located at extremities of the line.

The next problem to be solved is the alignment of files. As explained previously, each

measurement run is slightly out of sync with the previous one, by a varying distance

(delayed or early) . This is a major point as out of sync measurements could mean

that different locations are being compared, jeopardising the quality of the analysis

significantly. To solve this issue, twomain tools were considered: cross correlation and

Dynamic Time-Warping (DTW)). Cross correlation is the most traditional approach

and is represented in 3.2.2.

The basic principle is to take two signals, and offset one of them (by delaying it or

moving it forward) one sample at a time until they do not overlap at all anymore. For

each offset, the correlation is recorded. Then, it is a matter of trimming signals so
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(a) Before Unstacking (Longer Table)

(b) After Unstacking (Wider Table)

Figure 3.2.1: Graphical representation of the ”unstack()” operation. Here, the table
was resized from 13009752x3 to 40318x31.

that they are the same length and are as correlated as possible. The advantages of this

method are its speed and relative ease of deployment, as well as high scalability (it is

possible to sync many more than two samples – more on that later).

Unfortunately, there are limits to how good a match can be made by offsetting a signal

(especially with signals which are hundreds of thousands of samples long). A potential

solution for this is using the DTW algorithm. It stretches two vectors on each other to

obtain the highest possible correlation between them as shown on 3.2.3.

This yields generally much better results compared to using a cross-correlation based

offset. However there is amajor obstacle to using DTWon a railwaymeasurement data

set: no vector is set as a reference whichmeans that aligningmore than 2 vectors is not

realistic (they all will be stretched by different amounts compared to each other). For
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Figure 3.2.2: Graphical representation of synchronising signals using a cross-
correlation algorithm.

that reason, cross-correlation was used to align themeasurement vectors as accurately

as possible at first. To align more than two signals, the most pragmatic approach is

to take one signal as a reference, and align every other signal in the dataset on that

one. At first it was not clear whether selecting a specific signal as the reference would

have a lot of influence on the final result, it was found that taking a signal towards the

middle of the dates (in other words, a measurement set taken as closely as possible to

the midpoint between the first and last measurements) yielded the most satisfactory

result. To visualise this, a heatmap was produced taking the earliest file and the most

intermediate file. Comparing them on 3.2.4, it is visually apparent that taking an

intermediate reference is generally more accurate.

Following this, and to follow the standards, the moving standard deviation of each

signal must be taken. Once again, as discussed in 1.1, there is no unique agreed upon

value for the length of that standard deviation window. For that reason, the length

is adjustable in the script. Outside of being a way to make the analysis closer to

point-based or section-based, the smoothing effect will also get stronger when the
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Figure 3.2.3: Example of aligning two signals using DTW

window length increases. This smoothing effect should not be neglected as it heavily

contributes to compensating for any inaccuracies in alignment by the cross-correlation

algorithm. This is shown in figure 3.2.5.

Some tests were ran and in the end, data was created for windows of 100m and 200m

(200m being the most commonly used value for the papers on the topic).

3.2.2 Changepoint detection

This brings data to the stage where a human would typically perform an analysis to try

to find trends over time, and by extension maintenance events to isolate each trend.

But for the analysis conducted in this paper, this is where a key tool was needed.

As often happens in science, the innovation came from a different field. Following

extensive research, this maintenance detection problem was discovered to be a type of

changepoint detection.

Changepoint detection aims to find locations on a trend line or graph where the slope

of the line changes significantly. The idea of changepoint being slope-based and not

purely value-based - like the algorithm used in some previous research - is a clear
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(a) Alignment of the data taking the earliest measurement as reference for cross-correlation.

(b) Alignment of the data taking an intermediate measurement as reference for cross-
correlation.

Figure 3.2.4: Heatmaps showing increasing distance along the line from left to right,
and measurement dates from earliest to latest (from top to bottom). The color
corresponds the LL SD.

improvement. For example, in the case where the track condition evolves relatively

slowly, and a maintenance event changes or resets the trend, the difference may be

hard to spot by value change but be successfully picked up by changepoint detection.

Changepoint detection is implemented into MATLAB natively and has been widely

used to solve a variety of problems [21]. However, it still presents the issue of being

highly susceptible to outliers, or points that can be assimilated to outliers, which fails

to address one of the key problems outlined in the method of previous research. This

refined the search for a solution, as it was presumably going to take the form of a

combination of concepts. The changepoint detection method, well established and

robust as it is, is not purely value dependent or necessitating very specific data butmust
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Figure 3.2.5: Effect of using a moving SD. The original correlated signals are in red
and blue, while the corresponding moving SD are in turquoise and pink respectively.

be supported by some other statistical tool that compensates for its susceptibility to

outliers. Coming tomind immediately is linear regression and using a trend line rather

than isolated points. But as evidenced by Neuhold [3], a trend line is not necessarily

resilient to isolated extreme values and an outlier would still shift the trend line in some

way which would only delay the problem. Hence, the statistical tool must somehow

consider the entire dataset and draw conclusions, just as a human would: observe the

dataset as individual points, notice the trends while considering possible individual

outliers and use the combination of information to find the changepoints.

A certain form of this problemwas found to have been recently solved in an application

completely unrelated to railway engineering [22] using Bayesian statistics. Indeed, a

defining trait of using Bayesian statistics is considering the full data set to draw more

solid conclusions, rather than focusing on a subset. In 1993, researchers Daniel Barry

and J. A. Hartigan were studying a paper commenting on the pattern of a series of

holes drilled by a workshop machine [23]. By all means, the data “trends” taking the

form of drill hole locations were not clear and hard for a human to distinguish. Using

complex statistics the authors coined an algorithm - later named BEAST by Zhao et

al. [22] (standing for Bayesian Estimator of Abrupt change, Seasonality, and Trend)

- which was able to attribute to each point a certain probability of being a change

point of the trend. Presumably due to some technical limitations of data processing

on computers at the time, minimal use seems to have been made of this algorithm, at

least programmatically, until a paper by Zhao et al. published in 2019 [22]. They were
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studying climate change using aerial pictures of the amazonian forest and unearthed

the BEAST algorithm to solve their problem. Crucially, they also coded the algorithm

as a plugin for Matlab and other popular languages and made it freely available. This

BEASTplugin has since been used in a variety of research papers, frombiology to socio-

economics, according to the authors [24] – but not railway engineering. It looked like

the missing piece to fully automate maintenance event detection on a railway track,

considering all potential issues raised so far.

The BEAST function is optimised for large datasets and can perfectly handle a matrix

of time series like the one produced by the previous steps. After running for only

a few seconds, the function outputs a structure containing multiple sub-outputs.

Among those are two matrices, containing a row for each row of the input matrix and

five columns, so that the rows correspond to the positions along the line. The first

output contains indices of five points at each row (this number can be customised

depending on the application). The second contains five probability values each

assigned to one of the indices. Together, they indicate the points that are most likely

to constitute changepoints and their probability. Sometimes, if no points seem to be

changepoints, the algorithm will specify NaN values instead of probabilities which

shows the flexibility and adaptability of the algorithm, as it does not ”force” a result

but rather adapts to the data.

At first, it may seem as though this once again delays the problem – but simply

by browsing through the outputs, it is clear that the gap in probability between a

clear changepoint and a typical variation is extremely large. Points typically have a

probability between 0 and 0.1 (or NaN) when they are not at a change in trend, and

over 0.60 when a significant change is visible. Using a few lines of code, it is possible

to adjust the threshold for considering a point amaintenance event and use this to filter

results. On another level, assigning a granular probability rather than an absolute true

or false can allow for finer conclusions in the future, or from a different angle. For

example, knowing that maintenance was performed at a given time and place, it could

be judged that there was a certain percentage of chance that the maintenance had a

significant effect.

With the invaluable help of the BEAST algorithm, positions where maintenance was

detected could be compiled in a vector for future use. Using the detected trend change

dates at each and every location, it was possible to divide each time series into sections
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and enable the application of degradation models to each of these sections. The

selection and implementation of those degradation models constitutes the next part

of the methodology.

3.2.3 Trend estimation and forecasting

As raised in the state of the art, there is debate over the different mathematical

empirical models used to represent railway track degradation. Since they can be

grouped into larger families with more fine-tuned parameters depending on the

specific company or region that uses them, it was decided that 4 models would be

implemented: Exponential (from the work of Sato [19]), Logarithmic (inspired by

German and American models [20]), power based (from British methodology) and

finally a simple linear model. The latter was included as it is not computationally

expensive and according to literature was close to the degradation mechanisms

empirically observed. The code iterates over each time series section, attempts to fit

a model of the selected form, and stores the fit and the Root Mean Squared Error

(RMSE) value in separate arrays. Rarely, the fitting function will fail to converge on an

appropriate fit, in that case the RMSE is set as NaN.
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Modelling and implementation

4.1 Comparison of trend estimation techniques

To decide upon a degradation model for the time predictions, it was necessary to

undertake a thorough comparison and evaluate the pros and cons of the different

proposed empirical models. The approach used was to break up the time series at each

location based on detected maintenance events and then programmatically loop over

those timespans. This was performed for the four proposed degradationmodels and at

different thresholds for themaintenance event probability. Themetric used was 200m

moving window standard deviation of the rail longitudinal level, both on the left and

right rails.

The grading criteria for model selection were the RMSE and the proportion of sections

where the degradation model fit successfully converged into an equation. In more

detail, the RMSE is a statistical tool that evaluates how much predictions differ from

actual data. The formula is decribed below.

RMSE =

 
1

n
Σn

i=1

(di − fi
σi

)2

Errors are squared which means that larger errors are weighted more heavily. In the

case of railway track measurement analysis, differences of a few millimetres can be

the difference between an accident and normal operation. Using another error metric

such as R-Squared or mean absolute error would have failed to convey the importance

of making precise predictions, by focusing on the general trend taken by the model
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instead. There are some issues with taking the RMSE of standard deviation data as

there is no inverse operation that can convert this SD into absolute trackmeasurement

values. Nevertheless, the European norms (EN13848[14]) give guidelines regarding

TQC based on this 200m standard deviation, and thus it is possible to relate the RMSE

values to these TQC limits.

The second grading criterion was the percentage of successful model fits. Though the

meaning may not be clear at a glance, it constitutes a way to put the RMSE values

into perspective. Indeed, to fit the empirical models to the data, a custom fitting

function was developed, as the given equations are not typically implemented in native

fitting packages in MATLAB. But since these fits are “non-standard” the software can

occasionally fail to fit a model with the stated equation form to the points. This is

especially the case when there are too few measurements, which tends to make the

degradation lack a clear pattern to fit to. To calculate this value, the number of obtained

fits is divided by the theoretical amount. Assuming nmaintenance events, the number

of fits becomes:

nfits = n+ 1 (4.1)

as there is one fit per time period separated by the maintenance events. The objective

is to penalise a model or a combination of parameters that could seemingly be more

accurate judging by its RMSE, but potentially fail to even materialise in many cases.

On the other hand, a less accurate model by its predictions but more easily applicable

can be highlighted. Using these metrics, figure 4.1.1 was produced and can be used to

draw some conclusions. The data was averaged over the left and right rail.

First, the exponential and linear mixed model by Sato [19] was the best performing,

though the purely linear model had a very close RMSE. This was to be expected as

Sato’s model only differs at the beginning of the curve, and thereafter the exponential

component tends to 0 turning the formula into a linear model. The reason for the gap

is that the exponential model represented more accurately the initial degradation but

performed similarly on the slower and longer linear-like degradation.

Meanwhile the logarithmic and power-based models were clearly inferior in

representing the degradation trend. Yet, no hasty conclusions dismissing thesemodels

completely should be drawn. A likely factor accounting for this disparity is the high

geographical dependence of these degradation models. Indeed, all these equations
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(a) Aggregated RMSE (in mm of LL SD) of the different degradation models for increasing
changepoint probability thresholds. Lower values represent better approximations.

(b) Proportion of fits converging for increasing changepoint probability thresholds.Higher
values represent higher success rates.

Figure 4.1.1: Heatmaps showing the quality and consistency of fits foundwith different
degradation models and changepoint threshold values.

are empirical and are thus based on phenomena observed in different countries. As

described in the state of the art, the mathematical materialisation of the degradation

phenomenon being a rapid shift in level followed by a close to linear evolution applies

to all models studied to some extent. It is sensible to assume that logarithmic and

power based models were fine-tuned for tracks in the USA and Germany, and the UK

respectively which all have their climate and environmental specificities that may not

apply to the Bothnia line studied in this thesis. Other possibilities for the poor fit can

include a different number of measurement points, line usage patterns, or even type

and tolerance for the goodness of fit of the model specified in the standards.

More than the models themselves, it seemed that the changepoint probability
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thresholds used in the BEAST algorithm were a significant factor. Consistently, lower

thresholds yielded better RMSE but lower success ratios than higher thresholds. This

is especially noticeable comparing the more extreme thresholds like 0.6 and 0.9. The

reason for this is that with a lower probability threshold for changepoint detection,

there tends to be more time series sections which are consequently shorter. Shorter

sections cause difficulty for the fitting step, but conversely when a fit is found it tends

to be better tailored to the data than when taking a longer series. The success rate with

a 0.6 threshold is the only one to dip below 80 percent, and thus will not be used for

further analysis. Likewise the 0.9 threshold generated the largest RMSE across the

board, and in the context of railway engineering it should be rejected since large errors

can be devastating. In the end, a good balance between accuracy and performance

seems to be 0.7, which will subsequently be used.

4.2 Validation and forecasting

This part of the analysis still has a major limitation: it only fits the data to the entirety

of known points and consequently can fall into the trap of overfitting. Overfitting

designates the phenomenon of building a predictive model that is overly specific to the

training dataset but applies poorly to new data [25]. A simple example of overfitting is

trying to fit a trend line to a small data set. Sometimes, using a high degree polynomial

can seem like a great fit for a few points but due to its scaling, the predictions on future

values may be completely inaccurate. To avoid this, the notions of splitting the data

set and cross validation come into play. In machine learning tasks, it is typical to split

the dataset into two subsets. The first, the training dataset, is larger (typically 70 to

90 percent of the data) and is used to fit a model (in this case, to find the coefficients

of an equation). The second, the testing dataset, contains the remainder of the data

and is used to evaluate how well the model fits new data. The fit quality is evaluated

using the tools discussed in the previous paragraph. Cross-validation aims to repeat

this fitting and testing problem using different parts of the dataset, making it so that

every point has been at least once part of the training and testing datasets as themodel

was determined.

These concepts are pivotal to the field of railway engineering as one needs to ensure

the predictions are reliable enough to act upon. Nevertheless, in cases like track

geometry degradation using basic cross validation is not compatible with the problem.
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Degradationmodels are heavily based on evolution over time since the reference initial

measurement, so “shuffling” the dataset by validating on samples of it makes little

sense. In those cases, using expanding window cross validation is most appropriate.

This type of cross validation uses an initial portion of the dataset for training and

a certain number of the remaining points immediately following the training set as

testing. The size of the training and testing sets are user-determined, and of course are

relative to the size of the complete dataset [26]. In the analysis an initial window size

of 3 points was chosen, and a fold size of 2. The number of folds, or iterations, of the

expanding window algorithm is detected based on these numbers. In this case, when

analysing 7 measurement points, the initial window will be the first 3 points and the

testing set points 4 and 5. Then, the next training set will be points 1 to 5 and tested on

points 6 and 7. A visual representation of this approach is shown on figure 4.2.1.

Figure 4.2.1: Visual representation of the expanding window cross-validation
algorithm.

An added benefit of this expanding window cross validation is that it can clue the

user in as to how many data points are needed before seeing diminishing returns

on the accuracy of the model. In other words, it is likely that the first few standard

deviation longitudinal level measurements will affect the degradation model heavily

but past a certain number of points on the linear section the changes will be much less

significant. This is relevant to railway track predictive maintenance, as being able to

make as accurate future predictions as possible with as little data as possible means

that planning could be performed very early, without necessitating as extensive and as

frequent measurement operations.

Given a well validatedmodel for track degradation and predicting its future behaviour,
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the next step was to invert the equation and determine at all locations of interest

when the next maintenance should be performed. The main obstacle for this lied in

the railway standards usually specifying those limits as values of longitudinal level or

alignment in millimetres, typically referring to point defects, so it is incompatible with

standard deviation values. This is where the TQC thresholds of the European norms

came into play[16][17]. Knowing operating speed and targeting a class, it is possible to

determine when maintenance should be performed using the time vs. SD model (i.e.,

control the track irregularity spectrum). This TQC table is shown in 4.2.2.

Figure 4.2.2: Track quality class for different operating speeds based on the standard
deviation of longitudinal level[16][17].

The Bothnia line was built for speeds of up to 250 km/h but operations do not

exceed 200 km/h. This corresponds to the top speed of the fastest train currently in

commercial operation on that line, the SJ X55. Consequently, in the present study

two speed classes will be investigated: <300 km/h to maintain the track to its as-built

quality, and <230km/h applicable to typical operations. Since there are no plans at the

time of writing to introduce rolling stock that will operate in the highest speed class,

it is conceivable that the authorities would maintain the track for its current operating

speed – being less stringent, it also reduces the frequency of required maintenance

events.

For the quality class, the A, C and E levels will be checked. A represents ideal

conditions, C a balance between frequency of maintenance and quality while E will

constitute the lowest limit for safe operation.
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Results

The methods described in previous chapters are applied to the Bothnia line, and the

results are depicted and discussed for a thorough understanding of the possibilities

that these methods provide. It also allows a deeper understanding of the specific case

study.

5.1 Maintenance detection

The first aspect of the analysis that will be evaluated will be the maintenance event

detection. Figuren5.1.1 depicts the officially reported maintenance events (which are

all tamping operations) and the detected events together.

In 5.1.1, reported maintenance events are marked with a solid blue line, for a

certain track length that stretches between the start and end locations horizontally,

and the start and end date of the operation vertically. The red crosses mark the

maintenance events detected by the code used in this research as described earlier. For

a hypothetical perfect accuracy, red crosses and blue lines should overlap exactly.

First, many points were detected in 2014 or earlier and do not seem supported by

any reported events. This is because the reporting only started in mid 2015. On the

contrary then, the code was able to detect a likely maintenance window (considering

the large amount of detected changepoints at that date).

Second, some longer (in terms of covered distance) maintenance operations seem

to cause fewer detected points. Once again, the reason lies in the fact that using

changepoint detection is a way to detect effective maintenance operations. However
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Figure 5.1.1: Detected (red) and reported (blue) maintenance events for the southern
part of the line. Continuous blue lines represent the reported start dates, and dashed
lines the reported end dates.

in the case of a longer tamping distance, it is likely that not every single location

was heavily degraded. As such, at these relatively undegraded points, tamping had

minimal observable effects. Corroborating this is the fact that much shorter tamping

distances seem to have been more systematically picked up. It can be conceived that

very localised tamping would be an answer to localised significant degradation, which

consequently would have much more striking effects.

Finally, some post-2015 points have been picked up seemingly without any reported

maintenance that could have caused them. While the possibility of a software error

cannot be strictly excluded, according to sources close to the maintenance team,

reporting maintenance is standard practice but unfortunately not yet systematically

followed, specifically in the case of more urgent or unplanned operations. By virtue of

being unreported it is of course difficult to evaluate howmuch these operations match

with the picked up points, but it is an especially reasonable assumption in locations

which have already seenmultiple tamping events in the past. When observing a vertical

line or ”slice” of the plot, it is sensible that more sensitive locations for a reason or

another would be subject to unplanned maintenance.
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Error List (RMSE of mm of Longitudinal Level 200m SD)
Model Equation Northern

Portion
Southern
Portion

Linear a · x+ b 9.60× 10−2 6.18× 10−2

Power a · x0.2 + b · x 1.70× 10−1 1.04× 10−1

Logarithmic u · (1 + c · ln(x)) 1.16× 10−1 7.80× 10−2

Exponential and Linear a · (1− exp(−k · x)) + b · x 1.01× 10−1 6.37× 10−2

Number of measurement
files

30 59

Table 5.2.1: Table showing the RMSE value for different degradation models on the
northern and southern part of the Bothnia line.

5.2 Degradation modelling in the context of EN

standards

The second aspect was using equation fits to determine the most accurate degradation

model. This was the opportunity to use expanding window cross-validation. The

time series separated by themaintenance detection algorithmwere passed through the

cross-validation. The resultswere relatively homogenouswithin eachmodel. Using the

median, the purely linearmodel had the lowest error if averaging the differentmedians,

with a RMSE of around 0.062mm of standard deviation. Sato’s exponential and linear

model showed extremely similar results, but it was possibly undone by some small

overfitting caused by the exponential term. The logarithmic and power models were

far behind in terms of accuracy. For comparison, the same evaluation was performed

on the Northern portion of the track, which had half as many measurements covering

the same timespan.

Since the time series all had different start and end dates, the data was aggregated in

three columns. The first two were a combination of training set duration and time

horizon for the prediction, while the third held the corresponding RMSE value. After

aggregating all the time horizon and training set combinations with their associated

RMSE, the challenge was to obtain meaningful information. First, it was apparent

that using days to quantify time spans was unnecessarily granular and not appropriate

for the timescale of railway maintenance. The training set length was converted to

months and the time horizon to weeks. As many training sets and time horizons were

similar at that scale this enabled the use of an unstacking function analogous to what

was performed in 3, transforming the long array of over 10 000 rows into amuchmore
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sensible 27x20 matrix where each row represented a unique training set duration and

each column a time horizon. Of course as part of this transformation, RMSE values

associatedwith the same combination of training and testing sets had to be aggregated.

Both the mean and median were tested with similar results and in the end the median

was selected. From there a heatmap was plotted and is shown on 5.2.1. As the x-axis

values increase, the time horizon increases (i.e. how far into the future is the attempted

prediction). On the y-axis, increasing values represent increasingly long training set

durations (i.e., how much data was used to construct the degradation model). The

colors indicate the RMSE value, all for a linear fit.

Figure 5.2.1: Evolution of RMSE (in mm of LL SD) for different training and testing
combinations, shown for a linear fit model.

Such error results could be considered very satisfactorywhenputting in perspective the

limits of the standards. Supposing that the track is maintained for 200km/h speeds at

an average TQC of C (as per figure 4.2.2), a 0.6RMSE on the prediction represents

a 5.2% error, and stays close to a respectable 10% with more stringent criteria of

speed or quality. Moreover, these results are given by the less complex linear model,

which suggests such an algorithm could be applied without an excessive calculation

overhead. It was not obvious at which training set duration diminishing returns on the

accuracy would be observed, though as could be expected using a very short training

set generally negatively impacted the accuracy of the predictions, and vice versa.

On the northern part of the line, the errors were higher, probably a result of the

reduction in available data. This suggests that while the time span of the different

measurements is important, the density also plays a major role. That being said, the
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results on the northern part are still acceptable with an RMSE amounting to under ten

percent of TQC C at 200 km/h. This validates the approach to an extent by showing

that the model applies with relative accuracy to a dataset it was not trained on. Using

this linear approach and given the measurement data it was then possible to estimate

the time at which each track location would exceed the selected TQC limit (or pick out

the ones where it is already exceeded). This yielded a timetable with track locations

and an associated date, which could be represented graphically and is displayed on

Figure 5.2.2.

§

(a) Predicted maintenance dates at different locations along the line, warmer colors indicate
higher confidence levels.

(b) Close-up view of the maintenance points highlighted in the red rectangle in the previous
figure.

Figure 5.2.2: Scatter plots showing maintenance dates and locations suggested by the
algorithm. The color indicates confidence as the R-squared value of the calculated
degradation trend.

Such a visualization can immediately give an idea of when and where maintenance
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should be performed to keep a desired quality class. The railway industry as historically

focused on corrective maintenance, with the aim of eliminating any immediate risks,

or preventive maintenance for a better coordination of resources. This enables

a predictive approach where maintenance can be planned in advanced while also

not performing more maintenance actions than necessary, which could represent a

significant step forward. On a passenger traffic-heavy line like Botniabanan, this

means less hassle and frustration for the users who will see much fewer impromptu

line closures for maintenance. The gain in opportunity-cost for the operator having to

perform the maintenance is also important. In concrete terms, having a view of the

full trends for the whole line at once can allow the maintenance operators to schedule

an optimized maintenance strategy, for example focusing on locations which could

become problematic within a certain number of months. Maintenance campaigns can

be groupedmore effectively and planned to take place on the least problematic days or

time periods. Other benefits could include planning to use machines and employing

staff on days of higher availability if renting, or possibly letting the equipment for

predetermined periods outside the maintenance schedule if they are owned.

Though the example was taken for TQC level C, some other limits may be used by

railway operators. For instance, if leasing the railway line like on the Arlanda Express

for example, they may have to ensure that it is in the same condition at the end of

the lease as it was at the beginning. This could be simply implemented by setting

the thresholds for maintenance as the track measurement values taken when the lease

started and organizing themaintenance schedule around this. Thus the same approach

could be taken, albeit with potentially different values.

These time prediction results should still be looked at with a critical eye. Indeed, the

cross-validation algorithm was primarily tested on relatively short time horizons of a

few months. Thus, using the findings to make predictions ten years into the future

may yield some inaccuracies. This relative uncertainty in the long term is visible

when plotting time horizon against R-Squared. In the short term, most R-Squared

values are high, but as the time horizon increases, the R2 values become diffuse and

inconsistent while overall trending down. However, such an uncertainty factor is

an unavoidable aspect of machine learning and predictive methods and considering

track geometry degradation has been previously reported and verified in the present

analysis as tending to be linear in the long term, enough confidence can be placed

in the predictions to construct a short and medium term predictive maintenance
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strategy.

This is exemplified in 5.2.2 where a possible optimized approach could be to visit

kilometre 497-498, 534-540 and 545-548 as soon as possible (May 2023) to fix

the large concentration of defects. Then, the track should be measured once

again. According to the predictions which could be refined using those hypothetical

measurements, the next maintenance window could address km 484-485, 511-512 by

September 2023. Further in the future it appears that the next maintenance campaign

could wait until the end of 2024, however one should be cautious about such a time

horizon. Thanks to the simplicity and efficiency of the analysis tool developed, it will

be possible to plan amore precise course of action by addingmeasurements taken after

the September 2023maintenance campaign. This demonstrates howwith two or three

highly targeted (in space and time) maintenance campaigns, the quality of the track

could be guaranteed for another eighteen months. Assuming a tamping machine with

speed between 320 m/h and 2600 m/h[7], one or two nights of maintenance could

suffice, or at worst one day of closing part of the line.

A more high level, yet fundamental and complex question is the cause for the overall

linearity of longitudinal level degradation. A better phrasing could be : ”Why does

the degradation appear linear”. In truth, the probable cause for the apaprent pattern

resides in multiple factors. First, the frequency of measurements does not allow for

very fine analysis of the trend. Consequently, if it does not exhibit an overwhelmingly

clear evolution pattern other than linear but still increases over time, a long-term

linear evolution may be a sufficiently good approximation. Another reason for the

global evolution pattern in the case of the Bothnia line (that may be applicable to other

regularly used lines) is that its traffic patterns have remained relatively consistent, with

similar rolling stock, speed, and frequency of services. As degradation is linked to line

usage [20], assuming consistent utilisation, a general linear pattern can reasonably

be expected. In existing research, little to no explanation was given in relation to the

traffic patterns of the railway track studied, barring any further conclusions frombeing

drawn in those cases that could in turn give insight into the present phenomenon.
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5.3 On the evaluation of maintenance

effectiveness

Granted the ability to isolate periods between maintenance events, it follows that

it is possible to compare the degradation trend before and after the maintenance.

From a railway engineering standpoint, this could show whether a maintenance event

has had positive long term effects, aside from the immediate correction of track

geometry. Indeed, if maintenance led the track to degrade at a faster rate than before,

this could reveal that tamping had a long term negative effect. On the contrary if

maintenance managed to slow down the degradation trend, this should be noted as

it will reduce the amount of required maintenance in the future. To discover this,

the post-maintenance degradation rate was plotted against the pre-maintenance rate.

A distribution gathered towards the bottom of the vertical axis would then indicate

generally effective maintenance.

5.3.1 Northern Portion

The results for the northern part of the line are summarised in Fig 5.3.1.

Figure 5.3.1: Scatter of the trend change between detected maintenance actions on the
northern part of the line.

On the x-axis, the degradation trend before the detected maintenance events is

represented while on the y-axis, the corresponding rate following the maintenance

events is plotted. The diagonal line y=x separates the positive and negative tamping

operations. Indeed above that line y>x, i.e. the post-maintenance trend is worse than
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pre maintenance while points below the line represent the opposite situation.

It is visually apparent that in the majority of cases, tamping had a beneficial effect on

the trend which suggests that the maintenance is generally being performed correctly,

or at least with a positive impact. It is still interesting to note that in a smaller but non

negligible part of the cases, the impact was negative. It is not certain what the cause

may be, but considering the limited number of those cases, a localised effect beyond

the maintenance team’s control such as poor soil can be hypothesised.

In conclusion, tamping was beneficial in the majority of cases with positive long term

effects, even though in a restricted amount of locations it seemed to do more harm

than good. Considering that the involved lengths of track are relatively short, it would

be appropriate to conduct a more in-depth investigation into what may be causing

this. For example, a study of the soil, groundwater, construction history if any or

even subpar ballast. Assuming one or more contributing factors can be identified,

remediation measures could be put in place to avoid any further issues by reinforcing

the soil or replacing materials for example.

5.3.2 Southern Portion

For completeness, the results for the southern part will also be presented in the same

order in figure 5.3.2.

Figure 5.3.2: Scatter of the trend change between detectedmaintenance actions on the
southern part of the line.

The same conclusions seem to hold here, with possibly an even larger skew towards
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good tamps. An investigation into so-called bad tamps beginning with a data analysis

could be worthwhile as part of further research and these plots may become a starting

point to track down problematic events or locations and their causes.
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Conclusions

With the topic of predictivemaintenancemore than ever a staple of railway engineering

research, being able to put forward a comprehensive way to put track measurement

data at its service represents a significant step towards building the rail industry of

tomorrow.

6.1 Discussion

In this analysis, the first stage was to understand the data provided by railway track

measurements, with regard to its structure and specificities. This paved the way for

a general data processing approach. Then, by studying the railway standards and

previous research in the field, a path for analysis was determined. A cutting-edge

aspect of the present documentwas the development of amethod to retroactively detect

effective maintenance operations on the track using a Bayesian changepoint detection

method, hitherto unapplied to the filed of railway engineering. Using this innovation,

the measurement data could be broken down into inter-maintenance periods to study

degradation patterns. The key aspects of selecting the most relevant metrics at first

and then shortlisting degradation models for the track were accomplished once again

using a combination of European norms and railway research.

To determine the most appropriate combination of those hyperparameters, different

validation methods were employed, using RMSE as the reference variable. In

particular, the expanding window cross validation method revealed the linear and

exponential/linear degradation models to be the most accurate. Due to its relative
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simplicity and high accuracy, the linear model was applied to the most recent post-

maintenance measurement series to yield a line-wide table of the estimated required

maintenance date at each applicable location. Such a result could allow an operator

to plan their maintenance to a desired track quality class in the most optimized way

possible.

When taking a step back to look at the overall process, the result is that it is now

possible to obtain a predictive maintenance schedule solely based on a history of track

measurements. Thus, an unsupervised machine learning algorithm was successfully

developed to fit the purpose specified at the start of the thesis. Such a result could

represent a significant step forward for railway maintenance. Another capability of

the tool is to classify the effectiveness of the detected maintenance operations based

on their long-term effect. This will allow a railway operator to identify locations that

may react poorly to their typical maintenance and act accordingly.

6.2 Future Work

There are some reservations regarding the generality of the results. First of all, a

relatively large amount of measurements was used. Though later analysis through

the expanding window cross validation proved that a very large amount of training

data (in terms of time) was not necessarily required to obtain satisfactory predictions,

in the case of very limited available data potential issues could arise. Nevertheless, it

could also be speculated that a railway rarely measuring its track or otherwise having

minimal amounts of data could indicate that keeping the track geometry to a high

standard is less of a priority. Moreover, the equipment developed by Latronix will

be able to give an opportunity to railways which have found it difficult to perform

measurements in the past to remedy this problem.

Another aspect that could be disputed is the choice of degradation models. Aside

from the four models proposed, more sophisticated and parameter heavy ones do exist

though they could not be applied in this case due to the how specific the inputsmust be.

In the future, it could be worth it to investigate the accuracy and potential benefits of

using these more detailed models. It should still be kept in mind that as sophisticated

as they are, these degradationmodels are still empirical andwill never be perfect.

Seasonal or climatic analysis could also be performed in more depth. If temperature
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or weather over time happens to be a predictor of track degradation in some way,

the model could be augmented using this data for higher precision. Though it is not

possible to know the exact weather and temperaturemonths into the future, the trends

of seasons could still be used (using for example average highs and lows at different

points in the year). Some possible confounding factors such as track buckling under

extreme heat in some regions, or the effects of soil compositions will need to be taken

into account to make such an analysis robust.

Finally, this research was only able to validate hypotheses in the case of Botniabanan

with its specificities in terms of soil, climate, usage and location amongst others. It is

possible that in a completely different context, the same method could yield different

results. Thus, a recommendation is to attempt to apply the present method tomultiple

lines ideally in different parts of the world with different usage (for example a heavy

freight line, and a commuter line). Though some conclusions may change, the general

analysis process could at large remain the same which makes such future research

relatively convenient.

6.3 Closing remarks

As closing words then, it can be said that the objective of developing an automated

statistical analysis method to help railways perform predictive maintenance was

achieved with relatively accurate results. However, due to the intrinsic differences

between railways, and potential other factors not considered in this study, further

research applying the method in different ways and contexts should be performed to

get a more general idea of its validity. It presents an opportunity of radically changing

the approach to railway trackmaintenance for the benefit of all parties involved in cost,

ease, and time.
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