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Abstract
Deep-learning models have been shown to produce accurate predictions in
various scientific and engineering applications, such as turbulence modelling,
by efficiently learning complex nonlinear relations from data. However, deep
networks are often black boxes and it is not clear from the model parameters
which inputs are more important to a prediction. As a result, it is difficult to
understand whether models are taking into account physically relevant infor-
mation and little theoretical understanding of the phenomenon modelled by
the deep network can be gained.

In this work, methods from the field of explainable AI, based on Shapley
Value approximation, are applied to compute feature attributions in previously
trained fully convolutional deep neural networks for predicting velocity fluc-
tuations in an open channel turbulent flow using wall quantities as inputs. The
results show that certain regions in the inputs to the model have a higher im-
portance to a prediction, which is verified by computational experiments that
confirm themodels are more sensitive to those inputs as compared to randomly
selected inputs, if the error in the prediction is considered. These regions cor-
respond to certain strongly distinguishable features (visible structures) in the
model inputs. The correlations between the regions with high importance and
visible structures in the model inputs are investigated with a linear regres-
sion analysis. The results indicate that certain physical characteristics of these
structures are highly correlated to the importance of individual input features
within these structures.
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Sammanfattning
Djupinlärningsmodeller har visat sig kunna producera korrekta förutsägelser i
olika vetenskapliga och tekniska tillämpningar, såsom turbulensmodellering,
genom att effektivt lära sig komplexa olinjära relationer från data. Djupa neu-
rala nätverk är dock ofta svarta lådor och det framgår inte av modellparamet-
rarna vilka delar av indata som är viktigast för en förutsägelse. Som ett resultat
av detta är det svårt att förstå om modellerna tar hänsyn till fysiskt relevant in-
formation och de ger inte heller någon teoretisk förståelse för fenomenet som
modelleras av det djupa nätverket.

I detta arbete tillämpas metoder från området för förklarabar AI, basera-
de på approximation av så kallde Shapley värden, för att beräkna vilka delar
av indata som är viktigst för de prediktioner som görs. Detta görs för djupa
neurala faltningsnätverk som tränats för att förutsäga hastighetsfluktuationer
i ett turbulent flöde i en öppen kanal med hjälp av väggkvantiteter som inda-
ta. Resultaten visar att vissa regioner i indata till modellen har större betydelse
för en förutsägelse. Detta verifieras av beräkningsexperiment som bekräftar att
modellerna är mer känsliga för dessa indata jämfört med slumpmässigt valda
indata, baserat på det resulterande felet i förutsägelser som görs av det tränade
nätverket. Dessa regioner motsvarar vissa starkt särskiljbara egenskaper (syn-
liga strukturer) i indata till modellen. Korrelationerna mellan regionerna med
hög betydelse och synliga strukturer i indata undersöks med linjär regressions-
analys. Resultaten indikerar att vissa fysiska egenskaper hos dessa strukturer
är starkt korrelerade med de approximativa Shapley värden som beräknats för
dessa delar av indata.
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2 CHAPTER 1. INTRODUCTION

Understanding and modelling turbulence is crucial for technical progress
in many industries, ranging from energy production to transportation, and var-
ious scienti�c areas such as modelling Earth's atmosphere and climate as well
as air pollution. Accurate modelling of wall-bounded turbulence is, for in-
stance, important for understanding urban �ows and drag reduction in vehicles
and pipes. It is estimated that roughly half of the energy used for transporting
�uids through pipes and propelling vehicles through water and air is dissipated
in the near-wall turbulent layer [1].

Turbulent �uid �ows are characterised by chaotic behaviour. Thus they are
often modelled with statistical methods, which aim to identify patterns in the
�ow by using data (for example from experiments), rather than using purely
deterministic methods. Deterministic methods are based on solving the gov-
erning Navier Stokes �ow equations. Although they accurately describe �ow
behaviour based on physical conservation laws, they need to be considered at
all length and time scales of the velocity �eld. In case of turbulent �ows, the
amount of information contained at all scales is enormous [2] [3] [4] [5] [6].

Direct Numerical Simulations(DNS) are a deterministic approach of mod-
elling turbulent �ow with numerical methods. This computationally intensive
approach can only be e�ectively performed for turbulent �ows with smaller
Reynolds numbers (Equation 3.1) and simple �ow geometries. On the other
hand, these solutions provide useful data sets for analysing turbulent �ow be-
haviour and patterns. They have traditionally been based on analysing �ow
visualisations by human experts and statistical analysis aimed at determining
patterns of �ow behaviours at small scales. These can be then used for creat-
ing approximate �ow models which rely on solving Navier Stokes equations
on larger �ow scales and approximating �ow behaviour at smaller scales with
statistical estimates.

More recently, machine-learning approaches have been used to model tur-
bulent �ows [7]. These methods use algorithms to automatically learn turbu-
lent �ow patterns from data. Hence, they are suitable for very large data sets
and can produce statistical �ow approximations based on very large amount
of information.

One of the machine learning approaches used for turbulence modelling is
deep learning. Deep learning is based on arti�cial neural networks with multi-
ple hidden layers. Arti�cial neural networks are computational systems com-
posed of individual neurons capable of simple computations using informa-
tion from connected neurons as input. Such computation is usually followed
by passing the output through an activation function. Despite the fact that an
individual neuron performs very simple computations, networks composed of
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multiple neurons have been shown to be capable of very complex computa-
tions [8]. Moreover, using nonlinear activation functions allows the neural
network for approximating nonlinear relationships in data. Deep networks,
with multiple layers of connected neurons and nonlinear activation functions,
can approximate any nonlinear operator [9]. They are however notoriously
di�cult to interpret, for example in the sense of understanding the logic used
by the model or relative importance of model inputs to producing an output
[10].

Recent advances in technology related to parallel computing and more ef-
�cient optimisation algorithms have enabled the use of highly complex deep
learning models with a large number of parameters. This improves model
performance, as models with more capacity can learn very complex data rep-
resentations in an e�cient way, but with such a vast number of parameters, the
mapping from the inputs to the outputs of the model is not easy for a human
to understand. For example, it is not clear from the model parameters alone
which inputs are the most important for producing an output. This limits the
usefulness of deep networks for many practical and some scienti�c purposes.
Without a good understanding of how a model works and the logic it uses,
it cannot be relied upon in some critical applications. For scienti�c applica-
tions, such models contribute little to improve the theoretical understanding of
underlying phenomena. On the other hand, deep learning models have been
demonstrated to produce accurate predictions in scienti�c problems such as
turbulence modelling, and in many cases outperform the established statistical,
often linear, methods [11]. They can be thus very useful for engineering pur-
poses, such as modelling turbulence for active drag reduction. Ideally, control
systems for such devices should use interpretable and understandable models
to avoid unpredictable behaviour.

There is, therefore, a need for interpretable or explainable deep learning
models. These can be achieved by using novel model architectures, or em-
ploying algorithms to analyse already existing models, to improve their under-
standing by the end users.

Explaining predictions of deep models can lead to improved model perfor-
mance, as undesired behaviours can be identi�ed and prevented, as well as a
better understanding of data representations which the model learns. This in
turn can lead to enhanced theoretical understanding of many phenomena.
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Figure 1.1: Model inputs and outputs visualised in a schematic representation
of the open channel �ow.

1.1 Problem Introduction

This work focuses on analysing a deep learning model making turbulence pre-
diction based on data from a turbulent, open channel �ow. The background
information about the turbulent open channel �ow is described in more de-
tail in chapter 3. The deep learning model uses �ow quantities at the wall, in
particular shear forces (� ) and pressure (p), to predict velocity �uctuations in
stream-wise (�ow direction), span-wise (wall-parallel, perpendicular to �ow
direction) and wall-normal components (u; v; respectively) in a wall parallel
plane, at a set distance away from the wall (y+ ). This is illustrated in Fig-
ure 1.1.

The model is a fully convolutional neural network. Such models are de-
signed to learn abstract representations of data on multiple levels. Convo-
lutional layers of deep networks are particularly e�ective in detecting local
correlations in their inputs. They were initially used and are still mainly used
for image processing tasks. In this application, convolutional neural networks
vastly outperform previously used state-of-the-art, hand-engineered methods.

The deep learning model is optimised to minimise the mean squared error
(MSE ) between the predicted velocity �uctuations and the �ow �uctuation
data from the direct numerical simulation of an open channel �ow. Further
details about the model architecture, training and data can be found in chap-
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ter 2.
The model performs accurate predictions of velocity �uctuations using

previously unseen data points (less than 1% error to true data for �ow close
to the wall) and has been shown to outperform a linear model, based on ex-
tracting orthogonal modes from the wall inputs and velocity �uctuations using
proper orthogonal decomposition (POD) and computing correlations between
the modes.[11]. As noted above, deep neural networks are, however, very di�-
cult to interpret. Models are evaluated by testing model performance on previ-
ously unseen test data, but one would often also like to have an understanding
of whya certain prediction was made.

For the particular example of turbulent �ow prediction, this question is
important for a few reasons. First of all, it might be of high interest to verify
that the predictions made by the model make physical sense.

For networks predicting physical phenomena based on data from simula-
tions or experiments, it is important to understand whether the network indeed
learns correlations that are physically relevant. Although deep networks are
often deployed for problems where the underlying relations are highly com-
plex, nonlinear and not actually known, there might be some correlations or
even causal relationships which are known to be true; thus it is desirable that
the network captures these correlations or causal relationships.

Furthermore, lack of model transparency can limit its scienti�c usefulness.
Models which achieve high accuracy but cannot be meaningfully interpreted
do not provide theoretical insights.

The main goal of this work is to apply explainable AI techniques to explain
turbulence predictions made by a fully convolutional deep learning model in
terms of feature importance. Features are de�ned here as parts or subsets of the
model input which have impact on the model output. The method employed
computes the importance of individual pixels in the input for model prediction
and includes an analysis of the relative importance of features in the �ow �eld,
which are structures distinguishable in �ow visualisations. These methods
are evaluated based on their performance and potential insights that can be
obtained by using such an approach.

1.2 Report Overview

This is the �nal report for a degree project in Computer Simulations for Sci-
ence and Engineering on the topic of applying techniques from the �eldex-
plainable arti�cial intelligence(XAI) to explain turbulent �ow predictions
made by a deep convolutional neural network, in order to better understand
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the importance of inputs to the model for making accurate predictions. Results
are discussed and assessed in terms of their consistency and interpretation is
given in a discussion.

The rest of this report is structured as follows. In chapter 2, introductory
background information on deep learning is given. This is followed by chap-
ter 3 where the turbulent �ow which is modelled by the deep model analysed
in this work is described together with the description of the actual model used
for predictions. Then, chapter 4 gives a mathematical description of the meth-
ods applied for explaining the neural network predictions. In chapter 5 the
approach for explaining the speci�c model is described as well as the method
for analysing the results is introduced. This is followed with chapter 6 (Results)
and chapter 7 (Discussion) which present the results of the analysis and give
interpretation and a critical assessment of the method. The report is shortly
concluded in chapter 8.



Chapter 2

Deep Learning
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Deep learning is a class of machine learning computation systems which
are based on arti�cial neural networks (ANNs). Arti�cial neural networks
were proposed by early arti�cial intelligence researchers as a way to mimic
behaviour of brains. Such a model is composed of arti�cial neurons which
mimic the behaviour of their biological counterparts.

2.1 Deep Feedforward Neural Networks

An arti�cial neuron produces an outputy by performing a simple computation
on its inputsx i - a weighted sum with corresponding weightswi , often added
to a bias term- and passing the result through an activation functionf . A
schematic representation is shown in Figure 2.1.

Figure 2.1: A schematic representation of an individual arti�cial neuron.
Based on a diagram from [12]

Di�erent activation functions are used in practice. A common choice,
which is in fact inspired by studies of biological neurons [13] is the recti�ed
linear unit (also referred to as ReLU), de�ned as

f ReLU(x) = max(0 ; x) (2.1)

which is plotted in Figure 2.2 below.
By using a nonlinear activation function, such as ReLU, nonlinear depen-

dencies in data can be approximated [13]. Using only linear activation func-
tions can only result in a linear model.

A neural network is a collection of arti�cial neurons connected in a prede-
�ned way. The connections de�ne the �ow of information between the neurons
(inputs and outputs). In practice, the goal of arti�cial neural networks is ap-
proximating some functionf (x ). The network de�nes a mappinĝf (w ; x ),
wherew are the model parameters andx are the model inputs. Using data
generated by sampling from the outputs of functionf , parameters (weights)
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Figure 2.2: Recti�ed linear unit function.

w are optimised such that the mapping implemented by the neural network,
f̂ , best approximatesf .

A deep neural network is a model with multiple hidden layers (layers in
between the input and output layer). A layer is a set of neurons which receive
inputs from the previous layer or if it is the �rst layer, the input fed to the model.

Let each layer be represented as a functionf (i ) , with i = 1; :::; k for a
network withk layers. Then the mapping implemented by the neural network
can be represented as a composition of those functions (Equation 2.2).

f NN = f (k)(:::(f (2) (f (1) )) :::) (2.2)

The layers can either be fully or sparsely connected. A fully connected layer
connects output from each neuron of the preceding layer as an input to each
neuron in the following layer. Below (Figure 2.3) is a schematic of fully con-
nected deep neural network.

Deep feedforward neural networks with nonlinear activation functions have
been shown to be universal approximators to nonlinear operators [9], demon-
strating, among other things, their potential in modelling nonlinear dynamical
systems, image processing, speech recognition or �nancial and weather fore-
casting. In particular, convolutional neural networks have achieved excellent
results in image recognition and classi�cation tasks [8], vastly outperforming
previous state-of-the-art, hand-engineered methods.

An example of application relevant to this work is turbulence modelling,
where relations between di�erent �ow variables are highly complex and non-
linear. Computing accurate solutions to governing �ow equations can come
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Figure 2.3: A schematic drawing of a fully connected neural network

at enormous computational cost. Statistical methods which can model nonlin-
earities in the data, such as deep learning, are thus very suitable for use in this
�eld.

Recent advancements in technology, such as the development of graphi-
cal processing units (GPUs) that have allowed for e�cient parallel computa-
tions of the gradients, made it possible to e�ciently train deep convolutional
neural networks with often millions of parameters using very large datasets.
Moreover, programming languages that implement neural network architec-
tures with the use of graphs and tensors in a way that makes training and
computations e�cient and makes the networks easy to design by practitioners
without the need for a big technical overhead. This has allowed for a rapid rise
in popularity of deep learning, which is now used in a wide range of industries.

Deep learning has also been applied to scienti�c research, especially in
areas where large databases are available. The aforementioned application of
turbulence which is connected to this work is one example, but deep learning
being is and has been applied to other areas such as genomics, drug discovery,
astronomy and many others.

2.2 Convolutional Neural Networks

Convolutional Neural Networks (CNNs) are a special class of ANNs, which
have at least one layer where the convolution operation is applied on the inputs
to that layer to compute an output. This type of architecture was inspired by
biological systems such as the animal visual system [8]. Convolutional neural
networks have sparsely connected layers and parameters are reused for multi-
ple inputs.

In a CNN, inputs to a convolutional layer are convoluted with a kernel,
producing a feature map. The kernels are a set of weights in a predetermined
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structure (a two dimensional array). The convolution is computed by multi-
plying the kernel weights with inputs at the position of the kernel, and then
summing the products. As the kernel moves along the input, di�erent inputs
are multiplied with the same weights. A visualisation of this operation on a
simple example, where the inputs are denoted withx1; :::; x16, weights of the
2 � 2 kernel are denoted withw1; :::; w4 and outputs (entries of the feature
map) are denoted withy1; :::; y16 are shown in Figure 2.4.

Figure 2.4: A schematic representation showing how convolutional layers pro-
duce outputs using a kernel and an input.

With such a convolution operation, inputs that are close to each other are
covered by the kernel and are combined to produce one output. This makes a
convolutional layer very e�cient at detecting high local correlations, or fea-
tures which may span across a few inputs close to each other. Convolutional
neural networks are used mostly for image processing tasks for this reason.

CNNs can have multiple convolution layers, designed to learn multilevel
abstract representations of the data. Each layer can have multiple kernels re-
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sulting in multiple feature maps, which are the input to the proceeding layer.
For example for image recognition/classi�cation, the �rst layer can detect edges;
this will be fed to the next layer, where the location of edges is represented nu-
merically through outputs of the �rst layer, and this information can be used
to identify simple shapes. This can be continued to represent more complex
shapes, then entire objects and �nally collections of objects which form things
that the network is trained to classify.

2.3 Training Neural Networks

The parameters of the arti�cial neural networkwi are optimised in model train-
ing by minimising a loss function connected to the model output. Most com-
monly in supervised learning, the loss function expresses the error between the
predictions made by model and the ground truth sampled from the joint dis-
tribution that the model is designed to approximate. This can be for instance
a mean squared error between the predictions and the desired output.

The optimisation is done by computing the gradients of the model parame-
ters w.r.t. the loss function with the use of back-propagation algorithm, which
is a method for automatic di�erentiation of deep networks, together with an
optimisation algorithm to �nd a minimum.

In general, modern deep models with nonlinearities and a large number of
weights result in loss functions with very complex landscape. As a result, it
may be di�cult to �nd a global minimum and reaching one cannot be guaran-
teed. In practice, stochastic optimisation algorithms are most commonly used
for deep learning.



Chapter 3

Predictions of Wall Bounded Tur-
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3.1 Turbulent Flows

Fluid �ows can be either laminar or turbulent. Laminar �ows behave in an
organised way: �ow follows moves in a direction of parallel streamlines and
follows the geometry of the objects bounding the �ow. In a laminar �ow, ve-
locity changes across the �ow are smooth and predictable. Turbulent �ows on
the other hand behave in a chaotic way. Flow velocity has a �uctuating compo-
nent, which can change rapidly across the �ow. Direction of the �ow can also
change rapidly and is a�ected by presence of eddies in the �ow. Whether the
behaviour of the �ow is turbulent or laminar depends on the ratio of �ow in-
ertia and �ow viscosity [14] (related to friction between particles in the �ow).
This is quanti�ed by the Reynolds's number:

Re=
uL
�

(3.1)

whereu is the �ow velocity,L is the characteristic length and� is the kinematic
viscosity. Turbulence occurs at high Reynolds numbers.

Turbulent �ow is initiated by shear between �ow and an obstacle or by
shear within the �ow. In case of wall bounded turbulence, the friction between
the wall and the �ow causes the onset of turbulence.

The model analysed in this work predicts velocity �uctuations in wall-
parallel plane of an open channel �ow, based on shear force and pressure at
the wall. This chapter describes the �ow geometry and the �ow dynamics that
the model aims to approximate.

3.2 Open Channel Turbulent Flow

Open channel �ow is a type of �ow bounded by a wall on one side and with
a free surface (no shear acting on the �ow) on the other sides. Above certain
Reynolds numbers, the �ow is turbulent.

A schematic of a computational domain for solving an open channel �ow
is shown in Figure 3.1. A numerical solution can be implemented by imposing
periodic boundary conditions on the side and top surfaces of the channel and
a no slip condition at the wall.

Coherent Flow Structures

One of main research topics in experimental turbulence has been focused on
studying coherent or quasi-coherent structures in �ows [2]. These structures
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Figure 3.1: Schematic of a computational domain for the open channel �ow

are identi�ed by tracing �ows during experiments or by visualising velocity
�elds from simulations and observing distinct patters.

There are many classes of coherent structures and various methods for
identifying them have been proposed, such as isolating regions of high vortic-
ity or regions with strong features (higher than average �ow quantities). Iden-
tifying structures in turbulent �ows as well as determining their importance
is an active area of research. An in depth discussion and review of analysing
coherent structures in wall bounded turbulent �ows can be found in the work
of Jiménez [15].

It is theorised that many �ow behaviours can be explained by interactions
between structures in the �ow. For instance, the theory of energy cascades in
turbulent �ows [1] models the turbulence phenomena with the energy transfer
from large structures to smaller ones and vice versa.

Prediction Based on Coherent Structures

Recent developments in the e�ciency and availability of machine learning
methods, in particular deep learning, have given rise to the use of deep net-
works for �ow prediction based on �ow data. In particular, convolutional neu-
ral networks, which are highly e�cient at detecting local correlations in the
data (such as patterns in �ow visualisations, which can be identi�ed as struc-
tures), are e�ective for modelling �ows using their structural composition.

An example of three dimensional �ow structures visualisation in a wall
bounded �ow is shown in Figure 3.2.

Deep Learning for Turbulence Prediction

A number of studies have used deep learning to predict the temporal dynamics
of turbulent �ows [16] [17]. The model studied in this work is a fully convo-
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Figure 3.2: Streaks in an open channel �ow. Image was taken from Ref. [1].

lutional neural network (each layer is a convolutional layer) which predicts
turbulent quantities in an open channel �ow. In particular, two dimensional
�elds of �ow quantities measured at the wall- wall normal pressure (p) and
shear stress in stream-wise and span-wise directions (� x and� z)- are used as
input to predict velocity �uctuations, in the stream-wise (u), span-wise (v) and
wall normal (w) directions, in a wall parallel plane at a set distance from the
wall. The input and output quantities are expressed in gridpoints correspond-
ing to the computational domain used for generating the data for training. Each
input �eld has208� 208gridpoints while each output �eld has192� 192grid-
points. The model is due to Guastoni et al. [11]. The schematic of the model
is shown in Figure 3.3.

A convolutional neural network is used as it can perform well in cases
where there are structural similarities in the inputs and outputs of the model.
The use of such a model in the case of the turbulent open channel �ow is
motivated by the presence of coherent structures [11]. These structures are
three dimensional �ow patterns. The structures in the shear stresses at the well
and the pressure at the wall are highly correlated to the velocity �uctuations
in the corresponding directions, which is used in linear methods for turbulent
�ow predictions such asPOD [11]. A CNN trained on two dimensional slices
of the three dimensional �ow, which have the sections of such structures, could
in principle learn approximate relations between such structures, leading to
accurate predictions. Note that extension of this work is presented in Güemes
et al. [18].

By training a model to minimise the reconstruction error to the velocity
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Figure 3.3: Fully Convolutional Model Schematic. Figure adapted from Ref.
[11]. The numbers under the schematic representation of the convolutional
layers indicate the number of kernels applied in each layer.

�uctuations, the model is tasked with creating abstract representations of the
wall stresses and pressure such that from their combinations, an accurate ve-
locity �uctuation �eld can approximated. Therefore, the goal of the model is
to approximate the mapping from the shear stresses inx andz (wall paral-
lel) directions and the wall normal pressure to the velocity �uctuations inu; v
andw directions, which correspond to thex; z andy directions in a particular
wall-parallel plane, as shown in Figure 1.1.

The same model architecture is used for predicting velocity �uctuations
in wall-parallel planes at di�erent distances from the wall. However, for each
distance, a separate model is trained (with di�erent data). Thus the model
parameters are di�erent for each distance. In this work, models predicting
velocity �uctuations aty+ = 15 andy+ = 100 , where the distance is ex-
pressed in viscous lengths, are analysed. The model is trained using data from
a Direct Numerical Simulation of an open channel turbulent �ow, withRe�

= 180. This type of simulation is based on numerical solution of the Navier
Stokes equations at all turbulent length and time scales, which results in a very
high accuracy. These simulations have a high computational cost. This limits
the use of direct methods for example on highly complex geometries and high
Reynolds numbers (highly turbulent �ows), as well as in applications where
the approximation of �ow quantities from wall information has to be com-
puted quickly with minimal computational infrastructure, such as closed loop
active drag reduction. By using the data from such simulation for training a
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Figure 3.4: Sample inputs and outputs of the FCN model from [11].

deep model or constructing statistical models, one can obtain a model which
predicts �ow quantities away from the wall much faster than by computing a
direct solution each time the conditions at the wall change.

The loss function used in training is the mean squared error between the
predicted and true velocity �uctuation �elds:

L FCN =
1

Nx

1
Nz

N xX

i

N zX

j

(ypred(i; j ) � yDNS(i; j ))2 : (3.2)

Sample inputs and outputs of the model are shown in Figure 3.4.

Explaining Turbulence Predictions

The ability of deep learning to approximate nonlinear dynamics, such as open
channel turbulence, is highly desirable for engineering purposes. It would be
of high interest from a scienti�c standpoint to have a good understanding of
such models if they are able to make accurate predictions. However, deep
learning models, as outlined before, are notoriously di�cult to interpret. In
an e�ort to explain predictions of such a model, di�erent approaches can be
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taken. In this work, the focus is on explaining the model predictions in terms
of importance of model inputs. In particular, the goal is to understand whether
there are features in the inputs (�ow quantities at the wall) that are more impor-
tant to a prediction than other features. The aim is twofold. First, it is important
for verifying the physical relevance of the model, to understand whether the
model focuses mostly on regions which in principle should contain more rel-
evant information than other regions. Furthermore, the aim is to understand
whether such an explanation can be scienti�cally insightful and if so to gain
theoretic insights about turbulence in such a �ow setting.
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4.1 Motivation for Explainable AI

Modern deep neural networks are generally very complex. A deep architecture
allows for learning data representations with multiple levels of abstraction and
often uses a large number of parameters in each layer to increase the capacity
of the model to learn nonlinear distributions.

For instance, the model analysed in this work contains almost 1.3 million
parameters. Based on the model architecture and the values of the weights,
the evaluation which is done by a series of matrix multiplications can be done
very fast on a computer. However, for a human, interpreting the model based
on the model architecture and weights is virtually impossible. Visualising
the landscape of the function implemented by a trained convectional neural
network, which has an input with dimensions3 � 208� 208and an output of
dimensions3� 192� 192(as the models considered in this work), is di�cult.

In order to enable a better understanding of input importance for a deep
model, methods from the �eld of explainable arti�cial intelligence (xAI) can
be used to analyse the model. The general idea behind such methods is to use
the model weights and architecture to de�ne an interpretable model, which
is an approximation of the original model. This approximate model can for
example capture the local behaviour of the original model su�ciently accurate
around a given prediction.

4.2 Feature Attribution

This section explains the problem of feature attribution in deep learning and
explains how models approximating a deep model locally can be used to com-
pute feature attributions.

Methods

Feature attribution is the problem of determining important features in the
input by analysing the sensitivity of the output to di�erent inputs.

This work focuses on explaining predictions of a convolutional neural net-
work, which maps a two dimensional input of pressure and shear stress �elds
to two dimensional �elds of velocity �uctuations at wall-parallel planes. In-
dividual inputs correspond to values of shear stress and pressure at the wall
evaluated at grid points from the computational domain used to generate data.
With regards to feature attribution, explainability methods can be used to com-
pute importance of each grid point or sets of neighbouring grid points based
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on some prior segmentation of the �eld. The latter however is a less objective
method- the features are already de�ned by the segmentation, therefore the
results are a�ected by how the segmentation is performed. Alternatively, one
can compute the importance of each grid point and analyse the outcome for
any patterns, which is the approach taken in this work.

In explainable arti�cial intelligence literature, a number of methods to
compute feature attributions are proposed [19] [20] [21] [22] [23] [24] [25]
[26]. Some recent work attempts to compare di�erent methods and in some
cases show equivalence, by explaining the how the methods can be uni�ed
[25] [27]. For a thorough overview and comparison of di�erent established
methods, the reader is referred to the works of Molnar [28] and Tjoa and Guan
[29].

The goal of explaining a model prediction can be summarised as �nding
a simple model which approximates the original model and is easy to inter-
pret or is easily explainable. One could aim to �nd such a model that glob-
ally approximates the original model. However, this is very di�cult. Finding
a simple model (in terms of explainability) that �ts the global model would
compromise the accuracy and depth of the original model. As a result, the
interpretation of the approximate model would be inconsistent with the origi-
nal model. Instead, one could aim to approximate the model locally around a
given prediction. The reasoning behind this method is that a well behaved deep
model is locally linear and continuous. Therefore, a �rst order approximation
around one prediction could be su�ciently accurate locally.

De�nition 1 (Local Methods- Explainable AI). [25] To explain the prediction
per sample, approximate the original deep model with a simple, interpretable
explanation model, which is accurate around the prediction to be explained.
Therefore, for a complex modelf and the inputx build an interpretable model
gx , which satis�esgx (z) � f (z) wheneverz � x.

A natural choice for a such a model is an additive model of the feature ef-
fects, that assigns the output to the sum of the e�ects of the features. Formally,
this can be de�ned as the following:

De�nition 2 (Additive Feature Attribution Model). A model of the form

gx (z) = � 0 +
MX

i =1

� i zi (4.1)

wherezi = ( z1; z2; z3; :::; zM ) are binary variables representing presence or
absence of featuresi; :::; M in the model's input (assuming value1for a present
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and0 for a missing feature),� i is the e�ect of featurei and� 0 is the part of
the output independent from the features in the model's input forM features
is de�ned as anAdditive Feature Attribution Model[25].

DeepLIFT

One method to compute feature attributions is by considering di�erences in
neuron activations between when a speci�c sample input (to the model) is used
compared to when a reference input is used. To explain the idea of the method
consider Equation 4.1. First, as outlined in 2, if all features are suppressed,
thenzi = 0 for i = 1; ::M , and the output of the model is� 0. As deep models
in general cannot handle missing inputs, one can approximate this by comput-
ing model output due to a reference input, which expresses a non-informative
background,� 0 � f (xref): Now, rearrange Equation 4.1 to obtain

MX

i =1

� i zi = gx (z) � f (xref): (4.2)

Then, � i express the contribution of each feature to the di�erence between
model output due to a particular sample input and the reference input. This
can be approximated by considering the di�erences in neuron activations when
the sample and reference inputs are passed through the network. This is the
idea behind the DeepLIFT algorithm [26].

The method computes importance scores by linearising each layer, using
the di�erences in activations. This produces a linear model for each layer from
which the input importance for each layer can be inferred (the weights of the
inputs). Then, the model input importance can be computed by using a chain
rule in a backward pass through the network from the output of the model to
each input.

The logic of the method is that setting the features in the input, that are to be
given importance scores, to the background input is equivalent to suppressing
those features. For classi�cation models, which the method was originally in-
tended for, where the output is a vector of probabilities of the object in the input
belonging to certain classes, the non-informative background should produce
approximately a zero probability as output. Thus, the reference input should
be close to a root of the model.

This method is conceptually similar to other explainability methods,Layer-
Wise Relevance Propagation(LRP) [23] andDeep Taylor Decomposition[24].
In these methods, the reference activation in each neuron is set to zero to com-
pute the di�erence from the sample activation. This is equivalent to a �rst
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Figure 4.1: Schematic representation of the feature importance computation
based on DeepLIFT algorithm: forward pass using the input from sample for
which the importance scores are to be computed (top), forward pass using the
reference input (second from the top) computing activation di�erences (third
from the top) and computing importance scores by back-propagating though
computed multipliers (bottom)
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order Taylor approximation in each layer. The approximations are then com-
bined to obtain a �rst order approximation of the entire model.

Computation

The method computes the feature attribution scores in the following way. De-
note byy a target neuron and byx1; x2; x3; :::xn the input neurons in the pre-
ceding layer which are necessary and su�cient to computey. Using the ref-
erence and original inputs let� y = yref � y wherey is the activation of that
neuron when the original input is fed into the model andyref the activation
when the reference input is used and similarly� x i = x0

i � x i for all inputs to
the target neurony, wherex0

i andx i are the reference and original activations
respectively. Then, the DeepLIFT method attributes� y to � x i through con-
tribution scoresC� x i � y such that they sum up to the di�erence in output of the
target neuron� y. In the DeepLIFT method this is referred to asSummation
to Deltarule (Equation 4.3). [26]

nX

i =1

C� x i � y = � y (4.3)

Furthermore, for an input neuronx i and a target neurony and their di�erences
between original and reference inputs� x i and� y correspondingly, de�ne the
DeepLIFT multiplier as

m� x i � y =
C� x i � y

� x i
: (4.4)

Note the similarity to a discrete approximation of a partial derivative [26]. The
multiplier is the change in the output of the layer, due to the reference input,
attributed to a single neuronx i (the contribution of that neuron) divided by the
change in that neuron due to the reference input. If the layer is considered as
a mappingx 7! t wherex = ( x1; x2; :::xn ) then the multiplier can be thought
of as a discrete approximation of@t

@xi
.

Once the multipliers of each input neuron corresponding to each target
neuron are computed, the importance scores for the deep model composed of
multiple layers can be found. This is accomplished using the chain rule for
multipliers. As with continuous partial derivatives, the change of the model
output due to a change in a single model input can be computed by going
backwards through all the layers and multiplying all the partial derivatives
that are on the path between the output and the input of interest.
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Theorem 1(Chain Rule for Multipliers). Given input neuronsx1; x2; x3; xn ,
neurons in the hidden layersz1; z2; z3; :::zm and a output neurony the following
holds:

m� x i � y =
X

j

m� x i � zj m� zj � y (4.5)

Using 4.5 the importance scores for the entire model can be computed if
the multipliers for each neuron to their proceeding layer are known.

Computing Multipliers

Linear Layers For linear layers with output neurony and input neurons
x1; x2; :::xn and corresponding weightsw1; w2; :::; wn

y =
nX

i =1

wi x i + b (4.6)

the multipliers are equal to the weights,mi = wi .

Nonlinear Layers For nonlinear layers (such as ReLU activations) the mul-
tipliers are distributed in the following way:

mi =
� y

P n
i =1 � x i

(4.7)

where� y and� x i are the di�erences between the neuron activations in the
output and input neurons between the reference and original inputs.

The resulting importance scores indicate whether and how much a feature
contributed to increasing or decreasing the output compared to the output if
the feature is set to the background. All the importance scores should sum up
to the di�erence between the outputs for original input and the reference input:

i = MX

i =1

Ci = f (x) � f (xref): (4.8)

For a more thorough description of the method, the reader is referred to the
original paper by Shrikumar et al.[26].
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Algorithm 1 DeepLIFT
X  Input to be Explained
X ref  Reference Input
Computef (X ), store neuron activationsx
Computef (X ref), store neuron activationsx 0

� x = x 0 � x
for � y in output neurons activation di�erencesdo

for i in connected input neuronsdo
if layer is nonlinearthen

mi  � y=� x i

end if
if layer is linearthen

mi  wi

end if
end for

end for
Do a backward pass over the model withmi in each neuron to compute
contribution scores for the model input

Shapley Value

Consider a collaborative game setting withM players. The ultimate goal of
each player is to maximise their payout at the end of the game. By collaborat-
ing with each other, the players can potentially increase their payout. In such
a collaboration, the contribution of each player is not necessarily the same-
some players have a bigger impact on increasing the payout for the group.
Therefore, at the end of the game, to fairly distribute the gains of the group,
the payout for each player should be dependent on how much they contributed
to the collaboration.

De�nition 3 (Shapley Value). The Shapley Value [30] for a playeri is de�ned
as

� i =
1

M !

X

R

�
v

�
SR [ i

�
� v

�
SR

��
(4.9)

whereR are all the possible permutations of the subsets of players,M is the
number of players,S expresses a subset of players before including feature
i , v(�) is the value function which maps the subset of players to a combined
expected sum of payouts the subset can obtain if they collaborate.
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The Shapley Value is the payout that each player in the collaboration should
receive, based on how much they contributed to the collaboration of players.

The Shapley Value can be applied for explainable AI as way to distribute
the output of the model to feature contributions, similarly as the total payout is
distributed among players in a collaborative game setting. In a deep model set-
ting, it would express how important an input feature is to a prediction (model
output).

The Shapley values can be computed analytically. For a modelf (equiv-
alent to the value functionv from De�nition 3) with an inputx, the Shapley
value for featurei is

� i (f; x ) =
X

z0� x0

jz0j! (M � j z0j � 1)!
M !

[f x (z0) � f x (z0ni )] (4.10)

wherejz0j is the number of non-zero entries inz0, andz0 � x0 represents all
z0vectors where the non-zero entries are a subset of the non-zero entries inx0

[25].
However, as number of model features/inputs grows, this computation be-

comes intractable. This is because all possible combinations of missing/present
features need to be considered, thus the complexity grows exponentially with
the number of inputs.

Axioms for Feature Attribution Models

In order to �nd a unique solution for the� i in 4.1, the feature attribution mod-
els can be constrained to satisfy several axioms. They are a set of desirable
properties for the feature attributions such that they are consistent with an in-
tuitive and logical understanding of importance of features to an output. The
axioms presented below are from [25].

Axiom 1: Local Accuracy A method is locally accurate if

gx (h(x0)) � f (x0) (4.11)

for all x0 � x

Axiom 2: Missingness If g(z \ i ) = g(z n zi ) then� i = 0.
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Axiom 3: Consistency Let f andf̂ denote two models, taking as input a
vector of featuresz. Further, letf (z n zi ) denote the output of the modelf
with featurezi suppressed. If

f (z) � f (z n zi ) � f̂ (z) � f̂ (z n zi ) (4.12)

then� i (f ) � � i (f̂ ), where� i (f ) denotes the coe�cient� i from Equation 4.1
speci�c to modelf .

Unique Solution for Additive Feature Attribution Models The following
is an important result from [25] which shows that the parameters of the Addi-
tive Feature Attribution Model� i are uniquely determined from axioms listed
above.

Theorem 2. The Shapley Value (De�nition 3) is the only solution to Equa-
tion 4.1 that satis�es axioms 1-3. [25]

DeepLIFT's Connection to the Shapley Values

Corollary 2.1 (Shapley Values for a Linear Model). For a linear modelf

f (x) =
nX

i =1

ai x i + b (4.13)

where featuresx1; x2:::xn are independent of each other, the Shapley Value for
featurex i is

� i = ai (x i � E[x i ]) (4.14)

and� 0 = b:[21][25]

DeepLIFT attributes the di�erence from reference of each neuron� y by
a linear function of the di�erences from reference of inputs� x i ; from Equa-
tion 4.3 and Equation 4.4:

� y =
X

i

mi � x i (4.15)

where the multipliersmi are given by Equation 4.7 for nonlinear layers and the
weights of inputs for linear layers. Therefore, if the reference inputx0

i is the
expected value of the activation of that input neuron (E[x i ] in Equation 4.14)
then� i are approximated by the DeepLIFT contribution scoresC� x i � y:

� i (� y; �x) � mi � x i = C� x i � y (4.16)
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For a linear layer where the reference value is the expected activation of that
input neuron, the contribution scores are equal to the Shapley values for that
layer, given the input neurons are independent. In case of nonlinear layers,
the contribution scores can be seen as �rst order/linear approximations to the
Shapley values. The contribution scores for the entire model, which are com-
puted by composition of linearised layers, can be interpreted as �rst order ap-
proxmiations of the Shapley values for the entire model, if the reference inputs
generate the expected value of the activation in each neuron and input features
are independent. The assumptions under which the DeepLIFT analysis com-
putes the approximate Shapley values for the model are discussed in more
detail in chapter 7.
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5.1 Model Adjustment for Explainability

Let f represent a mapping de�ned by the fully convolutional neural network
from [11]

f : Rn 7! Rm (5.1)

wheren is the dimension of the input, or the number of pixels in the input
(in the studied case, the input are 3 �elds with208� 208grid points, son =
129792) andm is the dimension of the output (in this case 3 �elds with192�
192 gridpoints, som = 110592). The goal of feature attribution methods
used in this work is to evaluate the importance of features from the input on
the output. The methods used compute the attributions by considering the
di�erence in output between the input to be explained and a reference input.
Attributions are computed for a di�erence that is a scalar value, so if the output
is multidimensional, attributions for di�erence in each direction of the output
would have to be computed to cover the entire output.

Computing feature attributions for each output pixel would lead to very
long computation times. For each sample, it would require the complexity of at
least two forward passes and one backward pass for each of the 110592 outputs.
In order to compute just one importance score for each input feature for every
sample, the network was modi�ed to output a scalar value corresponding to
the prediction of velocity �uctuation in each direction. The modi�ed model
has an added layer compared to the original model such that the output isR3

for each sample (instead of Equation 5.1).
In order to do it in a way such that most of the information from the mul-

tidimensional output is preserved, the modi�ed output is calculated as a mean
squared di�erence between the prediction from the original model and a ref-
erence prediction, speci�c to the sample which is used as input. The refer-
ence prediction used was the true velocity �uctuation corresponding to the in-
put (the velocity �uctuation from DNS). Comparing the models, the modi�ed
model and the original model have the forms:

f original : X 7! YPred (5.2)

f modi�ed : X ; YTrue 7! (MSEu; MSE v; MSEw) (5.3)

whereX = ( � x (z; x); � z(z; x); p(z; x)) , Y (utrue; vtrue; wtrue) andMSEu, MSE v,
MSEw are the mean squared error between the predicted velocity �uctuation
�eld and the true velocity �uctuation �eld from the DNS data inu; v andw
directions respectively. This output is essentially the same as the loss func-
tion used in training (Equation 3.2). TheMSE was chosen as a metric to
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express the output with a scalar value as it expresses the accuracy of the pre-
diction. This is a metric which is also used in training. Using it for explaining
the model allows for approximating how much model inputs change the pre-
diction compared to the true quantity the network is trained to predict. The
schematic of the modi�ed model is shown in Figure 5.1.

Figure 5.1: Architecture diagram showing the modi�cation of the model from
[11].

5.2 Software Packages

For computing feature attributions for the model described in section 5.1,
SHAP software[25] was used. The package is open source1. The software
implements multiple explainers which approximate the Shapley values for a
model. DeepExplainer has been used in this work. It implements the DeepSHAP
method, which is based on the DeepLIFT method, described in section 4.2.
Compared to DeepLIFT, DeepSHAP allows for using multiple references to
compute the multipliers. The reason for this is that as explained in Theorem 4.2
Shapley values for a linear model can be estimated if the expected input is used
as reference. The DeepSHAP method approximates the expected input by us-
ing multiple references from the training set and integrates over the di�erences
in activations to better approximate Shapley values.

1https://github.com/slundberg/shap



34 CHAPTER 5. METHODS AND IMPLEMENTATION

In this work, the focus was on using a single reference, which is described
in section 5.4. Thus the implementation used is equivalent to using DeepLIFT.
Initially, the approach taken was to use multiple samples, however for a model
with a large amount of features this causes memory issues or leads to very long
computation times for each sample. This is further discussed in section 7.2.
The SHAP package is compatible with newer versions the Tensor�ow platform
and Keras library which were used for the model that was analysed in this
work, which made it easier to implement than the original DeepLIFT software.
Moreover, as it allows for multiple references, comparisons of di�erent choices
for reference values could be done.

The computation done with the SHAP package assigns to each input to the
model (each pixel) a SHAP value, which expresses the approximated average
contribution of that input to the model output. In the following sections and
chapters the results of the analysis are discussed in terms of SHAP values.

5.3 Note on Using SHAP for Regression Prob-
lems

SHAP has been designed for use on classi�cation models [31]. An output of
a classi�cation model is typically a vector of scalar values, which express the
probability of belonging to a certain class. A SHAP analysis on such a model
leads to a clear interpretation of the results, as they indicate how much each
feature contributes to the input belonging to a certain class. Important features
are then the ones which highly increase or highly decrease a probability of an
object belonging to some class.

The model studied in this work is a regression model with structured inputs
[13]. The output is a two dimensional �eld of turbulent �ow quantities, which
is predicted using the input �ow quantities. This model has been adjusted in
such a way to output a single scalar value, which is linked to the entire output of
the original model. However, this also changes the interpretation of the SHAP
values. As per the authors of DeepLIFT, which DeepSHAP is based on, the
scores indicate how much a feature has contributed to increasing/decreasing
the output compared to the reference output (the output if the reference is fed to
the model). Hence, the interpretation that is used for analysing the importance
scores is the following. Features with high absolute SHAP values are consid-
ered important for the output and the features with SHAP values close to zero
are considered less important. An important consideration is that this impor-
tance is relative to the reference input/output [31] [26]. Therefore the analysis
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approximates how much each feature contributed to changing the output from
the reference output to the original output.

5.4 Reference Values

The DeepSHAP algorithm uses a reference value to simulate a missing feature.
The reference value can either be hand picked or the missing feature can be
simulated by integrating over multiple samples from the data set. The modi�ed
model uses two sets of inputs: inputs to the original model (snapshots in time
of shear force and pressure, evaluated in gridpoints at the wall in a turbulent
open channel �ow) and the snapshots of the true velocity �uctuations used
for computing theMSE . The reference for both sets of inputs need to be
speci�ed.

In this work, the mean over all grid points of the input sample (separate for
� x , � z andp inputs) and the mean of the velocity �uctuation input (separate for
u, v andw inputs) are used as a references. The references are thus computed
using the DNS data.

The reasoning behind this choice is that the mean represents a non-informative
background. If the input is the mean of the snapshot, there are essentially no
features in the �ow, which should lead to uniform velocity �uctuations away
from the wall. Intuitively, the mean of the �eld is physically relevant to the
sample and should lead to a good local approximation. This choice of refer-
ence was found to work well and resulted in attribution scores which satisfy
the summation to delta property (Equation 4.3) or the local accuracy axiom.
This assumption is checked by the feature attribution algorithm that was used
and in was not satis�ed for some other choices of the reference value. The sec-
ond set of inputs (the true velocity �uctuation or corresponding reference) is
not connected to the output using any trainable parameters and the attribution
scores for the second input are in general zero.

5.5 Characterising Important Features

The result of a SHAP analysis using DeepExplainer (based on DeepLIFT)
is a distribution of SHAP values over the model inputs. Each input pixel is
assigned a SHAP value. In the context of the turbulence prediction model,
these results can be analysed to understand whether there are any regions in
the model which are more important to a prediction. The wall shear stress
and wall normal pressure �elds which are used as inputs to the model are not
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Figure 5.2: A representation of the input segmentation for determining struc-
ture importance. The contours on the input on the right indicate separate seg-
ments.

uniform- there are regions of where the quantity is higher/lower than the mean.
These regions can be identi�ed by segmenting the input by value of the input
quantify. For instance, a certain fraction of pixels with highest values and
lowest values can be used for the segmentation. Regions are then identi�ed by
using an algorithm to �nd connected pixels which are above the threshold used
for segmentation, such as the a two pass algorithm for connected component
labelling algorithm2. An example of the segmentation on the input is shown
in section 5.5. Having identi�ed the regions and obtained the SHAP values per
pixel, several things can be investigated. Firstly, it can be visually inspected
whether any regions in the segmented input correspond to the regions with
high SHAP values. The regions with quantities with high magnitude values
should contain more information for the prediction, thus it is expected to see
concentrations of the high SHAP values near regions in the inputs which have
distinct structures.

Secondly, the approximated contributions of the strutcures in the inputs can
be computed by using the segmentation to �nd the sum of the SHAP values
within the borders of the structures. Using such contributions, one can try
to identify whether they show any correlations to the physical parameters of
the structures, such as the length in thex andz direction, area or the sum
of the corresponding input quantity. In order to �nd such correlations in an
e�cient way, multidimensional linear least squares regression is used. The
SciKit Learn implementation of linear regression was used for this analysis
[32]. From such regression analysis, a coe�cient for the linear function which
minimises the mean squared error to the data points can be obtained, together
with the coe�cient of determination (R 2), which measures how well the data

2en.wikipedia.org/wiki/Connected-component_labeling
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is replicated by the linear model. It is de�ned as

R 2 = (1 �
r
s

) (5.4)

wherer is the residual sum of squares
X

i

(yi; true � yi; pred)2 (5.5)

ands is the total sum of squares
X

i

(yi; true � �ytrue)2 (5.6)

with �ytrue being the mean of the data. The maximum value of the coe�cient
of determination is 1, which means that all data lie on the �tted hyperplane.
A model which always predicts the mean of the data hasR 2 = 0 and models
which have worse predictions can have negativeR 2.

The regression analysis is done in order to understand whether the physical
parameters of the identi�ed structures are correlated with their contributions,
expressed as the sum of the SHAP scores of pixels that belong to a structure.
This is tested with the coe�cient of determination. Secondly, the coe�cients
of the linear mapping which is found to be the best �t can reveal which physical
parameters contribute most to the summed importance of a structure.
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6.1 Section Organisation

The models considered in this work predict velocity �uctuations in 3 compo-
nents (streamwise:u, spanwise:v and wall normal:w ). In order to compute
the Shapley value approximations e�ciently, the mean squared error of each
predicted component to its counterpart from the direct numerical simulation
was considered as the output to which the model's features contribute. Thus,
the results are speci�c to each of the predicted velocity components. Further-
more, the SHAP values are distributed among the separate input �elds to the
model: streamwise and spanwise shear stress components (� x and� z respec-
tively) and wall normal pressure (p). For brevity, notation SHAP(y; x) is used
and refers to the SHAP values for predicted velocity �uctuation iny direction
(eitheru; v or w) corresponding to the features in inputx (either� x , � z or p).

6.2 Results for y+ = 15 Prediction

Per Sample Results

Figure 6.1 shown the SHAP values for a single prediction ofu; v andw velocity
�uctuations at a wall parallel distance ofy+ = 15 viscous lengths, using input
means as reference values for feature attribution computation. The feature
attributions are compared with the corresponding inputs.

SHAP values can be negative or positive and express the contribution of
a feature to a change between the reference and sample outputs (the change
between theMSE of the sample output and true velocity �uctuations and the
MSE of the reference output and reference true velocity �uctuations). The
sample input generates outputs in the original model which are target of the
explanation. As the change between the reference and sample outputs (the
di�erence between theMSE values) is somewhat abstract, it is di�cult to
interpret the sign of the contribution meaningful way. The resulting SHAP
values are interpreted as 'importance scores' of the features to producing an
output. In particular, the magnitudes of the SHAP values are considered to
express the importance of a feature- the larger the magnitude the more sen-
sitive the output is to the change in that feature. This is consistent with the
interpretation of the DeepLIFT contribution scores proposed by the authors of
the algorithm1.

1https://github.com/kundajelab/deeplift
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Figure 6.2 shows absolute SHAP values (their magnitudes) for the same
sample. Results for more samples are shown in Appendix A.
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