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Abstract

Probabilistic programming languages (PPLs) make it possible to separate the
concerns between probabilistic models and Bayesian inference algorithms. How-
ever, to make such inference e�cient is technically very challenging, both in terms
of execution time performance and inference accuracy. One successful optimiza-
tion approach is the previously published work on dynamically delayed sampling.
This runtime method makes use of analytical relations between random variables
to reduce inference variance; however, tracking these relations introduces runtime
overhead. Furthermore, implementing the dynamic approach in a statically typed
language introduces type problems because delaying the sampling of random vari-
ables changes their types. Our work advances the state-of-the-art in two aspects.
Firstly, to reduce the runtime overhead, we develop a compile-time version of de-
layed sampling. By incorporating optimization procedures during compilation, we
eliminate the need for runtime relation tracking and consequent overhead. However,
the compile-time version may not always be e↵ective due to the program’s possi-
ble dynamic behavior, such as stochastic branches, or the complexity of handling
recursion. Secondly, we introduce constructs to implement dynamically delayed
sampling in a statically typed universal PPL. Dynamically delayed sampling in
statically typed languages is a viable optimization for complex Bayesian models,
whereas simple models ought to be statically optimized. We evaluate both statically
and dynamically delayed sampling on real-world examples, such as latent Dirich-
let allocation and phylogenetic models, and implement the methods in a statically
typed PPL, Miking CorePPL.

1 Introduction

Universal probabilistic programming languages (PPLs) provide an expressive approach
for constructing complex probabilistic models and running inference methods on those
models. PPLs separate models from inference algorithms as they require di↵erent ex-
pertise. However, the model structure could still a↵ect inference execution time and
accuracy, which we refer to as inference e�ciency. Manually rewriting a model to im-
prove inference e�ciency can be both error-prone and time-consuming. Thus, automation
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of optimization algorithms that improve inference e�ciency by utilizing model structures
has been an important research field in PPLs. Mainly, these optimizations are either
done at runtime [20, 4, 14], or at compile time [27, 12, 22, 10, 13].

Delayed sampling [20] is a runtime approach that utilizes conjugate prior relation-
ships between random variables in a model to improve the inference e�ciency by Rao-
Blackwellization. For example, suppose we have two random variables X and Y with
distributions p(x) and p(y|x). If a conjugate prior relation exists between X and Y ,
the marginal distribution p(y) and the posterior distribution p(x|y) have closed-form so-
lutions. This approach may eliminate some random variables by marginalization and
conditioning. Baudart et al. [4] extends the delayed sampling approach in the context of
synchronous languages and develops a method for bounded memory inference. The work
on delayed sampling has so far exploited the program’s stochastic and data-dependent
decisions through runtime optimizations. However, such an approach introduces a cost to
maintain additional data structures during execution. Moreover, implementing dynami-
cally delayed sampling in a statically typed language introduces type problems since some
variables are not sampled at the point where they should have been, causing changes in
their types.

To tackle the cost of maintaining runtime data structures, we propose a compile-time
approach of delayed sampling that reduces the runtime overhead. We automatically ana-
lyze and transform models to more e�cient semantically equivalent representations such
that a transformed model gives the same posterior distribution as the original model. Sec-
ondly, we implement dynamically delayed sampling in a statically typed universal PPL.
Finally, we compare the static and dynamic versions of the delayed sampling algorithm
on a series of benchmarks and discuss the trade-o↵s between the two approaches.

The main contributions of the paper are as follows:

• Extending traditional Bayesian networks (BNs) by defining a new kind of graph called
a programmatic Bayesian network (PBN), encapsulating random variables and code
structures in a probabilistic program. Code structures are the program parts that we
cannot directly encode in a BN. By extending BNs with code structures, we can encode
the essential probabilistic parts in the graph and store the rest in those structures. To
increase the expressiveness, we introduce plate nodes and indexing to PBNs, allowing
us to transform complex models such as latent Dirichlet allocation (LDA) (Section 3).

• Introducing a three-step process to automatically generate an e�cient model represen-
tation at compile time. The process involves constructing a PBN from the probabilistic
program, followed by transforming the PBN using conjugate prior relations and recon-
structing a transformed probabilistic program that is semantically equivalent to the
initial program but with possibly reduced variance. The transformation corresponds
to Rao-Blackwellization, reducing the variance while preserving the program’s seman-
tics (Section 4).

• Implementing dynamically delayed sampling in Miking CorePPL, a statically typed
universal PPL, and introducing new constructs to tackle the type problems introduced.
In contrast to existing languages supporting dynamically delayed sampling [21, 4, 14]
that are either untyped or designed for delayed sampling, we implement this approach
in a statically typed language that was not originally built for dynamically delayed
sampling (Section 5).
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1 let theta = assume (Beta 2. 2.) in
2 observe false (Bernoulli theta );
3 observe false (Bernoulli theta );
4 observe false (Bernoulli theta ); theta

(a) CorePPL program
(b) Prior distribu-
tion, p(✓) (c) Three tails

Figure 1: A coin example in Miking CorePPL and the probability density function (pdf)
plots for prior and posterior distributions: (a) is the program, (b) is the pdf plot for the
beta prior distribution, (c) shows the histogram of the posterior distribution, p(theta|o)
formed from 100 000 weighted likelihood samples. Red and blue lines show the expected
value and the pdf for the true posterior, respectively.

2 Background

This section explains PPLs and delayed sampling, an inference optimization method in
PPLs, with simple examples.

2.1 Probabilistic Programming Languages

Bayesian and frequentist statistics are two mainstream approaches to represent uncer-
tainty. Many PPLs focus on the Bayesian approach and provide interfaces to model a
system and run Bayesian inference algorithms on those models. In this paper, we focus
on universal PPLs, which can handle varying number of random variables. This section
explains the fundamentals of PPLs with a toy coin toss problem. For simplicity, we
explain the inference mechanism through importance sampling.

Consider a coin whose probability of landing heads is given by ✓. Suppose we be-
lieve the coin is fair and drawn from a Beta distribution with both parameters being 2.
We indicate our prior belief on ✓ with p(✓) and toss the coin several times, observing
three tails. We denote these observations as o, and the likelihood of these observations
given ✓ as p(o|✓). Finally, we query: how is our prior belief changed after these obser-

vations? This query is equivalent to the posterior of ✓ given by the Bayes’ theorem:

P (✓|o) = P (o|✓)P (✓)

P (o)
(1)

Figure 1a demonstrates a Miking CorePPL implementation of such a model. At line 1, we
define the prior distribution for ✓ (represented by theta in the code), Beta 2. 2., by
using an assume construct. The assume construct allows us to define the prior distribution
for a random variable, corresponding to p(✓) in Bayes’ theorem. During runtime, the
inference engine samples a value from the specified distribution whenever it encounters
an assume.

At lines 2, 3, and 4 the observe construct takes a distribution, Bernoulli(✓) that
depends on the defined random variable ✓, and a value, e.g., false, and it enables to
condition on that value given the distribution. During runtime, the inference engine
calculates the likelihood of the observation under the specified distribution. Accumulated
likelihoods correspond to the weight of the program. For example, at line 2, p(false|✓)
is the calculated likelihood. At each observe point, the inference engine updates the
weight of the program based on the calculated likelihood at that point. Finally, line 4
returns our query, indicating which random variable we are calculating the posterior for.
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Figure 1b demonstrates the prior distribution of ✓, p(✓). After we run the inference
on the model, Figure 1c demonstrates the histogram of the posterior distribution, p(✓|o).
Since we observe only tails, the posterior distribution shifts to the left compared to the
prior distribution, which indicates the probability of observing tails is more likely.

2.2 Conjugate Prior Relationships

Utilizing conjugate priors enables the inference engine to calculate the posterior e�ciently.
Two key operations to calculate the posterior are: marginalization and conditioning. The
Rao-Blackwell theorem [5] states that these operations improve inference accuracy by
incorporating observation information into the estimator.

Marginalization integrates certain random variables from a joint distribution, en-
abling the normalizing constant, the denominator in Bayes’ theorem, to be calculated
analytically. Further, according to Bayes’ theorem (equation 1), we need the marginal-
ized distribution of a random variable to calculate its posterior. Then, we condition the
marginalized distribution based on the observed value. Consider the simple coin example
(Figure 1), the random variables ✓, and the observed random variable o1 (represented
by false in the code) at line 2. To marginalize ✓ out, we use the following marginal
likelihood formula:

p(o1) =

Z

✓

p(o1|✓)p(✓)d✓ (2)

Even though calculating this integral is possible for this small example, in most cases,
it is intractable. However, if a conjugate relation exists between the prior and the like-
lihood, the marginal likelihood formula gives us a closed-form solution for the marginal-
ized distribution. For example, due to the conjugate prior relation between the Beta and
Bernoulli distributions, we obtain Bernoulli(0.5) for the marginalized distribution p(o1).
Such closed-form solutions can be found for certain distributions. See, for instance, Liu
and Wasserman [15] for listings.

Conditioning calculates a random variable’s posterior distribution given its prior dis-
tribution and an observation. If we condition ✓ on the observed value, the Bayesian
formula p(✓|o1) = p(o1|✓)p(✓)

p(o1)
gives the posterior. Since a conjugate prior relation exists

between the Beta and Bernoulli distributions, the integration has a closed-form solution
in the hyperparameters of ✓, eliminating the need for explicitly sampling ✓.

2.3 Delayed Sampling

Delayed sampling [20] utilizes these operations locally within a model to improve the
inference accuracy at runtime. The intuition is that instead of sampling a random variable
directly, it delays the sampling to see if it later can find a conjugate relation, thus avoiding
sampling. If it cannot, it might be forced to sample during runtime. In the coin flip
example, initially, delayed sampling marginalizes out ✓ from the first observation. Then,
it conditions ✓’s posterior distribution based on observed values. It uses this posterior to
integrate the subsequent observations and recalculate the posterior after each step.

The example only demonstrates some of the functionality of delayed sampling. Real-
world models are more complex as they can have multiple latent variables, chains of
dependencies, and hierarchical structures. Delayed sampling provides systematic and
more sophisticated functions to utilize these conjugate prior relations on complex models,
thus enabling an e�cient inference.
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Distribution family dist : R ! D

Parameters param : R ! (R [N)|dist(r)|

Observation obs : R ! R [N [ {?}
Input in : C ! P(R [N)
Output out : C ! N

⇤
C

List items litems : L ! R
⇤

Repetition in list lrep : L ! N [ {?}
Multiplexer list mxL : U ! L

Multiplexer index mx I : U ! (N [R)
Multiplexer output mxO : U ! NU

Plate plate : V ! P [ {?}
Vertices plV : P ! P(V )
Plate symbol plN : P ! NP

Iterator plT : P ! (N [R)
Marginalized distribution family qdist : R ! D

Marginalized parameters qparam : R ! (R [N)nr

Posterior distribution post : Dp⇥Dp⇥O ! Dp [ {?}
Marginal likelihood distribution postP : Dp⇥Dp ! Dp [ {?}
Marginalized parameters in plates plPP : P ! R ! (R [N)|nr|

Table 1: PBN functions. For r 2 R, |dist(r)| and nr = |qdist(r)| is the number of its
respective distribution’ parameters. Dp = D ⇥ (R [ N)nr is the cartesian product of
the distribution family set and the parameter vector. O = R [N{?} indicates observed
values, either a name or a random node.

3 Programmatic Bayesian Networks

This section defines PBNs and their rationale, along with a simple illustrative model writ-
ten in Miking CorePPL (Figure 3). While standard Bayesian networks (BNs) e↵ectively
represent random variables and their conditional dependencies, BNs cannot directly rep-
resent the code inserted between random variables in a probabilistic program, such as
list indexing or loops. We use the term programmatic to refer to the structures that we
may not directly represent with a BN. We define PBNs, which are extended BNs, and in-
troduce code block nodes to encode the programmatic part, along with list, multiplexer,
and plate nodes to handle complex models such as LDA. Encoding the programmatic
parts in code blocks allows us to apply transformations at compile time by preserving the
program semantics and using the power of graph-based algorithms. Further, our PBN
notation can handle some important aspects of universal PPLs (e.g., the plate notation
can handle loops with a bounded non-fixed number of iterations). PBNs form the basis
for the transformations presented in the next section.

(a) Assumed node (b) Observed node (c) Code block node

(d) Multiplexer node

. . .

n

(e) List node

n

(f) Plate node

Figure 2: Representation of each node type in a PBN.
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1 let v1 = 0.4 in let v2 = 0.6 in let x = 0 in
2 let v3 = foo v1 in let v4 = [v1 ,v3] in
3 let obs = [v1 ,v2 ,v3] in
4 let r1 = assume (Gaussian v3 v2) in
5 let r2 = assume(Gaussian v1 v2) in
6 let l = [r1 ,r2] in
7 iter (lam o.
8 let i = assume (Categorical v4) in
9 let mu = get l i in

10 observe o (Gaussian mu v3)) obs;
11 let ret = get l x in ret

(a) Probabilistic program

c1

r1 r2

m1i

r3 c2

m2

(lines 1,2,3)

(lines 4,5,6)

(line 8)

(line 9)

(line 10)

Ret

o obs

(b) PBN representation
Vertices (V ): {c1, c2, r1, r2, r3, l, i, m1, m2, p}
Edges (E): {(c1, r1), (c1, r2), (c1, p), (c1, i), (c1, m2), (l, m1), (l, m2), (i, m1),
(m1, r3), (m2, c2)}
Names (N): {v1, v2, v3, v4, obs, foo, o, mu, ret}
Distribution families (D): {N , C}, Targets (T ): {r3, i}
Functions (F ):
• obs(r3) = o, dist(r1) = N , dist(r2) = N , dist(r3) = N , dist(i) = C
• param(r1) = (v3, v2), param(r2) = (v1, v2), param(r3) = (mu, v3),
param(i) = (v4)

• in(c1) = {foo}, in(c2) = {m}
• out(c1) = {v1, v2, v3, v4, x, obs}, out(c2) = {ret}
• items(l) = {r1, r2}, items(l).1 = r1, items(l).2 = r2
• mxL(m1) = l, mxL(m2) = l, mxI(m1) = i, mxI(m2) = x
• mxO(m1) = mu, mxO(m2) = ret
• pl(i) = p, pl(m) = p, pl(r3) = p, plN (p) = o, plT (p) = obs

Figure 3: A probabilistic model and its PBN representation

3.1 PBN Components and Structure

We define a PBN as a tuple (V,E,N,D, F, T, �). The vertex set V is the union of five
disjoint sets: random variable nodes R consists of assumed and observed nodes, code
block nodes C, multiplexer nodes U , list nodes L, and plate nodes P (Figure 2). The set
E represents the dependencies between the vertices. The names set N = NC[NU [NP is
the union of the sets NC , NU , and NP introduced by code blocks, multiplexers, and plates,
respectively. D is the family of distributions that encode the densities in a program, e.g.,
N 2 D for the Gaussian distribution. F contains the functions described in Table 1.
T ✓ R is a set of target random variables, and � is an ordering on the set T .

3.2 An Illustrative Example

We explain each tuple item with a CorePPL program and its corresponding PBN rep-
resentation (Figure 3). The program starts by defining the variables v1, v2, v3, v4, x,
and obs (lines 1, 2, and 3). Lines 4, 5 defines random variables r1 and r2 for the list
l (line 6). Line 7 iterates over a list of observations obs, where o is a placeholder for
each element in the list. Line 9 gets the sample mu from l at the index i that is drawn
from a Categorical distribution (line 8). Line 10 observes the value o given a Gaussian
distribution depending on the sampled mu, and the variable v3. Line 11 returns the first
item in the list l to get its posterior.

3.3 Random variables and distributions

Lines 4, 5, and 8 encounter assume constructs in Figure 3a and create respective random
variable nodes r1, r2 and i in Figure 3b. At line 10, the observe construct creates
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an observed node, r3, in the PBN. We introduce a value function obs (see Table 1)
to map an observed random variable to its observed value, either a name or a random
variable. For example, the observed value of the random variable r3 2 R, obs(r3), is
the name o. A name is a unique identifier to access a variable. We explain the names in
the next subsections. An assumed random variable r 2 R has no observed value and is
represented by obs(r) =?, e.g., obs(r1) =?. The random variable set R for this program
is {r1, r2, i, r3}.

Each assume and observe construct takes a distribution, and based on that distri-
bution, it either samples or conditions. The set D defines the distribution families that
an assume or observe construct can take as an argument. For example, the assume
constructs at lines 4 and 5, and the observe constructs at line 10 take Gaussian dis-
tributions N 2 D, and at line 8 the assume construct takes a Categorical distribution
C 2 D. We associate each random variable with a distribution family function dist and
a parameter function param (see Table 1). The distribution function returns the family
of the distribution for that random variable, e.g., dist(r1) = N .

A random variable’s distribution depends on zero or more parameters p 2 (R [N)⇤.
While a Gaussian distribution has two parameters µ and �, e.g., N (0., 1.), a Categorical
distribution has one that is a list of float numbers, e.g., C([0.1, 0.9]). The number of
parameters a distribution family f 2 D depends on is denoted by |f |, e.g., |N | = 2. A
parameter of a random variable is either another random variable or a name, e.g., while
the first parameter of the random variable r3 is the output from the multiplexer m1, r1’s
first parameter is an output from the code block c1. The vector representation allows us
to keep the order of the parameters and access them. We refer to each parameter via
param(r)i 2 R [N , where i 2 {1..(|dist(r)|)}, e.g., param(r3)1 = m1 2 R.

3.4 Code Blocks and Names

A code block is the program code between two assume or observe constructs, including
the start and end of the program. Lines 1, 2, 3 create a code block node c1 in the
PBN (Figure 3b). BNs cannot directly represent these code lines, which are not random
variables or only constants; however, our representation with code blocks enables us to
represent these structures within a graph. At line 11, we encode the return expression
ret as a code block node, c2. The return expression should always be at the end of the
program after reconstruction. Thus, we flag it as Ret (shown by a Ret label on the right
corner of the code block node c2 in Figure 3b). The code block nodes set C for this
program is {c1, c2}.

We treat code blocks as self-contained entities, meaning we do not transform them
and focus on the names defined within them and not their internal operations. A name
is an identifier representing a value in a code block, e.g., v1 is a name bound to a float
value. The set of names defined for the code block c1 is Nc1 = {v1, v2, v3, v4, x, obs}.
All the names bound in code blocks, NC , and by the multiplexer, NU , and within the
plates, NP , detailed in a subsequent section, build the set of names N . Hence, the name
set for the entire program is N = Nc1 [NP [NU [{foo}, where foo is defined in another
code block that we do not explicitly depict in the graph for simplicity. The name set
NP = {o}, and NU = Nm1 [Nm2 = {mu,ret} are detailed in the next subsections.

We can simply define a code block as a function that takes input names and returns
output names. We introduce an input function in and an output function out (see
Table 1). Considering the example, the input function for the code block c1 is in(c1) =
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{foo} since it takes the name foo as an input. Further, the output function is out(c1) =
{v1, v2, v3, v4, x, obs} since those are the names defined within c1.

3.5 Lists and Multiplexers

A list node l 2 L represents an ordered list of random variable nodes. For instance,
line 6 introduces l, a list of Gaussian-distributed random variables. Figure 3b represents
the list node l with a bracket around the nodes it contains. Suppose a list is created
by repeating the same node. The identifier on the lower right corner of the bracket
indicates the number of times that element repeats. If there is no repetition as in our
example, there is no sign on the lower right corner. We introduce a function lrep that
returns the number of repetitions given a list l 2 L. We only create one random variable
to represent the repeated node. This prevents the code explosion due to creating a
random variable for each element in the list at runtime; however, if a list is created with
di↵erent elements, as in this case, we create a random variable for each item in the list
and indicate the repetition number as undefined, ?. This is necessary to keep track of
the distribution parameter of each list item and to calculate the posterior and marginal
likelihood distributions for each.

The items function maps a list to a vector of random variables it encapsulates (see
Table 1), e.g., for l, items(l) is {r1, r2}. We restrict the items function such that
an element can only belong to a single list; hence, lists cannot intersect. Having non-
intersecting lists simplifies the transformation since we can apply the transformations
independently to each list. We denote the number of vertices in a list l 2 L with |l|, e.g.,
|l| = 2. Vector representation allows us to keep the order of the elements in a list. We
can access each item in a list l 2 L via items(l)i where i 2 {1 . . . |l|}, e.g., items(l)1 = r1,
and items(l)2 = r2.

A multiplexer node u 2 U represents selecting an item from a list l 2 L based on
an index. Introducing multiplexers is one of the key di↵erences from ordinary BN. In
a BN, we put a direct edge from the list and the index to a random variable r that
the selected list item depends on, which causes a loss of information since the index is
not a direct parent of r. For example, line 9 gets the i-th random variable from l and
outputs mu. We represent a multiplexer with a trapezoid shape, such as m1 in Figure 3b.
In a BN, i and the list items would have a direct edge to r3, and we lose the selection
information between the list and the index. Our transformation requires this information
since the posterior and marginal likelihood calculations require the parameters of the
selected item. We calculate the parameters for each item at compile time and insert a
runtime expression to select the i-th parameter to update the posterior for the selected
item. Each multiplexer is associated with a list function mxL that returns its associated
list, an index function mx I that returns the associated index, and an output function
mxO, mapping the name for the selected item (see Table 1). Considering the example,
mxL(m1) = l, mx I(m1) = i, and mxO(m1) = mu, and the set of multiplexer nodes U is
{m1,m2}.

3.6 Plates

A plate node p 2 P is a subgraph that repeats. For example, line 7 iterates over the obs,
and repeats the operations in its body that contains a multiplexer (line 9), an observed
random variable (line 10), and another random variable (line 8). We create a rectangular
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node to represent this iteration in the PBN as a plate p 2 P that encapsulates the
multiplexer m1, and the random variables i and r3.

Plates are associated with pl
V
, pl

N
, pl

T
functions (see Table 1). To return the vertices

a plate contains, we define a vertices function pl
V
, e.g., pl

V
(p) = {i, m1, r3}. A few

restrictions exist on the function pl
V
. A plate cannot contain itself as a vertex: for each

p 2 P , it holds that p 62 pl
V
(p). The vertices of two di↵erent plates are either distinct, or

one is the subset of the other: for arbitrary p1, p2 2 P such that p1 6= p2, either it holds
that pl

V
(p1) \ pl

V
(p2) = or pl

V
(p2) ⇢ pl

V
(p1) or plV (p1) ⇢ pl

V
(p2). These restrictions,

as in the restrictions put on the lists, simplify the transformation by reducing the number
of cases to consider.

At line 7, iter introduces a new name o to represent an element of iterated list obs.
We define a symbols function pl

N
that returns the symbols introduced within a plate,

e.g., pl
N
(p1) = {o}. The iteration function pl

T
returns the variable that we iterate over,

e.g. pl
T
(p) = {obs}.

3.7 Edges and Target Nodes

E is the set of directed edges and represents the dependencies as well as the order among
the vertices V . An edge e 2 E is a tuple (v1, v2), where v1 2 V is the parent and
v2 2 V \ L is the child node. There cannot be an incoming edge to a list node but to
a random variable within a list. For example, at line 4, and 5, the random variables’
parameters depend on the output from the code block c1. Thus, we create edges (c1, r1),
(c1, r2). At line 9, since the multiplexer gets the i-th item from l, we put the edges (l, m1)
and (i, m1). Whenever there is a data dependency, we indicate that with an edge. This
allows us to keep track of the order of the nodes when we are recreating the program
as well as getting the parent or child nodes of random variables to be able to catch the
conjugate prior relations during transformation.

T ✓ R is a set of target random variable nodes. A target is a random variable that
the program either requires the sample at runtime or observes. If we cannot delay the
sampling of a random variable, then we set it as a target random variable. For example,
the sampling of the random variable i cannot be delayed since line 9 requires its value to
get an element from the list. Thus, we add it as a target random variable. An observation
has a side e↵ect by weighing a program’s log-likelihood, and we should aim to reduce their
variance by making them target nodes. For example, line 10 observes the random variable
r3; thus, it is a target node.

We index each target random variable via Ti, with i 2 {0 . . . |T |�1}. We get the k-th
target random variable in order via T�[k]. The optimization order, i.e., which random
variable we optimize first, does not a↵ect the transformation’s correctness but a↵ects the
overall optimization performance. Thus, we put an order � on the target random variables
set T . We optimize the observed random variables first and the rest in random order.
Since the observed random variables determine the program’s log-likelihood directly, we
prioritize them first. Although our order may not be optimal, choosing the optimal order
remains to be future work.

4 Statically Delayed Sampling

This section describes our overall approach to statically delayed sampling. This paper
proposes a three-step approach consisting of the static programmatic Bayesian network
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Probabilistic
program

Static PBN
Constructor

PBN
Conjugate Prior
Transformer

Transformed
PBN

Program
Re-constructor

Transformed
Probabilistic
Program

Figure 4: Transformation of a probabilistic program (PP): 1) Static PBN constructor
generates a PBN from a PP. 2) Conjugate prior transformer reduces the variance in the
PBN. 3) PBN re-constructor converts the transformed PBN back to a PP.

(PBN) constructor, the conjugate prior transformer, and the program re-constructor (Fig-
ure 4). The approach takes as input program and outputs a semantically equivalent one
with possibly reduced variance using conjugate relations. The static PBN constructor
relies on the transformation of a probabilistic program to A-normal form [8] to create a
PBN capturing all program parts for later reconstruction. The transformation depends
on a program’s source code, and the A-normal form helps to generalize this transforma-
tion by simplifying the intermediate representation of the code and enables references
to those representations with a unique identifier. While the transformation may not
optimize the whole program due to stochastic branches or recursion, it can still have
local optimizations. We introduce code blocks and allow them to contain probabilistic
components where we cannot capture the random variables at compile time.

The conjugate prior transformer operates on the generated PBNs. Transforming a
PBN enables us to use the power of BNs and apply our algorithm to any general-purpose
language. The conjugate prior transformer takes the generated PBN by the static PBN
constructor and transforms it into a more e�cient PBN, whenever possible, using the
conjugate prior relations between random variables. In the worst case, where there are no
analytical relations, the resulting program has the same variance as the original program.
Hence, the approach is conservative and never fails.

The reconstruction of a probabilistic program is the final step in our pipeline with
three main stages: the topological sort of the PBN, code generation from each node
given topological order, and removal of the unused random variables from the code. We
preserve the program’s ordinal dependencies by the topological sort of the nodes in the
PBN. After sorting the nodes, we reconstruct them as an expression based on the node
type. This generates a probabilistic program, possibly with unused variables that we
remove as the last step of the reconstruction algorithm.

4.1 Transformation Overview

We base our optimization method on the dynamically delayed sampling algorithm [20].
During runtime, the algorithm delays the sampling of a random variable as long as possible
using the conjugate prior relations between the random variables of a model. We use the
same fundamental idea of marginalizing and conditioning. However, the novelty in our
work stems from transforming at compile time, which requires handling lists, list indexing,
and loop structures.

The transformation relies on several key algorithms (see Appendix A for an illustration
of the relations between them): transformPBN, graft, marginalize, reorder,
prune, createMParameter, and createRParameter. TransformPBN is the
entry point to transforming a PBN into a more e�cient PBN by using the conjugate
prior relations between the random variable nodes. It invokes two functions for each tar-
get random variable: graft and reorder. graft transforms a random variable node
into a marginalized node by recursively marginalizing its parents as well and ensures
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1 let a = assume
2 (Beta 2.0 2.0) in
3 observe b
4 (Bernoulli a)

(a) Initial program

a

Beta 2.0 2.0

b

Bernoulli a

(b) Initial PBN

a

Beta 2.0 2.0

b

Bernoulli margP

cb
margP =

2.0/(2.0+2.0)

(c) Grafted

a
Beta postA postB

ca

postA=(
2.0 + 1.0, ob = 1

2.0, ob = 0

postB=(
2.0, ob = 1

2.0 + 1.0, ob = 0

b

Bernoulli margP

cb

margP=

2.0/(2.0+2.0)

(d) Reordered

1 let margP=divf 2. (addf 2. 2.) in
2 observe b (Bernoulli margP)
3 let post=if b then (addf 2. 1.,2.)
4 else (2.,addf 2. 1.) in
5 let postA=post.0 in
6 let postB=post.1 in
7 let a=assume (Beta postA postB) in ()

(e) Transformed program

Figure 5: An end-to-end example illustrating the fundamental operations: (a) the initial
program (b) generated PBN, (c) the PBN after grafting, (d) the PBN after reordering,
(e) the transformed program.

that the parent cannot have more than one marginalized child. reorder conditions a
random variable on a value. marginalize and prune ensure that a node is properly
marginalized and reordered. If there is a conjugate prior relation between the parent and
the target node, the createMParameter and createRParameter functions create
code blocks that contain the parameters for the target’s marginalized distribution and
parent’s conditioned parameters based on the target’s value, respectively. Table 1 con-
tains the mappings introduced for the transformation, which we detail in the subsequent
sections with examples.

4.2 Fundamental Operations

We illustrate the fundamental operations—graft and reorder—with an end-to-end
simple example (Figure 5). We track two disjoint sets, M ✓ R for marginalized and
S ✓ R for stabilized nodes, to manage di↵erent transformation states detailed in the
example. Consider a simple program (Figure 5a) with two random variables a and b,
where dist(a) = Beta, dist(b) = Bernoulli, and obs(b) = ob. Assume that the observed
random variable b is the target variable to reduce the variance. Figure 5b demonstrates
the PBN representation of this program.

To remove the dependency between a and b, we need to calculate the marginalized
distribution for b, p(b). This involves marginalizing out a from the observed distribution
p(b|a) by using the marginal likelihood formula (equation 2). To calculate p(b), we need
the marginalized distribution of a, p(a). Since a does not have a parent, its marginalized
distribution is equivalent to its prior distribution. The graft operation simply refers to
the equation 2 by calculating the marginalized distribution for a random variable over
its parent recursively. If a random variable r 2 R’s parent is marginalized, it calls the
marginalize function to calculate the marginal likelihood of r. If the parent is not
marginalized, it recursively calls itself, graft, on the parent to calculate the parent’s
marginalized distribution first. When we call the graft on b, first it marginalizes its

11



parent a and then marginalizes b itself.

With b’s parent a is marginalized, graft calls the marginalize on b. Since a con-
jugate prior relation exists between a and b, we can calculate the marginal likelihood of b
analytically. We define a function postP: Dp⇥Dp ! Dp[{?} to calculate the marginal
likelihood, where Dp = D⇥ (R[N)|qdist(r)|. For an observed random variable l 2 R with
a distribution family dist(l), and parameters param(l) and a conjugate prior parent p 2 R

with a marginalized distribution family qdist(p), and parameters qparam(p), the function
postP(qdist(p), qparam(p), dist(l), param(l)) returns the marginal likelihood distribution. If
there is no conjugate prior relations, it is ?. Then, we update the marginalized dis-
tribution functions for the random variable l with the result of the marginal likelihood
function.

Figure 5c demonstrates the PBN after marginalizing b. Since a and b have conju-
gate prior relations between them, postP(qdist(a), qparam(a), dist(b), param(b)) returns a
closed-form solution for the marginal likelihood distribution, 2/(2+ 2), where we divide
the first parameter value of the random variable a, 2, by the sum of its parameter values,
2+ 2. We create a code block node cb to store the parameters of the distribution with
the name margP and update the output function as out(cb) = {margP}. We update the
marginalized distribution functions as qdist(b) = Bernoulli, and qparam(b) = (margP).
We mark the random variable b as a marginalized node and put an edge between cb and
b since now the distribution of the random variable b depends on the output from cb. We
change the dependency edge between a and b to indicate that the marginalized version
of b does not depend on a. But, still, we need to keep the edge between them since we
have not conditioned the random variable a on the value of the random variable b yet.

The next step is to incorporate the observed value to get more information about
the distribution of a and to get a better estimator for it, thus reducing the variance.
To incorporate the observed value, we need to calculate the posterior (Equation 1). We
call the reorder function on b to change the order of the random variables by condi-
tioning the random variable a on the observed value of the parent node b. Hence, we
use the function post : Dp ⇥ Dp ⇥ O ! Dp [ {?} to calculate the posterior distri-
bution, where O = R [ N [ {?}. For a random variable p 2 R with marginalized
distribution functions qdist(p), and qparam(p), and an observed random variable l 2 R

depending on p with a prior distribution functions dist(l), and param(l). If the random
variable l has an observed value obs(l), we use that to calculate the posterior via the func-
tion post(qdist(a), qparam(a), dist(b), param(b), obs(l)); otherwise, we provide the random
variable l as an observation to the function post(qdist(a), qparam(a), dist(b), param(b), l)
meaning we need the value of l during runtime. The function post returns the posterior
distribution. We create a code block node ca to store the posterior parameters with the
names postA and postB. We update the output function as out(ca) = {postA, postB}
and qdist(a) = Beta, and qparam(a) = (postA, postB). We reverse the order of the edge
between a and b since now a depends on the random variable b. We put the edges (b,ca)
and (a, ca) for each parameter of the random variable a. We add the random variable b
to the set of stabilized nodes S (shown as a dot-lined node in Figure 5d) not to make any
further optimizations on that. Finally, we reconstruct a program from the transformed
PBN (Figure 5e).
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1 let v1 = 0.4 in let v2 = 0.6 in let x = 0 in
2 let v3 = foo v1 in let v4 = [v1 ,v3] in
3 let obs = [v1,v2,v3] in
4 let r1 = assume (Gaussian v3 v2) in
5 let r2 = assume(Gaussian v1 v2) in
6 let l = [r1 ,r2] in
7 iter (lam o.
8 let i = assume (Categorical v4) in
9 let mu = get l i in

10 observe o (Gaussian mu v3)) obs;
11 let ret = get l x in ret

(a) Probabilistic program

c1

r1 r2

m1i

r3 c2

m2

(lines 1,2,3)

(lines 4,5,6)

(line 8)

(line 9)

(line 10)

Ret

o obs

(b) PBN representation

c1

r1 r2

m1i

r3cm

cp

c2

m2

Ret

o obs

S

(c) After grafting r3

c1

i cm

cx r3

r1 r2

cr

cp

m2 c2

Ret

o obs

M M

S

(d) After reordering r3

1 let v1 = 0.4 in let v2 = 0.6 in let x = 0 in let v3 = foo v1 in
2 let v4 = [ v1 , v3 ] in let obs = [ v1 , v2 , v3 ] in
3 let paramI = ref [ ref (v3 , v2), ref (v1 , v2) ] in
4 iter (lam o. let i = assume (Categorical v4) in
5 let prMargP = deref (get (deref paramI) i) in
6 let margMu = [...] in
7 let margSigma = [...] in
8 observe o (Gaussian margMu margSigma );
9 let postMu = [...] in

10 let postSigma = [...] in
11 modref (get (deref paramI) i) (postMu , postSigma )) obs;
12 let prPostP = map (lam #var"2". deref #var "2") (deref paramI) in
13 let postParam0 = get prPostP 0 in
14 let postParam1 = get prPostP 1 in
15 let r1 = assume (Gaussian postParam0.0 postParam0.1) in
16 let r2 = assume (Gaussian postParam1.0 postParam1.1) in
17 let l = [ r1, r2 ] in let ret = get l x in ret

(e) Transformed program

Figure 6: End-to-end transformation of a program

4.3 Illustrative Example

Figure 6 demonstrates the end-to-end transformation for the example in Figure 3b. The
program has two target random variables: the observed random variable node r3 and
the random variable node i. We focus on transforming the observed random variable
node since the random variable i is independent and thus does not need transformation.
We utilize the conjugacy relations between the observed node r3 and the selected item
of the list l through the multiplexer m1. We start by grafting the target random variable
node r3 to remove its dependency on the output of the multiplexer m1. We need to
marginalize the output from the multiplexer node m1 to use its marginalized distribution
in calculating the marginal likelihood of r3. Since the node r3 depends on the list item
determined by the index i that is not known at compile time, we need to graft all the
elements of the list l. Then, we calculate the marginalized distributions for both r1 and
r2. Since the list items do not have any parents, their marginalized distribution qdist(r1)
and qdist(r2) are their prior distributions, dist(r1) and dist(r2).

The major problem here is that the list l is outside of the plate, and if we unfold the
plate notation, we have a number of observations that depend on the same parent. In the
unfolded version, we would first marginalize an observed node based on the marginalized
distribution of the parent node and condition the parent on the observation. Then,
the next observation’s distribution would depend on the conditioned parent. After the
final observation, the parent’s distribution would incorporate all the observations. In the
folded version, we need a structure to e�ciently keep and update all the intermediate
representations of the parent’s marginalized distribution since creating these intermediate
values separately as in the unfolded case would be impractical for a large number of
iterations.

To keep track of the updated marginalized parameters of the parent within a plate,
we introduce a function plPP : P ! R ! (R [ N)|qdist(r)|. For example, we create a
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code block node cp to get the initial marginalized parameters of the parent nodes r1

and r2, which are (v3, v2) and (v1, v2) (line 3 in Figure 6e). Then, we update our
function plPP (p, r1) = (v3, v2) and plPP (p, r2) = (v1, v2) to keep the initial marginalized
parameters of r1 and r2. Within the plate, we update this function to update the
marginalized parameters.

Since only one of the parameters should be updated depending on the multiplexer in-
dex i, we create a code block cm that creates an expression to select the i-th item from the
list of parameters, plPP (p, r1) and plPP (p, r2) (line 5). To create the marginalized param-
eters, the marginal likelihood function postP takes expression for the i-th parameter and
returns the expression for the posterior calculation. Let’s name the returned outputs for
the code block cm as margMu and margSigma out(cm) = {margMu, margSigma} (lines 6 and
7). We update the marginalized distribution of r3 as qparam(r3) = (margMu, margSigma)
(line 8). We put the dependent edges and set r3 as a marginalized node (Figure 6c).

The second step of the algorithm is reorder, i.e., conditioning the parent on the
value of its child node. At compile time, it refers to changing the order of the random
variables, i.e., reversing the edge between the parent and the child while incorporating
the observed value via posterior calculation. Since the parent is a multiplexer node, we
only need to update the distribution parameters of the i-th item.

We compute the posterior distribution of the i-th item using the function post and
create a code block cx to store the posterior parameters. Let’s name the returned outputs
for the code block cx as postMu and postSigma and out(cx) = {postMu, postSigma}
(lines 9 and 10). The next step is to update the marginalized parameters of the i-th item
ri (line 11) as plPP (p, ri) = (postMu, postSigma). This enables the observations at the
next iterations to get the updated parameters for the parent at runtime. To assign the
calculated final posterior parameters of each list item after the observations in the plate,
we create a code block cr that creates an expression to get the posterior parameters for r1
and r2 from the function plPP (lines 12, 13 and 14). We set the distribution functions
of r3 as its marginalized distribution and set it as a stabilized node to indicate it is the
final distribution, and no further optimizations will be made.

The reordering incorporated the observations into the distributions of the list items
after Graft marginalized the observed values. It removes the edge between the observed
node and the multiplexer node and adds an edge between the plate and the output code
block cr to reverse the edges. We remove the multiplexer m1 since the random variables in
the plate do not depend on the output. Finally, we reconstruct the program (Figure 6e)
from the reordered PBN (Figure 6d).

5 Dynamically Delayed Sampling in a Statically Typed

Language

Statically delayed sampling is conservative, and does not always find conjugate priors
in complex models. Hence, in this section, we explain the challenge of implementing
dynamically delayed sampling in a statically typed language and describe our solution
using a small CorePPL program.

Consider the simple program written in CorePPL (Figure 7a), which starts by creating
a random variable a with Gaussian distribution (line 1). Line 2 defines a function fun

that takes two float parameters, x and o. Given a Gaussian distribution with mean x

and standard deviation 1, it observes the value o. While line 3 applies the function to a
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1 let a = assume (Gaussian 0. 1.) in
2 let fun = lam x:Float. lam o. observe o (Gaussian x 1.) in
3 fun a 0.5;
4 fun 1. 0.5

(a) CorePPL program before the user-annotation for delayed sampling

1 let a = delay (Gaussian 0.0 1.0) in
2 let funDelay = lam x. lam o.
3 let x = delayed x in observe o (Gaussian x 1.0) in
4 let fun = lam x:Float. lam o. observe o (Gaussian x 1.0) in
5 funDelay a 0.5;
6 fun 1.0 0.5

(b) The user-annotated CorePPL program for delayed sampling

Figure 7: CorePPL programs demonstrating before and after the user-annotation of a
simple program

and 0.5, line 4 applies it to 1.0 and 0.5. Since a conjugate relation between a and the
observed random variable exists, we can delay the sampling of a when it is applied to
fun.

Challenges with Statically Typed Systems

The key problem is that, in a statically typed language, the type returned by assume is
expected to match the type of the sampled value (e.g., a float for Gaussian distributions).
However, when delaying sampling, the returned value is not a float but a data structure
for the delayed variable. At line 2, fun expects a float-typed value as its first argument.
However, line 3 gives the delayed variable that does not have a value at that point to
fun. The type system needs to infer the type of the argument, x. However, fun is applied
to a delayed variable and a float number. These di↵erent types for the same parameters
induces problems in a statically typed language. Further, special distribution constructs
need to be created that can take delayed variables as parameters since the distribution’s
parameters expect values, e.g., the distribution of the observe construct at line 2 expects
a float-typed parameter.

The original delayed sampling algorithm implemented in Birch [21] and Anglican [17]
creates custom distribution constructs for delayed sampling; however, that requires sig-
nificant changes to a statically typed PPL. For example, assume and observe constructs
expect a standard distribution type provided by the system. However, with the new
delayed distributions, we need to change these constructs to handle delayed distribution
types as well. Further, since the system is designed for immediate sampling, the return
type of assume construct has the same type as the sampled value from the distribu-
tion. Integrating delayed types requires significant changes to the inference algorithms,
expecting these constructs to return a value.

Without user annotations, executing these transformations automatically would re-
quire complex and context-sensitive analysis that is challenging to implement reliably.
Therefore, we introduce a user-annotated approach to specify which variables should be
delayed, giving the user control over the transformations applied to the model.
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User-annotated Delayed Sampling

We propose a user-annotated system with two constructs: delay and delayed. The
user annotates the program with the delay construct and types that we introduced to
indicate the random variables to be delayed and their type. Consider the annotated
program in Figure 7b. At line 1, the user marks a with the delay construct and creates
another function funDelay that takes an argument with DelayFloat type to indicate
that it is a delayed variable (line 2). Our approach assumes that the user knows the
possible conjugate relations between random variables and annotates them accordingly.
If a random variable annotated with delay cannot be delayed, i.e., no conjugacy, the
runtime falls back to immediate sampling, and its value is used throughout the program.

The delayed construct addresses type mismatches when delayed variables are given
as arguments to functions that are expecting a value. If a delayed variable needs to be
passed as a parameter, it is annotated with delayed converting it back to its expected
type (e.g., Float). If the user provides a delayed variable as a distribution parameter,
they need to mark it as delayed. At line 3 (Figure 7b), the user applies the delayed
variable with DelayFloat type to the delayed construct before giving it as an argument
to the Gaussian distribution. This ensures that the distributions take the correct type
and the compiler can catch the random variables to be delayed.

Our user-annotated system incorporates the dynamically delayed sampling approach
in a statically typed system and is semi-automated since it introduces annotation overhead
for the user. Further, the annotation of delayed variables and their types may be verbose,
making the writing of the model more complex for the user. A possible solution is to
lift the non-delayed variables to delayed type by introducing a keyword that reverses
delayed. For example, if we lift the float value 1.0 (line 3 in Figure 7a) to the type
DelayFloat, we do not need to duplicate fun but only change the type of the parameter
x to DelayFloat. However, this approach remains a matter for future work.

6 Evaluation

This section evaluates the performance of both statically delayed sampling and dynami-
cally delayed sampling on real-world models using importance sampling implemented in
Miking CorePPL [7, 19]. The evaluation compares methods based on inference e�ciency,
computational e�ciency, and expressiveness. To demonstrate the inference e�ciency of
delayed sampling approaches and the computational e�ciency of the static version com-
pared to the dynamic version, we evaluate LDA and Bayesian linear regression models
under three scenarios: with statically and dynamically delayed sampling, and with a
naive version, where the random variables are immediately sampled. To demonstrate the
expressiveness of dynamically delayed sampling compared to statically delayed sampling,
we evaluate a vector-borne disease model that contains recursion under two scenarios:
with dynamically delayed sampling and with a naive version.

6.1 Experimental Setup

We experiment on three di↵erent models: latent Dirichlet allocation, single variate Bayesian
linear regression (BLR), and a vector-borne disease (VBD) model. For the LDA model,
we have two synthetic and one real data set: c3, lw, and nips, respectively. The synthetic
data sets are identical to the ones in Lundén et al. [18] that are derived from Ritchie
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et al. [25] and Wingate et al. [28]. The data set lw consists of 25 documents, each with
10 words, 10 topics, and a vocabulary size of 30. The larger one, c3, consists of 25 doc-
uments, each with 30 words, a vocabulary size of 100, and 10 topics. The real data set
is the subset of Neural Information Processing Systems (NIPS) 2017 conference papers’
abstracts, introduced in the paper by Logeswaran et al. [16]. It consists of 40 abstracts,
each with varying numbers of words ranging from 32 to 127, 10 topics, and a vocabulary
size of 856. For the BLR model, we use the California house pricing dataset [23, 24], and
choose median income as the variate to predict the median house prices. The dataset
consists of 20 640 samples. For the VBD model, we use the dataset used in the paper
introducing dynamically delayed sampling [20], which consists of 172 observations. The
experiments are run 30 times on a 20-core Intel(R) Xeon(R) Gold 6148 CPU @ 2.40GHz
Ubuntu 22.04 LTS system with 62GiB of physical memory. .

6.2 Latent Dirichlet Allocation

LDA is a probabilistic analysis technique to discover topics and representations in a
collection of documents [6]. PBN representation can express indexing using a multi-
plexer, whereas we lose this information in a BN (see Appendix B). A word is a basic
unit in a document assumed to be drawn from a fixed-size vocabulary V . A document
d = (w1, w2, ..., wN) is a sequence of words. Data D = d1, d2, ..., dM is the set of doc-
uments. K is the number of topics. ✓ is a K-dimensional Dirichlet distributed topic
distribution for the document. The word distributions for each topic are represented
with a |V |-dimensional Dirichlet random variable �. The Dirichlet distribution is conju-
gate to the categorical distribution, the distribution of words for a topic. Our experiments
utilize these conjugate relations for the delayed sampling transformation and demonstrate
that our transformation improves inference e�ciency considerably in a high-dimensional
model.

6.3 Bayesian Linear Regression

Bayesian linear regression (BLR) models the uncertainty in a linear problem. We use
the California house pricing dataset [23, 24]. The model assumes a linear relationship
between the predictor variable, the median income, and the response variable, the median
house price. We define prior distributions for the slope and the intercept using Gaussian
distributions with mean 0 and standard deviation 5. We assume that the observed actual
house price follows a Gaussian distribution centered around the predicted price with a
standard deviation of 2. We utilize the conjugate prior relation between the prior and
the likelihood.

6.4 Vector-Borne Disease

The model captures the dengue outbreak on the Yap Main Islands in Micronesia, a dis-
ease transmitted by mosquitoes Funk et al. [9]. It describes the dengue transmission
dynamics between two components: human and mosquito populations, each having dif-
ferent compartments. Transfers between compartments have binomial likelihoods with
conjugate beta priors, and the observation likelihood has a binomial distribution with a
conjugate beta prior, which enables dynamically delayed algorithm to sample from the
model e�ciently [20].
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(a) The lw dataset results
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(c) The nips dataset results

Figure 8: The top figures show LDA results on lw, c3, and nips datasets, respectively:
marginal log-likelihood estimates (y-axis) for varying particles (x-axis), without delaying,
with dynamically delayed, and with statically delayed, respectively. The bottom figures
show elapsed real-time (seconds) for varying particles (all standard deviations are below
0.1 and thus not shown).

7 Results

We use two evaluation metrics for the experiments: log-normalizing constants and execu-
tion times. We evaluate the inference e�ciency of the delayed sampling algorithms based
on the log-normalizing constant estimates (log(Z)). For varying numbers of particles, we
run each setting 30 times. Lower variance suggests higher inference accuracy. We also
measure the runtime overhead each delayed method introduces in milliseconds for the
same number of particles.

7.1 Latent Dirichlet Allocation

Figure 8 presents the results for the three di↵erent data sets for LDA. The delayed
sampling versions in all experiments have lower log(Z) variance with significantly fewer
particles than the naive version. While the runtime improvement of the static version
compared to the dynamic version is clear in Figures 8a, 8b, Figure 8c does not show a
major di↵erence (see Appendix C for further experiments).

7.2 Bayesian Linear Regression

Figure 9 presents the experiment results for the BLR model, demonstrating that the
delayed sampling versions have a lower log(Z) variance with significantly fewer particles
compared to the naive version. For example, the naive version for 10 000 particles is
significantly worse than the delayed version for 100 particles. Figure 9b indicates that
while the total computation time of delayed sampling with 100 particles is 0.42s, it is 8.56
for the naive version with 10 000 particles, significantly slower than the delayed version.
Further, the runtime improvement of the static version compared to the dynamic version,
⇠ 70, is quite significant.
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Figure 9: (a) shows BLR results: marginal log-likelihood estimates (y-axis) for vary-
ing particles (x-axis), without delaying, with dynamically, and with statically delayed,
respectively. (b) shows elapsed real-time (seconds) for varying particles (all standard
deviations are below 0.1 and thus not shown).
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Figure 10: (a) shows VBD results: marginal log-likelihood estimates (y-axis) for varying
particles (x-axis), without delaying, and with dynamically delayed, respectively. (b)
shows elapsed real-time (seconds) for varying particles (all standard deviations are below
0.1 and thus not shown). We removed two outliers from the no-delayed sampling results:
�7 642, �6 780.

7.3 Vector-Borne Disease

Figure 10 presents the experiment results for the VBD model. We omit two outlier data
points, �7 642 and �6 780, from no delayed sampling with 3 000 particles. Figure 10a
demonstrates that the delayed sampling version has a lower log(Z) variance with signifi-
cantly fewer particles compared to the naive version. For example, the naive version for
30 000 particles is significantly worse than the delayed version for 300 particles. Figure 10b
indicates that while the total computation time of delayed sampling with 300 particles is
0.38s, it is 14.31 for the naive version with 30 000 particles, which is significantly slower
than the delayed version.

8 Related Work and Conclusions

The existing work on optimizing probabilistic programs can be categorized as compile
time and runtime approaches. Runtime approaches, such as dynamically delayed sam-
pling by Murray et al. [20], optimize a broader range of probabilistic programs compared
to compile-time approaches by handling stochastic and data-dependent parts of a pro-
gram. However, they have an overhead of maintaining additional data structures during
runtime. Baudart et al. [4] and Atkinson et al. [1] extend the delayed sampling in the
context of synchronous languages for bounded memory inference. Lew et al. [14] ex-
ploits delayed sampling at runtime within its inference engine; however, their approach
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is specific to their language’s model structure. Atkinson et al. [2] and Azizian et al. [3]
propose a revised delayed sampling algorithm to catch more analytical relations. Fur-
ther, Azizian et al. [3] utilize the graph structure of the model to run e�cient inference
on Gaussian trees; however, both approaches focus on non-universal PPLs. Saad et al.
[26] and Holtzen et al. [11] are domain-specific languages designed for exact inference,
targeting computational e�ciency in symbolic inference.

Lai et al. [13]’s approach implements dynamically delayed sampling at compile-time
and is similar to our statically delayed method in terms of creating an intermediate
graph representation. However, their approach has not yet been extended to transform-
ing a model, such as LDA, that contains stochastic branches or unbounded loops. Our
approach provides more expressiveness by introducing notation to handle stochastic in-
dexing, lists, and plates. Further, their method is specific to the inference algorithm.
They modify their inference algorithm, Hamiltonian Monte Carlo, to work on the graph
representation they produce. On the other hand, we transform the graph before the in-
ference step, reconstruct the program from the transformed graph, and finally deliver it
to the inference algorithm, providing modularity between the inference and the transfor-
mation. The disintegrator by Shan and Ramsey [27] transforms a probabilistic program
at compile time, using computer algebra to reorder the integrals calculating the posterior;
however, its dependence on computer algebra for symbolic disintegration leads to a com-
plex implementation. AugurV2 compiler [12], R2 tool [22], and AutoConj [10] are other
compile-time approaches that either target a non-universal simple probabilistic modeling
language or depend on domain-specific languages.

Limitations. The current evaluation uses importance sampling because certain im-
plementation refactorings are needed in the framework to enable other inference methods.
Note, however, that there is no fundamental limitation in using other inference algorithms.
Also, the current work does not support a�ne transformations on multivariate variables
and the sum of random variables giving closed-form solutions. There are inherently cer-
tain limitations of static delayed sampling compared to its dynamic version. As future
work, it is interesting to investigate how to make the static version even more expressive
by handling, e.g., recursion.

Conclusions. We present two ways of handling delayed sampling: (i) statically
at compile time and (ii) dynamically during runtime. We study their pros and cons
and conclude that the static version can reduce runtime overhead significantly but has
limited expressiveness, making it suitable only for certain kinds of models. Dynamic
delayed sampling has, on the other hand, runtime overhead but is more expressive. In
both cases, we demonstrate how to incorporate delayed sampling in a typed probabilistic
setting.
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A Function Dependencies in Delayed Sampling Trans-

formation

Figure 11 provides a visual representation of the dependencies among the main functions
used in the statically delayed sampling transformations. It illustrates how these functions
interact and depend on each other to execute transformations on PBN.

transformPBN

Graft: Ensures that

a node and its parent

are marginalized

by recursively

marginalizing its

parent and its

parent has no other

marginalized child.

Prune: Ensures a

node cannot have

more than one

marginalized child.

Marginalize:
Marginalizes a

node based on

the conjugate

prior relations if

exists; otherwise,

reorders the parent

createMParameter:
Creates code block

node containing

the parameters for

the marginalized

distributions of

random variables.

Reorder: Conditions

the parent based on

the value of the child

by changing the order

of the parent and the

child in the graph

createRParameter:
Creates code block

node containing

the parameters for

the conditioned

distributions of

random variables.

Figure 11: Dependencies among the main functions.

B Graphical Representations of LDA Models

Figure 12 shows the Bayesian network (BN) and programmatic Bayesian network (PBN)
representations of the latent Dirichlet allocation (LDA) model. These diagrams highlight
the di↵erences in structure and how the PBN can more e↵ectively represent programmatic
constructs such as loops and indexing.
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Figure 12: Graph representations of LDA model
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C E↵ect of LDA Model Dimensions on Runtime Im-

provement

The z value a↵ects the hyperparameter selection (the elements of ↵ and �). Since the
compiler does not know the value of z that is stochastic, our static method creates
updated parameters for all the hyperparameters, letting the runtime either update the
parameters using the closed-form expressions that the static method created or keep
the current parameters. However, even though a hyperparameter is not selected, we do
calculations and keep the updated parameter at runtime for each hyperparameter. As the
dimensions of the hyperparameters increase, the cost increases, making statically delayed
sampling less e�cient. Four factors a↵ect the complexity of an LDA model: the topic

Table 2: LDA model’s dimensionality e↵ect on runtime improvement.

D V W T Improvement
Baseline 25 30 10 10 ⇠50%
Case 1 50 30 10 10 ⇠50%
Case 2 25 60 10 10 ⇠32%
Case 3 25 30 20 10 ⇠50%
Case 4 25 30 10 20 ⇠44%

size (T), the number of documents (D), the vocabulary size (V), and the number of words
(W) per document. We expect that the topic and vocabulary sizes increase the runtime
cost of statically delayed sampling by increasing the hyperparameters’ dimensions. To
understand which factors cause the runtime overhead, we conducted four experiments on
synthetic datasets. The baseline is the lw dataset. Each experiment varied one factor
while keeping the other ones fixed. Table 2 demonstrates the improvements of the static
versions over the dynamic ones. Each row represents a case where one factor is varied
while we fix the others. Cases 1 and 3 demonstrate that the number of documents or
words does not a↵ect the runtime improvement. However, increasing the vocabulary size
(Case 2) or the topic size (Case 4) decreases the improvement.
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