
et al. [25] and Wingate et al. [28]. The data set lw consists of 25 documents, each with
10 words, 10 topics, and a vocabulary size of 30. The larger one, c3, consists of 25 doc-
uments, each with 30 words, a vocabulary size of 100, and 10 topics. The real data set
is the subset of Neural Information Processing Systems (NIPS) 2017 conference papers’
abstracts, introduced in the paper by Logeswaran et al. [16]. It consists of 40 abstracts,
each with varying numbers of words ranging from 32 to 127, 10 topics, and a vocabulary
size of 856. For the BLR model, we use the California house pricing dataset [23, 24], and
choose median income as the variate to predict the median house prices. The dataset
consists of 20 640 samples. For the VBD model, we use the dataset used in the paper
introducing dynamically delayed sampling [20], which consists of 172 observations. The
experiments are run 30 times on a 20-core Intel(R) Xeon(R) Gold 6148 CPU @ 2.40GHz
Ubuntu 22.04 LTS system with 62GiB of physical memory. .

6.2 Latent Dirichlet Allocation

LDA is a probabilistic analysis technique to discover topics and representations in a
collection of documents [6]. PBN representation can express indexing using a multi-
plexer, whereas we lose this information in a BN (see Appendix B). A word is a basic
unit in a document assumed to be drawn from a fixed-size vocabulary V . A document
d = (w1, w2, ..., wN) is a sequence of words. Data D = d1, d2, ..., dM is the set of doc-
uments. K is the number of topics. θ is a K-dimensional Dirichlet distributed topic
distribution for the document. The word distributions for each topic are represented
with a |V |-dimensional Dirichlet random variable ϕ. The Dirichlet distribution is conju-
gate to the categorical distribution, the distribution of words for a topic. Our experiments
utilize these conjugate relations for the delayed sampling transformation and demonstrate
that our transformation improves inference efficiency considerably in a high-dimensional
model.

6.3 Bayesian Linear Regression

Bayesian linear regression (BLR) models the uncertainty in a linear problem. We use
the California house pricing dataset [23, 24]. The model assumes a linear relationship
between the predictor variable, the median income, and the response variable, the median
house price. We define prior distributions for the slope and the intercept using Gaussian
distributions with mean 0 and standard deviation 5. We assume that the observed actual
house price follows a Gaussian distribution centered around the predicted price with a
standard deviation of 2. We utilize the conjugate prior relation between the prior and
the likelihood.

6.4 Vector-Borne Disease

The model captures the dengue outbreak on the Yap Main Islands in Micronesia, a dis-
ease transmitted by mosquitoes Funk et al. [9]. It describes the dengue transmission
dynamics between two components: human and mosquito populations, each having dif-
ferent compartments. Transfers between compartments have binomial likelihoods with
conjugate beta priors, and the observation likelihood has a binomial distribution with a
conjugate beta prior, which enables dynamically delayed algorithm to sample from the
model efficiently [20].
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Figure 8: The top figures show LDA results on lw, c3, and nips datasets, respectively:
marginal log-likelihood estimates (y-axis) for varying particles (x-axis), without delaying,
with dynamically delayed, and with statically delayed, respectively. The bottom figures
show elapsed real-time (seconds) for varying particles (all standard deviations are below
0.1 and thus not shown).

7 Results

We use two evaluation metrics for the experiments: log-normalizing constants and execu-
tion times. We evaluate the inference efficiency of the delayed sampling algorithms based
on the log-normalizing constant estimates (log(Z)). For varying numbers of particles, we
run each setting 30 times. Lower variance suggests higher inference accuracy. We also
measure the runtime overhead each delayed method introduces in milliseconds for the
same number of particles.

7.1 Latent Dirichlet Allocation

Figure 8 presents the results for the three different data sets for LDA. The delayed
sampling versions in all experiments have lower log(Z) variance with significantly fewer
particles than the naive version. While the runtime improvement of the static version
compared to the dynamic version is clear in Figures 8a, 8b, Figure 8c does not show a
major difference (see Appendix C for further experiments).

7.2 Bayesian Linear Regression

Figure 9 presents the experiment results for the BLR model, demonstrating that the
delayed sampling versions have a lower log(Z) variance with significantly fewer particles
compared to the naive version. For example, the naive version for 10 000 particles is
significantly worse than the delayed version for 100 particles. Figure 9b indicates that
while the total computation time of delayed sampling with 100 particles is 0.42s, it is 8.56
for the naive version with 10 000 particles, significantly slower than the delayed version.
Further, the runtime improvement of the static version compared to the dynamic version,
∼ 70, is quite significant.
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Figure 9: (a) shows BLR results: marginal log-likelihood estimates (y-axis) for vary-
ing particles (x-axis), without delaying, with dynamically, and with statically delayed,
respectively. (b) shows elapsed real-time (seconds) for varying particles (all standard
deviations are below 0.1 and thus not shown).
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Figure 10: (a) shows VBD results: marginal log-likelihood estimates (y-axis) for varying
particles (x-axis), without delaying, and with dynamically delayed, respectively. (b)
shows elapsed real-time (seconds) for varying particles (all standard deviations are below
0.1 and thus not shown). We removed two outliers from the no-delayed sampling results:
−7 642, −6 780.

7.3 Vector-Borne Disease

Figure 10 presents the experiment results for the VBD model. We omit two outlier data
points, −7 642 and −6 780, from no delayed sampling with 3 000 particles. Figure 10a
demonstrates that the delayed sampling version has a lower log(Z) variance with signifi-
cantly fewer particles compared to the naive version. For example, the naive version for
30 000 particles is significantly worse than the delayed version for 300 particles. Figure 10b
indicates that while the total computation time of delayed sampling with 300 particles is
0.38s, it is 14.31 for the naive version with 30 000 particles, which is significantly slower
than the delayed version.

8 Related Work and Conclusions

The existing work on optimizing probabilistic programs can be categorized as compile
time and runtime approaches. Runtime approaches, such as dynamically delayed sam-
pling by Murray et al. [20], optimize a broader range of probabilistic programs compared
to compile-time approaches by handling stochastic and data-dependent parts of a pro-
gram. However, they have an overhead of maintaining additional data structures during
runtime. Baudart et al. [4] and Atkinson et al. [1] extend the delayed sampling in the
context of synchronous languages for bounded memory inference. Lew et al. [14] ex-
ploits delayed sampling at runtime within its inference engine; however, their approach
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is specific to their language’s model structure. Atkinson et al. [2] and Azizian et al. [3]
propose a revised delayed sampling algorithm to catch more analytical relations. Fur-
ther, Azizian et al. [3] utilize the graph structure of the model to run efficient inference
on Gaussian trees; however, both approaches focus on non-universal PPLs. Saad et al.
[26] and Holtzen et al. [11] are domain-specific languages designed for exact inference,
targeting computational efficiency in symbolic inference.

Lai et al. [13]’s approach implements dynamically delayed sampling at compile-time
and is similar to our statically delayed method in terms of creating an intermediate
graph representation. However, their approach has not yet been extended to transform-
ing a model, such as LDA, that contains stochastic branches or unbounded loops. Our
approach provides more expressiveness by introducing notation to handle stochastic in-
dexing, lists, and plates. Further, their method is specific to the inference algorithm.
They modify their inference algorithm, Hamiltonian Monte Carlo, to work on the graph
representation they produce. On the other hand, we transform the graph before the in-
ference step, reconstruct the program from the transformed graph, and finally deliver it
to the inference algorithm, providing modularity between the inference and the transfor-
mation. The disintegrator by Shan and Ramsey [27] transforms a probabilistic program
at compile time, using computer algebra to reorder the integrals calculating the posterior;
however, its dependence on computer algebra for symbolic disintegration leads to a com-
plex implementation. AugurV2 compiler [12], R2 tool [22], and AutoConj [10] are other
compile-time approaches that either target a non-universal simple probabilistic modeling
language or depend on domain-specific languages.

Limitations. The current evaluation uses importance sampling because certain im-
plementation refactorings are needed in the framework to enable other inference methods.
Note, however, that there is no fundamental limitation in using other inference algorithms.
Also, the current work does not support affine transformations on multivariate variables
and the sum of random variables giving closed-form solutions. There are inherently cer-
tain limitations of static delayed sampling compared to its dynamic version. As future
work, it is interesting to investigate how to make the static version even more expressive
by handling, e.g., recursion.

Conclusions. We present two ways of handling delayed sampling: (i) statically
at compile time and (ii) dynamically during runtime. We study their pros and cons
and conclude that the static version can reduce runtime overhead significantly but has
limited expressiveness, making it suitable only for certain kinds of models. Dynamic
delayed sampling has, on the other hand, runtime overhead but is more expressive. In
both cases, we demonstrate how to incorporate delayed sampling in a typed probabilistic
setting.
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A Function Dependencies in Delayed Sampling Trans-

formation

Figure 11 provides a visual representation of the dependencies among the main functions
used in the statically delayed sampling transformations. It illustrates how these functions
interact and depend on each other to execute transformations on PBN.

transformPBN

Graft: Ensures that
a node and its parent

are marginalized
by recursively

marginalizing its
parent and its

parent has no other
marginalized child.
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node cannot have
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marginalized child.

Marginalize:
Marginalizes a
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exists; otherwise,

reorders the parent

createMParameter:
Creates code block
node containing

the parameters for
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distributions of

random variables.

Reorder: Conditions
the parent based on
the value of the child
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of the parent and the
child in the graph

createRParameter:
Creates code block
node containing

the parameters for
the conditioned
distributions of

random variables.

Figure 11: Dependencies among the main functions.

B Graphical Representations of LDA Models

Figure 12 shows the Bayesian network (BN) and programmatic Bayesian network (PBN)
representations of the latent Dirichlet allocation (LDA) model. These diagrams highlight
the differences in structure and how the PBN can more effectively represent programmatic
constructs such as loops and indexing.
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Figure 12: Graph representations of LDA model
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C Effect of LDA Model Dimensions on Runtime Im-

provement

The z value affects the hyperparameter selection (the elements of α and β). Since the
compiler does not know the value of z that is stochastic, our static method creates
updated parameters for all the hyperparameters, letting the runtime either update the
parameters using the closed-form expressions that the static method created or keep
the current parameters. However, even though a hyperparameter is not selected, we do
calculations and keep the updated parameter at runtime for each hyperparameter. As the
dimensions of the hyperparameters increase, the cost increases, making statically delayed
sampling less efficient. Four factors affect the complexity of an LDA model: the topic

Table 2: LDA model’s dimensionality effect on runtime improvement.

D V W T Improvement
Baseline 25 30 10 10 ∼50%
Case 1 50 30 10 10 ∼50%
Case 2 25 60 10 10 ∼32%
Case 3 25 30 20 10 ∼50%
Case 4 25 30 10 20 ∼44%

size (T), the number of documents (D), the vocabulary size (V), and the number of words
(W) per document. We expect that the topic and vocabulary sizes increase the runtime
cost of statically delayed sampling by increasing the hyperparameters’ dimensions. To
understand which factors cause the runtime overhead, we conducted four experiments on
synthetic datasets. The baseline is the lw dataset. Each experiment varied one factor
while keeping the other ones fixed. Table 2 demonstrates the improvements of the static
versions over the dynamic ones. Each row represents a case where one factor is varied
while we fix the others. Cases 1 and 3 demonstrate that the number of documents or
words does not affect the runtime improvement. However, increasing the vocabulary size
(Case 2) or the topic size (Case 4) decreases the improvement.
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Abstract

Probabilistic programming languages aim to separate the user-specified model
from the inference allowing users to focus on model design and leave inference to
the compiler and runtime systems. However, the structure of the model affects
the inference efficiency. We can utilize specific structures in the model to improve
inference efficiency, such as random variables forming trees. In this work, we pro-
pose pruning, an approach that automates the forward pass of belief propagation to
improve the efficiency of likelihood calculations in statically typed universal prob-
abilistic programming languages (PPLs) by utilizing the tree structures within a
model. Specifically, users annotate variables for marginalization, making the likeli-
hood calculation more efficient. We present our method implemented in the proba-
bilistic programming language Miking CorePPL and demonstrate the performance
of our approach through a series of case studies in phylogenetics.

1 Introduction

Universal probabilistic programming languages (PPLs) offer expressiveness to model sys-
tems and run efficient inference algorithms on those models [29, 34, 5, 17, 38]. The core
principle of PPLs is enabling users to specify models intuitively, abstracting away the
complexities of inference algorithms. Ideally, the scalability and applicability of PPLs to
real-world problems would be indifferent to the details of the model specification. In prac-
tice, however, certain model structures may lead to computationally expensive inference
processes in current PPLs. Therefore, methods for analyzing the underlying structure
of the model, such as analytical relations and tree-structured dependencies among the
random variables, may enhance efficiency significantly.

Tree inference provides a powerful approach to understanding evolutionary relation-
ships and hierarchical structure in complex data, and is used in a wide range of problem
domains [18, 25, 9, 14, 26]. For most commonly used inference algorithms, such as se-
quential Monte Carlo (SMC) and Markov chain Monte Carlo (MCMC), calculating the
likelihood of a sample from the model conditional on the observed data is a critical step
[13, 2]. While for SMC algorithms, we typically determine the weights of particles via the
likelihood, for MCMC algorithms, the likelihood plays a direct role in determining the
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path of the Markov chain. The computational complexity of calculating the likelihood
of a tree and how choices in this step affect the size of the parameter space are critical
determinants of the performance of tree inference algorithms.

Consider a probabilistic model that generates a perfect binary tree, and a stochastic
process on z discrete states, which generates c independent characters over this tree. For
each character, we sample the state of each node from a discrete distribution dependent
on the state at the ancestor of that node. Further, assume this tree has n leaf nodes
associated with observed characters out of 2n−1 total nodes. To calculate the likelihood
of the tree for one character over all possible states for the unobserved nodes requires us
to consider zn−1 possible state configurations. For each configuration, the likelihood is a
product over 2n− 1 terms. Consequently, the total number of computations required is
czn−1(2n − 1), which is infeasible for large trees, large state spaces, or large numbers of
characters. This is a serious problem in many domains. For example, in phylogenetics,
the advancement in sequencing technologies means that current data sizes (c) may range
in the millions and the tree size (n) in the tens of thousands [23, 20, 22, 10].

A critical observation is that if we determine the root state of a subtree, its likelihood
does not depend on other tree nodes. The independence of subtree likelihoods enables us
to efficiently update likelihood information by leveraging belief propagation, a message-
passing algorithm [35]. A message in this context represents information passed between
nodes in a graphical model. The messages are used to merge evidence from upstream
nodes in computing marginals for a node. Belief propagation consists of two main steps:
a forward pass and a backward pass. In this paper, we concentrate on the forward pass,
which computes the likelihood of a tree by gathering messages from the leaves to the root.
When we reach the root, we have the likelihood of the entire tree with only cz2(2n− 1)
computations, which is feasible for small to moderate state spaces (z) even when data and
tree sizes are large. The backward pass is only needed to compute the marginal posterior
for the remaining internal nodes in the tree, other than the root, and is not considered
here.

While belief propagation offers a powerful approach to inference in Bayesian networks,
its integration into universal PPLs requires addressing various technical and algorithmic
challenges involved in preserving both expressiveness and runtime performance.

Previous work includes several domain-specific languages implementing belief prop-
agation [31, 19, 32, 36, 12, 11]. However, although these works automate belief prop-
agation, they are not universal PPLs, and thus, their expressivity is limited. In phylo-
genetics, Felsenstein [16] described a “pruning” algorithm that calculates the likelihood
of phylogenetic trees with the same approach as the forward pass of belief propagation.
Felsenstein’s pruning algorithm is used in virtually all phylogenetic inference software,
including popular tools like MrBayes [39], RevBayes [21], and Beast [40]. However, as
the expressiveness of the model specifications is limited in these tools, the pruning algo-
rithm is hard-coded to a model. There are also approaches based on belief propagation in
varying PPLs utilizing Rao-Blackwellization, which can lead to more efficient estimators.
Delayed sampling is one such approach, akin to but distinct from belief propagation,
utilizing conjugate-prior relations between random variables to reduce the variance of a
sampler [33, 3, 4]. However, it does not utilize tree structures in models.

In this paper, we propose an automated approach to leverage the tree structure of the
random variables in models expressed as universal probabilistic programs. Our approach
aims to automate the forward pass of belief propagation, a process we term pruning in
reference to Felsenstein’s work. We do this in a typed universal PPL. To handle the chal-
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Figure 1: A toy phylogenetic tree construction with three observed leaves. (a) Initially,
we have a forest of trees consisting of only observed leaves. (b) Then, we randomly select
a and b to construct the internal node d. (c) Finally, we construct a tree merging the
sub-trees d and c.

lenges that the interaction between the pruning and the type system introduces, we intro-
duce constructs that allow the user to annotate the variables that are to be marginalized.
Instead of directly sampling these variables, we introduce symbolic variables, keeping
track of the likelihood of the tree at each step. We demonstrate the performance of our
approach through a series of case studies in evolutionary biology. The main contributions
of this work are as follows:

• We introduce specialized constructs for variable marginalization within Miking
CorePPL [8, 30], a universal probabilistic programming language (PPL) with a
polymorphic type system and type inference based on Freeze ML [15] (Sections 3.1
and 3.2).

• We propose an automated forward pass of the belief propagation algorithm targeting
tree-structured models (Section 3.3).

• We implement the method in Miking CorePPL and demonstrate the algorithm’s
efficiency on real-world data and standard phylogenetic models such as the Jukes-
Cantor (JC) and generalised time reversible (GTR) models (Section 4).

2 Background and Motivation

This section demonstrates the key ideas of belief propagation on a phylogenetic tree infer-
ence problem and gives motivation for an automated approach in universal probabilistic
programming.

Consider Fig. 1 and the following simple phylogenetic tree inference problem, where
the purpose is to recursively cluster pairs of nodes until a single tree is constructed. As-
sume we aim to construct a phylogenetic tree representing the evolutionary relationships
between three extant species (that have survived to the present), labeled a, b, and c. For
simplicity, assume that each species has a genetic code representing a single draw from a
four-letter alphabet of nucleotides: A, C, G, or T. We encode these nucleotides as integer
numbers, 0, 1, 2, and 3, respectively, and they correspond to the states of a node. For
instance, if the leaves a, b and, c have the genetic codes A, G, and T , we represent their
states as 0, 2, and 3, respectively.

We describe the tree inference problem in a way inspired by phylogenetic SMC algo-
rithms [7]. This is known as a coalescent process, essentially a backward simulation of
the evolutionary process. At first, we only have the leaves a, b, and c, and we randomly
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choose a node pair (Fig. 1a). Assume that we randomly select the leaves a and b to
construct the internal node d (Fig. 1b). The next step is to sample a coalescent depth
in time units, the evolutionary time passed until the leaves a, b, have coalesced into the
parent d. We then need to draw a genetic code for node d. At this point, this represents
the starting state of the subtree rooted on it, and it may be drawn from the appropriate
distribution of the root state based on the evolutionary model we employ. We continue
this process until we merge all nodes and derive a single tree (Fig. 1c). Note that when
an internal node is involved as a child in a coalescence event, then it is no longer the root,
and the distribution of its state must be updated to reflect the appropriate distribution
from the evolutionary process. This is a consequence of the backward simulation, in
which internal node states appear before their distributions can be fully characterized.

The internal nodes (labeled as d and e) are latent variables and they represent the
ancestral genetic states of species. The edges connecting the nodes depict the evolutionary
relationships, with each edge symbolizing a branch of the evolutionary tree. Constructing
one tree with its likelihood corresponds to one particle in SMC. The end goal is to calculate
the posterior as a set of particles (set of trees with weights) given an evolutionary model
and the tree topology. Since we only observe the leaves, the posterior tree space can be
very large; thus, calculating the likelihood of a tree efficiently becomes critical.

We provide two key definitions in order to explain how to calculate the likelihood of a
tree efficiently with the forward pass of the belief propagation algorithm [16]. Lks is the
likelihood for an observation at or below a node k with state s, where the states represent
different values a node can have. For example, in the simple example, the likelihood for
an observation at or below a node d with state 0 (d having the nucleotide A), is Ld0. The
probability of a node i having a state m, given its parent has state s, is represented by
Pi(s,m). This probability is given by the model. We calculate the likelihood of a parent
node k given its children, Ch(k), with the equation 1. And, we calculate the marginalized
likelihood Lk of a node k via equation 2, where P (s) is the prior probability of the state
s.

Lks =
∏

i∈Ch(k)

∑

m

LimPi(s,m) (1) Lk =
∑

s

LksP (s) (2)

In belief propagation [35], also called the sum-product message passing algorithm for
Bayesian networks, each sum

∑
m LimPi(s,m) is a message from a child i to the parent

p. In the provided toy tree example, the algorithm recursively calculates the likelihood of
subtrees starting from the bottom. It first calculates the likelihood of the tree rooted at
node d. Then, it uses that likelihood and the observed leaf c to calculate the likelihood of
the root e, which gives us the likelihood of the tree if we marginalize over all the possible
states of e. We only utilize the forward pass of the belief propagation, collecting messages
from leaves to roots, but do not pass the messages to the leaves again, corresponding to the
algorithm’s backward pass. We term this forward step as pruning (akin to Felsenstein’s
algorithm), as it primarily involves marginalizing or pruning the latent variables without
conditioning on them.

To demonstrate the efficiency of the pruning algorithm, we use a model of DNA se-
quence evolution, the Jukes-Cantor model [24]. This simple nucleotide substitution model
uses a continuous-time Markov chain (CTMC) [1] process to model how the nucleotides
change over time, given the four possible states A, C, G, and T . The observations are
nucleotide sequences. The Jukes-Cantor is a simple model because it assumes the rates
of change between the four nucleotides are equal. We use the standard assumption that
the process is in its equilibrium state at the root, that is, that the prior probability is

4



the same for all states at the root. We use a simple example of four species with a
DNA nucleotide sequence of length 15 (for the data, see Supplementary toy data). We
compare two scenarios on that example: the naive model, where we sample the sequence
states of the internal nodes, and the manually rewritten model with pruning, where we
marginalize over the internal sequence states. We implement these two scenarios in Mik-
ing CorePPL. We use MrBayes, a standard tool for Bayesian phylogenetic tree inference
that incorporates hard-coded pruned versions of phylogenetic tree inference models [39]
to assess the pruning algorithm’s accuracy in Miking CorePPL. Specifically, we focus on
estimated marginal likelihoods. Because these cannot be estimated directly in MCMC,
we used the stepping stone algorithm[43] implemented in MrBayes, which does MCMC
sampling along a path from the prior to the posterior to obtain a rough estimate of the
marginal likelihood.

In CorePPL, with SMC using 10000 particles, the estimate of log(Z) was ∼ −78.5
when using the pruned model and ∼ −98 when using the naive model. The MrBayes
estimate was ∼ −77.5, which is in line with our estimate based on pruned likelihoods.

This example demonstrates that SMC converges quickly to a precise estimate of the
normalizing constant on the pruned model but not on the naive model. The reason is
that we reduce the estimator’s variance via Rao-Blackwellization by marginalizing out
the internal node states [6]. Even if one takes the computational overhead of pruning
into account, inference is more efficient on pruned than on naive state spaces.

In the example above, pruning was achieved by manually implementing a new model
with pruned variables. The challenge in this work is how to make this automatically
within a typed universal PPL. Automating this procedure within a PPL allows users
to focus on specifying the model’s structure and parameters while the PPL compiler
and runtime system handle the efficient calculation of likelihood updates. Even though
automated pruning would make the implementation of complex phylogenetic models less
time-consuming and error-prone for users, developing a sound, expressive, and automatic
method in a statically typed universal PPL is challenging.

3 Approach

In this section, we describe the system for automating the pruning process in probabilistic
programming languages (PPLs) with a toy example. We define the components, their
interactions, and the methods for incorporating pruning capabilities into probabilistic
models. The system consists of three main components (Fig. 2):

• User Interaction: Users interact with the system by annotating a probabilistic pro-
gram using specific constructs the program introduces, namely prune and pruned,
to indicate which random variables are to be pruned and if a pruned random vari-
able is given as an argument to a function, respectively. This ensures compatibility
with the type system.

• Compiler System: The compiler component analyzes the user-annotated proba-
bilistic program to make the necessary transformations to incorporate the pruning
algorithm. Whenever it catches instances of the prune and pruned constructs, it
replaces them with appropriate runtime constructs, types, and functions. We also
statically check whether the program is valid and handle the pruned programs’
observations. Further, at the points where the user applies pruned variables as
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Figure 2: Pruning process of a probabilistic program. The user annotates the proba-
bilistic program with specific constructs to enable pruning. Then, the compiler takes the
user-annotated program and replaces the annotated constructs with appropriate runtime
functions to produce the pruned probabilistic program.

arguments in function applications, the compiler creates a mapping from each state
of the pruned variable to the applied functions since the pruned variable will not
have a sampled value. This ensures appropriate handling of marginalization.

• Runtime System: The system provides the necessary runtime constructs and func-
tions to incorporate the pruning functionality into a probabilistic model. For the
correct handling of the pruning algorithm, including the challenge of dynamically
determining dependencies at runtime, the compiler incorporates the runtime system
with the user-annotated probabilistic program.

Consider the code snippet written in Miking CorePPL (Fig. 3) that generates the
simple tree example in Fig. 1 with a naive tree inference approach, i.e., no pruning.
The example is an unrolled version of the tree inference model where each unrolling step
corresponds to Fig. 1a, Fig. 1b and Fig. 1c. We also use the same order of merging nodes as
in the toy example instead of choosing random pairs since this does not change the pruning
algorithm but allows us to illustrate each step explicitly. Note that for the experiments,
we use recursive tree inference models with random pair selection. We indicate with (...)
when the actual computation details are omitted. In a CorePPL program, the constructs
assume and observe enable sampling from a distribution and conditioning the program
with respect to an observed value, respectively. We walk through this example to illustrate
the functionality of our system.

We create a Tree type to encode the structure of the phylogenetic tree (line 1).
Further, to represent the internal tree nodes, line 2 introduces the Node constructor.
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1 type Tree in

2 con Node : {left:Tree , right: Tree , age: Float , seq:Int} -> Tree in

3 con Leaf : {age: Float , seq:Int} -> Tree in

4 let a = Leaf {age=0.0 , seq =0} in --A

5 let b = Leaf {age=0.0 , seq =2} in --G

6 let c = Leaf {age=0.0 , seq =3} in --T

7 (...) -- define the rate matrix q

8 let getAge = (...) -- get age from Node or Leaf field

9 let getSeq = lam n. match n with Node r then r.seq else

10 match n with Leaf r then r.seq else never

11 let ctmc = lam i:Int. lam q:Tensor[Float]. lam t:Float.

12 (...) -- CTMC computation

13

14 let d_seq = assume (Categorical [0.25 ,0.25 ,0.25 ,0.25]) in

15 (...) -- age calculation for d

16 let d = Node {age=age ,seq=d_seq ,left=a,right=b} in

17

18 let p1 = ctmc d_seq q (subf age (getAge a)) in

19 observe (getSeq a) (Categorical p1);

20

21 let p2 = ctmc d_seq q (subf age (getAge b)) in

22 observe (getSeq b) (Categorical p2);

23

24 let e_seq = assume (Categorical [0.25 ,0.25 ,0.25 ,0.25]) in

25 (...) // age calculation for e

26 let e = Node {age=age ,seq=e_seq ,left=d,right=c} in

27

28 let p3 = ctmc e_seq q (subf age (getAge d)) in

29 observe (( getSeq d)) (Categorical p3);

30 cancel (observe (( getSeq d)) (Categorical [0.25 ,0.25 ,0.25 ,0.25 ]));

31

32 let p4 = ctmc e_seq q (subf age (getAge c)) in

33 observe (getSeq c) (Categorical p4);()

Figure 3: An unrolled probabilistic program in CorePPL to generate the toy tree example.
Each unrolled step corresponds to the steps Fig. 1.

It consists of four fields: left:Tree and right:Tree fields to store the left and right
subtrees, respectively, a seq:Int field to store the nucleotide, and an age:Float field
to store the coalescent depth in time units before the present. We indicate the type of
each field via the text after the colon. For example, the left field has the type Tree.
Although, for simplicity, this example uses a single nucleotide for observation, the size of
the nucleotide sequences can be any length. Here, the seq:Int field of a node corresponds
to its state. Similarly, Line 3 presents the Leaf constructor, containing seq and age fields.

Line 4 starts with defining the observations. We have three leaves a, b, and c with
observations 0, 2, 3 respectively. We specify the transition-rate matrix q representing the
instantaneous rate matrix for the CTMC transitions between nucleotides (line 7). We
skip the details of the actual code, but for a Jukes-Cantor model, the rate matrix assumes
equal transition probabilities.

Lines 8 and 9 introduce the definitions of convenience functions. These functions
extract age and seq fields from either a Node or a Leaf construct. We also introduce
the ctmc function (line 11), which gives us the probability of transitioning to each of
the possible states. It returns a value:Tensor[Float] given the current state of a
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node i:Int, an instantaneous rate matrix q:Tensor[Float], and a time t:Float. For
example, in Fig. 1b, after sampling a state (nucleotide) for the node d, we calculate
the probability of transitioning to a different state (nucleotide) using the ctmc function.
Using this probability, we can then calculate, e.g., how probable it is to observe the state
at child node a given the current state of d. Note that the ctmc function does not contain
any assume or observe constructs.

The JC model assumes that all nucleotides have equal stationary probabilities. Thus,
at line 14, we sample dseq from a categorical distribution with equal probabilities, which
gives us the prior probability of the state s at node d, P (s) in equation 2. The reason
for the sampling is that dseq is an internal node, and its state is not observed, but we
need its state to calculate the tree likelihood. Line 26 creates a node d with an age value
sampled from an exponential distribution (not shown) and the sampled nucleotide dseq,
which corresponds to the state of this node. The left and right sub-trees of d are nodes
a and b, respectively. This process corresponds to Fig. 1b.

Next, on lines 18 and 21, we compute the continuous-time Markov chain (CTMC)
probabilities p1 and p2 for the leaves a and b, respectively, given the parent’s value dseq,
the age difference between the parent and the leaf node (the branch length or time),
and the rate matrix q. In equation 1, these correspond to Pa(dseq, 0) and Pb(dseq, 2),
respectively. Lines 19 and 22 computes the observed values of the leaves a and b using
the computed CTMC probabilities. This enables us to calculate the likelihood Lds for
the state s = dseq of node d using equation 1 based on the likelihood of the children
La0 and Lb2 and the CTMC probabilities Pa(dseq, 0) and Pb(dseq, 2). Further, instead of
sampling dseq, if we were to prune it, we would calculate Lds for each state s. Then, we
could calculate the joint distribution of the children by marginalizing their parent node
d using equation 2 based on the likelihood Lds and the prior distribution P (s). However,
in the naive version described here, we directly sample a value for dseq instead of pruning
it. Similar to dseq, line 24 samples from a categorical distribution with equal probabilities
for eseq. Then, it creates a node e with the sampled age and the sampled nucleotide eseq.
The left subtree of e is node d, an internal node, and the right subtree is node c, a leaf.

Finally, lines 28 and 32 compute the CTMC probabilities for nodes d and c, given its
parent’s value eseq, the age difference, and the rate matrix. Then, line 29 observes the
seq field value of node d using the computed CTMC probabilities. Due to the backward
construction of the tree, where we start from the leaves and move toward the root, we
need to sample from dseq (either explicitly or implicitly) before we can fully specify its dis-
tribution. Thus, dseq is an internal node state, not an observation. Hence, right after the
observe statement, we remove the previous weight of the internal node state dseq (line 30)
using the construct cancel. Otherwise, we would count the probability of dseq twice, first
assuming that it is drawn from the prior on the root state, and then assuming it is drawn
from the CTMC given the state of its ancestor. Here, the cancel construct is syntactic
sugar for taking the negative weight of the log probability of the observed data under
the specified distribution. For example, while observe 1 (Categorical [0.2, 0.5, 0.3]) is
equivalent to weight (log 0.5) since the log probability of observing 1 is 0.5 under the
given distribution, cancel(observe 1 (Categorical [0.2, 0.5, 0.3])) is equivalent to nega-
tive of that weight, which is weight -(log 0.5). The main reason behind introducing
such syntactic sugar is that we need to explicitly capture the state value and its distribu-
tion to reflect the change in the likelihood of the internal node state during the pruning
process. For example, with the introduced syntax, we can easily capture at compile time
the need to remove the effect of initially assuming in the first iteration of the clustering

8



function that the internal node state dseq is drawn from the steady-state distribution of
the JC model, Categorical [0.25, 0.25, 0.25, 0.25]). Finally, we observe the leaf node c

given its CTMC probabilities (line 33), but do not use the cancel construct afterward
since it is a leaf node with an observed state, and we have not assumed previously that
the state was drawn from the steady-state distribution of the JC model.

With a clear understanding of the simple example, we analyze each component of the
system more in-depth. The following subsections explain the challenges encountered and
the solutions developed to implement the user interaction, compiler, and runtime stages.

3.1 User Interaction

This subsection discusses the user-interface aspects of our system with a focus on how
users interact with the system to run the pruning algorithm. We address the challenges
associated with incorporating pruning capabilities into a PPL with a type system and
describe the solutions we implement to overcome these challenges. In particular, we define
an intuitive syntax to mark pruned variables by introducing the constructs prune and
pruned.

When we prune a random variable, we do not sample a value from its prior distribution
but marginalize it. For example, when we prune the random variable dseq, we should not
sample it at line 14. We define the variables that are not sampled but will be eliminated
through marginalization in the program as pruned variables. The problem is that the
user may output a pruned random variable or store it in a data structure, e.g., dseq in
a node structure as in line 26. This causes a type conflict in a typed system since the
sampled value of a random variable, e.g. Int, has a different type than the pruned variable
itself. To solve that type problem, we introduce a construct prune for the user to declare
a pruned variable explicitly. We also expand the type system with a PruneInt type for
that construct, and the user must declare the places where the pruned variable is stored
as a PruneInt type. Internally, the prune construct creates a temporary term that allows
the compiler to detect the target random variables to be pruned.

After we introduce these prune constructs, a user can easily update the model with just
a few changes. Specifically, to update the example model and make it a pruned version,
we change lines 2, 14 and 24 in Fig. 3 with the three lines in Fig. 4, respectively. This
change allows for pruning the internal nodes dseq and eseq. Instead of using the assume

keyword, the user should mark the variables with prune. Also, since that changes the
type of seq field, the user should reflect that in the Node constructor by changing its type
from Int to PruneInt. Further, the user should also now have different getSeq functions
for Node and Leaf constructors, such as getNodeSeq and getLeafSeq, since the seq field
have different types for Node and Leaf constructors. The advantage of integrating this
into the type system is that it guides the user in making the changes correctly.

The second major problem is that the user may apply a pruned random variable to
a function. For example, ctmc function expects an integer value for its state parameter;
however, at line 22, the user gives it a pruned variable with type PruneInt. Also, at

1 con Node : {left:Tree , right: Tree , age: Float , seq:PruneInt} -> Tree in

2 let d_seq = prune (Categorical [0.25 ,0.25 ,0.25 ,0.25]) in

3 let e_seq = prune (Categorical [0.25 ,0.25 ,0.25 ,0.25]) in

Figure 4: Changes in the code snippet after adding the keyword prune.
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1 let p1 = ctmc (pruned d_seq) q (subf age (getAge a)) in

2 let p2 = ctmc (pruned d_seq) q (subf age (getAge b)) in

3 let p3 = ctmc (pruned e_seq) q (subf age (getAge d)) in

4 observe (pruned (getNodeSeq d)) (Categorical p3);

5 cancel (observe (pruned (getNodeSeq d)) (Categorical [0.25 ,0.25 ,0.25 ,0.25 ]));

6 let p4 = ctmc (pruned e_seq) q (subf age (getAge c)) in

Figure 5: Changes in the code snippet after adding the keyword pruned.

Description Notation Function Definition

Set of pruned random variables R
Set of functions’ pruned results Pf

Prior probability distribution parameters dist(p) : R→ Pf ∪ Rz

Incoming messages incomingMsgs(p) : R→ Rm×z

Likelihood likelihood(p) : R→ Rz

Last weight lastWeight(p) : R→ R
Get the pruned variable that is applied to the function f input(pf ) : Pf → R
Values corresponding to the result of function f
for each state of the given input(pf )

values(pf ) : Pf → Rz×z

Table 1: A summary of pruning sets and their associated functions.

line 29, the observe construct expects an integer value; however, the user applies a
pruned variable. This causes a type conflict since the function expects an integer value;
however, it is given a variable with PruneInt type. To inform the compiler on how
to make proper transformations of the program and to enable correct type checking,
we introduce the pruned construct to indicate explicitly that the variable given as an
argument to a function is a pruned random variable. The pruned keyword creates a
temporary term to be used by the compiler, TmPruned, which takes an expression with
PruneInt type and returns an Int type. This ensures type compatibility and allows us to
evaluate the function that take a pruned variable as an argument considering all possible
values of the pruned random variable, so that we can marginalize it later. One key point
here is that the user can only give the result of a function using a pruned variable as
input to an observe statement as its distribution parameter. If the system detects it is
used elsewhere, it gives an error since it needs the value of the random variable; thus, the
variable cannot be pruned. To finish the example, a user needs to make the final changes
using the pruned construct by changing lines 18, 21, 28, 29, 30, and 32 in Fig. 3 to the
six lines in Fig. 5, respectively.

3.2 Notation and Compiler System

This section describes the implementation of the compiler component designed to incor-
porate the pruning functionality. We introduce a notation to represent the introduced
concepts and transformations within the compiler. First, we apply a normal-form trans-
formation to the program, making the succeeding transformations more generalizable and
simpler.

We summarize the notation for the pruning algorithm in Table 1. Firstly, we define
the set R to represent all program variables marked for pruning by the user. We denote
this set as R = {ri|i ∈ [1, n]}, where ri ∈ R represents the variables marked for pruning
with the prune keyword and n denotes the number of pruned random variables in the
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program. For example, in the toy example, the set of pruned random variables is R =
{d seq, e seq}. We indicate the number of different states a pruned variable can have
with z, and the number of incoming messages to a pruned variable with m. We define
the set Pf = {pfi | i ∈ [1, l]} to represent the set of pruned function applications given
a pruned variable as an argument. Each element pfi in Pf corresponds to a function
application when it is applied to a pruned variable, and l denotes the total number of
these function applications. For example, after executing lines 1 to 3 and 6 (Fig. 4)
providing pruned random variables to the ctmc function, the set of pruned function
applications is Pf = {p1, p2, p3, p4}.

The compiler maps constructs and types directly to their runtime representations to
keep track of the prior probabilities of the pruned variables and the incoming messages
for the runtime to manage pruned variables and their associated operations. We define a
runtime type PruneVar with two runtime constructs:

• Pruned Random Variable (PruneRVar): Each PruneRVar corresponds to an element
from the set R. Each construct consists of distribution parameters, likelihood, last
weight, and incoming messages.

• Pruned Function Application (PruneFVar): Each PruneFVar corresponds to an
element from the set Pf . It represents a function application when a pruned variable
is given as an argument. Each construct encodes a reference to the input pruned
variable as well as the values resulting from the function application for different
states of that input pruned variable.

The sets R and Pf defined earlier maps to these constructs. The compiler replaces each
element in R with a PruneRVar and thus each occurrence of the PruneInt type with the
runtime type PruneVar. The compiler also replaces each element in Pf with a PruneFVar.

When the compiler encounters observe constructs of pruned variables, it replaces
them with a runtime function observePrune, which calculates the likelihood that is
essential for succeeding pruning operations using the incoming messages. The value of an
observed random variable with a categorical distribution is either a pruned random vari-
able as line 4 in Fig. 5 or an integer-typed value as line 19 in Fig. 3. We define a runtime
value type ObserveValue that can take PruneRVar or Int as a parameter. For example,
we map pruned (getNodeSeq d) to PrunedValue (getNodeSeq d), and (getSeq a) to
IntValue (getSeq a), where both share the common type Value. During runtime, we
perform different operations based on their types.

We also define a runtime distribution parameter type ObserveParam with PruneFParam
PruneVar and FloatParam [Float] constructors that differentiate between different dis-
tribution parameters that the observe construct takes. For example, after we extract
(FloatParam [0.25, 0.25, 0.25, 0.25]) from Categorical[0.25, 0.25, 0.25, 0.25] and (PruneFParam
p1) from Categorical p1, we provide the extracted parameters to the runtime function
observePrune.

3.3 Runtime System

This subsection explains the runtime system responsible for handling pruned variables
and their associated operations. First, we discuss the runtime constructs for pruning,
the information they store, and how the compile time constructs map to them. We
discuss the semantic functions responsible for handling pruned variables and likelihood
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Figure 6: Dependencies among runtime functions. The compiler replaces a prune con-
struct with a call to the runtime InitializePruneRVar function. It replaces an observe

construct with a call to the runtime ObservePrune function, and replaces a prune ap-
plication on a function with a call to the runtime InitializeFVar function.

and weight computations during program execution. Fig. 8 and Fig. 6 demonstrate
the pseudocode for these functions and the relation between the functions. The com-
piler replaces the prune constructs with a function call to the runtime function Ini-
tializePruneRVar. The InitializePruneRVar initializes the mappings, such as
likelihood, lastWeight,dist,incomingMsgs for the runtime prune variable. When a prune
variable is applied to a function, the compiler replaces that application with a func-
tion call to the runtime function InitializePruneFVar. The InitializePruneFVar
function initializes the runtime construct for a function using a prune variable. At each
observation that depends on a prune variable, such as lines 19, 22, 29, 30 and 33 in fig. 3,
the compiler replaces the prune constructs with a function call to the runtime function
ObservePrune. The ObservePrune function updates the likelihood and the exe-
cution weight by calculating the incoming message from the observe statement. The
CalculateObservedLH function creates a likelihood vector if the observed value is
an integer. If the observed value is a prune variable, it returns the likelihood of the prune
variable. If an observe statement’s distribution depends on a prune variable through a
CTMC function, the CalculateMsg function calculates a message given the likelihood
vector for the observed value and the probabilities obtained from the CTMC function for
each state of the prune variable. The WeightPrune function adjusts the weight based
on the calculated log weight of an observation. The CalculateLogWeight function
firstly calculates the likelihood of a prune variable based on the incoming messages to
that prune variable. This corresponds to likelihood calculation in equation 2. Secondly,
it calculates the weight of the observe statement as in equation 1.

To demonstrate how the runtime system functions, we utilize the simple example,
shown in Fig. 3, and assume that the user marks variables dseq and eseq for pruning. The
compiler maps the marked variables for pruning to runtime PruneRVar constructs that
create the set of prune variables R. Each prune variable r ∈ R is associated with functions
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such as dist, incomingMessages, likelihood, and lastWeight functions that are explained
in the subsequent paragraphs and summarized in Table 1. The dist function returns the
prior distribution of the prune variable, which is provided in the program by the user.
We use this information to calculate the marginalized likelihood in equation 2. Next,
the incomingMessages function returns the incoming messages to the prune variable r
through the observations on the prune variable. The likelihood function returns the
likelihood associated with the prune variable r. We keep track of this information to
calculate the likelihood in the next iteration as in equation 1. Finally, the lastWeight
function keeps track of the last weight updated for the observation on the prune variable
p. This allows us to remove the effect of the previous weight when we observe a new
message since the new message calculated at each iteration already includes the previous
one.

1 let d_seq = createPruneRVar ([0.25 ,0.25 ,0.25 ,0 .25ble ]) in

2 observePrune 0 (getSeq a) (PruneFParam p1);

3 observePrune 0 (getSeq b) (PruneFParam p2);

Function After line 1 After line 2 After line 3
dist(dseq) (0.25,0.25,0.25,0.25) - -
likelihood(dseq) (1.0,1.0,1.0,1.0) (-0.911,-0.029,-0.029,-0.029) -0.026,-0.001,-0.026,-0.001

incomingMessages(dseq) () ((0.911,0.0296,0.0296,0.0296))
((0.911, 0.0296, 0.0296, 0.0296),
(0.0296, 0.0296, 0.911, 0.0296))

lastWeight(dseq) 0.0 -1.386 -4.273

Figure 7: Code snippets and the updated function values after running them. If there is
no change compared to the previous line, we indicate via the symbol -.

The compiler initializes runtime PruneRVar constructs via the initializePruneR-
Var function (Fig. 8). Given a prior distribution parameter d of the prune variable as
input, this function creates a construct r ∈ R. While line 2 adds r to the set R, line 3
sets the prior distribution parameter for r to d. When we update a map function, we use
the := notation. The initial likelihood of a prune variable is a vector of 1s with the length
being the number of different categories the distribution can have (line 4). The incoming
messages are initially empty and updated when observations occur (line 5). For example,
line 1 in Fig. 7 demonstrates the transformed runtime code and the first column updated
functions for dseq after executing that line, where (0.25, 0.25, 0.25, 0.25) is given as input
to the function by the compiler.

We associate each prune variable with a prior distribution parameter function dist,
which takes a prune variable as input and returns the prior distribution parameter that
is given by the model. Since all prune variables have a categorical distribution, we do not
explicitly encode the distribution family. For example, at line 2 in Fig. 4, for the pruned
random variable dseq, dist(dseq) returns (0.25, 0.25, 0.25, 0.25).

The likelihood function is one of the key components of pruning since instead of sam-
pling from a random variable, we propagate its likelihood value. We map each prune

r ∈ R variable with a likelihood function that returns an z-dimensional likelihood vector,
where each element corresponds to the likelihood of r given a state s (Lrs in the equa-
tion 1). For a pruned random variable, the system updates its likelihood based on the
incoming messages from the observations. For example, the initial likelihood of dseq is
(1., 1., 1., 1.); but as we observe values depending on dseq, its likelihood changes during the
execution. Fig. 7 demonstrates the change in the likelihood as we observe the sequences.

We also associate each prune variable r ∈ R with an incomingMessages function that
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1: function initializePruneRVar(d ∈ Rz) ∈ R
2: R← R ∪ {r}
3: dist(r) := d
4: likelihood(r) := 1z

5: incomingMsgs(r) := vector()
6: lastWeight(r) := 0.
7: return r

1: function initializePruneFVar(r ∈ R,f ∈ N→ Rz) ∈ Pf

2: Pf ← Pf ∪ {pf}
3: input(pf ) := r
4: ∀i ∈ [1, . . . , z] values(pf )i := f(i)
5: return pf

1: function observePrune(cancel ∈ {0, 1}, v ∈ N ∪R , d ∈ Rz ∪ Pf ) ∈ ()
2: lh← CalculateObservedLH(z, v)
3: if d ∈ Rz then
4: w ← 0.
5: for i← 1 to z do
6: w ← w + (di × lhi)

7: if cancel is 1 then weight (- log(w))
8: else weight (log(w))

9: elseif d ∈ Pf then
10: msg← calculateMsg(cancel, lh, d)
11: incomingMsgs(input(d)) := incomingMsgs(input(d)) ⌢ msg
12: weightPrune(input(d))

1: function calculateObservedLH(z ∈ N, v ∈ N ∪R) Rz

2: if v ∈ N then

3: xi ←
{
1 if xi = v,

0 if xi ̸= v.
∀i ∈ {1, · · · , z)}

4: return x
5: else if v ∈ R then return likelihood(v)

1: function calculateMsg(cancel ∈ {0, 1}, lh ∈ Rz, pf ∈ Pf ) ∈ Rz

2: msg ← vector()

3: for i← 1 to length(values(pf )) do
4: p← values(pf )i
5: msgp← 0.
6: for j ← 1 to length(lh) do
7: msgp← msgp+ (pj × lhj)

8: if cancel is 1 then msgp← 1.0/msgp

9: msg ← msg ⌢ msgp

10: return msg

1: function weightPrune(r ∈ R) ∈ ()
2: w ← calculateLogWeight(r))
3: weight (w-lastWeight(r))
4: lastWeight(r) := w
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1: function calculateLogWeight(r ∈ R) ∈ R
2: msgMul← incomingMsgs(r)1
3: for i← 2 to length(incomingMsgs(r)) do
4: m← incomingMsgs(r)i
5: for j ← 1 to length(m) do
6: msgMulj ← msgMulj ×mj

7: likelihood(r) =: msgMul
8: w ← 0.
9: for i← 1 to length(msgMul) do
10: w ← w +msgMuli × dist(r)i

11: return log(w)

Figure 8: Pruning operations.

stores the messages to update the likelihood of pruned variables. Given a pruned variable
r ∈ R as an argument, it returns a vector of m messages, where each message is a z-
dimensional vector (z is the number of different states a pruned variable can have). During
runtime at each observation point, we calculate an incoming message. For example, at
lines 19 and 22 (Fig. 3), each observation translates into an incoming message for dseq.
These messages are then utilized to update the likelihood of dseq, ensuring that likelihoods
integrate the observed data properly. We use the equation 1 to calculate the likelihood
from the messages. After executing each code line in Fig. 7, the table demonstrates how
the prune-associated functions change at each step. If there are no changes, we indicate
this by the symbol “-”. At each step, we see that our algorithm correctly calculates the
likelihood as the element-wise product of each message. And, we calculate the weight by
summing up the element-wise multiplication of the likelihood of dseq, p(obs|dseq), with
the prior distribution of dseq, p(dseq), where obs is the observed values so far at each line.

A major challenge we encountered while integrating the pruning algorithm into PPLs
was to determine the number of dependencies at compile time. In static scenarios, we
can predetermine the number of dependencies; however, the expressiveness of universal
PPLs enables program structures such as stochastic branching, generating dependencies
that change dynamically during runtime. The belief propagation algorithm calculates
an internal node’s marginalized likelihood based on the joint incoming messages of its
neighbor nodes multiplied by its prior probability (equation 2). However, in the con-
text of PPLs, we may not know how many more incoming messages we will encounter
due to the dynamic nature of the program. Specifically, a key technical challenge is as
follows: since we cannot always predict when the last message will be observed in case
of an unbounded recursion or a stochastic branch, at which point should we update the
marginalized likelihood?

We overcome this technical challenge by keeping track of the last weight updated that
we associate with each pruned variable throughout the program execution via lastWeight
function. If the execution encounters a new observation on a prune variable, it updates
the weight of the program incrementally, considering the last weight of that variable.
We invoke the lastWeight function to retrieve the last weight associated with the vari-
able. The last weight is a reference point for recalculating the weight based on the new
observation. The lastWeight function enables the runtime system to adjust likelihoods
accurately throughout the execution of the probabilistic program.
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For example, at line 19, we calculate the weight as
∑

dseq
P (aseq|dseq)P (dseq) via sum-

ming over all possible values that the parent dseq can have, provided the value of its
child a seq. We keep this weight as the last weight updated for d seq. At this point, we
need to update the weight of the execution. When we observe bseq at line 22, we need
to recalculate the total weight as

∑
dseq

P (aseq|dseq)P (bseq|dseq)P (dseq) by taking the dot
product of the parents’ prior probability and the joint distribution of both children given
the parent. However, we include P (aseq|dseq) again within that calculation, and the new
weight cannot be derived incrementally from the previous one due to the dot product op-
eration. Thus, we need to remove the previous weight that we keep track of and update
the execution with the new weight

∑
dseq

P (aseq|dseq)P (bseq|dseq)P (dseq) that accounts
for both observation points.

PruneFVar is the second fundamental construct for the pruning algorithm. The com-
piler initializes the PruneFVar constructs via the initializePruneFVar function, which
takes a function f : N → Rs and a pruned variable r ∈ R as arguments and returns a
construct pf ∈ Pf . For each state s ∈ [1, . . . , z] of the pruned variable r, the function f
takes that state and returns a real vector. We associate the PruneFVar construct with
the values and input functions. Within the initializePruneFVar function, we set
input(pf ) = r (line 3) for the input to map the pruned random variable r to pf . The
values function stores the values computed from applying the function f to each state
of the input pruned variable r. The runtime system uses the computed values for each
pruned variable’s state for marginalization at the observation points. Corresponding to
the equation 1, it enables us to derive the second component in the message, Pi(s,m)
for different states s ∈ [1, . . . , z] of the parent r. For example, dseq is the input for p1
at line 1 in Fig. 5. We apply each state of the pruned random variable dseq by replacing
pruned d seq with each state at compile time to ctmc function to create the values for
the PruneFVar. The compiler changes the runtime code for that line by including the
runtime function initializePruneFVar to:

1 let p1 = initializePruneFVar

2 (lam s. ctmc s q (subf age (getAge a)) d_seq in

Later, we can utilize this values mapping to marginalize dseq at observation points.
The semantic functions (Fig. 8) use the information stored in PruneFVar and PruneRVar

constructs to update the likelihood of a prune variable as well as the weight at each ob-
servation point. The compiler replaces the observe constructs with the runtime function
observePrune. The observePrune function takes a boolean cancel, a value v, and
a distribution parameter d as arguments. The cancel parameter determines how we cal-
culate the weight. If it is a cancel construct as in line 30 in Fig. 3, the compiler sets the
cancel as 1; otherwise, as 0. While the parameter v is either an integer value or a prune
variable, the parameter d can be a real vector or a PruneFVar.

The observePrune function is responsible for calculating the likelihood of a prune
variable and the execution weight. Line 2 calculates the likelihood lh via the calcula-
teObservedLH function, given the number of different states a value can take and the
value v. If the distribution parameter d is a sequence of real numbers (line 3), we calculate
the weight directly as the sum of the element-wise product of d and lh (line 6). If it is a
cancel construct, we weight the execution with the negative log of the calculated weight
(line 7). Otherwise, we weight with its log value (line 8). For example, at line 30 in Fig. 3,
the sum of the element-wise product of the distribution vector (0.25, 0.25, 0.25, 0.25) and
the likelihood vector likelihood(dseq) provides us the weight. When the distribution
parameter d is a PrunedFVar (line 9), the calculateMsg function calculates a mes-
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sage, msg, (line 10) and adds it to the messages vector for the prune variable input(d).
(line 10). Finally, line 12 updates the execution weight and the likelihood of the prune
variable input(d) based on the calculated messages.

We calculate the likelihood via the calculateObservedLH function. It takes a
value v and the number of possible states z. Considering the value is an integer, we
encode the observed value as a one-hot vector, in which the likelihood is concentrated
entirely on the observed value and is zero for all other possible values (line 2). For
example, since the value of getSeq a is 0, its likelihood is (1., 0., 0., 0.). If it is a prune
variable, the function returns its likelihood (line 5) since it is not sampled.

We calculate a message, an z-dimensional real vector, via calculateMsg function
given a boolean cancel, an z-dimensional real vector lh, and a PruneFVar p. First, we
initialize the message to an empty vector (line 2). For each value p ∈values(p) (line 3),
we perform a dot-product between the likelihood lh and p. The result of this dot product
msgp corresponds to a message in equation 1. We append this result to our resulting
message vector msg via the ⌢ operator (line 9). Each element msgp ∈ msg corresponds
to a message given the parent input(pf ) has state p.

We calculate the weight at each observation with the weightPrune function. First,
it calculates the weight of the current execution with calculateLogWeight function
(line 2). It removes the previous weight to prevent double counting of previous messages
and updates the weight via weight construct (line 3). It updates the lastWeight for the
prune variable r to the current calculated weight to include in the next observations if
any (line 4).

We utilize the calculateLogWeight function for updating the likelihood of r
and calculating the log-weight of the execution given a prune variable r ∈ R. Firstly,
it performs element-wise multiplication of the incoming messages to r via the function
incomingMessages(r) (line 6) that corresponds to multiplying the messages in the equa-
tion 1. Line 7 updates the likelihood of r. Then, we calculate the weight by calculating
the sum of element-wise multiplication between the likelihood and the prior distribution
of r (line 10). This step is equivalent to marginalizing d in the equation 2. Then, we
return the log weight since the weight construct expects a log weight.

4 Evaluation

In this section, we evaluate the performance of automated pruning on phylogenetic tree
inference models using importance sampling implemented in Miking CorePPL. The key
focus of our evaluation is to assess the impact of automated pruning on inference efficiency,
computational efficiency, and code efficiency compared to a hard-coded version where
pruning is manually integrated. However, we are not able to evaluate our method on
very large datasets. Our implementation’s efficiency depends on side effects to update the
maps on prune variables, and SMC inference in Miking CorePPL requires that the model
has no side effects. Therefore, we run our experiments with importance sampling instead
of SMC with resampling, which makes convergence infeasible on large benchmarks. We
compare various models under three different scenarios: with automated pruning, with
hard-coded pruning, and a naive version, where the internal nodes are sampled.

For a hard-coded version of a model that is the ground truth for our automated version,
we manually apply forward belief propagation on that model. While the automated
pruning implementation leverages side effects to update mappings for pruned variables,
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such as likelihood, the hard-coded version does not. Though side effects make the pruning
algorithm more efficient in the automated version, it is less intuitive and introduces
complexity for a hard-coded version in a functional language setting.

4.1 Experimental Setup

We conduct the experiments on three datasets: a toy DNA data set, a real-world DNA
dataset, primates, obtained from MrBayes examples, and a real-world RNA dataset,
M336, obtained from TreeBASE [27, 42]. The toy DNA dataset consists of 4 observed
taxa, each having a DNA sequence length of 15. The DNA real-world dataset primates
has 12 observed taxa, each having a DNA sequence length of 898. The M336 dataset
consists of 27 observed taxa, each having an RNA sequence length of 1949. Larger
datasets tend to result in infeasible convergence times when using importance sampling.
Also, the current implementation of SMC inference in Miking CorePPL does not support
side effects within the model, which we depend on in the pruning algorithm to update
the mappings for prune variables efficiently and easily. Note that this limitation is due to
the implementation of SMC in the current version of the compiler we are using and is not
a fundamental limitation of our approach. Hence, we contend that an updated version
with SMC can be implemented in the near future.

Due to this current computational constraint, we subsample 6 taxa from each real-
world dataset and run our experiments on the subsampled dataset. While the toy DNA
dataset contains no missing data, signifying that each nucleotide in the sequence is known,
the real-world datasets contain missing data. Whenever we encounter missing data for
some sites, we do not observe them within the model.

We assess the performance of automated pruning using benchmarks with various
complexities. The smaller dataset provides a baseline for evaluating the method’s effec-
tiveness on simpler models, while the larger real-world datasets demonstrate how well the
method scales to more complex datasets commonly encountered in phylogenetic tree in-
ference. We compare the performance of tree inference models with hard-coded pruning,
automated pruning, and without pruning for each experiment. We employ importance
sampling to get the marginalized log-likelihood estimates of the models. These models
include Jukes-Cantor (JC) [24] and general time reversible (GTR) [41, 28, 37]. While the
JC model assumes equal transition rates between nucleotides, the GTR model introduces
additional parameters for the transition rates, which makes the GTR model more com-
plex. We also run these models in MrBayes with the stepping-stone method to check the
accuracy of the estimated normalizing constant. We run the MrBayes experiments with
1 million iterations for the toy dataset and 5 million iterations for the other datasets for
the chains to converge as suggested in Lakner et al. [27].

We conducted the experiments 30 times on an Ubuntu 22.04 LTS system equipped
with a 20-core Intel(R) Xeon(R) Gold 6148 CPU @ 2.40GHz and 62GiB of physical
memory. However, we run the CorePPL experiments on a single core since the current
inference implementation in Miking CorePPL does not support parallel execution.

4.2 Evaluation metrics

4.2.1 Marginalized log-likelihood estimates

To evaluate the inference efficiency performance of pruning, we compare the variance in
the marginalized log-likelihood (normalization constant) estimates (log(Z)) for different

18



NP HCP AP NP HCP AP NP HCP AP

−120

−100

−80

300 3000 30000

L
o
g
(Z

)

No pruning (NP) Hard-coded pruning (HCP) Automated pruning (AP)

(a) Log normalizing constants.

NP HCP AP NP HCP AP NP HCP AP
300 3000 30000

0.16 0.67

6.3

0.21
1.21

11.46

0.21
1.17

11.05

S
ec
o
n
d
s

(b) Execution times

Figure 9: (a) shows the JC experiment results on the small dataset: marginal log-
likelihood estimates (y-axis) for varying particles (x-axis), without pruning, with hard-
coded pruning, and with automated pruning, respectively. The red dashed line is the
MrBayes log-likelihood estimate (b) shows elapsed real-time (seconds) for varying parti-
cles (all standard deviations are below 0.1 and thus not shown on the graph).

numbers of particles over 30 runs for each setting. Lower variance indicates more efficient
inference, resulting in estimates that are more stable and closer to the true marginal
likelihood.

4.2.2 Execution times

We also present how much of a runtime overhead automated pruning introduces compared
to the hard-coded pruning and no-pruning for the same number of particles.

4.2.3 The number of line differences in code

We also count the number of line differences, such as deletions and insertions, in auto-
mated pruning and hard-coded pruning implementations, comparing each to the naive
version. For this purpose, we use the UNIX command “diffstat”.

4.3 Results

We present the results of our experiments for both the Jukes-Cantor (JC) and general
time reversible (GTR) models on different datasets.

4.3.1 Jukes-Cantor model

Fig. 9a demonstrates the log-normalizing constants on the toy dataset for three scenarios.
We observe that the naive version exhibits high variance in the log normalizing constant
estimate compared to the pruned versions. The estimate also varies significantly with
the number of particles. Hard-coded and automated pruned versions result in a similar
variance of the estimate, which is much lower than the naive version. The number of
particles also has minimal influence on the estimate from the pruned algorithms. MrBayes
estimates the log normalizing constant to be −77.5, similar to the estimate from the
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Figure 10: (a) shows the JC experiment results on the primates dataset: marginal log-
likelihood estimates (y-axis) for varying particles (x-axis), without pruning, with hard-
coded pruning, and with automated pruning, respectively. The red dashed line is the
MrBayes log-likelihood estimate (b) shows elapsed real-time (seconds) for varying parti-
cles (all standard deviations are below 0.1 and thus not shown on the graph).

pruned algorithms. We indicate the MrBayes results on the figures with a red dashed
line.

The corresponding execution times, shown in Fig. 9b, reveal that while hard-coded
and automated pruning introduce similar overhead, they are approximately twice as time-
consuming as the naive method. This increase in execution times is expected, given that
both pruning techniques necessitate additional computations for each state of the pruned
variable, thereby contributing to the overhead. Note, however, that the overhead of the
computation is negligible compared to the improved efficiency. E.g., the result of the
naive version for 30000 particles is significantly worse than the pruned version for 300
particles. Note also that the total computation time for 300 pruned particles is 8.4s,
which is significantly faster than the naive version for 30000 particles, which is 217.61s.
We also note that automated pruning carries no computational overhead over hard-coded
pruning.

Fig. 10a demonstrates the results for the primates dataset that are similar to the
results of the smaller dataset except that the normalizing constant observed for the naive
version is even further away from the pruned counterparts than in the smaller dataset.

The execution times, illustrated in Fig. 10b, demonstrate similar results for hard-
coded and automated pruning but are approximately four times more expensive than the
naive version. This is to be expected, as the runtime cost introduced by pruning is linear
in the number of pruned variables. While the number of prune variable is 897 for the
primates dataset, it is 14 for the toy dataset. And, this ratio is reflected on the runtimes
as well. MrBayes estimates the log normalizing constant to be −3789 (red dashed line).

Fig. 11a demonstrates the results for the M336 dataset. Compared to the primates
dataset, the sequence length is longer in the M336 dataset. Thus, we observe a larger gap
between the log normalizing constant of the naive version and the converged constant
that emphasizes the importance of pruning further. MrBayes estimates the log normaliz-
ing constant to be −3474 (red dashed line). The execution times, illustrated in Fig. 11b,
demonstrate expected results as the pruned version cost increases linearly to the number
of pruned variables. However, the runtime difference between the hard-coded and auto-
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Figure 11: (a) shows the JC experiment results on the M336 dataset: marginal log-
likelihood estimates (y-axis) for varying particles (x-axis), without pruning, with hard-
coded pruning, and with automated pruning, respectively. The red dashed line is the
MrBayes log-likelihood estimate (b) shows elapsed real-time (seconds) for varying parti-
cles (all standard deviations are below 0.1 and thus not shown on the graph).

mated versions stems from the automated version using side effects and that makes it
more efficient than the hard-coded version.

4.3.2 General time reversible model

Fig. 12a, Fig. 13a, and Fig. 14a demonstrate the log-normalizing constants for the GTR
model on the toy, primates and M336 datasets, respectively. Since the GTR model is
more complex than the JC model due to its additional parameters on the rate matrix,
it demonstrates higher variance. However, the pruned versions reduce the variance of
the log-normalizing constant greatly compared to the naive versions, already with few
particles. For toy, primates, and M336 datasets on the GTR model, MrBayes estimates
the log normalizing constants to be −77.9, −3640, and −3473, respectively (red dashed
lines). The complexity of the GTR model requires more computations and thus leads to
increased runtime as well. In Fig. 12b, Fig. 13b, Fig. 14b, we observe longer execution
times than the JC model.

With the pruning algorithm, we reduce the variance in the log normalizing constants,
improving the inference efficiency greatly. Considering this improvement in the inference
efficiency, the runtime overhead that the pruning introduces is trivial compared to the
naive model. With automated pruning, writing the model becomes less time-consuming
and error-prone for the user than a hard-coded version.

4.3.3 Code changes per model

Finally, we compare the lines of code changed for the pruning implementations compared
to the naive implementation . Both the GTR and JC model have the same number of line
changes between different pruning versions. This is due to the fact that the only difference
between the naive versions of these models is the rate matrix. While the number of lines
that need to be changed for automated pruning is 18, it is 107 for the hard-coded version.
For the automated pruning model, the user marks the prune variables and changes the
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Figure 12: (a) shows the GTR model experiment results on the toy dataset: marginal log-
likelihood estimates (y-axis) for varying particles (x-axis), without pruning, with hard-
coded pruning, and with automated pruning, respectively. The red dashed line is the
MrBayes log-likelihood estimate (b) shows elapsed real-time (seconds) for varying parti-
cles (all standard deviations are below 0.1 and thus not shown on the graph).

types accordingly. However, for the hard-coded version, it needs to integrate the pruning
algorithm into the model.

5 Related Work

Belief propagation is widely applied in inference problems on graphical models since it
allows efficient computation of marginal distributions over discrete variables. However,
its automation in PPLs has been limited.

Most domain-specific languages implement belief propagation for a specific model or
are not universal PPLs, and thus, the models that can be expressed are limited [31,
19, 32, 36, 12, 11]. For example, Factorie is a domain-specific language focusing on
factor graphs [31]. It implements belief propagation automatically, yet the language
lacks expressiveness since the models described are limited to factor graphs with fixed
structures. On the contrary, our method can detect potentially dynamic tree structures
and marginalize them in a statically typed universal PPL setting.

In evolutionary biology, virtually all tools for statistical tree inference utilize Felsen-
stein’s pruning algorithm [16] for efficient likelihood calculation. For instance, Mr-
Bayes [39] is a widely used program for Bayesian inference of phylogenetic trees. It
uses hard-coded versions of Felsenstein’s algorithm for a pre-defined set of evolutionary
models that the user can choose from. RevBayes [21] and Beast [40] are Bayesian phylo-
genetic tree inference tools that allow more flexibility in the specification of the model.
However, Felsenstein’s algorithm remains hard-coded for the supported models. Our ap-
proach automates pruning, enabling efficient marginalization across diverse phylogenetic
models without compromising model expressiveness.

Several approaches use belief propagation within different PPLs to take advantage
of Rao-Blackwellization, reducing the variance of the estimator.ine Delayed sampling,
as proposed by Murray et al. [33], exploits conjugate-prior relationships among random
variables to reduce sampler variance. Atkinson et al. [3] proposes a modified version
of the delayed sampling algorithm also to marginalize discrete distributions and catch
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Figure 13: (a) shows the GTR model experiment results on the primates dataset:
marginal log-likelihood estimates (y-axis) for varying particles (x-axis), without pruning,
with hard-coded pruning, and with automated pruning, respectively. The red dashed line
is the MrBayes log-likelihood estimate (b) shows elapsed real-time (seconds) for varying
particles (all standard deviations are below 0.1 and thus not shown on the graph).

more analytical relations. Although it can marginalize discrete distributions, it is not
as efficient as the pruning algorithm for a tree structure. Based on Atkinson et al.
[3]’s paper, Azizian et al. [4] proposes a method to run inference on Gaussian trees
efficiently. However, their approach focuses on SMC inference of state-space models and
uses conjugate prior relations among Gaussian tree nodes. Further, both [3] and [4]’s
works are limited to non-universal PPLs. While delayed sampling and similar techniques
deliver practical insights into reducing sampler variance, these algorithms do not apply
well to generic, tree-structured models.

6 Limitations and Conclusion

We see three main limitations with our current approach, which we plan to address in
future work. The first limitation is that we do not allow nested prune variables, such
as prune (Categorical p), where p is a prune variable or depends on another prune
variable. Such a feature would complicate the underlying algorithm we are proposing
here greatly by requiring a nested marginalization algorithm integrated with the pruning
algorithm. In a backward simulation of a tree model, such as the coalescent approach we
use here, we avoid this problem. However, we note that the same model we discuss here
can be written as a forward simulation, in which such nested prune variables would be
commonplace. Every time the state of an interior node is introduced in such a forward
simulation, it would be specified as a prune variable drawn from a distribution dependent
on the pruned state variable of its immediate ancestor. Thus, it should be possible to
devise automated pruning mechanisms that also work for model formulations with nested
prune variables, even though it appears to require more complex transformations of the
model code. Thus, addressing this limitation is an important priority.

The second limitation is that we only handle the cases where a function or a distribu-
tion takes one prune variable as an argument. In some models, it may be advantageous
to consider functions or distributions that take several prune variables as arguments.
For instance, standard phylogenetic models account for rate variation across sites in a
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Figure 14: (a) shows the GTR model experiment results on the M336 dataset: marginal
log-likelihood estimates (y-axis) for varying particles (x-axis), without pruning, with hard-
coded pruning, and with automated pruning, respectively. The red dashed line is the Mr-
Bayes log-likelihood estimate (b) shows elapsed real-time (seconds) for varying particles
(all standard deviations are below 0.1 and thus not shown on the graph).

DNA sequence by assuming that the site rates follow a gamma distribution; a discrete
approximation of this distribution with a small number of rate categories is then pruned
out [44]. Thus, generating state-of-the-art inference machinery for phylogenetic infer-
ence would involve either a function like the CTMC function above, or an appropriately
defined CTMC distribution, which would take two prune variables: the state and the
time (or, more appropriately, the expected “amount” of evolution measured as the time
multiplied by the site rate).

Finally, our current pruning implementation is limited to smaller datasets because the
Sequential Monte Carlo (SMC) inference implementation in Miking CorePPL does not
support a straightforward way to duplicate particles with references in the resampling
step of the SMC algorithm. In future work, we aim to address this practical limitation
to demonstrate the applicability of our approach to larger datasets. Note, however, that
this implementation detail only affects computational efficiency; it does not affect the
correctness of the automated pruning approach presented in this paper or necessitate any
further changes in the pruning implementation to benefit from these efficiency gains.

Our approach automates the forward pass of belief propagation to prune discrete ran-
dom variables of a model efficiently when the model contains tree structures. We have
shown that our method does not incur runtime overhead compared to the hard-coded
version, where the belief propagation is manually integrated into a model. Compared
to the naive version, where all the random variables are sampled, reducing the sam-
pler’s variance with our approach outweighs the runtime cost introduced by the pruning
algorithm.
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